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Abstract
This paper introduces a new way of solving an edge user allocation problem. The problem is to be solved with a
network of spiking neurons. This network should quickly and with low energy cost solve the optimization problem
of allocating users to servers and minimizing the amount of servers hired to reduce the related hiring cost. The
demonstrated method is a simulation of a method which could be implemented onto neuromorphic hardware. It is
written in Python using the Brian2 spiking neural network simulator. The core of the method involves simulating an
energy function through the use of circuit motifs. The dynamics of these circuit motifs mimic a search for the lowest
energy point in an energy landscape, corresponding to a valid solution for the edge user allocation problem. The
paper also shows the results of testing this network within the Brian2 environment.
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1 Introduction
The internet is growing fast, and with it the number of connected devices. Currently, there are billions of connected
devices at the edges of the internet. In this system, there has emerged an architectural bottleneck constituted by
the relatively small amount of servers in cloud data centers [4]. The edge computing paradigm brings computing
and storage of data closer to the end user. As such it seeks to reduce system latency and bandwidth. Ericsson’s
5G network is currently underway to launch further edge capabilities and aims for "Deep integration of compute
networks, blurring the line between the device, the edge of the network and the cloud" [3]. Examples of technologies
which could benefit from this type of offloading is AR/VR, Collaborative intelligence, Cloud gaming and Autonomous
vehicles.

The core concept of edge computing is that system lag and energy cost can be reduced if computing happens closer
(than the cloud computing alternative) to the end user. Often times one may hire external edge servers to do this job.
In order to minimize the associated cost, one would like to hire as few edge servers as possible to perform this task. [7]

To this end, we wish to allocate a maximum of available users to as few edge servers as possible. If a user
can’t be allocated to an edge server, it will be allocated to the central server instead. The primary goal is to allocate
all users to edge servers. The secondary goal is to minimize the amount of edge servers employed. Since the goals
are hierarchically motivated (The primary goal is to be satisfied before the secondary goal), this problem can be
modeled as a constraint satisfaction problem (CSP). [7]

The main benefits of a neuromorphic solution to this problem is the speed of execution and the energy effi-
ciency that an implementation on neuromorphic hardware would bring. These efficiency gains come about due to
the massively parallel processing taking place in Spiking neural networks (SNN) and the fact that (unlike a Von
Neumann processor) not all of the network needs to be active at the same time to execute. This parallelization
mirrors the way a biological brain function. Cai et. al. [2] shows a solution to certain optimization problems using
the intrinsic noise in memristor Hopfield neural networks. They show a solution throughput with over four orders of
magnitude higher per power consumption relative to other solutions including quantum, optical and fully digital
approaches. This network works with similar input and neural dynamics to ours.

Contrary to conventional machine learning, we do not train a network to make inference based on a data set.
The state of this network is meant to, by stochastic input to a particular neuromorphic design, be entropically
degenerated to the network state with the lowest energy. With sophisticated design of the network, this state will be
one solution to the CSP. This happens due to the temporal dynamics of spiking neurons with stochastic input and a
deterministic refractory period. With sufficient noise input, and a properly designed architecture, the state of the
SNN will converge exponentially fast from any initial state to a solution for the CSP. [13]

In order to implement our solution on a neuromorphic processor, we are currently waiting for the Lava [10]
framework to support a straightforward application to the Intel Loihi neuromorphic processor. This project is
currently in the works. The Lava framework currently supports neuromorphic solutions for optimization problems
that can be solved with the techniques of quadratic programming [11]. Instead we will employ the Brain2 simulator
for spiking neural networks. It enables us to simply implement our testing simulations in Python. [1]

No one has yet solved our edge user allocation problem this way, so it is new ground to tread. Our main
contribution to this field is the attempt to implement a second optimization function working laterally to the primary
optimization and itself being bounded by one of the constraints.

2 Related work
The energy function used is a Boltzmann function, used also in other cases such as Jan LeCunn’s JEPA architecture
[8]. Our implementation doesn’t actually calculate this energy function using a Von Neumann processor, but instead
approximates it by the dynamics of certain circuit motifs, explained in sections 3.2.3, 4.1 4.2.

A similar solution to an omptimization problem has been produced by Jonke et. al. [13] where an approxi-
mated energy function is applied by the use of simple stereotypical network motifs. This architecture is then used
to produce a more efficient stochastic search for good solutions than a Boltzmann machine and Gibbs sampling.
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Guerra et. al. [5] uses SNNs fed with stochastic noise to solve CSP optimization problems such as hard Sudoku
puzzles, the map coloring problem and they show an application to simulating spin glasses. Corder et. al. [6]
demonstrates that a neuromorphic processor can be used to solve the vertex cover problem via mapping to an Ising
spin model. Mniszewski [9] has shown that a stochastic spiking network can also solve a graph partitioning problem
on IBMs TrueNorth spiking neuromorphic architecture. Jiahai Wang [12] has shown that by introducing a nonlinear
self-feedback term to the motion equation of a discrete Hopfield neural network, the network can escape from local
minima and therefore get a better solution.

3 Theory

3.1 Edge user allocation problem
In edge computing, some of the users will exist in zones where they can be allocated to more than one server. To
optimally reduce the cost of hiring edge servers, the users in the overlapping zones can be allocated in such a way
where one or more server do not need to be hired.

Figure 1: Graphic representation of the edge user allocation problem.

We explain the user allocation problem mathematically with optimization problem formalism:

Maximize

n∑
j=1

m∑
i=1

xij (1)

Minimize

m∑
i=1

yi (2)

subject to:
n∑

j=1

wjxij ≤ Ciyi,∀i ∈ {1, ...,m} (3)

dij ≤ cov(si),∀i ∈ {1, ...,m} ;∀j ∈ {1, ..., n} (4)
m∑
i=1

xij ≤ q,∀j ∈ {1, ...,m} (5)

yi ∈ {0, 1} ,∀i ∈ {1, ...,m} (6)

xij ∈ {0, 1} ,∀i ∈ {1, ...,m} ∀j ∈ {1, ..., n} (7)

The objective (1) maximizes the amount of users x that are assigned to hired edge servers. The objective (2) mini-
mizes the number of hired edge servers y. Here, the objective (1) is ranked higher that objective (2) in terms of priority.

The equations (3), (4) and (5) represent contraints to the objective function. (3) represents the capacity con-
straint, that the remaining capacity C of a server can not be exceeded. w is the scaled weight of computational
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resources needed per user. (4) represents the proximity constraint, that only users located within the coverage of a
server s can be allocated to that server. d is the distance from a user to a server. (5) ensures that a user can only be
allocated to one server. (6) and (7) says that x and y are binary variables.

3.2 Spiking neural networks
3.2.1 The energy function and modularity

We aim to implement an approximation of a Boltzmann energy function as described by Jonke et. al. [13]. The
creation of an energy function on a network of spiking neurons with asymmetric weights (the synaptic weights
connecting the neurons in the network) can be simplified by the modularity principle. The effect of the auxiliary
circuits upon the energy landscape of the network supposedly cannot be accurately predicted. Under some conditions,
though, the auxiliary motifs make linear contributions to the principal network. The modulated energy function of
the network can then be written as a linear combination:

Etot = Ep +
∑
i

Ui (8)

where Ep is the energy function of the principal network and Ui represents the linear contributions of the auxiliary
motifs to the total energy function Etot of the network.

Since the network energy function can be represented as a linear combination, an auxiliary circuit motif ap-
plied to a subset of neurons κ will not affect the membrane potentials of the neurons k in the complementary set
k /∈ κ. E.g. the introduction of additional network motifs does not interfere with the primary network motifs. This
network energy function, then, does not need to be calculated mathematically only to give feedback into the network
of which neurons to suppress and which to potentiate. Instead, the feedback which moves the network state closer to
a low energy state is inherent within the inhibition and potentiation which the auxiliary neurons provide.

Figure 2: A graphical representation of how two circuit motifs may be represented in an energy landscape. The x-
and y-axis each represents a WTA and each line represents a staple in the bar graph. The WTA circuit motif is
explained in section 3.2.3.

3.2.2 Circuit motifs

A circuit motif is a method of interconnecting neurons to channel inhibition and excitation so that the energy
function will be minimized over a run. These can take different characteristics depending on which way we wish to
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affect the primary neurons. Some circuit motifs work merely by synaptic connections between the primary neurons.
Other motifs work by including one or more auxiliary neurons to facilitate the functionality of the motif.

3.2.3 The WTA circuit motif

A Winner-take-all (WTA) circuit motif imitates a XOR logical gate. It has a number of spiking neurons connected
to each other with inhibitory connections. Each neuron inhibits all the others. Were two neurons to spike around the
same time, one of them will be inhibited and essentially suppressed. For our purposes, we connect all the neurons
representing connections to one user in a WTA. This ensures that each user will have one and only one connection
active and as such will represent a connection to one server exclusively. This ensures that the constraint (5) is
satisfied.

Figure 3: A graphical representation of the WTA motif with an arbitrary number of neurons. All the lines are
inhibitory connections.

4 Method
To implement the server selection and the capacity constraint motif, we have opted for circuit motifs that use an
auxiliary neuron to give excitation or inhibition laterally across the WTAs. We will now describe these motifs.

4.1 The server selection motif
In order to minimize the amount of servers used 2, our approach is to "fill up" active servers by implementing lateral
excitation of all neurons connected to the same server. Ergo neurons get connected laterally across WTAs. Each
of these primary neurons firing give excitation to an auxiliary neuron which, in return spikes to excite those same
neurons. The purpose of which is to encourage more neurons representing connections to the same server to fire.

Figure 4: A graphical representation of the server selection motif. The primary neurons S represents the connections
for each user. They are embedded in a WTA representing each user. The auxiliary neurons P are the server selection
neurons. The blue lines are excitatory connections.
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4.2 The capacity constraint motif
In order to implement the capacity constraint (3), we can connect each primary neuron representing connections to
the same server to another auxiliary neuron. This, in turn, when spiking will send inhibition to the same set of
neurons.

Figure 5: A graphical representation of the capacity constraint motif. The primary neurons S represents the
connections for each user. They are embedded in a WTA representing each user. The auxiliary neurons C implements
the capacity constraint. The blue lines are excitatory connections and the red lines are inhibitory connections.

4.3 The full network
The method we have opted for is to have one neuron represent a connection between a server and a user. This allows
the final state of the active and inactive neurons to be read out as the connections that are to be made. Each user is
represented by one WTA circuit. Ineligible connections (due to a user not being in the coverage area of a server)
have the relevant neurons representing those connections disabled. This means that they do not affect the workings
of the WTA. So each WTA contains a number of neurons equal to the number of servers subtracted by the amount
of ineligible connections for that user.

When each WTA circuit is fulfilled, the first objective function (1) is automatically fulfilled. This also auto-
matically satisfies the third (5) constraint since a fulfilled WTA connects a user to one and only one server.

The neurons representing the connections are called primary neurons. There are also auxiliary neurons which do
not represent connections between users and servers. These work to implement the various cost functions which
collectively approximate the total energy function of the network. These auxiliary neurons are used to create
connections laterally across WTA’s. Our implementation uses two auxiliary neurons per amount of servers. One of
these creates lateral excitation in order to make sure that the servers "fill up" the amount of connections to that
server (in order to fulfill the second objective (2)). The other one creates lateral inhibition to counter the lateral
excitation. This works implement the capacity constraint. It has a higher threshold value than the excitatory lateral
connections and thus activates when more connections on the same server are active. If the properties of the two
auxiliary motifs are balanced properly, this leads to a filling up of connections per server which stops filling up at
the capacity constraint.

4.4 Scaling the network
When implemented on a neuromorphic chip, we want to know how many neurons are used for the full network. For
the primary neurons, we need one neuron for each connection, scaling with both the number of users and the number
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of servers. For the Auxiliary neurons, we need one neuron per server for both the server selection and capacity
constraint motifs. The WTA does not use auxiliary neurons. In total:

Ntot = NPri +NAux = U · S + 2S, (9)

where U is the number of users and S is the number of servers.

As for synapses, we use 2 synapses for each user for both the server selection and capacity constraint motifs.
This then happens for each server. For the WTA motif, we have S − 1 synapses for each primary neuron giving a
total of:

SY Ntot = SY NWTA + SY Nser + SY Ncap = (S − 1)S · U + 4S · U = (S + 3)S · U (10)

We include more calculation on this topic appendix.

5 Experimental design

5.1 Brian2 functions
For the stochastic input to the primary neurons we used the Poissoninput() class, allowing for each primary neuron
to receive an independent realization of a Poisson spike train. For the primary Neurons we used the Neurongroup()
class. This implements a numerical integration for the spike trains using the Euler method. We used the same
function with different parameters for the auxiliary neuron groups. We allowed the threshold to be defined as a
variable included in the system equations. This way the threshold could be modified to take a value which is too
high to ever be reached. This, in essence disables the neuron from ever firing and thus we can disable a neuron if
it represents an invalid connection (due to the range constraint). Synapses were connected using the Synapses()
function. This allows for easy connectivity between neuron groups and within neuron groups.

Monitoring of the state of the network was implemented with the SpikeMonitor() and StateMonitor() classes.
SpikeMonitor() was used to record the spike timings over the whole network in order to get an overview of the
network dynamics. StateMonitor() was used to see the voltage levels of the neurons of each WTA over time. The
neurons which have a voltage of 0 or greater at the end of a run read as active and the other neurons read as inactive.
Thus we determine which connections end up active after the full run of the network. This allows for analysis and
subsequent tuning of parameters such as threshold, synaptic weights etc. This data was also used to see if any
constraints were broken and if so, which. This information was then delivered to output. for more information on
the specifics of Brian2 functions, we refer to the official documentation [1]

5.2 Parameters

Table 1: The parameters for the neuron groups. Motifs:
1 - WTA, 2 - Server selection, 3 - Capacity constraint

Neuron Threshold Refractory reset
group (V) period (ms) (V)

1 10 0.1 0
2 10 5 0
3 30 0.1 0

Table 2: The strength of synaptic connections. Motifs:
1 - WTA, 2 - Server selection, 3 - Capacity constraint
Motif Origin group Target group Weight

1 Primary Primary -20
2 Primary Server selection +0.7
2 Server selection Primary +0.5
3 Primary Capacity +0.5
3 Capacity Primary +0.5
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The testing was done on a network of 6 users and 4 servers with a capacity of 3. The differential equation regulating
the spiking neurons was dV/dt = −V/τ where the time-constant τ was set to 50 ms. All the testing was done on a
1000 ms timescale.

Note that the inhibitory weight of the WTA motif is higher in absolute value than the excitatory weights of
the other circuit motifs. This is done for balancing purposes. We wish for the WTA to be the main driver of the
network, in order to reduce chaos caused by switching network states too often. This can happen if there is too
much excitation in the network.

The threshold of the capacity constraint motif is larger than the other circuit motifs. This is done in order
to have it spike only when enough neurons are connected to the same server. This has a side effect of making the
capacity constraint spike less frequently than the server selection motif. In order for the two to balance out and
spike with more similar frequencies, a longer refractory period is imposed on the server selection neuron.

6 Results

6.1 Optimization metrics
The configuration presented above can reliably satisfy the first objective function for repeated trials in such a manner
that each of the constraints are satisfied. Although it is quite unreliable in optimizing the second objective function.
A trial of 100 test runs were performed on our demo configuration. This has 6 users, 4 servers and a capacity of 3
and was run to test how often the network minimizes or reduces the number of servers hired. The small amount of
neurons used allows us to easily analyse the functioning of the network at runtime. The results of running the demo
configuration are in table 3. 2 servers used means optimal minimization, 3 servers used means partial minimization
and 4 servers means no reduction in server usage.

Table 3: 100 runs of the testing network.
No. servers hired No. runs

2 7
3 48
4 45

6.2 Runtime overview
During runtime, the behaviour of the network can be shown as spike timings. Below is a raster plot of the spiking
primary neurons. We see that with the parameters used, most of the WTA’s stabilize very quickly (in around 5-10
ms). After this, additional convergence can also happen due to the randomness of the input and helped by the server
selection motif. We did not see much of any convergence happening after 100 ms of runtime.
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Figure 6: (left) A raster plot of the convergence to a stable solution resulting from the testing network. In this
iteration, the stable solution is found in about 60 ms. At that point, the network switches from 4 active server to 3
active servers. (right) A graph of the resulting connections between users and servers. Note that server 4 is not used.

The WTA’s represent users. In the raster plot of figure 6, each dot is a spike from a neuron. The neurons 0, 4, 8,
12, 16 and 20 represent connections to server 1. Neurons 1, 5, 9, 13, 17 and 21 represent connections to server 2 and
so on. A neuron which is continuously spiking is considered active and the neurons which are active at the end of
the time period become the output of the network. This is shown graphically in the right picture of figure 6.
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6.3 Convergence properties
We also want to see how the objective functions converge across a run of the network. Below is shown a run of the
demo configuration (figures 7, 8) which gives a full minimization of the second objective function. The blue line in
figure 7 increases when a WTA has 1 and only 1 active neuron. If 1 neuron is active in a WTA, and another neuron
in the same WTA become active, this line goes down. Thus a maximum value of 6 is what we’re looking for. The
orange line shows the number of active servers. for the demo configuration, we’re looking for a minimum value of 2.

Figure 7: The demo configuration would see a maximum of 6 users allocated and a minimum of 2 servers hired. The
convergence to these values of one run of the network is shown in the left image. The corresponding raster plot is
shown on the right. At about 20 ms of runtime, the users 1, 3 4 got allocated to server 3 and the users 2, 5 6 got
allocated to server 2.

The raster plot only shows spike timings. To show the internal functioning of the neurons we include a plot of
the voltages of each neuron as configured into their corresponding WTA’s in figure 8. This shows in a bit more
detail the funtioning of each neuron. We see for example how much inhibition will be levied on a single neuron.
Notice particularly how WTA 3 shows that the inhibited neuron 10 (at -40 V) gets excited to the point of spiking.
This is most probably a result of the lateral excitation from the server selection neuron for server 3 due to neurons 2
14 being active at the same time.
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Figure 8: The corresponding voltage plots of each WTA as showed in figure 7. Each of these plots shows the
voltage of each neuron included in the WTA. The color coding is consistent over the plots. For example, blue always
represents a connection to server 1, as shown in the legend for WTA 1.
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6.3.1 Scaling up the network

Scaling the network by testing is quite difficult as the parameters have a smaller relative window of providing
desirable behaviour. It is also harder to analyse a network with more parameters.

Figure 9: The convergence for 100 users on 10 servers. Note that the convergence takes longer, about 55 ms.

Figure 9 shows a plot of the convergence when the network is set up with 100 users and 10 servers resulting in
1000 neurons. The user allocation works well as the WTA’s are maximized. Small perturbations are shown in the
final convergence. This is possibly due to the network being more chaotic as the number of variables has increased.
No minimization of the second objective function is shown. This shows the tells of the auxiliary circuit motifs not
being properly balanced.

7 Discussion
The WTA circuit motifs work well to implement the first objective (1) and constraint (5). Any solution to this
optimization problem ought to have this as their base. As for the second objective (2), our network does not seem to
be able to consistently solve it.

The capacity constraint motif can be parametrized well enough to work in conjunction with the server selec-
tion motif to fill up a server to the capacity and then not fill up any more. That part works as it should on
our small demo case. The problem we keep running into is the rest of the connections. If two servers have
one active neuron, they both will try equally hard to beat out the other one. This is where the stochasticity
of randomly switching ought to come in and save the day. It doesn’t always work out this way though. More
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often than not, this does not lead to full minimization of the second objective. Several test cases have been tried.
Moving parameters to increase the propensity for stochastic switching leads to a more chaotic system overall. Then,
a previously full server may have connections switched out. This ends up being less desirable than a failure to optimize.

We want to keep the ability for the network state to reorder itself in random intervals, to avoid getting stuck in local
minima in the energy landscape. This means that deterministic programming is harder to implement and much care
needs to be taken in order to ensure that the network state does not organize too robustly. Too much switching
between states produces chaotic output and too little switching produces an inferior solution. As it stands, our
efforts in this have given a lot of knowledge in how these systems work. But a definitive solution still eludes us.

In the testing, 55% of the time we did get reduction of servers used, which is promising. It might mean that we are
on the right track. Especially since the main benefit of a neuromorphic solution is the speed of convergence and
energy efficiency. Perhaps one could use this function as a first pass over a data set to efficiently narrow down a
good first guess and then use another algorithm to finish the job.

One solution that might work is to change the fundamental structure of our network. One might create a
network where each user and each server is represented by a neuron in order for the connections to be represented by
synapses. Then a synaptic weight matrix would be the output. The main problem against implementing this is that
in the classes we use in Brian2, the synaptic connections coming from each neuron all have the same value. They
can be weighted by a variable included in the system equations. But by which equation to change these variables
during run time is not covered in the literature. It would be new ground to tread. At that point, more conventional
machine learning approaches may be of higher interest.

8 Conclusion and future work
Because we don’t yet have access to the hardware implementation we were considering, we can’t compare the energy
efficiency of our solution to classical methods at scale. We can optimize the first objective and stay within the
constraints. But the second objective is not achieved consistently enough. As such we conclude that our approach
shows promise, but needs more development. Future work might include optimal choice of parameters, new circuit
motifs, and use of other software frameworks. The ability to change synaptic connections in runtime might also be
valuable.
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9 Appendix

9.1 Server selection neurons with lateral inhibition
Another design, which we have not yet completed works to fill up the server connections a bit differently. The
primary neurons excite both the server selection neurons and the capacity constrain neurons. The Server selection
neurons then send lateral inhibitions to the other server selection neurons in order to fill up its own server first. This
will be easier since the neurons representing connections to other servers don’t have additional input from their own
server selection neuron which has been inhibited. This constitutes something like a competitive advantage for the
first server selection neuron to fire. The capacity constraint neurons, having a higher threshold for firing, then fire
when the capacity constraint for that server has been reached and in turn inhibits the server selection neuron for the
same server. When the server selection neuron is inhibited, it stops filling up its own server and the inhibitions that
it sends to the other server selection neurons also ends. This allows another server selection neuron to be active and
that server can then be filled up. This second server will not recieve excitation strong enough to activate primary
neurons in WTA’s that already have active neurons representing connection to the first server.

This might help reduce the problems we’re having with the servers not filling up entirely by giving competi-
tive advantage to which ever server selection neuron fires first. We have not successfully implemented this design
yet.

Figure 10: The S neurons are the primary neurons representing connections between users and servers. The P
neuron is a server selection neuron. The C neuron is a capacity constraint neuron. The blue lines are excitatory
connections and the red lines are inhibitory connections.
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9.2 More scaling
When disabling neurons due to the range constraint, we simply make sure that those neurons don’t spike at all.
In order to reduce the number of total neurons, one might instead remove these neurons. This would change the
equations 9 and 10.

As for the neuron scaling, the primary neurons would be reduced by the number of inactive connections. The number
of auxiliary neurons would stay the same. Equation 9 becomes:

Ntot = NPri +NAux − I = U · S + 2S − I, (11)

where I is the number of invalid connections.

For the synapses, each removed neuron would remove 2 synapses for both the server selection and capacity
constraint motifs. It would also remove 2(S − 1) synapses for the WTA motif. Equation 10 becomes:

SY Ntot = SY NWTA + SY Nser + SY Ncap − (4 + 2(S − 1))I

= (S − 1)S · U + 4S · U − 2(S + 1)I

= (S + 3)S · U − 2(S + 1)I

(12)
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