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Abstract

Child-directed speech (CDS) differs from adult-directed speech (ADS) in several
respects whose possible facilitating effects for language acquisition are still being
studied. One such difference concerns articulation rate — the number of linguistic
units by the number of time units, excluding pauses — which has been shown to
be generally lower than in ADS. However, while it is well-established that ADS
exhibits an inverse relation between articulation rate and information-theoretic
surprisal — the amount of information encoded in a linguistic unit — this measure
has been conspicuously absent in the study of articulation rate in CDS. Another
issue is if the lower articulation rate in CDS is stable across utterances or an effect
of local variation, such as final lengthening. The aim of this work is to arrive at
a more comprehensive model of articulation rate in CDS by including surprisal
and final lengthening. In particular, one-word utterances were studied, also in
relation to word-length effects (the phenomenon that longer words generally have
a higher articulation rate). To this end, a methodology for large-scale automatic
phoneme-alignment was developed, which was applied to two longitudinal corpora
of Swedish CDS. It was investigated i) how articulation rate in CDS varied with
respect to child age, ii) whether there was a negative relation between articulation
rate and surprisal in CDS, and iii) to what extent articulation rate was lower
in CDS than in ADS. The results showed i) a weak positive effect of child age on
articulation rate, ii) a negative relation between articulation rate and surprisal, and
iii) that there was a lower articulation rate in CDS but that the difference could
almost exclusively be attributed to one-word utterances and final lengthening. In
other words, adults seem to adapt how fast they speak to their children’s age,
speaking faster to children is correlated with a reduced amount of information,
and the difference in articulation rate between CDS and ADS is most prominent
in isolated words and final lengthening. More generally, the results suggest that
CDS is well-suited for word segmentation, since lower articulation rate in one-word
utterances provides an additional cue.
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Sammanfattning

Barnriktat tal skiljer sig fr̊an vuxenriktat tal i flera avseenden, vilkas möjliga
positiva effekter p̊a spr̊aktillägnande fortfarande studeras. En s̊adan skillnad rör
artikulationshastighet — antalet producerade lingvistiska enheter per tidsenhet
— som har visats vara generellt lägre än i vuxenriktat tal. Dock, emedan det är
väletablerat att vuxenriktat tal uppvisar en invers-relation mellan artikulations-
hastighet och informationsteoretisk surprisal — mängden information inkodad i
en lingvistisk enhet — s̊a har detta mått sällan använts i studiet av artikulations-
hastighet i barnriktat tal. En annan fr̊aga är huruvida den lägre artikulation-
shastigheten i barnriktat tal är stabil över yttranden eller en effekt av lokal varia-
tion, s̊asom finalförlängning. Målet med detta arbete är att n̊a en mer omfattande
modell av artikulationshastighet i barnriktat tal genom att inkludera surprisal och
finalförlängning. Mer specifikt utforskades enordsyttranden, även i relation till
ordlängdseffekten (fenomenet att l̊anga ord generellt har en högre artikulations-
hastighet). En metodik för storskalig automatisk fonemlänkning utvecklades, för
att sedan appliceras p̊a tv̊a longitudinella korpusar med svenskt barnriktat tal.
Det undersöktes i) hur artikulationshastighet i barnriktat tal varierade med ålder
hos barnen, ii) huruvida det fanns en invers-relation mellan artikulationshastighet
och surprisal i barnriktat tal, och iii) i vilken utsträckning artikulationshastighet
var lägre i barnriktat tal än i vuxenriktat tal. Resultaten visade i) en svag positiv
effekt av barnens ålder p̊a artikulationshastighet, ii) en negativ relation mellan
artikulationshastighet och surprisal, och iii) att artikulationshastighet var lägre i
barnriktat tal än i vuxenriktat tal men att denna skillnad nästan helt kunde till-
skrivas enordsyttranden och finalförlängning. Med andra ord verkar det som att
vuxna anpassar hur snabbt de pratar till barnens ålder, att det att prata snab-
bare till barn korrelerar med reducerad mängd information, och att skillnaden i
artikulationshastighet mellan barnriktat tal och vuxenriktat tal är störst i isolerade
ord och finalförlängning. Mer generellt tyder resultaten p̊a att barnriktat tal är
väl lämpat för ordsegmentering, eftersom lägre artikulationshastighet i enordsyt-
tranden ger en ytterligare ledtr̊ad.
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Abstract

Child-directed speech (CDS) differs from adult-directed speech (ADS) in several respects
whose possible facilitating effects for language acquisition are still being studied. One
such difference concerns articulation rate — the number of linguistic units by the number
of time units, excluding pauses — which has been shown to be generally lower than in
ADS. However, while it is well-established that ADS exhibits an inverse relation between
articulation rate and information-theoretic surprisal — the amount of information en-
coded in a linguistic unit — this measure has been conspicuously absent in the study of
articulation rate in CDS. Another issue is if the lower articulation rate in CDS is stable
across utterances or an effect of local variation, such as final lengthening. The aim of
this work is to arrive at a more comprehensive model of articulation rate in CDS by
including surprisal and final lengthening. In particular, one-word utterances were stud-
ied, also in relation to word-length effects (the phenomenon that longer words generally
have a higher articulation rate). To this end, a methodology for large-scale automatic
phoneme-alignment was developed, which was applied to two longitudinal corpora of
Swedish CDS. It was investigated i) how articulation rate in CDS varied with respect
to child age, ii) whether there was a negative relation between articulation rate and
surprisal in CDS, and iii) to what extent articulation rate was lower in CDS than in
ADS. The results showed i) a weak positive effect of child age on articulation rate, ii) a
negative relation between articulation rate and surprisal, and iii) that there was a lower
articulation rate in CDS but that the difference could almost exclusively be attributed
to one-word utterances and final lengthening. In other words, adults seem to adapt how
fast they speak to their children’s age, speaking faster to children is correlated with a
reduced amount of information, and the difference in articulation rate between CDS and
ADS is most prominent in isolated words and final lengthening. More generally, the
results suggest that CDS is well-suited for word segmentation, since lower articulation
rate in one-word utterances provides an additional cue.
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1 Introduction

Human children are born with a capacity to acquire language, unlike other species, and
except for cases of extreme deprivation of input (Curtiss, 1981) or pathology (Bishop
& Mogford, 2013), all children do acquire language. In the acquisition process, chil-
dren make use of the linguistic data they are exposed to, provided to them by their
caregivers, or other people around them. These data have an effect on their perception
throughout life (Dupoux et al., 2010; Pierce et al., 2015). For these linguistic data,
the literature makes a distinction between speech that is directed at them, or child-
directed speech (CDS), and speech between adults (that children might overhear), or
adult-directed speech (ADS).1

It has been shown that parents (e.g., Golinkoff et al., 2015) other adults (e.g., Lorge &
Katsos, 2019) and older children (Weppelman et al., 2003; Soderstrom, 2007; Loukatou
et al., 2021) employ a different style of speaking when addressing young children. The
differences between CDS and ADS have been explored for an extensive range of linguistic
dimensions (for reviews, see Snow, 1977; Gerken, 1994; Soderstrom, 2007; Clark, 2009;
Hoff, 2013; Ratner, 2013; Saint-Georges et al., 2013; Golinkoff et al., 2015)

For instance, fundamental frequency (f 0) is on average higher (e.g., Mády et al., 2018)
and more varied (e.g., Kuhl et al., 1997) in CDS than in ADS. There are more repetitions
(e.g., Broen, 1972; Brent & Siskind, 2001; Cameron-Faulkner et al., 2003) and recasts2

(Brown & Bellugi, 1964; Saxton, 2005) in CDS than in ADS. Furthermore, variation
sets3 are more common in CDS than in ADS (Küntay & Slobin, 1996) and decrease as
a function of child age (Wirén et al., 2016). Another property that has been shown to
be different between CDS and ADS is vowel space (the multi-dimensional space that is
confined by formant coordinate values – often two-dimensional, including only F1 and
F2).4 The general picture reported for vowel space is that it is larger in CDS than in
ADS, which has been interpreted as CDS being more hyperarticulated (see Marklund &
Gustavsson, 2020, and references therein). The linguistic complexity in CDS has been

1Other terms for CDS that have been used over the years with the same or slightly different meaning
are for example motherese, infant-directed speech, parentese and baby talk. Sometimes register is used
as short-hand for CDS or ADS. In the present work, child-directed speech will be used throughout to
refer to speech that is directed at children.

2Recasts are adults’ repetitions of the child’s intended thought in a form acceptable to the adult.
3Self-repetitions of consecutive utterances containing (some of) the same linguistic units, such as words,

phrases, or prosodic phrases that express the same thought (Tal & Arnon, 2018; Waterfall, 2006;
Wirén et al., 2016). As Wirén et al. (2016) notes, the use of set here makes the notion a misnomer,
since mathematical sets do not contain more than one instance of any one element.

4First and second formant: depending on the shape of the vocal tract which changes when tongue, jaw,
lips, etc. are moving, overtones of the fundamental frequency with which the vocal tract resonates,
will differ. Overtones are enhanced or reduced, which in turn gives rise to bands of energy getting
centered around certain frequencies. These energy bands are called formants.
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shown to be lower than in ADS, as well as to be adjusted to fit children’s age and stage
in the acquisition process (e.g., Murray et al., 1990; Snow, 1994; Brousseau et al., 1996).
Compared to ADS, CDS has been shown to have a higher percentage of vowels than
consonants, and less variability in both vocalic and consonantal interval duration (e.g.,
Payne et al., 2015). Words in CDS are more likely to appear in isolation (e.g., Fernald &
Morikawa, 1993; Aslin et al., 1996; Brent & Siskind, 2001), and CDS has less mumbles
and slurs, and fewer disfluencies, than does ADS (e.g., Broen, 1972; Newport et al., 1977;
Soderstrom & Morgan, 2005).

One suggested function of this distinctive nature of CDS is to draw children’s attention
and maintain their positive concord (Fernald & Simon, 1984; Fernald et al., 1989; Werker
& McLeod, 1989; Uther et al., 2007; Byers-Heinlein et al., 2021). Given a choice, children
prefer CDS over ADS (Fernald & Kuhl, 1987; Cooper & Aslin, 1990; Werker et al., 1994;
Vouloumanos & Werker, 2004; Dunst et al., 2012; Consortium, 2020; Issard et al., 2021).
Also, attention might facilitate acquisition. For instance, Yoshida (2008) showed that
distributional learning (a perceptual process that is hypothesized to be fundamental for
forming sound categories, e.g., McMurray et al., 2009) in 10-month-olds took place only
in the most attentive children.

Another function of CDS for which there is mounting evidence is that its properties
in and of themselves facilitate acquisition (e.g., Ma et al., 2011; Weisleder & Fernald,
2013; Bosseler et al., 2016; Ramı́rez et al., 2020; Marklund et al., 2021). A suggestion
of such a property concerns speech tempo, where the suggestion is that slower speech
is beneficial for acquisition. For instance, slower speech has been shown to facilitate
imitation (Bonvillian et al., 1979) and word recognition (Zangl et al., 2005; Song et al.,
2010).

Thus, many specific questions regarding CDS have been at least partly answered,
but the overarching questions remain uncovered. In particular, why does CDS have
the distinctive properties it has (such as those described above)? To what extent is its
function to actually convey information, as opposed to merely draw children’s attention?
Do these properties change longitudinally, as a function of the child’s age?

The aim of this work is to contribute to the efforts of ultimately answering these
questions, by shedding light on three aspects of the speech tempo in CDS that have not
yet received a lot of attention.

i) How speech tempo in CDS changes as children grow older, given that there is
both evidence that some properties in CDS change as a function of child age (e.g.,
f0 Stern et al., 1983; Kalashnikova & Burnham, 2018), and given that although some
studies have shown that speech tempo increased as children grew older (e.g., Liu et al.,
2009; Raneri et al., 2020), the picture is not always that clear-cut (e.g., Thanavisuth &
Luksaneeyanawin, 1998).

ii) What the relationship is between speech tempo and information content in CDS,
an area of research that has been conspicuously absent in CDS, whereas there is a large
number of studies on ADS that have shown a clear inverse relationship between speech
tempo and information content (defined in a narrow information theoretic sense; compare
Section 2.2, and see Jaeger & Buz, 2017, for a recent overview of the relation between
speech tempo and information content). Exploring such probabilistic characteristics in
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CDS might prove fruitful, since it has been suggested that statistical properties of the
input play a role in children’s word learning (e.g., Saffran et al., 1996; Duan & Lupyan,
2021, but see Johnson & Tyler, 2010) and online word prediction (Lew-Williams &
Fernald, 2007). There is a growing literature on information content in CDS (e.g.,
Portelance et al., 2020; Duan & Lupyan, 2021), but few studies have investigated the
relation between speech tempo and information content in CDS.

iii) How other factors affect speech tempo in CDS, which are not always included
when examining change in speech tempo in relation to child age, or when comparing
speech tempo between CDS and ADS (e.g., Fernald & Simon, 1984; Tang & Maidment,
1996; Broesch & Bryant, 2015, but see Martin et al., 2016). In particular, the effect of
final lengthening (that speakers slow down at the end of utterances) has been suggested
to explain why CDS is slower than ADS (Church et al., 2005; Martin et al., 2016).

To this end, the present work is an attempt to arrive at a more complete model of
how speech tempo varies in Swedish CDS as a function of child age, and how speech
tempo between Swedish CDS and ADS differs. Thus, the factors taken into account
are both of the kind that have been studied in earlier literature, final lengthening, but
also two factors that has almost exclusively been studied in ADS, the word-length effect
(that longer words tend to be have a higher speech tempo), initial lengthening, and
information content.

To the best of my knowledge, the two studies in the present work (Study 1 and Study
2) are the first to bring phonetics and information theory together when studying speech
tempo in a large-scale longitudinal data set of transcribed spontaneous CDS.
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2 Background

This chapter reviews the literature related to the present work. It is structured as follows.
Section 2.1 outlines what speech tempo is, particularly focusing on how articulation rate
is defined, what its physiological correlates are, and how it can be measured. Also,
some factors that have been shown to affect articulation rate are discussed, as well as
how speech tempo has been shown to compare between child-directed speech (CDS)
and adult-directed speech (ADS). Furthermore, the literature on how articulation rate
changes in relation to child age is reviewed. Section 2.2 introduces information theory
and explains how information can be measured in speech. Primarily, the focus is on
information-theoretic surprisal, as approximated by probabilistic language models, fol-
lowed by an outline of the structure of artificial neural networks and how these can be
employed to approximate surprisal. Section 2.3 reviews studies on the relation between
speech tempo and information content in ADS, and briefly mentions proposed explana-
tions to this relation. Also, the sparse research on the relation between speech tempo
and information content in CDS is discussed. Section 2.4 is a summary of the Chapter,
and Section 2.5 presents the research questions for the two studies conducted.

2.1 Speech tempo

Speech tempo is an aspect of prosody, more specifically, how fast a stretch of speech is
produced.1 Speech tempo can be measured by dividing the number of produced linguistic
units in a stretch of speech by the number of time units it took for that stretch of speech
to be produced. Alternatively, it can be measured by dividing the number of time units
by the number of produced linguistic units. The linguistic units can be for instance
phones, syllables, morphemes, or words. The time units can be milliseconds or seconds.
The larger the number of linguistic units produced and the shorter the period of time,
the faster the speech tempo. To take a simple example, the sentence Newton exorcized
the machine but left the ghost intact2 produced during three seconds has a higher speech
tempo than has Hello there produced during three seconds. In the present work, the
measure for speech tempo is articulation rate.

1A related term is speaking rate, which is sometimes used like speech tempo is used here — as an
umbrella term for articulation rate and speech rate — or sometimes as meaning speech rate (see
below).

2This example sentence is borrowed from Chomsky (1976, p. 53).
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2.1.1 Definition of articulation rate

Articulation rate is defined as the number of produced or intended linguistic units (e.g.,
phones, phonemes, syllables, words, etc.) per time unit, with pauses excluded (e.g.,
Goldman-Eisler 1961; Koreman 2006; Trouvain 2004).3 Alternatively, articulation rate
is the number of time units per produced (or intended) linguistic unit, excluding pauses
(e.g., Nooteboom & Eefting 1994; Quené 2008), which thus gives the average duration
of a linguistic unit. For example, if Newton exorcized the machine but left the ghost
intact was produced during three seconds, without pauses, its articulation rate could be
expressed as 14/3 = 4.67 syllables per second. The inverse measure would be 3000/14 =
214.3 milliseconds per syllable. In the present work, I will use both.

The term in the present work for the unit between pauses of which articulation rate
is measured, is interpause stretch. An interpause stretch thus has no direct correlate to
for instance syntactic units since a pause can occur even inside such units (e.g., within
a constituent). The following example consists of two interpause stretches that together
constitute a sentence, but between which the speaker took a pause longer than 200 ms.
These interpause stretches were produced by a mother talking to her daughter (2;9), and
were taken from the Swedish data used in Study 1.

(1) var
where

kan
can

de
they

’Where might they’

(2) vara
be

n̊anstans
somewhere

’be’

The articulation rate in milliseconds per syllable happened to be 609.5/3 = 203.16 for
var kan de (because there were three syllables produced during 609.5 milliseconds). For
vara n̊anstans the articulation rate happened to be 799.25/4 = 199.81 milliseconds per
syllable.

It might be worth mentioning that there is at least one other measure for speech
tempo, speech rate. Speech rate is defined as the number of produced linguistic units
(e.g., phonemes, syllables, or words etc.) divided by the number of time units, including
pauses (e.g., Crystal & House 1990). As such, speech rate is often measured in words per
minute (e.g., Broen, 1972). Speech rate can therefore be varied by taking more pauses,
by taking longer pauses, or by articulating individual linguistic units faster.

Using speech rate as a measure of speech tempo entails a number of problems. These
problems are both problems in principle, and in practice. They are problems in principle,
because speech rate can in special cases be shown to measure not speech tempo per se,
but rather the amount of speech. This can be demonstrated with a thought experiment:
Assume two persons, A and B, are recorded for one minute each, while spontaneously

3In some papers, speech rate is used to denote articulation rate, that is, pauses are excluded (e.g.,
Pellegrino et al. 2011). Sometimes it is even explicitly stated that the term “speech rate” is used,
although it is articulation rate that is being measured (e.g., Narayan & McDermott, 2016).
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2.1 Speech tempo

talking. Also, assume for both A and B, that any given produced stretch of speech
between pauses has an articulation rate of five syllables per second. Furthermore, assume
that any given stretch of speech lasts four seconds between pauses. Lastly, assume A
produces four segments of speech and B produces five segments of speech. Now it is
easy to see that A has a speech rate of 5 ∗ 4 ∗ 4 = 80 syllables per minute, whereas B
has a speech rate of 5 ∗ 4 ∗ 5 = 100 syllables per minute. Thus, the difference in speech
rate between A and B derives from the fact that B spent more time talking, although
while talking, A and B had the same articulation rate. To repeat, this is a problem in
principle, but most often not in practice. In practice, people do not have a constant rate
when talking (e.g., Quené, 2008).

There is the argument that using speech rate might save time, since annotation of
pauses can be time consuming. This leads to problems in practice: the results of such
measurements are much harder to replicate, since it is unlikely participants would make
pauses with the same duration as in the first measurement. Using articulation rate in
such investigations, even if entailing annotating pauses within speech acts, syntactic
units, or the like, would dispose of some of the variability, even though any unit larger
than the word would demand a little extra work. Using articulation rate means pauses
can be dealt with on their own.

Despite these disadvantages of using speech rate as a measure, some speech tempo
studies use it (elaborated below).

2.1.2 Physiological correlates of articulation rate

Speakers are physiologically able to adjust their articulation rate in accordance with
three different physiological correlates, which can be described as smaller movements,
faster movements, and more overlapping movements.

Smaller movements can be called target undershoot, which occurs when the speaker
reduces the spatial magnitude of her articulatory movements (Lindblom, 1963). For
example, assume a speaker wants to produce [ã], as in “lamm” (lamb). To the extent
one can argue there is a target the speaker aims for4 (/a/ in this case) the degree of
the opening of the jaw is one factor that determines how close to this target she comes.
Since the movement (of the opening of the mouth) takes time, producing faster and
faster speech will make it harder and harder for the speaker to hit this target. So if the
speaker wants to produce /a/ in a shorter and shorter period of time, she will sooner
or later have to miss that target to some extent, and instead produce something which
is closer to [5], a more central vowel. With lax pronunciation, all vowels become more
central, approaching [@] (to a varying degree).

Faster movements to adjustment of articulation rate can be specified as change of
the speed at which transitions between targets happen. This is done by increasing or
decreasing the velocity of motion (Abbs, 1973). For instance, when producing the word
“pappa” (dad), the jaw and lips creates an occlusion for [p], and the occlusion phase
can have a shorter or longer duration, depending on when the speaker opens her mouth

4A question for phonetics and phonology to solve.
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(e.g., when the release comes) and she starts phonating to produce [a].
More overlapping movements relates to increased or decreased overlap between con-

secutive articulatory gestures, (Engstrand, 1988). This is to say, varying the degree of
coarticulation.

While these three physiological correlates are distinct from one another, they can, and
often do, interact (e.g., Fougeron & Jun, 1998), and there is variation between individuals
in how the physiological correlates are used (Ostry & Munhall, 1985). For example, a
larger amplitude of movement often leads to a lower articulation rate. Conversely, higher
articulation rate often leads to less clear speech (e.g., Moon & Lindblom, 1994).

For first language acquisition, one question is how these three physiological correlates
are distributed in CDS. Although this question is beyond the scope of the present work,
the literature suggests that parts of the acquisition process seem to be facilitated by
clearer speech (e.g., Song et al., 2010; Saint-Georges et al., 2013). Since a lower articula-
tion rate often, but not always, entails clearer speech, it could also facilitate acquisition.

2.1.3 Measuring articulation rate

There are at least two things that need to be defined when measuring articulation rate.
The first is pauses and the other is which linguistic unit is used. Pauses and linguistic
units in this context will be described in turn.

2.1.3.1 Pauses in articulation rate

Pauses must be defined in both acoustic terms and in temporal terms. Acoustically, a
distinction can be made between filled and unfilled pauses.5 The former refers to pauses
that include hesitation sounds such as [@] or half-words in restarts, whereas the latter
refers to silent pauses (e.g., Trouvain, 2004). Depending on exactly what one wants
articulation rate to capture, one needs to decide on whether pauses can be filled or if
they can only be unfilled. In the present work, filled pauses will be treated as being
part of interpause stretches, since the child might make use of such data, or may not
distinguish between for instance a re-start and a stretch of speech produced in what
adults would judge to be canonical form.

Moreover, unfilled pauses are in the present work used to delimit interpause stretches,
if such unfilled pauses are not too short, which leads to the question of how to define
pauses in temporal terms.

5There is also at least one other possible distinction, which is between pauses that are perceived or not
perceived (e.g., Trouvain, 2004, p. 27). Perceived pauses are what subjects judge as being a pause.
Experiments investigating how subjects judge speech segments as containing pauses or not show both
that subjects sometimes think there is a pause in a segment of speech although there is none, for
instance at sentence boundaries with certain prosodic cues, and that subjects sometimes miss pauses
that are actually there, if such pauses occur for instance within a constituent (e.g., Duez, 1985). For
the purposes of the present work, perceived pauses will not be taken into account at all, since the
data used are transcriptions that lack meta-information about how participants (neither adults, nor
children) perceive pauses.
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Temporally, defining a pause requires a minimum cut-off point of duration. Such a cut-
off point cannot be too low, since that will capture occlusion phases in stop consonants.
For example, the occlusion phase in voiceless bilabial stops (i.e., [p] in Swedish) can in
principle be arbitrarily long. However, in practice, occlusion phases in stop consonants
exceed 180 ms in only about 1% of cases (Heldner & Edlund, 2010; see also Sharf, 1962,
p. 28; Lisker, 1972; Helgason, 2002, pp. 52, 121, 126, 160). In other words, if a pause
in temporal terms is defined to be anything above 200 ms, almost no occlusion phases
would be regarded as pauses. Nonetheless, it might be the case that there is a difference
in occlusion phase duration in CDS and ADS. However, I have not found any studies on
occlusion phase duration in CDS.

On the other hand, if the cut-off point for duration of pauses is too high, one will no
longer be measuring the rate at which people are actually articulating (and, hence, one
will rather be measuring speech rate). The definition of a pause in terms of duration in
the articulation rate the literature varies between at least 150 ms (e.g., Pellegrino et al.,
2011) and 300 ms (e.g., Narayan & McDermott, 2016).6

The duration-based definition of a pause affects articulation rate in a second way.
If the minimum cut-off point is set to a lower value, say 200 ms, rather than to a
higher value, say 500 ms, then in the former case, the articulation rate will be higher by
definition (though maybe not de facto). This is because in the latter case, where pauses
are anything longer than 500 ms, silences shorter than 500 ms will be included in the
produced stretches of speech.

For example, assume that a speaker during four seconds has produced the sentence
Newton exorcized the machine but left the ghost intact, that the speaker made a pause
after 2400 milliseconds (after machine, say), and that this pause had a duration of 400
ms. Assume further that articulation rate is to be measured for the produced sentence
by researcher A and researcher B. Assume that the minimum cut-off point of pause
duration has been defined to be silences greater than 200 ms for researcher A, and as
anything greater than 500 ms researcher B. Thus, for researcher A, the sentence would
be divided into two different interpause stretches.7 For researcher B the whole sentence
would be covered by one interpause stretch. The (average) articulation rate measured by

researcher A would be
( 2400

8
+ 1200

6
)

2 = 250 milliseconds per syllable, and the articulation
rate measured by researcher B would be 4000

14 = 285.71 milliseconds per syllable.
This discrepancy, arisen from two different temporal definitions of a pause, issues

caution when making comparisons of articulation rate between data sets in which pause
definitions differ in temporal terms (for a discussion, see W lodarczak & Wagner, 2013).

In the present work, the duration of a pause is defined as silences greater than 200
ms in Study 1 (see Section 3.3). For pause duration in Study 2, the picture is a little
different. The linguistic unit for which duration is measured is words, in interpause
stretches. Since it is rare that people take pauses in the middle of words, such occasions

6See e.g., Lundholm Fors (2015), p. 40, Table 3.1 for references to studies of various cut-off points of
pause duration.

7Newton exorcized the machine and but left the ghost intact, eight and six syllables, respectively, if
uttered in canonical form).
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undoubtedly can be regarded as noise with no impact on outcome (compare Section
3.4.4). Such cases will be disregarded.

2.1.3.2 Linguistic units in articulation rate

To be able to measure articulation rate, not only pauses need to be defined, but also
the linguistic units employed. The linguistic units can be phones, underlying phonemes,
morphemes or words. In the present work, syllables and words in interpause stretches
will be used (see Chapter 3).

In general, every type of linguistic unit has its advantages and disadvantages when
measuring articulation rate. Phones are prone to being reduced or omitted, which will
give rise to the problem of whether articulation rate should capture what is intended
or what is actually realized by the speaker. For instance, slow and careful pronuncia-
tion of the sentence in (3) would be something like [ble:vd:etfi:nt], whereas a more lax
pronunciation is [ble:d:Efi:nt], that is, with [v] and [t] omitted.

(3) blev
became

det
it

fint
fine

’Did it turn out okay?’

The reader is referred to Koreman (2006) on the topic of realized and intended pro-
nunciation. In the present work, the method implies an assumption that there is an
underlying canonical form in the mind of the speaker, for methodological reasons (com-
pare Section 3.4.4.2). It might be worth pointing out this is certainly a simplification,
given that it is not clear that speakers share the same canonical forms in their men-
tal lexica (e.g., Bromberger & Halle, 2000), or that the same speaker stores only one
phonological candidate in their mental lexicon (e.g., Baayen, 2007).

Syllables, on the other hand, are seldom omitted (e.g., Port & Leary, 2005). For in-
stance, Greenberg (1999) reports that less than 1% of syllables were omitted by speakers
in the Switchboard corpus. Furthermore, the syllable might be innately available, as has
been suggested in studies on neonates in speech perception research (Bijelac et al., 1993).

Words are sometimes hard to define, given that they are grammatical units. For
example, in English, is the segment [Al­raIt] one or two words? However, for Swedish
writing conventions, in which for instance compound words are written together, this
should pose less of a problem. Furthermore, for the purposes of the present work, using
words as units for articulation rate facilitates investigation of their relation to surprisal,
since surprisal is approximated at word level (see Section 2.2.5).

2.1.4 Articulation rate in adult-directed speech

Articulation rate in spontaneous ADS has been shown to vary due to many factors. These
factors can be divided into what can be called predictor factors and nuisance factors.
For the latter, I have in mind what in statistics is sometimes referred to as “nuisance
parameters” — parameters that in a statistical model need to be controlled for in order
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not to create spurious correlations that would just have been artifacts of something
irrelevant to the question at hand. For the present work, two can be mentioned.

Firstly, articulation rate varies between speakers. The between-speaker variation can
in part be explained by speaker age and sex (Jacewicz et al., 2010; Quené, 2008). Also,
articulation rate varies within speakers, meaning that speakers — whether they are
fast or slow on average — produce speech that deviates from their average articulation
rate. The within-speaker variance is greater than the between-speaker variance (Jacewicz
et al., 2010; Miller et al., 1984; Quené, 2008). Although in the present work, neither of
these things is under examination, such variation must be considered. Otherwise, some
parents whose articulation rates deviate might create spurious correlations.

Predictor factors on the other hand, are those of interest for, in statistics lingo, the
outcome variable.8 For the present work, those factors are interpause stretch length or
final lengthening, initial lengthening, the word length effect, and information content.
To the best of my knowledge, this has not been done before.

It is worth mentioning that what follows below is not an exhaustive enumeration of
factors due to which articulation rate can vary. In other words, there are other factors
than those mentioned here. Furthermore, there is no specific order to how they are
presented. Lastly, and importantly, unless mentioned specifically, articulation rate has
been shown to vary due to these factors in ADS.

2.1.4.1 Interpause stretch length

The interpause stretch length is the number of produced or intended linguistic units
(e.g., stressed syllables or words) between two pauses. Longer interpause stretches tend
to have a higher articulation rate than shorter interpause stretches in both CDS and
ADS (e.g., Van de Weijer, 1999; Martin et al., 2016).

At least two effects explain why articulation rate varies as a function of interpause
stretch length. One is final lengthening (sometimes final syllable lengthening or pre-
pausal lengthening), which is the phenomenon of speakers slowing down at the end of
phrases (e.g., Downing, 1970; Lindblom & Rapp, 1973; Kachkovskaia, 2014; Gósy &
Krepsz, 2018), even if not preceding a silent pause (Klatt, 1976).9 That is, the closer
the motion is to stopping, the slower it is (Berkovits, 1994). Final lengthening has
been observed cross-linguistically (e.g., Crystal & House, 1988; Johnson & Martin, 2001;
Nakai et al., 2009). Proportionally, final lengthening has a greater effect on shorter
interpause stretches than on longer interpause stretches. Final lengthening is important
to take into consideration when comparing articulation rate in CDS and ADS, since it
has been shown that CDS has a increased degree of final lengthening compared to ADS
(Ratner, 1986; Koponen & Lacerda, 2003; Church et al., 2005; Lam & Kitamura, 2010;

8Somtimes dependent or response variable.
9In fact, there are multiple levels in which final lengthening can be observed (e.g., the intonational phrase

level), but since the present work is not concerned with these levels, they will not be discussed.
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Kondaurova & Bergeson, 2011; Martin et al., 2016).10

Another effect explaining why articulation rate varies due to interpause stretch length
is the number of words (or main stresses) themselves, where words earlier in the inter-
pause stretch have longer duration. This is referred to as initial lengthening (Carlson
et al., 1972; White et al., 2020). Thus, it could be argued that both initial and final
lengthening should be taken into consideration when studying articulation rate in CDS
and ADS, since interpause stretch or utterance length is generally lower in CDS than
ADS (e.g., Elmlinger et al., 2019; Beebe et al., 1988 (North American English), Grieser
& Kuhl, 1988 (Mandarin), Van de Weijer, 1997 (Dutch), Fernald & Simon, 1984 (Ger-
man), Fernald et al., 1989 (German, French, Italian, Japanese, North American English,
and British English)).11

Interpause stretches with only one word are much more common in CDS than in ADS
(Fernald & Morikawa, 1993; Aslin et al., 1996; Brent & Siskind, 2001). Thus, one way to
account for this is to compare CDS and ADS both with and without one-word interpause
stretches. I will return to this issue in Chapter 4. To clarify just briefly, one needs to
control for the interaction between final lengthening and initial lengthening in one-word
interpause stretches.

2.1.4.2 The word length effect

The word length effect refers to the fact that longer words tend to have a lower average
syllable duration than shorter words. This is particularly the case when two words with
the same stem are compared (e.g., fine and finely) and in stressed words. For example,
the articulation rate of fine and finely in It was fine I said and It was finely I said,
respectively, would not vary linearly as a function of the number of syllables for fine and
finely. (Lindblom, 1968; Lehiste, 1970; Lindblom & Rapp, 1971, 1973; Bell et al., 2009).
Rather, final lengthening seems to play a role in the word length effect, too. In fact,
Carlson et al. (1972) reported results of three effects on word duration: 1) Word length,
2) Initial lengthening, and 3) Final lengthening (Cf. Turk & Shattuck-Hufnagel, 2000).
Since I will not have data on sub-word (e.g., syllabic) level (see Chapter 3), these three
different effects will not be discussed further.12

Relatadly, it can be mentioned that production of shorter words costs less for articula-
tion, their processing time is shorter, and they take up less space in working memory
(Baddeley et al., 1975; Rayner, 1998), which all potentially permit a higher articulation
rate. (See Watson et al., 2015, for a discussion).

10However, see Ko & Soderstrom (2013), who examined simulated CDS from five persons’ read sentences.
The accumulative effects of word position on duration were tested. They found that longer duration
was not exclusive to the final syllable.

11A possible counterexample. Ochs (1982) used data from audio and video recordings of six children
from different households to study CDS in Western Samoan. When “look[ing] at the transcript” of
CDS, it is claimed no “constructions of reduced length” were found (ibid., p. 101). However, no
quantitative analysis was reported, so far as I could see.

12For the same reasons, I will not go into how stress, degree of vowel opening (or the voice-voiceless
and place of articulation etc.) can also influence articulation rate. The reader is referred to e.g.,
Lindblom & Rapp (1973) (articulatory features) and Fant & Kruckenberg (1994) (stress).
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2.1.4.3 Information content

Articulation rate is also affected by the information content of what is being produced.
Information content in this context is generally understood in probabilistic terms, and its
correlation to articulation rate is negative: speech that contains less information tends
to be articulated faster, and vice versa (e.g., Jaeger & Buz, 2017).

Since the relation between speech tempo and information content in CDS is one of
the main questions to be investigated in the present work, this is an issue that will
be described at length in Section 2.2 (how information content can be measured) and
Section 2.3 (the relation between speech tempo and information content).

2.1.4.4 Additional factors not considered here

There are a few other factors that may be worth mentioning, although they are not
included in the present work. Each of these factors was excluded in the present work for
one or more of the following reasons: (i) it was considered irrelevant, (ii) it was found
not to explain any of the variation in articulation rate in an early exploratory step on
different data leading up to the present work, or (iii) including it was considered to be
beyond the scope of the present work.

Articulation rate varies between languages (e.g., Pellegrino et al., 2011; Coupé et al.,
2019), but it is possible this variation would decrease or disappear if some of the other
factors were held constant (see Section 2.3 for a further discussion on this issue). Also,
it has been shown that speakers tend to adjust their speech tempo to match that of
their conversational partner (e.g., Cohen-Priva et al., 2017; Levitan & Hirschberg, 2011).
Furthermore, interpause stretches coming later in the conversation tend to have a higher
articulation rate (e.g., Quené, 2008). Moreover, there is a positive correlation between a
pause preceding an interpause stretch and how fast that interpause stretch is articulated.
That is, on average it is the case that the longer the pause before an interpause stretch,
the higher the articulation rate of that interpause stretch (e.g., Quené, 2008). In addition,
phrasal or lexical stress tends to increase duration (e.g., Shattuck-Hufnagel & Turk, 1996;
Pan & Hirschberg, 2000). Lastly, cognitive load seems to play a role. Linguistic objects
that are phonologically complex (e.g., Watson et al., 2015) or hard to retrieve (e.g.,
Ferreira & Dell, 2000) seem to increase duration in production.

2.1.5 Speech tempo in child-directed speech

In the literature, there are a number of studies in which speech tempo in CDS and
ADS have been compared. Generally, but with some exceptions, speech tempo has been
shown to be slower in CDS than in ADS.13 In particular, if interpause stretch length or
final lengthening has been taken into account, the difference in speech tempo between
CDS and ADS has in some studies disappeared. For the relation between speech tempo
in CDS and child age, the results in the literature are mixed. Some results indicate

13Although I restrict myself to spoken language, it is worth mentioning that signing mothers have been
shown to slow down when addressing children (e.g., Masataka, 1992).
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speech tempo increases as children grow older, whereas other studies indicate child age
has no effect on speech tempo.

In the review below, mainly studies concerned with spontaneous speech are included,
and studies examining read speech will be largely disregarded, for two reasons. Firstly,
spontaneous speech and read speech differ in speech tempo (Howell & Kadi-Hanifi, 1991),
and taking such differences into account is beyond the scope of the present work. The
second reason is that children acquire language without being read to, which is shown
by the simple fact that children growing up in societies that lack a written language
acquire language nonetheless. However, I know of no cases where the only intake for
children has been read speech. In other words, taking read speech into account when
describing the data children have at their disposal during acquisition is neither sufficient,
nor necessary.14

2.1.5.1 Speech tempo between CDS and ADS

Broen (1972) investigated the speech rate of 10 mothers talking to their children and
to an adult. Speech samples were from both free play and storytelling for the children,
and spontaneous conversation for the adult. Each mother had two children, where one
was 18-26 months old and the other 45 months old. The explanatory variables were
addressee (the younger child, the older child, and the adult) and situation (free play
and storytelling). The results showed that the mothers had a higher speech rate in both
the story telling situation and in free play when addressing older children than when
addressing younger children. The mothers also talked more to the older children. For
both children, the mothers also had a higher speech rate in the storytelling situation
than in free play. The speech rate was also higher in ADS than in CDS.

Fernald & Simon (1984) recorded 24 German-speaking mothers under three different
conditions: (a) while talking to their 3-5 days old baby, (b) while talking to their baby
as if it was present although it was not, and (c) while talking with the experimenter.
One thing that was measured was articulation rate, where the duration of a pause was
defined as 300 ms. The results showed a significant difference in mean articulation rate
between condition (a) and (c), and that the mean difference was 1.6 syllables per second
(4.2 and 5.8, respectively). It was also shown that there was a significant difference
between condition (b) and (c). In other words, ADS was faster than CDS.

Bernstein-Ratner (1985) recorded five mother’s North American English CDS and
ADS. Their children were between 17 and 20 months. One of the questions concerned the
duration of different vowels (/i/, /I/, /e/, /E/, /a/, /æ/, /u/, and /U/). The only vowel
that was significantly longer in duration between CDS and ADS was /u/ in function
words. For all other vowels in both content words and function words, there was no
general pattern. The author stressed that although the speech rate (words per minute)
was 25% lower in CDS, this could not be attributed directly to segmental duration.

Albin & Echols (1996) collected CDS and ADS data for 16 North American English
speaking mothers, where half of the mothers had a six-month-old and the other half had

14It might still be the case that reading to children is beneficial for first language acquisition, but that
is a different question.
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a nine-month-old. The material included words in isolation, from mothers’ labeling of
objects. Both the durations of whole words, and the durations of individual syllables
were measured. The results showed that CDS was slower than ADS, and that final
syllables in CDS had a longer duration than in ADS. Furthermore, the proportion of the
duration of the final syllable in relation to the whole word was larger in CDS than in
ADS.

Tang & Maidment (1996) recorded seven mothers’ Cantonese CDS and ADS. Their
children were between 12 and 20 months old. They found that there was a highly
significant difference in speech rate between CDS and ADS (syllables per minute).

Sundberg (1998) investigated whether speech sounds differed in duration between CDS
and ADS for six Swedish-speaking mothers. Their children were three months old. The
results showed vowel duration differed significantly between CDS and ADS, as opposed
to consonant duration and word duration, which did not.

In a longitudinal study by Van de Weijer (1999), various characteristics of the language
input to a child (0;6—0;9) were investigated. One characteristic was articulation rate.15

The child was recorded by the mother in their home, with equipment provided by the
researcher, during selected periods of the three months. The main participants were
the mother, who spoke German and Dutch with the child, the father, who spoke Dutch
with the child, and a baby sitter who also spoke Dutch with the child. The results
showed that the articulation rate in ADS was significantly higher than the articulation
rate directed at the child, and, for two out of the three speakers, articulation rate was
higher in ADS than the articulation rate in speech directed at the older sibling. Final
lengthening was controlled for by comparing in pairs interpause stretches with the same
number of syllables.

Church et al. (2005) recorded both CDS and ADS of two mothers and two friends
of the mothers, all of whom spoke Canadian English. The children’s ages were 0;8 and
0;11. Transcribed utterances were delimited by pauses longer than 300 ms. The results
showed that articulation rate was significantly lower in CDS than in ADS. However, this
difference disappeared when utterance-final syllables were excluded.

Green et al. (2010) recorded 25 mothers’ lip movements in English CDS and ADS in
story telling and story reading settings, designed to elicit target words. The children
were 9-10 months old. The results showed that the speech rate (words per minute) was
significantly lower for CDS (107 words per minute) than ADS (122 words per minute).

Broesch & Bryant (2015) compared speech rate in CDS and ADS for mothers who
spoke North American English (n=28), Swahili (n=3) and Bauan Fijian (n=12), using
a script for automatic syllable nuclei detection (De Jong & Wempe, 2009) in the Praat
software (Boersma, 2001). Average child age was 8.3 months. The result was that CDS
was significantly slower for all three languages.

Wang et al. (2015) compared durations in North American English CDS and ADS,
where 20 participating mothers were divided into two equal groups, depending on whether
their child was four or 11 months old. For target word duration examined, both stressed

15It is reported that the proportion of pauses within utterances was 4.1% for ADS, and even smaller in
utterances directed at the child and older sibling.
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and unstressed syllables (in both the medial and final positions of interpause stretches)
in bisyllabic trochees were included. No difference in duration was found between CDS
and ADS.

Martin et al. (2016) recorded 22 Japanese mothers, both when mothers interacted
with their children, and when they interacted with an adult. The children were between
17 and 25 months old (mean=20 months). Pauses longer than 200 ms were excluded.
The results showed that although on average, the articulation rate16 in CDS was lower
than in ADS, not all vowels in CDS were equally slowed down. Rather, an effect of
final lengthening was found. When final lengthening was controlled for by leaving out
the last part of the interpause stretches, the difference in articulation rate between CDS
and ADS disappeared. One conclusion authors drew from these results was that when
measuring articulation rate, it is crucial to take into account where in an interpause
phrase the linguistic units measured appear.

Han et al. (2018) compared speech rate and articulation rate on the one hand be-
tween Dutch CDS and Dutch ADS, and on the other hand between Mandarin CDS and
Mandarin ADS.17 The mean age was 18 months for the children of the participants for
both languages. The study included recordings of 25 Dutch speaking mothers and 21
Mandarin speaking mothers. The mothers had been instructed to tell their child a story
from a picture book. They were also instructed to tell the story to a collage student. The
results showed that the Dutch mothers had both a significantly lower speech rate and
a significantly lower articulation rate when addressing their child than when addressing
the college student. For the Mandarin mothers, however, there was no significant differ-
ence for either of the two measures between CDS and ADS. (See Han et al., 2021, for
an expansion of this study.)

Steen & Englund (2021) examined the duration of target words eliciting vowels (/a:/,
/a/, /i:/, /i/, /u:/, and /u/) in Norwegian CDS and ADS. The participants were 33
female pedagogical employees in kindergarten, addressing children (n=31) with mean
age of 24 months. Analyses showed no difference in duration between CDS and ADS.

2.1.5.2 Relation between speech tempo and child age

Since most studies comparing speech tempo in CDS and ADS have found CDS to be
slower, a natural hypothesis is that this difference disappears, or decreases, during the
first years in the life of the child. Longitudinal studies examining speech tempo in CDS
are fewer than those that compare speech tempo in CDS and ADS, but some have been
conducted.

Thanavisuth & Luksaneeyanawin (1998) recorded 12 mothers talking Thai to an adult
and to their children when children were newborn, as well as three, six, nine, and 12
months old. The mean duration of utterances, mean syllable duration, and mean number
of syllables per utterance were reported for ADS and CDS, from which it was possible to
extract speech tempo. However, it was only reported that utterances were delimited “by

16The term speech rate is used throughout their paper, but since pauses were excluded, it falls under
the definition of articulation rate in the present work.

17I could find no reported cut-off point for duration of silent pauses.
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Table 2.1: Speech tempo (syllables/second) in child-directed speech, extracted from data
presented in Thanavisuth & Luksaneeyanawin (1998).

Age NB 3MO 6MO 9MO 12MO
Rate 3.45 3.36 3.24 3.51 3.92

using auditory pauses as a marker” (p. 2), but not what constituted a pause in terms
of duration. Speech tempo as extracted from Thanavisuth & Luksaneeyanawin (1998,
p. 2) can be seen in Table 2.1. A simple linear regression (Rate ∼ ChildAge) shows
there is no significant increase in rate as children grow older (β = 0.036, p = 0.218). Of
course, using only mean values is probably misleading with respect to this question, since
it was a very small sample, and there is no information on within and between speaker
variability. However, it might be that full use of the data would not show a statistically
significant correlation between rate and age either, since there was a decrease in rate at
six months. Nonetheless, in Table 2.1, there is a trend of increasing rate, and it can be
seen that CDS has an average rate of 3.51 syllables per second. Correspondingly, ADS
was reported to have an average rate of 5.07 syllables per second. Another possibility is
that there is not a linear increase, but a U-shaped function.

In a study with speech data of spontaneous Norwegian produced by six mothers,
Englund & Behne (2006), measured the duration of 1367 vowels in ADS and 1216 vowels
in CDS from when children were newborn or one month old to when children were six
months old. They found that generally, mothers’ vowel duration in CDS was longer
than vowel duration in mothers’ ADS. They also found the difference in vowel duration
between CDS and ADS decreased in children aged three to four months.

Two questions were addressed by Liu et al. (2009). Whether vowel duration was
higher in Mandarin CDS when children were 0;7—1;0 than when children were 5;0, and
whether there was a difference in vowel duration between Mandarin CDS and ADS, in
recordings with 17 mothers. It was shown that vowel duration in ADS was lower than
in CDS for 5-years-olds, and that it was lower in 5-years-olds than in children of age
0;7—5;0.

Ko (2012) tested whether there was a non-linear relationship between speech rate
(words per second) and child age in 25 mothers’ CDS. North American and British En-
glish data from CHILDES (MacWhinney, 1996) were used from three different corpora,
comprising almost a million utterances. Child age spanned from 0;5 to 4;11. It was
found that there was indeed a non-linear relationship between speech rate and child age.
The mean age of break-point (when change in speech rate most drastically changed)
was 780 days (SD = 187). Up to the break-point, speech rate increased rapidly. Then
there was an indication of a reset in speech rate, which was often around the time when
children started producing language. After that, there was no clear trend.

Narayan & McDermott (2016) investigated both the difference in articulation rate18

between CDS and ADS, and the change in articulation rate in relation to child age.

18Authors explicitly say they used “speech rate” to mean “articulation rate” throughout (Narayan &
McDermott, 2016, p. 1280, footnote 1).
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The languages in the study were Tagalog, Sri Lankan Tamil and Korean. In total, 16
mothers (5 or 6 per language) were recorded repeatedly during a one year period from
when children were four months old to when children were 16 months old. Both CDS
and ADS data were collected by recording mothers in their home. Interpause stretches
between CDS and ADS were matched in terms of duration, as far as possible. The
results showed that the difference in articulation rate between CDS and ADS decreased
as a function of child age. However, it was only the case for Tagalog and Korean that
articulation rate was significantly lower in CDS than in ADS. In Sri Lankan Tamil, it
was not lower, but the trend of decrease in the difference was salient.

Raneri et al. (2020) investigated difference in articulation rate in CDS and ADS,
change in CDS articulation rate over time as a function of child age, and the association
between speech rate in CDS and children’s later vocabulary knowledge. The participants
were 42 English-speaking mothers who interacted with their children during four time
periods (when children were 7, 10-11, 18 and 24 months old). Also, the mothers were
interviewed by the experimenter, so as to obtain ADS. For the analysis, utterances con-
taining four to eight words were selected, in order to control for the fact that articulation
rate is higher in longer utterances than in shorter utterances. As for pauses, Raneri et al.
(2020, p. 10) reported (in reference to Fernald & Simon, 1984) that since “adults tend
to use longer pauses between utterances when speaking to infants than when speaking to
adults” they “eliminated these characteristic pauses rather than including them in [their]
analyses”. However, no definition of a pause in terms of duration was given. The results
showed both that articulation rate was lower in CDS than in ADS, and that articulation
rate increased as a function of child age. The results also showed a significant correla-
tion between lower articulation rate in CDS when children were seven months old and
children’s vocabulary knowledge when children were two years old.

A summary of the studies presented in this section can be seen in Table 2.2. As can be
seen, the majority find an increase in speech tempo as a function of child age, although
it is difficult to know whether statistical significance transpired to this common factor.

Table 2.2: Summary of studies investigating speech tempo as a function of child
age (Thanavisuth & Luksaneeyanawin, 1998; Englund & Behne, 2006; Liu
et al., 2009; Ko, 2012; Narayan & McDermott, 2016; Raneri et al., 2020).
AR=Articulation rate, SR=Speech rate, DUR = Vowel duration. Syllables
per second for AR and SR. Column Tempo∼Age asks whether there is an
increase in tempo as a function of child age (not necessarily a linear increase).

Study Tempo∼Age Age span Measure Language
T. & L. (1998) Maybe 0;0—1;0 SR Thai
E. & B. (2006) Only 0;3—0;4 0;1—0;6 DUR Norwegian
L. et al. (2009) Yes 0;7—5;0 DUR Mandarin
K. (2012) Partly 0;5—4;11 SR English
N. & M. (2016) Yes/Maybe 0;4;1;4 AR Korean,Tagalog,SRT
R. et al. (2020) Yes 0;7—2;0 AR English
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2.1.6 Summary

Articulation rate is a measure of how fast a stretch of speech is, defined as the number
of produced linguistic units per time units (e.g., syllables per second), excluding pauses.
Or it is defined conversely, as the number of time units per produced linguistic units
excluding pauses (e.g., milliseconds per syllable). Articulation rate is distinguished from
speech rate, where pauses are included. For a stringent definition of articulation rate, a
minimum cut-off point of pause duration must be set. Also, a choice of which linguistic
units are measured must be made, and whether these units are measured as realized by
speakers or as intended by speakers.

Articulation rate in ADS has been shown to vary due to a multitude of factors, for
instance final lengthening (that speakers slow down at the end of phrases). Less is known
about whether articulation rate varies due to child age when such factors are included,
and the extent to which these factors influence the difference in articulation rate between
CDS and ADS.

In the literature, there are a number of studies that have compared speech tempo
(speech rate or articulation rate; sometimes both) in CDS and ADS. Studies vary with
respect to children’s age and parents’ language. The majority of studies show that
there is a difference in speech tempo between CDS and ADS, with CDS being slower.
However, some studies present evidence that this difference is not evenly distributed
over interpause stretches, but that differences can be attributed to local speech tempo
differences. In particular, final lengthening — the phenomenon that speakers slow down
towards the end of interpause stretches — is greater in CDS than in ADS, which, if
taken into account, reduces or disposes of a difference in speech tempo.

There is a handful of studies on change in speech tempo as a function of child age.
Whereas only some studies found a linear increase of speech tempo as a function of
child age, no study (of the ones reviewed above) found a decrease in articulation rate.
The studies varied in measure, sample size (both with respect to participants and data
points), child age, and language. Furthermore, the studies varied as regards which factors
causing variation in speech tempo were included (e.g., final lengthening). In particular,
no study included information content.

2.2 Information

While some factors causing variation in articulation rate have been included when study-
ing articulation rate in CDS, there is still, to the best of my knowledge, almost no work
on the relation between articulation rate and information content.

Information refers here to how probable, or surprising, a linguistic unit is. The more
surprising it is, the more information it carries — and conversely, the less surprising it
is, the less information it carries. It is a narrow definition of information, which traces
back to a seminal paper by Claude Shannon (1948), in which he formulated a theory of
communication (information transfer).

As elaborated below, this theory predicts that for two systems to be able to commu-
nicate, they need to share a set of possible messages and a probability distribution over
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that set. A question that then arises is what these systems in the present work are taken
to be. Here, a little caution is needed. An intuitive way of thinking about it would be
that the two systems are the adult and the child. However, this is not the case. What
the present work aims at achieving for the question of information content, is to increase
the understanding of how it affects articuation rate in CDS. Since the articulation rate
of speakers will be measured (see Chapter 3), the information content in their speech
also needs to be modeled. Thus, what is meant to be modeled is how surprising speakers
themselves judge their speech to be (compare 5.3.2). In the following, what is meant by
whether a stretch of speech is surprising is elaborated on.

2.2.1 Information theory

In 1948, Claude Shannon published his groundbreaking paper A Mathematical Theory
of Communication (Shannon, 1948), in which he laid out the foundations of information
theory. The paper was groundbreaking because it is to this day the only mathematically
rigorous theory of communication, so far as I know.19 (See e.g., Gallistel & King, 2009,
pp. 1-26, for an overview of Shannon’s theory).

Source
Trans-
mitter

Channel Receiver
Destina-
tion

Noise
source

Message Signal
Received

signal
Message

Figure 2.1: The schematization of communication as presented by Shannon (1948).

To see how Shannon schematized communication (transmission of information), see
Figure 2.1. The schematization is divided into five steps: an information source, a
transmitter, a channel, a receiver and a destination.

The information source is a system that generates a message. The message is then
operated upon by the transmitter, which encodes the message into a signal that is sent
over a noisy channel. That the channel is noisy means that some of the information in
the message that was encoded into the signal is lost. The signal is then reconstructed
by a receiver, usually by carrying out the inverse operation of that carried out by the
transmitter. Even if in this schematization, noise is shown to be introduced only on the
channel, it can in principle be introduced in any of the steps (Gallistel & King, 2009,
p. 6). The more noise that has been introduced, the harder the message will be to
reconstruct for the receiver. Finally, the message is handed over by the receiver to the
destination.
19This is a narrow definition of communication. See further discussion in Section 5.3.2.
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What the matter is all about then, Shannon argues, is for the destination to be able to
reproduce the message. Here one of Shannon’s insights lay. Even though messages have
meaning, this is beside the point from the perspective of building a system for effective
communication. The system for transmitting information must be built to be able to
work for any given message, from a set of possible messages, which has been agreed upon
by the source and the destination beforehand, since the destination cannot know what
the message is in advance.

One of the conclusions Shannon drew was that for this to work, the source, as well as
the destination, must not only share a set of possible messages, but also a probability
distribution over that set.

Furthermore, Shannon argued, the greater the range of possible messages is before
the message has been sent, and the narrower the range of the set is after the message
has been received, the more information has been communicated.

Communication, thus, is a reduction of uncertainty. This is to some extent the same
thing as an increase in certainty, which makes more intuitive sense. But in the theory
Shannon defined, what is measured is not the certainty, but the uncertainty. It is
the average uncertainty of the destination about which the message will be before the
message has been sent, minus the average uncertainty of the destination after the message
has been received. Shannon called this reduction of uncertainty reduction of information
entropy, or just reduction of entropy.

2.2.2 Entropy

Entropy is a measure of the average or expected uncertainty of a probability distribution
over a set of possible messages. Shannon’s formula for entropy can be seen in Equation
2.1.

H = −
n∑

i=1

pi logk pi (2.1)

In the formula, H is the resolution of entropy (the uncertainty) of the set of possible
messages, n is the total number of possible messages, and pi is the probability of the ith

message. Lastly, k is the base.
Although it has a narrow technical definition, entropy has proved highly productive

for investigating aspects of spoken communication. In particular, there has been a great
deal of interest in surprisal.

2.2.3 Surprisal

Surprisal20 is a measure of how much information is encoded in a given linguistic unit.
Contrary to entropy, which is the expected or average information per occurrence (for
instance a word token) over a probability distribution, surprisal is the amount of surprise
an occurrence actually yields, according to its probability. More precisely, surprisal

20Another term sometimes used is self-information.
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is defined as the negative log probability of an event or (equivalently) the log inverse
probability of an event. See Equation 2.2.

h = −logkpi = logk
1

pi
(2.2)

where h is surprisal, k the base, and p is the probability of a word i. For k, any base
works. For instance, if log2 is used, then surprisal is measured in bits, if log10 is used,
surprisal is measured in bans, if loge is used, surprisal is measured in nats, and so on. For
conventional reasons, I will use log2 in this work, which means surprisal will be measured
in bits. Taking the negative of the log (or multiplying with one over the probability)
is to get positive values, since a log of fractions yields negative numbers. The point of
making use of log is both that it makes the measure more intuitive, and that it allows for
addition. It is more intuitive, both i) because a high value of surprisal means an event
is high on information, whereas a low value means an event is low on information (as
compared to probabilities, for which it is the other way around), and ii) because humans
intuitively understand linear functions earlier and better than for instance exponential
functions (e.g., Ebersbach & Wilkening 2007).21 Addition, in turn, is generally faster to
compute.

In order to approximate surprisal, a model estimating the probabilities is needed. Such
models are often referred to as probabilistic language models or just language models.

2.2.4 Language models

Probabilistic language models, or just language models, come in different forms. These,
it might be worth mentioning, have a number of applications, such as spelling correction,
speech recognition, machine translation, and prediction of text, and can be more or less
sophisticated (e.g., Jurafsky & Martin, 2009, pp. 117 ff.). However, in this work, they
are used for modeling the density of information encoded in parents’ interpause stretches.

What are the properties of these models? Generally speaking, they calculate proba-
bilities of linguistic units given context, by using large data sets (training data). Then
those probabilities can be used as estimates for other sets of data (test data). The
simplest language models are n-gram models.

2.2.4.1 N-gram models

This section is aimed at readers who are inexperienced in computational linguistic meth-
ods, and language models in particular. Readers acquainted with language models may
skip to Section 2.2.4.2. The following examples are tweaked from Jurafsky & Martin
(2020).

The n in n-gram is a positive integer, and gram is a linguistic unit, often words.
An simplified example is the following. Assume a small corpus, for instance only the
sentence Newton exorcized the machine but left the ghost intact. For unigrams (n=1) as

21That humans understand linear functions earlier than exponential functions was, as far as I know, not
clear when Shannon (1948) formalized his theory, but these were approximately the reasons he gave.
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words, there are nine unigram tokens and eight unigram types. Probability is obtained
by dividing the frequency of a unigram by the number of tokens in the corpus. For
instance, the word “the” occurs two times out of nine words, and thus has a probability
of 2/9 = 0.222. The counts and probabilities when considering only this sentence can
be seen in Table 2.3.

Table 2.3: Unigrams, counts and probabilities for the sentence Newton exorcized the
machine but left the ghost intact.

Unigram Counts Probability
Newton 1 0.111
exorcized 1 0.111
the 2 0.222
machine 1 0.111
but 1 0.111
left 1 0.111
ghost 1 0.111
intact 1 0.111

TOTAL 9 1

For bigrams (n=2), the way n-gram models work is that they make use of conditional
probabilities. See Equation 2.3.

P (wi|wi−1) =
count(wi−1, wi)

count(wi−1)
(2.3)

This is how many times the previous word wi−1 was followed by wi, of all the times
wi−1 occurred. Assume instead the corpus is now Newton exorcized the machine but
left the ghost intact. The machine left. The ghost stayed. Newton left. The bigrams
in this corpus are “<s>,newton”, “newton,exorcized”, “exorcized,the”, “the,machine”,
“machine,but”, ..., “left, </s>”, where <s> and </s> represent the sentence start and
end, respectively. Some of the bigrams and conditional probabilities can be seen in Table
2.4. If for instance “intact” appears, the model is sure that the next token is the sentence
ending. (Since “intact” appears only once.)

Table 2.4: Some of the bigrams and conditional probabilities from a mini-corpus.

Bigram Probability
left,the 0.33
the,ghost 0.5
ghost,intact 0.5
intact,</s> 1.0

However, for a language model to be useful, it needs to collect counts from more than
a few sentences. Here is where real corpora come in. For a language model, a set of
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words, for instance one or more corpora, constitutes the training data. The sentences in
the training data are what the model will calculate the probabilities from.

When the probabilities are calculated by using any sizable corpus, the probability
distribution will be Zipfian. That is, it will follow Zipf’s law, which roughly says that
few units in language will occur often, and most units will occur only once. Or, more
precisely, Zipf’s law states that there is an (approximate) inverse relation between the
frequency of a word type and its rank — that is, its position in a list of word types
ordered by decreasing frequency. In fact, it applies to higher values of n, and even for
any other unit in language. An example of counts and probabilities from the Swedish
Blog Sentences corpus (Östling & Wirén, 2013) is shown in Table 2.5.

Table 2.5: Bigrams, counts and probabilities for the five most common bigrams in the
first 100 000 lines in the Swedish Blog Sentences corpus (Östling & Wirén
(2013); see 3.2.2 for a description of this corpus).

Bigram Count Probability
det är 6390 0.00401
för att 4349 0.00273
är det 4245 0.00267
jag har 3888 0.00244
att jag 3830 0.00241
... ... ...

When probabilities have been approximated with the model, it can be used to apply
them to another set of words (e.g., another corpus, sometimes called the test data).
As such, it is possible to obtain estimated probabilities for linguistic material that the
model has not been trained on.

To make use of surprisal (Equation 2.2) then, Equation 2.4 can be used:

h = −log2P (xn|x1...xn−1) (2.4)

where surprisal h is the negative log of the probability of a unit x, given x1...xn−1. To
take bigrams, the last part P (xn|x1...xn−1) of this equation is the probability of a word,
given the previous word, which can be calculated as in Equation 2.3.

Given their simplicity, n-gram models are easy to implement and easy to use. However,
although there is some psycholinguistic appeal to n-gram models (e.g., Arnon & Cohen-
Priva, 2013) they face a problem of data sparsity, both in the sense that out of all grams
that do occur, many only occur once, and in the sense that many possible n-grams do not
occur at all, considering the creative aspect of language use. This problem is intensified
for larger units. That is, the higher the n, the fewer the instances. These models cannot
cope with for instance long distance agreement, so far as it spans more than what n
allows (e.g., Church, 2011). In other words, no matter the size of the training data set,
many n-grams will never have been seen by the model. What this means is that n-gram
models will assign zero probabilities to a large number of instances in the test data.
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One way of solving this problem is by using various smoothing algorithms. The general
idea behind smoothing algorithms is to take some of the probability mass from the high
frequency n-grams and give it to those that have low or zero frequency. One example is
Kneser & Ney (1995). Somewhat simplified, that algorithm makes use of larger n-grams
if there are any, and smaller n-grams when needed.

Although n-gram models have been used extensively during the last decades, they
have had to give way to much more powerful models that have come along in recent
years. In particular, artificial neural networks have come to be used broadly in the field.
One depiction of the introduction of artificial neural networks is that they hit the field
of natural language processing (NLP) like a “tsunami” (Manning, 2015, p. 701).

2.2.4.2 Artificial neural networks

This section is aimed at readers who are not acquainted with ANNs. However, two things
should be stressed. Firstly, many details (e.g., cost-functions, optimization functions,
backpropagation etc.) are left out. Secondly, the structure of the ANN in the example
given below is not, by contemporary measures, a state-of-the-art model for predicting
upcoming linguistic material. There are many different kinds of ANNs (e.g., Recurrent,
Convolutional, etc., see e.g., Bjerva, 2017), and the one described below just happens to
be of a simple kind. Readers that are already acquainted with ANNs can skip to Section
2.2.5. For descriptions that go into structural and mathematical details of ANNs, see for
instance Bishop et al. (1995), Brouwer (2014, Appendix A), or Chapter 7 in Jurafsky &
Martin (2020).

Artificial neural networks22 (ANNs) are part of a class of learning models, with a num-
ber of applications, such as parsing (e.g., Chen & Manning, 2014), speech recognition,
and machine translation (e.g., Bahdanau et al., 2014; LeCun et al., 2015). For a history
of NNs during the last decades, see Wang & Raj (2017).

Artificial neural networks consist of layers, each of which comprising a number of
units.23 See Figure 2.2, which is an elementary feedforward neural network (FFN) (or
multilayer perceptron). The left-most layer is the input layer ([x1, x2, x3, x4] = ~x in
Figure 2.2), the intermediate layers are called hidden layers ([a1,1, a1,2, a1,3, a1,4] = ~a1 and
[a2,1, a2,2] = ~a1 in Figure 2.2), and the right-most layer is the output layer ([y1, y2] = ŷ).

Each unit has connections to all units in the next layer, and feeds its output forward
over the connections. The connections are weighted (i.e., hold a number), which means
the output from one unit changes as a function of the connections’ weights, before that
output becomes the input to units in the next layer.

For the first layer, the output of the units is the same as the input to the ANN (i.e.,
there the input is just passed through the identity function). For all other layers but

22Sometimes just neural networks or deep neural networks. The latter refers to artificial neural networks
with more layers. There is no exact definition of what constitutes a deep neural network and what
does not.

23Another term for units is neurons. Units is preferred, due to the (by my lights) convincing log-
ical arguments and empirical findings as reported for instance in the second part (Computa-
tional/representational) of Langille & Gallistel (2020) as to why neural networks do not work as
cognitive models.
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the input layer, the output from units is dependent on the units’ activation functions.
There are various kinds of activation functions, but they are often thresholds that will
permit units to send an output only if that threshold is surpassed.

Artificial neural networks can have an arbitrary number of units in each layer and
an arbitrary number of layers. Parts of computational linguistics and neighboring fields
have had as their goal to optimize the dimensions of ANNs to solve specific tasks, in
terms of the number of layers and units.

The output layer encodes the ANN’s predictions. The predictions are compared to
gold standard values in a training set. In other words, ANNs are supervised machine
learning models: they are allowed and required to know whether the predictions they
make are correct or incorrect.24

Once the comparisons between true values and predictions have been made, the
weights are updated so that the predictions better fit the true values. In other words, the
ANN takes as input a vector (e.g., ~x) and gives as output another vector (e.g., ŷ). Then
a cost function calculates the difference between the predictions and the true values,
and output a single number that describes the cost of the errors the ANN made. The
learning of an ANN thus takes place as the weights of the connections are changed so
that the prediction of the ANN comes closer to the true values. The weights are changed
so as to minimize the output of the cost function. This is done by finding an input that
minimizes the cost function, where one makes use of an optimization function such as
gradient descent. Gradient descent is an algorithm that iteratively finds the local min-
ima of a function, since the gradient of a function at a given point is a vector tangential
to the surface, and will point in the direction of the steepest ascent. Thus, the negative
gradient will be very useful here, since that is the direction with the steepest descent.

The iterations are run thousands, or millions, of times, and eventually the ANN
converges to be able to correctly generalize to unseen linguistic material. The most
widely used algorithm for optimizing each weight in order to minimize the error in the
final error is backpropagation (Rumelhart et al., 1985), which I will not go into.

2.2.5 Generative Pre-trained Transformer 2

To get as good approximations as possible for surprisal, a state-of-the-art ANN should
be used, which at the present time25 is the Generative Pre-trained Transformer 2 (GPT-
2) (Radford et al., 2019).26 Its general properties are described in the following and the
specifics of the Swedish version employed are described in Section 3.2.1.

As for any ANN, GPT-2 needs to establish a vocabulary, by tokenizing a corpus. In
natural language, new words come along all the time, and in theory, there is an infinite
number of words. Therefore, the tokens in an ANN’s vocabulary typically start out
from being small units that become larger units. For GPT-2, this is done using byte
pair encoding (BPE), as introduced by Sennrich et al. (2016) (inspired by Gage, 1994),

24This contrasts with unsupervised machine learning, where the true answer is not given. Getting
unsupervised learning models to perform well is generally much harder.

25There is also GPT-3, but since this is not available in Swedish, it will be disregarded here.
26https://github.com/huggingface/transformers
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ŷ

+1

bW0

W1

W2

Figure 2.2: An elementary artificial feedforward neural network (FFN).

which is a kind of sub-word tokenization. Sennrich et al. (2016) presented a deterministic
algorithm, which — somewhat simplified — recursively increases the vocabulary with
the one most frequent bigram, one iteration at a time. This means that not all words
in the corpus will be in the vocabulary. Rather, a word needs to be frequent enough to
“earn” its place in the vocabulary. So the vocabulary will consist of both high frequency
words (e.g., the) and of high frequency word pieces, which are parts of words (e.g., multi
and plied). Words and words pieces can be referred to as BPE-tokens.

Once the vocabulary has been established, initialization takes place, which is the
mapping of words and word pieces to ID:s. That is, instead of using the strings of
characters, each unit is mapped to a 768-dimensional vector (Radford et al., 2019).
These vectors are called word embeddings. Since each word has its own word embedding,
and since the vocabulary is of a size of about 25000 units, this corresponds to a 768
× 25000 matrix. Generally, the larger this matrix is, the heavier the computation will
be once the prediction starts. Initially, this matrix is populated randomly, according to
some distribution.

Then, for each word, word embeddings are combined with their position embeddings.
Position embeddings make use of where a word appears in context. GPT-2 thus uses the
previous context for each word. For the first word, this window is of size two, since it
has only seen the sentence start. As it moves forward in the corpus, the context window
grows, with a maximum of 1024 BPE-tokens, and then that window moves. In this
sense, each BPE-token is assigned an embedding that is the sum of its word embedding
and its position embedding. This sum of two vectors yields a new vector called the input
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vector.
From here, GPT-2 starts to try to predict, one word at a time, what the next word

in the corpus is. This is done with a different structure than in a simple feedforward
network (FFN), and it is this structure of GPT-2 that makes it so powerful. GPT-2
is structured by what are called transformer-decoder blocks where each block consists
of an FFN and a self-attention unit. See Figure 2.3 for an example of a block. FFNs
were described in the previous section. Self-attention units, on the other hand, function
to make the ANN attend to which BPE-tokens in context are most important for the
upcoming words.

Decoder block

Feedforward Neural Network

Masked Self-Attention

Figure 2.3: A transformer-decoder block in GPT-2.

Earlier ANNs, for instance Long-Short-Term-Memory models (LSTMs), although hav-
ing a somewhat long memory of what they have seen, still suffer from memory loss, and
might lose track of what should be a relevant word, which is problematic — for instance
in sentences with object-extracted relative clauses where the complementizer is omitted
(e.g., Linzen et al., 2016, as in The woman the man loved was a designer). However, since
GPT-2 makes use of the self-attention units, it explicitly learns which words should be
paid attention, reducing the problem of memory loss (Vaswani et al., 2017). The number
of blocks varies between GPT-2 versions. The smallest to largest versions range from
12 to 48 blocks. Once GPT-2 has predicted a word, it uses backpropagation (an algo-
rithm that finds which weights to update) to update weights and input vectors. This is
done iteratively, thousands of times, until reasonable weights and embeddings have been
learned.

2.2.6 Summary

Surprisal is an information-theoretic measure of how much information is encoded in
a produced linguistic unit (e.g., word). It is defined as the negative log of the proba-
bility of an event, and is often measured in bits. Surprisal is here used to model the
speaker’s approximation of how informative what she says is. To approximate surprisal,
probabilistic language models can be used. The most powerful language models today
are artificial neural network models. More specifically, GPT-2 will be employed, since it
has outperformed many precursors by making use of self-attention. Self-attention is a
mechanism that allows the model to better understand which words are related, which
in turn reduces memory loss.
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Figure 2.4: The structure of (middle-sized) GPT-2 with 16 transformer-decoder blocks.

2.3 Speech tempo and information content

A fundamental hypothesis that has driven research in ADS for a long time is the relation
between articulatory characteristics and information content in the speech. Zwaarde-
maker & Eijkman (1928) is an early example entertaining this hypothesis (as referred
to by Quené, 2008, p. 1105: “important or unpredictable portions are typically spoken
at a relatively slower rate”). In the same vein, Lounsbury (1954) hypothesized that
hesitation pauses would correspond to points of high statistical uncertainty. Another
early example is Karlgren (1961, p. 676), who posed the question of whether speakers
are guided by a trade-off between “duration” and “information value”.

As such, the hypothesis should be construed more broadly than to encompass only
the relation between articulation rate and surprisal. For example, Gahl et al. (2004)
showed that t/d-deletion (as in He lef(t) school for work ; see e.g., Baranowski & Turton,
2020) happens more often for predictable words. In the same vein, Aylett & Turk
(2006) showed that vowels in words that were more predictable from context were more
centralized than were vowels in less predictable words.27 It is well-established empirically
(cf. Cohen-Priva & Jaeger, 2018) that the relation between speech tempo (or reduction)
and information content is of an inverse kind: speakers slow down (or articulate more
clearly) when their message is information dense, and speed up when their message is
information sparse (see Jaeger & Buz, 2017, for a review).

27There are also other ways of measuring information content, e.g., in the distinction between new
and old information, depending on whether a word (implicitly or explicitly) has been introduced in
discourse, (e.g., Fowler & Housum, 1987; Pluymaekers et al., 2005).
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2.3.1 In adult-directed speech

Jurafsky et al. (2001) tested what they call the “Probabilistic Reduction Hypothesis”,
which predicts that words are reduced as a function of their predictability (i.e., condi-
tional probabilities, from a bigram model trained on the Switchboard corpus Godfrey &
Holliman, 1997). One of their results was that there was a significant negative correlation
between predictability and function word duration.

Similarly, Bell et al. (2009) presented evidence that three different correlated factors
influence word duration. Those factors were word frequency, contextual predictability,
and repetition. The study incorporated a subset of the Switchboard corpus (Godfrey &
Holliman, 1997) which includes timestamps for syllables and words (Greenberg et al.,
1996).

Cohen-Priva (2017) investigated the question of whether the negative correlation be-
tween speech tempo and information content holds globally over speakers. In other
words, he asked whether utterances produced by fast speakers were generally lower on
information than utterances produced by slow speakers. Two studies were carried out,
where one used the Switchboard corpus (Godfrey & Holliman, 1997) and the other used
the Buckeye corpus (Pitt et al., 2007). In both, each person’s total number of utterances
in one conversation constituted one data point. To measure speech rate, Cohen-Priva
(2017) used the pointwise speech rate. This was defined as the quotient of the actual
speech rate as measured in the recording, over the expected value, as predicted by a lin-
ear regression model. The model had a number of predictors (e.g., the average duration
of the given word across all instances of that word in the corpus, the log probability of the
previous word, etc.). It was employed to control for factors known to influence duration
(e.g., trigram frequency, see Arnon & Cohen-Priva, 2013, 2014). Two different methods
were used to obtain information rate. One was called the lexical information rate, and
the other the structural information rate. The former was defined as the entropy (aver-
age negative log probability, using counts from the two corpora and the Fisher corpus,
see Cieri et al., 2004) of each data point (each speaker’s content words). The latter was
defined as the rate of passives within one data point (by-conversation), by taking the
logit of passives and other forms of clauses. The results showed a significant inverse
correlation between speech rate and information. In other words, what Cohen-Priva
(2017) showed was that fast speakers in general produce less informative content than
slow speakers.

Moreover, there is evidence that the hypothesis holds not only when surprisal is es-
timated with models that make use of just linear order (e.g., n-gram models), but also
for models that work on a syntactic level. For example, using data from the Augmented
Multi-Party Interaction corpus, Demberg et al. (2012) explored the relation between sur-
prisal and word duration where surprisal was approximated with both n-gram models
(using Witten-Bell smoothing, Bell et al. 1990) and with a probabilistic top-down parser
(Roark, 2001). The increase or decrease in word duration was calculated by comparing
the durations of the words in corpus to a canonical pronunciation, as approximated by
a text-to-speech system (MARY, Schröder et al., 2008). The results showed that there
was a significant correlation between word duration and surprisal. The correlation was
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stronger for syntactic surprisal than for surprisal approximated with the n-gram model.
That is, words that on structural grounds provided less information had longer durations
than words that provided less information on probabilistic grounds, although in general,
less predictable words had longer durations. Demberg et al. (2012) argue this is support
for the Uniform Information Density (UIF) (Jaeger, 2006; Levy & Jaeger, 2007; Jaeger,
2010), in that speakers seem to distribute information evenly within utterances.

In fact, the inverse relation between speech tempo and information content seems to
hold generally across languages. Pellegrino et al. (2011) investigated whether there was
a relation between articulation rate28 and information density across seven languages:
English, French, German, Italian, Japanese, Mandarin, and Spanish. The material was
a subset of a corpus (The MULTEXT multilingual corpus, see Campione & Véronis,
1998) with a total of 100 sentences from five different texts in English, along with free
translations from English into the other languages. Articulation rate and information
density was measured, as employed by speakers (mean n = 8) reading in their respective
language. Articulation rate was defined as the number of syllables per second, excluding
pauses with a duration longer than 150 ms. Information density was measured by com-
paring how many syllables were needed to express the same sentence, with the number
of syllables compared to Vietnamese as a reference point: the number of syllables in
Vietnamese utterances were pairwise compared to the corresponding utterances in each
of the other languages. Their hypothesis was that they would find a trade-off between
information density and articulation rate. That hypothesis was confirmed in the fol-
lowing sense. They found significant differences in articulation rate between languages
(e.g., between Mandarin on the one hand, and German and English on the other, where
interpause stretches in the latter two were articulated faster). Furthermore, informa-
tion density between languages differed (e.g., between English and Japanese, where the
former was shown to be more information dense than the latter). Importantly, how-
ever, they found that for each language, if these two measures, articulation rate and
information density, were merged into one, information rate, many differences between
languages disappeared.

So for instance, there was a significant difference in both articulation rate and informa-
tion density between Mandarin and Spanish, where Mandarin was shown to be higher
in information density but lower in articulation rate. But there was no significant differ-
ence between Mandarin and Spanish in information rate. However, as the paper states,
this result did not generalize to all languages in the study. For instance, there was no
significant difference in articulation rate between Spanish and Japanese, but there was
a significant difference in information density between the two languages (Spanish being
the more information dense), which persisted for information rate (with Spanish hav-
ing a higher information rate). The authors also noted that their sample of languages
was small. As far as I can tell it was also skewed towards Romance languages (about
43%) and Germanic languages (about 29%), or more generally, toward Indo-European
languages (about 71%).

28Despite using the term “speech rate”, they explicitly say that they are “discarding silence intervals
longer than 150” (ibid. p. 542).
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However, in a larger study, Coupé et al. (2019) investigated the distribution of informa-
tion rate, defined as articulation rate and information density collapsed (following Pel-
legrino et al., 2011) across 17 languages: Basque, Cantonese, Catalan, English, Finnish,
French, German, Hungarian, Italian, Japanese, Korean, Mandarin, Serbian, Spanish,
Thai, Turkish and Vietnamese. The results corroborated the findings from Pellegrino
et al. (2011). It was shown that differences between languages in terms of information
rate were much smaller than differences between languages in terms of either speech rate
or information density.

It is not completely certain exactly what kind of information content explains most of
the speech tempo variation. However, Cohen-Priva & Jaeger (2018) investigated whether
any of three indices they called frequency, predictability and informativity could be a
confound to any of the other two for predicting duration. For example, if it could be
shown that there was a negative correlation between frequency and duration, would that
correlation still hold if informativity was also controlled for? Frequency was defined as
the negative log2 of the count of a given unit divided by all units. Predictability was
defined as the negative log2 probability of a linguistic unit, given context. Informativity
was defined as the negative sum of the probability of a unit given context, times the
log2 of that probability. In other words, both what they call frequency and what they
call predictability is surprisal, but with the estimated probability for the latter obtained
by using context and not overall counts, which was used for the former (cf. Equation
2.2). Informativity is mean surprisal (given an n-gram model) for a given word type over
the corpus. Using simulated data from the corpora Switchboard (Godfrey & Holliman,
1997), Buckeye (Pitt et al., 2007) and Fisher (Cieri et al., 2004), Cohen-Priva & Jaeger
(2018) showed that the effect of frequency on duration disappeared when conditioning
on predictability or informativity.

2.3.2 The inverse relation hypothesis

Although the inverse relation between information content and speech tempo in ADS
is well-established empirically, the principles that explain this relation have not been
established. Jaeger & Buz (2017, p. 40; see also Shaw & Kawahara, 2018; Ernestus, 2014,
for discussions on this matter) divide the suggested explanations into three accounts, that
they call production ease, communicative and representational (although, as they argue,
the accounts need not be mutually exclusive, particularly not the first two). Two will
be described, the production ease account and the communicative account.29

These accounts may concern not only articulation rate, but also various approxima-
tions to acoustic clarity more generally, such as degree of reduction or prominence. Al-
though speakers in general are capable of employing slow and reduced speech, or fast and

29I will exclude the representational account here, although it might be relevant. In short, it predicts that
more probable linguistic units, even when reduced phonetically, are easier to use and comprehend,
increasing the probability that they will be internally stored as mental representations (e.g., Johnson,
1997; Wedel, 2006). As such, this account is mostly applicable to long-term encoding of linguistic
units, such as language change. But see arguments in Jaeger & Buz (2017) for how this account
might apply to online speech as well.
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clear speech, I will here simplify matters and assume the accounts might apply, since
a high articulation rate, although possible to maintain while also articulating clearly,
often (unconsciously) leads to less clear speech (e.g., Moon & Lindblom, 1994), and
conversely, reduced speech often has a higher articulation rate. Much of the following
summary of (in particular the production ease account) draws from the review in Jaeger
& Buz (2017, pp. 51—64).

2.3.2.1 Production ease

Jaeger & Buz (2017) divide the production ease accounts into three sub-classes, which
differ in predictions of what affects production.

The first sub-class predicts that what speakers produce at a given time is influenced
by what is planned to be produced next (e.g., Bock, 1987). One kind of evidence for this
prediction comes from the fact that speakers slow down before producing complex words.
For example, Watson et al. (2015) suggest that lower speech tempo can be explained, at
least in part, by the fact that the phonological system needs time to process what will be
produced. They showed participants in a repetition task slowed down at points where,
according to an artificial neural network model, the linguistic content was complex.
Another kind of evidence comes from the observation that speakers in optional contexts
are more probable to use the complementizer that if it precedes a clause that is harder
to retrieve than if it precedes a clause that is easier to retrieve (Jaeger, 2010).

The second sub-class predicts that what speakers produce at a given time is influenced
by the planning of that production. For instance, Baese-Berk & Goldrick (2009) explored
whether characteristics of words have an effect on their realization. They used both
words which formed an existing minimal pair (e.g., pig and big) and words that formed
a non-existing minimal pair (e.g., pulp and *bulp). It was shown for 12 participants that
there was a significant difference in voice onset time (VOT) between words that were
part of a minimal pair and words that were not, with the former having longer VOTs.

The third sub-class predicts that previous difficulties in production affect the current
production (the term Jaeger & Buz, 2017, employs is compensatory reduction, p. 55).
For example, Bell et al. (2009) suggest that when speakers slow down during production,
it might prompt upcoming production to also be slow.

2.3.2.2 Communicative

Much focus in this account is on the trade-off between communicative success and
preclusion of unnecessary energy expenditure (e.g., Piantadosi et al., 2011; Kurumada
& Jaeger, 2015). For example, Hyperspeech and Hypospeech theory (H&H theory), intro-
duced by Lindblom (1990), posits a continuum of articulation from clear speech (hyper-
speech) to lax speech (hypospeech). That is, speakers continuously estimate how much
information listeners need in order to decode what is being said and adjust their speech
signal according to that estimate. The theory predicts that speech will, if communicative
constraints permit, favor production oriented speech (hypospeech) over listener-oriented
speech (hyperspeech), as the former has lower biomechanical cost.
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The H&H theory is essentially a theory for circumventing the invariance problem30

by evoking the notion of “sufficient contrast” (Lindblom, 1990, p. 433). However, to
illustrate that how much acoustic information listeners need to decode a word can depend
on the “predictability”, Lindblom (1990, p. 405) gives the following example pair31 from
Lieberman (1963, p. 173), where the last word (missing) is nine:

1. The next word is

2. A stitch in time saves

In other words, to what extent the speaker and listener can communicate will in part
depend on the relation between articulatory clarity (e.g., approximated as articulation
rate) and information content (e.g., approximated as surprisal).

Another example under the communicative account is what Clark & Murphy (1982)
calls audience design, where the idea is that speakers tailor their production in relation
to the listener’s needs (see also Dell & Brown, 1991). For instance, Galati & Brennan
(2010) showed that subjects encoded less information into a story when re-telling it to
an interlocutor as compared to telling it to an interlocutor for the first time (e.g., by
using fewer words), however, they found no effect of duration.

2.3.3 In child-directed speech

While the present work, to the best of my knowledge, is the first attempt to include
surprisal in the study of articulation rate in CDS, there are studies that explore speech
tempo in CDS in relation to slightly different definitions of information.

For instance, Fisher & Tokura (1995) examined 20 English-speaking mothers’ CDS
and ADS, with respect to repetition of words, by elicitation in a story-telling situation.
Children were 14 months old. One of their results was that words that had already been
used had a shorter duration. Such a result should be telling for the relation between
articulation rate and surprisal, since surprisal as estimated with a language model should
be lower for words that have appeared in discourse (compare Section 3.2.1).

Similarly, Han et al. (2018) recorded the speech of 25 mothers who spoke Dutch with
their children and 21 mothers who spoke Mandarin with their children, where the mean
age of children was 18 months. One thing tested was whether mothers talked more slowly
when using words unfamiliar to their child. The results showed that Dutch mothers
talked more slowly for utterances containing unfamiliar words than for utterances with
only familiar words, whereas for the Mandarin mothers, there was no difference.

In the same vein, Shi et al. (2020) investigated the relation between articulation rate
in 30 English-speaking mothers’ CDS, and their approximation of three to four year-olds’
familiarity with words, and between articulation rate and whether a toy was present or
absent. Pauses longer than 200 ms were disposed of. The results showed the mothers’

30That there have been no successful attempts to provide a core physical characterization of a linguistic
level (e.g., phones) independent of the context (Perkell & Klatt, 1986).

31The saying “A stitch in time saves nine” means that sorting out a problem at once can save subsequent
extra work.
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articulation rate was lower for words unknown to the children, and for words used to
refer to toys that were absent compared to words used to refer to toys that were present.

Tippenhauer et al. (2020) tested whether parents’ word durations differed in English
CDS and ADS. The children were two to three years old. Two experiments were run
where parents read game instructions to an adult, and (not simultaneously) to their
child. Experiments differed with respect to how frequently target nouns occurred. It was
shown that across successive utterances, parents reduced nouns that occurred repeatedly,
but that they reduced them less in CDS than in ADS. Furthermore, nouns with lower
frequency had longer durations than nouns with higher frequency.

2.3.4 Summary

A large number of studies have investigated the relation between speech tempo and
information content in ADS. Despite differences in how information content has been
estimated (e.g., as surprisal, information density, informativity etc.), and variation in
effect size, as well as discrepancies in what other factors have been included, the general
picture strongly suggests that less informative stretches of speech are produced faster.

Two related accounts for the relation between speech tempo and information content
(broadly understood) are the production ease account and the communicative account.
The main point in the former is that speakers’ production i) is influenced by what they
plan to produce next, ii) by the planning of that production, or iii) by previous difficulties
in production. The main point in the latter is that speakers are pulled by two opposing
forces: to reduce biomechanical cost and to be communicatively successful.

Although the literature is sparse on the relation in CDS between speech tempo and
information content (and even more so for surprisal), studies indicate that the relation
mirrors the corresponding relation in ADS. That is, it seems to be the case that speakers
when addressing children, tend to speak more slowly when they say something containing
more information.

2.4 Summary

Articulation rate is a measure of how fast speakers articulate (e.g., milliseconds per
syllable), and varies due to many factors, such as final lengthening. The majority of
studies comparing articulation rate in CDS and ADS present evidence that it is lower
in the former. However, this difference seem to be unevenly distributed over interpause
stretches and it has been suggested that much of the difference in articulation rate
between CDS and ADS derives from that final lengthening is increased in CDS (Martin
et al., 2016). Nonetheless, the results in the literature do not indicate that articulation
rate in CDS is higher than ADS.

Furthermore, in CDS, neither articulation rate, nor factors due to which it varies, can
be assumed to be constant during the early life of the child. In fact, articulation rate
in CDS does not seem to be static, and independent of whether there is a difference
in articulation rate between CDS and ADS, there is a question of how child age influ-
ences articulation rate. At the very least, results in the literature do not indicate that
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articulation rate in CDS steadily decreases as a function of child age. However, it is also
not the case that the literature converges toward results in the other direction. That is,
it is not entirely clear that articulation rate in CDS increases as children grow older. In
fact, it has hard to draw any general conclusions, given that studies vary with respect
to language studied, number of participants, span of child age, factors included in the
statistical models, and so on.

To further complicate the picture, another factor that articulation rate has been shown
be affected by in ADS is information-theoretic surprisal (the negative log of the prob-
ability of a linguistic unit), which can be estimated with probabilistic language models
(GPT-2 in the present case).

In ADS, it is well-established that speakers slow down when they say something with
higher information content. Although there are exceptions, there is, little or nothing
at all pointing in the opposite direction, that is, that articulation rate tends to be high
when surprisal tends to be high, or that articulation rate tends to be low when surprisal
tends to be low.

The inverse relation between articulation rate and surprisal might arise because speak-
ers strive for a constant flow of information, or to preserve biomechanical energy.

There are some studies indicating that fast CDS has encoded into it less information
than slow CDS, but then other measures of information than surprisal have been used.
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2.5 Research questions

In the following, the research questions are presented, along with the expectated out-
come, grounded on the previous literature discussed above. In addition, a schematic
sketch of the factors that are included in the present work can be seen in Figure 2.5.

The research questions in this work are:

1. How does articulation rate in Swedish CDS vary with respect to child age when a
model is employed that extends previous research? The expectation is that articula-
tion rate increases as a function of child age.

2. Is there an inverse relation between articulation rate and surprisal in Swedish child-
directed speech? The expectation is that there is such a relation.

3. To what extent is articulation rate higher in Swedish adult-directed speech than
in Swedish child-directed speech when a model is employed that extends previous
research? The expectation is that articulation rate differs, but that this difference
is smaller when final lengthening is included.

Two studies are carried out. In Study 1, the first two questions are addressed, and in
Study 2, all three questions are addressed.
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Articulation rate
One-word inter-
pause stretches

Final lengthening

Surprisal

Individual

Word length

Interpause stretch length

Initial lengthening

Child age
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Figure 2.5: A schematic sketch of factors that are included in the present work. The
factors in rounded rectangles are included for all research questions, the
factor in the ellipse is applicable only to the interpause stretch level (Study
1), and the factors in regular rectangles are included on word level (Study 1,
and in particular, Study 2). The plus sign means that the literature suggests
it correlates positively with articulation rate and the minus sign means that
the literature suggests it correlates negatively with articulation rate.
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3.1 Overview

To investigate articulation rate an automatic pipeline was developed for time-aligning
segments in child-directed speech (CDS). To this end, two studies were carried out, with
partly different methods, Study 1 and Study 2. A key purpose of Study 1 was to guide
and validate the general approach in Study 2.

In Study 1, the data set was a longitudinal corpus (MINGLE) of CDS. The data were
on interpause stretch level and on word level, with the former being manually segmented
and the latter automatically segmented. The reason for the manual segmentation was
that many transcribed utterances in MINGLE contained relatively long silent pauses,
contrary to what is needed when measuring articulation rate. Articulation rate was
measured in syllables per second on interpause stretch level and in milliseconds per
syllable on word level. The research questions for Study 1 were whether articulation
rate increased in CDS as a function of child age (Research question 1), and if there was
an inverse relation between articulation rate and surprisal (Research question 2).

In Study 2, the automatic system was applied to a larger corpus (MINT), which was
too large to be segmented manually. Articulation rate was measured on word level in
milliseconds per syllable. In addition to the research questions in Study 1, Study 2
investigated to what extent articulation rate in CDS and adult-directed speech (ADS)
differed (Research question 3). In both Study 1 and Study 2, the same language model
for obtaining surprisal estimates was used. A general schema of the method can be seen
in Figure 3.1.

The structure of the rest of this chapter is as follows. Section 3.2 describes details of
the language model employed. The methods for the two studies are described in Sections
3.3 and 3.4, respectively. Section 3.5 presents descriptive statistics of data. Section 3.6
gives an overview of the kind of statistical models that were used for analyzing results
along with a brief description of data transformation.

3.2 Language model

Since the same language model was used in both Study 1 and Study 2, a description
follows here. In general, it has the structure as described in Section 2.2.5, following Rad-
ford et al. (2019). However, since GPT-2 in that study (almost exclusively) was trained
on English data, it could not be used here. In the present work, the language model was
trained on Swedish data. The aim was to model a generic adult’s approximation of the
amount of information in what she or he produced.
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Pre-processing scripts

MAUS GPT-2

Extraction scripts

Gold standard

Evaluation

Evaluation

Model estimation

MINGLE/MINT

CDS & ADS (sampa, audio files)

Interpause
stretches

(text)
SBS (training data)

Surprisal
CDS & ADS

Durations
CDS & ADS

Random
sample

Gold &
MAUS

durations

Duration, Final/Initial Lengthening,
Word Length, Surprisal

Figure 3.1: A general schema for the method employed in Study 2 and on word level in
Study 1. Nodes denote processes and arrows denote data. Scripts were used
to extract CDS and ADS annotations from the MINGLE and MINT corpora,
as well as to cut audio files up into interpause stretches. Transcription and
audio files were fed into MAUS, a forced aligner (Kisler et al., 2017; Schiel,
1999). A random sample of files from MAUS were manually corrected, and
used for evaluating its performance. Swedish GPT-2 was employed to es-
timate surprisal values for CDS and ADS interpause stretches, where the
SBS corpus had been used as training data. Finally, scripts were used to
extract MAUS’ approximations of word duration and estimates of GPT-2.
The statistical models are defined in the the Results chapter.

42



3.2 Language model

3.2.1 GPT-2 for Swedish

The language model employed was the Generative Pre-trained Transformer 2 (GPT-2)
for Swedish.1 It was trained on blog text and applied to the CDS and ADS data. There
were two reasons why blog text was chosen as training data for the language model.

Firstly, artificial neural networks (ANNs) typically need a great deal of training data
(compare Section 2.2.4.2).

Secondly, blogs have a less formal style that better represents spoken language than
do more formal texts. In more formal texts, such as newspapers and books, it is highly
unlikely that standard Swedish orthographic conventions are not entertained. The dis-
crepancy between on the one hand formal texts (such as newspapers and books), and
less formal texts (such as blogs and transcribed spontaneous speech) on the other, can
be highlighted with the following examples:

• Verbs in the past tense with the suffix -de, such as hoppade (“jumped”) are often
shortened by speakers of Swedish with the suffix omitted (hoppa).

• The conjunction och (“and”) has a canonical pronunciation [ok] but in spontaneous
speech it is often pronounced [o], which in informal texts can be written as å.

• The determiner det (“it”), with the canonical pronunciation [de:t], is often pro-
nounced [de:] in spontaneous speech.

For these examples, and many others, the corpus for CDS employed in the present
work (MINT, see Section 3.4.1) uses informal orthographic representations for many
instances.

It could be argued that the training data should be CDS, given the issue at hand deal
with the relationship between articulation rate and surprisal in CDS. However, there are
a couple of arguments for why this is not really desirable.

Firstly, there is the practical problem that there simply are no data sets of transcribed
spontaneous CDS that are large enough to be used as training data, as far as I am aware.
For instance, the data in used in the present work from the MINT corpus comprises about
0.0025 % of the amount Swedish GPT-2 is trained on (see below). Using so little data
would probably lead to that the language model merely memorized the training data,
given the large number of parameters (see e.g., Carlini et al., 2020). As such, it would
not be able to generalize to unseen utterances.

Secondly, even if such a large data set of transcribed Swedish spontaneous CDS ex-
isted, CDS is typically lexically and syntactically simpler than ADS (Genovese et al.,
2020), which could potentially lead to that the model would estimate unseen words and
structures as too surprising, as compared to the present model.

Thirdly, CDS usually have a dialogue form, at least for children who can talk, which
is problematic from the point of view of GPT-2, given that it uses context. That is, if
it would be trained on CDS and only saw the parents’ utterances, it would miss a lot
of the context and not be able to approximate surprisal values well. Relatedly, there is

1This work was carried out almost exclusively by Murathan Kurfalı.
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the problem of from what age CDS should be included as training data. However, using
only blogs might not be optimal either. One could speculate that it would be a good
idea to fine tune Swedish GPT-2 on Swedish CDS in the sense that it would perform
better, but this is a research question in itself and was not done in the present work.

As for the specific configurations of the Swedish version of GPT-2, they were as follows.
Training data amounted to about six billion words. See Section 3.2.2.
Vocabulary size was 25000.
Block size was 16 (placing it in the small to middle sized category).
Window size was 1000 BPE-tokens. GPT-2 estimated surprisal for orthographic

transcriptions of one recording at a time, since these recordings were considered as
independent events. Window size might be worth elaborating on a little. What it means
is that after 1000 BPE-tokens, the model started to forget. That is, since the model
could not see more than 1000 BPE-tokens preceding the word it was trying to predict,
BPE-tokens outside of this window would not facilitate (or harm) predictions.

No evaluation of the psychological plausibility of this window was made. However,
as an example of the fact that the model seems to work in a small window, consider
Figure 3.2. Surprisal values are shown for the interpause stretch jaha nej nej nej inte
äta sladden (“oh no no no don’t eat the cable”). The same word appears in succession,
and surprisal goes down, as should be expected. This was also the case for unknown
words, such as names of the plushies (e.g., Kucka).2

3.2.2 Training data

The training data used came from the Swedish Blog Sentences (SBS). SBS is a corpus
that at the time of publication (Östling & Wirén, 2013) consisted of about 2.7 billion
tokens from blogs, but which at present consists of about 5.4 billion words, from about
one million blogs and about 47 million blog posts. Importantly, in the published version
of SBS, sentences are randomly scrambled, for copyright reasons. However, when used
as training data for GPT-2, the original order of the sentences was used.

3.2.3 Evaluation

An intrinsic evaluation of the language model was carried out by calculating the average
surprisal.3 Generally, the lower the average surprisal, the better the model.

The average surprisal for Swedish GPT-2 on CDS data on word level was 8.197
(SD=132.058), and 7.651 (SD=4.785) for ADS. For comparison, the language model
for Swedish in Singh et al. (2020) had a perplexity of 311, which corresponds to an
average surprisal of log2(311) = 8.281, which was achieved with a model trained on only

2It should be mentioned that a better language model was made available (also developed more or
less exclusively by Murathan Kurfalı) after the results as reported in Chapter 4 had been obtained.
However, the surprisal estimates from the better model and the model employed here were more or
less identical and had a correlation ranging from 0.88 to 0.9 depending on statistical test. See Section
4.2.1.5.

3Perplexity (PP) that traditionally has been used in these circumstances is just PP = 2h where h is
surprisal.
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Figure 3.2: Example of surprisal values where the same word appears three times se-
quentially in the same interpause stretch.

1000’000 words, in order to obtain a baseline that was then improved upon. In other
words, Swedish GPT-2 seems at first glance to be a somewhat poor language model for
CDS, but it turned out that surprisal values in CDS that were larger than 20 consti-
tuted about 2.4% of the data, and these were mostly cases of where parents produced
long repetitive sound strings like [bababababababa] with high articulation rate. It was
assumed this could be treated as noise.

An extrinsic evaluation of the language model would be to let human adults judge
how surprising a given interpause stretch was, given the context (i.e., recording), but
such an evaluation was considered beyond the scope of the present work.
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3.3 Method Study 1: Manual segmentation of interpause
stretches

The method in Study 1 consisted of collecting articulation rate measurements. It should
be mentioned here that as the same data were used in Study 1 as in Sjons et al. (2017),4

which was the beginning of Study 1 and that is in the present work used as a sanity
check.

The reason why the question of whether articulation rate differs between CDS and
ADS was not addressed in Study 1 was that ADS in the corpus employed (MINGLE, see
Section 3.3.1) was judged not to be representative of typical interaction between adults.
The ADS consists in large parts of the parents filling out various forms about the child’s
linguistic development, and thus includes many hesitations and the like. Also, although
another ADS corpus could have been used instead (e.g., Sjons et al., 2017, used Spontal
Edlund et al. (2010) to compare CDS and ADS), it is more difficult to draw conclusions
when speakers in corpora are not the same.

3.3.1 The MINGLE corpus

The MINGLE corpus (Nilsson Björkenstam & Wirén, 2014) is a longitudinal corpus, that
is, the same participants (parents and children, see below) were recorded several times
for various ages of children. The corpus consists of multimodally annotated video and
audio recording sessions of parent-child dyads. The annotation tool ELAN (Wittenburg
et al., 2006) was used (Nilsson Björkenstam & Wirén, 2013, 2014). The MINGLE corpus
consists of 36 recordings of four children (three girls, one boy) and seven parents, with
the mother and the father5 for all but one child, who was recorded with only the mother.

As for the actual recordings, they were collected in 2004—2007 at Stockholm Babylab,
which is part of the Phonetics laboratory, Stockholm University, as part of another
research project — see Lacerda (2009). Each recording session lasted for about half
an hour. The sessions took place in a room resembling a small living room, with two
cameras and two separate wireless microphones placed so they would neither prevent
parents and children from moving around freely, nor attract the children’s attention.

Each session consisted of both free play and a short task for the parent and child to
collaboratively solve a jigsaw puzzle. The free play was followed by spontaneous con-
versation between the experiment leader and the parent, while the parent filled out the
Swedish Early Communicative Development Inventory (SECDI, Eriksson & Berglund,
1999), which is a Swedish version of the MacArthur Communicative Development Inven-
tory (Fenson, 2002). Even though not recorded for the purposes of the present work, the
general aspects of participants’ behavior should allow investigation of the research ques-
tion at hand. Furthermore, as Lacerda (2009) argues (using data reported in Van de
Weijer, 1999) CDS constitutes only about 3-10% of all speech children hear or over-

4The same questions were addressed in that study, but a different language model was used, and other
statistical models. Cf. Section 4.1.

5In Sweden, fathers are encouraged to take paternal leave, which facilitates their to participation in
studies of this kind.
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hear.6 In the present work, I assume the data from MINGLE are enough to represent
what children hear for the different ages in the corpus.

3.3.2 Measuring articulation rate

The definition for articulation rate was the number of syllables per second, excluding
pauses. Syllables were approximated to orthographically transcribed vowels. The pause
duration cut-off point in CDS was set to 200 ms in the subset of the MINGLE corpus. To
be sure there were no pauses longer than 200 ms in the transcriptions of the MINGLE
subset, I manually checked all transcriptions, using ELAN (Wittenburg et al., 2006).
Transcriptions were split, merged, or re-segmented so as not to contain silent pauses
longer than 200 ms. As an example, consider (4).

(4) just
just

det
it

vad
what

bra
good

’Right, good’

If this utterance had been produced with a silent pause whose duration was longer than
200 ms between det and vad, it would have been divided into two interpause stretches:
just det and vad bra. And conversely, if there had been two transcribed utterances just
det and vad bra with a silent pause shorter than 200 ms in between, the two transcriptions
would have been merged into one interpause stretch.

On word level, orthographic words transcriptions were adjusted to match the ac-
tual phonological form as produced by parents on the recordings, if there was a mis-
match in the number of syllables. For instance, the orthographically formal n̊agonting
(“something”) was changed to the actual produced n̊at where relevant (similarly, hop-
pade (“jumped”) was changed to hoppa, and so on). Consonants were not considered
otherwise. For instance, in cases like viktigt (“important”), which in spontaneous speech
generally and in the recordings is often produced with [g] omitted, was not changed to
viktit.

To calculate articulation rate on the subset of MINGLE on interpause stretch level,
the number of orthographic vowels was divided by the duration of the interpause stretch
in milliseconds. Interpause stretches with laughter, whispering, coughing and singing, as
well as cases in which the transcriber had marked uncertainty were excluded. Information
was extracted about how long each interpause stretch was in terms of number of syllables
(i.e., by counting vowels).

This resulted in an adjusted subset of MINGLE, consisting of 29 recordings of children
(n = 4) and parents (n = 7). The adjusted subset comprised a total of 7901 interpause
stretches of CDS. See Table 7.1 in Appendix A.

6As Lacerda (2009) points out, this is dependent on how representative the data in Van de Weijer
(1999) are.
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3.3.3 Evaluating syllable approximation to orthographic vowels

In Swedish, it intuitively seems reliable to approximate the number of syllables to the
number of transcribed orthographic vowels. To verify this, two evaluations of this ap-
proximation were carried out.

In the first evaluation, the number of orthographic vowels and the number of syllables
for every entry in the Nordisk Spr̊akteknologi (NST) pronunciation lexicon (Andersen,
2005) were compared. Out of 875551 entries in the NST, 860785 had the same num-
ber of orthographic vowels as NST syllables, and 14766 did not. In other words, only
about 1.7% of the types would have an incorrect number of syllables if approximated
to orthographic vowels. From inspection of frequencies, the main reason seems to be
that Swedish has few diphthongs, and the few that exist can easily be handled as special
cases (e.g. definition, five vowels but four syllables).

However, an example of where this approximation could fail is with loan words, such
as pool (which by this approximation has two syllables, which is not the case). Incorrect
cases were of two types. One was where the number of vowels was greater than the num-
ber of NST syllables (about 80% of all incorrect cases). The other was where the number
of vowels was lower than the number of NST syllables (about 20% of all the incorrect the
cases). For actual tokens in the adjusted subset of MINGLE, this approximation seems
even more reliable. Comparing the number of orthographic vowels for all tokens in the
adjusted subset of MINGLE with their corresponding entry in the NST revealed that
not a single orthographic transcription had a different number of orthographic vowels
and syllables.

In the second evaluation, a random sample of five recordings of interpause stretches
per parent (n=7, i.e., 35 interpause stretches in total) was extracted. I then listened to
those recordings and counted the number of produced syllables. Finally, the number of
produced syllables was compared to the number of orthographically transcribed vowels.
This comparison showed a difference of about 0.6% (177 syllables, 178 orthographic
vowels). The one incorrect case was where one father had reduced den där (“that one”)
to [ndær], that is, he had omitted [dE].

In summary, this shows that approximating syllables to orthographically transcribed
vowels is highly reliable in Swedish.

3.4 Method Study 2: Automatic segmentation of words in
CDS and ADS

The method in Study 2 consisted of collecting articulation rate measurements on word
level in spontaneous Swedish CDS and ADS. A pipeline of automatic tools was used.
The data came from the MINT corpus (Gerholm, 2018).

3.4.1 The MINT corpus

The Swedish CDS and ADS used in Study 2 were extracted from a subset of the MINT
corpus, a corpus created within a project with the same name (MINT, Marcus and
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Amalia Wallenberg Foundation 2011.007, Gerholm et al.), in which I have not been
involved. Henceforth, I will use MINT to refer to the corpus. Like the MINGLE corpus,
MINT is longitudinal, consisting of annotated recordings of the interaction between
parents and children. The recordings were collected at Stockholm Babylab, part of the
Phonetics laboratory, Stockholm University. Recordings were done in a small studio
supplied with pillows and some toys, three of which were the stuffed animals named Mo,
Na and Li. In the first ten minutes of the recordings, the parent and child interacted
freely, and it is from the orthographic transcriptions of these ten minutes that the data
for present work were obtained.

The orthographic transcriptions in some cases deviate from standard Swedish orthog-
raphy, for instance ska’ru instead of ska du (roughly, “will’ya” instead of “will you”).
The annotations also comprise a number of tiers with extra-linguistic information such
as gaze and touch, none of which was used in the present work. All annotations were
done in ELAN (Wittenburg et al., 2006) by Tove Gerholm and a team of annotators
under her supervision (Gerholm, 2018).

3.4.2 Pre-processing of data

Since articulation rate in Study 2 is milliseconds per syllable on word level (excluding
pauses), it would have taken too long to annotate duration manually. Instead, a forced
aligner was employed, which is a tool that maps transcriptions onto timestamps of the
acoustic signal. The forced aligner was MAUS (see Section 3.4.3). To optimize the
performance of MAUS, I wrote a number of scripts that pre-processed the data from the
subset MINT. In a nutshell, these scripts ensured that the acoustic signal in the CDS
and ADS interpause stretches matched with their approximate phonetic representations.

The first script extracted from ELAN files of the MINT corpus a mapping between in-
terpause stretch timestamps and orthographic transcriptions of those interpause stretches.
This script also ensured transcribed interpause stretches were excluded if they contained
whispering, laughter, ingressive speech, audible breathing, singing, words in another lan-
guage than Swedish, and cases where the annotator had marked uncertainty, all of which
had been annotated for in MINT. For a description of the annotation and transcription
conventions of MINT, see Gerholm (2018). This resulted in recordings with 61 parents
and 44 children. Out of total number of 213 recordings, there were a total of 43691
interpause stretches, where the average number of parent interpause stretches was 716.2
(SD = 593.1). The average number of interpause stretches per recording session was
211 (SD=87.6). The total number of transcribed words was 144384. Average number of
transcribed words per recording session was 720.4 (SD = 320), and the average length
of interpause stretches was 3.41 words (SD = 2.61). Children were recorded on average
4.72 times (SD = 3.20). See Table 3.1. For a description of the data, see Table 7.2 in
Appendix A.

The second step was to discard one channel of the audio recordings, since these were
stereo files, consisting of one channel from the recording of the parent’s microphone, and
the other channel from the recording of the child’s microphone. Using only the recording
from the parent’s microphone dispensed with as much as possible of the child’s speech
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Table 3.1: Data extracted from MINT after pre-processing.

Child age 0;3-3;0
N Children 45
N Parents 65
N Interpause stretches 42177
N Words 144384

(i.e., all that had not leaked into the parent’s microphone). A rough approximation of
how many of the (parent’s) mono files contained the child’s speech was 2%, based on
the gold standard (see Section 3.4.4).

The third step was to cut the mono sound files up (i.e., the audio recordings of the
parents from MINT) in smaller chunks, so that each interpause stretch was saved as an
individual sound file. Here, 100 msec was added to the start and end of each sound file
since transcription times in MINT sometimes start or end close to the start or end of
the actual produced speech (e.g., 5 msec) which if left unchanged would make it harder
for MAUS.

The fourth step was to convert the orthographic transcription into SAMPA, which
is IPA encoded in ASCII (Wells et al., 1992). This was done with a script written
by Robert Östling. His script uses the Nordisk Spr̊akteknologi (NST) pronunciation
lexicon (Andersen, 2005) for words in the transcriptions that are in the NST lexicon,
and a grapheme-to-phoneme converter, Phonetisaurus (Novak et al., 2016), which is
trained on the NST for words not in the NST lexicon. Also, his script converts numbers
into text (e.g., 313 becomes trehundratretton (“threehundred and thirteen”)).

These four steps resulted in as many audio and SAMPA pairs of files as there were
(relevant) interpause stretches in the MINT corpus. Using a script, these pairs were
then fed one at a time into MAUS.

3.4.3 MAUS

The Munich Automatic Segmentation System (MAUS) is a Hidden Markov Model
(HMM) forced aligner, that is, a machine learning model developed to map events in the
acoustic signal of (spontaneous or read) speech to transcriptions of that acoustic signal.
MAUS is a hybrid model, in that it makes use of probabilistic rules derived statistically
from corpora, but also uses statistical classification of the acoustic signal (Kisler et al.,
2017; Schiel, 1999). Thus, in my case, MAUS takes as input each of the audio files of
interpause stretches and their corresponding SAMPA transcriptions, and gives as output
timestamps of speech sounds on phonemic and word level.

MAUS offers the use of a wrapper7 that simulates the web-based MAUS service but
can be run as if locally, which permits more flexible use. A number of different config-
urations of the settings in MAUS were tested, and those settings that yielded the best
approximations were used. Except for the following, default settings were used:

7https://www.bas.uni-muenchen.de/forschung/Bas/maus.web
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Version: 1.23,
MinPausLen: 1,
Language: swe-SE,
Modus: align,
OutSymbol: sampa,
RelaxMinDur: false,
TargetRate: 10000

3.4.4 Evaluation of MAUS

An evaluation of MAUS was carried out. Before going into the specifics of this evaluation,
a few things are worth mentioning about the general problems.

One problem for MAUS was that words were always represented with a canonical
pronunciation in the SAMPA transcriptions, whereas words were not always produced
in canonical form in the recordings. Such a discrepancy between orthographic represen-
tation and what was there in the actual acoustic signal entailed that MAUS, given it is
a forced aligner, for some cases had to carry out the impossible task of mapping onto
the acoustic signal units that were not in that acoustic signal. Example (5) shows an
interpause stretch produced by a parent:

(5) där
there

kan
can.PRS

man
one

sitta
sit.INF

’There one can sit’

This would in canonical form be pronounced [dæ:rkanmansIta]. However, the laxer
pronunciation employed by the parent who produced this particular interpause stretch
was closer to [dæ:rkamasIta], that is, with [n] omitted in two places. See Figure 3.3 and
Figure 3.4. As a result, MAUS had poor performance on phone level. On the upside,
most problems of omission seemed to disappear when evaluating on a word level instead
of on a phone level. Nonetheless, the problem did not appear exclusively within words.
There were cases where one word ended with the same phone as the next word started
with, such as [k] in mjölk kanske (“milk maybe”). For such cases, speakers generally
contract the words, and only produce the phone once, that is, [mjœlkanS@], which also
makes it hard for MAUS for the same reason.

Another problem for MAUS was background noise, causing MAUS to fail to insert
a pause where in the gold standard there was a pause, and a third problem was that
MAUS sometimes inserted a pause where there was an occlusion phase.
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Figure 3.3: Example of a TextGrid-file as aligned with MAUS.

Figure 3.4: Example of a TextGrid-file as manually corrected.
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3.4 Method Study 2: Automatic segmentation of words in CDS and ADS

3.4.4.1 Descriptive statistics of MAUS’ performance

The distribution of word duration on word level of MAUS revealed floor effects, that is,
that some phones were produced below a certain duration that MAUS could capture.
The reason is that in MAUS, the minimum duration of short consonants is 30 millisec-
onds, whereas it is 40 milliseconds for long vowels and geminates, with the settings used.
The words affected mainly consisted of two phones, for instance [v] and [i] in vi (“we”)
with durations of 30 and 40 milliseconds respectively. As can be seen in Figure 3.5 (the
distribution of word duration), there’s a spike around 70 milliseconds. This floor effect
could entail problems when addressing the research questions, for instance, if parents
use more short words when children are younger than when they are older. However, no
such problems arose, as is shown in Section 4.2.1.5.
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Figure 3.5: Distribution of word duration in milliseconds from estimates of MAUS of
MINT data. Peaks are due to floor effects in MAUS.
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Histogram for Word Duration (Gold Standard)
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Histogram for Word Duration (MAUS)
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Figure 3.6: Histograms for word duration in milliseconds for gold standard (left pane)
and MAUS (right pane).

3.4.4.2 Comparison to gold standard

To obtain a gold standard to which the performance of MAUS could be compared, I
corrected the timestamps of 100 randomly selected interpause stretches from the output
of MAUS by hand in Praat (Boersma, 2001). The motivation for using the output from
MAUS as a basis when correcting the timestamps was that it saved time, in two ways.
Firstly, visual inspection showed that many phones seemed to have been reasonably
well aligned. Secondly, since MAUS can output various formats (e.g., csv, TextGrid,
etc.), all phonemes were already in the transcription. Adding each phoneme manually
(sequentially or not) would demand checking that each phoneme was there as specified
by the NST, since the gold standard otherwise would risk having fewer phonemes in
some interpause stretches, due to parent’s omissions. Such a discrepancy would make
an evaluation of MAUS difficult. One way to solve this would have been to add the
phonemes in the correct sequence but with random start times and durations. However,
this was judged as being overabundant. The gold standard amounted to 314 words (1269
phones or pauses). The distributions of word durations of the gold standard and MAUS
can be seen in Figure 3.6.

As for a more specific evaluation, the following was found. Turning first to a simple
linear regression model, it shows the correlation between word durations in the gold
standard and durations as estimated by MAUS. See Figure 3.7 and Table 3.2.

Table 3.2:

Estimate Est.Error t-value p-value
Intercept 20.31 7.35 2.76 0.0061
MAUS dur 0.92 0.02 44.45 < 2.2× 10−16
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The model predicts a strong adjusted R2 (0.86) and a highly significant (p< 2.2 ×
10−16) correlation. The slope was 0.92, that is, for every step of increase (i.e., 1 ms)
on the x -axis (MAUS), the linear regression model expects an increase of 0.92 msec on
the y-axis (gold standard). The intercept was 20.31 msec (the duration MAUS would
estimate a word to have when the duration in the gold standard was 0 according to the
model).
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Figure 3.7: Simple regression line (the dotted line represents perfect fit) between approx-
imations by MAUS (x-axis) and gold standard (y-axis). Duration of words
in milliseconds.

The size and direction of errors were also evaluated, by subtracting from each gold
value the corresponding MAUS estimate. This thus gives the difference between the
estimates of MAUS and the gold standard. The mean difference was 0.14 milliseconds
(SD = 138.19), and the median was -0.06 milliseconds. The distribution of errors can
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be seen in Figure 3.8. As can be seen, no major systematic error is present, and the
estimates of MAUS should work as durational data.

MAUS estimation error (msec)

F
re

qu
en

cy

−1000 −500 0 500 1000 1500

0
10

20
30

40
50

60
70

Figure 3.8: Distribution of errors by MAUS on word level in milliseconds.

3.5 Data for statistical model

The last step needed before the research questions could be answered, was to extract
surprisal. GPT-2 can assign surprisal to each word in the interpause stretches from
which the articulation rate in CDS and ADS had been extracted.

The articulation rate measurements, the language model’s estimates, whether the
word came last in the interpause stretch, and the number of syllables in the word, were
considered to be the data needed to answer the research questions.
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3.6 Types of statistics and models

Figure 3.9 shows distributions of surprisal (left) and child age in months (right pane),
and Figure 3.10 shows articulation rate (left pane) and word length (right pane).
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Figure 3.9: Distributions of surprisal in bits in MINT as estimated by GPT-2 (left pane)
of child age in months in MINT (right pane).

3.6 Types of statistics and models

The overall goal of any statistical model is to explain as much of the variance in the
outcome variable as possible, with as few parameters as possible. Furthermore, the
parameters included in a statistical model need to be theoretically grounded, since there
is in theory an infinite number and in practice a huge number of models that could
fit the data. For these two points, there is no difference between two traditions of
statistical inference, the Bayesian and the Frequentist traditions. Where they differ is
in the definition of probability.

For the latter, the Frequentist tradition, probability is related to the frequency of
events. Measurements are taken repeatedly, and since measurements vary due to noise,
the frequency of a measurement indicates the probability of the true value — that is, it
is held there is a true value that is fixed.

For the Bayesian view, probability relates to a belief. Therefore, the true value of
something that is being measured is said to lie within a probability distribution (see
e.g., Gelman et al., 2013; Wasserman, 2013; VanderPlas, 2014, for elaborate discussions
on this issue).

Relatedly, although 95% is often the bound for both credible intervals, which are
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Milliseconds per Syllable
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Figure 3.10: Distributions of articulation rate in milliseconds per syllable (left pane),
and word length in number of syllables (right pane), in MINT.

used in Bayesian statistics, and for confidence intervals, which are used in Frequentist
statistics, these two kinds of bounds differ in what they mean. If the bound of a credible
interval is 95%, it means the parameter has a 95% probability of fitting within that
bound. However, for confidence intervals, the 95% refers to the confidence intervals
themselves, in that 95% of them will contain the “true” parameter (VanderPlas, 2014).8

Statistical models from both traditions will be used, with a primary focus on Bayesian
hierarchical models, and Markov Chain Monte Carlo (MCMC) will be employed to
simulate the posterior distributions. Bayesian statistics and MCMC will be explained in
turn.

3.6.1 Bayes rule and Bayesian statistics

Bayes rule9 says that the probability of an event A given B, is equal to the probability of
B given A, times the probability of A, all divided by the probability of B. See Equation
3.1.

P (A|B) =
P (B|A)P (A)

P (B)
(3.1)

8The word “true” is within scare quotes since the truth in this context refers only to what the model
predicts, and one can only hope it probes into the truth of (what we loosely call) reality.

9Named after the English statistician Thomas Bayes (1701—1761). Sometimes theorem is used instead
of rule.
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The mathematical proof for Bayes rule is the following. For two events, A and B, there
is some probability for both of them happening (denoted P (A ∩ B)). This is equal to
the probability of A multiplied by the probability of B given A:

P (A)P (B|A) (3.2)

However, P (A ∩ B) also equals the probability of B multiplied by the probability of A
given B:

P (B)P (A|B) (3.3)

In other words:

P (B)P (A|B) = P (A)P (B|A) (3.4)

Thus, dividing both sides by P (B)

P (B)P (A|B)

P (B)
=
P (A)P (B|A)

P (B)
(3.5)

simplifies to Bayes rule, repeated here:

P (A|B) =
P (B|A)P (A)

P (B)
(3.6)

where P (A|B) is the posterior probability, P (B|A) the likelihood, P (A) the prior proba-
bility, and P (B) the probability of the data.

In Bayesian statistics, the prior is a distribution, with a mean and standard deviation
decided on in accordance with theoretical considerations, before the data have been
taken into account. The prior distribution is meant to account for the uncertainty in a
parameter of the model.

The likelihood is the probability of the data, given the parameters. Another way of
expressing this is that the likelihood is the relative number of ways data can be produced.

In other words, the Bayesian way of thinking in statistics permits one to be explicit
about prior beliefs, and to update those beliefs. The stronger the belief in the prior, the
less the effect of the likelihood, and vice versa. What this means for the present work
is that highly unlikely possibilities can be ruled out, for example in CDS, there would
be an enormous decrease in average syllable duration, say, 200 milliseconds per syllable
and month.

The posterior probability distribution is obtained by combining the prior and the
likelihood, and represents an updated belief. As such, posterior distributions show not
only how strong an effect of a predictor variable is on the outcome variable, but also
how certain (or uncertain) this effect is according to a model.

For instance, a posterior distribution that is is nearly flat and far from a critical value
(e.g., 0 for standardized data, see below) indicates that the effect on the outcome variable
of the predictor variable that that posterior distribution represents is large but that the
model is uncertain about how large. Analogously, a platykurtic (“pointy”) distribution
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can be close to some critical value, which would mean that the model was certain there
was an effect of the predictor variable, but that that effect was small. In fact, since
posterior distributions are probability distributions, it is possible to say exactly how
uncertain a model is about the effect of a predictor variable.

3.6.2 Hierarchical models

There are four reasons why hierarchical models are preferred for the studies of the kind
carried out in the present work. In short, they reduce the risk of creating spurious
correlations and the risk of missing correlations (cf. McElreath, 2015, p. 356).

First, hierarchical models improve the estimates of repeated measurements, which is
important in the present work since the same parents have been recorded many times.
For instance, if a parent with a generally high articulation rate had been recorded several
times when the child was older, but only once, or never, when the child was younger,
treating all parents as one parent could skew the results. (I.e., this would have assumed
data were independently and identically distributed.)

Second, hierarchical models handle differences in sample size. That is, perhaps a
parent who had a low articulation rate also talked more when the child was younger
than when it was older, or perhaps a parent was recorded more times.

Third, even if all speakers had been recorded the same number of times, and, by some
cosmic accident, had produced the same number of interpause stretches and words, there
could still be a problem of parents having different average articulation rates, and that
there were differences in how their articulation rate changed as a function of child age.
Hierarchical models can model this variation between subjects explicitly.

Fourth, instead of using average data (e.g., a parent’s average articulation rate over
one recording), hierarchical models maintain variation within parents while also using
the average between parents when making predictions, allowing all data to be taken into
account.

3.6.3 Markov Chain Monte Carlo (MCMC)

Markov Chain Monte Carlo (MCMC) is a class of algorithms used for sampling from
a probability distribution. These are particularly useful for posterior distributions of
high dimensionality where an analytic solution is practically impossible. MCMCs are
combinations of Markov Chains and Monte Carlo sampling.

Markov Chains are stochastic models, which describe successive possible events, where
the probability for any given event is only dependent on the probability of the previous
one. Markov Chains relevant for MCMC are ergodic, that is, irreducible (i.e., there is
always a positive probability of moving to another state) and aperiodic (i.e., chains are
never trapped in a cycle). An example of a graph representation of an ergodic Markov
Chain can be seen in Figure 3.11, and with matrix notation in 3.7.
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Figure 3.11: An example of a simple ergodic Markov Chain. Any subsequent state is
only dependent on the previous state.


0 0.3 0.7 0
0 0.2 0 0.8
0 0 0 1

0.6 0.4 0 0

 (3.7)

A Monte Carlo simulation is a way of approximating a statistical sample by drawing
randomly from and replacing to that sample. The larger the number of draws, the better
the simulation.

The basic idea behind MCMC is to carry out a “random walk” through a probability
distribution, of sampling with replacement. First, a random point in the distribution is
drawn and replaced. Then, a random step from one state to another is evaluated: If that
step leads to a state with higher probability than the current, that step is taken. If not,
the step is taken with the ratio of the probability the state that step would lead to, to
the probability of the current state. Otherwise, a new random step is evaluated. This is
repeated thousands of times, and eventually yields a probability distribution where the
frequency of any given point in that distribution is proportional to its probability in the
distribution from which the samples were drawn. In some statistical libraries employed
in the present work, Hamiltonian MCMC is used (the interested reader is referred to
Neal et al., 2011, for more information on this particular algorithm).

3.6.4 Standardization

A few things should be said about standardization, a common way of transforming data
to a scale that allows for better model fit. In the specific case of this work, it was because
otherwise MCMC could not find relevant start values for sampling, since priors could
not be defined to the width of the original scale. Standardization is done by subtracting
the mean value from each data point, and dividing by the standard deviation of those
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data points, as can be seen in Equation 3.8

z =
X − µ
σ

(3.8)

where z is the standardized data, X data on the original scale, µ the mean of the original
data, and σ the standard deviation of the original data. Mean is 0 after standardization.
To transform an estimate of a standardized predictor variable back to the original scale
if the outcome variable has also been standardized, the estimate is multiplied by the
quotient of the standard deviation of the outcome variable over the standard deviation
of the predictor variable (Long, 1997, p. 154).10 See Equation 3.9.

β(
sy
sx

) = b (3.9)

where β is the model’s estimate on the standardized scale, sy the standard deviation of
the outcome variable on the original scale, sx the standard deviation of the predictor
variable on the original scale, and b is the model’s estimate on the original scale.

3.7 Summary

This chapter has covered the methods of the present work for two separate studies, Study
1 and Study 2, where the latter is an expansion of the former.

In Study 1, articulation rate was defined as syllables per second, excluding pauses, on
interpause stretch level. Segmentation of interpause stretches was carried out manually.
Data were extracted from Swedish spontaneous CDS (MINGLE). Also, articulation rate
measurements on word level (milliseconds per syllable, excluding pauses) were obtained,
using a pipeline of tools.

In Study 2, articulation rate was defined as milliseconds per syllable, excluding pauses,
on word level. Segmentation of words was carried out with a pipeline of automatic tools.
Data were extracted from Swedish CDS and ADS (MINT). For both studies, data were
also obtained on factors due to which articulation rate varies according to the literature.
Those factors were final lengthening, surprisal, initial lengthening, and word length.
Surprisal was estimated with GPT-2.

10For predictor variables that have not been transformed, it is enough to multiply the estimate with
the standard deviation of the outcome variable on the original scale, if outcome variable has been
standardized.

62



4 Results

This chapter reports on analyses of the data. A number of Bayesian hierarchical mul-
tivariate models were fitted, each in relation to the question at hand. The chapter is
structured as follows. Section 4.1 reports the results from Study 1, where the questions
were whether in child-directed speech (CDS), articulation rate increased as a function
of child age, and whether there was a negative correlation between articulation rate and
surprisal. In Section 4.2, the results from Study 2 are reported, where the same questions
as in Study 1 were addressed, but also whether there was a difference in articulation rate
between CDS and adult-directed speech (ADS).

The brms package (Bürkner, 2017) was used for all Baysian analyses in R, version
4.0.3, and for Frequentist models base R was used (R Core Team, 2020). All point
estimates are the mean of the posteriors for the Bayesian models. For posterior plots,
the bayestestR package was used (Makowski et al., 2019).

In order to rule out collinearity among predictor variables – that two or more different
predictor variables explain the same variation in the outcome variable (which makes the
interpretation of the results more difficult) – the variance inflation factor (VIF) was
employed, using the car package (Fox & Weisberg, 2019) in R. The VIF gives a measure
of how much of the variability in a predictor variable can be explained when the values
of the rest of the predictor variables are known (Fox & Monette, 1992).1 Although it has
been argued that a rule of thumb cutoff value such as VIF < 5 can be misleading and
that it is better to use model dependent cutoff values (e.g., Craney & Surles, 2002), this
was assumed not to be necessary in the present work, since all VIF values were < 2.7 –
in other words, collinearity effects could plausibly be ruled out.

4.1 Study 1 – Results (MINGLE)

Study 1 was, in a sense, a continuation of and complement to Sjons et al. (2017), where
the same research questions were addressed, though only on interpause stretch level.
Also, although a neural network model (ANN) was employed in Sjons et al. (2017) for
obtaining surprisal estimates, it was from an LSTM, not GPT-2, which was not available
at the time. Secondly, Frequentist linear mixed-effects modeling was employed in Sjons
et al. (2017), and in the present Chapter, a Bayesian approach was employed. Thirdly, in
Sjons et al. (2017), outliers (data points that deviated more than 3 standard deviations
from their respective means) for articulation rate and surprisal data were excluded. Here,
however, weakly informative priors were employed for predictor variables, but no data

1The brms package does not have a method for obtainig VIF values, so Frequentist models were used
to obtain VIF values.
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were excluded. Furthermore, Sjons et al. (2017) did not include an exploration of the
research questions on word level.

4.1.1 Descriptive statistics and statistical model definition (interpause
stretch level, MINGLE).

Descriptive statistics of the data on interpause stretch level for the MINGLE data can
be seen in Table 4.1 (median, mean, standard deviation and coefficient of variation).
Articulation rate is syllables per second, excluding pauses, child age is in months, sur-
prisal is estimated by GPT-2, and number of syllables is per interpause stretch.

Table 4.1: Median, mean, standard deviation (SD) and coefficient of variation (CV) in
CDS from the MINGLE data (interpause stretch level).

Variable Median Mean SD CV
Articulation rate (sylls./s) 5.22 5.18 1.84 0.35

Months 14 17.59 8.02 0.46
Surprisal 7.78 8.68 4.09 0.47
Syllables 4 4.94 3.91 0.79

A definition of the statistical model for Study 1 on interpause stretch level can be seen
in Equation 4.1. Adapted from Sjons et al. (2017).

ArtRateSi ∼ α+ MonthsSi + SurprisalSi + SyllablesSi

+ MonthsSi:SurprisalSi + MonthsSi:SyllablesSi + SurprisalSi:SyllablesSi

+ MonthsSi:SurprisalSi:SyllablesSi

+ (1 + MonthsSi + MonthsSi:SyllablesSi|ParentIDi)
(4.1)

In order for the model to be able to approximate the predictor variables, all variables in
the model were standardized to zero mean and unit variance (as indicated by the capital
S at the end of the variable names). The model’s outcome variable is articulation rate,
ArtRateS, (syllables per second, excluding pauses, standardized to zero mean and unit
variance). The three main predictor variables are MonthsS (child age), SurprisalS,
and SyllablesS (interpause stretch length in number of syllables), all standardized.

Also, the model includes four interaction variables. MonthsS:SurprisalS was in-
cluded to control for the fact that articulation rate might be affected by surprisal differ-
ently depending on children’s age. MonthsS:SyllablesS was included to control for
the fact that the effect on articulation rate of interpause stretch length might differ as
a function of child age. SurprisalS:SyllablesS was included to control for the fact
that the effect of surprisal on articulation rate might change depending on interpause
stretch length. Lastly, MonthsS:SurprisalS:SyllablesS was included to control for
the fact that the effect of surprisal on articulation rate as interpause stretch length
changes might also change with child age. All variables were standardized to zero mean
and unit variance. Again, the model is adapted from Sjons et al. (2017).
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All predictor variables had weakly informative priors (β ≈ N(µ = 0, σ = 6)).2 That
is, it was assumed that the relationship between outcome variable ArtRate and any
one predictor variable would not vary by more than six standard deviations around the
mean. For sigma (disturbance term), an even less informative prior was used, as is
default in the brms library (Bürkner, 2017). Gelman et al. (2006) argues the Student’s
t-distribution might be better mainly for hierarchical models with very few clusters (i.e.,
parents, in the present case), maybe around three. However, when a flat distribution
of sigma was used in the present case (sigma = uniform(0, 10)) estimates were very
similar to those with the Student’s t-distribution.

In order to decrease uncertainty about model fit, 10 MCMC chains were run, from
which the average was taken, using the R-library brms. Each chain drew 4000 samples
from the posterior. As is common practice, to increase the chances of the MCMC
algorithm entering a region with high probability at sampling start, the first samples
were discarded, or burned-in. This number was set to 2000.3 In other words, the total
number of samples without the burned-ins was 20’000. R̂ was < 1.01 for all predictor
variables, indicating the chains converged well (Bürkner, 2017, p. 6).

4.1.2 Model estimates (interpause stretch level, MINGLE)

Model point estimates on interpause stretch level can be seen in Table 4.2 (the capital
S at the end of variable names indicates variables were standardized).

Table 4.2: Model estimates of a Bayesian hierarchical multivariate model for the
MINGLE data. Estimates in standard deviations on interpause stretch level.

Estimate l-95%Cr-I u-95%Cr-I
MonthsS 0.07 0.04 0.09
SurprisalS -0.12 -0.14 -0.09
SyllablesS 0.54 0.34 0.74
MonthsS:SurprisalS -0.07 -0.09 -0.04
MonthsS:SyllablesS -0.06 -0.13 0.01
SurprisalS:SyllablesS -0.05 -0.09 -0.02
MonthsS:SurprisalS:SyllablesS 0.0 -0.03 0.03

The model expected that the predictor variables MonthsS, SurprisalS and Syl-
lablesS, as well as two of the interaction variables (MonthS:SurprisalS and Sur-
prisalS:SyllablesS) had effects on articulation rate.

However, the effect of the interaction variables MonthsS:SyllablesS and MonthsS:
SurprisalS:SyllablesS, was according to the model less certain, given 0 was within
the 95% credible interval. Since values are on the standardized scale, an estimate value of
one is one standard deviation in change of articulation rate per one change in standard

2According to Gelman et al. (2006), weakly informative priors are priors that are intentionally set so
as to allow for more variance than theoretical knowledge suggests.

3As is outlined in Section 3.6.3, the MCMC algorithm is only concerned with the current state and the
state following it, which means the starting point is arbitrary.
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deviation of the predictor variable. For instance, for MonthsS, the model expected
articulation rate to change with 0.07 standard deviations for every one change in month
standard deviation. Although these estimates are difficult to interpret, I include them
for completeness.

Table 4.3 shows model estimates transformed back to the original scale — articulation
rate in syllables per second, excluding pauses, on interpause stretch level.

Table 4.3: Model estimates of a Bayesian hierarchical multivariate model for the
MINGLE data. Estimates in syllables per second on interpause stretch level.

Estimate l-95%Cr-I u-95%Cr-I
Months 0.016 0.0092 0.021
Surprisal -0.054 -0.063 -0.04
Syllables 0.25 0.16 0.35

The point estimate4 for Months was 0.016, meaning the model expected articulation
rate to increase by 0.016 syllables per second per month, excluding pauses, over the time
that children were recorded. Children were recorded for between seven and 33 months
(i.e., over 26 months). Thus, according to the model’s expectations, articulation rate
in CDS on interpause stretch level increased by 0.016 ∗ 26 = 0.416 syllables per second,
excluding pauses.

For Surprisal, the point estimate was -0.054. This means that the model expected
that each information bit that an interpause stretch increased by, decreased the articula-
tion rate by 0.054 syllables per second. This should be put into perspective. The stan-
dard deviation of surprisal on interpause stretch level was 4.09, so if an interpause stretch
had a surprisal value that was 2 standard deviations from the mean, articulation rate
was expected by the model to increase by about 0.054 ∗ 4.09 ∗ 2 = 0.442 syllables per
second, or nearly half a syllable per second on interpause stretch level.

For Syllables (interpause stretch length), the model expected an increase in articula-
tion rate of 0.25 syllables per second. In other words, the longer the interpause stretch,
the higher the articulation rate. The standard deviation of interpause stretch length was
3.9, or almost four, which means that if an interpause stretch was two standard devia-
tions longer, the model expected it to have an articulation rate of 0.25 ∗ 3.9 ∗ 2 = 1.95 or
almost two syllables per second higher. These results are in line with Sjons et al. (2017),
although the effects here were slightly weaker.

For interaction variables, it is not possible to transform estimates back to the original
scale when both (or all three) have been standardized (Aiken et al., 1991). However, the
effects in the present study were indeed comparable to those of Sjons et al. (2017), but,
again, slightly weaker. The weaker effects in the present case might arise because no
data were excluded, whereas in Sjons et al. (2017) data points that deviated more than
3 standard deviations from their means were excluded. Such data points are potential
outliers (e.g., measurement errors).

4The “best guess” of the model in the posterior distribution. The mean in the present work.
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At any rate, the estimates of this model hint as to which predictor variables should
be included in a model that address the question on word level. It seems sensible to
include all three predictor variables in such an undertaking. Again, the rationale behind
including all combinations of interactions in the statistical model in Study 1 was to make
sure the results held with Bayesian modeling without excluding outliers, and with other
surprisal values than in Sjons et al. (2017).

4.1.3 Descriptive statistics and statistical model definition (word level,
MINGLE)

Median, mean, standard deviation, and coefficient of variation on word level for the
MINGLE data can be seen in Table 4.4. The articulation rate here is milliseconds per
syllable on word level. Months is child age. Surprisal is information content of the word
(negative log of the probability as estimated of GPT-2). Last word is for whether the
word comes last in the interpause stretch or not (1 if it does, 0 if it does not). Word
length is the number of syllables in the word.

Table 4.4: Median, mean, standard deviation (SD) and coefficient of variation (CV) in
CDS from the MINGLE data (word level).

Variable Median Mean SD CV
Articulation rate (ms/syll) 192.81 274.16 248.95 0.91

Months 15 18.57 8.21 0.44
Surprisal 6.74 7.68 4.84 0.63
Last word 0 0.27 0.44 1.65
Word length 1 1.31 0.53 0.40

For word level, the results of Study 1 are used both as a comparison to interpause
stretch level, and as a source of information for the architecture of the statistical model
in Study 2.

The model’s outcome variable is ArtRate, which is milliseconds per syllable (ex-
cluding pauses), since it was obtained by dividing word duration (milliseconds) by the
number of syllables in the word. I will refer interchangeably to articulation rate as
milliseconds per syllable and average syllable duration.

The model includes four predictor variables: Months, Surprisal, IsLastWord and
WordLength. To control for final lengthening, a binary dummy variable IsLastWord
is included, for whether the word comes last in an interpause stretch or not (0 if it does
not, 1 if it does). Also, a predictor variable WordLength is included to control for the
word-length effect on articulation rate. Word length is defined as the number of syllables
in the word (approximated to number of vowels, see Section 3.3.3 for a justification of
this approximation).

The model also includes two interaction variables: Months:IsLastWord to control
for the fact that the effect of final lengthening on average syllable duration might change
as a function of child age. Surprisal:WordLength is included to control for the fact
that the effect of surprisal on articulation rate might change depending on word length.
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Predictor variables (and interaction variables) need to be theoretically grounded. For
instance, Koponen & Lacerda (2003) showed that final lengthening at phrase level was
significantly greater in Swedish CDS than in Swedish ADS, for stressed words. This
might change with child age, which in turn would effect average syllable duration. Simi-
larly, there is a positive correlation between surprisal and word length, not least because
more uncommon words tend to be longer than common words (Zipf, 1935).

The last part included in the model is varying intercepts and varying slopes for all
predictor variables (including interaction variables), so as not to obtain results that
are skewed with respect to individual (Parent) average syllable duration or change in
average syllable duration, and so on (see Section 3.6.2 above).

Again, transformations of data were undertaken for better model fit. The variables
transformed were the outcome variable ArtRate, as well as for the predictor variables
Months and Surprisal. All of these variables were standardized to zero mean and
unit variance. The predictor variable IsLastWord is a binary dummy variable, meaning
that if the word came last in its interpause stretch, it had a value of 1, otherwise 0, and
was not standardized. The predictor variable WordLength was categorical, and had a
value according to the number of syllables in the word, for one syllable, two syllables, or
three or more syllables. The reason for this was that word duration does not vary linearly
as a function of the number of syllables.5 A summary of data types and transformations
can be seen in Table 4.5.

Table 4.5: Data types and transformations.

Variable Data type Scale
Outcome ArtRate Continuous Standardized

Predictor Months Continuous Standardized
Predictor IsLastWord Binary dummy Original
Predictor Surprisal Continuous Standardized
Predictor WordLength Categorical Not applicable

A definition of the statistical model for Study 1 on word level can be seen in Equation
4.2.

ArtRateSi ∼ α+ MonthsSi + IsLastWordi + SurprisalSi + WordLengthi

+ MonthsSi:IsLastWordi

+ (1 + MonthsSi + IsLastWordi + SurprisalSi + WordLengthi

+ MonthsSi:IsLastWordi|ParentIDi)
(4.2)

5See Section 2.1.4.2.
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4.1.4 Model estimates (word level, MINGLE)

The model’s estimates, along with 95% credible intervals, can be seen in Table 4.6, where
values have been transformed back to the original scale (see Equation 3.9).

Table 4.6: Model estimates of a Bayesian hierarchical multivariate model (MINGLE
data). Estimates in milliseconds per syllable on word level (original scale).

Estimate l-95%Cr-I u-95%Cr-I
Months 12.88 -10.51 37.5
IsLastWord 146.26 69.84 218.19
Surprisal 11.86 7.92 15.6
WordLength2 -62.09 -88.46 -33.72
WordLength3 -88.81 -120.82 -58.93
Months:IsLastWord 5.27 -4.92 15.47
Surprisal:WordLength2 -7.1 -9.84 -4.03
Surprisal:WordLength3 -10.69 -16.21 -4.53

Importantly, since articulation rate was measured in milliseconds per syllable, or av-
erage syllable duration of a word in milliseconds, a positive estimate means the model
expected that articulation rate was lower for that predictor variable, and a negative
estimate means the model expected that articulation rate was higher for that predictor
variable.

It can be seen in Table 4.6 that on word level, the model was uncertain whether there
was an effect of Months on articulation rate and that if there was such an effect, it was
uncertain whether the effect was positive or negative (12.88 [95% Cr-I: -10.51, 37.5]).
Thus, according to the model, it was inconclusive whether child age had any effect on
articulation rate.

It can also be seen that the model was certain that there was an effect of whether the
word came last in the interpause stretch or not (IsLastWord) in that average syllable
duration in words at the end of interpause stretches was expected to be higher than
duration in words that did not. However, the model was uncertain about how large this
effect was (146.26 [95% Cr-I: 69.84, 218.19]).

For Surprisal, the model was fairly certain that there was an effect, such that more
surprising words had a higher average syllable duration (i.e., that articulation rate was
lower). However, the model was uncertain about the size of this effect (11.86 [95% Cr-I:
7.92, 15.6]).

The model also expected that there was a fairly large effect of word length. For both
WordLength2 (two-syllable words) and WordLength3 (words with three or more
syllables), the model expected that average syllable duration was lower (-62.09 [95%
Cr-I: -88.46, -33.72] and -88.81 [95% Cr-I: -120.82, -58.93], respectively). However, the
model was uncertain about how large these effects were, in particular for words with
three or more syllables.

The model was uncertain whether there was an effect of the interaction variable
Months:IsLastWord (5.27 [95% Cr-I: -4.92, 15.47]), and that if there was such an
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effect, it was small.
For the interaction between surprisal and word length (Surprisal:WordLength2

and Surprisal:WordLength3), the model expected the average syllable duration to
decrease. In other words, the model expected that the word-length effect was not con-
stant over all surprisal values. Put differently, the model expected that the effect of
surprisal on average syllable duration decreased in words with two syllables with -4.02
[95% Cr-I: -5.9, -2.11], and with -5.44 [95% Cr-I: -7.79, -3.03] for words with with three
or more syllables.

4.1.5 Posterior distributions (word level, MINGLE)

The results can also be considered with respect to visual representations of the posterior
probability distributions from Model 4.3. This is useful when interpreting the model’s
certainty about what the effects on articulation rate of the predictor variables were, since
each expected effect size (in ms/syll) is associated with a probability.

The posterior probability distributions can be seen in Figures 4.1 (Months, left pane
and Surprisal, right pane), 4.2 (IsLastWord, left pane and Months:IsLastWord,
right pane), and 4.3 (WordLength2, left pane and WordLength3, right pane).

The x-axes in these figures represent the effect on articulation rate (ms/syllable, ex-
cluding pauses) on word level. Importantly, negative values on the x-axis imply average
syllable duration was expected by the model to decrease (i.e., that articulation rate was
expected to increase). The further away from zero, the larger did the model expect
the effect was. The form of the posterior probability distribution implies how certain
the model was of the effect. Included in the figures are highest density intervals (HDI),
representing the 50%, 75%, 89%, 95% and 100% probability mass of the posterior.

In Figure 4.1, it can be seen that the model was uncertain whether there was an effect
of child age (Months, left pane), and that it was uncertain of the size of the effect.
Also, it can be seen that the model was certain that there was an effect of surprisal
(Surprisal, right pane).

In Figure 4.2, it can be seen that the model was certain that there was an effect
of whether the word came last in the interpause stretch (IsLastWord, left pane).
In other words, the model was certain parents slowed down their speech at the end
of interpause stretches. However, the model was uncertain as to how large this effect
was. Also, it can be seen that the model was uncertain whether there was an effect
of the interaction between child age and whether the word came last in the interpause
stretch (Months:IsLastWord, right pane). In other words, according to the model,
it was uncertain whether the effect of final lengthening on articulation rate changed as
a function of child age, and that if there was such an effect, it was probably weak.

In Figure 4.3 it can be seen that the model was certain that there was an effect of
WordLength2 (left pane) and WordLength3 (right pane). In other words, average
syllable duration was according to the model lower in longer words, hence, articulated
faster.
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Figure 4.1: MCMC posterior distributions (MINGLE data) for predictor variables
Months (left pane) and Surprisal (right pane). The x-axis is the effect on
articulation rate (ms/syll) on word level. HDIs: 50%, 75%, 89%, 95% and
100%.
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Figure 4.2: MCMC posterior distributions (MINGLE data) for predictor variable Is-
LastWord (left pane) and interaction variable Months:IsLastWord
(right pane). The x-axis is the effect on articulation rate (ms/syll) on word
level. HDIs: 50%, 75%, 89%, 95% and 100%.
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Figure 4.3: MCMC posterior distributions (MINGLE data) for predictor variables
WordLength2 (left pane) and WordLength3 (right pane). The x-axis
is the effect on articulation rate (ms/syll) on word level. HDIs: 50%, 75%,
89%, 95% and 100%.
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4.2 Study 2 – Results (MINT)

Study 2 addressed both the questions in Study 1, that is, whether in CDS on word
level, articulation rate increased as children grew older and whether there was an inverse
relationship between articulation rate and surprisal. Additionally, Study 2 addressed
whether articulation rate differed in CDS and ADS.

4.2.1 Articulation rate in CDS as a function of child age

The first research question was divided into two: i) whether articulation rate changed in
relationship to child age, and ii) whether the inverse relation between articulation rate
and surprisal – as has been observed in ADS (see Section 2.3) – also occurred in CDS.

4.2.1.1 Descriptive statistics of CDS and statistical model definition (word level,
MINT)

Descriptive statistics for the CDS data from MINT can be seen in Table 4.7.

Table 4.7: Median, mean, standard deviation (SD) and coefficient of variation (CV) for
CDS in the MINT data (word level).

Variable Median Mean SD CV
Articulation rate (ms/syll) 159.9 202.4 157.4 0.78

Months 15 15.84 9.26 0.58
Last word 0 0.29 0.46 1.58
Surprisal 7.45 8.25 5.22 0.63
Word length 1 1.34 0.61 0.46

The statistical model was the same as the model on word level for Study 1, for conve-
nience repeated in Equation 4.3. Configurations were also the same (10 MCMC chains,
4000 samples from the posterior in each chain, 2000 warm-ups, the total number of
samples was 20’000, R̂ < 1.01 for all predictor variables), as were priors.

ArtRateSi ∼ α+ Monthsi + IsLastWordi + Surprisali + WordLengthi

+ Monthsi:LastWordi + Surprisali:WordLengthi

+ (1 + Monthsi + IsLastWordi + Surprisali + WordLengthi

+ Monthsi:IsLastWordi + Surprisali:WordLengthi|ParentIDi)
(4.3)

4.2.1.2 Model estimates (word level, MINT)

The model’s estimates can be seen in Table 4.8. Estimates are on the transformed
scale for Months and Surprisal. Since ArtRate was also standardized, the unit
of change for any of these two predictor variables is in standard deviations for every
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change in standard deviation of ArtRate. For instance, for one change in Surprisal
standard deviation, the model expected that average syllable duration increased by 0.28
standard deviations. For IsLastWord and WordLength, the interpretation is change
in milliseconds per standard deviation of change in articulation rate.

Table 4.8: Estimates of a Bayesian hierarchical multivariate model on standardized scale.

Estimate Est.Error l-95% CI u-95%CI
MonthsS -0.04 0.01 -0.06 -0.02
IsLastWord 0.74 0.02 0.7 0.79
SurprisalS 0.28 0.01 0.25 0.3
WordLength2 -0.29 0.02 -0.33 -0.26
WordLength3 -0.49 0.03 -0.55 -0.43
MonthsS:IsLastWord -0.04 0.02 -0.07 -0.01
SurprisalS:WordLength2 -0.16 0.01 -0.19 -0.14
SurprisalS:WordLength3 -0.25 0.02 -0.28 -0.22

Again, the numbers in Table 4.8 are hard to interpret, given not all variables were
transformed. A more accessible presentation can be given by transforming the values
back to the original scale, milliseconds per syllable, by using Equation 3.9 for predictor
variables that had been transformed (i.e., MonthsS, SurprisalS, MonthsS:IsLastWord
and Surprisal:WordLength) and multiplying the estimates with the standard devi-
ation of the outcome variable on the original scale for the predictors that had not been
transformed (i.e., IsLastWord and WordLength).

Table 4.9: Model estimates of a Bayesian hierarchical multivariate model. Estimates in
milliseconds per syllable on word level (original scale).

Estimate l-95%Cr-I u-95%Cr-I
Months -0.71 -1.08 -0.34
IsLastWord 117.24 109.88 124.59
Surprisal 8.36 7.53 9.2
WordLength2 -46.24 -51.55 -40.98
WordLength3 -77.35 -86.51 -68.24
Months:IsLastWord -0.69 -1.24 -0.14
Surprisal:WordLength2 -4.93 -5.76 -4.09
Surprisal:WordLength3 -7.53 -8.52 -6.51

For the predictor variable Months, articulation rate was expected to increase. More
precisely, the model expected that the average syllable duration changed by -0.71 mil-
liseconds [95% Cr-I: -1.08, -0.34]. Since child age ranged from three to 36 months, this
means that the expected change over 33 months was -23.43 milliseconds per syllable
(−0.71 ∗ 33 = −23.43) according to the model.

For IsLastWord, the model expected that the effect was 117.24 [95% Cr-I: 109.88 ,
124.59] milliseconds per syllable. That is, words that come last in an interpause stretch
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were expected to be articulated slower than words that did not. For Surprisal, the
model expected that for every change in one information bit (on word level), the average
syllable duration increased by 8.36 milliseconds per syllable [95% Cr-I: 7.53, 9.2]. The
standard deviation of surprisal on word level was 5.22 bits. This means that when a
word deviated in Surprisal by two standard deviations, articulation rate was expected
to change by 8.36 ∗ 5.22 ∗ 2 = 87.28 milliseconds per syllable.

The model also found an effect of WordLength, that is, longer words were expected
to be articulated faster. The base value was one syllable per word, and the model
expected average syllable duration in two-syllable words to be 46.24 milliseconds per
syllable lower (-46.24 [95% Cr-I: -51.55, -40.98]). For three-syllable words, the model
expected articulation rate to change by -77.35 milliseconds per syllable [95% Cr-I: -86.51,
-68.24].

For the interaction Months:IsLastWord, the model expected a weak effect, in that
the average syllable duration was expected to change by -0.69 [95% Cr-I: -1.24, -0.14].
Put differently, the model expected that final lengthening was slightly more prominent
for younger children.

For Surprisal:WordLength2 (two-syllable words), the model expected millisec-
onds per syllable to change by -4.93 [95% Cr-I: -5.76, -4.09]. The same pattern was ob-
served for Surprisal:WordLength3 (three-or-more-syllable words), where the point
estimate was -7.53 [95% Cr-I: -8.52, -6.51]. What this means is that the model expected
that the effect of surprisal on articulation rate decreased for longer words. In particu-
lar, the effect of surprisal on articulation rate on words with three syllable words was
expected by the model to be weak, about 0.83 milliseconds per syllable.

4.2.1.3 Posterior distributions (word level, MINT)

The results will now be considered with respect to visual representations of the posterior
distributions from Model 4.3.

Posterior distributions can be seen in Figures 4.4 (Months, left pane and Surprisal,
right pane), 4.5 (IsLastWord, left pane and Months:IsLastWord, right pane), 4.6
(WordLength2, left pane and WordLength3, right pane), and 4.7 (Surprisal:
WordLength2, left pane and Surprisal:WordLength3, right pane).

The x-axes in these figures represent the effect on articulation rate (ms/syllable, ex-
cluding pauses) on word level. Importantly, negative values on the x-axis imply that
articulation rate was expected to increase. The figures also include highest density in-
tervals (HDI), representing the 50%, 75%, 89%, 95% and 100% probability mass of the
posterior.

In Figure 4.4, it can be seen that the model was certain that there was an effect
of child age (Months, left pane), but that the effect was very weak (i.e., close to 0).
Also, it can be seen that the model was certain that there was an effect of surprisal
(Surprisal, right pane), and that this effect was somewhat stronger.

In Figure 4.5, it can be seen that the model was highly certain that there was a strong
effect of whether the word came last or not in the interpause stretch (IsLastWord,
left pane). Also, it can be seen that the model was uncertain about whether the effect
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of whether the word came last in the interpause stretch changed as children grew older
(Months:IsLastWord, right pane), and that if there was such an effect, it was weak.

In Figure 4.6, it can be seen that the model was highly certain that there was a strong
effect of how many syllables words had (WordLength), in that longer words were
articulated faster.

In Figure 4.7 it can be seen that the model was certain that the effect of sur-
prisal on articulation rate decreased as a function of number of syllables in the word
(Surprisal:WordLength).
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Figure 4.4: MCMC posterior distributions (MINT data) for predictor variables Months
(left pane) and Surprisal (right pane) from model 4.3. The x-axis is the
effect on articulation rate (ms/syll) on word level. HDIs: 50%, 75%, 89%,
95% and 100%.
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Figure 4.5: MCMC posterior distributions (MINT data) for predictor variable IsLast-
Word (left pane) and interaction variable Months:IsLastWord (right
pane) from model 4.3. The x-axis is the effect on articulation rate (ms/syll)
on word level. HDIs: 50%, 75%, 89%, 95% and 100%.
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Figure 4.6: MCMC posterior distributions (MINT data) for predictor variables
WordLength2 (left pane) and WordLength3 (right pane) from model
4.3. The x-axis is the effect on articulation rate (ms/syll) on word level.
HDIs: 50%, 75%, 89%, 95% and 100%.
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Figure 4.7: MCMC posterior distributions (MINT data) for interaction variables Sur-
prisal:WordLength2 (left pane) and Surprisal:WordLength3 (right
pane) from model 4.3. The x-axis is the effect on articulation rate (ms/syll)
on word level. HDIs: 50%, 75%, 89%, 95% and 100%.
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4.2.1.4 Controlling for one-word interpause stretches

Although it is possible that there is a weak effect of child age on articulation rate, it
might be a good idea to control for some additional factors. It might be that some of
the variation could be attributed to initial lengthening or one word interpause stretches.
To control for this, a model was fitted that included the binary dummy variable Is-
FirstWord (to control for initial lengthening), the binary dummy variable IsLast-
Word:IsFirstWord (to control for that one-word interpause stretches might be artic-
ulated slower than multi-word interpause stretches), as well as the interaction variable
MonthsS:IsFirstWord:IsLastWord (to control for that articulation rate in one-
word interpause stretches might change with child age). The model definition can be
seen in Equation 4.4, and model estimates transformed back to the original scale can be
seen in Table 4.10.

ArtRateSi ∼ α+ MonthsSi + IsLastWordi + SurprisaSli

+ IsFirstWordi + WordLengthi + IsFirstWord:IsLastWordi

+ MonthsS:IsFirstWord:IsLastWordi

+ (1 + ArtRateSi ∼ α+ MonthsSi + IsLastWordi + SurprisalSi

+ IsFirstWordi + WordLengthi

+ IsFirstWord:IsLastWordi

+ MonthsS:IsFirstWord:IsLastWordi|ParentIDi)

(4.4)

Table 4.10: Model estimates of a Bayesian hierarchical multivariate model. Estimates in
milliseconds per syllable on word level (original scale).

Estimate l-95%Cr-I u-95%Cr-I
Months -0.63 -1.0 -0.25
IsLastWord 96.65 86.67 106.57
Surprisal 6.94 6.13 7.74
IsFirstWord 17.5 13.05 22.0
WordLength2 -37.52 -42.44 -32.65
WordLength3 -64.26 -73.19 -55.21
Months:IsLastWord -0.34 -0.79 0.09
IsLastWord:IsFirstWord 84.42 71.06 97.49
Surprisal:WordLength2 -5.04 -5.8 -4.27
Surprisal:WordLength3 -7.05 -8.02 -6.07
Months:IsLastWord:IsFirstWord 0.04 -1.0 1.1

Overall, it seems there was only small differences between this model and the model
defined in Equation 4.3 (compare Table 4.10 and Table 4.9), since both the point esti-
mates and the credible intervals were very similar. Importantly, the effect of Months
was estimated to be slightly lower, and the larger model was slighlty less uncertain about
the effect.
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As for the other (all small) differences, it was either the case that credible intervals
overlapped, or almost overlapped. If they did not, it is still difficult to know which of
the other parameters captured which variation in articulation rate, without fitting more
models and leaving out one parameter at a time (i.e., nested models). (Also, recall that
collinearity was very low, so it might be that it was spread out over multiple predictors.)

However, it might be worth pointing out that the model expected the effect of Is-
FirstWord to be 17.5 milliseconds per syllable [95% CrI: 13.05, 22.0]. Thus, the model
was fairly certain this effect a not negligible effect of whether the word came first in the
interpause stretch or not.

Furthermore, the model expected the effect of the interaction variable IsLastWord:
IsFirstWord was 84.42 milliseconds per syllable [95% CrI: 71.06, 97.49] That is, aver-
age syllable duration was expected to increase for one-word interpause stretches.

For the Months:IsLastWord:IsFirstWord, the effect was expected by the model
to be 0.04 milliseconds per syllable [95% CrI: -1.0, 1.1]. In other words, according to
the model, it was not the case that average syllable duration in one-word interpause
stretches changed with children’s age.

4.2.1.5 Validity of results

As mentioned in the footnote in Section 3.2.1, a better language model was made avail-
able when models had already been fitted (and each model took about three days to fit).
To exclude that using the surprisal estimates from the better language model changed
the results, the model as defined in Equation 4.3 was fitted to the full CDS data (MINT),
but with the surprisal estimates from the better language model. The estimates can be
seen in Table 4.11. Almost all point estimates are identical the the estimates in Table
4.8, save for Surprisal, but for which, importantly, the effect is in the same direction
and for which the credible intervals overlap.

Furthermore, as it turned out, the floor-effect of MAUS (see Section 3.4.4.1) meant
some word durations were over-represented. It follows that some part of the durations
of words that were affected by the floor-effect in reality belonged to adjacent words. To
ensure that the estimates that the statistical models expected were not systematically
skewed in any way due to this floor-effect, the same statistical model as defined in
Equation 4.3 was fitted on three subsets of the data.6

In the first subset, only words with a duration of 100 milliseconds or more were
included (see right pane in Figure 4.8). In the second subset, all data points where
word duration was 69.875 milliseconds were excluded (see left pane in Figure 4.9). In
the third subset, all data points where word duration was 69.875 milliseconds were
excluded, along with the preceding and following data points. That is, the durations of
the words adjacent to the words with duration 69.875 were also excluded (see right pane
in Figure 4.9). For convenience, I have repeated the distribution of all word durations
in the left pane in Figure 4.8. The estimates for these three subsets by the statistical
model in Equation 4.3 can be seen in Tables 4.12, 4.13, and 4.14.

6An assumption was made that it was enough to make comparisons with one of the models above.
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4.2 Study 2 – Results (MINT)

As can be seen in Table 4.13 (excluding only data points for words with duration of
69.875 milliseconds) and Table 4.14 (excluding data points for both words with duration
69.875 and their adjacent words), the estimates are very similar to estimates from the
model fitted on the whole data. Also, the effects are in the same directions (i.e., positive
and negative). Furthermore, the credible intervals are always overlapping or almost over-
lapping. The greatest difference can be found between credible intervals from the model
fitted on the whole data and credible intervals from the model fitted on data without
words with durations below 100 milliseconds, for the predictor variables WordLength2
and WordLength3. Plausibly, this has to do with the fact that the word length effect
is more prominent for longer words.

Table 4.11: Model estimates of a Bayesian hierarchical multivariate model for MINT
data with surprisal estimates from a better language model.

Estimate l-95%Cr-I u-95%Cr-I
Months -0.7 -1.09 -0.31
IsLastWord 117.15 109.88 124.31
Surprisal 7.53 6.8 8.24
WordLength2 -41.06 -46.2 -35.97
WordLength3 -74.33 -83.56 -65.56
Months:IsLastWord -0.71 -1.29 -0.15
Surprisal:WordLength2 -4.6 -5.39 -3.81
Surprisal:WordLength3 -6.62 -7.51 -5.71
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Figure 4.8: Distribution of word duration for the whole body of data (left pane) and
distribution of word duration for a subset without words of duration below
100 milliseconds (right pane).
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Figure 4.9: Distribution of word duration for a subset without words of duration 69.875
milliseconds (left pane) and distribution of word duration for a subset without
words of duration 69.875 milliseconds and words adjacent to those (right
pane).
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4.2 Study 2 – Results (MINT)

Table 4.12: Model estimates of a Bayesian hierarchical multivariate model for data with-
out word durations below 100 milliseconds. Estimates in milliseconds per
syllable on word level (original scale).

Estimate l-95%CrI u-95%CrI
Months -0.72 -1.11 -0.32
IsLastWord 101.73 94.49 108.91
Surprisal 7.35 6.43 8.26
WordLength2 -81.05 -86.23 -75.81
WordLength3 -110.56 -119.8 -101.53
Months:IsLastWord -0.61 -1.14 -0.07
Surprisal:WordLengthF2 -3.66 -4.57 -2.74
Surprisal:WordLengthF3 -6.49 -7.54 -5.41

Table 4.13: Model estimates of a Bayesian hierarchical multivariate model for data with-
out word durations of 69.875 milliseconds. Estimates in milliseconds per
syllable on word level (original scale).

Estimate l-95%CrI u-95%CrI
Months -0.74 -1.1 -0.37
IsLastWord 114.82 107.34 122.19
Surprisal 8.14 7.28 8.99
WordLength2 -51.88 -57.24 -46.53
WordLength3 -83.45 -93.01 -74.08
Months:IsLastWord -0.64 -1.19 -0.07
Surprisal:WordLength2 -4.71 -5.55 -3.85
Surprisal:WordLength3 -7.3 -8.3 -6.27

Table 4.14: Model estimates of a Bayesian hierarchical multivariate model for data with-
out word durations of 69.875 milliseconds and without adjacent words’ du-
rations. Estimates in milliseconds per syllable on word level (original scale).

Estimate l-95%CrI u-95%CrI
Months -0.75 -1.13 -0.37
IsLastWord 113.98 106.48 121.26
Surprisal 8.35 7.45 9.22
WordLength2 -54.21 -59.75 -48.63
WordLength3 -86.38 -95.97 -76.81
Months:IsLastWord -0.64 -1.2 -0.09
Surprisal:WordLength2 -4.92 -5.8 -4.02
Surprisal:WordLength3 -7.49 -8.52 -6.43
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4 Results

4.2.2 Articulation rate in CDS and ADS

The last question in Study 2 was whether there was a difference in articulation rate in
CDS and ADS.

4.2.2.1 Descriptive statistics of ADS (MINT)

Median, mean, standard deviation, and coefficient of variation on word level can be seen
in Table 4.15 for the ADS data from MINT.

Table 4.15: Median, mean, standard deviation (SD) and coefficient of variation (CV) in
ADS from the MINT data (word level).

Variable Median Mean SD CV
Articulation rate (ms/syll) 159.81 189.98 123.19 0.77

Last word 0 0.28 0.45 1.61
Surprisal 6.84 7.65 4.79 0.65
Word length 1 1.32 0.55 0.42

4.2.2.2 Statistical models for ADS and CDS

To answer the question of whether there was a difference in articulation rate in CDS and
ADS, one model was fitted on two separate data sets, CDS and ADS. The rationale was
that if the credible interval estimates overlapped between data sets, it would be assumed
the same predictor variables could be employed in a subsequent model for both data sets
combined. This first model can be seen in Equation 4.5 (applied to the CDS and the
ADS data sets separately), and the model estimates can be seen in Tables 4.16 (CDS)
and 4.17 (ADS).

ArtRateSi ∼ α+ IsLastWordi + Surprisali + WordLengthi

+ Surprisali:WordLengthi

+ (1 + IsLastWordi + Surprisali + WordLengthi

+ Surprisali:WordLengthi|ParentIDi)

(4.5)

As can be seen in Tables 4.16 and 4.17, the credible intervals overlap only for WordLength,
but not for the others. To handle this, the interaction variables IsLastWord:Addressee,
SurprisalS:Addressee and SurprisalS:WordLength:Addressee were added to
the subsequent model, which was fitted to CDS and ADS as one combined data set.
Also, to finely address the question of whether there was a difference in articulation rate
between CDS and ADS, Addressee was included as a binary dummy predictor variable
(0 for CDS, 1 for ADS). A model definition can be seen in Equation 4.6, and in Table
4.18 can be seen model estimates.
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4.2 Study 2 – Results (MINT)

Table 4.16: Model estimates of a Bayesian hierarchical multivariate model for CDS. Val-
ues are in milliseconds per syllable.

Estimate l-95%CrI u-95%CrI
IsLastWord 119.68 111.84 127.49
Surprisal 8.33 7.44 9.23
WordLength2 -45.98 -51.43 -40.55
WordLength3 -76.44 -85.7 -67.37
Surprisal:WordLength2 -4.85 -5.73 -3.97
Surprisal:WordLength3 -7.49 -8.48 -6.46

Table 4.17: Model estimates of a Bayesian hierarchical multivariate model for ADS. Val-
ues are in milliseconds per syllable.

Estimate l-95%CrI u-95%CrI
IsLastWord 84.71 71.8 97.37
Surprisal 5.24 4.24 6.24
WordLength2 -42.14 -50.3 -34.05
WordLength3 -56.11 -71.36 -40.82
Surprisal:WordLength2 -2.72 -4.04 -1.4
Surprisal:WordLength3 -3.65 -5.27 -2.06

ArtRateSi ∼ α+ Addresseei + IsLastWordi + SurprisalSi + WordLengthi

+ IsLastWordi:Addresseei + SurprisalSi:Addresseei + SurprisalSi:WordLengthi

+ SurprisalSi:WordLengthi:Addresseei

+ (1 + Addresseei + IsLastWordi + SurprisalSi + WordLengthi

+ IsLastWordi:Addresseei + SurprisalSi:Addresseei + SurprisalSi:WordLengthi

+ Surprisali:WordLengthi:Addresseei|ParentIDi)
(4.6)

As can be seen in Table 4.18, the point estimate (mean) for Addressee was -4.82
[95% Cr-I:-12.93, 3.09]. In other words, the model’s best guess was that there is a small
difference in articulation rate between CDS and ADS, with ADS being faster (i.e., having
a lower average syllable duration). However, since 0 is in the credible interval, there is a
possibility that there is no difference in articulation rate between CDS and ADS, which
can be better discussed when knowing what the posterior distribution looks like.

4.2.2.3 Posterior distributions CDS vs ADS (word level, MINT)

In Figure 4.10, the posterior distribution for the predictor variable Addressee can be
seen. Since this is a binary dummy variable, where ADS is 1, the x-axis in this figure
represents the effect of speech being adult-directed on articulation rate (ms/syllable,
excluding pauses). Thus, negative values on the x-axis imply that articulation rate was
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Table 4.18: Model estimates of a Bayesian hierarchical multivariate model for CDS and
ADS combined into one data set (word level). Values are in milliseconds per
syllable.

Estimate l-95%CrI u-95%CrI
Addressee -4.82 -12.93 3.09
IsLastWord 119.55 112.28 126.87
Surprisal 8.34 7.57 9.11
WordLength2 -45.18 -49.89 -40.43
WordLength3 -73.18 -81.39 -65.04
IsLastWord:Addressee -33.1 -47.96 -18.39
Surprisal:Addressee -3.15 -4.28 -2.0
Surprisal:WordLength2 -4.91 -5.7 -4.11
Surprisal:WordLength3 -7.65 -8.54 -6.72
Surprisal:WordLength2:Addressee 2.34 0.88 3.76
Surprisal:WordLength3:Addressee 4.87 3.3 6.49

expected to increase. The figure also includes highest density intervals (HDI), represent-
ing the 50%, 75%, 89%, 95% and 100% probability mass of the posterior.

As can be seen in Figure 4.10, the model was uncertain whether there was an effect
of Addressee, and that if there was an effect, it was small. Using posterior samples

from brms reveals that 87.9% of the posterior probability distribution is below zero.
Thus, the model expected it was more probable that that average syllable duration in
ADS was lower, that is, that the effect of Addressee was negative, but again, that if
it was, the effect was small.

4.2.2.4 Controlling for additional factors

The issue of increased final lengthening in CDS was addressed in the previous section.
However, except from investigating this issue a little further, it might also be worth
taking into account initial lengthening. This was done by fitting six nested Bayesian
models on two different data sets: on the whole data set (CDS and ADS combined),
and on that data set but without one-word interpause stretches. In all models, varying
slope and varying intercept for parents were included for all variables (including the
interaction variable IsLastWord:Addressee in models 4.11 and 4.12). The model
definitions can be seen in Equations 4.7 – 4.12. Model estimates can be seen in Table
4.19.

The same models as defined in Equations 4.7 – 4.12 but without varying slope and
varying intercept for parents were fitted to all CDS and ADS data with Frequentist linear
models. The reason for this was that due to technical difficulties, model comparison could
not be carried out either on the Bayesian models directly, or on the MCMC estimates,
whereas for the Frequentist models, this was possible (see below).
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Figure 4.10: MCMC posterior distribution (MINT data) for predictor variable
Addressee. The x-axis is the effect on articulation rate (ms/syll) on word
level. HDIs: 50%, 75%, 89%, 95% and 100%.
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4 Results

ArtRateSi ∼ α+ Addresseei + (1 + Addresseei|ParentIDi) (4.7)

ArtRateSi ∼ α+ Addresseei + IsLastWordi

+ (1 + Addresseei + IsLastWordi|ParentIDi)
(4.8)

ArtRateSi ∼ α+ Addresseei + IsLastWordi + IsFirstWordi

+ (1 + Addresseei + IsLastWordi + IsFirstWordi|ParentIDi)
(4.9)

ArtRateSi ∼ α+ Addresseei + IsLastWordi + IsFirstWordi + SurprisalSi

+ (1 + Addresseei + IsLastWordi + IsFirstWordi + SurprisalSi|ParentIDi)
(4.10)

ArtRateSi ∼ α+ Addresseei + IsLastWordi + IsFirstWordi

+ SurprisalSi + IsLastWord:Addresseei

+ (1 + Addresseei + IsLastWordi + IsFirstWordi

+ SurprisalSi + IsLastWord:Addresseei|ParentIDi)

(4.11)

ArtRateSi ∼ α+ Addresseei + IsLastWordi + IsFirstWordi

+ SurprisalSi + IsLastWord:Addresseei + WordLengthi

+ (1 + Addresseei + IsLastWordi + IsFirstWordi

+ SurprisalSi + IsLastWord:Addresseei

+ WordLengthi|ParentIDi)

(4.12)
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4 Results

In Table 4.19, estimated values are on the original scale (milliseconds per syllable),
and 95% credible intervals are in brackets. For the models that were fitted on all data
(top), there are six models (models 4.7–4.12).

For 4.7, the point estimate was -10.8 [95% CrI: -23.2, 0], which implies that the model
leaned towards that there was a difference in average syllable duration between CDS
and ADS, but that it was uncertain.

However, for model 4.8, when final lengthening was controlled for, the model was
slightly more certain that there was a difference, but that that difference was small.
The same was true for model 4.9, when initial lengthening was also controlled for
(IsFirstWord), and for model 4.10 when Surprisal was added.

However, when the interaction variable Addressee:IsLastWord was added to con-
trol for that words that come last in interpause stretches might be slowed down more
in CDS than in ADS (models 4.11 and 4.12), the difference in average syllable duration
between CDS and ADS seemed to disappear.

For the models fitted on CDS and ADS data with one-word interpause stretches
excluded (middle), the picture was somewhat different. For a simple model (4.7), there
was a difference in articulation rate between CDS and ADS, although it seemed to
disappear when also controlling for the effect of final lengthening on the last word with
the IsLastWord binary dummy variable (model 4.8), and in particular did so when
adding on more predictors (models 4.9–4.11).

Thus, when comparing only model estimates for models 4.7 and 4.8 on the two dif-
ferent data sets, the picture is inverted. What this might imply is that the increased
final lengthening CDS displays (compared to ADS) is even more excessive in one-word
interpause stretches.

However, an important thing to consider here is also that for models 4.9–4.12, predictor
variables IsLastWord and IsFirstWord might explain some of the same variation,
since there were many one-word interpause stretches in both CDS and ADS (compare
Tables 4.4 and 4.15). This is also more or less explicit in that the proportion of how much
IsFirstWord explained of what IsLastWord explained was larger for the data with
one-word interpause stretches included (55.7/114.5 = 0.486) than in the data without
one-word interpause stretches (30.9/90.2 = 0.343).

In any event, the most important thing to focus on here is that as long as the in-
teraction variable IsLastWord:Addressee was included, it was uncertain whether
articulation rate differed between CDS and ADS. This seemed to hold independently
of whether models were fitted to all CDS and ADS data, or on data without one-word
interpause stretches. This suggests that the global difference in articulation rate be-
tween CDS and ADS can be in attributed mostly to the fact that the last words in CDS
interpause stretches are lengthened to a greater extent than in ADS.

Another thing worth noting is that the effect of surprisal on articulation rate was very
low for models 4.10 and 4.11, as compared to the single model fit in previous Sections
(model 4.5), which did not include the IsFirstWord predictor variable. It could be
tempting to explain that this was entirely due to the fact that surprisal estimates are
probably higher the earlier in interpause stretches they come, since then GPT-2 then
has less relevant context. However, as can be seen for model 4.12, there was a larger
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4.2 Study 2 – Results (MINT)

effect of surprisal if word length is controlled for. This implies that when word length is
not controlled for, the effect of surprisal is cancelled out. Another way to express this
is that model 4.12 explains the articulation rate variation better than the models where
word length is not controlled for.

To support this statement, a model comparison for Frequent models was carried out.
Estimates by Frequentist linear models are all within or almost within the credible
intervals of Bayesian models, implying that the effect of individual (parent) slope and
intercept has little effect on the results. AIC was employed for model comparison. The
AIC values can be seen in Table 4.20.

Table 4.20: Akaike’s Information Criterion (AIC) values for Frequentist models as de-
fined in Equations 4.7–4.12 but without random slope and random intercept
for parents.

Model AIC

4.7 449071.6
4.8 427786.5
4.9 422204.4
4.10 421386.4
4.11 421198.7
4.12 418297.1

The lowest (i.e., best) AIC was achieved with the model as defined in Equation 4.12.
Its Bayesian counterpart could also be assumed to best explain the variation in articula-
tion rate.

4.2.2.5 Final model

The models in Sections 4.2.2.2 and 4.2.2.4 suggest that CDS had increased final length-
ening compared to ADS. The last model employed to compare articulation rate in CDS
and ADS should therefore bring together the variables from the model defined in Equa-
tion 4.6 and from the model defined in Equation 4.12. Instead of fitting the following
model on the data with one-word interpause stretches excluded, the parameter IsLast-
Word:IsFirstWord was added (i.e., if a word comes first and last in an interpause
stretch, that interpause stretch by definition has only one word).

The rationale was the same as in Section 4.2.2.2, that is, the model was fitted on the
CDS data and the ADS data separately, and if the credible intervals did not overlap
between data sets, the corresponding variable would be used as an interaction variable
with Addressee in a subsequent model.

The model definition can be seen in Equation 4.13 and estimates can be seen in Table
4.21 (CDS) and Table 4.22 (ADS). The model definition with Addressee included as
part of interaction variables can be seen in Equation 4.14.
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4 Results

ArtRateSi ∼ α+ IsLastWordi + SurprisalSi

+ WordLengthi + IsFirstWordi + SurprisalSi:WordLengthi

+ IsLastWordi:IsFirstWordi + IsLastWordi:WordLengthi:IsFirstWordi

+ (1 + IsLastWordi + SurprisalSi + WordLengthi

+ IsFirstWordi + SurprisalSi:WordLengthi

+ IsLastWordi:IsFirstWordi

+ IsLastWordi:WordLengthi:IsFirstWordi|ParentIDi)
(4.13)

Table 4.21: Model estimates of a Bayesian hierarchical multivariate model for CDS
(MINT data, word level). Values are in milliseconds per syllable.

Estimate l-95%CrI u-95%CrI
IsLastWord 90.13 83.82 96.35
Surprisal 6.17 5.41 6.92
WordLength2 -25.83 -29.38 -22.23
WordLength3 -44.82 -51.94 -37.7
IsFirstWord 19.57 15.11 23.97
Surprisal:WordLength2 -3.03 -3.81 -2.25
Surprisal:WordLength3 -5.27 -6.15 -4.36
IsLastWord:IsFirstWord 133.3 118.09 148.28
IsLastWord:WordLength2:IsFirstWord -121.37 -136.52 -106.07
IsLastWord:WordLength3:IsFirstWord -161.59 -180.4 -142.61

Table 4.22: Model estimates of a Bayesian hierarchical multivariate model for ADS
(MINT data, word level). Values are in milliseconds per syllable.

Estimate l-95%CrI u-95%CrI
IsLastWord 64.81 54.41 74.73
Surprisal 4.34 3.42 5.25
WordLength2 -27.86 -33.09 -22.63
WordLength3 -42.19 -54.7 -29.57
IsFirstWord 13.5 3.42 22.92
Surprisal:WordLength2 -1.47 -2.67 -0.26
Surprisal:WordLength3 -2.64 -4.14 -1.08
IsLastWord:IsFirstWord 46.47 26.75 65.55
IsLastWord:WordLength2:IsFirstWord -78.7 -99.25 -57.41
IsLastWord:WordLength3:IsFirstWord -80.05 -121.73 -36.59
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4.2 Study 2 – Results (MINT)

ArtRateSi ∼ α+ Addresseei + IsLastWordi + SurprisalSi

+ WordLengthi + IsFirstWordi + SurprisalSi:WordLengthi

+ IsLastWordi:IsFirstWordi + Addresseei:IsLastWordi

+ Addresseei:SurprisalSi

+ IsLastWordi:WordLengthi:IsFirstWordi

+ Addresseei:SurprisalSi:WordLengthi

+ Addresseei:IsLastWordi:IsFirstWordi

+ (1 + Addresseei + IsLastWordi + SurprisalSi

+ WordLengthi + IsFirstWordi + SurprisalSi:WordLengthi

+ IsLastWordi:IsFirstWordi + Addresseei:IsLastWordi

+ Addresseei:SurprisalSi

+ IsLastWordi:WordLengthi:IsFirstWordi

+ Addresseei:SurprisalSi:WordLengthi

+ Addresseei:IsLastWordi:IsFirstWordi|ParentIDi)

(4.14)

Table 4.23: Model estimates of a Bayesian hierarchical multivariate model for CDS and
ADS (MINT data, word level). Values are in milliseconds per syllable.

Estimate l-95%Cr-I u-95%Cr-I
Intercept -30.69 -36.33 -24.98
Addressee -4.62 -9.9 0.71
IsLastWord 89.82 84.09 95.72
Surprisal 6.26 5.61 6.92
WordLength2 -25.78 -28.92 -22.62
WordLength3 -44.78 -50.97 -38.48
IsFirstWord 18.71 14.72 22.62
Surprisal:WordLength2 -3.17 -3.86 -2.47
Surprisal:WordLength3 -5.36 -6.17 -4.54
IsLastWord:IsFirstWord 133.94 119.2 148.25
IsLastWord:WordLength2:IsFirstWord -121.36 -136.3 -106.86
IsLastWord:WordLength3:IsFirstWord -160.83 -178.86 -142.16
Addressee:IsLastWord -24.1 -35.59 -12.77
Addressee:Surprisal -2.29 -3.25 -1.3
Addressee:Surprisal:WordLength2 1.96 0.59 3.3
Addressee:Surprisal:WordLength3 3.45 1.87 5.07
Addressee:IsLastWord:IsFirstWord -89.27 -110.59 -68.47
Addr.:IsLastW.:WordL.2:IsFirstW. 39.53 12.51 66.42
Addr.:IsLastW.:WordL.3:IsFirstW. 77.17 28.21 126.86
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Estimates transformed back to the original scale (milliseconds per syllable) can be
seen in Table 4.23. The effects of the binary dummy variable Addressee (where 1 was
ADS) are explained with respect to corresponding effects in CDS.

The point estimate of Addressee was 4.62 milliseconds per syllable [95% CrI: -9.9,
0.71]. In other words, according to the model, it was uncertain whether there was a
difference in articulation rate between CDS and ADS, and that if there was such a
difference, it was small.

The point estimate for IsLastWord was 89.82 milliseconds per syllable [95% CrI:
84.09, 95.72]. That is, if the word came last in the interpause stretch, it was expected by
the model to have a lower articulation rate, and the model was fairly certain of how large
the effect was. For ADS, this effect was weaker, more specifically, it was expected that the
average syllable duration increased with 61.1 milliseconds (89.82 − 4.62 − 24.1 = 61.1)
for words that came last in interpause stretches. In other words, the effect of words
appearing last in an interpause stretch in ADS was about 68% of that effect in CDS
(61.1/89.82 = 0.68).

The effect of IsLastWord:IsFirstWord was 133.94 milliseconds per syllable [95%
CrI: 119.2, 148.25]. Thus, one-syllable words that appeared in isolation in CDS were esti-
mated the by model increase by 242.47 milliseconds per syllable, compared to words that
did not appear in isolation (89.82+18.71+133.94 = 242.47). In ADS, the corresponding
increase was 129.1 milliseconds per syllable. (242.47 − 4.62 − 24.1 − 89.27 = 124.48).
In other words, in ADS, the effect of words appearing in isolation was estimated by the
model to be about half as large as in CDS.

The point estimate of IsLastWord:WordLength2:IsFirstWord was -121.36 [CrI:-
136.3, -106.86]. This means that one-word interpause stretches in CDS with two syllables
increased with 121.11 milliseconds per syllable (89.82+18.71+133.94−121.36 = 121.11).
The point estimate for Addressee:IsLastWord:WordLength2:IsFirstWord was
39.53 milliseconds per syllable [95% CrI: 12.51, 66.42]. Thus, for ADS, the effect of
one-word interpause stretches with two syllables was 42.65 milliseconds per syllable
(121.11− 4.62− 24.1− 89.27 + 39.53 = 42.65). That is to say, the effect of two-syllable
words appearing in isolation were expected by the model to be almost three times the
size in CDS compared to that effect in ADS (121.11/42.65 = 2.839).

The point estimate of IsLastWord:WordLength3:IsFirstWord was -160.83 mil-
liseconds per syllable [95% CrI: -178.86, -142.16]. This means that words with three or
more syllables in one-word interpause stretches were expected to have an increased av-
erage syllable duration of 36.86 milliseconds (89.82− 44.78 + 18.71 + 133.94− 160.83 =
36.86). The point estimate for Addressee:IsLastWord:WordLength3:IsFirstWord
was 77.17 milliseconds per second, but the model was rather uncertain about this effect
[95% CrI: 28.21, 126.86].

The point estimate of Surprisal was 6.26 milliseconds per syllable per information
bit in one-syllable words in CDS [95% CrI: 5.61, 6.92]. The effect of the interaction
variable Addressee:Surprisal was -2.29 milliseconds per syllable [95% CrI: -3.25, -
1.3]. This means that according to the model, one-syllable words in ADS increased by
3.97 milliseconds per syllable (6.26− 2.29 = 3.97). In other words, the effect of surprisal
in one-syllable words was a little more than half in ADS compared to CDS.
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4.2 Study 2 – Results (MINT)

The results of the model can be presented instead as the expected average duration
per syllable (in milliseconds) in CDS and ADS, divided into one-syllable words (Table
4.24), two-syllable words (Table 4.25), and words with three or more syllables (Table
4.26), in three different positions in the interpause stretch: middle position (i.e., neither
first, nor last), initial position or final position.7

As can be seen in Tables 4.24–4.26, the difference in expected average duration between
CDS and ADS is large for isolated words and fairly large for words that appeared last
in interpause stretches, as compared to the difference between CDS and ADS for words
that appeared in the middle of or first in interpauses stretches. Furthermore, it can be
seen that the difference between CDS and ADS in expected average duration increases
as a function of number of syllables for words that did not appear in isolation. For words
that did appear in isolation, on the other hand, the difference between CDS and ADS
decreases, according to the model.

Table 4.24: Expected articulation rate on the original scale (ms/syllable) for one-
syllable words in CDS (upper row), ADS (middle row) and the difference
between these two (bottom row) for predictor variables IsFirstWord and
IsLastWord. These are binary dummy variables (0 or 1). Thus, the Table
shows the expected articulation rate for words that occurred neither first in
the interpause stretch, nor last in the interpause stretch (Middle), words
that occurred first in the interpause stretch (First), words that occurred
last in the interpause stretch (Last) and for one-word interpause stretches
(Isolated).

Middle First Last Isolated

CDS:
one-syllable 171.71 190.42 261.53 414.18
words

ADS:
one-syllable 167.09 185.8 232.81 296.19
words

Difference (ms): 4.62 (2.69%) 4.62 (2.43%) 28.72 (10.98 %) 117.99 (28.49 %)

7For instance, the expected articulation rate for two-syllable words in the last position in the interpause
stretch in ADS can be calculated by taking the sum of Intercept (plus the mean articulation rate,
i.e., 202.4) and the estimates for predictor variables Addressee, WordLength, IsLastWord and
Addressee:IsLastWord.
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Table 4.25: Expected articulation rate on the original scale (ms/syllable) for two-
syllable words (WordLength2) in CDS (upper row), ADS (middle row)
and the difference between these two (bottom row), for predictor variables
IsFirstWord and IsLastWord. These are binary dummy variables (0
or 1). Thus, the Table shows the expected articulation rate for words that
occurred neither first in the interpause stretch, nor last in the interpause
stretch (Middle), words that occurred first in the interpause stretch (First),
words that occurred last in the interpause stretch (Last) and for one-word
interpause stretches (Isolated).

Middle First Last Isolated

CDS:
words with 145.93 164.64 235.75 267.04
two syllables

ADS:
words with 141.31 160.02 207.03 188.58
two syllables

Difference: 4.62 (3.17 %) 4.62 (2.81 %) 28.72 (12.18 %) 78.46 (29.38 %)

Table 4.26: Expected articulation rate on the original scale (ms/syllable) for words with
three or more syllables (WordLength3) in CDS (upper row), ADS
(middle row) and the difference between these two (bottom row), for predic-
tor variables IsFirstWord and IsLastWord. These are binary dummy
variables (0 or 1). Thus, the Table shows the expected articulation rate
for words that occurred neither first in the interpause stretch, nor last in
the interpause stretch (Middle), words that occurred first in the interpause
stretch (First), words that occurred last in the interpause stretch (Last)
and for one-word interpause stretches (Isolated).

Middle First Last Isolated

CDS:
words with three 126.93 145.64 216.75 208.57
or more syllables

ADS:
words with three 122.31 141.02 188.03 167.75
or more syllables

Difference: 4.62 (3.64 %) 4.62 (3.17 %) 28.72 (13.25 %) 40.82 (19.57 %)
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4.2 Study 2 – Results (MINT)

In Figure 4.11 can be seen the posterior distribution of Addressee from the model
in 4.14. Much like with previous models, the model was uncertain whether there was an
effect of Addressee, and that if there was an effect, it was small.
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Figure 4.11: MCMC posterior distribution (MINT data) for predictor variable
Addressee. The x-axis is the effect on articulation rate (ms/syll) on word
level. HDIs: 50%, 75%, 89%, 95% and 100%.
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4.3 Summary

In this Chapter, the results from two studies have been presented. Study 1 addressed
the questions whether articulation rate in CDS on interpause stretch level increased as
a function of child age, and whether there was an inverse relation between articulation
rate and surprisal in CDS. The results suggested the answers to both of these questions
are yes. However, when the same questions were addressed on word level, it was uncer-
tain whether articulation rate increased as a function of child age. The inverse relation
between articulation rate and surprisal persisted. In Study 2, the same questions were
addressed again, but for a larger data set and only on word level. The results indicated
that there was an effect of child age on articulation rate on word level, but that it was
weak. It was also found, again, that there was an inverse relation between articula-
tion rate and surprisal. Lastly, it was found that there might be a small difference in
articulation rate between CDS and ADS, although the picture here was somewhat more
complex. It was shown that most, and maybe all, of the difference could be attributed
to one-word interpause stretches (words in isolation) and to words that appeared in the
final position of interpause stretches. That is, the duration of words in isolation was
almost twice as long in CDS as in ADS. Also, final lengthening in CDS was increased
compared to in ADS.
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This Chapter is structured as follows. Section 5.1 summarizes results and their consis-
tency with earlier research. Section 5.2 discusses possible implications of the results for
first language acquisition. In Section 5.3, problems and limitations of the present work
are discussed, and in Section 5.4, possible routes forward are suggested and discussed.

5.1 Results

This work set out to answer:

1. whether articulation rate in CDS increases as children grow older,

2. whether the negative relation between articulation rate and surprisal that ADS
has been shown to exhibit also holds in CDS, and

3. to what extent articulation rate is lower in CDS than in ADS.

The results from Study 1 and Study 2 along with their consistency with results in
literature follow for these three questions.

5.1.1 Question 1 – Articulation rate and child age

Study 1 included seven parents and four children. The question if articulation rate
increased as a function of child age was first addressed on interpause stretch level, where
the predictors included in a Bayesian statistical model were surprisal, interpause stretch
length (number of syllables), and all possible interactions (validating findings in Sjons
et al., 2017).

The results indicated that articulation rate slightly increased as a function of child
age. The point estimate (mean) of the Bayesian model per month was 0.016 syllables
per second [CrI: 0.0092, 0.021]. Children were recorded between 0;7 – 2;9, which means
that articulation rate according to the model increased with about 0.016 ∗ 26 = 0.416
syllables per second. The mean articulation rate was 5.18 syllables per second. Provided
that the just noticeable difference (JND), which has been reported to be about 5%–10%
(see e.g., Quené, 2004, 2007), can be generalized to Swedish, such a change falls within
this span (0.416/5.18 = 0.0803, or about 8%). Thus, this difference in articulation rate
in CDS between the youngest and oldest children could probably be perceived.

The same question was also addressed on word level by measuring articulation rate in
milliseconds per syllable. The model included predictor variables for final word position
in the interpause stretch, for surprisal, for word length, and for the interaction between
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months and whether the word came last in the interpause stretch, and the interaction
between surprisal and word length. On word level, it was shown that according to the
model, it was uncertain whether there was an effect of child age on articulation rate.

One possible explanation why an effect was found on interpause stretch level but not
on word level is that there was a cumulative effect on word level. That is, it is possible
that a small increase in articulation rate on word level accumulated over time, but that
the data set was simply too small for an effect to be discovered on word level.

In Study 2, (62 parents and 45 children recorded longitudinally between age 0;3 and
3;0), articulation rate was measured in milliseconds per syllable, on word level. The
factors included in the statistical model were i) whether the word came last in the
interpause stretch, ii) information-theoretic surprisal, iii) whether the word came first
in the interpause stretch and iv) word length (in terms of number of syllables), as well
as the interactions v) whether the effect of child age was different for words that came
last in interpause stretches as compared to words in other positions, vi) words that
came both first and last in interpause stretches (i.e., one-word interpause stretches) vii)
whether the effect of surprisal changed depending on word length, and viii) whether the
effect of child age changed depending on whether the word was a one-word interpause
stretch or not.

The average change per month (i.e., the point estimate) of the model for Study 2 was
-0.63 [95% CrI:-1.0, -0.25] milliseconds per syllable in one-syllable words. This means
that the change over time was 0.63 ∗ 33 = 20.79 milliseconds per syllable. The average
syllable duration in one-syllable words in CDS was 204 milliseconds, so the difference
from the youngest children to the oldest children could be approximated to 10.2 %
(20.79/204 = 0.102). This would perhaps be noticable, since it is comparable to the
5%–10% JND limit. However, the effect is weak compared to whether the word came
last in the interpause stretch, which was more than four times the size of the effect of
child age, accumulated over the whole age span.

The effect of child age on articulation rate was not substantially different when includ-
ing a parameter for initial lengthening (whether the word came first in the interpause
stretch) as compared to when this parameter was not included. Moreover, for the in-
teraction between child age and one-word interpause stretches, there seemed to be no
effect at all (0.04 milliseconds per second [95% CrI:-1.0, 1.1]).

Since the same model was fitted on two different data sets (MINGLE for Study 1
and MINT for Study 2, see Sections 3.3.1 and 3.4.1, respectively), the effect sizes can
be compared for these data sets. As it turned out, there seemed to be no effect of
child age in Study 1, whereas in Study 2 there was possibly a weak effect. One possible
explanation is that the number of data points (in terms of number of measurements) was
about 17 times larger, and the number of participants (i.e., parents) about nine times
larger, in Study 2 than in Study 1.

More generally, the results from both Study 1 and Study 2 can be compared to the
results in the literature. In fact, although studies in the literature have varied with
respect to which language was studied, which factors were controlled for, the number of
participants and data points, as well as how articulation rate was measured (e.g., cut-off
point for silent pause duration), which makes comparisons more difficult, one common
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pattern is that articulation rate in CDS increases until children are about two years old
(Thanavisuth & Luksaneeyanawin, 1998; Englund & Behne, 2006; Liu et al., 2009; Ko,
2012; Narayan & McDermott, 2016; Raneri et al., 2020).

Furthermore, the small effect of child age that the present work shows might derive
from the fact that parents slow down, or “reset” (Ko, 2012, p. 851) their articulation rate
roughly around the time children turn two years old. Such a scenario would mean that
the effect of child age could be balanced out for articulation rate in speech directed at
the “older” children. To know whether this was actually the case for the present studies’
data, a different set of statistical models would have had to be employed (compare
Section 5.3.1).

If it turned out that parents across languages consistently increased their articulation
rate (or speech tempo) until children reach the age of about two years, a possible inter-
pretation would be that it is around this age that children start being able to decode
more complex ideas (i.e., when they start to better understand and produce multi-word
expressions), and that parents are sensitive to that lower articulation rate facilitates that
decoding.

However, an additional question would then be why there is an increase at all in
articulation rate in CDS during the first two years in the life of children. One possible
explanation is that children prefer speech with a particular articulation rate, which
parents then could be sensitive to, because although it is well-established that children
prefer CDS over ADS (e.g., Byers-Heinlein et al., 2021), it seems to be the case that the
nature of this preference changes with age (e.g., Cooper et al., 1997).

Furthermore, it has been shown that parents’ speech changes continuously as a func-
tion of child feedback (Snow, 1972). For instance, Smith & Trainor (2008) recorded
eighteen mothers talking to their children (0;4) while children were in an adjacent sound
proof booth. Mothers could see their children live on a screen, but children could not
hear their mothers, which mothers did not know. Without the mothers knowing, an ex-
perimenter talked to half of the children with low f 0 to and with high f 0 with the other
half, but only after the mothers themselves had talked with a low or high f 0. Mothers
whose children heard a high f 0 continued using higher f 0 as a response to children’s
arousal, suggesting mothers are sensitive to children’s feedback.

In other words, it is possible that an increase in articulation rate as a function of child
age stems from that parents are attentive to that the degree to which children attend
the signal, is (partly) dependent on how fast parents speak.

In summary, child age seemed to have a weak effect on articulation rate in Swedish
CDS. This is consistent with what can be found in the literature, namely that articula-
tion rate in CDS seems to increase until children are about two years old.

5.1.2 Question 2 – Articulation rate and surprisal

It was shown in Study 1 on interpause stretch level and on word level, as well as in
Study 2 on word level, that there was a negative relation between articulation rate and
information-theoretic surprisal in Swedish CDS, and the same was true for Swedish ADS
in Study 2. To the best of my knowledge, the present work is the first to show that this
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relation holds in CDS.
In Study 1, the effect per information bit on interpause stretch level was -0.054 sylla-

bles per second. The standard deviation of surprisal on interpause stretch level 4.09. This
entails that according to the model, interpause stretches that deviated with for example
two standard deviations in surprisal were expected by the model to have an articulation
rate that was almost half a syllable per second higher or lower (0.054 ∗ 4.09 ∗ 2 = 0.442).

In Study 2, the effect per information bit on articulation rate in one-syllable words in
CDS was 6.26 [95% CrI:5.61, 6.92] milliseconds per syllable. The standard deviation of
surprisal on word level for one-syllable words was 3.8 bits. This means that one-syllabic
words for which surprisal was one standard deviation higher or lower were expected by
the model to be articulated 6.26 ∗ 3.8 = 23.78 milliseconds per syllable faster or slower.
The average syllable duration in one-syllable words in CDS was about 204 milliseconds.
In other words, producing a one-syllable word that deviated with one standard deviation
in surprisal would correspond to a change in average syllable duration of about 11%
(23.78/204 = 0.116); above the JND limit.

The effect of surprisal was affected by whether the word was interpause stretch-initial,
which probably had to do with the fact that the language model assigned higher surprisal
values earlier in interpause stretches. This in turn plausibly happened because the
context that the language model could use for those cases only came from previous
interpause stretches. The more of an interpause stretch the language model had seen,
the more relevant context it could make use of when predicting upcoming words.

The results in the present work are consistent with studies on CDS where instead of
surprisal the child’s knowledge of the word has been investigated. For example, Shi et al.
(2020) showed for English that articulation rate was lower in words that children were
unfamiliar with, than in words they were familiar with. Similarly, it has been shown
that word durations in Dutch mothers’ CDS were longer for words that children (1;6)
were unfamiliar with, compared to duration of words that children were familiar with
(Han et al., 2018). The results are also consistent with findings showing that mothers
slow down later mentions of the same words (Bortfeld & Morgan, 2010).1

While there is a difference in the definition of information as to whether a word has
been mentioned in discourse or not, whether the child is familiar with the word or not,
and whether the word has a high or low surprisal, it is notable that irrespective of def-
inition, the inverse relation between information content and articulation rate persists.2

Or, at least, I know of no cases where surprisal correlates positively with articulation
rate. There are, though, results indicating that there is no effect of information content.

1After the defense of this thesis I discovered the highly relevant work by Pate & Goldwater (2011, 2015),
who investigated word duration in phrases of more than three words in spontaneous English CDS and
ADS. Following Bell et al. (2009), their statistical model included (on top of nuisance parameters) four
parameters that are arguably related to surprisal: Log Word Frequency, Preceding Context
(the conditional probability of a word given the two previous words), Following Context (the
conditional probability given the two following words), and First Mention. They found that all
four predicted duration in ADS, and that all except Preceding Context predicted duration in
CDS.

2However, it might be worth repeating that if a word has been seen by GPT-2 within the context
window, its surprisal will be lower.
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For example, Han et al. (2018) found no difference in articulation rate in Mandarin CDS
between words that were known and unknown to children.

Furthermore, the results in the present work is also consistent with findings in ADS,
in that both CDS and ADS displayed a inverse relation between articulation rate and
surprisal. The literature shows that when adults talk to one another, they seem to
not want to convey too much information too fast, or too little information too slowly,
given that there is a negative relation between speech tempo (or articulatory clarity) and
information content (e.g., Fowler & Housum, 1987; Jurafsky et al., 2001; Pluymaekers
et al., 2005; Aylett & Turk, 2006; Bell et al., 2009; Demberg et al., 2012; Coupé et al.,
2019; Shaw & Kawahara, 2019, but see Scarborough, 2010; Bürki et al., 2011).

Why ADS exhibits this characteristic is not known, but one account predicts that it
has to do with facilitation in production (e.g., Bock, 1987). Another account predicts
that speakers face a trade-off between communicative success and biomechanical cost
(e.g., Lindblom, 1990). Investigating to what extent these accounts are consistent with
the inverse relation in CDS is a research question in its own, but at least the latter
account seems plausible, given that adults strive for successful communication when in-
teracting with small children, which is clear from studies on what kind of corrections
children receive. Children receive essentially no corrections of sentences that do not
match the target grammar (Bowerman, 1988), and if they do, they more or less ignore
these corrections (McNeill, 1966; Brown & Hanlon, 1970). Instead, the kind of correc-
tions parents provide children with convern almost exclusively phonology and semantics.

To sum up, a new result of the present work is that CDS exhibits the kind of in-
verse relation between articulation rate and information-theoretic surprisal that is well-
established for ADS.

5.1.3 Question 3 – Articulation rate in CDS and ADS

Study 2 showed that there possibly was a small difference in articulation rate between
CDS and ADS in one-syllable words that did not appear in the initial or final position
of an interpause stretch. More specifically, the effect was -4.62 milliseconds per syllable
[95% CrI: -9.9, 0.71]. That is, the model expected that articulation rate might be slightly
higher in ADS than in CDS. However, this effect can be approximated to correspond to a
difference of about 2.2 % which means it is well below the JND limit (4.62/204 = 0.022).

However, the picture was somewhat more complex when various portions of the CDS
and ADS were compared. If words appeared in isolation, the difference in expected
average syllable duration between CDS and ADS was the largest, about 25 %, well over
the JND limit.

Furthermore, was shown that the difference in expected average syllable duration
(ms/syllable) between CDS and ADS multi-word interpause stretches was large for words
that came last in interpause stretches. That is, final lengthening was more prominent in
CDS than in ADS.

This is consistent with previous research comparing speech tempo in CDS and ADS.
Both Church et al. (2005) and Martin et al. (2016) showed that the difference in articula-
tion rate between CDS and ADS seemed to be dependent on the fact that final lengthen-
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ing in CDS is more increased than in ADS. This highlighted that final lengthening needs
to be included in the study of speech tempo in CDS, and questioned what for a long
time had been taken to be clear in the literature. That is, that the difference in speech
tempo between CDS and ADS is not equally distributed accross utterances. Church
et al. (2005) examined Canadian English, Martin et al. (2016) examined Japanese, and
the present work examined Swedish (see also Koponen & Lacerda, 2003, for Swedish).

Although these are only three languages, it is notable that taking final lengthening
into consideration disposes of the difference in articulation rate between CDS and ADS in
all three languages, given that Japanese is generally described as a mora-timed language
and English and Swedish as stress-timed languages (e.g., Clark et al., 2007, but see
Eriksson, 1991 for a thorough analysis and different conclusion).

However, regardless of final lengthening showing a uniformity cross-linguistically in
ADS (e.g., Nakai et al., 2009, but see Gordon et al., 2010) it does not follow logically
that this is the case for CDS. Also, other properties of CDS seem to differ between
languages (e.g., Englund & Behne, 2006; Narayan & McDermott, 2016; Han et al., 2018).
Moreover, final lengthening seems to be implemented differently depending on language
(Nakai et al., 2009), which indicates that although it might facilitate children’s task of
segmentation (compare Section 5.2), since it can function as a cue for boundary detection
(between e.g., constituents, cf. Koponen & Lacerda, 2003), it must be learned.

If final lengthening is increased generally in CDS, this could also explain why Narayan
& McDermott (2016) found a difference between CDS and ADS whereas neither Church
et al. (2005), Martin et al. (2016) nor the present studies did. If final lengthening
is controlled for by comparing interpause stretches which matched in duration (as in
Narayan & McDermott, 2016), the actual effect of final lengthening will be captured
only in that final lengthening has a proportionally greater effect on longer interpause
stretches than shorter interpause stretches. However, if final lengthening is controlled
for by matching word position (as in Martin et al., 2016), increased final lengthening in
CDS will be controlled for, since it captures how duration varies at the end of phrases.

Another possible (and not mutually exclusive) explanation is that other factors are at
play. Narayan & McDermott (2016) investigated CDS in Tagalog, Sri Lankan Tamil and
Korean, whereas Martin et al. (2016) investigated Japanese. As is shown in Pellegrino
et al. (2011) and Coupé et al. (2019), at least in ADS, there are differences between
languages in terms of articulation rate. In the data that Coupé et al. (2019) presented,
Korean had a lower articulation rate in read speech than Japanese (roughly 10% lower,
judging from their figures). If this applies to spontaneous speech, it could mean Japanese
CDS and ADS differ less in articulation rate to begin with.

Moreover, the results in the present work showed that as long as words appeared in
multi-word interpause stretches (i.e., not in isolation), the difference in expected average
syllable duration between CDS and ADS increased as a function of number of syllables
in the word. Said differently, in multi-word interpause stretches, the difference tended
to be larger for longer words than for shorter words.

For isolated words, on the other hand, the difference in expected average syllable
duration between CDS and ADS was largest for two-syllable words, closely followed by
one-syllable words, and smallest for polysyllabic words. A possible explanation for this
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is that parents judged longer words to be harder for children to decode if appearing
inside multi-word interpause stretches.

5.2 Potential implications for first language acquisition

The question of whether the results in the present work has any bearing on first language
acquisition cannot be answered by only inspecting these results. The reason why is
simple: the results concern only the nature of the data available to children (in this
specific dataset), not whether the mechanism(s) children employ in language acquisition
benefits from the nature of these data. However, there are some potential implications.

The speech stream for multi-word interpause stretches has no clear boundaries corre-
sponding to blanks in written text. Children thus face the task of extracting from the
speech stream units that correspond to meaning. Also, such extractions must somehow
be stored in memory. The action of this extraction is called word segmentation, which is
a pre-requisite for vocabulary development to take place, something that typically begin
during children’s first year in life (e.g., Jusczyk & Aslin, 1995).

Shorter multi-word interpause stretches, and in particular one-word interpause stretches,3

have been shown to facilitate word segmentation, plausibly because the boundaries be-
tween interpause stretches are also boundaries for words (e.g., Aslin et al., 1996; Nelson
et al., 1989; Brent & Siskind, 2001; Batchelder, 2002; Ludusan et al., 2017; Swingley &
Humphrey, 2018).

If one-word interpause stretches also have lower articulation rate — which partly might
be due to increased final lengthening — compared to other CDS interpause stretches
and to ADS, this could serve as an additional facilitating cue for word segmentation.
However, this depends on the nature of the mechanism behind word segmentation, which
is not completely unraveled.

One frequently discussed proposed mechanism is Statistical Learning, (using transi-
tional probabilities, SLTP).4 The idea is basically that young children make use of the
fact that transitional probabilities between syllables within words are higher than be-
tween words (for a review, see Saffran & Kirkham, 2018, and see e.g., Lany & Saffran,
2013; Cristia et al., 2019 for other proposed mechanisms of word segmentation).

By definition, such a mechanism can only be useful if the transitional probabilities
both within and between words are stored in memory for subsequent computation and
activation of selection among those stored probabilites.5 It would thus be disadvanta-
geous for SLTP if children only drew from one-word interpause stretches.

Also, that children actually can use some sort of SLTP mechanism for word segmen-
tation is well-established. In their influential paper, Saffran et al. (1996) showed that
8-month-olds from two minutes of exposure could segment three-syllable words in an

3One-word interpause stretches are often referred to as isolated words in the literature (e.g., Brent &
Siskind, 2001).

4Since there are many other kinds of statistical learning mechanisms, the term seems to me a bit
misleadning to use for a mechanism that makes use of transitional probabilities, hence I use statistical
learning of transitional probabilities, or SLTP for short.

5As Yang (2004) points out, there is also the question of how children know what units to count.
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artificial language when the only information children had to their disposal was transi-
tional probabilities. Whether children actually do use SLTP, or exclusively use SLTP is
less clear.

For example, Yang (2004) implemented the model in Saffran et al. (1996) and tested
it on English, showing that it performed poorly (precision was 41.6 %, recall was 23.3 %;
F-score = 29.9%), whereas a model that also had built into it an assumption that each
word could only have one primary stress performed slightly better (precision was 73.5
%, recall was 71.2 %; F-score = 72.33%). Importantly, he also showed that a simpler
model that made no use of SLTP at all, but only recycled known words (again assuming
each word had only one stress), performed best (precision was 81.5 % , recall was 90.1
%; F-score = 85.6%).

Also, although subsequent studies have shown SLTP can be used on natural languages
(e.g., Pelucchi et al., 2009, for Italian), recent work suggests that the advantage of CDS
over ADS for word segmentation is an artifact of that ADS in such studies has often
been recorded in laboratories, where ADS resemble an interview situation which does
not generalize to more ecologically valid ADS and CDS recorded in home environments
(Cristia et al., 2019). In other words, the lower articulation rate in one-syllable words
merits further investigation, with respect to ecologically validity.

Also, what function they serve merits further investigation, but a cue could be given
by inspecting what the character of such words are. For example, if most of those words
in CDS are backchannels as for instance precis (“exactly”) it would support the idea
that the function is to maintain children’s positive accord, (e.g., Werker & McLeod,
1989; Uther et al., 2007). On the other hand, if most of those words were content words,
such as flygplan (“flygplan”), then the function of their lower articulation rate could be
two-folded. It could still be that parents tried maintain children’s positive accord, but
it could also aid in word recognition.

That is, in addition to having to segment the continuous speech stream into units
that can subsequently be mapped to meaning, children aslo have to be able to recognize
words from highly varied phonetic realizations (e.g., Swingley & Aslin, 2000), and there
is evidence that word recognition in children could benefit from slower speech (Zangl
et al., 2005; Song et al., 2010).

To summarize, there are at least two potential implications of lower articulation rate
in one-word interpause stretches, which are that they could facilitate word segmentation
and word recognition.

5.3 Limitations

This section discusses methodological choices and limitations.

5.3.1 Age

The perhaps largest drawback in the present work was related to how child age was
treated. Firstly, the results from Ko (2012) suggest the change in articulation rate is
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non-linear, and as discussed above, a hypothesis that is consistent with studies on age-
related changes in articulation rate is that there is an increase in articulation rate until
children are about two years old.

This was not taken into consideration either for the question of whether articulation
rate increases with child age (e.g., by dividing children into different age groups or
employing the method of Ko, 2012), or for the question of whether articulation rate
differs in CDS and ADS (e.g., by comparing articulation rate in ADS to articulation
rate in different age groups of CDS).

Relatadly, it should also have been tested whether articulation rate increased as a
function of child age on the data for Study 2 in the same age range as was used in Study
1. This could have shed light on whether the data set in Study 1 was simply not large
enough for a word-level analysis.

Secondly, the age of children is perhaps not in and of itself very interesting, but rather
reflects where they are in the process of acquiring language, which in and of itself might
be interesting. That is, it would be interesting if low articulation rate in CDS for younger
children correlated with vocabulary size in those same children when they were older.
There are SECDI data for the children in both MINGLE and MINT, and not using these
is a large drawback with the present work.

5.3.2 Language model

The reason for using a language model in the present work was to obtain an estimate of
the information-theoretic surprisal in parents’ speech. Importantly, the conversational
partner – the child for CDS data and the experimental leader for ADS data – was not
taken into account. This has both practical and theoretical implications.

The practical implication is that the average surprisal of the language model esti-
mates will probably be higher than if the conversational partner had been included,
simply because the language model is blind to what the conversational partner says.
Transcriptions of the experiment leader’s speech could in principle have been included.
However, since children do not produce even one-word utterances until roughly the end
of their first year, conversational partners were excluded from the model for consistency
reasons. Furthermore, when comparing articulation rate in CDS and ADS, it seems
plausible to compare the same speakers — parents. (There were very few data points of
CDS for experiment leaders.)

The theoretical implication is that, although the model included what in Shannon’s
terms counts as both the sender and receiver, the receiver in this case was not the listener
(the child for CDS or the experiment leader for ADS). Instead, the goal was to model how
surprising the parents predicted their speech would be, once produced, approximated as
estimates by GPT-2, and there are at least two interrelated issues regarding how closely
any model can reach such a goal.

One issue is about what kind of data the model should be trained on, and the other
is about the context from the situation that the child and parent are in. They are
interrelated because the former is dependent on the latter.

For example, if the data that the language model were trained on were not obtained
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from the same kind of situation that the parent and child were recorded in, such as which
toys were present, one would expect the model’s estimated surprisal of words used to
refer to those toys to be much lower than what a parent would estimate given she or
he acts in that situation. To be concrete, let us assume a stuffed animal was present in
the room, say a flodhäst (“hippo”). The relative frequency of flodhäst in SBS is about
0.00016%. The corresponding number for gris (“pig”), is 0.004%, which is thus 25 times
more frequent. If the stuffed pig was not present in the room, but the stuffed hippo
was, the parent would probably feel that mentioning a pig would be more surprising
than mentioning a hippo. However, from the perspective of the model, it would be more
surprising to talk about a hippo. Since GPT-2 does not use raw frequencies, but longer
contexts, this is a simplification, but it highlights the problem.

There are two answers as to how to deal with this problem. The first answer can
succinctly be summed up by a famous quote (sometimes attributed to George Box):
“All models are wrong, but some are useful.” In other words, there is no way by which
one can model everything. Even if the context could be modeled, say by annotating
which toys were present, what clothes the participants were wearing, what color the
walls in the room were, and so on, there would still be an astronomical number of things
which could create a discrepancy between what the parent and the model deemed to be
surprising or unsurprising.

For instance, if the parent referred to a conversation with the child on the way to the
recording session, if they had eggs for breakfast, if the child’s grandmother was someone
about whom they often spoke, and so on. In other words, there is no way in which the
model could be fed all the relevant information. As a result, this means the model will
in practice, and maybe even in principle, never be able to estimate surprisal of words
perfectly. Thus, simplifications are simply necessary.

The other answer to the problem is that there are things we as humans know, that
the models of this kind do not. Assume that, by some miracle, all the language data fed
into the language model as training was relevant, say by using separate training data for
each model – obtained from each parent’s produced speech over a period which would
yield a sufficiently large data set. Let us also forget this in itself would be more or less
impossible, given the amount of training data artificial neural network models (ANNs)
need. Producing five words per second, every minute, 10 hours per day, every day for
15 years, amounts almost to one billion words – a sixth of the number of words GPT-2
is trained on. Let us also forget for the sake of argument this would not be cumbersome
and costly, which it clearly is.6 If all of this was done, there would still be things the
parent would know that the model cannot know.

For instance, adults know cows cannot fly, but using a toy cow as an aircraft when
playing with a child is a perfectly normal thing to do, regardless of whether they had
pretended a cow could fly earlier or not. So if the parent said The cow is landing to
refuel its engines, this would probably not be very surprising from the perspective of the
parent, whereas for the model it would. In other words, there will always be noise in the

6See e.g., Roy et al. (2006), which describes a project where the home of one child is recorded (with
audio and video) during the first three years of its life.
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data that simply just needs to be ignored. The hope is then that the model on average
nonetheless gives reasonable estimates of the surprisal of words.

A little bit more can also be said about what GPT-2 is a model of. It might here be
worth mentioning that for ANNs, there is an idea of them as being loosely based on the
structure of the brain, with biological neurons and synaptic connections.7 However, the
idea of ANNs as cognitive models does not have much conceptual appeal or empirical
coverage for the formal mechanism of language of the mapping between meaning and
form (Berwick et al., 2011; Adger, 2018). In the present work, though, ANNs are not
intended to model the formal mechanism of language, which is different from the use of
that mechanism.8

In the present work, ANNs are meant to model speakers’ online approximation of how
much information a word will carry once they have produced it. Formulated in this
way, it might sound as if entropy would have been a better candidate than surprisal,
given that entropy is about expected information. However, if there was evidence that
speakers in some sense simulated speech internally before actually producing it, surprisal
would have been preferred, because then one could assume that the linguistic objects in
that internal simulation were associated with some probability, given that speakers have
years of experience of antecedent language use. Then the question of course is whether
there is such evidence. Indeed, there is.

The evidence of speakers simulating their speech before they externalize it comes
primarily from the observation that repairs speakers make to their own production errors
sometimes take place too fast to have been made after observing that speech in the
external loop (see e.g., Gauvin & Hartsuiker, 2020, for further discussion). The external
loop refers to the fact that the sounds of one’s own production also function as input
to one’s own cognitive systems through the perceptual system. Recognizing one’s own
speech error through the external loop (auditory processing, speech recognition, and
interruption) has been estimated to take at least 350 milliseconds. (Marslen-Wilson &
Tyler, 1980; Hartsuiker & Kolk, 2001). However, some repairs are made instantly (i.e.,
after 0 ms from interruption, e.g., Blacfkmer & Mitton, 1991). In other words, speakers
know in these cases that there is an error before the error is made.

Further evidence along the same lines comes from Nooteboom & Quené (2017), who
showed that measures of duration between speech error to interruption follow a bimodal
distribution, implying that the speaker either interrupts herself because of cues from the
inner loop, or because of cues from the external loop.

There is also related, but slightly different reasons for using surprisal. There is ev-
idence that production and comprehension are intimately linked (Pickering & Gambi,
2018). There is also strong evidence that listeners predict speakers’ output (e.g., Ku-

7However, see a critique of this view in Gallistel & King (2009), where the central idea is that since
neural networks lack the property of a read-write memory, they poorly model the brain. This hinges
on the fact that the formal mechanism for memory, that is, storing information in a format accessible
to subsequent computation, or symbolic memory, is crucial to computation, and that the brain is
some sort of computing machine. In fact, the last sentence in the book is “Symbolic memory is as
central to computation as DNA is to life” (ibid., 287).

8This relates back to the difference between competence and performance (Chomsky, 1965, p.4).
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tas et al., 2011) which is consistent with probabilistic language parsing models, where
surprisal plays a part (e.g., Hale, 2001). Thus, since surprisal seems to play a role in
comprehension, and comprehension in production, the assumption that surprisal plays
a role in production seems plausible.

There were at least two alternatives to using ANNs in the present work, but these
seem problematic. One alternative would be to use a simpler model (such as an n-gram
model), but such a model would yield excessively high average surprisal (or perplexity).
That is, it would not predict the data well. This can be compared to ANNs, which
can predict new linguistic examples with an extremely high degree of accuracy (e.g.,
Sutskever et al., 2011).

Another alternative to using ANNs would have been to let humans judge how surpris-
ing a given linguistic unit was, but this was considered beyond the scope of the present
work.

5.3.3 Pauses

For the MINT data, there is one minor issue worth considering. Since articulation rate
was measured in between silent pauses, final lengthening refers to whatever decrease in
articulation rate takes place before a silent pause. However, the data for final lengthening
might be noisy, due to segment conventions in MINT. The annotation convention was
to segment utterances into chunks in between pauses of 500 milliseconds, as long as
segments did not exceed about five seconds, in which case semantic or syntactic cues
were used to guide segmentation.

The rationale for this was that annotations included behavior in other modalities (e.g.,
touch, gaze) (Gerholm, 2018), which makes perfect sense for other kinds of research
questions. However, there might be a difference in final lengthening for phrase and
pause boundaries (see Section 2.1.4.1). This issue can probably be ignored, though,
given that inspection showed that only about 0.2% of the orthographic annotations in
MINT exceeded 4999 milliseconds.

In connection to this, pauses were excluded in the calculation of articulation rate of
transcribed utterances extracted from MINT, it is possible pauses of duration longer
than 200 ms were in those transcribed utterances, which means there may well have
been instances of final lengthening within utterances. This could have been handled in
the processing of MINT data, but it was not, and this is a drawback. However, this is
probably not an issue since the difference in articulation rate between CDS and ADS
still disappears when controlling for the interaction between final lengthening on the last
word in the interpause stretch and whether it was CDS or ADS; and even for data with
one-word interpause stretches excluded from both CDS and ADS.

Lastly, although silent pauses were excluded when measuring articulation rate, the
present studies did not consider the effect of silent pause duration preceding interpause
stretches on articulation rate, whether the duration of silent pauses differed between
CDS and ADS, or whether pauses changed in duration as a function of child age.
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5.3.4 Measure

Articulation rate was defined as milliseconds per syllable on word level. A potential
improvement would be to use instead what Cohen-Priva (2017) calls pointwise articula-
tion rate.9 Pointwise articulation rate was in Cohen-Priva (2017) defined as a word
token’s actual duration, over the expected duration of that word token. The expected
duration in turn was obtained with a linear regression model using several predictor
variables, including geometric mean word token duration over the whole corpus. Al-
though Cohen-Priva (2017) averaged speakers’ pointwise articulation rate to get a mean
by-conversation articulation rate, the same approach could be used on word level in the
present work. This would have disposed of the possibility that some words had longer
or shorter duration by the nature of their word type.

Another arguable limitation was that articulation rate was measured on word level
instead of the syllabic level. This meant that the word length effect could not be as
carefully integrated in the statistical model, as it could have been if articulation rate
had been measured on syllable level. It would have been possible to measure articulation
rate on syllable level, by using syllabic boundaries from NST. However, then it would
have been desired to also estimate surprisal on syllable-level, which would have demanded
the training data (i.e., SBS, Östling & Wirén, 2013) were converted into syllables.

5.3.5 Statistical models

Although Akaike’s Information Criterion (AIC) (Akaike, 2011) was used for model com-
parison, it was only used for Frequentist models as an approximation for model compari-
son in Bayesian models where model comparison could not be achieved, due to technical
issues. However, it is possible the Bayesian hierarchical models (e.g., since they included
varying slopes and intercepts in parents which the Frequentist models did not), where
AIC cannot be used (e.g., Watanabe, 2021), would give different outcomes with respect
to which model was ranked highest.

5.4 Future work

The present work builds on statistical modeling of existing material, and the results
should be tested experimentally. If it could be shown that an interplay between articula-
tion rate and surprisal facilitated acquisition this would support the hypothesis that some
properties of CDS play a role in first language acquisition (e.g., Fernald, 2000; Werker
et al., 2007).

A somewhat straightforward setup would be to employ the method a target-distractor
paradigm (e.g., as in Zangl et al., 2005), that is, test how fast and how long children
look as a function of different relations between articulation rate and surprisal (i.e.,
high-high, high-low, low-high, low-low). However, instead of investigating unaltered,

9The term employed in Cohen-Priva (2017) (p. 4) is point wise speech rate, but given that pauses under
such an approach would still be excluded, it would fall under articulation rate in the present work.

111



5 Discussion

low-pass-filtered, and time-compressed speech, one could use real cases from the MINT
data which differed with respect to high or low articulation rate and surprisal.

Additionally, more languages should be taken into consideration for the research ques-
tions addressed here. The pipeline of tools that was made use of in the present work
could easily be employed for other data sets. It would be surprising if the strength
of the inverse relation between articulation rate and information-theoretic surprisal did
not vary between languages in CDS, given there is variation in information rate between
languages (see Pellegrino et al., 2011; Coupé et al., 2019, although their definition of
information is different). It would also be surprising if the relation turned out to be
unique to Swedish CDS.

Furthermore, future work would benefit from finding out more about the relation
between on the one hand lower articulation rate in one-word interpause stretches and
final lengthening, and children’s ability to segment words on the other.

Also, as discussed above, the kind of information language models take into consider-
ation is a narrow definition of information in relation to the situation in which children
actually acquire language. They have other cues available to them, such as the actual
visual scene, as well as parents’ touch, gaze and intonation, and so on. Such aspects
could be taken into consideration as well when studying articulation rate in CDS.

Lastly, it would be beneficial to investigate articulation rate with the particular pre-
dictors used in the present work in mind using more ecologically valid data, such as from
data collected in home environments (Cf. Cristia et al., 2019).
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The purpose of this work was to investigate one characteristic of child-directed speech
(CDS) that distinguishes it from adult-directed speech (ADS), namely, articulation rate.
To this end, it was investigated i) if articulation rate increased as a function of child age,
ii) if there was an inverse relation between articulation rate and information-theoretic
surprisal, and iii) to what extent articulation rate differed in CDS and ADS. The results
showed a weak increase of articulation rate as a function of child age. Furthermore, it
was shown that CDS exhibits the kind of inverse relation between articulation rate and
information-theoretic surprisal that is well-established in ADS. Lastly, it was shown that
there was a lower articulation rate in CDS but that the difference could almost exclusively
be attributed to isolated words and final lengthening. These results suggest that CDS
is well-suited for word segmentation, since isolated words that seem to be important
in this process also have a lower articulation rate, thereby providing an additional cue.
One natural continuation of this work would therefore be to study more closely the kinds
of isolated words that constitute the majority of the relatively more slowly articulated
material in CDS. Another continuation would be to investigate the relation between
articulation rate and surprisal for CDS data sets in other languages.
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Küntay, A. & Slobin, D. I. (1996). Listening to a turkish mother: Some puzzles for
acquisition. In D. I. Slobin, J. Gerhardt, K. A, & J. Guo (Eds.), Social interaction,
social context, and language: Essays in honor of Susan Ervin-Tripp (pp. 265–286).
Lawrence Erlbaum Associates, Inc.

Kurumada, C. & Jaeger, F. (2015). Communicative efficiency in language production:
Optional case-marking in japanese. Journal of Memory and Language, 83, 152–178.

Kutas, M., DeLong, K. A., & Smith, N. J. (2011). A look around at what lies ahead:
Prediction and predictability in language processing. In M. Bar (Ed.), Predictions in
the brain: Using our past to generate a future (pp. 190–207). Oxford University Press.

Lacerda, F. (2009). On the emergence of early linguistic functions: A biological and
interactional perspective. Brain Talk: Discourse with and in the brain, (pp. 207–230).

Lam, C. & Kitamura, C. (2010). Maternal interactions with a hearing and hearing-
impaired twin: Similarities and differences in speech input, interaction quality, and
word production. Journal of Speech, Language, and Hearing Research, 53(3), 543–555.

Langille, J. J. & Gallistel, C. R. (2020). Locating the engram: Should we look for plastic
synapses or information-storing molecules? Neurobiology of learning and memory,
169, 107164.

Lany, J. & Saffran, J. (2013). Statistical learning mechanisms in infancy. Comprehensive
developmental neuroscience: Neural circuit development and function in the brain, 3,
231–248.

LeCun, Y., Bengio, Y., & Hinton, G. (2015). Deep learning. nature, 521(7553), 436–444.

Lehiste, I. (1970). Suprasegmentals. Cambridge, MIT press.

Levitan, R. & Hirschberg, J. (2011). Measuring acoustic-prosodic entrainment with
respect to multiple levels and dimensions. In Twelfth Annual Conference of the Inter-
national Speech Communication Association.

125



Bibliography

Levy, R. & Jaeger, T. F. (2007). Speakers optimize information density through syntactic
reduction. Advances in neural information processing systems, 19, 849.

Lew-Williams, C. & Fernald, A. (2007). Young children learning spanish make rapid
use of grammatical gender in spoken word recognition. Psychological science, 18(3),
193–198.

Lieberman, P. (1963). Some effects of semantic and grammatical context on the produc-
tion and perception of speech. Language and speech, 6(3), 172–187.

Lindblom, B. (1963). Spectrographic study of vowel reduction. The journal of the
Acoustical society of America, 35(11), 1773–1781.

Lindblom, B. (1968). Temporal organization of syllable production. Quarterly progress
and status report, 9(2-3), 1–5.

Lindblom, B. (1990). Explaining phonetic variation: A sketch of the h&h theory. In
Speech production and speech modelling (pp. 403–439). Springer.

Lindblom, B. & Rapp, K. (1971). Reexamining the compensatory adjustment of vowel
duration in swedish words. Stockholm, KTH, Speech Transmission Laboratory Quar-
terly Progress and Status Report, 4, 19–25.

Lindblom, B. & Rapp, K. (1973). Some temporal regularities of spoken swedish. Auditory
Analysis and Speech Perception (London, 1975), (pp. 387–96).

Linzen, T., Dupoux, E., & Goldberg, Y. (2016). Assessing the ability of lstms to learn
syntax-sensitive dependencies. Transactions of the Association for Computational
Linguistics, 4, 521–535.

Lisker, L. (1972). Stop duration and voicing in english. Papers in linguistics and pho-
netics to the memory of Pierre Delattre, (pp. 339–343).

Liu, H.-M., Tsao, F.-M., & Kuhl, P. K. (2009). Age-related changes in acoustic modi-
fications of mandarin maternal speech to preverbal infants and five-year-old children:
a longitudinal study. Journal of Child Language, 36(04), 909–922.

Long, J. S. (1997). Regression models for categorical and limited dependent variables,
volume 7. Sage.

Lorge, I. & Katsos, N. (2019). Listener-adapted speech: Bilinguals adapt in a more
sensitive way. Linguistic Approaches to Bilingualism, 9(3), 376–397.

Loukatou, G., Scaff, C., Demuth, K., Cristia, A., & Havron, N. (2021). Child-directed
and overheard input from different speakers in two distinct cultures. Journal of Child
Language, (pp. 1–20).

Lounsbury, F. G. (1954). Pausal, juncture and hesitation phenomena. Psycholinguistics:
A Survey of Theory and Research Problems. Baltimore.

126



Bibliography

Ludusan, B., Mazuka, R., Bernard, M., Cristia, A., & Dupoux, E. (2017). The role
of prosody and speech register in word segmentation: A computational modelling
perspective. In Proceedings of the 55th Annual Meeting of the Association for Com-
putational Linguistics (Volume 2: Short Papers) (pp. 178–183).

Lundholm Fors, K. (2015). Production and perception of pauses in speech. PhD thesis,
University of Gothenburg.

Ma, W., Golinkoff, R. M., Houston, D. M., & Hirsh-Pasek, K. (2011). Word learning in
infant-and adult-directed speech. Language Learning and Development, 7(3), 185–201.

MacWhinney, B. (1996). The childes system. American Journal of Speech-Language
Pathology, 5(1), 5–14.
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7 Appendix A

Table 7.1: MINGLE data

Child Parent Months Words Interpause stretches
Co Mother 8 636 189
Co Mother 11 738 241
Co Father 13 890 264
Co Father 14 940 289
Co Father 15 1073 313
Co Father 17 758 218
Co Mother 19 857 209
Co Mother 27 565 140
Co Mother 32 962 239
Eb Mother 7 470 121
Eb Mother 9 490 114
Eb Mother 13 757 184
Eb Father 14 828 256
Eb Mother 16 984 249
Eb Mother 17 517 134
Eb Father 26 1090 275
Eb Father 32 1356 312
Em Mother 8 740 275
Em Mother 9 1238 442
Em Father 13 2018 681
Em Father 14 1968 644
Em Father 19 1244 397
Em Father 32 1526 381
Te Mother 10 967 210
Te Mother 13 1177 261
Te Mother 17 1067 203
Te Mother 27 2247 423
Te Mother 33 1400 236
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7 Appendix A

Table 7.2: MINT data.
Child Parent Months Words
z01lz Mother 7 786
z04iz Mother 3 469
z04iz Mother 6 1066
z04iz Mother 12 749
z04iz Mother 27 884
z05ldln Mother 12 524
z05ldln Mother 27 745
z06dr Mother 3 1339
z06dr Mother 6 828
z06dr Mother 9 612
z06dr Father 16 408
z06dr Father 25 492
z07gh Mother 6 1333
z07gh Mother 12 804
z07gh Mother 15 925
z07gh Mother 19 1063
z07gh Mother 21 1008
z07gh Father 24 826
z08lh Mother 3 812
z08lh Mother 6 899
z08lh Mother 9 867
z08lh Mother 12 566
z08lh Mother 18 620
z08lh Mother 21 931
z08lh Mother 24 875
z08lh Mother 27 568
z08lh Mother 30 677
z08lh Mother 36 1056
z09dl Mother 3 432
z10dk Mother 3 319
z10dk Mother 6 401
z10dk Mother 9 222
z10dk Father 12 341
z10dk Father 15 270
z10dk Father 18 232
z10dk Father 21 321
z10dk Father 24 253
z10dk Mother 30 238
z10dk Father 33 10
z10dk Mother 33 201

Continued on next page
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Table 7.2 – continued from previous page

Child Parent Months Words
z11zk Mother 3 676
z11zk Mother 6 1164
z11zk Mother 9 1132
z11zk Mother 12 789
z11zk Mother 18 813
z11zk Mother 21 759
z11zk Mother 24 723
z11zk Mother 27 606
z11zk Mother 30 626
z11zk Father 36 823
z15lz Mother 3 931
z15lz Mother 6 1529
z15lz Mother 9 1505
z15lz Father 12 514
z15lz Father 15 569
z15lz Father 18 688
z15lz Mother 21 785
z15lz Mother 24 738
z16gd Mother 3 1379
z17sn Mother 3 1486
z17sn Father 12 576
z17sn Father 27 671
z19kh Mother 12 396
z19kh Father 15 701
z19kh Mother 18 463
z19kh Father 24 734
z19kh Father 27 806
z20dk Mother 3 712
z20dk Mother 7 931
z20dk Mother 9 985
z20dk Mother 12 404
z20dk Mother 27 530
z21rh Mother 6 1174
z21rh Mother 9 611
z21rh Mother 12 640
z21rh Father 15 935
z21rh Mother 18 737
z21rh Mother 21 661
z21rh Mother 24 736
z21rh Father 30 645
z22nk Mother 3 554

Continued on next page
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7 Appendix A

Table 7.2 – continued from previous page

Child Parent Months Words
z22nk Mother 6 914
z22nk Mother 9 679
z22nk Mother 12 508
z22nk Father 15 304
z22nk Father 18 362
z22nk Mother 27 800
z23rs Mother 3 667
z23rs Father 6 47
z23rs Mother 13 542
z23rs Father 15 90
z23rs Father 17 35
z23rs Father 21 51
z23rs Father 27 40
z23rs Father 30 17
z24eq Mother 3 1264
z24eq Mother 9 1222
z24eq Mother 12 722
z24eq Mother 15 802
z24eq Mother 18 792
z24eq Mother 22 887
z24eq Father 24 850
z24eq Mother 27 658
z25mh Mother 3 459
z25mh Mother 6 721
z25mh Mother 9 614
z25mh Mother 12 401
z25mh Mother 24 616
z25mh Mother 27 652
z26sg Mother 3 977
z26sg Mother 7 1010
z26sg Mother 10 1075
z26sg Mother 12 908
z26sg Mother 15 1055
z26sg Mother 18 939
z26sg Mother 21 1218
z26sg Mother 25 1218
z26sg Mother 27 957
z26sg Mother 36 1199
z27yn Mother 3 982
z27yn Mother 6 1547
z27yn Father 12 686

Continued on next page
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Table 7.2 – continued from previous page

Child Parent Months Words
z27yn Father 15 647
z27yn Father 21 8
z27yn Mother 21 972
z27yn Father 24 812
z27yn Mother 27 904
z27yn Mother 30 735
z27yn Mother 36 916
z28kt Mother 3 555
z28kt Mother 6 564
z29lx Father 12 561
z29lx Father 27 749
z30lh Mother 12 732
z30lh Mother 27 856
z31iz Mother 6 762
z31iz Mother 9 515
z31iz Mother 12 389
z31iz Mother 15 482
z31iz Mother 21 440
z31iz Mother 27 873
z33lh Mother 4 505
z33lh Mother 12 316
z33lh Mother 28 610
z34qd Mother 4 758
z34qd Mother 7 267
z34qd Mother 10 917
z34qd Mother 12 611
z34qd Father 15 57
z34qd Father 18 3
z34qd Mother 18 636
z34qd Father 21 129
z34qd Father 24 112
z36dk Mother 3 885
z37uh Father 12 995
z37uh Father 27 1084
z41zl Mother 3 557
z41zl Mother 6 888
z41zl Father 9 730
z41zl Father 12 703
z41zl Mother 18 623
z41zl Father 21 742
z41zl Father 24 992

Continued on next page

141



7 Appendix A

Table 7.2 – continued from previous page

Child Parent Months Words
z41zl Father 27 960
z41zl Father 33 781
z41zl Mother 36 941
z42on Mother 12 647
z42on Mother 27 731
z45dl Mother 4 1172
z45dl Mother 6 1268
z45dl Mother 9 958
z45dl Father 15 839
z45dl Father 18 1251
z45dl Mother 21 1016
z45dl Mother 24 1212
z49kn Mother 12 726
z53kd Mother 12 620
z53kd Mother 28 743
z60dk Mother 6 480
z60dk Father 12 229
z60dk Father 15 475
z60dk Father 18 554
z60dk Mother 21 475
z60dk Father 24 511
z61sg Mother 12 535
z61sg Mother 27 868
z62it Father 12 507
z62it Father 27 585
z65bn Mother 12 594
z65bn Mother 15 599
z65bn Mother 27 740
z68dk Father 12 368
z68dk Father 27 698
z70dk Mother 12 887
z70dk Father 15 902
z70dk Mother 15 34
z70dk Mother 27 934
z71zk Father 12 673
z71zk Father 27 750
z72rh Mother 12 532
z72rh Mother 27 823
z79sg Mother 12 594
z79sg Mother 27 856
z83dc Father 12 633
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Table 7.2 – continued from previous page

Child Parent Months Words
z83dc Father 27 794
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