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Abstract

In the past decade, machine learning (ML) models have become far
more powerful, and are increasingly being used in many important con-
texts. At the same time, ML models have become more complex, and
harder to understand on their own, which has necessitated an interest
in explainable AI (XAI), a field concerned with ensuring that ML and
other AI system can be understood by human users and practitioners.
One aspect of XAI is the development of ”explainers”, tools that take a
more complex system (here: an ML model) and generate a simpler but
sufficiently accurate model of this system — either globally or locally —
to yield insight into the behaviour of the original system.

As ML models have become more complex and prevalent, concerns
that they may embody and perpetuate harmful social biases have also
risen, with XAI being one proposed tool for bias detection.

This paper investigates the ability of two explainers, LIME and SHAP,
which explain the prediction of potentially more complex models by way
of locally faithful linear models, to detect harmful social bias (here in the
form of the influence of the racial makeup of a neighbourhood on property
values), in a simple experiment involving two kinds of ML models, linear
regression and an ensemble method, trained on the well-known Boston
housing dataset.

The results show that LIME and SHAP appear to be helpful in bias
detection, while also revealing an instance where the explanations do not
quite reflect the workings of the model, while still yielding accurate insight
into the predictions the model makes.
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1 Introduction

On two occasions I have been
asked, — ”Pray, Mr. Babbage, if
you put into the machine wrong
figures, will the right answers
come out?” ... I am not able
rightly to apprehend the kind of
confusion of ideas that could
provoke such a question.

Charles Babbage

1.1 Background

The capabilities and accuracy of machine learning (ML) systems have advanced
considerably in the past decade, with impressive gains in capability seen in par-
ticular by "black-box” systems, i.e. "machine learning models that are (from
a mathematical point of view) very hard to explain and to be understood by
experts in practical domains” [5], such as neural networks or support-vector
machines. This makes it hard to trust the answers such models give us, even if
we are sure that the ”figures we put into the machine” are the right ones and
reflect exactly what we intend, which, given the growing size of data sets used
to train ML models and the many choices involved in gathering and processing
this data even before training begins, is not something we can take for granted.
The widespread use of such black-box systems has given rise to a need for ex-
plainable AI (XAI), an effort to design Al systems the workings of which are
in-and-of-themselves interpretable by relevant human audiences, as well as tools
to generate human-readable explanations for the decisions made by black-box
models.

Two such popular tools for the generation of post-hoc explanations for the be-
haviour of (potentially black-box) ML models are LIMEH [8], short for Local In-
terpretable Model-Agnostic Explanations, which, by perturbing the input data,
locally approximates the model to be explained by an interpretable model. and
SHAPE| [6], an explanatory tool based on the game theoretic concept of Shapley
values. See sections and for more details on the theory behind these
tools.

This widespread adoption of black box ML models in critical decision making
has also given rise to the concern that such models may unwittingly reflect and
reproduce harmful social biases [3], with XAI being one of the proposed tools
for detecting such model bias.

Thttps://github.com/marcotcr/lime
%https://github.com/slundberg/shap
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1.2 Purpose and Research Question

This paper investigates the capabilities of LIME and SHAP to detect harmful
social bias in ML models. To this end, models were trained to predict median
house price based on the data in the publicly available Boston housing datasetﬂ
Two versions of the models were trained, one using the full dataset, and one
ignoring data on the racial demographics of the neighbourhoods. For the data
points for which the predictions of the different model versions differed the most,
LIME and SHAP were used on the predictions of the full model to investigate
whether they identify this racial component as an important factor in the pre-
dictions made.

In order to measure the extent to which model complexity impacts the abilities
of LIME and SHAP to detect this bias, this experiment was repeated using
both linear regression, a simple, inherently explainable model, and an ensemble
method, a more powerful, complex, and not inherently interpretable model that
combines the predictions of several simpler models.

See Section for further description of the models used, and Section [ for
more detail on the experimental setup.

The expected result is that LIME and SHAP will both be able to pick up
on the influence of racial bias on the predictions, and to report that this bias
played a bigger role in the instances where it, given the experiment conditions,
is expected to be a bigger factor. The extent to which the performance differs
between the models, or between LIME and SHAP is not a priori obvious.

In summary: The research question is whether, and if so, how confidently and
reliably, LIME and SHAP can be used to detect harmful social bias in ML mod-
els,.

To investigate this, ML models are trained on two versions of the same dataset,
including and excluding a feature whose influence on the predicted outcome
is taken to indicate bias. For entries for which predictions based on the two
model versions differ the most, LIME and SHAP are used on the full model to
determine whether they can detect the influence of the bias-indicating attribute.

1.3 Delimitations

This paper concerns the usefulness of XAI tools in the detection of socially
harmful bias in machine learning models, and is not directly concerned with
what factors cause such bias, whether in data selection, or model selection or
training, nor with what steps can be taken to mitigate this. Other methods of
detecting such bias are also not covered here.

The ML models employed (linear regression and XGBoost) were used simply as
targets on which to test the bias detection capabilities of XAI, and, other than
making use of the interpretability of linear regression, this paper does only very
briefly discuss performance, advantages or disadvantages of these models.

Shttps://scikit-learn.org/stable/datasets/toy_dataset.html#boston-dataset
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Due to their widespread use and accessibility, LIME and SHAP were chosen as
the X AT tools to be investigated, and while repeating the experiment for other
similar tools would be welcome, this too falls outside the scope of this paper.
It should also be noted that ”the term bias is used in conjunction with machine
learning in many different contexts, and with many different meanings” [3| p.
1]. This paper concerns the detection of bias in the "socially harmful” sense,
as related to discrimination or injustice (and not e.g. in the more general sta-
tistical sense, or as it pertains to the activation function in neural networks),
but even so this use of the term is both broad and at times rather vague. See
Section for more details on what is meant by bias in this context.

Finally, as the presence of bias in the experiment data is quite obvious, the
successful detection of bias by LIME and SHAP under these experimental con-
ditions should not be taken to guarantee their success in more subtle cases.
However, note that a negative result would have been significant: had they
failed to detect bias even here would their usefulness for the task under any
circumstances seriously be called into question.

2 Related work

Several studies have been done examining the performance of different explain-
ability tools in various context. Lin et. al. [4] describes a quantitative method
for evaluating the accuracy of various explainers, including LIME and SHAP,
on image classification models. Ramon, Martens et. al. [7] compare the per-
formance of LIME, SHAP, and SEDC, another explainer, on models trained on
behavioural and textual data. Alvarez-Melis and Jaakkola [I] argue for the im-
portance of, and develop metrics to quantify, the ”robustness” of explanations,
viz. "that similar inputs should give rise to similar explanations”, analyze how
existing explainers, including LIME and SHAP, perform on these metrics, and
”propose ways that robustness can be enforced on existing interpretability ap-
proaches”.

Slack, Hilgard et. al [I0] show how, under adversarial conditions, explainers
that rely on perturbations of the input data to generate explanations can be
fooled to ”craft an arbitrary desired explanation”, and ”demonstrate how ex-
tremely biased (racist) classifiers” can be constructed to ”easily fool popular
explanation techniques such as LIME and SHAP into generating innocuous ex-
planations which do not reflect the underlying biases.” [10, p. 1].

Hellstrém et. al. [3] provide a helpful taxonomy of different forms of, and mean-
ings of the term, bias as it occurs within machine learning, and in the broader
discussion of the effects that the use of machine learning models has on society,
as well as ways of detecting and counteracting the undesirable, pernicious forms
of social bias.

The risk that black-box models may unintentionally and undetectably embody
harmful biases is explored in [9], and is one of the reasons the author argues for
the use of inherently interpretable models in high-stakes decisions instead.



3 Theory

3.1 Bias

A taxonomy of different types and sources of bias is given in [3]. On a broad
level, among sources of bias, the authors distinguish between bias in learning
[3, p. 1-2], e.g. uncertainty bias, causing the classification of less representative
instances to be given higher uncertainty, as the model hasn’t had as many sim-
ilar instances to train on, bias in the world [3 p. 2-3] , also known as historical
bias, i.e relevant aspects of how the world is are themselves already a result of
biased processes, and an accurate model of the world will therefore reflect these
biases, and bias in data generation [3, p. 3-4], such as e.g. biased feature design
or selection bias.

The sources above may all introduce bias into the model, what the authors call
model bias. It is bias present at this level that the explainers examined in this
paper can hopefully help detect. The conditions for assessing model bias given
in [3 p. 5-6] are superficially different from what is used in this paper, in that [3]
formulates the conditions in terms of whether the probability of different model
predictions remain unchanged when conditioning on different values for some
protected attribute A, whereas, as seen in Section EI, the bias condition used
here is based on differences in prediction between a model trained on a data set
containing the protected attribute, and one otherwise identical model trained
on the same data set with the protected attribute (in this case, a function of
the percentage of black residents in a neighbourhood) removed entirely.

Note that the source of bias of concern here is historical bias, i.e. racist atti-
tudes and/or structures that may influence the value of properties based on the
racial demographics of the neighbourhood, when controlling for other factors
(see Section [4] for a description of the attributes included in the data set).
How best to deal with historical bias once detected is a complex topic in its own
right, see e.g. Section 5.3 in [3], and will among other things depend on what
the model is used for — using a historically biased model descriptively, as an
accurate map of a biased territory, can be useful, while using such a model in a
normative manner is more problematic (of course, the line between descriptive
and normative uses of a model is not always clear). However the scope of the
present paper is limited to the efficacy of explainers in bias detection, and does
not make any prescriptions for what to do if bias is encountered.

3.2 LIME

In the paper first introducing LIME, an abbreviation for Local Interpretable
Model-agnostic Explanations, the authors write ” The overall goal of LIME is
to identify an interpretable model over the interpretable representation that
is locally faithful to the classifier” [8, p. 3] (boldface and italics both in the
original).

As the emphasis in the above quote indicates, there are a number of terms that
need to be defined before discussing how LIME is intended to achieve this goal.



Beginning with the question of interpretable representation, the authors note
that:

interpretable explanations need to use a representation that is un-
derstandable to humans, regardless of the actual features used by
the model. For example, a possible interpretable representation for
text classification is a binary vector indicating the presence or ab-
sence of a word, even though the classifier may use more complex
(and incomprehensible) features such as word embeddings.

We denote z € R? be (sic.) the original representation of an in-
stance being explained, and we use z’ € {0, l}dl to denote a binary
vector for its interpretable representation. [, p. 3]

As for explanations, the authors formally define ” explanation” as a model g € G,
"where G is a class of potentially interpretable models, such as linear models,
decision trees, or falling rule lists, i.e. a model g € G can be readily presented
to the user with visual or textual artifacts. The domain of g is {0,1}% , i.e. g
acts over absence/presence of the interpretable components.” [8, p. 3]

Given that not every model in a potentially interpretable class is necessarily
interpretable, the authors define a function Q(g) as a measure of the model’s
complexity, giving as examples ”for decision trees £2(g) may be the depth of the
tree, while for linear models, £2(g) may be the number of non-zero weights” [8]

p- 3.

Another important criterion for explanations is local fidelity. The authors note
that ”although it is often impossible for an explanation to be completely faithful
unless it is the complete description of the model itself, for an explanation to be
meaningful it must at least be locally faithful, i.e. it must correspond to how the
model behaves in the vicinity of the instance being predicted. (...) While global
fidelity would imply local fidelity, identifying globally faithful explanations that
are interpretable remains a challenge for complex models” [8] p. 3].

Finally, it is also preferable that explainers are model agnostic: ”an explainer
should be able to explain any model, and thus be model-agnostic (i.e. treat the
original model as a black box). Apart from the fact that many state-of-the-art
classifiers are not currently interpretable, this also provides flexibility to explain
future classifiers” [8, p. 3].

With these definitions in mind, the choice of which explanatory model ¢ is
the best one is thus determined as follows:

Let the model being explained be denoted f : R? — R. In classifica-
tion, f(z) is the probability (or a binary indicator) that = belongs
to a certain class. We further use 7, (z) as a proximity measure be-
tween an instance z to z, so as to define locality around z. Finally,
let L£(f,g,m:) be a measure of how unfaithful g is in approximating



f in the locality defined by 7.

In order to ensure both interpretability and local fidelity, we must
minimize L(f,g,m,) while having Q(g) be low enough to be inter-
preted by humans. The explanation produced by LIME is obtained
by the following;:

§(z) = argmin L(f, g, m.) + Hg) (1)

This formulation can be used with different explanation families G,
fidelity functions £, and complexity measures ). Here we focus on
sparse linear models as explanations, and on performing the search
using perturbations. [8] p. 3]

3.3 SHAP
3.3.1 Additive feature attribution models

SHAP derives its name from ”SHapley Additive exPlanations” [6] p.1], which
in turn derives its name from concept of Shapley values from cooperative game
theory, which, simply put, is a measure of how important each player in a coop-
erative game is to the final result — here the ”players” are the features in the
data set, and the result of the ”game” is the prediction generated by the model.

Lundberg and Lee begin with the theoretic insight of viewing any explanation
of a model’s prediction as a model itself, which they term an explanation model.
This lets them define the class additive feature attribution methods, which uni-
fies several current methods [6, p.1], including LIME [6, p.2].

The authors define additive feature attribution methods as those that have
an explanation model that is a linear function, g(z’) of binary variables:

M
9(2) =do+ Y _ iz (2)
i=1
where 2’ € {0,1}™, M is the number of simplified features, and ¢; € R [6], p.2]

Although outside the scope of this paper, the authors show that several popular
explanatory models; LIME, DeepLIFT, and Layer-Wise Relevance Propagation
all fall into this class, as do Classic Shapley Value Estimation [6] p.2-3].

3.3.2 Desirable properties

The authors then show that, for this class of models, game theory guarantees
the existence of a single unique solution in the form of Shapley values, with the
following three desirable properties [0}, p.4]



1. Local Accuracy: "When approximating the original model f for a spe-
cific input z, local accuracy requires the explanation model to at least
match the output of f for the simplified input &’ (which corresponds to
the original input z).” Formally:

M
flx)=g(a') = ¢o + Z ¢i] 3)

c.f. the discussion on local fidelity in LIME in Section [3.2

2. Missingness: ”If the simplified inputs represent feature presence, then
missingness requires features missing in the original input to have no im-
pact.”

;=0=¢; =0 (4)

The authors note that LIME also obeys this property.

3. Consistency: ”Consistency states that if a model changes so that some
simplified input’s contribution increases or stays the same regardless of
the other inputs, that input’s attribution should not decrease.”

"Let fo(2") = f(hs(2")), and 2’ \ @ denote setting z/ = 0. For any two
models f and [/, if

fo(Z) = (N 0) 2 fa(2) = fa(2"\ ) (5)
for all inputs 2’ € {0,1}M, then ¢;(f',z) > ¢i(f, x)”

From results in combined cooperative game theory it follows that only one
model g exists that corresponds to the definition in Equation , and satisfies
the properties above, namely where:

ot = 3 R )~ ) ©)

z'Cx’

where |2’| is the number of non-zero entries in 2z’ and z’ C 2’ represents all
z" vectors where the non-zero entries are a subset of the non-zero entries in '
[6, p. 4]. In the game theory literature, these values ¢; are called Shapley values.

The authors thus ”propose SHAP values as a unified measure of feature im-
portance. These are the Shapley values of a conditional expectation func-
tion of the original model; thus, they are the solution to [Equation @] where
f=(2") = f(he(2") = E(f(2)|zs) and S is the set of non-zero indexes in 2'”[6]
p. 4-5]

While ”the exact computation of SHAP values is challenging”, they can be
approximated, and the authors describe two model-agnostic and four model-
specific approximation models[d, p. 5-8].



3.4 Models
3.4.1 Linear regression

Linear regression is a statistical method where the value to be predicted, 7,
is modelled as a linear combination of the feature values (z1,...,2,), plus a
constant term cgp, that is:

n
g =co+ Z CiT; (7)
=1

What the model has to learn is thus the coefficients (co, ..., ¢1) that minimizes
the difference between the predicted value § and the actual value y (as given by
some loss function) across all entries in the training data.

3.4.2 Ensemble method: XGBoost

XGBOOS1E|, 7eXtreme Gradient Boosting”, is an open source, ” scalable machine
learning system for tree boosting” [2, p. 1], which is a type of ensemble model
where an ensemble of weaker models (here: decision trees) are combined to
generate a more sophisticated model, and was, at least at the time of its im-
plementation, highly competitive: ”Take the challenges hosted by the machine
learning competition site Kaggle for example. Among the 29 challenge winning
solutions 3 published at Kaggle’s blog during 2015, 17 solutions used XGBoost.
Among these solutions, eight solely used XGBoost to train the model” [2] p. 1].
The general algorithm for XGBoost is given in Algorithm ﬂ

Essentially, the resulting model is built iteratively, and returns its predictions
as the a sum of the predictions given by the weaker models, weighted in order
to minimize the given loss function.

dhttps://xgboost.ai/
5This formulation of the algorithm was taken from https://en.wikipedia.org/wiki/
XGBoost), accessed 2022-05-17.
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Algorithm 1: The XGBoost algorithm

Input: training set {(z;,v;)}x,, a differentiable loss function

L(y, F(z)), a number of weak learners M, and a learning rate « ;
Initialize a model with constant value:

fo(z) = arg;ﬂin S Ly, 0) ;

for m = 1 to M do
Compute the 'gradients’ and ’hessians’:

R (SL(yu f(xl))

gm(zi) = ] 7
(5f(1’1) f(@)=Ffm_1(x)

. 52L(yz7 f(xl))

h(:) = | —5 -~ ;
O f (w4)? f(@)=Ffm_1(z)

Fit a base learner (or weak learner, e.g. tree) using the training set

N
{xi, —gm((xl))} by solving the optimization problem below:
m\Lq
=1

2
(ﬁm = argmin Zi\; l— ,?m(xz) - qb(sci)} ;
ped P (24)

fm(x) = O‘ém(l‘) ;
Update the model: A
fm(x) = fm—l(z) + .fm(x) 5

(;utput: f(m) = fM(ﬂU) = Z%:o fm(@ ;

4 Method
4.1 Choice of Method

Two machine learning models, linear regression from Python’s scikit-learn
library (an in itself interpretable model), and XGBoost from the xgboost pack-
age, an ensemble method (not in itself interpretable), were trained on the Boston
housing data set to predict MEDV, median home value, on the basis of the other
13 features. See sections and for further descriptions of the models.
The Boston housing data set is described in Setion All code was written in
Python 3 and run inside a Jupyter notebook. Unless otherwise noted, the full
dataset was used as training data, and default parameters were used to train
the models.

Two versions of each model were trained, My using all 13 features, and M\ g
with the feature B, a function of the percentage of black residents, eliminated.
When distinguishing between the linear regression and XGBoost models, as well
as the different versions of each model type, the full set of models are denoted
as Linearg, Linear\p, XGBoosty, and XGBoost\ .

For each model, the 10 entries for which the predictions made by versions M
and M, p differed the most were selected. For each of these entries, LIME and



SHAP were then used to explain the predictions made by M, to determine the
extent to which either tool recognized B as an important feature in shaping
these predictions. As a control, the same procedure was also repeated for the
10 entries for which the difference between the predictions of My and M\ g were
the smallest, to confirm that B was judged a less important factor in explaining
these predictions. These are denoted as the high difference case and low differ-
ence case respectively.

An example of how these explanations look, see Figure |1} showing how both
tools visualize the explanation of the same prediction, in this case the predicted
value of an arbitrary entry made by the linear regression model. Note that for
this prediction, neither model estimate B to have been a particularly influential
feature. The values in these explanations can also be extracted as numerical
data to be processed further.

Finally, the interpretable nature of the linear regression model gives us the abil-
ity to, in this case, get a clear, objective measurement of the accuracy of the
explanations provided by LIME and SHAP, by directly inspecting the coeffi-
cients of the model and corresponding feature values of the relevant entries, to
compare the actual amount each feature really did contribute to the prediction
with the estimates provided by the explanations.

Selecting instances in which My and M p yield different predictions was done
as a model-agnostic way of selecting entries where, when controlling for other
features, the inclusion of B did influence the prediction made by Mj.

This experimental setup was chosen as a ”simplest case” of detecting undesirable
social bias. Good performance in this instance is no guarantee that the tools
will do well in more complex scenarios, however failure to meet even this low
bar would be reason for scepticism about employing said tools in more complex
cases. Of course, in real world use cases, spotting racial bias is rarely as simple
as measuring the effect size of the "race” variable.

Note that, whether the effect of a given feature or set of features constitutes
harmful or undesirable bias is not something that can be determined by any
statistical tests on the data alone, but is rather something which requires real-
world knowledge of the domain which the data describe.

Using the effect of B on home values was done more in the interest of having a
toy example with some level of realism than as a reflection of a belief that reality
is always that simple, c.f. the discussion of prozies in [3] — simply removing,
or not beginning with, any feature explicitly representing a protected category
does not guarantee a lack of bias. Even after removing e.g. the "race” attribute,
"the result may still be biased with respect to race, if other features are strongly
correlated with race and therefor act as proxies for race in the learning” [3, p.
3]. Incidentally, [8] uses a similar methodology in evaluating whether LIME can
help detecting the influence on untrustworthy attributes on model predictions,
where some features are arbitrarily chosen to be "untrustworthy” (rather than
"biased”) [8, p. 6].

10
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(b) Visual explanation generated by SHAP

Figure 1: Example visualization of explanations generated by LIME and SHAP
respectively. Both of these explanations are of the same prediction generated
by the linear regression model.
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4.2 The Boston Housing Data Set

And this is good old Boston,

The home of the bean and the
cod,

Where the Lowells talk to the
Cabots,

And the Cabots talk only to God.

Dr. John Collins Bossidy

Table 1: The features of the Boston Housing dataset. The feature names and
their descriptions are those included with the dataset.

Feature | Description

CRIM per capita crime rate by town

ZN proportion of residential land zoned for lots over 25,000 sq.ft.
INDUS proportion of non-retail business acres per town

CHAS Charles River dummy variable (= 1 if tract bounds river; 0 otherwise)
NOX nitric oxides concentration (parts per 10 million)

RM average number of rooms per dwelling

AGE proportion of owner-occupied units built prior to 1940

DIS weighted distances to five Boston employment centres

RAD index of accessibility to radial highways

TAX full-value property-tax rate per $10,000

PTRATIO | pupil-teacher ratio by town

B 1000(Bk — 0.63)? where Bk is the proportion of blacks by town
LSTAT % lower status of the population

MEDV Median value of owner-occupied homes in $1000’s

The Boston housing data set dates back to work done by the U.S. Census
Bureau in 1978, and is an old, well-known standard data set in machine learning;
and was chosen largely due to this familiar nature, ease of use and accessibility.
The data set comprises 506 entries, representing different neighbourhoods, with
fourteen features each (see Table [I] for a full description), out of these, models
are typically, as in the present case, trained to predict the final feautre, MEDV
on the basis of the other thirteen[f]

Of particular interest here is the feature B, the influence of which on MEDV
in the experiment will be considered a sign of racial bias. Note that B is not
simply a measure of the percentage of black residents in each area, but rather

6 According to at least one source (https://towardsdatascience.com/
things-you-didnt-know-about-the-boston-housing-dataset-2e87a6£f960e8), the Cen-
sus Bureu capped the value for MEDV at 50, and median home values for entries listed as
such may in fact be higher. If so, this would explain the high number of entries with an
MEDV of exactly 50, as seen in Figure

12
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a quadratic function of this number. This function is shown in Figure [2] and as
is evident from this graph, different percentages of black residents may result
in the same value of B. However note that values above 139.6 can only occur in
the left-hand part of the graph. For values above this, a higher value of B can
straight-forwardly be interpreted as a lower fraction of black residents, and as
seen in Figure most entries in the data set fall into this range.

Figure 3] shows a histogram of the entries with different values of B in the data
set, as well as scatter-plots illustrating the relationship between B and MEDV.
Two observations are immediately obvious from this — first, the vast majority
of samples have very high values for B (a low percentage of black residents),
and secondly, while all MEDV-values are present for entries with high B-values,
for low values of B, only low to moderate MEDV-values are present.

400 4

350 A

300 A

250

200 A

150 1

Value of B in data set

100 4

50

T T T T
0.0 0.2 0.4 0.6 0.8 1.0
Proportion of black residensts by town

Figure 2: Graph of B as a function of the proportion of black residents.
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Figure 3: The distribution of B and correlation with MEDYV in the data set

5 Results and analysis

5.1 Results

It might be of interest to first say a few words about the predictive accuracy
of the models themselves, before moving on to their explanations as given by
LIME and SHAP.

As expected, XGBoost was more accurate than linear regression. For both
models, the version trained on the full data set (including B) was slightly more
accurate. The mean, median and variance of the prediction errors, i.e. the
(absolute values of the) difference between predicted and actual values, for each
model are reported in Table As a control, this table also includes values
for Random, a model that, as a ”prediction”, simply returns a random MEDV
value from the data set, and Roomie, a model that predicts MEDV based on a
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Table 2: Comparison of prediction errors between the models

Model: Mean error: | Median error: | Error variance:
Linearg 3.271 2.452 11.218
Linear\ p 3.356 2.490 11.187
XGBoosty 1.157 0.944 0.912
XGBoost\ g 1.244 1.033 1.002
Random 9.713 7.1 73.793
Roomie 4.448 2.850 23.865

linear best-fit with the feature RM alone.

As linear regression is itself an interpretable model, we can inspect the model
to see what its actual coefficients are, which lets us check the accuracy of the
explanations generated by LIME and SHAP. These coefficient values can be
found in Table Bl

As can be seen from this table, the apparently most dramatic difference between
Linearg and Linear\ g is that the latter regards AGE as 421% more important.
However, note that, as the coefficient is still only 0.0036 and AGE only ranges
from 0-100, this is still in practice a very minor effect. The other most significant
differences are that Linear\p adds a 14% higher constant value, and regards
INDUS as 34% less important and CRIM as 12% more important. In no case
did the sign of a coefficient (positive or negative) change.

The impact B had on the predictions made by both models, as estimated by
LIME and SHAP, are given as scatter plots for the full data set in in Figure
For the linear regression model, the actual impact, as given by the model
coefficient, is also shown.

Tables [5] and [6] contain data about interpretation of the entries for which the
predicted value differed the most and least for models trained on data with and
without B. The meaning of the columns of these tables are given in Table

5.2 Analysis

As expected, for both the linear regression and XGBoost case, both LIME and
SHAP assigned a higher importance to B in the high difference cases (tables
and @, than in the low difference ones (tables [5b| and . Given acceptance
of the premise that splitting the predictions of My into high- and low difference
cases by comparison to the predictions of M\ g is an effective way of identifying
cases where B played an important role in the prediction of M, this strength-
ens the confidence that LIME and SHAP can be useful in identifying potentially
harmful bias in machine learning models.

As is evident from Figure fa] SHAP correctly identified the relationship be-
tween B and the predicted value as a linear one, while LIME did not. While the
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The impact of B on the linear regression model predictions.
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Figure 4: The impacts of B on the predictions made by the linear regression
and XGBoost models.
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Table 3: Actual coefficients of the linear regression models.

Attribute | Coeflicients Lineary | Coefficients Linear g Change
CRIM —0.10801 —0.12139 12.39 %
ZN 0.046 420 0.046 963 1.17 %
INDUS 0.020 559 0.013 468 34.49 %
CHAS 2.6867 2.8400 5.70 %
NOX —17.767 —18.758 5.58 %
RM 3.8099 3.6581 3.96 %
AGE 0.000 692 22 0.0036107 421.61 %
DIS —1.4755 —1.4908 1.03 %
RAD 0.306 05 0.28940 5.44 %
TAX —0.012335 —0.012682 2.82 %
PTRATIO —0.95275 —0.93753 1.60 %
B 0.0093117 N/A N/A
LSTAT —0.52476 —0.55202 5.19 %
Constant 36.459 41.617 14.15 %

impacts estimated by SHAP very closely follow a clear trend line with a slope
very similar to that of the actual impact, although shifted down (going from
very negative to neutral or slightly positive as B increases, rather than from
neutral to positive, as does the actual impact), the clearest trend visible for
LIME is that very high B-values (such as those seen in the low difference case)
are given neutral to modestly positive impacts generally in the range between
1 and 0, while all others are given a modestly negative impact generally in the
range between -1 to -2. This gives clear evidence that SHAP’s explanation of
the linear regression model is far more accuratd’}

The trends shown in the plot for the XGBoost model in Figure [Ib] are less clear.
Here too, LIME estimates a more positive impact for very high B-values and
mostly similar impacts for all others, although the picture is not quite as clear-
cut. XGBoost differs mainly in estimating far more negative impacts for the
lowest B-values, and slightly more positive impacts for more moderate ones, and
does not suggest that the impact of B follows a linear pattern.

One surprising result from the inspecting the linear regression model is that,
contrary to the explanations delivered by LIME and SHAP, B actually had far
lower impact on the predictions in the high difference case than in the low dif-
ference one.

As can be seen in table[] the entries in the low difference case all had high val-
ues for B (between 376.57 and 396.9, which is indeed the theoretical maximum
for this value), while the entries in the high difference case had significantly
lower, and more varied values (between 0.32 and 70.8). Given the way linear
regression works, with greater (absolute) value of a feature comes greater effect

7Graphing the values SHAP give for the impact of other features on the linear regression
model also show a linear relationship.
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Table 4: Meaning of the columns in tables [5| and |§|

The index of the entry in the Boston housing data set (the order

Entry #: is the one given when downloading the data set, indexing starts
at 0).
B: The value of B for this entry in the data set.

The (actual, not predicted) value of MEDV for this entry in the
MEDV: data set.

Predicted value of MEDV for this entry by My, a model trained
Py: on the full data set.

Predicted value of MEDV for this entry by M\p, a model
P\ p: trained on a data set lacking the feature B.

The estimated impact that the value of B for this entry had on
Inrve(B): | the prediction Py, according to LIME.

The estimated impact that the value of B for this entry had on
Isgap(B): | the prediction Py, according to SHAP.

The actual impact that the value of B for this entry had on Pp,
as evident by inspecting the model itself. Note that this value
Iy(B): is only available for the linear regression case, where it is always
equal to B * 0.00931... (i.e. the coefficient for B given in Table

B)

on the prediction, in this case a positive one, showing that the linear model does
indeed predict lower home values in neighbourhoods with a higher number of
black residents based on this factor alone, confirming the suspicion of historical
bias in the model.

Interestingly both LIME and SHAP explained this effect of higher predictions
for higher values of B as instead lower predictions for lower values of B, in
the case of SHAP, by essentially shifting the line given by the linear regression
model down, and in the case of LIME, by giving similar, negative impacts to
all but the highest values of B. That LIME and SHAP can do this, while still
delivering their explanations in the form of a linear model, is explained by the
way these models first transform the input data. As explained in sections [3.2
and [3.3] LIME and SHAP both first convert the attributes of each entry in the
data set into a vector of binary variables, which for a numeric feature such as B
means turning it into a sequence of binary variables indicating the presence of
a value within a certain range, e.g: B = 203 = [...(195 < B < 200 : 0), (200 <
B < 205:1),(205 < B < 210 : O)E This lets LIME and SHAP associate
larger negative coeflicients with variables indicating low B-values, and smaller
coefficients for variables indicating a higher value.

In some sense this is the "wrong” explanation, but it does still accurately hint

8These are not necessarily the exact range partitionings used by either LIME or SHAP,
but merely an illustration.
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Table 5: The ten entries in the Boston housing dataset for which there was
the greatest and smallest differences respectively between the MEDV value pre-
dicted by by the linear regression model trained the full data set, and the one
trained on data without the feature B.

(a) Entries with the greatest difference between Py and P\ g

Entry # B MEDV Po P\B ILUWE(B) ISHAP(B) Io(B)
102 70.8 18.6 19.790 | 22.757 —1.68 —2.72 0.659
424 3.65 11.7 14.626 17.464 —1.83 —-3.73 0.034
457 3.5 13.5 12.876 15.563 —1.73 —3.37 0.033
450 0.32 13.4 16.523 19.164 —1.45 —-3.4 0.003
423 2.52 13.4 13.175 15.811 —1.48 —3.38 0.024
466 22.01 | 19.0 14.375 17.009 —1.35 —3.27 0.205
456 10.48 | 12.7 12.687 15.319 —1.66 -3.3 0.098
426 24.65 10.2 16.346 18.91 —-1.75 —-3.17 0.23
410 2.6 15.0 15.223 17.750 —1.18 —3.38 0.024
454 6.68 | 14.9 15.280 17.795 —1.72 —3.34 0.062
(b) Entries with the smallest difference between Py and P\ g
Entry # B MEDV Po P\B ILIME(B) ISHAP(B) Io(B)
20 376.57 13.6 12.524 12.524 0.47 0.11 3.51
348 390.94 24.5 27.542 27.542 0.38 0.24 3.64
285 394.72 22.0 27.357 | 27.357 0.59 0.28 3.68
15 395.62 19.9 19.297 19.299 0.56 0.28 3.68
70 383.73 24.2 25.201 25.200 0.16 0.17 3.57
340 396.9 18.7 21.429 | 21.428 0.95 0.3 3.7
255 395.18 20.9 21.696 | 21.698 0.24 0.28 3.68
193 393.37 31.1 32.113 32.115 0.65 0.26 3.66
334 389.4 20.7 21.555 | 21.558 0.6 0.23 3.63
270 388.65 21.1 22.303 22.307 0.29 0.22 3.62
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Table 6: The ten entries in the Boston housing dataset for which there was
the greatest and smallest differences respectively between the MEDV value pre-
dicted by by the XGBoost model trained the full data set, and the one trained
on data without the feature B.

(a) Entries with the greatest difference between Py and P\ g

Entry # B MEDV Po P\B ILUWE(B) ISHAP(B)
102 70.8 18.6 18.169 20.752 —0.51 —2.43
156 88.63 13.1 13.675 15.719 —0.60 —2.47
455 50.92 14.1 14.732 16.639 —0.31 —2.12
433 100.19 14.3 14.732 16.639 —0.42 —2.12
432 97.95 16.1 18.155 20.039 —0.82 —2.75
434 100.63 11.7 12.999 14.824 —0.61 —2.48
399 338.16 6.3 10.246 8.438 —0.48 —0.19
360 374.56 25.0 24.304 22.600 —0.20 1.13
466 22.01 19.0 16.169 17.868 —0.63 —2.20
473 374.68 29.8 27.289 25.655 —0.61 1.14

(b) Entries with the smallest difference between Py and P\ g

Entry # B MEDV P() P\B ILUWE(B) ISHAP(B)
448 396.9 14.1 14.941 14.941 —0.12 —0.07
258 383.29 36.0 36.054 36.058 0.26 0.27
2 392.83 34.7 34.576 34.572 0.44 0.28
320 396.9 23.8 23.331 23.336 —0.01 —0.02
321 396.9 23.1 23.331 23.336 —0.06 —0.02
189 396.9 34.9 33.836 33.830 —0.40 0.07
328 382.44 19.3 19.862 19.856 0.29 0.09
165 240.16 25.0 22.831 22.825 —0.67 —0.31
314 395.69 23.8 23.388 23.380 0.28 0.15
331 394.02 17.1 18.253 18.243 0.29 0.34
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at what is going on in the linear model. The fact that the large negative im-
pacts suggested by SHAP in the high difference case (-2.27 to -3.38), compared
to those of LIME (-1.18 to -1.72), do more closely match the magnitude of the
large positive impact given by the linear model in the small difference case (3.51
to 3.7), might tentatively suggest that SHAP gives a more accurate picture than
LIME of the amount of bias present in the model.

While it’s a matter of definition that the predictions of Linearo and Linear g
differed more in the high difference case, it is worth noting that in all these cases
Linear\ p predicted a higher value than Linearq, which for all entries other than
466 resulted in a worse prediction. The prediction errors for the linear models
for the small and big difference cases, as compared to the full data set, are given
in Table [} Note that while both models performed better than their average
total performance for the small differences set and Lineary also performed bet-
ter than average on the big differences set, Linear\p did worse than average
on the big differences set (variance being far higher for the total performance is
presumably just a result of this measure encompassing many more data points,
and not an indication of anything significant.).

Given that low values for B were uncommon in the data set, and that Linearg
indeed used B to predict a relatively lower value for these entries, it intuitively
makes sense that Linear\ p particularly struggled with and overvalued these
entries, while a detailed analysis of the mechanism behind this effect is outside
the scope of this paper.

Table 7: Comparison of prediction errors for the linear model between high and
low difference cases

Model and data set: Mean error: | Median error: | Error variance:
Lineary (full data set) 3.271 2.452 11.218
Linear\ g (full data set) 3.356 2.490 11.187
Linearq (10 big difference entries) 1.947 0.907 4.622
Linear\p (10 big difference entries) 3.912 2.823 4.818
Linearqy (10 small difference entries) 1.768 1.044 2.280
Linear\ g (10 small difference entries) 1.768 1.046 2.279

As can be seen in Table[6al Both LIME and SHAP estimate that B had a smaller
impact in the high difference case for XGBoost, than in the linear model high
difference case. While values estimated by LIME are all in a fairly narrow range,
between -0.12 to -0.82, the values reported by SHAP are both larger and more
varied, most of them ranging between -2.12 to -2.75, but also including a smaller
negative impact of -0.19, and two significant positive impacts of 1.11 and 1.13.
Notably these impacts were for entries with higher B-values than the others in
this set (338 for the -0.19 one, and 371 for both positive ones).

The B-values of entries in the XGBoost high difference set are also more varied
than those of the linear set, most of them still pretty low, though none lower
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than 22, and, as previously noted, also including a few relatively high numbers.
In the low difference set, all entries but one have B-values above 380, which are
estimated by both LIME and SHAP to have had fairly minor, both positive and
negative effects (-0.12 to 0.29 by LIME, and -0.07 to 0.31 by SHAP). The final
entry has a B-value of 210.16, which LIME gives an impact of -0.67 and SHAP
-0.31.

Without being able to directly inspect the model, as in the linear regression
case, it is hard to know how accurate these estimates are, but confidence in
them is increased somewhat in that both explainers offer substantially the same
explanation here, other than LIME estimating a larger negative impact of low
B-values in the high difference case, and giving a positive impact to some high
B-values. Given that XGBoost\ g came to a higher estimate than X G Boostg
for most high difference entries where SHAP had estimated a large negative
impact of B, and lower estimates for both entries where SHAP estimated a pos-
itive impact, it is tempting to suspect that SHAP was more accurate in these
explanations.

6 Discussion

6.1 Interpretation of Results

In my view, these results somewhat strengthen the confidence that explainers
like LIME and SHAP can be useful in detecting harmful bias in ML models.
However they also raise some questions about the fidelity of these explanations,
particularly in regard to how, in the linear regression case, both LIME and
SHAP explained the positive impact of high B-values as a negative impact of
low B-values. Fully understanding the mechanism behind this effect and un-
der what conditions it appears could yield further insight into the workings of
additive feature attribution models like LIME and SHAP, and give greater con-
fidence in when and how they can be trusted.

The fact that the explainers reported a smaller effect of B for the XGBoost
model than for linear regression needs interpreting. On the one hand, one could
take it to suggest that, while both models were equally biased, LIME and SHAP
were not as sensitive to this bias in the more complex XGBoost model, which
doesn’t bode well for the ability of these tools to detect bias in more complex
models in general. On the other hand, this could be interpreted as the XG-
Boost model being less biased (in the sense of its predictions overall being less
influenced by the feature B), and that the tools are simply reporting on this
correctly. A more thorough analysis of the data or further experiments could
help answer this with greater certainty, but presently I suspect the latter case is
more likely, on the basis that, on average, the differences were smaller between
the predictions of XGBoostg and X G Boost\ g than between those of Linearg
and Linear\ g.

Similarly, there is the matter of interpreting the differences in estimated im-
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pacts of B between LIME and SHAP. Here I am somewhat more confident that
SHAP is more accurate, as its estimates on average more closely matched the
difference between My and M\ p for both linear regression and XGBoost, and
that the largest estimates for linear regression were more similar to the largest
impact possible given the coefficient for B of the linear regression model.

6.2 Limitations

Barring any methodological mistakes, there are two main factors limiting the
applicability of the results herein to more complex, real-world cases.

Firstly, the Boston housing data set is rather small and simple, and its historical
bias is, as I hope to have illustrated, quite obvious. The extent to which these
results generalise to different kinds of data sets and more subtle forms of bias
presently remains an open question.

Secondly, there is the question of how well the results generalize across different
machine learning models. Although both LIME and SHAP have been used for
explaining the behaviour of more complex models like deep neural networks and
support vector machines, and in any case treat the model to be explained as a
black box and do not make any assumptions about its internal workings, the
fact remains that more complex models permit more fine grained predictions,
allowing for the possibility that the model might be biased in ways that are too
subtle for these tools to detect.

It is also important to note that these results apply only to the "normal” case of
models trained mainly to maximize prediction accuracy according to some loss
function, and have no bearing on the adversarial case described in [I0], which
is worth bearing in mind when considering the social ramifications of adopting
ML models for important decisions.

6.3 Conclusion and Future Work

LIME and SHAP both estimated that B had a higher impact for the high differ-
ence than the low difference entries, although the effect was somewhat stronger
for the linear regression model. Overall this suggests that they are helpful tools
for the detection of harmful bias in machine learning models.

Further investigation into the usefulness of explainers like LIME and SHAP
on bias detection in larger and more complex models would be welcome. Mov-
ing beyond tabular data and investigating models for, in particular, natural
language processing and image processing would be particularly welcome, as
these are both more subtle domains where bias may be not as readily apparent
and harder to quantify, as well as areas where the deployment of machine learn-
ing models lave a large and growing social impact.

Additionally, further studies on the behaviour of these explainers when applied
to simple, inherently understandable models could help yield further insight into
the behaviour and reliability of the explainers themselves. Introducing various
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known errors or distortions into such models and investigating the capability
of explainers to identify these would increase our confidence in these tools in
identifying similar problems in more complex models where they would not be
as readily apparent to a human observer.
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