Degree project in Financial Mathematics

Second cycle, 30 HP

Using Gradient Boosting to Identify
Pricing Errors in GLM-Based Tariffs
for Non-life Insurance

FELIX GREBERG AND ANDREAS RYLANDER

Stockholm, Sweden 2022




Abstract

Most non-life insurers and many creditors use regressions, more specifically
Generalized Linear Models (GLM), to price their liabilities. One limitation with GLMs
is that interactions between predictors are handled manually, which makes finding
interactions a tedious and time-consuming task. This increases the cost of rate making
and, more importantly, actuaries can miss important interactions resulting in sub-
optimal customer prices. Several papers have shown that Gradient Tree Boosting
can outperform GLMs in insurance pricing since it handles interactions automatically.
Insurers and creditors are however reluctant to use so-called "Black-Box” solutions for
both regulatory and technical reasons. Tree-based methods have been used to identify
pricing errors in regressions, albeit only as ad-hoc solutions. The authors instead
propose a systematic approach to automatically identify and evaluate interactions
between predictors before adding them to a traditional GLM. The model can be used
in three different ways: Firstly, it can create a table of statistically significant candidate
interactions to add to a GLM. Secondly, it can automatically and iteratively add new
interactions to an old GLM until no more statistically significant interactions can be
found. Lastly, it can automatically create a new GLM without an existing pricing model.
All approaches are tested on two motor insurance data sets from a Nordic P&C insurer
and the results show that all methods outperform the original GLMs. Although the two
iterative modes perform better than the first, insurers are recommended to mainly use
the first mode since this results in a reasonable trade-off between automating processes
and leveraging actuaries’ professional judgment.
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Sammanfattning

De flesta skadeforsakringsbolag och méanga langivare anviander regressioner, mer
specifikt generaliserade linjaira modeller (GLM), for att prissitta sina skulder. En
begrasning med GLM:er ar att interaktioner mellan exogena variabler hanteras
manuellt, vilket innebar att hanteringen av dessa ar tidskravande. Detta paverkar
forsakringsbolags 1onsamhet pa flera siatt. For det forsta okar kostnaderna for att
skapa tariffer och for det andra kan aktuarier missa viktiga interaktioner, vilket
resulterar i suboptimala kundpriser. Tidigare forskning visar att Gradient Boosting
kan overtraffa GLM:er inom forsakringsprissittning eftersom denna metod hanterar
interaktioner automatiskt. Forsidkringsbolag och kreditgivare ar dock motvilliga till
att anvanda sa kallade "Black-box-l6sningar” pa grund av bade regulatoriska och
tekniska skal. Tradbaserade metoder har tidigare anvants for att hitta felprissattningar
i regressioner, dock endast genom situationsanpassade 16sningar. Forfattarna foreslar
istallet en systematisk metod for att automatiskt identifiera och evaluera interaktioner
innan de inkluderas i en traditionell GLM. Modellen kan anvindas pa tre olika
satt: Forst och framst kan den anviandas for att skapa en tabell med statistiskt
signifikanta interaktioner att addera till en existerande GLM. Utover detta kan den
iterativt och automatiskt 1agga till sidana interaktioner tills inga fler aterstar. Slutligen
kan modellen ocksad anviandas for att skapa en helt ny GLM fran grunden, utan en
existerande prissattningsmodell. Metoderna testas pa tva motorforsiakringsdataset
fran ett nordiskt skadeforsakringsbolag och resultaten visar att alla oOvertraffar
originalregressionen. Aven om de tvi iterativa metoderna overtriffar den forsta
metoden rekommenderas forsiakringsbolag att anvidnda den forsta metoden. Detta
eftersom den resulterar i en rimlig avvagning mellan att automatisera processer och
att nyttja aktuariers omdomesformaga.

Titel

Identifiering av felprissattningar i GLM-baserade skadeforsiakringstariffer genom
Gradient boosting
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Nomenclature

Claim cost

Claim frequency
Claim severity
Exposure

Gross premium
Insurer

Non — life insurance

Normalized risk ratio

Policyholder

Pure premium

Rate making

Risk ratio

Tariff

Payment from insurer to policy holder
Number of claims per time unit

Average cost per claim

Duration in years of an insurance contract
Policy price

Issuer of insurance contract

Property & Casualty insurance

Claim cost in relation to pure premium, i.e.

Claim cost

Normalized risk ratio = .
Pure premium

Purchaser of insurance contract

Average cost per time period, i.e.

Pure premium = Claim frequency x Claim severity

Insurance pricing

Claim cost in relation to gross premium, i.e.

Claim cost

Risk ratio = :
Gross premium

Pricing model
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1 INTRODUCTION

1 Introduction

1.1 Background

To stay profitable, Property and Casualty (P&C) insurers need to differentiate their
pricing. In other words, different policyholders (i.e. purchasers of insurance contracts)
are offered different gross premiums based on their expected claim cost.! If an
insurer fails to create a tariff that reflects their policyholders’ risks, the insurer
would attract risky customers with too low premiums and lose non-risky customers
with too high premiums to competing firms [1]. Naturally, this would increase the
insurer’s risk ratio, defined as claim cost in relation to premium, and thus decrease
profitability. Moreover, if an insurer is better than its competitors at creating fair
price differentiation, the insurer would attract highly profitable policyholders from
competitors. Thus, using better statistical models can be a significant competitive
advantage in the highly competitive and price sensitive P&C market.

The Generalized Linear Model (GLM) has been the leading statistical tool in non-life
rate making since the mid 90’s [1], [2]. Claim frequency, i.e. the expected number of
claims for a policyholder per exposure unit, is often modeled as a Poisson process in a
separate regression [3]. Claim severity, i.e. the expected average claim size, is assumed
to follow a Gamma distribution and is also modeled as a separate GLM regression [3].
Furthermore, some non-life insurers instead use a single Tweedie Compound Poisson
GLM regression to calculate the pure premium, i.e. the fair price of the insurance
contract, in a single regression [1]. The gross premium is then calculated by dividing
the pure premium by the target risk ratio.

In a similar setting, creditors often use GLMs to model the default risk of debtors
over a specified time period (usually one year) [4]. The default risk is then used
to calculate the fair value of a loan. The usefulness of the fair value is twofold; to
differentiate interest rates and to help determine if an applicant should be approved
or not. If failing to differentiate pricing, a creditor will attract high-risk debtors and
lose low-risk debtors. Hence, both creditors and insurers will benefit from adequate
price differentiation. However, a disadvantage with GLMs is that interactions between
predictors are handled manually, which is time-consuming and thus expensive for
insurers and creditors when many predictors are involved [2], [5]. Furthermore, non-
trivial interactions are often missed [2]. This indicates a need for further research
to improve price differentiation methods to mitigate faulty pricing, for instance by
developing GLMs that take such interactions into account.

Insurers may incorporate other factors than expected claim cost in their rate making. These factors
are however not discussed in this thesis.
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Nevertheless, both regulatory and technical limitations make GLMs advantageous
over machine learning methods for insurers and creditors regardless of their
lower predictive power. Firstly, tariffs are often implemented in simple web
applications based on lightweight models, and GLM regressions require significantly
less computing power than, for instance, Gradient Boosting. Secondly and more
importantly, the EU’s General Data Protection Regulation (GDPR) includes a Right
to explanation section which regulates the use of “Black-box” solutions for pricing
purposes [6].

Additionally, an advantage with GLMs is their descriptive value, as it simplifies the
visualization of how price/risk is calculated and which factors that influence the price.
From the perspective of policyholders and debtors, this is beneficial since it facilitates
understanding of why the premium or interest rate is set at a certain level, especially
when they are set relatively high or low. Henckaerts, Coté, Antonio, et al. [7] argue
that while Gradient Boosting outperforms state-of-the-art actuarial models, it may be
impossible to implement for non-life insurers due to regulatory reasons. Nevertheless,
it is argued that Gradient Boosting may be used by non-life insurers to learn valuable
information, which can then be used to create better GLM-based pricing models that
are compliant with, for instance, filing requirements [7]. More specifically, the authors
argue that:

"The gradient boosting machine can be used to discover the important
variables and interactions between those variables, which can then be
included in a GLM for deployment.” Henckaerts, Coté, Antonio, et al. [7,

p-278]

Using machine learning to identify faulty pricing in regression-based pricing models
is not a novel idea in itself; for instance, a retail bank currently uses machine
learning to identify areas for improvements in their regression-based credit card
default probability model [8]. In their case, the improved regression model is superior
to the original regression model but somewhat inferior to the pure machine learning
model [8]. Similar methods are often used for ad-hoc analyses when the insurer or
creditor realizes the difficulty of implementing machine learning models, due to either
technical or regulatory reasons. Using a different procedure, we develop a systematic
approach, utilizing ensemble tree-based methods, to boost GLM-based pricing models
and automatically suggest improvements, taking identified predictor interactions into
account.
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1.2 Objectives

The purpose of this thesis is to evaluate if tree-based machine learning methods can
be used to find non-randomness in the residuals from GLM-based pricing models,
and if such boosting insights can be used to identify missed interactions between
predictors causing faulty pricing. In other words, the tree-based model would be used
to iteratively improve GLM-based pricing models. Thus, this method would allow
insurers and creditors to leverage the predictive power of tree-based machine learning
methods, while still applying GLM-based pricing models in production. Using this
method would not only improve price differentiation but would also reduce the amount
of manual work involved in rate making since finding interactions between predictors
is a time-consuming task [2]. More specifically, this thesis aims to answer the following
research questions

« Research Question 1 (RQ 1): Can tree-based machine learning methods be
used to identify pricing errors in GLM-based pricing models to improve the
predictive power of the original tariff?

« Research Question 2 (RQ 2): Can an automatic and iterative process that
considers such pricing errors in GLM-based pricing models be implemented to
improve the predictive power of the original tariff?

1.3 Limitations

The method is evaluated on real-world data from a Nordic P&C insurer, including
claims data, gross premiums, and a set of different features describing policyholders.
Using real-world data enables the application of a realistic perspective to this research
topic. However, it also requires us to pseudonymize predictors to protect private
information, resulting in reduced transparency. Furthermore, for the same reasons,
the code will not be published.

While creditors and non-life insurers use similar pricing models, this method will only
be tested on data sets from an insurer. Nevertheless, the implications and use cases of
this proposed method should be similar in both settings.

1.4 Outline
This thesis includes five additional sections, following the structure shown below:
+ Section 2: Theoretical Background

« Section 3: Methodology
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 Section 4: Results
« Section 5: Discussion
 Section 6: Conclusion

In Section 2, relevant theory is introduced and referred to. Following this, the
methodology used to achieve the results of this thesis is described in Section 3.
The results are then presented in Section 4 concerning the earlier stated research
questions. In Section 5, the obtained results are discussed with respect to implications,
considerations, and potential limitations. In addition, recommendations regarding
further research are made. Finally, Section 6 consists of conclusions that can be drawn
from the results and the discussion.
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2 Theoretical Background

This section is divided into four parts. Firstly, the GLM is introduced. Secondly, tree-
based machine learning methods are presented and specifically Gradient Boosting.
Thirdly, statistical methods used in non-life rate making are covered. Finally, model
evaluation metrics in actuarial science are presented.

2.1 Generalized Linear Models

The Generalized Linear Model (GLM) is a family of regression models that unifies
regression and experimental design models by combining usual normal-theory linear
regression and non-linear models. By a key assumption in the GLM, the response
variable distribution belongs to the family of exponential distributions including, for
instance, the normal, binomial, Poisson, inverse normal, exponential, and gamma
distributions. The general form of the density function of such distributions is the
following

f (i, 0i,0) = exp {[yib; — b(0)]/a(®) + h(yi, )}, (1)

for observations y;, where 6; is the natural location parameter dependent on 7 and ¢
is a scale parameter. Moreover, a(¢) can be replaced by ¢/w;, where w; is the weight
corresponding to observation y;. In the insurance industry, common measures for the
weights are the exposure or the number of claims. Both 4(-), and (-) are known, where
the former is called the cumulant function and is twice differentiable, and the latter is
a normalization function. Together, the functions a(-), b(-), and A(:) determine the
distribution [9]. Furthermore, the mean and variance for members of the exponential

family is given by
db(6;
p=Ely = d(e-)’ (2)
d*b(0; d
Var(y) = i ale) = Gralo). 3

The aim of a GLM is to find a linear model representing the expected value of the
response variable through an appropriate function. If »; is the linear predictor given
by

i = g(Ely]) = g(p) = xi8. 4)

Then, the expected response is simply

E(y:) = g~ '(n:) = g7 (xB), (5)
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where ¢(-) is called the link function, linking the linear predictor and the expected
response. Hence, there are two fundamental components to a GLM, in terms of the
response distribution and the link function. Selection of the link function is similar
to choosing a transformation on the response variable, except for using the natural
distribution of the response. Properly choosing the link function is critical in avoiding
significant problems with a GLM, just as an appropriate transformation is essential to
avoid problems in a fitted linear model [10].

2.2 Tree Based Machine Learning Methods

Regression and classification trees are supervised machine learning algorithms that
aim to predict a dependent variable by partitioning data into an arbitrary amount
of subsets. For classification, most algorithms use the most common class in each
subset to classify new observations [11]. Regression trees are used when the dependent
variable is a numeric value, and in that case, the sample mean of the dependent variable
in each subset is sometimes used to predict new values [11]. Thus, this method results
in a piece-wise constant regression model.

Most machine learning methods for constructing trees use greedy algorithms, meaning
that they do not guarantee a globally optimal solution [11]. Instead, such algorithms
partition the data set in steps based on what partition that is optimal in itself.
Classification trees typically use the number of misclassifications as a loss function,
while regression trees use the mean squared error [11].

Tree-based regression methods are often praised for their ability to model interactions
between predictors [12]. Also, the model class can handle non-linear relationships
between the predictors and the response [12]. Methods using a single tree are
advantageous due to their descriptive value; it simplifies the understanding of how the
predicted value was determined. Unfortunately, the predictive performance of non-
ensemble trees is often relatively poor, see for instance Austin [13].

2.21 Gradient Tree Boosting

Gradient Boosting is a boosting ensemble method, meaning that it combines several
relatively weak learners sequentially to produce more accurate predictions. It is one of
the most successful statistical methods for non-parametric regression [3].

In Algorithm 1, x; is the i:th vector of features, y; is the i:th true response, F,,(x) is the
m:th prediction function, L is an arbitrary first order differentiable loss function, ¢; ,,, is
the so called pseudo residuals and p,, is the m:th learning rate. The function h(x, a) is
the prediction function of an arbitrary base learner given features x and parameters a.
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Algorithm 1 Gradient Boosting [14, Algorithm 1]
1: Fy(x) = argmin, Zf\il L(yi, p)

2: form + 1to M do

OL(yi, F(x:))

3: Qi,m%—[ OF ) i=1,2,...,N

i|F(xi)Fm1(Xi) ’
4 (A, Bp) ¢ argmingg 32, [im — Bh(x;,a)]"

5: pm < argmin, Zi]\il Ly, Fp_1(X3) + ph(x;,a,,))
6: Fo(x) < Fro1(X) + ph(x, a,,)

7: end for

Here, the number of observations is recognized as N and the number of base learners
is given by M. Indeed, all M base learners must use the same loss function. Note that
B in line four of Algorithm 1 is not used in subsequent steps.

In step one of Algorithm 1, the predicted value is simply the constant value that
minimizes the total loss. A common choice of loss function for regression problems
is

L1 .
L(y,9) = 5y = 9)° (6)
1 N
which implies  Fy(x) = > i (7)
=1

In step three of Algorithm 1 the pseudo residuals are calculated. If the loss function
specified in Equation (6) is used, then

_aL(%‘; F(x;))

i.e. the actual residuals. After that, a base learner is fitted to the pseudo residuals
calculated in line three of Algorithm 1. Note that this is different from non-boosting
methods and any base learner can theoretically be used. Nevertheless, regression
trees are the most common choice for regression problems. For each step, an optimal
learning rate is calculated (see line five of Algorithm 1) and the prediction function is
then updated by adding the new predictions times the learning rate to the previous
predictions (see line six of Algorithm 1). Figure 2.1 illustrates how Gradient Boosting
adds regression trees sequentially to reduce prediction errors.

When regression trees are used as base learners, a constant learning rate, v, is often
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Figure 2.1: An illustration of how Gradient Tree Boosting iteratively adds new trees.

used instead of the learning rate, p,,, used in Algorithm 1 [15]. Friedman [14] argues
that small learning rates (v < 0.1) lead to better results. When regression trees are
used, it is common to define

(%) = Fino1(X;) + vh(x;, a), 9)
Jm
where h(x;,a)= Z Yjmlxi€R;m» (10)
j=1
YVim =argmin Y L(yi, Fuo1(X:) +7), (11)
7 XZ'GR]',m
0<v<l, (12)

where R;,, is a terminal node in the m:th regression tree [15].

Friedman [15] further argues that both computation time and predictive performance
can be increased by using Stochastic Gradient Boosting. In Stochastic Gradient
Boosting, only an equally weighted random sample (without replacement), =,,, with
size

N=FfN, 0</f<l1, (13)

is used in each iteration of the algorithm. According to his findings, using a factor of
f = 0.4 will decrease the average absolute prediction error by about 11% and decrease
computation time by more than 50% [15].

One advantage with Gradient Boosting Trees over, for instance, artificial neural
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networks, is that the descriptive value is greater, given precise follow-up on how each
regression tree is built. For transparency purposes, this can be advantageous in highly
regulated industries such as non-life insurance [7].

2.3 Statistical Methods in Non-life Rate Making and Credit Risk
Analysis

This part covers the application of GLMs, the Tweedie distribution, and alternative
methods used in rate making.

2.3.1 Application of Generalized Linear Models

As mentioned in Section 1.1, GLMs are often used to price non-life insurance contracts
and model credit risk [1], [4], [7]. In non-life insurance, it is common to assume
that the number of claims corresponding to a policyholder, over the duration of the
contract, is a Poisson-distributed stochastic variable, and that specific claim sizes for
policyholders are Independent and Identically Distributed (i.i.d) gamma-distributed
stochastic variables [3]. In other words

0 if K=0

Z=9q_. . . , (14)
Zy+Zy+--+Zxg if K>1

K € Po(M), (15)

Z; € Gamma(a, ) 1<i<K, (16)

where Z is the total claim cost and K is the number of claims. Insurers sometimes
truncate claim severity when estimating the GLM-parameters in order to limit the
influence of large claims. I.e.

O S . TEeR, (17)
T otherwise

is used in Equation (14) instead of Z;. In that case, large claims are modeled using a
separate model [16]. Naturally, claim truncation violates the assumption that claim
severity is gamma-distributed since

P(Z" >T)=0 (18)
and P(Z" =T)=P(Z; >T)>0. (19)

The pure premium is simply the expected value given all available information about
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the policyholder at the start date of the contract, i.e.

K K
- 1 _
E ;Zﬂfﬂ —E|KE E;Zim, ;Ej,t] |.Fj,t] : (20)
—E |KE 21| F;] 1Fie| = EIKIFIE 2115 (21)
using the notation

0
Y Zi=o, (22)

=1

where F;, is a filtration containing all information about policyholder j up to time ¢.
Consequently, the pure premium can be estimated using two separate GLMs assuming
that the number of claims is independent of the average claim size [1]. Furthermore,
it can be shown that the product of a gamma distribution and a Poisson distribution is
Tweedie-distributed with power-parameter p between one and two [3]. The probability
density function of a Tweedie distribution can be seen in Equation (30). This implies
that

Z € Tweedie(p, ¢, p), 1<p<2 (23)

if Equation (15)-(16) holds. These assumptions are commonly used by non-life
insurers. However, the independence assumption is arguably too strict and not
realistic [5]. There is indeed often a dependence between claim severity and claim
frequency, often ignored by practitioners [5].

Non-life insurers often use a logarithmic link function, which is equivalent to using a
multiplicative regression model instead of an additive model [1]:

k
log(Z;) = o Z Xi By + €, (24)
p=1
k
which implies 7; = exp (ﬁo Z XipBp + ei> (25)
p=1
k
= exp fo H [exp X ,0,] expe;. (26)
p=1

Here, Z; is the total claim cost of policyholder i and X;; ,, is the p:th feature for the same
policyholder.

GLMs are often used by creditors to estimate the expected loss of current and future
potential debtors [4]. It is common to model the loss over a given period, usually one

10
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year forward, as follows

0 ifX=0
Z{ , (27)
Y ifX=1

where X is a stochastic variable taking the value 1 if a default occurs and Y is the Loss
Given Default (LGD). The expected loss can then be estimated as

E[Z]=E[Z|X =0|P(X =0)+E[Z|X =1] P(X = 1) (28)
—0x P(X =0)+E[Y|X =1]P(X =1)=E[Y]E[X], (29)

assuming that the default indicator is independent of the LGD. In other words, the
default risk is modeled separately from the LGD. Nevertheless, it has been shown that
default risk and LGD correlate since LGD is dependent on the collateral value, which
is highly dependent on the state of the economy [17]. The default probability is often
modeled using logistic regression and LGD using beta-regression [4], [17].

2.3.2 Tweedie Distribution

As mentioned in Section 2.3.1, Tweedie distributions are often used by actuaries to
model policyholders’ pure premiums. Recall that the sum of K i.i.d gamma-distributed
stochastic variables are Tweedie-distributed with power parameter 1 < p < 2 if K is
a Poisson-distributed stochastic variable [3]. Let Z be a Tweedie-distributed variable
with power p, its probability density function is then:

ez np) = ol 0. p) exp {0 (30)
e{ﬁp ?fp#lj (3)
logu if p=1

where 1 is the mean, ¢ is the dispersion parameter, p is the power parameter, and a(-)
and x(-) are known functions [3, eq. 5]. More specifically, it can be shown that [3, eq.
6, 8]:

L i p#£2
o)=4 27 " 7 , (32)
logp if p=2
l Oi ta At(1 2’:& ttl if > O
ale.p) = { = 2 G 220 (33)
1 if 2z=0
2 —
a= —p7 (34)
p—1

11
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where I'(+) is the gamma function:
I'(z) = / ¥ e dx, 2> 0. (35)
0
Moreover, it can be shown that [3]:

E[Z] = u, (36)
Var(Z) = ¢p’. (37)

2.3.3 Alternative Methods

As mentioned in Section 1.1, there are several limitations to using a GLM. Firstly, it
assumes that the model is linear, which makes it time-consuming for analysts and
actuaries to model non-linear relationships. For instance, there is a strong relationship
between driver age and pure premium in motor insurance, but the relationship is
highly non-linear [5]. In that case, the actuary must either find a transformation that
makes the relationship linear or split the data into multiple categorical bins. Secondly,
interactions between variables are modeled manually, which is also time-consuming,
and more importantly, practitioners easily tend to neglect non-trivial interactions
among predictors [2], [5]. Thirdly, most GLM-based regressions used today assume
independence between claim severity and claim frequency in the case of non-life rate
making, as well as independence between default probability and LGD in the case of
credit risk (see Section 2.3.1). These limitations have motivated both researchers and
practitioners to investigate different modeling methods.

The aim of a Combined Actuarial Neural Network (CANN) is to combine artificial
neural networks and GLMs [18], based on the idea that a regular GLM is added as
a skip-connection to an artificial neural network of arbitrary depth. A skip-connection
is a connection enabling information to flow from layer i to j, where j > i + 2. Using
CANNSs, the GLM output does not include previous steps, and the model output simply
includes the sum of the outputs from the GLM and the output from the neural network
[18]. Thus, the model starts with the output from the GLM and uses the artificial neural
network to adjust the residuals [2].

Gustafsson and Hansén [2] have implemented a CANN on a data set from If P&C
Insurance, and their research indicates that CANNs outperform GLMs in terms of
predictive performance. However, the CANN is slightly less robust than the pure GLM
pricing model [2]. Gustafsson and Hansén [2] also discuss model interpretability, and
show that feature importance can be extracted from the CANN [2]. However, it is
not possible to test statistical significance in a neural network. Furthermore, it is not
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intuitive to derive adjustments of the GLM price given by the neural network. Research
from Schelldorfer and Wuthrich [18] indicates that CANNs outperform pure GLMs in
terms of predictive performance and that the skip-connection GLM reduces run time
significantly compared to a pure Neural Network model.

Several researchers have implemented machine learning methods based on ensemble
trees in credit research and actuarial sciences. Kruppa, Schwarz, Arminger, et al. [19]
implemented logistic regression (a specific type of GLM), K-nearest neighbors (KNN),
bagged K-nearest neighbors (bKNN), and Random Forest (RF) to predict individual
default probabilities on short-term installment credits. On their data set, RF (an
ensemble tree method) outperforms all other statistical methods in terms of model
fit [19]. Nevertheless, technical and regulatory limitations with machine learning
methods in comparison to logistic regression are not discussed.

Henckaerts, Coté, Antonio, et al. [7] have implemented simple regression trees, RF,
gradient boosting, and GLM on Motor Third Party Liability (MTPL) claims data from
a Belgian non-life insurer [7]. Their research shows that gradient boosting outperforms
both GLM and RF. As mentioned in Section 1.1, the authors argue that while gradient
boosting may be an infeasible method due to regulatory reasons, it can still be useful
to find interactions and non-linearity that would otherwise cause mispricing [7].

Yang, Qian, and Zou [3] also implements gradient boosting on motor insurance
data. Inspired by the GLM method used by non-life practitioners, they use Tweedie
Compound Poisson deviance to adjust for the fact that claim cost is right-heavy and
non-negative [3]. Their results indicate that their Tweedie Compound Poisson gradient
boosting method outperforms state-of-the-art actuarial methods [3]. Moreover,
they acknowledge the fact that gradient boosting is problematic from a regulatory
perspective [3]. However, the authors also argue that their method could be useful
to find interactions and non-linearity regardless of regulatory limitations:

“Even under the strict circumstances that the regulators demand the
final model to have a GLM structure, our approach can still be quite
helpful due to its ability to extract additional information such as
nonmonotonicity/nonlinearity and important interaction.” Yang, Qian,
and Zou [3, p.469]

2.4 Model Evaluation Metrics in Actuarial Science

This part covers the error metric Tweedie deviance, estimation of confidence intervals
with non-parametric bootstrap, and the Gini index.
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2.41 Tweedie Deviance

Assuming that the total claim cost follows a Tweedie distribution, as stated in Section
2.3.1, the unit deviance is an appropriate error metric. The probability density function
(see Equation (30)) of a Tweedie distribution can be re-written with respect to the
deviance d(z, i) as follows

F(z30,8) = bz ) exp { 5oz, (39)

where b(z, ¢) = f(z;2,¢). (39)

Here, the unit deviance is defined as

d(za :u) = Q{t(z7 Z) - t('Z? H)}> (40)
where t(z,pu) = 20 — k(0). (41)

The unit deviance can be used as an error metric, and would for instance, for the normal
distribution, be interpreted as the squared error d(z, 1) = (z — u)? [20].

2.4.2 Confidence Intervals Using Non-parametric Bootstrap

Let z1,...,x, be observations of i.i.d random variables X1, ..., X,, while wanting to
estimate § = 6(F'), where F' is the unknown distribution of X,. Then, ¢ could for
instance be the p-quantile § = F~!(p) generating Ops = Tn(1-p)+1,, OF the mean
§ = [wdF(z) generating 0,4, = (v1 + - - - + x,)/n. Using the non-parametric
bootstrap method, an approximate confidence interval for ¢ with confidence level ¢
can be constructed.

Since F'is not known, § cannot be computed analytically or approximated numerically.
However, if simulating a large sample from F, 6 could be computed as an empirical
estimate. To achieve this, more samples from /' need to be produced. By drawing with
replacement n times from the set of observations z1, ..., z,, the sample { X7, ..., X} is
produced, where the sample points X are independent and F,,-distributed.

As long as n is sufficiently large, the sample { X7, ..., X} has similar characteristics of
a sample from F. Additionally, the probability distribution of 0, will be similar to the
one of §. From repeated re-sampling N times, if N is sufficiently large, the probability
distribution of f,,, can be approximated even though the probability distribution of ¢
is not known.

The approximate confidence interval Iy , for ¢ is constructed as follows [21]:

1. Draw with replacement » times from the sample {z, ..., z,, }, for each j in the set
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{1,..., N}, and obtain { X7 G X )} with corresponding empirical distribution
F:;(j) .

2. Compute the estimates é; = 0(F;9) of 6 and the residuals Ry = Oops — éj for
j=1,..,N.

3. Construct the confidence interval as

~ A

loq = (Gobs + RE(N(1+q)/2]+1,N7 Oobs + RE(N(I—q)/Q]—&—l,N)? (42)

where R} y > ... > R}y represents the order of the sample { R}, ..., R} }.

2.4.3 Gini Index and Gini Plots

The Gini index was originally used in economics to calculate national income
inequality, where the population is sorted based on earnings from lowest to highest.
Moreover, in a Gini plot, the x- and y-axis represent the cumulative percentage of
earners and the cumulative percentage of earnings, respectively. The bow-shaped
curve given by this plot is called the Lorenz curve, where the Gini index is defined
as twice the area between the Lorenz curve and a 45-degree line called the Line of
equality. The Gini index and the Lorenz curve can also be useful in an actuarial setting
to measure the lift of an insurance rating plan [22].

By sorting policyholders based on predicted pure premium, and thereafter plotting
the cumulative fraction of policyholders on the z-axis, and the cumulative fraction
of total claims on the y-axis, Lorenz curves for different GLMs can be constructed.
Consequently, a GLM regression can be evaluated on its performance with respect to
segmenting claims, where a higher Gini index indicates a more accurate differentiation
between lower and higher claims, i.e. the best and worst risks. From evaluating the
Lorenz curve and its corresponding Gini index for different GLMs, the best version
with respect to differentiation ability can be identified. The Gini index does not directly
measure the profitability of a particular rating plan. But assuming an insurer has
pricing and/or underwriting flexibility, quantifying the differentiation between the
best and worst risks will lead to higher profitability [22].

When an alternative model is compared to an original model, the additional Gini score
of the new model can be calculated. We define additional Gini as follows:

Ginipew — Ginidorg

: (43)

Giniggq = —
1 — Ginigrg

this can be interpreted as the improvement as a percentage of difference between the
original model and the theoretical perfect model.
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Figure 2.2: Gini plot illustrating the Line of Equality and the Lorenz Curves for some
model X and an ideal "Perfect” Model.

A Gini plot is exemplified in Figure 2.2, visualizing the fraction of policyholders on

the z-axis and the fraction of total claim amount on the y-axis. As the model improves

with respect to its ability to differentiate risk, its Lorenz curve will approach the Perfect

Model scenario while its Gini index increases.
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3 Methodology

This section is divided into five parts. The first part presents the equipment used to
conduct the work in this thesis. The second part introduces the data sets received
from If P&C Insurance. The third part describes the XGBoost modeling, namely The
GLM Improver. The fourth part covers automatic and iterative GLM improvements,
referred to as The Automatic GLM Improver. Finally, the fifth part presents how model
performance is evaluated.

3.1 Equipment

This section presents the hardware and software used.

3.1.1 Hardware

The following hardware has been used to conduct this project:
1. Processor (CPU): 16 core Microsoft Azure server

2. Random-access Memory (RAM): 54 GB

3.1.2 Software

The software used for modeling is Python, where the packages pandas [23] and NumPy
[24] are utilized for storage and handling of data. Furthermore, the package Matplotlib
[25] is used to enable visual presentation of data. Finally, the package statsmodels
[26] is used to estimate GLM-parameters and the package xgboost [27] is used for
implementation of the gradient boosting algorithm.

3.2 Data Sets

Several data sets were received from If P&C Insurance, of which two are covered in
this thesis. The first and main data set represents Motor Third Party Liability (MTPL)
insurance® and contains 1,506,200 data points and 39 columns, including certain
client information, predicted claim cost, and actual claim cost for different policies. In
Sweden, an MTPL insurance for vehicles in traffic is prescribed by law to cover third-
party damage in the case of an accident. The second data set represents Hull insurance?
and contains 5,453,523 data points and 57 columns, including information of the same
characteristics as the first data set. Hull insurance, in contrast to MTPL insurance, is

2Swedish: Trafikforsakring
3Swedish: Vagnskadeforsakring
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not statutory in Sweden and covers damage of the policyholder’s vehicle in the case of
an accident. Both data sets provide historical data for the period 2018-2021.

Each data point represents one policy, where information is stored in variables of the
different types numerical, categorical, ordered categorical, and binary. By convention
in actuarial risk modeling, truncation of large claims is applied. Hence, large claim
costs have been subject to truncation to limit the impact of individually large claims,
and to provide stability to the original GLM determining the predicted claim cost.

Since the data sets contain sensitive information, they are not made publicly available
in this report. To protect private information, variables are pseudonymized and axis
values are either normalized or not made visible.

3.2.1 Exploratory Data Analysis - MTPL

Familiarization with the MTPL data set is conducted via an Exploratory Data Analysis
(EDA), where redundant variables have been sorted out and chosen predictors are
included. Data characteristics of the chosen predictors are further described in Table

3.1.

Variable Data type # categories
Predictor A Ordered categorical 34
Predictor B Ordered categorical 6
Predictor C Ordered categorical 4
Predictor D Ordered categorical 5
Predictor E Ordered categorical 13
Predictor F Ordered categorical 9
Predictor G Numerical -
Predictor H Numerical -
Predictor I Numerical -
Predictor J Numerical -
Predictor K Binary -
Predictor L Continuous -
Claim cost Continuous -
Prediction Continuous -

Table 3.1: Variable name, data type, and # categories for chosen predictors in the MTPL
data set.

For visualization of chosen predictors, graphs are displayed in Figure 3.1 showing
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the distribution of the predicted claim cost for each predictor. Note that values have
been normalized in order to not reveal any private information. Additionally, z-axes
are neutralized for the same purpose. For visualization purposes, numerical and
categorical predictors taking more than ten unique values are grouped into bins.

Figure 3.2 exemplifies a missed interaction among GLM-based predictions. The left
graph visualizes very accurate predictions of claim costs for some categorical feature
X, implying that the original GLM provides sufficient predictive performance for one
variable only. However, the right graph suggests, by the ratio between the claim cost
and the predicted claim cost, that the original GLM may overlook interactions among
variables. While displaying combinations of some Features A and B, the model does
not provide the same accuracy.

A majority of the portfolio exposure can be found in the top two quadrants in Figure
3.2b, where the color represents the share of total exposure, and consequently, their
normalized risk ratios are close to 100%. However, significant mispricing can be
seen in the lower two quadrants. This suggests faulty pricing for combined sub-
segments of Features A and B, due to a missed interaction in the original GLM.
Hence, in this case, the model provides adequate predictive performance based on
single predictors but cannot take interactions among predictors into account. While
this interaction was found manually from data exploration, the aim of this thesis,
concerning RQ 1, includes identifying such interactions through machine learning
methods and specifically XGBoost.

3.2.2 Exploratory Data Analysis - Hull

Similar to Section 3.2.1, familiarization with the Hull data set is also conducted via an
EDA. While redundant variables are excluded, chosen predictors are included. Data
characteristics are further described in Table 3.2.

For visualization of predictors, graphs are displayed in the Appendix (see Figure
A.4) showing the distribution of the predicted claim cost for each predictor. As
before, values have been normalized not to reveal any private information, and z-
axes are neutralized for the same purpose. Additionally, numerical and categorical
predictors taking more than ten unique values are grouped into bins for visualization
purposes.

3.2.3 Training and Test Data

Through 5-fold cross-validation, the model’s ability to generalize to an independent
data set is evaluated. This is done to identify potential issues with over-fitting and
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Figure 3.1: Distributions for predicted claim costs for Predictors A-L (MTPL).
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Variable Data type # categories
Predictor 1 Numerical -
Predictor 2 Numerical -
Predictor 3 Numerical -
Predictor 4 Numerical -
Predictor 5 Numerical -
Predictor 7 Numerical -
Predictor 10 Numerical -
Predictor 6 Binary -
Predictor 8 Binary -
Predictor 9 Binary -
Predictor 11 Binary -
Predictor 12 Categorical 25
Predictor 13 Categorical 9
Predictor 14 Categorical 4
Predictor 15 Categorical 5
Claim cost Continuous -
Prediction Continuous -

Table 3.2: Variable name, data type, and # categories for chosen predictors in the Hull
data set.

selection bias. Algorithm 2 describes how cross-validation is used. These cross-
validated predictions are then used to estimate Gini coefficients and Mean Tweedie
Deviance, see Section 3.5.

3.3 XGBoost Modeling - The GLM Improver

In order to implement a gradient boosting model, the library XGBoost is used [27].
Among other recent variants of gradient boosting, which have proven efficiency and
accuracy, XGBoost tends to be both relatively efficient and accurate [28]. Another
advantage with XGBoost is that the trained model can be exported as a JSON text file,
making it easier to visualize how each tree is constructed.

The methodology used to produce a table with interactions, to answer RQ 1 (see Section
1.2), will be described in this section. This model is referred to as The GLM Improver
in this thesis. However, there are implications if an analyst or actuary wants to add
multiple new interactions since the found interactions may be highly correlated. Thus,
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Algorithm 2 Cross-Validation Prediction

1: Let S be a set containing information on all policyholders, including their historical
claims

: Split all policyholders, S, randomly into five equally large sets, .S;, such that

N

5
S,
i=1

i =9, (44)
S;inS;

0, i#j. (45)
3. for: < 1to5do

4: Estimate GLM-parameters using data from policyholders (S \ S;)

5: Use that model to estimate the pure premium for all policyholders in S;

6: end for

a model that can evaluate combinations of interactions is presented in Section 3.4,
that model is referred to as The Automatic GLM Improver. A process overview for
The GLM Improver is presented in Algorithm 3, while specific steps are elaborated on
in later sections.

3.3.1 Response Variable and Distribution of Claims
The response variable is defined as

Claim cost C

Y — = —
GLM Prediction Py’

(46)

where the claim cost represents accumulated claim cost for a policyholder and the
prediction represents the predicted claim cost, i.e. the fair premium that an insurer
would use in its tariff to price an insurance contract with the same duration. Since
the majority of policies do not result in any claims, a large fraction of the total claim
cost originates from a small fraction of policyholders. Consequently, the distribution of
claim costs should be heavy right-tailed. This definition of the response variable is used
instead of the pure claim cost since the model aims at finding customer groups that are
wrongly priced by the GLM. Figure 3.3 displays the claim size distribution for both data
sets, including all non-zero claims. Note that claim sizes have been normalized not to
reveal any private information.

Due to the insurance setting, it is assumed that the claim cost follows a Tweedie
distribution as stated in Section 2.3.1. This distribution is heavy right-tailed with a
large number of observations around zero. If the claim cost is assumed to follow a
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Algorithm 3 The GLM Improver

1: Train an XGBoost model on the data set using the response variable defined in
Section 3.3.1 and the error term from Section 3.3.2.

2: Extract all interactions from the XGBoost model using the method described in
Section 3.3.4.

3: Measure the performance and the stability of each interaction using the method
described in Section 3.3.5.

4: Filter out duplicates and remove all interactions where the 95% bootstrap
confidence interval contains zero or where the pricing error changes sign over time
(time consistency test).

5: for each found interaction do

6: Add the interaction the original GLM and re-estimate the pure premium of
each policyholder.
7: Verify that the new predictor is statistically significant and that its inclusion

does not make any other predictor insignificant.

8: Calculate the additional Gini score (see Section 2.4.3) and the Mean Tweedie
Deviance (see Section 3.5) using 5-fold cross-validation.

o: The interaction is added to a list of feasible solutions if the additional Gini score
is larger than some threshold (0.05% used in this thesis).

10: end for

11: Export the list of feasible solutions to an Excel file.
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Tweedie distribution, the response variable Y will also follow a Tweedie distribution

Y € Tweedie(u, d,p), 1<p<2, (47)

albeit scaled by the constant P,. Note that this is conditioned on P,, the GLM predicted
claim cost, being a constant and not a random variable. In this thesis, p is set to

1.5.

3.3.2 Definition of Error Term

In order to weigh the error to its corresponding premium size, implying that faulty
predictions for larger claims are more critical in relation to faulty predictions for
smaller claims, the error term is defined accordingly

E=PR(Y-Y)="h (Q — f/) = Py, (48)

where Y is the estimated response variable, and e is the residual for the response
variable defined in Section 3.3.1. From this definition, it follows that the error term
¢ is dependent on the GLM predicted claim cost F,.

3.3.3 Model Specifications

» Tree depth, 3 - Level of depth in each tree, implying how deep the XGBoost
algorithm generates splits for each tree. In general, XGBoost aims to achieve
maximum predictive performance, which could be enhanced by implementing
additional levels of depth. However, due to practicality and implementation
reasons, a depth of three is chosen in order to identify reasonable interactions
to incorporate in an updated GLM. Moreover, further tree depth would result in
data splits too small for implementation at a later stage, albeit possibly yielding
a higher prediction performance.

Additionally, when extracting the results from XGBoost, leaf nodes found in
splits of depth level one are excluded. Since the aim is to identify interactions
between two different predictors, a depth level of at least two is required.
Furthermore, leaves at depth level two are automatically excluded if the same
predictor is used in both splits. To enable further splits for one interaction, a
depth level of three is considered when a specific tree contains only two different
variables. This ensures retrieving further information on single interactions
while maintaining the practicality of not including interactions between three or
more variables.
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« Number of estimators, 50 - Number of trees fitted in the model, representing
the total number of trees generated by XGBoost. The default value in XGBoost
is 100 trees [27]. However, in our case, the original GLM tariff does most of the
work, and therefore 50 trees is deemed to be sufficient.

« Minimum child weight, 2% of total GLM predictions - Minimum weight per
leaf. In this case, the weight in each node is represented by the sum of annual
GLM-predicted claim cost times duration as follows

w; = Zpojj, (49)

JEC;

where w; is the total weight of node ¢, C; is the subset of indices of all observations
that belong to node 7, and p, ; is the GLM-predicted claim cost of policyholder
j. Normally, minimum child weight would represent the minimum number of
rows per node. However, this would result in too small data splits following the
same reasoning as above. Hence, using the predicted claim cost times duration as
minimum child weight is preferred to fit the purpose of this thesis. This follows
from the argumentation that information about faulty pricing for larger customer
segments, in terms of total pure premium, is more valuable than information
about faulty pricing for smaller customer segments.

» Learning rate, 0.1 - Controls the magnitude of modification related to how fast
the model learns, and is set from the interval (0, 1]. While a lower learning rate
increases time consumption for training the model, a rule of thumb is that lower
learning rates increase the performance and robustness of the model [14]. See
Section 2.2.1 for a more thorough discussion on learning rates.

« Loss function, Negative Tweedie log-likelihood function with p = 1.5 - Since
the response variable is assumed to follow a Tweedie distribution as described in
Section 3.3.1, the loss function implemented in XGBoost is naturally defined as
a negative Tweedie log-likelihood function. To minimize the loss, this function
takes on a negative sign. Hyper-parameter optimization could be used to choose a
slightly better value of the power-parameter p. Nevertheless, our findings suggest
that the effect on the end results is negligible.

« Sample size (stochastic gradient boosting), 67% - The sample size used
when applying stochastic gradient boosting. Since randomization can enhance
accuracy, execution speed, and model robustness [15], a randomly selected sub-
sample is drawn (without replacement) at each iteration. After evaluating sub-
sample sizes of 33%, 67%, and 100%, the sub-sample size was set at 67%. By
applying stochastic gradient boosting, targeting a subset at each split, additional
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Figure 3.4: Anillustration of how predictor interactions are extracted from a regression
tree.

significant interactions can be identified.

3.3.4 Extracting Interactions from XGBoost

After a trained model has been created by XGBoost, it needs to be converted into a
table of interactions for evaluation. As mentioned in Section 3.3, XGBoost models can
be exported as JSON strings which in turn can be converted to, for instance, pandas
data frames. Nevertheless, we only take interest in binary splits from the regression
trees, and thus each tree must be converted into a table of interactions. Figure 3.4
illustrates how a hypothetical tree with five leaves and a maximum depth level of three
can be converted into six different interactions.

The nodes S1-S4 represent four different binary splits of the data and L1-L5 represent
five different nodes. S1 could for instance be Predictor, < ag;. Split S3 will then be
evaluated if S1 is true and S2 if S1 is false. Each route to a node at depth level two
or higher will be considered an interaction and is represented by a color-coded line in
Figure 3.4. For instance, the green line includes all observations where S1 is false and
S2 is true. If the green line would be implemented as an interaction, the data set would
be split into two subsets; the first subset would contain all observations in L2 and the
second subset would contain all other observations (i.e. L1, L3, L4, and L5).

The model aims to find interactions that split the data into two different parts with
vastly different risk ratios. Note that the light blue line in Figure 3.4 treats S4 as a leaf
even though S4 has two leaves. Moreover, note that the number of unique interactions
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3 METHODOLOGY

found in one tree increases exponentially with the tree depth. This method is used on
all trees in the XGBoost model to create a table with all possible interactions.
3.3.5 Measuring Performance and Stability of Interactions

Firstly, all prices are normalized such that the total risk ratio of the portfolio is equal
t0100%, i.e

Py = Ry, (50)
> C

where e . (51)
Z]‘ PO,J'

Then, every interaction is tested one by one to see how well they differentiate the
normalized risk ratio. Every interaction splits the data in two parts, for instance, the
interaction S; in Equation (52) includes all observations where predictor £ is larger or
equal to o, and predictor [ is less than o

Si =1 (@jr > ax) N (20 < )} (52)

The risk ratio for each subset is then calculated as follows

Zjesi Oj R — Zj%&' Cj

Ri=F—5— Ri= : (53)
> jes; Fo > jgs: o
The relative mispricing in each subset is then simply
E; =R; — 1, Ez = Rz -1 (54)
Moreover, the absolute mispricing in each subset is defined as
Ai:EiZPO,ja Ai:EiZPO,j~ (55)
JES; JESi
Furthermore, note that
A; = —Au (56)

since the prices are normalized. Thus, the total mispricing is simply |24;|. Moreover,
several methods to determine the validity and the confidence level of identified
interactions are applied. Firstly, the entire data set is split randomly into five equally
large subsets

K;, j=12,...5 (57)
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Then, the risk ratio for interaction i is calculated for all five subsets using the same
method as in Equations (53)-(54). I.e. in subset 1:

Zje(s,- NnKi) Cj R(l) _ ZjE(Kl\Si) Cj
Zje(Si N K1) P ' ZJG(KI\SZ') Boj

RW —

(2

: (58)

EY =R —1. (59)

Finally, interactions where not all Ei(j ) have the same sign are excluded to only include
interactions that are true for all parts of the data set.

When pricing insurance, time consistency - that the tariff is valid over time - is of great
importance. To verify time consistency, the data set is split based on risk year. Then,
risk ratios and relative errors are computed for each risk year using the same method
as in Equations (58)-(59). The relative error must have the same sign for all years for
the interaction to be considered valid.

Since the total number of interactions can be up to 400, duplicates and similar
interactions are going to exist*. In the case of nearly identical interactions, the one
with the highest total error will be kept and all others will be excluded.

For the remaining interactions, non-parametric bootstrap (see Section 2.4.2) is used to
estimate confidence intervals for the relative pricing error in Equation (54). Let

T
€ = [ei,l €2 ... €i,k] st ey > €5, 1<j<k, (60)

where e¢; ; is the j:th bootstrap residual for interaction i. More precisely,

Zjesfj’ Cj

eij =Ri— =——5—,
Zj€S§j> Fo,;

(61)

where 5 is a random sample from S; with replacement and with the same size. Le.

s c 8. (62)

The bootstrap confidence interval at level ¢ can then be estimated using the following
equation

Ip,.q = (Ri + €i[N(+q)/2+1, Bi + €i[N(1—q)/21+1)- (63)

Using bootstrap residuals requires significantly more computing power than the
simple five-part split explained above. Thus, the five-part split method is first used to

4The number of interactions can at most be equal to the number of trees times two to the power of
maximum tree depth
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reduce the number of interactions, and then bootstrap residuals are used to estimate
more precise confidence intervals for the remaining interactions. This requires
significantly less computing power than if bootstrap residuals initially would have been
used for all interactions.

To reduce the run time of the bootstrap residuals, Just-in-Time compiling and multi-
threading is implemented using the Python library Numba [29]. Numba compiles
the bootstrap Python code to multi-threaded machine code which reduces run time
by more than 90%.

In order to evaluate the number of bootstrap iterations required to get stable results,
the width of a 95% confidence interval for 17 different interactions is calculated for
different numbers of iterations. Then, absolute percentage errors are calculated for
different numbers of bootstrap iterations according to the following formula:

17

y(n)Z%Z

i=1

_(n) (n)
where C]nﬂ‘ = 62-7[”(1_;’_0.95)/2}4_1 - €i7[n(1—0.95)/2}+1' (65)

Cln,i
CIlOE’,i

- 1‘ , 64)

(n
ij
3.5 shows the results from this analysis, where the blue graph shows values of y(n)

Here, ¢\ is the j:th largest bootstrap residual for interaction i for n iterations. Figure
from Equation (64) and the corresponding average time consumption. Naturally, the
run time is approximately proportional to the number of iterations, i.e. the algorithm
has the time complexity O(n). Figure 3.5 also shows that the estimated width of the
95% confidence interval is within 5% of its true value when at least 1,500 iterations
are used. For the rest of this thesis, 2,000 bootstrap iterations are used.

3.3.6 Adding Interactions to the Original GLM

After generating interactions with XGBoost, and selecting the most relevant ones as
described in Section 3.3.5, these are considered for upgrading the original GLM. By
adding the interactions to the model one by one, each interaction is evaluated including
the additional performance it brings to the predictive power of the GLM.

Firstly, its regression coefficient is assessed in combination with a 95% confidence
interval. Moreover, its p-value is calculated to ensure statistical significance. From
this, the explanatory value of each identified interaction is determined. Secondly, the
additional Gini score (see Section 2.4.3) that each interaction brings to the model
is calculated. This enables keeping track of the additional predictive performance
that each interaction brings to the updated GLM, and provides a ranking of the most

5Assuming that using 100,000 iterations is sufficient
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Figure 3.5: Blue line: Mean percentage error of the 95% bootstrap confidence interval
width for 17 predictors. Gray line: Time consumption per interaction.

influential interactions found.

Finally, the additional Gini score for each interaction is determined using 5-fold cross-
validation. This is done to overcome potential issues with over-fitting and selection
bias, but also to enable comparison to the original Gini score.

3.4 Automatic Iterative GLM Improvements - The Automatic GLM
Improver

Targeting RQ 2 requires an iterative model without human input. However, testing all
possible combinations of interactions is not a feasible solution due to time constraints.
An analyst should be able to start the model at the end of the day and have complete
results the next morning. Thus, a greedy algorithm® is used to iteratively find new
interactions to add. A process overview for The Automatic GLM Improver is given in
Algorithm 4.

A visual description of the model, The Automatic GLM Improver, can be seen in
Figure 3.6. Even though a greedy optimization algorithm is used, the program is
time-consuming since all found interactions need to be evaluated in each iteration.
Nevertheless, run time is not a major issue as long as analysts can start the program at
the end of the day and have the results in the morning.

6A greedy algorithm is an optimization algorithm that iteratively finds local optimums without regard
to the global optimum [30]
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Algorithm 4 The Automatic GLM Improver

1: Perform steps 1-5 in The GLM Improver overview described in Algorithm 3

2: if at least one interaction is feasible then

3: Extract the best feasible interaction, either the one with the highest Gini score

or the lowest Mean Tweedie Deviance

4: Add that interaction to the previous GLM formula and re-estimate the pure

premium for each policyholder
5: gotostep1
6: end if

7: Save all added interactions and end the program

End algorithm if no

significant improvement Add top

. . L
of GLM ., |nteract|onvto GLM Run XGBoost
an re-estimate

prices

Evaluate Filter out
interactions one by ) ; Extract information
one interactions

Figure 3.6: Visual description of The Automatic GLM Improver algorithm.
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3.4.1 Fully Automatic Tariff Creation - The Automatic GLM Creator

The method described in Section 3.4, namely The Automatic GLM Improver, can be
used to automatically improve existing GLM-based pricing models. Naturally, this
requires a starting GLM and while this is usually the case, it could also be useful to
automatically create new tariffs without a prior GLM. This can be achieved using the
same method if an intercept-only original GLM is used instead. This method is referred
to as The Automatic GLM Creator in this thesis. Nevertheless, a well-performing
model of this kind would require high levels of computing power since each predictor
only splits the data binary. Furthermore, the descriptive value of the model would most
likely be lower than using a human-created GLM.

3.5 Model Performance and Evaluation

Gini plots are utilized as the main tool for measuring the performance of different
models. This tool enables simple comparison among models concerning their ability
to differentiate pricing. There are however shortcomings with the Gini method in
evaluating different types of claims since it only measures how well the model can
sort all policyholders from the least risky to the riskiest. Indeed, the level does not
affect the Gini score. Hence, a model that overestimates all claims by 10% will get
the same score as one that yields correct estimates. Nevertheless, this is usually not
a problem since the insurer will adjust the level manually, before implementing the
pricing model, in order to achieve its target risk ratio. Hence, Gini plots are deemed
sufficient for evaluating differentiation ability with respect to risky and non-risky
policyholders.

To complement evaluations of model performance, the error metric Mean Tweedie
Deviance is considered as well. Due to the insurance setting, and assuming a skewed
distribution of claims, this metric is more appropriate than the mean squared error.
Furthermore, both metrics; Gini and Mean Tweedie Deviance, are computed using 5-
fold cross-validation, see Section 3.5.

To evaluate the time consistency of findings, historical relative pricing errors are
plotted for selected interactions for the years 2018-2021 available in the data sets.
Additionally, this is complemented with individual plots for each interaction displaying
total relative pricing error and its 95% bootstrap confidence interval. Finally, a double
lift chart is generated to compare the model against the base tariff of the original GLM.
This chart displays the fraction of total exposure and the relative risk ratio for the actual
claim cost, the base tariff, and the updated tariff. Also, it displays the total relative
change between the base tariff and the updated tariff.
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Figure 4.1: Gini plot for evaluation of the differentiation ability for different models
(MTPL).

4 Results

In this section, the results for all models are presented with respect to both the MTPL
and the Hull data set. To recall, all findings and analyses aim to answer the previously
stated research questions:

+ Research Question 1 (RQ 1): Can tree-based machine learning methods be
used to identify pricing errors in GLM-based pricing models to improve the
predictive power of the original tariff?

« Research Question 2 (RQ 2): Can an automatic and iterative process that
considers such pricing errors in GLM-based pricing models be implemented to
improve the predictive power of the original tariff?

Firstly, the focus lies on determining an answer to RQ 1. That is, to investigate if tree-
based methods can be used to identify pricing errors in the original GLM to improve
the predictive power of the original tariff. Secondly, if the answer to RQ 1is "Yes”, the
focus will shift to target RQ 2 to investigate if such findings of pricing errors can be
accounted for to improve the original GLM in an automatic manner.

4.1 Implementing XGBoost

XGBoost is used to "boost” the original GLM and the results for the MTPL data set
can be seen in Figure 4.1. Both the original GLM and an updated GLM are evaluated.
Moreover, 5-fold cross-validation is applied, resulting in four different models. Using
cross-validation, it can be verified that the Gini score increases by 0.8 percentage
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Metric\Interaction A B C D E F
MTweedieDev 3.02 2.31 2.04 2.04 2.04 1.81
RelError (%) —7.54 531 —10.34 —10.34 13.89 6.51
BootErrLow (%) —11.39 140 —14.83 —14.88 7.73 1.07
BootErrHigh (%) —3.98 9.10 —6.29 —5.98 19.78 11.05
RegGini (%) 0.62 0.46 0.56 0.56 0.32 0.28
RegCoef (%) 73.45 132.56 75.23 75.23 128.25 129.77
RegCoefLower (%) 66.68 119.35 68.08 68.08 116.15 116.01
RegCoefUpper (%) 80.90 147.22 83.12 83.12 141.62 145.17
RegGiniCV (%) 0.55 0.39 0.48 0.48 0.24 0.22

Table 4.1: Evaluation of Interactions A-F from the MTPL data set, all with a significance
level of < 0.01% for the new regression coefficient.

points after implementing XGBoost, from 32.0% to 32.8%. Nevertheless, note that the
decrease in the Gini score using cross-validation is significantly higher when XGBoost
is used compared to the pure GLM tariff (1.6 percentage points compared to 0.4
percentage points). This may imply that the model is over-fitted when XGBoost is
applied. Nonetheless, Gradient Boosting is only used to identify new interactions, and
thus, it may not be a problem if XGBoost results in over-fitting as long as the identified
interactions are valid.

4.2 Identification of Pricing Errors - The GLM Improver

To answer RQ 1, the identified interactions and the GLM updated for each interaction
found are evaluated with respect to both data sets.

4.2.1 Evaluation of Identified Interactions

After identifying interactions using XGBoost, selecting the most relevant ones, and
updating the original GLM for each of those interactions, the top results for the MTPL
data set are presented in Table 4.1. A description of each metric included in Table 4.1
is presented below:

« MTweedieDev: Reduction in Mean Tweedie Deviance after adding the
interaction to the original GLM.

« RelError: The relative pricing error is calculated as the normalized risk ratio
minus one.
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Metric\Interaction 1 2 3 4 5 6
MTweedieDev 1.82 0.47 0.20 0.09 0.06 0.05
RelError (%) 17.99 —6.90 —5.74 5.61 —6.83 -3.17
BootErrLow (%) 12.01 —8.61 —8.58 2.23 —10.76 —5.75
BootErrHigh (%) 23.49 —5.17 —2.94 9.12 —2.90 —0.65
RegGini (%) 0.04 0.11 0.01 0.00 0.01 0.03
RegCoef (%) 127.09 85.86 92.79 107.51 92.40 95.48
RegCoefLower (%) 121.06 82.72 89.16 102.59 87.61 91.21
RegCoefUpper (%) 133.41 89.12 96.58 112.66 97.45 99.96
RegGiniCV (%) 0.05 0.04 0.00 —0.01 —0.01 —0.01

Table 4.2: Evaluation of Interactions 1-6 from the Hull data set, all with a significance
level of < 5% for the new regression coefficient.

BootErrLow: Lower bound of the 95% bootstrap confidence interval of the

relative pricing error.

BootErrHigh: Upper bound of the 95% bootstrap confidence interval of the
relative pricing error.

RegGini: Additional Gini score after adding the interaction to the original GLM.
RegCoef: Estimated regression coefficient for the new interaction.

RegCoefLower: Lower bound of the 95% confidence interval of the new
regression coefficient.

RegCoefHigher: Upper bound of the 95% confidence interval of the new
regression coefficient.

RegGiniCV: Same as RegGini but with 5-fold cross-validation.

Similarly, for the Hull data set, after identifying interactions using XGBoost, selecting

the most relevant ones, and updating the original GLM for each interaction, the top

results are presented in Table 4.2.

4.2.2 Model Evaluation

Figure 4.2 displays a double lift chart for model evaluation against the base tariff. The

x-axis shows the relation between the old price and the new price, i.e. the fraction

between the current GLM-price and the new GLM-price after the top interaction has

been added. The right y-axis shows the relative risk ratio, i.e. the risk ratio normalized
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Figure 4.2: Double lift chart for model evaluation against base tariff (5-fold cross-
validation MTPL).

to 100%. Consequently, customers with lower relative risk ratios than 100% are over-
priced and customers with higher relative risk ratios are under-priced. Ideally, the
base tariff line (orange) should have a constant slope of +1 and the post-fix line (green)
should have a slope of 0.

As expected, Figure 4.2 shows that the slope of the green curve (post-fix) is significantly
lower than that of the orange line (base GLM). However, neither the orange nor the
green line has constant slopes, implying that those keeping their old price are under-
priced both before and after the new predictor has been added. Nevertheless, more
than 50% of all policyholders experience a price increase of about 10% and are priced
almost perfectly after the new predictor has been added. In Figure 4.2, 5-fold cross-
validation was used.

Figure 4.3 displays time consistency for the top six identified interactions from the
MTPL data set. Evaluating time consistency is essential to rule out randomness in
the residuals for a specific year from consistent mispricing over multiple periods.
Results show, for the top interactions, that they remain relatively consistent over time.
However, the mispricing for Interaction E more than doubles from 2019 to 2020 and
stays high during 2021. There are several reasons why this can happen, and it could for
instance be that mispricing increased due to the Covid-19 pandemic in 2020 and 2021.
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Figure 4.3: Time consistency for Interactions A-F, displaying yearly relative error
(MTPL).
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Figure 4.4: Time consistency for Interactions A-F, displaying yearly relative error
(Hull).
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Nevertheless, this could still be a relevant interaction since the relative mispricing stays
well over 0% for all years. None of the identified top interactions in the Hull data set
show similar behavior, see Figure 4.4.

In Figure 4.5, the time consistency for each interaction in the MTPL data set is
evaluated. In addition to the total relative error for each interaction over the years,
the yearly relative errors are displayed. Furthermore, the calculated 95% bootstrap
confidence interval is shown, both for the total relative error and for the yearly errors.
It can be concluded that the relative errors for the entire period are significant (p <
5%) for all interactions. Moreover, the mean relative error is within the yearly 95%
confidence interval for all observations and all years (see blue dotted lines in Figure
4.5). As a result, the null hypothesis, that the yearly variations are coincidental with a
significance level of 5%, cannot be rejected. Indeed, none of the yearly variations are
statistically significant but all interactions are. Detailed information about the time
consistency of the identified interactions in the Hull data set can be seen in Figure A.1
in the Appendix.

In Figure 4.6, heat-maps show the normalized risk ratio for the top six interactions
listed in Table 4.1. While the different colors demonstrate the share of total exposure,
where exposure is defined as the duration in years, the z- and y-axis represent the
predictors that make up a specific interaction. Due to multiple appearances among the
top interactions, it can be concluded that Predictor I and J are highly influential and
subject to mispricing in the original GLM. After investigating this further, we came to
establish a new variable defined as Predictor I subtracted by Predictor J.

When introducing this new variable as a predictor, it proved to be of high significance
when predicting claim cost for MTPL insurance. Hence, If P&C aims to include this new
variable as a predictor in future tariffs. This example shows how The GLM Improver
may be used to identify mispricings and, if relevant, take action to update the tariff
based on new findings. Figure 4.7 shows, for this new variable, the risk ratio and the
share of total exposure for eight different bins. Here, the first bin contains 47% of the
total exposure and is currently 8% over-priced.

However, after introducing this new predictor to The GLM Improver, which was not
included in the original GLM, this posed certain problems for finding new significant
observations. Due to the high influence of the new predictor, which was not taken into
account in the original GLM, multiple top interactions included the new predictor. As
a result, The GLM Improver mainly identified interactions that in practicality only
considered this new predictor and not interactions among predictors. Hence, the
usefulness of The GLM Improver may be limited if the original GLM does not include
important predictors in the first place, if the aim is to identify mispriced sub-segments
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Figure 4.5: Time consistency graphs for Interactions A-F, displaying relative error and
bootstrap confidence intervals (MTPL).
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interactions from Table 4.1, and the color of each cell shows the share of total exposure
(MTPL).
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that can be attributed to interactions between two predictors. In other words, The GLM
Improver will only find true interactions between predictors if the original GLM tariff
includes all important predictors. Therefore, the actuary should make sure that the
GLM tariff works well before The GLM Improver is used to identify interactions.

4.3 Automatically generated GLM - The Automatic GLM
Improver

Instead of updating the original GLM for each identified interaction, the automatic and
iterative GLM improvement process, namely The Automatic GLM Improver, described
in Section 3.4 is implemented to answer RQ 2. This is done for both data sets, and the
results for the incorporated interactions are shown in Tables 4.3 and 4.4 for the MTPL
and the Hull data sets respectively.

4.3.1 Automatic Implementation of Top Interactions

Metric\Interaction A B C D E F G
Gini (%) 32.4 32.6 32.7 32.8 32.9 33.1 33.2
p-value (%) 0.0 0.0 0.3 0.3 0.4 0.3 0.0
RelChange (%) 8.4 9.8 10.6 11.3 12.0 12.7 13.7

Table 4.3: Evaluation of automatically updated GLM for the MTPL data set.
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Metric\Interaction 1 2 3 4 5
Gini (%) 39.27 39.29 39.29 39.34 39.35
p-value (%) 0.0 0.0 0.0 0.0 0.3
RelChange (%) 0.99 2.73 3.06 3.69 3.93

Table 4.4: Evaluation of automatically updated GLM for the Hull data set.
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Figure 4.8: Double lift chart for model evaluation against base tariff (MTPL 5-fold
cross-validation).

4.3.2 Model Evaluation

Figure 4.8 provides a double lift chart for comparison of the base tariff and an
implementation of The Automatic GLM Improver for the MTPL data set. The figure
shows an almost perfectly linear relationship between the relative price change (z-axis)
and the relative risk ratio (right y-axis) for the base tariff, where the slope is close to
+1. After seven interactions from The Automatic GLM Improver have been added
to the original GLM, there is almost no correlation between the relative price change
and the relative risk ratio. It should however be mentioned that a double lift chart
using a train/test split instead of cross-validation shows a slightly negative slope for
the green line, see Figure A.3 in Appendix A.2. This may imply that the model alters
the policyholders’ premiums too much. Nevertheless, Figure 4.8 does not indicate this
using cross-validation.
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Figure 4.9: Double lift chart for model evaluation against base tariff (Hull 5-fold cross-
validation).

Figure 4.9 indicates that The Automatic GLM Improver also works well for the Hull
data set. However, it should be noted that two-thirds of policyholders experience a
price change of less than 5% in the Hull case, compared to less than one-third for the
MTPL data set. Moreover, almost no price changes exceed 15%.

In Figure 4.10, both the cumulative increase in Gini score and the cumulative decrease
in Mean Tweedie Deviance are displayed for each interaction added by The Automatic
GLM Improver for the MTPL data set. Both metrics demonstrate a significant
improvement of the model compared to only adding the top interaction. However,
after adding the first interaction, the Gini score and the Mean Tweedie Deviance
continuously show smaller improvements in the model. Recall that The Automatic
GLM Improver updates the model iteratively until no more significant interactions are
left that would improve model performance.

Figure 4.11 shows the cumulative increase in Gini score and the cumulative decrease
in Mean Tweedie Deviance when using The Automatic GLM Improver to iteratively
add interactions found in the Hull data set. Note that the total increase in Gini score
is lower for Hull insurance than for MTPL insurance. Furthermore, note that the
original Hull-GLM has a higher Gini score than all of the MTPL-GLMs. This could
imply that it is more difficult to find interactions if the original GLM fits the data well.
It is generally easier to predict pure premium in Hull insurance since claim severity is
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Figure 4.10: Cumulative increase in Gini score and cumulative decrease in Mean
Tweedie Deviance for each added interaction by The Automatic GLM Improver
(MTPL).
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Figure 4.11: Cumulative increase in Gini score and cumulative decrease in Mean
Tweedie Deviance for each added interaction by The Automatic GLM Improver (Hull).
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Figure 4.12: Cumulative increase in Gini score and cumulative decrease in Mean
Tweedie Deviance for each added predictor by The Automatic GLM Creator, starting
with an intercept-only model (MTPL).

highly correlated with the value of the policyholder’s car. Naturally, it is more difficult
to predict claim severity in MTPL insurance since the insurer cannot estimate third-
party damages in a similar manner.

The row RelChange in Tables 4.3 and 4.4 shows the average total price change and is
calculated using the formula

S pos — Bil
Zi]\il Po,i 7

where p,; and p; are the original and updated GLM-prices of the i:th policyholder, and

RelChange = (66)

N is the number of policyholders.

4.3.3 Fully Automatic Tariff Creation - The Automatic GLM Creator

As mentioned in Section 3.4.1, an intercept-only GLM can be used with The Automatic
GLM Improver to iteratively add predictors to a new GLM. In the insurance context for
tariffs, an intercept-only model predicts the same risk per risk-year of exposure for all
policyholders. However, in this implementation, some pre-GLM characteristics of the
original pricing model are kept. Thus, the model differentiates prices to a small degree
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Metric Base GLM GLM Aut.GLM Aut.GLM

Improver Improver Creator
Gini 32.0% 32.4% 33.2% 33.7%
Mean Tweedie 9985.45 9983.98 9979.13 9974.53
Deviance

Table 4.5: Predictive performance of four different pricing models using 5-fold cross-
validation (MTPL).

even before adding the first predictor to the GLM. Consequently, the "Intercept-only”
model has a Gini score of 19%.

Results from The Automatic GLM Creator can be seen in Figure 4.12. Unsurprisingly,
Gini score improvements decrease quite rapidly with the first three predictors
improving the Gini score more than the remaining 21. In total, 24 predictors were
added to the GLM before the model failed to find any new predictor that would improve
the Gini score by at least 0.1%. Interestingly, this model outperforms all other models
including The Automatic GLM Improver that builds on an existing GLM.
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5 Discussion

In this section, considerations regarding the results are made concerning different
limitations. Moreover, areas for further research are suggested based on our findings.
In Section 5.1, applying tree-based machine learning methods to improve the original
tariff in non-life insurance, the topic pertaining to RQ 1, is discussed. Section 5.2 covers
the topic of tree-based machine learning methods and automatic tariff improvement
in non-life insurance, pertaining to RQ 2.

5.1 Machine Learning Methods to Improve Original Tariff

As seen in Section 4.2, tree-based machine learning methods can be used in non-
life insurance to identify pricing errors in GLM-based pricing models in order to
improve the original tariff, which implies a "Yes” answer to RQ 1. Using XGBoost,
The GLM Improver allows identification of interactions missed in the original GLM.
After updating the GLM, taking such interactions into account, the updated model
demonstrates higher predictive performance than the prior one. This implies that the
original tariff can be improved by including significant interactions found using tree-
based machine learning methods.

Even if an updated model shows higher predictive performance than its predecessor,
the level of impact and value creation can be discussed. An improved Gini score
by around 1 — 2% percentage points may not seem significant. However, based
on discussions with experienced analysts and actuaries in the P&C insurance sector,
this additional improvement upon an original GLM is deemed significant. The P&C
sector is indeed highly competitive, hence small differences in gross premiums can
improve profitability. Without providing disclosure of results in absolute values,
findings suggest that the absolute total error from mispricing results in vast amounts
of lost profit. Hence, making adjustments to the original tariff and correcting for
such interactions can lead to large additional earnings/savings. Also, due to very
large product portfolios with an increasing number of policies, the positive impact of
each significant interaction/mispricing identified will add up cumulatively in monetary
value.

Utilizing tree-based machine learning methods to identify interactions and thereafter
updating the original GLM comes with several advantages. Firstly, concerning
time consumption, actuaries will save time from not having to find interactions
among predictors manually using traditional methods. Secondly, by using The GLM
Improver, a list of interactions is presented to consider for upgrading the original
model one by one. This way, for practicality reasons, the role of an actuary is of high
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importance through providing a perspective of professional judgment regarding which
interactions that are reasonable to include in a revised tariff. Hence, a solution like The
GLM Improver will still provide descriptive value, as significant interactions found can
be cherry-picked for inclusion to ensure well-motivated adjustments to the original
tariff.

5.2 Machine Learning Methods and Automatic Tariff
Improvement

Astheresults presented in Section 4.2 confirm a ”Yes” answer to RQ 1, RQ 2 focusing on
an automated process could be investigated as well. In Section 4.3, it is observed that
an automatic and iterative process can in fact be implemented to improve the original
tariff as well. Using a greedy algorithm, referred to as The Automatic GLM Improver in
this thesis, an automatic and iterative process manages to produce surprisingly good
results compared to the original GLM. Nevertheless, it can be argued whether a fully
automatic approach should be applied in practice. Even though retaining a certain level
of descriptive value, since this approach only adds a few identified interactions in an
updated model, the professional judgment perspective of an actuary is lost. Due to this,
the solution discussed in Section 5.1, The GLM Improver, is deemed as a preferable
approach in order to include a professional judgment and human perspective when
updating the original tariff.

Concerning RQ 2, as stated in Section 4.3, a fully automatic tariff creation approach is
evaluated as well, referred to as The Automatic GLM Creator. Using this approach,
a new pricing model is built from scratch instead of updating a prior GLM. While
this approach is perfectly compliant with regulations and is fully implementable, and
demonstrates a significantly higher predictive performance than the original model,
it has less descriptive value for tracking the relevance of pricing factors. Hence, this
method comes with both advantages and disadvantages for implementation in the
pricing of non-life insurance.

Firstly, conventional advantages of machine learning methods can be identified with
this approach. It is fully automatic and independent of technology systems (IT
systems for instance), while it does not require human input initially or for revision.
Furthermore, as the model is built from scratch with full transparency, regulations
concerning “Black box solutions” are not an issue. Secondly, there are disadvantages
to this approach that are common for machine learning methods. Mainly, this
refers to the lack of descriptive value that comes with this approach. Even though
performing well with respect to predictive performance, this fully automatic tariff
creation approach results in a common issue with machine learning in business
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environments that demand transparency. In this case, the descriptive value of
the model is lacking, including the ability to motivate pricing based on reasonable
factors grounded in the data. This is of high importance for non-life insurers since
both customers and authorities will require transparency regarding the pricing of

insurance.

From investigating RQ 2 and the possibilities to update the original tariff automatically,
through the implementation of The Automatic GLM Improver, this is observed to be
possible and fully implementable. Consequently, the results in Section 4.3 suggest a
“Yes” answer to RQ 2. However, following the discussion in this section concerning
certain limitations of an automatic approach, the first approach discussed in 5.1, The
GLM Improver, is deemed preferable.

5.3 Suggestions for Further Research

As mentioned in Section 2.3.1, the application of GLMs is also common when modeling
credit risk in addition to modeling pricing related to non-life insurance contracts as
evaluated in this thesis. Hence, after achieving satisfying results and insights from
the insurance perspective, it would be interesting to evaluate if similar methods can
be applied in a credit risk setting. Following this, it is suggested that further research
may focus on the usefulness and the implementation of tree-based machine learning
methods to model credit risk. Since this study demonstrates promising results in an
insurance setting, successful results in similar settings are probable.

Furthermore, since this study is limited to data received from one non-life insurance
provider, further research on the same topic using data sets from other actors in the
Nordic insurance market would be of importance to either confirm or reject our results
and findings.
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6 Conclusion

This thesis examines the usefulness of tree-based machine learning methods, and
specifically XGBoost, in a non-life insurance setting to find non-randomness in the
residuals from GLM-based pricing models to improve the original tariff. The data
sets and existing GLMs for insurance pricing were provided by the insurer and project
partner If P&C. An extensive literature review suggests that machine learning methods
may be utilized to further develop and improve GLM-based pricing models in non-life
insurance, leastwise in order to learn valuable information about any shortcomings of
a pure GLM approach. By implementing XGBoost, insights were made regarding the
usefulness of machine learning to improve GLMs from identifying missed interactions
among predictors.

While RQ 1 targets identifying such interactions and updating an existing GLM, RQ
2 focuses on investigating the same subject in an automatic manner. To answer RQ
1, interactions are first identified and afterward incorporated in an updated GLM, a
process referred to as The GLM Improver in this thesis. The models are thereafter
evaluated using different metrics, such as Gini score and Mean Tweedie Deviance. It
can be concluded that XGBoost can be implemented to identify interactions, i.e. sub-
segments in the portfolio that are subject to mispricing, and that inclusion of those
improves the predictive power of the original model and tariff.

Furthermore, to answer RQ 2, an automatic and iterative process is implemented,
in this thesis referred to as The Automatic GLM Improver, to update an existing
GLM systematically without human input. Based on different evaluation metrics,
such as Gini score and Mean Tweedie Deviance, it can be concluded that this method
is also feasible. However, following the discussion in Section 5, using The GLM
Improver, a combination of utilizing machine learning and human input to incorporate
a professional judgment perspective, to update an existing GLM, is preferable. Also,
this is motivated by the high importance of descriptive value for pricing models in non-
life insurance.

Recommendations regarding further research include investigating the same topic on
data sets provided by other actors in the non-life insurance market. Additionally,
analogous methods may be used to investigate related topics in similar settings, such
as when modeling credit risk.
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A.1 The GLM Improver - Hull Results
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Figure A.1: Time consistency graphs for Interactions A-F, displaying relative error and

bootstrap confidence intervals (Hull).

A.2 The Automatic GLM Improver - MTPL Results
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Figure A.2: The number in each quadrant shows normalized risk ratios for the top six
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interactions from table 4.2, and the color of each cell shows the share of total exposure

(Hull).
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Figure A.3: Double lift chart for model evaluation against base tariff (MTPL 70/30

train/test split).

A.3 Exploratory Data Analysis - Hull
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Distributions for predicted claim costs for Predictors 1-15 (Hull).

Figure A.4
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Figure A.4: Distributions for predicted claim costs for Predictors 1-15 (Hull).
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