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Approximating the Pareto frontier for a challenging
real-world bi-objective covering problem

Nils-Hassan Quttineh , Uledi Ngulo and Torbj€orn Larsson

Department of Mathematics, Link€oping University, Link€oping, Sweden

ABSTRACT
We study a bi-objective covering problem stemming from a real-
world application concerning the design of camera surveillance
systems for large-scale outdoor areas. It is in this application pro-
hibitively costly to surveil the entire area, and therefore necessary
to be able to present a decision-maker with trade-offs between
total cost and the portion of the area that is surveilled. The prob-
lem can be stated as a set covering problem with two objectives,
describing cost and portion of covering constraints that are ful-
filled. Finding the Pareto frontier for these objectives is very com-
putationally demanding and we therefore derive a method for
finding a good approximate frontier in a practically feasible com-
puting time. The method is based on the �-constraint reformula-
tion, an established heuristic for set covering problems, and
subgradient optimization.
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1. Introduction

The bi-objective optimization problem studied in this paper originates from a prac-
tical application, with two truly conflicting objectives, and concerns the design of sys-
tems for surveillance of bio-fuel depots using thermal cameras.

Bio-fuels such as peat and wood chips are used to produce heat and electricity,
and they are typically transported to and stored in large piles in large-scale outdoor
bio-fuel depots, before being used at a nearby facility. Such depots are often several
hundred meters in width and length, and the bio-fuel materials are stored in several
piles within designated areas. The piles are often tens of meters in length and width,
and several meters high, meaning that they contain several tens of thousands cubic
meters of material.

Due to inherent decay of the bio-fuels there is always a risk for outbreaks of fire
due to spontaneous self-combustion. Such fires are costly, because of loss of bio-fuel
and fire extinction, and they can also disrupt the production. Also, fires are obviously
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a safety issue, and hazardous compounds in the smoke, and in the water used to fight
the fires, may leak into the environment.

Systems for early warning for fires are therefore needed. There are several technical
options for such systems. We studied the use of thermal cameras, which have the
advantage of being able to detect not only fires but also regions of bio-fuel that are
overheated, before a fire actually burst into flames. A drawback of these cameras is
however that they are quite expensive, and many of them may be needed.

There are several models of cameras, of different costs and capabilities. They are
typically mounted on available lighting poles, and a camera can then be mounted on
different heights and in different directions. A possible camera placement is described
by the camera model and its location and direction, and it can monitor the parts of
the piles that are visible for the camera.

Figure 1 shows a real-world example of a bio-fuel depot. This depot area is
439� 289 meters and it has been discretized into cells of size 1� 1 meters, giving a
total of 126,871 cells, out of which 32,149 cover piles and shall therefore
be monotired.

The cost efficient placement of thermal cameras for outdoor bio-fuel surveil-
lance is a difficult design problem, due to the large depot areas and to the large
number of possible camera placements, which results in many degrees of freedom.
Further, it is in practice far too expensive to install enough cameras to monitor the
entire depot. In order to find an acceptable compromise between cost and coverage
of the system, the decision-maker should therefore be provided with trade-offs
between these.

We pose this system design question as a bi-objective covering problem; the
total cost of the cameras should be kept low, while the cameras should together
monitor as much of the bio-fuel piles as possible, by being selected and placed
efficiently.

The starting point for modelling the problem is to discretze the depot area into
cells and determine which of them encompass bio-fuel piles. We also discretize the
possible heights on the poles where cameras can be mounted, as well as their possible
directions. For every possible placement of a camera, it is then quite straightforward

Figure 1. An example of a bio-fuel depot. The cells to be monitored are marked in black, and the
red dots indicate poles where the cameras can be mounted.
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to calculate which cells encompassing bio-fuel piles that are monitored by
the placement.

Assuming n possible camera placements and m cells with bio-fuel, we can generate
a matrix A of size m� n which contains one row for each cell i 2 I ¼ f1, :::,mg with
bio-fuel and one column for each possible camera placement j 2 J ¼ f1, :::, ng, with
aij ¼ 1 if the camera placement corresponding to column j monitors the cell corre-
sponding to row i, and 0 otherwise. Further, let cj be the cost of possible camera
placement j 2 J, let the binary variable xj indicate whether it is actually used, and let
the binary variable ui indicate if cell i 2 I is monitored or not.

The conflicting goals are to minimize the total cost of the camera placements and
to maximize the cell coverage. Our bi-objective covering problem is given by

BiCP½ � min zcost ¼
X
j2J

cjxj (1)

max zcov ¼ 1
m

X
i2I

ui (2)

s:t:
X
j2J

aijxj � ui, i 2 I (3)

xj 2 f0, 1g, j 2 J (4)

ui 2 f0, 1g, i 2 I: (5)

The overall goal is to generate a Pareto frontier for this problem, to provide a deci-
sion maker with information about trade-offs between cost and coverage.

In the real-world instances studied, the number of variables ranges from 2804 to
52,448, and the number of constraints ranges from 2466 to 77,892. To generate the
exact frontier for the larger instances, using a general purpose solver, requires hun-
dreds of computing hours. This is however far too much in practice, both because
this accuracy is not needed and because the model and the trade-offs are intended to
be used as decision support in a sales process with management for the depot, and
one can therefore not wait for too long for results. Also, commercial solvers are
expensive for the company who is designing and selling the surveillance system.
Hence there was a need to develop a heuristic approach.

We have found only a few papers in the literature considering the problem of
seeking a compromise between the cost of a surveillance system and its coverage.
An application concerning the location of watchtowers to detect forest fires is pre-
sented in Bao et al. (2015), while Rebai et al. (2016) and Zhang et al. (2013) con-
cern camera coverage problems; these are all modelled as extensions of the set
covering problem with the two conflicting objectives of cost and coverage. A bi-
objective facility location problem, where cost and coverage are balanced, is
presented in Villegas et al. (2006). Solution approaches adopted in the above-men-
tioned papers include genetic algorithms, evolutionary algorithms, weighted sum
methods, and �-constraint methods.

In Bao et al. (2015), the surveilled area is discretized into 30m by 30m grids, with
a total of 13,886 cells to monitor. There are 32 possible locations for the watch
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towers, and two different kinds of towers, and thus a total of 64 variables. Rebai et al.
(2016) generate problem instances of different sizes, with at most 1575 gridded 3D-
points to be monitored, and cameras can be placed at any of the points. Each of these
allows for 200 different camera settings (tilt and pan angles). Several medium- and
large-scale problem instances are generated, and Pareto frontier approximations are
found within 200 seconds up to 4 hours, depending on problem sizes. Villegas et al.
(2006) solve problem instances with up to 50 facilities and 150 customers. Note that
most of our problem instances are significantly larger than those studied in these ear-
lier works.

After this introduction to the problem under consideration and the short litera-
ture overview, the paper is organized as follows. In Section 2 we set the stage and
present the justification and derivation of the proposed heuristic solution scheme,
including the optimization problems employed. In Section 3, we decribe the heuris-
tic solution scheme and its building blocks. Section 4 describes the numerical
experiments, and Section 5 summarizes the paper. All derivations to come fall back
upon standard and well-known theory for linear programming and Lagrangian
duality. (For readers who wish to recapture the basics of linear programming and
Lagrangian duality theory, see for example Murty (1983) and Shapiro (1979),
respectively.)

2. Derivation

By introducing the complementary binary variable yi ¼ 1�ui, i 2 I, indicating if cell
i 2 I is allowed to be unmonitored or not, problem BiCP is equivalent to

EBiCP½ � min zcost ¼
X
j2J

cjxj (6)

min � zcov ¼ 1
m

X
i2I

yi � 1 (7)

s:t:
X
j2J

aijxjþyi � 1, i 2 I (8)

xj 2 f0, 1g, j 2 J (9)

yi 2 f0, 1g, i 2 I: (10)

This is clearly a special case of a bi-objective set covering problem.
One way of generating the entire Pareto frontier is to use the �-constraint

method, that is, to replace one of the objectives with a constraint on its admis-
sible values. We choose to convert the coverage objective into a constraint.
Assume therefore that the portion p of the m cells must be monitored.
Introducing the parameter b ¼ ð1�pÞm, which stands for the number of rows that
are allowed to be uncovered, the �-constraint reformulation leads to the Partial
Set Covering Problem
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PSCP½ � min z ¼
X
j2J

cjxj þ
X
i2I

0yi (11)

s:t:
X
j2J

aijxjþyi � 1, i 2 I (12)

X
i2I

yi � b (13)

0 � xj � 1 and integer, j 2 J (14)

0 � yi � 1 and integer, i 2 I: (15)

Constraints (14) and (15) are stated in this way to prepare for a linear programming
relaxation. A solution to PSCP gives a point on the Pareto frontier of problem BiCP.
Further, it is possible to generate the entire Pareto frontier of BiCP by studying a
finite, but maybe large, number of values of p.

The logic behind the method for finding an approximate Pareto frontier to
BiCP (to be presented in Section 3) is as follows. The key component of the
method is the constructive greedy set covering heuristic by Caprara et al. (1999),
which is computationally cheap and known to produce good results. This heuristic
builds a feasible solution from problem data and a dual solution for the set cover-
ing constraints. (This dual solution can be linear programming optimal or not, and
it can be generated in various ways.) In order to make this greedy heuristic applic-
able, we need to remove constraint (13). We accomplish this by Lagrangian relax-
ing this constraint with a multiplier given by an optimal value for the linear
programming dual variable for that constraint. Further, to search for diverse solu-
tions, we wish to repeat the heuristic of Caprara et al. for different, near-optimal
dual solutions for the set covering constraint (12). Our pragmatic way to generate
such dual solution is to initiate a subgradient optimization procedure at the opti-
mal linear programming dual solution and take short steps. Finally, everything is
repeated for several values of p. Worth noting is that, in our setting, it is not only
the final feasible solution produced by the heuristic of Caprara et al. that is of
interest, but also all partial solutions, since these are candidates for being on the
Pareto frontier.

The starting point for the remainder of this section is the linear programming
relaxation of the problem PSCP, which together with dual variables for the con-
straints, is given by

LPðpÞ� �
min zLP ¼

X
j2J

cjxj þ
X
i2I

0yi

s:t:
X
j2J

aijxj þ yi � 1, i 2 I j ki � 0X
i2I

yi � b, j l � 0

xj � 1, j 2 J j aj � 0
yi � 1, i 2 J j bi � 0

xj , yi � 0, i 2 I, j 2 J:
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Denote its optimal value by z�LP, and denote an optimal dual solution by k�LP, l
�
LP,

a�LP, and b�LP: (These quantities clearly depend of the value of p, but here and in the
following this dependency is mostly suppressed.)

The greedy heuristic of Caprara et al. (1999) is applied to a set covering problem
which is a relaxation of problem PSCP. The objective function in this set covering
problem is obtained by Lagrangian relaxing constraints (12) and (13) together with
the upper bounds in (14) and (15), with multipliers ki � 0, l � 0, aj � 0, and bi � 0,
respectively. The resulting Lagrangian function is

Lðx, y, k, l, a, bÞ ¼
X
j2J

cjxj þ
X
i2I

0yi þ
X
i2I

kið1�
X
j2J

aijxj � yiÞ

þ lðb�
X
i2I

yiÞ þ
X
j2J

ajð1� xiÞ þ
X
i2I

bið1� yiÞ

¼
X
j2J

ðcj �
X
i2I

aijki � ajÞxj þ
X
i2I

ð0� ki � l� biÞyi

þ
X
i2I

ki þ lbþ
X
j2J

aj þ
X
i2I

bi,

and the Relaxed PSCP under consideration is

RPSCP½ � minx, y Lðx, y, k, l, a, bÞ
xj � 0 and integer, j 2 J
yi � 0 and integer, i 2 I:

The linear programming relaxation of this problem is denoted RPSCPLP: Note that the
constraint (12) and the upper bounds on the variables are included in RPSCP both in
the objective function in a Lagrangian fashion and kept as explicit constraints. It is easily
verified that RPSCP is still a relaxation of PSCP. Letting z�ð�Þ denote the optimal value
of an optimization problem, it thus holds that z�ðRPSCPÞ � z�ðPSCPÞ:

Note that if an optimal dual solution from LP(p) is inserted in RPSCP, then all
Lagrangian reduced costs are non-negative, which implies a bounded optimal value for
RPSCP (even though the set of optimal solutions will not be bounded). For this choice
of dual solution it further holds that z�LP ¼ z�ðRPSCPLPÞ: Letting S�ð�Þ denote the set of
optimal solutions for a problem, it then furthermore holds that S�ðLPðpÞÞ 	
S�ðRPSCPLPÞ: (The two latter results are easily shown using standard linear program-
ming duality.) Typically, S�ðLPðpÞÞ is a proper subset of S�ðRPSCPLPÞ:

We introduce the notation Z�ð�Þ as the mapping of the optimal solution set for a
problem, which may be RPSCPLP or LP(p), to the domain of the objective values of
cost and coverage, that is,

Z� �ð Þ ¼ zcov, zcostð Þ : zcov ¼ 1� 1
m

X
i2I

yi , zcost ¼
X
j2J

cjxj, x, yð Þ 2 S� �ð Þ
( )

:

From standard linear programming theory follows that the common Pareto fron-
tier of LP(p) and RPSCPLP is piecewise linear, that its slope is �l�ðpÞ, and that the
slope is non-decreasing with an increasing value of p. This Pareto frontier is illus-
trated in Figure 2. (Even though the Pareto frontier is a set of discrete points, it is
here and in the following illustrated as a staircase graph. The frontier is the lower-
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right corner points of the staircase graph.) Since LP(p) is a relaxation of PSCP, the
Pareto frontier of LP(p) is an outer approximation of the frontier of PSCP, and there-
fore also of the frontier of BiCP, which in the figure is illustrated by the stair-
case graph.

We conclude this section by noting that the rational for applying the greedy heur-
istic to problem RPSCP as a means for finding candidates for Pareto optimal solu-
tions to problem EBiCP, is the relationship z�LP ¼ z�ðRPSCPLPÞ, together with the
facts that LP(p) is the linear programming relaxation of PSCP, which is an �-con-
straint reformulation of EBiCP.

3. Method

To produce a high quality approximation of the Pareto frontier we propose a heuris-
tic scheme which involves several steps. In an outer loop, we consider a set of values
of p, which target different parts of the frontier. For each value of p, and its corre-
sponding dual value l�ðpÞ, we generate a sequence of near-optimal dual solutions k
using a subgradient optimization scheme, for a very limited number of iterations.
(See Section 3.2.) At the core of the scheme is the greedy heuristic used to generate
candidate points for the Pareto frontier. This heuristic is applied for each dual solu-
tion k. (See Section 3.3) In the upcoming subsections we describe the separate build-
ing blocks in more detail, while Section 3.4 gives an overview of the entire method.

3.1. Preparations

For a given value of p, we solve problem LP(p) to get the dual value l�ðpÞ, which in
the following is denoted lp for short. We consider the Lagrangian relaxation

Figure 2. A Pareto frontier of BiCP, together with the outcomes of LP(p) and RPSCPLP with respect
to cost and coverage, as functions of the portion p of the m cells that must be monitored. (The
BiCP frontier is the lower-right corner points of the staircase graph.)
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hðk, lp, a, bÞ ¼ min
x, y

Lðx, y, k, lp, a, bÞ
xj � 0 and integer, j 2 J
yi � 0 and integer, i 2 I

(16)

of PSCP, and the corresponding Lagrangian dual problem

h�ðlpÞ ¼ max
k�0, a, b�0

hðk, lp, a, bÞ:

Consider any fixed dual vector �k � 0: Then the restricted Lagrangian dual problem

max
a, b�0

hð�k, lp, a, bÞ

separates into nþm single-variable problems in the dual variables aj, j 2 J, and bi,
i 2 I: It is easily verified that an optimal solution to the restricted Lagrangian dual
problem (although not always unique) is given by

�aj ¼ minf 0 , cj �
X
i2I

aij�ki g, j 2 J

�bi ¼ minf0 , � �ki � lpg, i 2 I:

The Lagrangian dual problem can therefore be equivalently stated as

max
k�0

hðk, lp, aðkÞ, bðk, lpÞÞ (17)

where

ajðkÞ ¼ minf 0 , cj �
X
i2I

aijki g, j 2 J (18)

biðk, lpÞ ¼ minf0 , � ki � lpg, i 2 I: (19)

Because the above Lagrangian relaxation of PSCP has the integrality property, the
vector k�LP is optimal in the equivalent Lagrangian dual problem, and h�ðlpÞ ¼ z�LP
holds. In order to diversify the search for candidate points for the Pareto frontier, we
generate a sequence of near-optimal dual solutions using a subgradient optimiza-
tion scheme.

3.2. Subgradient optimization

For a given value of lp, we apply a standard subgradient optimization scheme (see
e.g. Shapiro (1979)) to the equivalent Lagrangian dual problem (17). Given an iterate
�k � 0, we choose a and b according to (18) and (19). The Lagrangian reduced costs
for the variables xj and yi are then given by
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�cxj ¼ cj �
X
i2I

aij�ki �minf 0 , cj �
X
i2I

aij�ki g, j 2 J,

and

�cyi ¼ ��ki � lp �minf0 , � �ki � lpg, i 2 I,

respectively. Note that for any choices of lp � 0 and �k � 0, these reduced costs are
non-negative. The Lagrangian relaxed problem (16) is solved by setting xjð�kÞ ¼ 1 if
�cxj ¼ 0 and 0 otherwise, for j 2 J, and setting yið�kÞ ¼ 1 if �cyi ¼ 0 and 0 otherwise, for
i 2 I: The resulting dual objective value in problem (17), which is here denoted hpð�kÞ
for short, then becomes

hpð�kÞ ¼
X
i2I

�ki þ lpbþ
X
j2J

minf 0 , cj �
X
i2I

aij�ki g þ
X
i2I

minf0 , � �ki � lpg:

The subgradient at �k, denoted �n, is calculated as

�ni ¼ 1�
X
j2J

aijxjð�kÞ � yið�kÞ, i 2 I,

and the iterate is updated according to

�k :¼ maxf0 , �k þ t�ng,

where t is a steplength. This is given by the Polyak formula (see e.g. Shapiro (1979))

t ¼ r
�z�hpð�kÞ
jj�njj2 ,

where r is a relaxation parameter and �z is a target value. In order to guarantee the
generation of near-optimal Lagrangian dual solutions only, we use r¼ 1.2 and
�z� z�LP: The scheme is initiated with �k ¼ k�LP: (Both k�LP and z�LP are found when
solving problem LP(p) to find the dual value lp.)

3.3. The greedy heuristic for PSCP

Greedy heuristics for the set covering problem work by step-by-step creating a feas-
ible solution by augmenting a partial, infeasible solution with additional settings of
variables to one, one at a time, until a full coverage is reached. They can be initiated
with the zero solution or for example the solution obtained from a Lagrangian relax-
ation. The greedy selection criterion is commonly based on the relation between the
cost for a yet unused variable and the number of yet unfulfilled constraints that it
will fullfil (or a measure related to this number), if set to one. The cost considered
for a variable is often its original cost or a reduced cost, or a partial reduced cost.
Here, “partial” means that only a subset of the constraints are dualized, that is, incor-
porated into the objective function.

INFOR: INFORMATION SYSTEMS AND OPERATIONAL RESEARCH 9



Because of the greedy nature of these heuristics, the choices of one-settings made
in the early stages typically yield a high coverage in relation to the accumulated cost.
These early choices may however drive the later choices of the heuristic to be poor,
measured in cost increments in relation to the additional number of covered con-
straints. Hence, these heuristics often produce partial solutions where the total cost
acculmulated so far is low in relation to the coverage achieved so far, but the final
full coverage solution may still not become close to optimality. In our context, when
looking for good compromises of cost and coverage, we can take advantage of this
characteristic of greedy heuristics for the set covering problem.

We apply the greedy heuristic of al. Caprara et al. (1999) to RPSCP. This heuristic
works with partial reduced costs where only the yet unfulfilled constraints are dual-
ized. Let R 6¼ ; denote the index set of such constraints, and denote the index set of
variables xj already set to one by K 
 J: Given values of lp � 0 and �k � 0, we
choose a and b according to (18) and (19), but modified to the case of partial dual-
ization. The partial reduced costs are then given by

�cxj ¼ cj �
X
i2R

aij�ki �minf0 , cj �
X
i2R

aij�kig, j 2 J n K,

and

�cyi ¼ ��ki�lp�minf0 , ��ki�lpg, i 2 R:

Note that the variables yi, i 62 R, are of no interest. Also note that the partial reduced
costs are always non-negative. This is crucial, since the greedy measure in the heuris-
tic is the ratio of the partial reduced cost of a variable and the number of yet uncov-
ered rows that it will cover. With negative values, variables with low coverage would
be prioritised, and the heuristic would make poor decisions. This non-negativity
property is a consequence of the Lagrangian relaxation of the upper bounds in PSCP
when constructing RPSCP and the values of a and b according to (18) and (19).

Our greedy heuristic is shown in Algorithm 1. Although it is an application of the
heuristic by Caprara et al. (1999), it is tailored to the special structure at hand. First,
the variables xj, j 2 J, and yi, i 2 I, are treated separately, because the reduced costs
of the latter do not depend on the set of uncovered constraints and because each of
them covers exactly one constraint. Second, whenever a variable yi is set to one, the
greedy measure for a remaining variable xj can never decrease. This is because the
measure’s numerator, the variable’s partial reduced cost, is then non-decreasing, while
its denominator, the number of remaining constraints that the variable can be cov-
ered, is non-increasing. This property makes it possible to set several variables yi to
one at the same time.

Ties in the greedy criterion are broken by covering as many yet unfulfilled con-
straints as possible. In case this is not sufficient to provide a unique greedy choice,
the lowest variable index is chosen.

Each run of the algorithm produces feasible solutions to the problem BiCP. These
are candidates for being included in a final approximation of the Pareto frontier for
BiCP, and they are therefore considered for being included in a pool of non-domi-
nated solutions.

10 N.-H. QUTTINEH ET AL.



Algorithm 1. Greedy heuristic for RPSCP

Require: Matrix A and cost vector c, dual values k and l

1. Initialize column sets K ¼ ; and L ¼ ;, and row set R ¼ f1, :::,mg
2. Calculate reduced costs �cyi , i 2 I
3. repeat
4. Calculate reduced costs �cxj , j 2 J n K
5. For each j 2 J n K, calculate sj ¼

P
i2R aij

6. Let Jþ ¼ fj 2 J n K : sj > 0g
7. if minj2Jþ�cxj =sj � mini2R�c

y
i then

8. Let k 2 argminj2Jþ�cxj =sj
9. Let K ¼ K [ fkg and R ¼ R n fi 2 I : aik ¼ 1g
10. else
11. Let Lþ ¼ fi 2 R : �cyi < minj2Jþ�cxj =sjg
12. Let L ¼ L [ Lþ and R ¼ R n Lþ
13. end if
14. until R ¼ ;
15. return Solution xj ¼ 1 if j 2 K and 0 otherwise, and yi ¼ 1 if i 2 L and

0 otherwise

3.4. Method overview

Our heuristic scheme to generate an approximation of the Pareto frontier for BiCP is
illustrated by the flow chart in Figure 3.

4. Numerical experiments

We present experimental results for nine problem instances arising from real-world
bio-fuel depots. These depots are of different physical sizes and shapes, and therefore
give rise to problem instances of different complexity. The number of lighting poles
in the bio-fuel depots is in the range 7 to 16, and the number of camera models
varies between 3 and 9. The depot areas have been discretized into cells, as described
in the introduction, and the heights where the cameras can be mounted as well as the
directions in which they can be pointed have also been discretized. In the real-world
situation, the reasonable degrees of coverage of cells to be monitored are in the range
70–95%. We will therefore evaluate the proposed heuristic for this range.

Basic data for the instances are presented in Table 1, including the number of
rows (i.e. cells to be monitored), the number of columns (i.e. possible camera place-
ments), and the density of the constraint matrix A. The number of columns reported
are those remaining after a preprocessing step, where the standard set covering col-
umn dominance criterion is applied in order to remove columns that are inferior to
other columns. Further, zSCP is the minimal cost for the coverage of all cells, that is,
an optimal set covering solution, and jj�xjj0 is the cardinality of this solution, For
these instances, the number of possible values of zcost in a feasible solution to BiCP
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varies between 38 and 2674. One may note that the relationship between the numbers
of rows and columns is roughly in the range 1 to 4.

The Pareto frontiers of the instances, or in some cases very close approximations
of the frontiers, were generated as described in Appendix A. To assess the overall
quality of the frontiers produced by the heuristic to the Pareto frontiers, we apply the
dominated-space metric, which is introduced by Zitzler and Thiele (1998) and recom-
mended in Knowles and Corne (2002). We report normalized metric values with
respect to the ideal and anti-ideal points as suggested in Medaglia and Fang (2003).
Figure 4 illustrates this metric for our problem; a higher value of the metric is desir-
able, and the maximal possible value is one.

To span the range of interest (70–95%), we use P¼ 15 different values of p in our
tests (p 2 f70, 74, 78, 82, 86, 90, 91, 92, 93, 94, 95, 96, 97, 98, 99g). For each value of lp
we perform imax ¼ 20 subgradient iterations where k is updated. In the subgradient

Figure 3. The overall heuristic to find an approximate Pareto frontier. Here P is the number of val-
ues of p used, imax is the number of subgradient iterations used for each value of p, and SNDP is a
set of non-dominated points ðzcov, zcostÞ, which approximates the Pareto frontier.
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step we use the target value �z ¼ 1:01� z�LPðpÞ and the relaxation parameter r¼ 1.2.
With this choise of parameter values, the greedy algorithm is called 300 times.

In order to compare our heuristic with some other approach to BiCP, we have
also implemented deterministic and randomised greedy heuristics, since these are
both straightforward and reasonable approaches to BiCP. Their basic designs are the
same as that of Algorithm 1. However, here we consider three different costs in the
greedy selection criterion: (i) original costs, (ii) linear programming reduced costs,
and (iii) partial linear programming reduced costs. In the randomised version, we
make random choices among the 1% remaining columns that are ranked highest
according to the greedy selection criterion used. In a first run we use the determinis-
tic greedy heuristic with each of the three costs, and combine the results into one
approximation of the Pareto frontier. In a second run we use the randomised greedy
heuristic with each of the three costs, and for each of these we make 100 runs.
Finally, the results of these 300 runs are combined with the results from the three
deterministic heuristics, into a new approximate frontier. The runtimes for the rando-
mised versions of Algorithm 1 are similar to that of the deterministic version.

Note that both our heuristic and the randomized greedy heuristics make 300 calls
of Algorithm 1 (or versions thereof), which makes the comparison of these two
approaches fair. For the problem instances at hand, a single run of Algorithm 1 takes

Table 1. Problem instances and results. Columns describe the number of rows and columns, the
density (non-zeros) of matrix A, the cost for an optimal set covering solution, zSCP, and the cardin-
ality of the corresponding set covering solution, �x , respectively. The last three columns give the
normalized dominated-space metric for different solution approaches.
rw # rows # cols q zSCP jj�x jj0 Greedy Random BiCP

1 2466 2804 0.24 100 3 0.724 0.909 0.975
2 32 149 11 652 0.03 555 37 0.721 0.812 0.866
3 10 947 6043 0.14 105 7 0.897 0.960 0.978
4 41 029 9394 0.03 675 45 0.653 0.733 0.828
5 38 987 13 797 0.03 555 37 0.688 0.739 0.805
6 45 917 45 161 0.01 1653 48 0.578 0.613 0.771
7 77 892 42 096 0.01 2734 88 0.678 0.678 0.775
8 70 599 52 448 0.01 2600 78 0.695 0.695 0.767
9 58 533 15 804 0.02 870 58 0.722 0.722 0.813

Average values: 0.706 0.762 0.842

Figure 4. Illustration of the calculation of the dominated-space metric. To the left are shown the
total area of interest, which is specified by the ideal point and the anti-ideal point for the interval
70–95%, together with a Pareto frontier and an approximate frontier. The metric is the ratio
between the area of the approximate frontier, shown in the middle, and the area of the Pareto
frontier, shown to the right.
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0.05–14.5 seconds depending on the problem size, and in particular on the number of
rows. For both approaches, the calls of Algorithm 1 dictate the total runtime, which
is in the range of 16 seconds to 1.2 hours.

The outcome of our heuristic and that of the combined deterministic and rando-
mised greedy heuristics for problem instances rw6 and rw7 are shown in Figure 5,
together with the Pareto frontiers. The results for all instances are summarized in
Table 1. We here also include the combined results for the three deterministic greedy
heuristics, and the quality of approximate frontiers is evaluated by using the normal-
ized dominated-space metric. In Table 1 and in Figure 5, BiCP refers to our heuristic
method. Further, Greedy refers to the combined outcome of the three deterministic
greedy runs, and Random is the combined outcome of Greedy and the 300 random-
ized runs.

Our heuristic employs both several values of p and subgradient optimization for
each of these values, in order to generate a diversity of feasible solutions. To confirm
that both components are actually required to reach the results obtained, we have
removed either of them in runs on instances rw6 and rw7. Without subgradient opti-
mization, only the linear programming dual solution of LP(p) is used, and when only
one value of p is used, we picked p¼ 0.99. (The reason for choosing a high value of p
is that, with lower values the approximate frontier will never reach high coverages,

Figure 5. Illustration of Pareto frontiers and approximate frontiers for instances rw6 and rw7.

Figure 6. Comparison of simplified versions of the BiCP heuristic.
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because the greedy heuristic will then early switch to choosing variables yi instead of
varables xj.) The results are shown in Figure 6.

Worth noting is that the use of subgradient optimization seems to contribute most
to the approximate frontier for higher values of p, while the use of several, and lower,
values of p seems to contribute most to the frontier for low values of p. The average
values of the normalized dominated-space metric, over all instances, without subgra-
dient optimization is 0.762, and with only p¼ 0.99 it is 0.761. These results clearly
confirm that both components are indeed needed.

5. Conclusions

We studied a decision problem arising in the design of thermal camera surveillance
systems for fire detection at large-scale outdoor bio-fuel depots. Because of the high
cost of monitoring the entire depot area of interest, which is the piles with bio-fuel,
or even only a high portion of it, a decision-maker wishes to evaluate various com-
promises between the cost for the system and the portion of the area of the piles that
is monitored. To study this trade-off, we construct a bi-objective covering model,
which can be written as a special case of a bi-objective set covering problem.

Due to the large scale of this model and its nature, and also because of the setting
in which it is intended to be used, it is not practically viable to compute the Pareto
frontier. We proposed a heuristic method for finding an approximate frontier of high
quality. The key elements of the heuristic are an �-constraint reformulation, using
multiple values of �, together with Lagrangian dualization and the constructive greedy
set covering heuristic by Caprara et al. (1999), which works with partial reduced
costs. A strong motive for using a constructive greedy heuristic is that all partial solu-
tions are also of interest, since they are candidates for solutions on the Pareto fron-
tier. To create a diversity of non-dominated solutions, many near-optimal Lagrangian
dual solutions are generated by subgradient oprimization.

Because the cost for surveilling the depot increases rapidly with the portion of the
pile areas that is monitored, it is in practice reasonable to monitor only 70–95% of
these areas, and we therefore also evaluate our heuristic for this range. It is compared
with the combined outcome of deterministic and randomized greedy heuristics based
on three different selection criteria. Our heuristic performs significantly better and
also produces a fairly good approximation of the Pareto frontier. We have also shown
that both the use of multiple values of � and the use of many near-optimal dual solu-
tions are crucial elements of the heuristic in order to get a good approxi-
mate frontier.

The bi-objective covering problem considered is equivalent to a special case of a
bi-objective set covering problem. An obvious topic for further research is therefore
to extend our approach to general bi-objective set covering problems.
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Appendix A. Generating pareto frontiers

To evaluate our solution process, we have generated (near-)Pareto frontiers for all problem
instances using the �-constraint method, that is, by considering one of the objectives as a con-
straint. With problem BiCP as starting point, we choose to convert the cost objective function
(1) into a constraint, and solve the resulting problem for all relevant cost levels, denoted L:
(Generation of all relevant cost levels can, for example, be done by combinatorial
enumeration.)

Then, by solving the problem

max
X
i2I

ui (A1)

s:t:
X
j2J

cjxj � L, (A2)

and ð3Þ, ð4Þ, ð5Þ, (A3)

for each L 2 L, one can generate the entire Pareto frontier. This problem was implemented
using AMPL and solved using the CPLEX Optimizer. The number of possible cost levels, jLj,
varies greatly between the problem instances, ranging from 38 levels for rw2 to 2674 levels for
rw7. Each run was made on a compute node of the Sigma cluster of the Swedish National
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Supercomputer Center. A compute node is equipped with an Intel Xeon Gold 6130 processor,
with clock frequency 2.1GHz and 32 threads. The time limit for each run was 3 hours. The
solution time for each cost level for a problem instance varies a lot, from a few seconds up to
the time limit. Typically, problem (A1)–(A3) with cost levels corresponding to solutions with
coverages above 60% are hard to solve to proven optimality, and it is then common with a
deviation between the upper and lower bounds of around 0.20% when the time limit is
reached. Hence, the Pareto frontiers found are pessimistic estimates of the true Pareto fron-
tiers. The largest deviation encountered, among all problem instances and cost levels, is 0.75%.
Each frontier requires hundreds of CPU hours, and in total thousands of hours were spent on
generating these frontiers.
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