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Abstract
The Cyclicality of Earnings Growth Along the Distribution - Causes and Consequences

Earnings growth is more procyclical at the bottom of the income distribution than at the top. Using high-quality
administrative data from Germany, I show that the heterogeneity is chiefly driven by transitions between employment and
non-employment, specifically job-finding. I build a heterogeneous agent business cycle model that can rationalize these
empirical findings. Agents in the model endogenously choose where to search for work in a labor market that features
directed search. The model reproduces the heterogeneous procyclicality of earnings growth, as well as the contribution of
job-finding, along the income distribution. I use this model to evaluate two policies aimed at reducing business cycle risk:
countercyclical hiring subsidies and Universal Basic Income (UBI). The first policy proposal increases welfare relative to
the baseline economy. Implementing UBI decreases the volatility of aggregate consumption but decreases welfare overall.

Monetary Policy and Liquidity Constraints: Evidence from the Euro Area
We quantify the relationship between the response of output to monetary policy shocks and the share of liquidity

constrained households. We do so in the context of the euro area using a Local Projections Instrumental Variables
estimation. We construct an instrument for changes in interest rates from changes in overnight indexed swap rates in a
narrow time window around ECB announcements. Monetary policy shocks have heterogeneous effects on output across
countries. Using micro data, we show that the elasticity of output to monetary policy is larger in countries that have a larger
fraction of households that are liquidity constrained.

The Curious Incidence of Monetary Policy Across the Income Distribution
We use high-frequency administrative data from Germany to study the effects of monetary policy on incomes and

employment prospects across the earnings distribution. Earnings growth at the bottom of the distribution is substantially
more elastic to policy shocks. The unequal incidence is driven by differences in employment risk across the distribution -
lower-earning households experience higher employment risk in response to contractionary shocks. Our empirical estimates
imply significant amplification of the aggregate consumption response to shocks to future consumption and interest rates.

It Runs in the Family: Occupational Choice and the Allocation of Talent
Children frequently grow up to work in the same jobs as their parents. Using unique data on worker skills and personality

traits, and administrative data on the labor market outcomes of Swedish men, we study occupational choice and its impact
on the allocation of talent. We document that sons are disproportionately more likely to follow into the same occupation as
their fathers, across all levels of skills and earnings. We estimate a general equilibrium Roy model with costly occupational
choice and heterogeneous entry barriers depending on parental background. We find that these entry barriers lead to
substantial misallocation. Equalizing entry costs across workers leads occupational following to fall by half. However,
this reallocation of workers increases intergenerational mobility and aggregate income only modestly, because sons move
to occupations that are similar to those of their fathers in income and skill requirements. Our findings are consistent
with intergenerational persistence in occupations and incomes reflecting transmission of skills and sorting on comparative
advantage.

Keywords: Macroeconomics, monetary economics, monetary policy, heterogeneous agents, universal basic income,
hiring subsidies, income risk, wealth inequality, misallocation, intergenerational mobility.
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Abstracts
The Cyclicality of Earnings Growth Along the Distribution -
Causes and Consequences
Earnings growth is more procyclical at the bottom of the income distri-
bution than at the top. Using high-quality administrative data from Ger-
many, I show that the heterogeneity is chiefly driven by transitions be-
tween employment and non-employment, specifically job-finding. I build
a heterogeneous agent business cycle model that can rationalize these
empirical findings. Agents in the model endogenously choose where to
search for work in a labor market that features directed search. The
model reproduces the heterogeneous procyclicality of earnings growth,
as well as the contribution of job-finding, along the income distribution.
I use this model to evaluate two policies aimed at reducing business
cycle risk: countercyclical hiring subsidies and Universal Basic Income
(UBI). The first policy proposal increases welfare relative to the base-
line economy. Implementing UBI decreases the volatility of aggregate
consumption but decreases welfare overall.

Monetary Policy and Liquidity Constraints: Evidence from
the Euro Area
We quantify the relationship between the response of output to mone-
tary policy shocks and the share of liquidity constrained households. We
do so in the context of the euro area, using a Local Projections Instru-
mental Variables estimation. We construct an instrument for changes in
interest rates from changes in overnight indexed swap rates in a narrow
time window around ECB announcements. Monetary policy shocks have
heterogeneous effects on output across countries. Using micro data, we
show that the elasticity of output to monetary policy shocks is larger
in countries that have a larger fraction of households that are liquidity
constrained.



The Curious Incidence of Monetary Policy Across the In-
come Distribution
We use high-frequency administrative data from Germany to study the
effects of monetary policy on incomes and employment prospects across
the earnings distribution. Earnings growth at the bottom of the distribu-
tion is substantially more elastic to policy shocks. The unequal incidence
is driven by differences in employment risk across the distribution—
lower-earning households experience higher employment risk in response
to contractionary shocks. Our empirical estimates imply significant am-
plification of the aggregate consumption response to shocks to future
consumption and interest rates.

It Runs in the Family: Occupational Choice and the Allo-
cation of Talent
Children frequently grow up to work in the same jobs as their parents.
Using unique data on worker skills and personality traits, and admin-
istrative data on the labor market outcomes of Swedish men, we study
occupational choice and its impact on the allocation of talent. We docu-
ment that sons are disproportionately more likely to follow into the same
occupation as their fathers, across all levels of skills and earnings. We es-
timate a general equilibrium Roy model with costly occupational choice
and heterogeneous entry barriers depending on parental background. We
find that these entry barriers lead to substantial misallocation. Equal-
izing entry costs across workers leads occupational following to fall by
half. However, this reallocation of workers increases intergenerational
mobility and aggregate income only modestly, because sons move to oc-
cupations that are similar to those of their fathers in income and skill
requirements. Our findings are consistent with intergenerational persis-
tence in occupations and incomes reflecting transmission of skills and
sorting on comparative advantage.
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Introduction

This dissertation consists of four self-contained chapters. Each of them
focuses on a separate economic question, but they are still closely related.
Chapters 1 and 3 investigate how earnings behave differently along the
income distribution, Chapters 2 and 3 both deal with questions related to
monetary policy, but all four chapters are broadly related to inequality in
the macroeconomy. Throughout this thesis, I conduct empirical research
and present theoretical models which can provide quantitative answers
to important questions. In the following, I introduce each chapter in
more detail
The Cyclicality of Earnings Growth Along the Distribution -
Causes and Consequences

In the first chapter of this dissertation, I study how booms and re-
cessions affect people’s labor earnings. Fluctuations in earnings are ar-
guably one of the biggest worries people face during their working lives,
as they make up the lion’s share of most people’s incomes, and they are
the only source of income for some. Therefore, understanding these fluc-
tuations better can help guide politicians when they design stabilization
policies (such as social safety nets), which in turn can make economies
more resilient overall.

My starting point for this project is research conducted by Fatih
Guvenen and co-authors,1 which shows that when the U.S. economy

1Guvenen, F., Schulhofer-Whol, S. Song, J. and Yogo, M. (2017). “Worker betas:
Five facts about systematic earnings risk”. American Economic Review, 107(5):398-
403

i



ii INTRODUCTION

contracts, the earnings growth at the bottom of the income distribution
falls significantly, while earnings at the top of the income distribution
are mostly insulated from such changes. In booms, the pattern is similar:
earnings at the bottom rise, while earnings at the top move little.

In The Cyclicality of Earnings Growth Along the Distribution -
Causes and Consequences, I shed some light on the origins of this
heterogeneity and try to understand what policy makers can do to
alleviate it. I make three contributions to the literature. First, using
administrative data from Germany on more than one million workers,
I show that 80 percent of the difference in the comovement between
earnings growth and the business cycle, between the poor and the rich,
can be explained by people moving out of unemployment and finding
work. If I exclude these job-finders from my analysis, the procyclicality
of earnings growth, i.e., how strongly earnings comove with the
business cycle, is almost the same across the whole income distribution.
The reason for this phenomenon is the following: in booms, the labor
market pulls in unemployed people, as many firms hire new workers.
The probability of finding work when unemployed, therefore, increases.
This increase is almost homogeneous for all the non-employed, rich
or poor. Crucially, however, unemployment is much more common
among the poor. For this reason, being pulled into the labor force
has a strong, positive effect on this group’s average earnings growth.
There are few unemployed individuals among the rich, which is why
job-finding is only responsible for a small fraction of the group’s overall
earnings growth. In recessions, the pattern is reversed. The pull effect
decreases, as firms make fewer new hires; and again, the poor are most
affected. Perhaps surprisingly, the earnings changes of job-losers do
not seem to drive much of the differences in earnings comovement over
the business cycle. This may be because Germany has fairly strong
dismissal protections for workers.

My second contribution to the literature is that I build a macroeco-
nomic model that can account for the patterns which I uncover in the
data. I extend a heterogeneous-agent business cycle model to include
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labor market frictions and incomplete markets. Agents in the model dif-
fer in their productivity, their savings and their wages; they make two
choices every period: (i) how much of their income to save and how much
to consume and (ii) where to search for work. In the model, agents can
choose to search in labor markets that offer them high wages, but there,
the probability of finding a job is low. Alternatively, they can choose
to search for low wages and find jobs more quickly. This tradeoff is the
key force behind the generation of the asymmetries I find in the data.
Agents with low productivity realizations search for jobs with low job-
finding probabilities, because their outside option in unemployment is
relatively high. The opposite is true for high-productivity agents. These
forces generate more unemployment at the low end of the income distri-
bution. The job-finding probability in the model rises and falls with the
business cycle, as in the data, because firms want to hire more workers in
booms and fewer in recessions. Together, these two forces make earnings
growth more procyclical at the bottom of the income distribution, just
as documented in the data.

For my third contribution, I evaluate two policy experiments which
may alleviate the differences in how much earnings growth comoves with
the business cycle, across the income distribution. The first experiment
is a hiring subsidy for firms, incentivizing them to hire more workers in
recessions, and fewer in booms. I show that this policy has the poten-
tial to improve welfare in the model economy. The second experiment
is the introduction of a Universal Basic Income (UBI) in place of the
unemployment insurance system. Under such a system, every agent in
the economy, employed or unemployed, receives a certain unconditional
transfer every period. I show that such a policy considerably reduces
welfare in the model economy. Given a certain amount of government
spending, a UBI distributes money to people who benefit little from it;
an unemployment benefit scheme is more targeted and hence, at the
same cost, provides more insurance. Importantly, both of these results
hinge on the endogenous responses of workers in the model to the poli-
cies.
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Monetary Policy and Liquidity Constraints: Evidence from the
Euro Area

When a central bank changes its interest rates, what are the ef-
fects on the overall economy? How will inflation and output behave over
the next months? These are age-old questions in economics, which have
spawned their own subfield: monetary economics. Understanding the
channels through which a central bank’s decisions are passed through
to the real economy is important, because it allows central bankers to
make better policies and potentially tame inflation and business cycles.
A recent development in the field of monetary economics is a focus on
understanding the importance of inequality in the economy. How does,
for example, more wealth inequality affect the effectiveness of monetary
policy? If more people in a country live paycheck-to-paycheck, does this
make the same interest rate adjustments more or less potent?

In Monetary Policy and Liquidity Constraints: Evidence from the
Euro Area, I attempt to answer precisely this question, together with
my co-authors Mattias Almgren, José-Elías Gallegos and Ricardo Lima.
The exercise we conduct is the following: as a first step, we estimate
how much an interest rate change by the ECB affects each euro area
country’s output over time. Then, in the second step, we check whether
the strength of the responses is related to the fraction of households in
the country who are living hand-to-mouth (HtM). These are households
who consume all of their income in each month and, consequently, save
very little for a rainy day. They are ”liquidity constrained”, since they
do not have the necessary liquid savings to buffer against unexpected
changes in their incomes.

The euro area is perfectly suited for this research question for two
reasons. First, the HtM-shares differ considerably across the different
member countries. Such variation is useful for our purposes. Second, the
countries in the euro area have been exposed to the same monetary pol-
icy in the last two decades. If this were not the case, i.e., if each country
had its own central bank conducting monetary policy, we would need to
adjust for these differences in our analysis, which could be difficult.
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Our exercise shows that the output responses due to a common mon-
etary policy shock are very different across countries. The peak response
for Portugal, for example, is about twice as large as that for France.
When we relate the size of these responses to the shares of HtM house-
holds, the correlation is strong. Our results are robust to different mea-
sures of liquidity constraints, and different classifications of the effects
of monetary policy.

These findings suggest that central banks should be aware of dif-
ferences in households’ balance sheets across countries and take them
into account when deciding on how to conduct monetary policy. Oth-
erwise, the fact that countries within a currency union can be affected
differently by the same shock may cause them to diverge economically.

The Curious Incidence of Monetary Policy Across the Income
Distribution

While the previous paper asks how differences in the distribution of
wealth influence the effectiveness of monetary policy, the third chapter of
my dissertation focuses on the reverse relationship: How does a change in
monetary policy affect the distribution of people in the economy? Who
benefits most from a cut in the interest rate and who is least affected?

These questions are of particular importance in the context of Ger-
many, where a great deal of punditry has focused on the effects of low
interest rates on savers. In The Curious Incidence of Monetary Policy
Across the Income Distribution, instead, we, Tobias Broer, Kurt Mit-
man and I, document how monetary policy affects labor earnings. We
show that labor earnings growth rates of individuals at the bottom of
the income distribution rise considerably after an expansionary mone-
tary policy shock, while labor earnings at the top are less responsive.
Hence, such shocks reduce the earnings inequality in the economy.

Looking beyond earnings, we also empirically document how mone-
tary policy affects the probabilities of different labor-market transitions
along the income distribution. Expansionary monetary policy leads to a
significant fall in the probability of job-loss for the poor. The transition
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probabilities of the rich are less affected. At the same time, job-finding
probabilities rise across the whole distribution, similar to the effects
documented in Chapter 1.

Lastly, due to the high quality of the dataset we use, we are able to in-
vestigate how longer run labor market prospects of recently unemployed
people are affected by monetary policy. Again, this analysis reveals that
the low end of the distribution benefits the most from expansionary in-
terest rate movements. For these individuals, the probability of finding
employment and remaining employed rises significantly. This is less true
for the top of the distribution, where monetary policy has little effect
on labor market prospects.

It Runs in the Family: Occupational Choice and the Allocation
of Talent

A lot of children follow their parents’ career paths and find jobs in
their parents’ occupations. Take, for example, the current Formula 1
world champion, Max Verstappen. He followed his father, Jos Verstap-
pen, into the same occupation: Formula 1 driver. But the pattern is true
even for more prosaic occupations such as doctors or lawyers. A nat-
ural question that arises from this pattern is: will talent be allocated
efficiently in an economy in which children simply pick their parents’
occupations?

Naturally, the answer depends on the reasons for which people follow
their parents. If the pattern is caused by children inheriting their parents’
skills, and those skills are useful in certain occupations, then working in
one’s parental occupation may be the outcome of an efficient allocation:
if Max is a good driver and he inherited those skills from his father, then
seeing him in a Formula 1 car is potentially an expression of the efficient
allocation of his talents. However, if occupational following is driven by
other forces, such as parental contacts, or a desire to please the parents,
talent may not be allocated efficiently. In this case, productivity in the
economy may be improved upon by re-sorting people across jobs.

In It Runs in the Family: Occupational Choice and the Allocation
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of Talent, Jósef Sigurdsson, Mattias Almgren and I use administrative
data on skills of Swedish men, as well as their labor market outcomes,
to find out how occupational choices impact the allocation of talent.
First, we document that the pattern of children following their parents
is present in all occupations: on average, sons are 6 times more likely to
be observed in their father’s occupation than they would be if they were
assigned randomly.2

In order to understand the implications of this pattern, we build an
economic model in which sons, born with certain sets of skills, choose
their occupations, subject to their potential earnings, an entry cost,
which depends on the occupation, and a cost reduction, which depends
on their father. The discounts make it more attractive to stay in the fa-
ther’s occupation, compared to other occupations. We predict potential
earnings for all sons in our sample using a machine learning algorithm
which takes their skills as inputs. Then, we calibrate the costs and dis-
counts such that we can match the occupational choice patterns we
observe in the data.

To see how the allocation of sons across occupations would change in
an “ideal” state of the world, we then remove the entry cost reductions
fathers give to their sons. Sorting, in this counterfactual economy, is only
driven by differences in skills and entry costs. The resulting reallocation
of sons only leads to a small increase in productivity in the economy. In
the new economy, sons of lawyers are much less likely to become lawyers
themselves, but instead choose occupations that require similar skills
and offer similar earnings, such as engineering. These results suggest
that children following into their parents’ footsteps may be sorting into
occupations based on their skills.

2According to the same metric, sons of Dutch Formula 1 drivers are about five
million times more likely to be Formula 1 drivers than random choices would suggest.
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Chapter 1

The Cyclicality of Earnings
Growth Along the
Distribution - Causes and
Consequences∗
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ticipants in the IIES Macro Group and the IIES Brownbag series. This paper uses
data from the Eurosystem Household Finance and Consumption Survey. The results
published and the related observations and analysis may not correspond to results or
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2 THE CYCLICALITY OF EARNINGS GROWTH

1.1 Introduction

Recessions disproportionately affect the incomes of the poor. More gen-
erally, their earnings growth follows the business cycle more closely than
does the earnings growth of the rich (Guvenen et al., 2017). I show that
the heterogeneity in income growth over the business cycle is mainly
driven by individuals transitioning from nonemployment to employment.
To investigate the welfare consequences of this phenomenon, I propose a
heterogeneous-agent business cycle model that generates heterogeneous
procyclicality in earnings growth driven by job-finding. I use this model
to evaluate two policies aimed at reducing business cycle risk: counter-
cyclical hiring subsidies and universal basic income (UBI). I find that,
in the model, hiring subsidies in recessions can increase welfare. A UBI
decreases it.

Using data on individual earnings in the US, Guvenen et al. (2017)
show that the yearly earnings growth at the bottom of the permanent in-
come distribution comoves more with GDP growth than earnings growth
at the top. Utilizing administrative microdata from Germany, I find a
similar pattern: as aggregate earnings growth increases by 1 percentage
point, earnings growth for individuals in the lowest decile rise by more
than 3 percentage points. In the top decile, earnings growth rises by
less than 1 percentage point. I extend previous research by forensically
investigating the sources of the heterogeneity, since it has implications
for the distribution of business cycle risk along the income distribution.

My main empirical contribution to the literature is the decomposi-
tion of earnings growth procyclicality into its components, by different
labor-market transitions. I find that the main driver of the heterogeneity
in earnings growth over the business cycle are the earnings changes of
people transitioning from nonemployment to employment. First, I show
that earnings at the bottom of the income distribution are more procycli-
cal due to changes in employment statuses, i.e., because of individuals
transitioning along the extensive margin of the labor market. Second,
within these transitions, job finders, i.e., individuals finding work out
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of unemployment, are responsible for the larger procyclicality of earn-
ings growth at the bottom of the income distribution. Excluding job-
finders from the sample leads to almost homogeneous procyclicality. To
my knowledge, I am the first to document this fact.

Looking beyond earnings, I uncover the driving forces behind this
result in heterogeneous labor market transitions. First, at the bottom
of the permanent income distribution, the probability of finding a job is
much lower than at the top: within one quarter, individuals in the first
decile transition from nonemployment to employment with a probability
of less than ten percent, while the same probability is 20 percent in the
top decile. This leads to a higher incidence of nonemployment at the
bottom of the distribution. The second factor is the fact that the job-
finding probability moves closely with aggregate earnings: as aggregate
earnings rise by one percentage point, the probability of finding a job
rises by 0.75 percentage points. This estimate is constant for the bottom
half of the distribution. Combined, these two forces lead earnings growth
at the low end of the permanent income distribution to comove more
with the business cycle.

The second part of the paper presents a macroeconomic model fea-
turing idiosyncratic and aggregate risk, and a frictional labor market,
aiming to evaluate labor market policies which address the heteroge-
neous comovement of earnings and the business cycle. The model fea-
tures heterogeneous, risk-averse workers who search for jobs across sub-
markets which offer different wages and job-finding probabilities. Work-
ers differ along three dimensions: productivity, wealth and wages. When
deciding where to search for jobs, they endogenously trade off higher
job-finding probabilities for higher wages. Hence, in the model, both
worker choices and firm choices (about vacancy posting) influence earn-
ings growth. Agents can smooth consumption and insure against earn-
ings fluctuations by saving in a risk free asset.

During an employment spell, workers receive a wage which is fixed
for the duration of the spell. In unemployment, they receive unemploy-
ment benefits and produce a value of home production. In this setup,
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highly productive unemployed workers have strong incentives to find
work quickly, for two reasons. First, their potential market wages sub-
stantially exceed their income in unemployment, implying that they
are missing out on potential earnings. Second, these workers can insure
against a fall in their productivity by finding employment, as the wage
is fixed for the duration of the match. Workers achieve this by searching
in submarkets which offer low wages, relative to the worker’s productiv-
ity. Conversely, low productivity workers have high reservation wages,
relative to their productivity, because, for them, benefit income and the
value of home production have a meaningful disincentive effects. This
leads them to search in submarkets which offer low job-finding probabil-
ities. These forces endogenously create heterogeneous job-finding prob-
abilities along the income distribution, which are a key feature of the
data. I calibrate the model to match moments of the German labor
market, including heterogeneous labor-market transition rates in steady
state, but I leave earnings growth and fluctuations over the business
cycle untargeted.

I solve for the model’s response to a sequence of aggregate produc-
tivity shocks. It successfully reproduces the strongly decreasing procycli-
cality of earnings growth along the income distribution, as well as the
heterogeneous contribution of job-finding. The main drivers behind the
result are the lower job-finding probabilities for low productivity work-
ers, combined with procyclical vacancy posting by firms. In a reces-
sion, as vacancy posting decreases, this has a disproportional impact on
earnings growth at the bottom of the income distribution, where non-
employment is most concentrated. While the model matches the pro-
cyclicality of earnings growth well in the first two deciles, it produces a
steeper slope along the income distribution, thus under-predicting the
procyclicality at the top of the distribution. Further, the contribution of
job-finding implied by the model is larger than in the data, as it does
not diminish as quickly in the higher permanent income quantiles.

To evaluate the welfare consequences of the heterogeneous procycli-
cality in earnings growth, I introduce two labor market policies into the
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model, which are aimed at mitigating it. Each of the two policies targets
one of the two drivers of the model results discussed above, i.e., pro-
cyclical vacancy posting by firms, which is exogenous to workers, and
heterogeneous job-finding probabilities in steady state, which are the
result worker choices.

The first policy is a countercyclical hiring subsidy, aimed at reducing
the risk of lower vacancy posting during recessions, disproportionately
borne by low-productivity workers. In this counterfactual, firms receive
a one-time lump-sum transfer from the government when a match is
formed, with the size of the subsidy indexed to aggregate productiv-
ity. In case of a negative productivity shock of 1 percent, the subsidy
amounts to around 500 euros. Over the business cycle, the hiring subsidy
reduces the volatility of consumption inequality. The reason is that va-
cancy creation does not fall as much as in the baseline case, thus enabling
workers to find matches at higher rates, especially as the economy transi-
tions back to steady state. This policy experiment shows that reducing
the procyclicality of vacancy creation has welfare benefits, because it
reduces a risk faced by workers over the business cycle.

The second policy experiment eliminates unemployment benefits and
in its stead introduces a UBI into the economy. This policy has received
considerable attention in the German media.1 I calibrate the uncondi-
tional payment such that it is financed with the same steady state tax
liability as the unemployment benefits in the baseline economy, i.e., a
value of close to 450 euros. I find that this policy strongly increases job-
finding, as, at the lower end of the income distribution, it removes the
disincentive to work caused by unemployment benefits. At the top of
the distribution, job-finding rises because the payments received in un-
employment are much lower than those under the baseline system with
benefits indexed to worker productivity. I find that UBI decreases the
cyclicality of earnings and consumption along the business cycle. How-
ever, aggregate welfare is lower compared to the baseline economy, as the

1See, e.g.: https://www.zeit.de/wirtschaft/2021-02/bedingungsloses-
grundeinkommen-corona-arbeit-existenzangst-finanzierung
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insurance value of the unconditional payments is low, forcing workers to
self-insure more than they would in the baseline economy. Workers in
the baseline economy are willing to forego 6 percent of their consump-
tion every period in order to avoid living in the UBI economy. This
policy experiment indicates that attempting to reduce the procyclicality
of earnings growth at the bottom of the income distribution through a
UBI can have negative welfare consequences. In the baseline economy,
agents optimally choose submarkets with low job-finding probabilities,
because their potential wage earnings are not high enough to compen-
sate them for leaving unemployment. A UBI incentivizes these workers
to find work, but at a high welfare cost.
Related Literature The empirical part of this paper is related to a
fast growing literature documenting how earnings growth rates change
over the business cycle.2 Storesletten et al. (2004) find that earnings risk
is highly countercyclical in the US, as measured by the variance of earn-
ings growth. Using administrative tax data from the US, Guvenen et al.
(2014) find that, while the variance of earnings growth rates is acycli-
cal, higher order moments such as skewness and kurtosis are cyclical,
as well as heterogeneous across the income distribution. Similar results
have been found for other countries, such as Germany, France and Swe-
den (Busch et al., 2018), Denmark (Harmenberg and Sievertsen, 2017),
as well as Italy (Hoffmann and Malacrino, 2019). Pruitt and Turner
(2020), find evidence that in the US, intra-family insurance and added
worker effects lead to less procyclical earnings growth skewness within
households, compared to singles. Relatedly, Guvenen et al. (2017) and
Dany-Knedlik et al. (2021) show that in the US, “earnings betas”, i.e.,
the correlation between individual and aggregate earnings growth, are
higher at the bottom of the income distribution. I extend these analy-
ses by separately studying the cyclicality of earnings growth rates and

2A related literature studies earnings growth heterogeneity while not focusing on
cyclicality (see, e.g., Guvenen et al., 2014; Halvorsen et al., 2019; De Nardi et al.,
2021). Similarly, there is a growing literature showing heterogeneous incidence of
monetary policy along the earnings distribution (Broer et al., 2020; Holm et al.,
2020; Bartscher et al., 2021).
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labor market transitions in the context of Germany. Similar to previous
research I find that earnings growth is more cyclical towards the bottom
of the income distribution. Crucially, I show that the heterogeneity in
earnings growth cyclicality along the distribution is mainly driven by
the earnings growth of job-finders, i.e., individuals who transition from
non-employment to employment.

Further, this paper is related to a literature seeking to endogenously
replicate the empirical regularities in earnings processes outlined above
using theoretical models. Hubmer (2018) shows that a job-ladder model
with savings, risk aversion, skill depreciation in unemployment and en-
dogenous search effort can account for the stylized facts documented by
Guvenen et al. (2015). Similarly, Karahan et al. (2019) document het-
erogeneous labor market transition patterns across the lifetime earnings
distribution. They also show that a model with ex-ante worker hetero-
geneity in learning ability and job ladder risk can account for them.
Harmenberg and Sievertsen (2017) show that a job-ladder model can
replicate the procyclical skewness in Danish earnings growth data. The
model presented in the current paper adds to this literature by repli-
cating the heterogeneity in the earnings procyclicality over the business
cycle.

The model presented in this paper is a directed search model similar
to the one presented in Chaumont and Shi (2018), but featuring idiosyn-
cratic worker-level productivity shocks. The model allows for tractabil-
ity, even in the presence of borrowing constraints, labor market search
and unemployment risk due to a feature referred to as a block recursive
equilibrium (Menzio and Shi, 2010). In these models, the policy func-
tions of firms and consumers can be solved for separately from the dis-
tribution of workers in equilibrium. Chaumont and Shi (2018) use their
model to show that directed search models that feature precautionary
savings can generate more realistic wealth distributions than other mod-
els. Along similar lines, Eeckhout et al. (2020) show that the interplay
between wealth and search can explain labor market sorting into differ-
ently productive jobs. Birinci and See (2019) use a directed search model
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to show that time-varying unemployment benefits can help smooth con-
sumption in recessions. I add to this literature by showing that directed
search models, combined with idiosyncratic worker productivity, can ex-
plain the patterns of earnings procyclicality found in the data, in steady
state and over the business cycle.

Finally, this paper relates to a long literature investigating policies
which stabilize the macroeconomy during a recession (see, e.g., McKay
and Reis, 2016; Costain and Reiter, 2005). I evaluate the effectiveness
of hiring subsidies, similar to Kitao et al. (2011), who show that this
instrument can be particularly powerful when labor markets are weak.
Luduvice (2019) studies the macroeconomic effects of implementing a
UBI system instead of a means-tested system in the US. He finds that
an expenditure neutral reform results in a welfare loss, which is similar
to my findings. My findings are also related to Fabre et al. (2014), who
find that the insurance value of an unemployment benefit system is con-
siderably higher than that of a UBI. The same is true in the model I
present.

The rest of the paper is organized as follows. Section 1.2 presents the
empirical analysis of the paper. Section 1.3 outlines the model, Section
1.4 describes the calibration. Section 1.5 presents the model results.
Section 1.6 discusses the policy experiments and section 1.7 concludes.

1.2 Empirical Analysis

In this section, I compute “earnings betas” (Guvenen et al., 2017), i.e.,
the procyclicality of earnings growth, across the permanent income dis-
tribution. Using administrative social security data, I estimate individ-
uals’ exposure to the business cycle by regressing growth in average
earnings within different sections of the distribution on aggregate earn-
ings growth. I extend previous analyses by decomposing the resulting
earnings betas into the contributions of different labor market tran-
sitions, in order to pinpoint the drivers of the heterogeneity. For the
case of Germany, I first document that, like in the US (Guvenen et al.,



EMPIRICAL ANALYSIS 9

2017), earnings growth towards the bottom of the income distribution
is considerably more procyclical compared to the top. The magnitudes
in the regression coefficients are very similar across the two countries.
To investigate the drivers of the heterogeneity, I estimate the earnings
betas across different subsamples of labor market transitions. When re-
stricting the sample to job-stayers, i.e., excluding the extensive margin,
procyclicality is close to homogeneous across the distribution and earn-
ings growth moves less than one-for-one with the aggregate. I conclude
that the strong heterogeneity in procyclicality must be driven by earn-
ings changes due to extensive margin transitions. Along the extensive
margin, I then separately identify the contributions of job-finding and
separations. Excluding separations reduces the procyclicality of earnings
growth, but homogeneously so. Excluding job-finders from the sample,
however, reduces the procyclicality at the bottom of the distribution
considerably, implying that this transition is responsible for most of the
observed heterogeneity.

1.2.1 Data

For the empirical exercise, I utilize the Sample of Integrated Labor Mar-
ket Biographies (SIAB), constructed by the Research Data Center (FDZ)
of the German Federal Employment Agency (BA).3 It contains admin-
istrative data on a representative two percent sample of German labor
market histories between 1975 and 2014, with the exception of civil ser-
vants, students and self-employed individuals (Ganzer et al., 2017).4

The dataset is divided into labor market spells, which mark distinct
episodes during an individual’s labor market biography. For each such
spell, the data provides information about its start- and end-date, as

3I use the factually anonymous Version of the Sample of Integrated Labour Market
Biographies (SIAB-Regionalfile) – Version 7514. Research Data Centre (FDZ) of the
Federal Employment Agency (BA) at the Institute for Employment Research (IAB).
Data access was provided via a Scientific Use File supplied by the FDZ of the BA at
the IAB.

4The excluded individuals make up around 20% of the workforce (Busch et al.,
2018).
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well as the average daily earnings throughout its duration. Since firms
are required to notify the responsible social security agencies about their
employees at least once per year, the maximum spell length is one year
(Ganzer et al., 2017).

For employed individuals, the earnings measure is pre-tax earnings li-
able to social security contributions; for non-employed individuals, some
unemployment benefit receipts are reported.5 The dataset does not re-
port spells of periods of non-employment without benefit receipts.6 To
construct complete labor market biographies, I declare any missing val-
ues at any point during an individuals life as non-employment episodes,
except for those before their first or after their last non-missing episode
in the data.7

I deflate all earnings using the quarterly consumer price index.8 For
the subset of non-employed individuals who receive unemployment ben-
efits, I also observe benefit income. However, since the duration and gen-
erosity of unemployment benefits changed throughout the sample, the
series is not consistent over time. Hence, in the baseline estimation, the
earnings of all non-employed individuals are set to zero. In the appendix,
I perform a robustness exercise including Unemployment Benefits I as
an income measure for the unemployed.

I convert average daily earnings during labor market spells to quar-
5 Three forms of unemployment benefits are reported: i) Unemployment Benefits I

(Arbeitslosengeld I ), which represent an earnings replacement payment immediately
after job-loss, for a limited time, (ii) Unemployment Help (Arbeitslosenhilfe) are ben-
efits claimable after the exhaustion of unemployment benefits, (iii) Unemployment
Benefits II (Arbeitslosengeld II ), the successor of the Unemployment Help program,
implemented through the Agenda 2010 program in 2005. There is no data on Unem-
ployment Benefits II between the years 2004 and 2007.

6For the latter years of the sample period, the data also contains information on
job-search and marginal part-time employment. To keep the sample consistent over
time, however, I assign individuals in these categories to non-employment.

7For individuals younger than 60 years, I also declare as non-employed all episodes
after their last employment observation if that observation falls into the years 2013
and 2014. The number of non-employed individuals would fall drastically towards the
end of the sample, otherwise.

8The CPI index (base year 2015) is obtained from the Federal Reserve Bank
of Saint Louis’ FRED database, and is not seasonally adjusted. The variable ID
is DEUCPIALLQINMEI.
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terly earnings. To obtain a binary indicator for quarterly employment
status, I assign individuals who are employed for more than half of a
quarter into employment and all others into non-employment. Employed
individuals are assigned the average earnings value of the longest em-
ployment spell during the quarter.9

Because social security contributions are capped at the assessment
ceiling for pension insurance, the earnings data are censored from above,
affecting around 6 % of all observations. In most of the empirical analysis
that follows, I focus on the lower 90% of the earnings distribution but
impute top-earnings following Card et al. (2013) and Dustmann et al.
(2009). Their approach relies on predicting the censored observations
using a Tobit estimation.10 Note that because the imputed earnings
are randomly drawn from estimated distributions, the earnings growth
they produce for each individual mainly reflect movements in aggregate
earnings; and the earnings growth rates among the top 10 percent should
be interpreted with this in mind.

To make the data consistent over time, I first exclude individuals em-
ployed in the states of the former German Democratic Republic. Second,
marginal part-time workers are declared as non-employed since they are
only registered in the dataset after 1999 and are previously unobserved.
Third, due to large fluctuations in the number of individuals whose em-
ployment status is coded as "Other employment status" (Ganzer et al.,
2017), I label all of these as non-employed in all years of the sample. For
my analysis, I restrict the sample period to 1980-2014 and to individu-
als older than 25 years and younger than 60, leaving close to 70 million
person-quarter observations.

9Note that individuals who are non-employed for less than a full quarter and
employed for the rest are declared to be employed. Employment spells that are longer
than one quarter are split into multiple quarters. The earnings for each quarter are
the earnings of the overarching spell.

10A second approach fits a Pareto distribution to the upper tail of the earnings
distribution and draws replacements for the censored earnings observations using this
method. Drawing on a separate dataset, Dustmann et al. (2009) conclude that the
Tobit approach is preferable. In the context of my exercise, the results are very similar.
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1.2.2 Descriptive statistics

For each quarter, I generate an income distribution by sorting individu-
als according to their recent earnings, following Guvenen et al. (2017).
Recent earnings are constructed by averaging individual quarterly la-
bor earnings (including zeros) over five years prior to quarter t.11 This
measure is intended as a proxy for permanent income (the results are
similar using lifetime earnings as a sorting variable) and individuals are
split into 20 quantiles along its distribution, trading off noise reduction
(larger quantiles) and granularity (smaller quantiles). I exclude individ-
uals who do not receive any labor earnings during the five-year period.
Furthermore, because age and gender are influential predictors of recent
earnings, I construct the quantiles outlined above conditional on these
two characteristics, by assigning individuals to 5-year age brackets.

The left-hand panel of Figure 1.1 shows the median of real quarterly
earnings, as well as the 25th and 75th percentile, conditional on employ-
ment. Median labor earnings are about three times larger at the top,
compared to the bottom. Interestingly, the slope of the earnings curve
is relatively flat along the distribution, steepening only towards the top.

11As a robustness exercise, I construct a recent earnings distribution excluding zeros
in the appendix and perform the same estimations as in the baseline. The results are
very similar.
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Figure 1.1: Earnings and employment across the distribution
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Note: The Left Panel shows the median, 25th and 75th percentile of real gross
quarterly labor earnings by quantile, deflated using the CPI with base year 2015. The
Right Panel shows the average employment share by quantile. Individuals are sorted
into 20 quantiles each quarter based on their most recent five-year earnings history.
The sample period is 1980-2014.

The right-hand panel of Figure 1.1 plots the share of employed indi-
viduals across the distribution. While only close to 30 % of individuals
in the first quantile are employed according to the definition outlined
above, the fraction rises to 80 % at the 4th decile and to above 90 %
beyond the median.

Next, I compute growth of average earnings by quantile, which is
the key statistic I use to measure the procyclicality in earnings. Here,
due to the high-frequency nature of my data, I am able to make an
important modification to the approach used by Guvenen et al. (2017).
Because their work relies on yearly earnings observations, they cannot
identify whether an individual’s earnings fluctuations are driven by non-
employment during part of the calendar year, or by changes in labor
earnings on the job. Because my dataset allows me to evaluate labor
market status at higher frequencies, I can distinguish between these
two forces and explicitly identify the contribution of extensive margin
transition to changes in labor earnings. However, individual earnings
growth rates cannot always be defined when zero-earnings observations
are involved. To circumvent this problem, I average real earnings by
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quantile (including zeros) and compute the growth of this measure over
time (Krueger et al., 2016):

∆y
q
t,k = log(yqt+k) − log(yqt ) (1.1)

where yqt+k =
1
Nq

∑
i

yi,t+k ∀i ∈ q at t

where yqt+k represents average earnings in quarter t + k, for all indi-
viduals who are in quantile q in period t and, consequently, ∆yqt is the
log-growth of average earnings. This approach has the advantage of be-
ing able to include zeros in a log-growth rate, as they are subsumed in
the aggregate. When using individual growth rates, this is not possible.

Furthermore, my dataset allows me to compute earnings growth rates
separately by labor market transitions. I consider five such transitions:
job-stayers are individuals who remain with the same employer between
periods t and t + k, job-switchers are individuals who are employed in
periods t and t+k, but with different employers, job losers are individuals
who are employed in quarter t but non-employed in period t + k, job
finders are non-employed in period t and employed in period t + k and
finally, all other individuals are non-employed in both periods t and t+k.
In what follows, I decompose average earnings growth over time along
these dimensions.

The red line in the left-hand panel of Figure 1.2 displays quarterly
earnings growth (k=1) across the earnings distribution. While earnings
growth is as high as 10 % in the first quantile, it turns negative around
the median, indicating mean reversion over time. Next, I exclude all in-
dividuals who transition from employment to non-employment between
quarters t and t+ 1 (black, dotted line). This removes all downside risk
for the employed, but retains the upside potential for the non-employed.
Unsurprisingly, earnings growth for this restricted sample is consider-
ably higher, especially at the bottom, increasing growth by more than
0.1 log-points. At the top of the distribution, growth only increases by
around 0.02 log-points when separators are excluded.
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Figure 1.2: Earnings growth and transitions across the distribution
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Note: The Left Panel shows average earnings growth between quarters t and t + 1
for various sub-samples, calculated according to Equation (1.1), by quantile. The blue
line represents average quarterly earnings growth for the full sample, the black line
excludes job-losers, the green line limits the sample to those who are employed in pe-
riods t and t+1 and the red line only includes job-stayers. The Right Panel shows the
average transition probabilities between employment states. The blue line represents
the probability of staying employed, the red line represents the job-finding probabil-
ity, the green line the probability of separation and the black line the probability of
switching employers. Individuals are sorted into 20 quantiles each quarter based on
their most recent five-year earnings history. The sample period is 1980-2014.

Next, I remove all extensive-margin transitions, by restricting the
sample to those individuals who are employed in periods t and t + 1.
This almost perfectly equalizes average earnings growth across the dis-
tribution, with now only slightly higher growth towards the bottom end
of the distribution. Restricting the sample even further, to only include
individuals who stay with the same employer, shows that the slightly
higher growth rate at the bottom seems to be mainly driven by job-
switchers.

Focusing more explicitly on labor market transitions, the right-hand
panel of Figure 1.2 shows quarterly transition probabilities across the
distribution. There is a strong difference in separation probabilities be-
tween the bottom and the top of the earnings distribution: while the
employed in the first quantiles face a 30 % chance of transitioning into
non-employment, the probability is almost zero at the very top. Further-
more, while generally low, the job-switching probability is higher at the
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bottom as well. Shifting to the non-employed, the figure shows a striking
upward slope in quarterly job-finding probabilities across the distribu-
tion, implying longer unemployment duration at the bottom. Together,
these differences in transition probabilities are responsible for the strong
heterogeneity in employment status documented in the right-hand panel
of Figure 1.1.

1.2.3 Earnings procyclicality across the distribution

Next, I document heterogeneity in the procyclicality of earnings by quan-
tile, similar to Guvenen et al. (2017). I regress the measure of earnings
growth introduced in Equation (1.1) on aggregate earnings growth, by
quantile. As a measure for aggregate growth, I choose growth in av-
erage earnings, constructed analogously to the quantile-specific growth
measure:

∆Yt,k = log(yt+k) − log(yt)

where yt+k =
1
N

∑
i

yi,t+k ∀i ∈ q at t

Using the growth rates constructed in this way, the procyclicality of earn-
ings along the income distribution can be estimated using the following
regression:

∆y
q
t,k = α+ βqY,k∆Yt,k + Xt + εq,t (1.2)

where βqY,k represents the change in quantile-specific growth in response
to a 1 percentage point increase in aggregate growth and Xt contains
calendar-quarter dummies to account for seasonality. For this analysis,
I focus on yearly quarter-on-quarter growth rates, implying k = 4.

The left-hand panel of Figure 1.3 plots the values of βqY,4 obtained
from Equation (1.2) across the earnings distribution. Individuals at the
bottom of the distribution see their earnings growth rise by more than
3 percentage points, on average, for every additional percentage point
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in aggregate earnings growth. The same relationship is less than 1-for-1
beyond the 40th percentile, but increasing slightly again between deciles
seven and eight. Beyond the 80th percentile, the graph shows a decrease
in the earnings betas, likely driven by the imputation of top incomes.

These results are strikingly similar to the ones documented by Gu-
venen et al. (2017) for the case of the US. The black dashed line in the
top-left panel of Figure 1.3 reports the earnings betas for males, aged
36-45, as reported in the online appendix Table B1 in Guvenen et al.
(2017). In both countries, earnings growth is about three times as pro-
cyclical at the bottom of the income distribution as it is at the top. The
slope is steeper in Germany, implying that around the median, earnings
growth is more procyclical in the US.
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Figure 1.3: Cyclicality of earnings growth
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(a) Earnings Beta
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(b) Earnings Beta, subsamples
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(c) Cyclicality of transition probabili-
ties

Note: The Left Panel plots the coefficients βqY,4 from Equation (1.2) (solid blue), by
quantile. The shaded area represents 95 % confidence intervals. The dashed black line
reproduces the GDP earnings beta for men aged 36-45, as reported by Guvenen et al.
(2017). The Right Panel shows the estimates for the coefficient βqY,4 from Equation
(1.2) for three additional subsamples. The solid line utilizes the full sample, the red,
dashed line excludes individuals who are employed in quarter t and non-employed in
quarter t + 4, the black, dotted line restricts the sample to those employed in both
periods t and t + 4, the dash-dotted line restricts the sample to those employed by
the same employer in both periods t and t+4. The area between the solid and dashed
lines represents the change in the beta-coefficients upon the exclusion of individuals
who separate. The green-shaded region marks the contribution of job-finding to the
beta-coefficients. The Bottom Panel plots the coefficients βqY,4,trans in Equation (1.3).
The solid blue line represents job-staying, the dashed red line refers to job switchers,
the dash-dotted green line to job-finders and the dotted black line to separators.
Individuals are sorted into 20 quantiles each quarter based on their most recent five-
year earnings history. The sample period is 1980-2014.

In order to investigate possible reasons for the stark heterogeneity in
the procyclicality of earnings growth rates across the distribution, I pro-
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ceed similarly to Figure 1.2, by restricting the sample to subgroups and
investigating the effect on the regression-coefficients in Equation (1.2).
The right-hand panel in Figure 1.3 shows the results of this exercise.
When restricting the sample to individuals who stay in the same job
between quarters t and t + 4, the coefficients are close to homogeneous
along the earnings distribution. Earnings are procyclical for job-stayers,
but their earnings grow only half as much as aggregate earnings.

Next, I reintroduce individuals who change employers or who are
non-employed in both periods t and t + 4. This exercise allows some
labor market transitions, e.g., job switching, and non-employment in
any of the periods between, but excluding t and t + 4. This raises the
coefficients slightly towards the bottom of the income distribution. I
interpret the difference between the beta coefficients estimated for the
full sample (solid line) on the one hand and the ones estimated for this
restricted sample on the other (dotted line) as the contribution of the
extensive margin to the procyclicality of earnings growth. The graph
suggests that this contribution is considerably larger towards the bottom
of the distribution than it is at the top.

Decomposing the contribution of the extensive margin into the con-
tributions by job-finders and job-separators presents a challenge. It is
not possible to compute earnings growth rates for either group individu-
ally, as all job-finders, by definition, have zero earnings in period t, and
all separators earn zero in period t+ 4. In order to still pin down which
margin is responsible for the strong heterogeneity in earnings growth
rates across the distribution, I restrict the sample in steps. First, I focus
on all individuals who do not transition from employment in quarter
t to non-employment in quarter t + 4 (i.e., I exclude separators) and
re-estimate the regression in Equation (1.2). The resulting coefficients
are plotted as the red, dashed line in the right-hand panel of Figure 1.3.
Across the distribution, the earnings betas for this subsample are lower
than they are for the full sample. The shift is almost homogeneous, with
coefficients decreasing by between 0.25 and 0.5 points. Therefore, the
contribution of separations to the overall beta-estimates appears to be
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fairly similar between the bottom and the top of the recent earnings dis-
tribution. Importantly, the earnings betas estimated for the described
subsample are still steeply decreasing from close to 3 in the first decile
to 0.5 around the median of the income distribution.

Crucially, the beta-coefficients estimated for the above subsample
also identify the contribution of job-finders to the earnings beta. In the
right-hand panel of Figure 1.3, this is the shaded green area between the
dotted black line, the beta-coefficients for the subsample of job-stayers,
and the dashed red line, the coefficients when the estimation sample
includes job-stayers and job-finders (but excludes job-separators). The
difference between the two lines is due to the addition of job-finders. In
the first decile of the recent earnings distribution, the addition of job-
finders increases the beta coefficient by more than 2 percentage points,
implying that there, job-finding drives a large share of the procyclicality
in earnings. The effect decreases towards the median and is close to zero
approaching the seventh decile.

From this decomposition, I conclude that the main reason for the ob-
served heterogeneity in the procyclicality of earnings growth rates along
the income distribution is earnings growth due to job-finding. This fact
is not unexpected, as Figure 1.1 shows that non-employment is consid-
erably more prevalent towards the lower end of the income distribution.
Next, I show that job-finding is procyclical at the bottom of the recent
earnings distribution. To this end, similarly to Equation (1.2), I estimate
a regression of transition probabilities on aggregate earnings:

trans
q
t,k = γ+ βqY,k,trans∆Yt + Xt + εt (1.3)

where transqt,k =
1
Nq

∑
i

transi,t+k ∀i ∈ q at t

where transqt is the fraction of all individuals in quantile q at quarter t
who make any given transition. I focus on four transition paths (trans):
(i) staying with the same employer, (ii) switching to a new employer,
(iii) employed to non-employed and (iv) non-employed to employed.
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The bottom panel of Figure 1.3 plots the values of βqY,4,trans from
Equation (1.3) across the recent earnings distribution. Both staying and
job-switching are moderately more procyclical at the low end of the dis-
tribution, compared to the top. Job-separations are countercyclical ev-
erywhere, but slightly more so at the bottom. Crucially, a one percentage
point increase in aggregate earnings growth leads to a 0.75 percentage
point increase in the job-finding probability from the bottom of the dis-
tribution up to the 6th decile. Beyond that, the cyclicality is increasing.
Note that, despite the homogeneous procyclicality of job-finding in the
bottom half of the distribution, changes in this transition probability
have heterogeneous impacts on earnings growth, because the stock of
non-employed workers varies across the distribution (see Figure 1.1b).

Together, these results explain the heterogeneous incidence of job-
finding in driving earnings procyclicality. Non-employment is consider-
ably more common at the low end of the recent earnings distribution.
This is driven by higher separation rates and lower job-finding (right-
hand panel in Figure 1.2). When aggregate earnings rise, job-finding
increases across the distribution, driving large income gains at the bot-
tom, but almost none at the top, as there are very few non-employed
workers there.

The previous section outlines the fact that earnings are heteroge-
neously procyclical, an effect driven by a heterogeneous impact of pro-
cyclical job-finding along the income distribution. In order to assess the
consequences of these findings for welfare and policy, I build a model
that can reproduce the effects observed in the data, while accounting
for important margins of insurance like savings and unemployment ben-
efits. The next section presents this model.

1.3 Model

In order to conduct welfare analyses of policy proposals, I provide a
model that mirrors the empirical earnings betas and their decompo-
sition. Time is discrete and infinite. The model is a directed search
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model in the spirit of Chaumont and Shi (2018), bringing together a
unit mass of workers and a continuum of firms. The model features
heterogeneous agents, who differ along three dimensions: productivity,
wealth and wages. In the model, job-finding is an endogenous outcome of
agents’ decisions and can therefore be affected by labor market policies.
Due to search frictions, the model features involuntary unemployment,
endogenous to the aggregate state of the economy; and due to borrowing
constraints, households are unable to perfectly insure against this risk.

1.3.1 Environment

The consumers in the model are risk averse, receive utility from con-
sumption and discount the future at rate β. Hence, their expected utility
is

Ut =

∞∑
s=t

βs−tu(cs)

The utility function u : R+ → R is twice differentiable, strictly increas-
ing, strictly concave and u′(0) =∞. All consumers can save in a risk-free
asset a, which pays interest rate r. Borrowing is not possible.

Households can either be employed or unemployed, with the em-
ployed supplying one unit of labor inelastically and earning (1 − τ)w.
The variable w represents the constant wage associated with their firm-
worker match and τ is a labor income tax imposed by the government.
In equilibrium, wages differ across workers, giving rise to an earnings
distribution as in the data. The unemployed receive unemployment ben-
efits b(z), indexed by individual productivity, and produce h units of
home production. Consequently, workers differ according to their asset
holdings, their employment status, their productivity and their wages.

Each individual is endowed with productivity zt, which evolves ac-
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cording to the Markov process

log(zt) = ρz log(zt−1) + εt

εt ∼ N(0,σz)

Labor market search in the model is directed. Households, employed
and unemployed, can direct their search at wage submarkets indexed by
productivity and wealth. In each submarket, workers only meet firms
willing to employ them at the submarket-specific wage rate. Conse-
quently, if a worker meets a (new) firm, there is no need for wage bargain-
ing, and they start their relationship at the beginning of the subsequent
period. Wages are fixed for the duration of the match. The unemployed
can search every period, while the employed can only search with prob-
ability 0 < Λ < 1, capturing the fact that most of their time is spent
working.

Firms are owned by risk-neutral investors, who maximize profits and
discount the future at the risk-free interest rate. They post vacancies
across separated wage submarkets. The cost of posting a vacancy is κ and
there is free entry. A firm-worker match produces zA according to the
worker’s productivity z and aggregate productivity A. Existing matches
separate for two possible reasons: (i) exogenously with probability δ(z),
or (ii) endogenously, if the worker finds a new job.

Submarkets are indexed by the worker’s wealth in order to keep the
problem tractable and less costly to solve computationally.12 The in-
dexation allows firms to predict the workers’ job-finding probabilities
on-the-job.13 These affect the firm’s expected match profits, which in

12 If wealth was unobservable to the firm, workers in the model would have an
incentive to signal their wealth to the firm (Chaumont and Shi, 2018). In equilibrium,
asset-rich workers will choose to search for jobs in submarkets that offer high wages
and low job-finding probabilities. Hence, they are less likely than wealth poor workers
to leave their current match for a new one. This, all else equal, is attractive to the
firm, since it implies a longer match duration. Chaumont and Shi (2018) argue that
workers who can signal to the firm any level of wealth less than or equal to their actual
holdings, will choose to signal the true value. This, in turn, implies that submarkets
would endogenously separate by the worker’s wealth level.

13If there was no on-the-job search, implying that the probability of an endogenous
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turn influence which wage-submarket a firm enters. If submarkets were
not indexed by worker wealth, firms would need to form expectations
over the worker’s wealth level given her productivity, requiring them to
know the distribution of wealth conditional on productivity. Further-
more, upon meeting, firms and workers would need to bargain over the
wage, since match surpluses would differ depending on the workers’ as-
sets.14

Within each submarket, searchers and firms meet according to
a matching function M(S ,V ), where S and V represent the mass
of searchers and vacancies within each submarket, respectively. The
function is strictly increasing, concave in both arguments and exhibits
constant returns to scale. If a vacant firm meets a worker, they form a
match. The probability of a vacancy being filled can be expressed as
q(θ) =M(S ,V )/V =M( 1θ , 1), where θ = V

S represents the submarket
tightness. Likewise, the probability of a worker finding a match can
be written as η(θ) = M(1, θ). The vacancy filling probability q(θ) is
decreasing in θ, while the job finding probability η(θ) is increasing in
θ. If a vacant firm meets more than one worker, it randomly decides
which one to hire. Submarkets that are not active because no worker or
no firm visits them have θ = 0.

The government finances unemployment benefits and bond issuance
through the aforementioned tax on labor income, τ. It balances its bud-
get every period, following a budget rule, trading off fluctuations in bond
issuance with tax rate changes. Further, the government taxes all profits
lump sum.15

quit was zero, workers’ assets would not enter the firm’s problem. I choose to allow
workers to search in order for the model to be able to match the labor market flows
I observe in the data.

14This problem is similar to Krusell et al. (2010), who solve a random search model
with workers who can hold assets.

15An alternative specification follows Kaplan et al. (2014), where each agent receives
a fraction of total profits each period, in relation to their share of total risk-free
investment. In my model, using such an approach would require guessing a path for
aggregate profits along the transition path to aggregate productivity shocks, which
would make the problem computationally much more costly to solve.
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A worker’s state vector can be written as (L, z, x,w), where L ∈ {U,E}
represents her employment status, x ∈ X ≡ [0, x̄] ⊆ R+ represents her
beginning of period wealth, z ∈ Z ⊆ R+ represents her idiosyncratic
productivity realisation, and w ∈ W ⊆ [0,w] is her wage, if she is
employed.

The aggregate state of the economy can be expressed as ψ = (A,Ω),
with A ∈ R+ representing the aggregate productivity state of the econ-
omy and Ω : {U,E} × X × Z × W → [0, 1] denoting the distribution
of agents across states. The aggregate state follows the law of motion
ψ′ = Q(ψ).

Model timing: At the beginning of each period, the aggregate and
individual productivity innovations are revealed. Subsequently, individ-
uals who matched with a vacant firm in the previous period start their
new jobs. In the next phase, matches produce and households consume
and make their savings choices. Then, firms post vacancies across sub-
markets and consumers choose the submarket in which to search. Lastly,
separations and job-matching take place. In the notation that follows,
the value functions of the workers are evaluated after production has
taken place and wages were paid, but before the consumption/savings
decision.

1.3.2 Firms

An unmatched firm can post a vacancy into a submarket indexed by the
worker’s productivity z, her cash-on-hand x and the posted wage w ′.
The value of a vacancy is

VF(z, x,w′;ψ) = − κ+
1

1+ rE
[
q(θ(z, x,w′;ψ))J(z′, x′,w′;ψ′) (1.4)

+ (1− q(θ(z, x,w′;ψ))V ′F
]

(1.5)

The vacancy posting cost is κ, q(z, x,w′;ψ) represents the probability
that the firm will meet a worker and r is the interest rate for investments
between period t and t+1. If the vacancy is not filled, the firm can post
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a new vacancy in the subsequent period. Because the firm’s owners are
risk neutral, they discount the future at the risk-free interest rate.

A firm that meets a worker in a submarket starts producing output
in the subsequent period. Its value, then, is

J(z, x,w;ψ) =Az−w (1.6)

+
1

1+ r′E
[
δ(z′)Vnew (1.7)

+ (1− δ(z′))η(θ(z, x,w′;ψ))Vnew
+ (1− δ(z′))(1− η(θ(z, x,w′;ψ)))J(z′, x′,w;ψ′)

]
The firm produces according to aggregate productivity A and the
worker’s productivity z. With probability δ(z′), the match dissolves
exogenously before the production phase in the next period. If this
does not occur, the worker may find a new match on-the-job with
probability η(θ(z, x,w′;ψ)), which depends on the worker’s submarket
choice w′. In both cases, the firm has the opportunity to post a new
vacancy Vnew in the following period. If the match does not separate,
it continues into the next period at the same wage w.

Because entry into all submarkets is free, in equilibrium, the value of
posting a vacancy is driven to zero, VF = 0. Utilizing this, it is possible
to rewrite Equation (1.5) as

1
1+ rE

[
J(z′, x′,w′;ψ′)

]
=

κ

q(θ(z, x,w′;ψ))

Intuitively, the expected value of a match must be equal to the vacancy
posting cost, adjusted for the probability of meeting a worker, in each
submarket. Since submarkets are separated along the worker’s state vari-
ables z and x, the equation pins down the relationship between the wage
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and tightness within each submarket:

θ(z, x,w ′;ψ) ={
q−1

(
κ(1+r)

E[J(z′,x′,w′;ψ′)]

)
if E [J(z′, x′,w′;ψ′)] > κ(1+ r)

0 otherwise
(1.8)

The inequality constraint implies that firms will not post vacancies in
submarkets where the present discounted value of forming a match is
too low to cover the vacancy posting cost, even if a match was guaran-
teed (q(θ) = 1). In these markets, tightness is zero and no matches are
formed. To save space, in what follows, I will suppress the dependencies
of θ on current productivity z, current worker wealth x and the posted
wage w ′; instead of η(θ(z, x,w ′;ψ′)), I will use η(w′).

Figure 1.4 graphically illustrates the relationship between η(w′) and
w′, conditioning on productivity and cash-on-hand. The x-axis displays
wages offered across submarkets, and the y-axis displays the job-finding
probability implied by Equation (1.8). The job-finding probability de-
creases until the wage value at which the expected discounted value of
a potential match falls below the vacancy posting cost, violating the
inequality in Equation (1.8). At this point, submarket tightness is zero
and no firm visits these submarkets.
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Figure 1.4: Relationship between wage and job-finding

w

Note: This figure illustrates the relationship between the posted submarket wage w′
and the resulting job-finding probability η, as implied by Equation (1.8). The graph
conditions on worker productivity z and cash-on-hand x, as submarkets are separated
along these dimensions.

1.3.3 Worker problems

Unemployed

The unemployed enter each period with state variables productivity z
and cash-on-hand x, and maximize their expected discounted utility. In
recursive notation, their problem is

Vu(z, x;ψ) = max
a′

u(c) + βmax
w′

E

η(w′)Ve(z′, x′n,w′;ψ′)︸ ︷︷ ︸
Find Work

+ (1− η(w′))Vu(z′, x′u;ψ′)︸ ︷︷ ︸
Stay Unemployed


(1.9)

subject to x′u = (1+ r)a′ + b(z′) + h

x′n = (1+ r)a′ + (1− τ)w′

c+ a′ 6 x

Using backward induction, households first solve which submarket w′ to
search in, taking as given the choice for consumption c and savings a ′.
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As discussed in section 1.3.2, the free entry condition implies that, con-
ditional on worker productivity z and wealth x, each submarket wage w′

implies a unique submarket tightness, which pins down a submarket spe-
cific job-finding probability η(w′). When choosing in which submarket
to search, workers trade off higher wages w ′, which promise higher con-
tinuation values Vwt+1 in case a match is formed, with higher job-finding
probabilities. Note that unemployed households who successfully match
to a firm cannot immediately separate exogenously. If an unemployed
worker matches with a vacant firm, her cash-on-hand in the following
period is x ′n. Otherwise, she remains unemployed, receiving benefits b(z)
and producing h at home, leading to cash-on-hand x′u.

In the first stage, knowing their choices w ′(a ′), workers choose the
optimal consumption in each period, subject to their beginning of period
wealth x, their productivity z, and the borrowing constraint.

Employed

Like the unemployed, the employed’s problem consists of a consumption-
savings choice and a choice of where to search for work. An employed
worker enters the period with her individual productivity level z, cash-
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on-hand x and wage w. Recursively, her problem can be formulated as

Ve(z, x,w;ψ) =max
a′,c

u(c)+

βmax
w′

E

(1− δ(z′))(1−Λη(w′)))Ve(z′, x′e,w;ψ′)︸ ︷︷ ︸
Stay in same job

+ (1− δ(z′)))Λη(w′)Ve(z′, x′n,w′;ψ′)︸ ︷︷ ︸
Switch jobs

+ δ(z′)Vu(z′, x′u;ψ′)︸ ︷︷ ︸
Separations

 (1.10)

subject to x′u = (1+ r)a′ + b(z′) + h

x′e = (1+ r)a′ + (1− τ)w

x′n = (1+ r)a′ + (1− τ)w′

c+ a′ 6 x

Analogous to unemployed’s problem, an employed worker’s problem can
be solved by backward induction. The employed first choose the wage
submarket in which they want to search on-the-job, taking savings and
consumption decision as given. Each period, the employed are only able
to search with probability Λ. Further, with exogenous probability δ(z′),
an employed worker becomes unemployed at the beginning of the next
period, irrespective of her search outcome.

The employed search in the same submarkets as the unemployed,
conditional on their respective savings decisions and productivity. Hence,
with probability η(w′), their search is successful and they move to a
new wage w ′ starting in the next period (unless they get separated
exogenously). If their job-search is unsuccessful, or they are unable to
search, they continue working with their current employer.

In equilibrium, workers who enjoy high levels of idiosyncratic pro-
ductivity search in submarkets with higher job-finding probabilities and
lower wages, relative to their productivities. The reasons are two-fold.
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First, relative to their productivity level, low-productivity households
are more productive at home than their high-productivity counterparts.
For the former, this acts as an insurance mechanism, making them de-
mand higher wages (and incur lower job-finding probabilities). However,
the level of h is too low to insure highly productive workers, as their
potential wages are multiples higher. Second, because individual level
productivity z changes over time, highly productive workers want to in-
sure themselves by matching themselves to an employer. Since wages are
fixed for the duration of a match, they stand to gain more from being
employed at a wage that is low, relative to their productivity, than from
waiting.

Due to risk aversion, all households will try to smooth their consump-
tion. Unemployed households with little wealth, whose income is likely
to increase due to a positive job-finding probability and mean reversion
in individual productivity, would like to borrow, but are prevented from
doing so by the borrowing constraint. To move away from the constraint
as quickly as possible, they search in submarkets that offer relatively
low wages and high job-finding probabilities. At the same time, rich
unemployed households search in markets with lower job-finding proba-
bilities but higher wages. Due to their asset holdings, they are insured
against the risk of not finding a job that is associated with higher wage
submarkets.

This result is similar to those obtained in models with search effort
(Baily, 1978; Chetty, 2006), but for slightly different reasons. In those
model, search effort is costly, and the wage is constant. Richer individuals
exert less search effort to find jobs, because the difference in utilities
between unemployment and employment is too small to justify paying
high search costs. In my model, search is costless and there is no search
effort, but agents trade off higher job-finding probabilities with higher
wages. All else equal, asset rich individuals search in submarkets that
are more risky (lower job-finding probabilities), because they are insured
against the possibility of not finding work quickly.
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1.3.4 Government budget

The government collects income taxes and all firm profits, with which it
finances a stock of risk free bonds, balancing its budget each period:

B(1+ r) +UI = B ′ + τW + Π (1.11)

where W =

∫
i∈Ω

wi dΩ

UI =

∫
i∈Ω

biI
U
i dΩ

where B represents the stock of bonds at the beginning of period t, B′

represents newly issued bonds,W are total earnings in the economy and
UI is the total outlays of the unemployment insurance system.

The government follows the fiscal rule

τ− τ∗ = φτ(B
′ − B∗) (1.12)

where τ∗ and B∗ are the steady state tax rate and bond issuance, re-
spectively. The parameter φτ > 0 governs how elastic bond issuance is
relative to tax changes. For φτ = 0, taxes are constant and the budget is
balanced through bond issuance. As the parameter rises, taxes become
more elastic.

1.3.5 Equilibrium

Recursive equilibrium definition: A recursive equilibrium in this
economy is a path for the interest rate r and the labor income tax τ, a
set of household savings policy functions gEa(z, x,w;ψ) and gUa (z, x;ψ),
a set of household wage choice functions gEw(z, x,w;ψ) and gUw(z, x;ψ)
and submarket tightnesses θ(z, x,w ′,ψ), such that

• the household’s asset and wage policy functions are consistent with
the problems in Equation (1.9) and (1.10),

• the government budget in Equation (1.11) is balanced,
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• the free entry condition implies submarket tightness according to
Equation (1.8),

• asset markets clear, such that

B ′ =

∫
i∈Ω

gWa (z, x,w;ψ) + gUx (z, x;ψ) dΩ

• the aggregate state of the economy ψ evolves according to ψ′ =
Q(ψ)

The equilibrium, formulated in this way, is difficult to compute, because
the distribution of agents Ω is an infinite-dimensional object. However,
the model permits a block recursive formulation, as discussed in Menzio
and Shi (2010) and Menzio and Shi (2011), which considerably simplifies
the problem by decoupling the decision rules and submarket tightnesses
from the distribution of agents Ω. The proposition and the correspond-
ing proof follow Karahan and Rhee (2019), Herkenhoff (2019) and Birinci
and See (2019).

Block recursive equilibrium (BRE) definition: A block recur-
sive equilibrium is an equilibrium in which, given a path for the interest
rate r and the labor income tax τ, the households’ policy functions and
submarket tightnesses only depend on the aggregate productivity state
A, but not on the distribution of agents Ω.

Proposition If i) utility function u(·) is strictly increasing, strictly
concave, and satisfies the Inada conditions; ii) choice sets W and A, and
sets of exogenous productivity processes z and A are bounded; iii) match-
ing functionM exhibits constant returns to scale; and iv) All policies are
restricted to depend on the aggregate state only through aggregate match
productivity, then there exists a unique BRE for this economy

Proof See Appendix 1.C
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1.4 Calibration

I calibrate the steady state of the model to match a set of labor market
moments I observe in my dataset. For this exercise, I turn off aggregate
shocks and set aggregate productivity to A = 1. Thus, there are no
aggregate fluctuations. I use the Generalized Method of Moments to
minimize the distance between the target moments in the model and the
data. Tables 1.1 to 1.2 and Figure 1.5 summarize the model calibration.

The period length in the model is set to one quarter. I set the
annual risk-free interest rate to 4%, resulting in a quarterly rate of
r = (1.04) 1

4 − 1 = 0.0985. To calibrate the bond supply B, I target the
average liquid-asset to income ratio in Germany, which I obtain from
the Household Finance and Consumption Survey. I utilize the survey’s
second wave, which was mainly conducted in 2014. Household asset hold-
ings are categorized into liquid and illiquid following the approach by
Kaplan et al. (2014), with slight modifications to the definitions used in
their exercise: as household income, I classify the sum of self-reported
labor earnings and social transfers, excluding private transfers and pen-
sion income, as this comes closest to the income measure I observe in
the SIAB panel.16 The resulting average liquid-asset to income ratio for
Germany is 2.67.

The utility function for workers is given by

u(c) =
c1−σ − 1
1− σ

where σ represents the coefficient of relative risk aversion. I set this
parameter to 2, in line with standard calibrations in the literature.

Labor Market Following Den Haan et al. (2000), labor market
matches in the model, from a mass of searchers S and vacancies V, are

16To establish comparability between the HFCS and the SIAB panel, and reliability
of the income variable in the HFCS, I calculate the median quarterly income in 2014
in both datasets. In the SIAB, the individual median income is AC5700, while in the
HFCS, quarterly household income is AC4160. Note that the SIAB values are gross
earnings, while the HFCS are net of tax.
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formed according to the matching function

M(S,V) = SV

(Sx + Vx)
1
x

.

This function guarantees that the job-finding and vacancy-filling proba-
bilities lie within the interval [0, 1]. I set x = 0.301 to match the average
job-finding probability in the data. I set the vacancy cost κ = 0.04 from
Hagedorn and Manovskii (2008), dividing by 12, as theirs is a weekly
model. The exogenous quarterly separation probabilities, δ(z), are set
to match the separation probability in the data, across the distribution.
Unemployed households produce h of home production in each quar-
ter. In the model, this parameter is closely related to the job-finding
probability of the lower quantiles; hence, I calibrate it to match the job-
finding probability at the low end of the income distribution, resulting
in h = 0.10.

Government In Germany, the replacement rate is 60 % of the last
net-wage. In order to save on state variables (past wages), I model this
benefit by indexing unemployment benefits to productivity such that
b(z) = φBz with φB = 0.6, similar to McKay and Reis (2016). I set the
parameter governing the elasticity of the tax rate φτ = 0.1.

Productivity process The household’s productivity z is a com-
bination of aggregate productivity in the economy and the consumer’s
individual productivity. Both evolve according to AR(1) processes. In-
dividual productivity follows

log(zt+1) = ρz log(zt) + εt+1 (1.13)

with persistence ρz and innovations ε ∼ N(0,σε). In the model, I dis-
cretize the process to a grid {z1, ..., zs} with s = 7 using the Rouwenhorst
method. To calibrate the parameter ρz, I first estimate the following
earnings process for the continuously employed in both the model and
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in the data:

log(yi,t+1) = ρy log(yi,t) + et+1. (1.14)

When calibrating, I exclude labor market transitions, which will be an
endogenous outcome of the model. Then, I choose the model parameter
ρz in the productivity process such that the two match. In the data, I
residualize earnings in the spirit of Heathcote et al. (2010) by regressing
labor earnings on observable characteristics:

log(earni,t) = α+ γ1Xi,t + γ2Tt + yi,t

where earni,t is an individual’s quarterly earnings and Xi,t contains
an age polynomial and dummies for gender and education. I remove
these aspects from the earnings process, because the model does
not allow for heterogeneity along these dimensions. Using the
variance/covariance structure between earnings observations of periods
t and t + s, in the model and the data, I back-out the parameter
ρz = (Cov(yt,yt+s)/σ2ε)(1/(s−t)). As s → ∞ (around s = 50), the
latter equation in the data converges to ρy,data = 0.988. To calibrate
the volatility of the earnings process, σε, I target the ratio of the
average gross earnings between the 25th and the 75th percentile, which
is 2.402. In the model, I set ρz = 0.98 σ2ε = 0.07.

Table 1.1: Externally calibrated parameters

Parameter Description Value
r Interest Rate 0.0985
σ Coefficient of relative risk aversion 2
φB Replacement Rate 0.60
κ Vacancy posting cost 0.04
φτ Parameter in budget rule 0.10
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Figure 1.5: Transition probabilities - model and data
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Note: This figure compares the transition probabilities in the data to their analogs
in the model. Dashed lines represent probabilities obtained in the data, solid lines
are obtained from the model. The blue lines represent job-finding probabilities, the
yellow lines represent separation probabilities and the red lines represent job-switching
probabilities. Individuals are sorted into 20 quantiles each quarter based on their most
recent five-year earnings history. The sample period is 1980-2014.

The calibrated model is able to replicate the transition probabilities
in the data fairly well.17 The separation probabilities in the data were
targeted through the exogenous separation probabilities along the pro-
ductivity grid in the model. Job switching was not targeted, and still
the model matches the observed switching probabilities in the data well,
especially around the median. Furthermore, the job-finding probabilities
along the distribution were only targeted using two parameters: home
production h and the parameter in the matching function x. Still, the
model produces job-finding rates which are sloping upwards close to the
data. In the next sub-section I describe how the model achieves this.

17Appendix 1.B compares steady state earnings growth rates in the data and the
model.
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1.4.1 Policy functions

The job-finding probability is strongly increasing along the income dis-
tribution, in the model, as in the data. The reason for this is illustrated
in the left-hand panel of Figure 1.6, which shows the wage search policy
functions of the unemployed, relative to their productivity realizations,
for different levels of cash-on-hand (x-axis) as well as idiosyncratic pro-
ductivity levels (colors). The right panel shows the corresponding job-
finding probabilities. Unemployed individuals with high productivity re-
alizations search in submarkets that offer lower wages, relative to their
productivities. The right-hand panel shows that this leads to higher job-
finding probabilities for high productivity workers. These workers have
a strong incentive to become matched: if they find employment, their
wages are fixed, even if their productivity realizations fall in the future.

At the lower end of the productivity spectrum, on the other hand,
the unemployed have little incentive to find employment. Their outside
option (home-production) is high, relative to their productivity. Further-
more, their productivity may rise in the future, in which case they do not
want to be tied to a job, anticipating that matched individuals can only
search for new jobs with probability Λ < 1. Together, these forces imply
a strongly increasing job-finding probability along the recent earnings
distribution, as seen in Figure 1.5.

Figure 1.6 also shows search behavior along the wealth
(cash-on-hand) dimension. Richer individuals search in submarkets
that pay higher wages and offer lower job-finding probabilities,
conditional on productivity. This is because individuals with relatively
little wealth wish to find work so they can increase their consumption.
In order to achieve this, they sacrifice large wage increases in favor of
higher job-finding probabilities. As they get richer, the unemployed are
more able to insure against the risk of not finding a job and search
for high wages. Hence the wage-policy function is upwards-sloping in
wealth. Wealth effects, however, are trumped by productivity effects.
Only for intermediate values of productivity do they play a role, and
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the wage changes associated with them are small.

Figure 1.6: Submarket choice of the unemployed
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(a) Submarket wage relative to pro-
ductivity
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(b) Submarket job-finding probabil-
ity

Note: The Left Panel shows the wage submarket choices for workers with high,
medium and low-productivity realizations. The x-axis represents their cash-on-hand
state and the y-axis represents their wage choice relative to their current productivity
realization. The Right Panel shows the associated job-finding probabilities.

The mechanism for employed workers who search on the job is anal-
ogous. Higher productivity realizations make workers search for jobs at
relatively low wages, which offer high job-finding probabilities, while
wealth makes individuals search for jobs that pay higher wages but of-
fer lower job-finding probabilities. Additionally, employed workers take
their current wages into account, never searching in wage submarkets
that offer lower pay.

1.4.2 Aggregate shocks in the model

To estimate earnings betas in the model, I reintroduce aggregate shocks
and solve for the economy’s response along a series of such shocks over
time. An economy with aggregate shocks requires rational, forward look-
ing agents to take the aggregate state of the economy into account when
making their consumption, savings, and wage choices. This state is sum-
marized by the vector ψ = (Ω,A), where Ω is the distribution of agents
in the economy and A is the level of aggregate productivity (Krusell
and Smith, 1998). Additionally, the solution requires a law of motion
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for the aggregate state. Once the model is solved in this general way,
the researcher can simulate its response to a series of shocks over time
and estimate the earnings betas as the correlation, over time, between
aggregate and quantile-specific earnings growth.

The dynamic programming problem in an economy with aggregate
risk is difficult to solve, as the distribution Ω is an infinite dimensional
object. In principle, this makes the state space infinitely large. I rely on
the solution method proposed by Boppart et al. (2018) (BKM) to solve
this problem. Their approach employs the impulse response to a single
unexpected shock in aggregate productivity as a first-order approxima-
tion to the global solution of a model in which aggregate productivity
fluctuates constantly. The benefit of this method is that it does not re-
quire the researcher to solve a model in which agents form expectations
about the aggregate state of the economy. Instead, it is enough to solve
for the transition of the economy to a single, unexpected, but, when re-
alized, perfectly predictable path in aggregate productivity. In order for
this method to provide accurate results, the model’s policy functions,
and hence aggregate outcomes, need to be approximately linear in the
aggregate productivity shock. Below, I show that this is the case in my
model.

Along the transition path, I assume that the government balances its
budget according to the fiscal rule in Equation (1.12) by varying both
the labor-income tax rate τt and the bond issuance Bt. Each period,
the real interest rate rt adjusts to clear the asset market. I solve for the
path of the tax rate τt and the interest rate rt using the sequence space
Jacobian method proposed by Auclert et al. (2021).18

I estimate two impulse responses to aggregate productivity shocks of
±1% and persistence ρ = 0.9. Figure 1.7 shows the responses of several
aggregate variables to these shocks. Where feasible, the responses for
the negative shock were inverted to facilitate the comparison. The im-
pulse responses to the negative productivity shocks are almost perfectly

18For a discussion of the computation, see appendix 1.D.
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symmetrical to those after a positive shock. In response to the positive
shock, output increases by close to 1 percent upon impact and then con-
verges back to its steady state equilibrium. Wages also increase, but with
a lag. This is related to the structure of the labor market. Upon impact,
job finding increases as firms want to hire workers who will temporarily
be more productive. Workers trade off some of the increase in the job-
finding probability for higher wages. Over time, this raises the average
wage in the economy. As aggregate productivity converges back to its
steady state value, these incentives wane away. The aggregate converges
back to the steady state as the workers who were hired at higher wages
separate from their matches.

The labor income tax falls in response to a positive shock for two rea-
sons. Unemployment decreases, which leads to less government expen-
ditures. Additionally, wages rise, implying a larger tax base. In period
t = 0, as agents in the model are confronted with the new, decreasing
path for productivity, they want to save for the worse times ahead and
consume less today. At the same time, as the government needs to fi-
nance lower outlays for the unemployment insurance scheme, it reduces
the asset supply to keep the budget balanced. To clear the bond market,
the interest rate falls to dampen the demand for savings.
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Figure 1.7: Impulse response to productivity shock
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(a) Output
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Note: The Top Left Panel shows the response of output, in percent, relative to
steady state, to a positive (solid) and negative (dashed) productivity shock which
reduces aggregate match productivity by 1%, with persistence 0.9. The response to
the negative shock is inverted. The Top Right Panel shows the responses of benefit
payments, in percent, relative to the steady state; the negative response is inverted.
The Bottom Left Panel shows the responses of the labor income tax rate to the two
shocks. The Bottom Right Panel shows the response of asset demand, in percent,
relative to the steady state, with the response to the negative shock inverted. The
horizontal axis shows quarters since the shock.

Importantly, in addition to economic aggregates, the BKM approach
can be utilized to estimate the responses of sub-aggregates, such as the
earnings growth rates of different quantiles. I make use of this in the
next section
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1.5 Results

1.5.1 Earnings procyclicality in the model

Using impulse responses obtained as described above, I linearly approx-
imate the model’s response to any aggregate productivity shock of the
same sign. I simulate the economy for 600 periods in response to a series
of aggregate shocks drawn from a normal distribution with σagg = 1%
and persistence ρagg = 0.9. From the simulation, I construct the model-
generated analog to the dataset discussed in Section 1.2 and use it to
estimate Equation (1.2), the gross-earnings betas, in the model.

The left-hand panel of Figure 1.8 shows the result of this exercise.
The solid and dashed blue lines represent the model generated procycli-
cality estimates and the earnings betas estimated in Section 1.2.3, re-
spectively. The model generated beta coefficients imply that earnings
at the bottom of the recent earnings distribution are about three times
as procyclical as those around the median, which is in line with the
data. At the bottom of the income distribution, the model replicates the
steeply decreasing earnings betas, but then briefly flattens out between
the second and fourth deciles. Moreover, the model does not replicate
the flattening out of the empirical earnings betas beyond the median.
Instead, the model implies estimates which decrease towards zero. This
is intuitive, as in the model, job-stayers’ earnings are fixed for the du-
ration of a match. As job-staying is the most common transition path
for individuals at the top of the earnings distribution, this drives the
correlation between aggregate and quantile specific earnings growth to
zero.
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Figure 1.8: Model implied Earnings Betas
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(a) Procyclicality decomposition
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Note: The Left Panel shows the results for the regression coefficients in Equation
(1.2) in the model (solid lines) and the data (dashed lines). The blue lines represent
results for the full sample, the red lines represent results for the subsample excluding
job-finders. The Right Panel shows the difference between the regression coefficients
obtained from Equation (1.2) in the full sample and the restricted sample. The solid
line represents the model, the dashed lines represent the data. Individuals are sorted
into 20 quantiles each quarter based on their most recent five-year earnings history.
In the data, the sample period is 1980-2014.

Next, I restrict the sample by excluding individuals who are non-
employed in quarter t and employed in quarter t + 4, to isolate the
contribution of job-finders. This results in the red dashed (data) and
solid (model) lines in the left-hand panel of Figure 1.8. The difference
between the two can be interpreted as the contribution of job-finding to
the procyclicality of earnings growth. The difference between the data
and the model is more pronounced, with the model implied coefficients
falling from 0.5 to zero, while in the data, they fall from close to 1.5 to
slightly below one. The level difference, again, is due to the fact that the
model does not generate any gross-earnings fluctuations for job-stayers,
leading the model implied betas to be closer to zero.

An additional comparison between the model and the data can be
conducted by comparing the contribution of job-finding to the overall
beta coefficients, i.e., the change in the earnings betas when moving
from the full sample to a restricted one which excludes job-finding. The
result is plotted in the right-hand panel of Figure 1.8, with the dotted
line representing the size of the shaded area in Figure 1.3b and the
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solid line representing its model analog. The model, as the data, implies
a decreasing contribution of job-finding to the overall beta coefficient.
However, it generates a contribution that is somewhat larger than that
implied by the data. Still, the model qualitatively matches the empirical
patters.

The model is able to generate the patterns observed through the fol-
lowing mechanism. In response to a negative productivity shock, firm
values decrease, all else equal. This decrease in match-profits leads to
fewer firms entering into all submarkets. Consequently, workers face
lower job-finding probabilities if they follow their steady-state wage sub-
market choices. To counteract some of this decrease, workers can choose
to search in lower-wage submarkets, which offer higher job-finding prob-
abilities. The attractiveness of this tradeoff, however, varies across the
productivity distribution (and, by extension, the recent earnings distri-
bution).

Figure 1.9 summarizes this channel for median productivity individ-
uals (top row) and low productivity individuals (bottom row). The top
left panel shows the submarket choices of median productivity individu-
als in steady state (blue line) and in the first period after the realization
of a one-percent decrease in aggregate match productivity. In response to
the shock, these agents choose to search in lower-wage submarkets. The
top right panel investigates how this affects their job-finding prospects.
The blue line shows the job-finding probabilities in steady state; after the
realization of the shock, the job finding probabilities drop for all wealth
levels, holding submarket choices fixed (black, dotted line). Due to in-
dividuals adjusting their submarket choices, however, the job-finding
probabilities remain close to their steady state values.
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Figure 1.9: Model mechanism
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(c) Wage policy, low productivity
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Note: The Top Panels show the wage choices (left) and the job-finding probabilities
(right) of high-productivity workers. The solid lines represent steady state outcomes,
the dashed lines represent outcomes in the first period after the realization of a
negative productivity shock, the dotted line represents the job-finding probabilities
after a negative productivity shock when worker choices are held fixed at their steady
state values. The Bottom Panels contain the same information for low-productivity
individuals.

Analogous to the top left panel, the bottom left panel shows the sub-
market choices of low productivity individuals. In response to a negative
productivity shock, they choose to search in wage-submarkets that do
not offset the fall in vacancies. This leads their job finding probabilities
(bottom right panel) to even drop slightly lower than the hypothetical
scenario that keeps policy functions fixed to their steady state values.
This is due to the fact that their income from home production (to-
gether with unemployment benefits) is large, relative to their potential
wage earnings. In response to a negative productivity shock, their poten-
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tial wage earnings fall even further, making non-employment even more
attractive.

The mechanism discussed here implies that wages of new matches
are procyclical at the top of the income distribution, but countercyclical
at the bottom. In the data, the cyclicality of new wages at the low end of
the distribution is not countercyclical, but still considerably lower than
the cyclical of new wages at the top.

1.6 Policy Experiments

Using the calibrated model outlined in section 1.3, I conduct two pol-
icy experiments motivated by the observation that earnings are more
procyclical at the bottom of the income distribution than at the top.
As described above, the heterogeneous procyclicality is due to two fac-
tors: first, job-finding probabilities are procyclical and, second, non-
employment is concentrated towards the lower end of the permanent
income distribution. The two policy experiments discussed in this sec-
tion address each of these observations in turn.

First, I introduce a countercyclical hiring subsidy for firms. This pol-
icy incentivizes vacancy creation in recessions and allows job-finding to
remain closer to its steady state level over the business cycle. Intuitively,
this lowers the risk to workers caused by a decrease in vacancy posting,
which they cannot counteract by adjusting their search decisions.19

The second experiment considers a Universal Basic Income (UBI),
which substitutes for and eliminates unemployment benefits. This pol-
icy has received much attention in Germany and around the world.20

In 2020, the German Institute for Economic Research started a pilot
19In the appendix, I discuss an additional policy experiment, which introduces

countercyclical unemployment benefits. This measure offers insurance beyond the
steady state unemployment benefit payments in times of negative productivity shocks
and decreases insurance when it is not as needed, i.e., in times of positive productivity
shocks.

20For coverage in a major German newspaper, see, e.g.:
https://www.zeit.de/wirtschaft/2021-02/bedingungsloses-grundeinkommen-corona-
arbeit-existenzangst-finanzierung
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project on the subject, aiming to assess its impact on well-being and
values.21 In the context of the documented heterogeneity in earnings
procyclicality, the concept of a UBI is interesting as it removes the dis-
incentive on working introduced by unemployment insurance. Hence, it
has the potential to encourage workers to seek out vacancies with higher
job-finding probabilities, reducing non-employment at the lower end of
the income distribution. In what follows, I introduce both policies in
more detail and compare their welfare effects in the model.

I evaluate the policies according to three measures. First, I calculate
the welfare effects of each policy by estimating the percentage increase in
consumption necessary in order to make agents indifferent between the
experiment economy and the baseline, following Krusell et al. (2010):

E0

[ ∞∑
t=0

βtu
(
(1+ λ)ci,t

)]
= E0

[ ∞∑
t=0

βtu
(
c̄i,t
)]

(1.15)

where ci,t is each agent’s consumption in the baseline economy and c̄i,t
is their consumption in the counterfactual economy. Unfortunately, I
cannot calculate this measure in the full aggregate risk version of the
model, as I solve it using first-order approximation. For welfare state-
ments, however, a second-order approximation would be needed. Instead,
I evaluate Equation (1.15) in period 0 after an unexpected, one-time pro-
ductivity shock, in both economies. The value of λ then indicates how
much consumption each agent in the baseline economy would need to be
awarded, to be indifferent between staying and switching to the counter-
factual economy. Averaging the values of λ over all agents in the model
is referred to as the utilitarian consumption equivalent variation of the
counterfactual economy.

The second measure, which I can compute along the model’s transi-
tion path including aggregate shocks, is the volatility of aggregate con-
sumption. A higher cyclicality points to more risk in the model, which is
linked to lower welfare. The last measure is the volatility of consumption

21see https://www.pilotprojekt-grundeinkommen.de/english
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inequality over the business cycle. It is computed as the variance of the
variance of log consumption, the latter of which is a standard measure
for consumption risk.

1.6.1 Countercyclical hiring subsidies

As outlined above, the goal of the countercyclical hiring subsidy is to
dampen the cyclicality of firm vacancy creation. This, in turn, has the
potential to mitigate the countercyclical job-finding risk from the work-
ers’ perspectives.

I implement this policy by letting the government award (or tax)
firms the lump-sum transfer v(A), indexed by aggregate productivity A,
with the following functional form:

v(A) = ϑ(A−A)

where the multiplier ϑ is calibrated such that it minimizes the variance of
vacancy posting over the business cycle. This requires v(0.99) = 0.0575,
implying a hiring subsidy of close to 530 euros upon impact of a negative
1% productivity shock. As aggregate match productivity returns to its
steady state value, the hiring subsidy decreases back to zero. The process
is analogous upon the arrival of positive productivity shocks.

Figure 1.10 shows the results of this exercise. The left-hand panel
displays the percentage change in the number of vacancies created in a
low-productivity submarket. In the baseline economy, vacancy creation
contracts by more than 8 percent. With the subsidy, this fall is reduced
considerably: vacancy creation falls by at most 2 percent, and the im-
pulse response is more hump-shaped. Due to the small size of the hiring
subsidy, the effect on vacancy creation in high productivity submarkets
is small.
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Figure 1.10: Effect of hiring subsidies
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Note: The Left Panel shows the response of vacancy posting from firms entering
low-productivity submarkets to a negative aggregate productivity shock of 1 percent
in the baseline economy (solid) and the economy with hiring subsidies (dashed). The
Right Panel shows the response of aggregate consumption to a negative productivity
shock in the two economies. The Bottom Panel compares the procyclicality of earnings
growth along the income distribution.

The right-hand panel of Figure 1.10 shows the response of aggre-
gate consumption. The initial impact of a negative productivity shock
is slightly larger than in the baseline economy. Afterwards, the economy
with hiring subsidies rebounds somewhat faster, however. Over the busi-
ness cycle, the volatility of aggregate consumption increases by around
3%. The volatility of consumption inequality decreases, but only slightly,
by less than one percent.

Welfare, as measured by Equation 1.15, immediately after the real-
ization of a negative, unexpected, transitory shock to aggregate match
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productivity, increases. To reach the same level of aggregate welfare in
the baseline economy, each worker would need to be given an increase of
0.02% in their consumption, forever. To put this number into perspec-
tive, I calculate the welfare cost of a recession in the baseline economy.
To this end, I use the consumption equivalent variation between the
steady state economy and the first period after a negative productivity
shock in the same economy. If given a choice, workers would, on aver-
age, give up 0.19% of their consumption each period in order to avoid
a negative productivity shock. A hiring subsidy attenuates this impact
by about ten percent.

The largest welfare gains accrue around the median of the recent
earnings distribution. While positive, the effect is small at the bottom,
because the hiring subsidy does not raise wages enough to motivate work-
ers to forego the sum of home production and unemployment benefits
by finding work. At the top of the distribution, hiring subsidies decrease
welfare in recessions. For high productivity individuals, there is little
marginal benefit in raising job-finding probabilities. However, they are
negatively affected by the higher tax-burden, which lowers their welfare.

The bottom panel of Figure 1.10 shows the effect of the hiring subsidy
on the procyclicality of earnings growth. At the bottom of the distribu-
tion, it has a slight dampening effect, while at the top, the procyclicality
increases. Overall, therefore, the heterogeneity in earnings procyclicality
over the businss cycle has decreased.

1.6.2 Universal Basic Income

The second policy experiment introduces a UBI into the economy while
eliminating unemployment benefits. This experiment does not only af-
fect the business cycle behavior of the economy, but also its steady state.
To make meaningful comparisons between the baseline economy and the
UBI economy, I calibrate the unconditional payment such that the in-
come tax rate τ remains constant between the two steady states, imply-
ing the same fiscal cost to the government. Without this constraint, some
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welfare changes might be driven by a higher tax rate leading to more re-
distribution by construction. The resulting UBI payment is ubi = 0.147,
which equates to about 450 euros per month for every worker of the
economy.22

I keep the asset supply in the two economies the same, implying
that the risk free interest rate in the UBI economy must adjust to clear
the market. In equilibrium, the quarterly interest rate falls to −0.0009,
which implies that agents demand considerably more safe assets than
in the baseline economy. This makes intuitive sense, as the removal of
unemployment benefits implies that there is less government provided
insurance for workers who become non-employed. In the baseline econ-
omy, highly productive workers receive 60% of their productivity value
when separating from their firm, which implies a monthly income of up
to 4000 euros. With the introduction of UBI, this value drops by almost
90%. Incomes in unemployment also decrease for low-productivity work-
ers. While the drop is much smaller, from around 800 euros, the effect
is large, as the separation probabilities in this part of the distribution,
as well as unemployment incidence, are higher.

The effect on the labor market is shown in the top-left panel of Fig-
ure 1.11. The solid lines represent the transition probabilities in the
UBI economy and the dashed lines reproduce the same probabilities in
the baseline economy. Separation probabilities are almost equivalent be-
tween the two economies, as they are exogenous and explicitly targeted
to the data. The probability of job-finding rises by about 10 percent-
age points across the distribution. As explained above, the prime reason
for this shift is the unattractiveness of non-employment without unem-
ployment benefits. Workers choose to search for jobs in submarkets that
offer lower wages, but higher job-finding probabilities, as their reserva-
tion utility is only influenced by their home-production value.

In the aggregate, higher job-finding across the distribution leads to
22Average quarterly pre-tax earnings in the economy are 0.8438, while average real

pre-tax earnings in the data equal 7816 euros per quarter. Hence a UBI benefit of
0.147 in the model implies a payment of 448 euros per month.
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higher output and higher aggregate consumption. Relative to the base-
line economy, output rises by five percent in the UBI economy, while
consumption rises by close to one percent. The difference is due to the
fact that the UBI economy features more firm-entry, leading to more
resources spent on vacancy posting. Aggregate, ex-post profits in the
new economy are higher by a factor of two, compared to the baseline
economy, since workers, relative to their productivities, search in lower
wage submarkets. This leads to higher profit shares for firms.

The top right panel of Figure 1.11 shows the consumption response
of the economy to a negative 1% shock to aggregate productivity. The
percentage change in aggregate consumption is smaller in the UBI econ-
omy and the series converges back to steady state considerably faster.
The reason for this is the stronger incentive to find work, even in times
of low aggregate productivity. In the baseline economy, only highly pro-
ductive workers adjusted their wage demands such that their job-finding
probabilities stayed close to their steady state values. In the UBI econ-
omy, when aggregate productivity falls, all workers search in lower wage
submarkets and thus offset the initial fall in job-finding probabilities.
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Figure 1.11: Effect of Universal Basic Income
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Note: The Left Panel shows the steady state transition probabilities in the model
with UBI (solid) and the baseline economy (dashed). The Right Panel shows the re-
sponse of aggregate consumption to a negative productivity shock of 1 percent relative
to the respective steady states in the baseline economy (solid) and the economy with
a UBI (dashed). The bottom panel compares the procyclicality of earnings growth
along the income distribution in the baseline economy (solid) and the economy with
a UBI (dashed).

As in the previous policy experiment, I calculate the welfare im-
pact of the introduction of a UBI into the economy. While previously,
the steady state was unaffected, and therefore no welfare comparison
was warranted, here, I first estimate the utilitarian consumption equiva-
lence variation of introducing a UBI into the baseline economy, following
Equation (1.15). I find that λ = 0.0598, implying that workers, on av-
erage, in the baseline economy are willing to give up close to 6% of
their consumption each period in order to avoid living in the economy
that provides them with a UBI. This considerable reduction in aggregate
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welfare is mainly driven by the reduction of targeted insurance already
mentioned above. In line with this, the volatility of consumption in-
equality, relative to the baseline economy, almost doubles. Furthermore,
steady state consumption inequality increases by close to 50%.

In order to assess the welfare impact of business cycles, I conduct
a “difference in differences” analysis between the baseline and the UBI
economy. I expose both to a negative 1% shock to aggregate match pro-
ductivity and calculate the average consumption equivalence loss in both
economies. Then I compare these values across economies. In the base-
line economy, workers are willing to give up on average 0.2% of their
consumption in each future period to avoid a single negative productiv-
ity shock. In the UBI economy, this number is only 0.1%. From this I
conclude that productivity shocks and, by extension, business cycles, are
less costly in the UBI economy relative to the steady state. This smaller
exposure, however, comes at a high cost, as explained above.

1.7 Conclusion

In this paper, I show that earnings growth is more procyclical at the low
end of the income distribution due to extensive margin transitions over
the business cycle. Using administrative microdata from Germany, I find
that as aggregate earnings growth rises by 1 percentage point, earnings
growth in the first decile of the income distribution rises by three times
as much. At the top of the distribution, the comovement is less than
one-for-one. Decomposing the effect, I show that at the bottom of the
distribution, transitions from unemployment to employment account for
half of the procyclicality, whereas in the last decile, they account for
almost nothing.

In order to speak to the welfare consequences of these findings, I
build a heterogeneous agent macroeconomic model with idiosyncratic
and aggregate risk. The model features a frictional labor market in which
workers direct their search at different submarkets, based on their char-
acteristics. They endogenously trade off higher job-finding probabilities
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with higher wages. Highly productive workers find work faster by choos-
ing submarkets which offer low wages, relative to their productivities.
The opposite is true for less productive workers. In this way, the model
reproduces heterogeneous job-finding probabilities along the income dis-
tribution. I calibrate the model to match key features of the German
labor market, such as heterogeneous labor market transition rates. Im-
portantly, I leave business cycle moments untargeted.

The model produces heterogeneity in the procyclicality of earnings
growth similar to the data. The reason for these results are the lower job-
finding probabilities for low productivity workers in steady state, com-
bined with procyclical vacancy posting by firms. The slope of procycli-
cality along the income distribution produced by the model is steeper
than what I find in the data, which leads to an underprediction of pro-
cyclicality at the top of the distribution.

I introduce two labor market policies into the model. Countercyclical
hiring subsidies, which rise in recessions and fall in booms, reduce the
cyclicality of vacancy posting by firms. This reduces the impact of aggre-
gate productivity fluctuations on the unemployed. After the realization
of a negative productivity shock, workers in the baseline economy would
require an increase of 0.02 percent in their consumption in order for
aggregate welfare to be the same as in an economy with such hiring sub-
sidies, implying an increase in overall welfare. To assess the magnitude
of this increase, I calculate the welfare impact of a single productivity
shock in the baseline economy, asking workers how much consumption
they would be willing to forego each period to avoid the shock. Accord-
ing to this measure, a negative productivity shock reduces welfare by
0.2 percent, implying that hiring subsidies lessen the welfare impact of
recessions by 10 percent.

The second labor market policy I introduce is a UBI. In the context
of my framework, it serves as a replacement of the unemployment benefit
system, which disincentivize job-finding at the bottom of the income dis-
tribution. I calibrate the unconditional payment to be financed with the
same fiscal capacity as the unemployment benefit regime in the baseline
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economy, which leads to a value of close to 450 euros. The introduction
of a UBI decreases the volatility of aggregate output and consumption
over the business cycle. Negative productivity shocks reduce welfare rel-
ative to steady state, but by a smaller amount compared to the baseline
economy: workers are willing to give up, on average, 0.1 percent of their
consumption each period to avoid the shock, in the UBI economy, which
is a reduction of 50 percent. However, despite the reduction in economic
volatility in response to shocks, aggregate welfare is lower. Comparing
steady states, workers in the baseline economy are willing to give up 6
percent of their consumption in all future periods, on average, in order
to avoid moving to the UBI economy.

Importantly, my results hinge on the endogenous responses of work-
ers’ job finding choices. Models that don’t feature this channel could
reach the wrong policy conclusions. Therefore, I argue that a model that
matches the heterogeneous procyclicality of earnings growth, is crucial
for understanding the impact of labor market policies.
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Appendices

1.A Robustness

1.A.1 GDP

For robustness, I construct a second aggregate earnings growth measure
using GDP. Growth is measured as the quarter-on-quarter log difference
in real GDP between periods t and t+ 4:23

∆YGDPt,k = log(GDPt+k) − log(GDPt)

I then substitute ∆YGDPt,k into equation (1.2) and estimate the beta co-
efficients. Figure 1.12 reports the results from this exercise. While the
beta-coefficients are shifted downwards, implying a lower cyclicality of
quantile-specific earnings relative to GDP, the shape of the curve re-
mains similar. Earnings at the bottom of the income distribution are
still about three-times as procyclical as those at the top.

23Deflated, seasonally and calendar adjusted GDP is obtained from the German
Statistical Office. Due to German reunification in 1990, there only exist two separate
time series for (i) West Germany and (ii) today’s Germany, but both contain values
for 1991. Consequently, I normalize both series by the GDP values for the first quarter
of 1991 and append them.
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Figure 1.12: Earnings Beta with GDP

20 40 60 80 100
Recent Earnings Quantile

0.0

0.5

1.0

1.5

2.0

2.5

3.0

3.5

Earnings Beta

Average Earnings
GDP

Note: This figure shows the coefficients βqY,4 and βqGDP,4 in Equation (1.2) by quan-
tile, estimated using growth in aggregate average earnings (blue) and GDP (red),
respectively. Individuals are sorted into 20 quantiles each quarter based on their most
recent five-year earnings history. The sample period is 1980-2014.

1.A.2 Asymmetry

The heterogeneity in the cyclicality of earnings growth outlined in sec-
tion 1.2.3 raises the question whether the effect is symmetric between
expansions and contractions of the business cycle. To investigate this
issue, I obtain an OECD based recession indicator, which identifies the
time-periods between the peak and trough values of recessions.24 Using
this indicator, I reestimate Equation (1.2), separating the sample into
expansions and contractions. Figure 1.13 presents the results for βqY,4
along the recent earnings distribution.

Similar to the results in Figure 1.3, earnings are more procyclical at
the bottom of the earnings distribution. The procyclicality is fairly sym-
metrical, between expansions and contractions, with betas estimated for
the former slightly larger than those for the latter. One possible reason
for this difference are employment protection schemes like short-time
work, through which employers are subsidised in order to keep employ-
ees on their payroll. The asymmetry decreases as one moves up along
the distribution, almost vanishing beyond the seventh quantile. These

24The indicator is constructed by the Federal Reserve Bank of Saint Louis, the
variable name is DEUREC.



66 THE CYCLICALITY OF EARNINGS GROWTH

results indicate that the cyclicality in earnings observed, especially at
the bottom of the distribution, is not driven solely by either expansions
or contractions. Earnings at the bottom are highly correlated with the
aggregate during both periods.

Figure 1.13: Cyclicality of earnings – asymmetry
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Note: This figure shows the coefficient βqY,4 from Equation (1.2) by quantile, esti-
mated during periods of contraction (blue) and expansion (red), respectively. Contrac-
tionary periods are identified based on the OECD’s recession indicator. Individuals
are sorted into 20 quantiles each quarter based on their most recent five-year earnings
history. The sample period is 1980-2014.

1.A.3 Age and gender

In the graphs presented so far, all quantiles are constructed within age-
gender bins. However, it is of course of interest how the earnings betas
differ along those dimensions, as well. Figure 1.14, therefore, shows the
estimates of βqY,4 in Equation (1.2) for quantiles based on recent earn-
ings, separately for each age group (left panel) and each gender (right
panel).



ROBUSTNESS 67

Figure 1.14: Cyclicality of earnings – age and gender
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(a) Earnings Beta – age
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(b) Earnings beta – gender

Note: The Left Panel shows the coefficient βqY,4 from Equation (1.2) by quantile,
estimated for subsamples of different five-year age groups. The Right Panel plots the
coefficient βqY,4 from Equation (1.2) by quantile, for men (blue) and women (red).
Individuals are sorted into 20 quantiles each quarter based on their most recent five-
year earnings history. The sample period is 1980-2014.

Similar to results presented in Guvenen et al. (2017), the size of
the βqY,4, as well as their heterogeneity, diminish with age (with the
exception of the top earners of the last age group, where growth rates
are imputed). While earnings growth of individuals between the ages
of 25 and 34, at the bottom of the earnings distribution, moves with
aggregate earnings by a factor of 3, this coefficient diminishes to 2 along
the life-cycle. Towards to top of the distribution, procyclicality is weaker
at all ages.

Earnings growth at the bottom is considerably more procyclical for
men than it is for women as their βqY,4 is almost 50% larger. However,
towards the median of the recent earnings distribution, the two graphs
converge. At the very top, the two groups diverge again, potentially
due to the fact that considerably more male earnings observations are
censored and hence imputed. Here, the difference is to be taken with a
grain of salt.
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1.A.4 Occupation and industry

Another potential driver of the heterogeneous cyclicality in earnings
growth rates are an individual’s occupation or industry. Hence, again,
I reestimate Equation (1.2), splitting the sample into ten separate oc-
cupation bins. Figure 1.15 presents the results. The familiar picture of
a higher correlation between individual and aggregate earnings growth
at the bottom of the distribution is present in all occupations, but to
varying degrees. Among the most cyclical occupations related to con-
struction and manufacturing, moving 3:1 with average earnings in the
first quantile. In the same quantile, occupations related to health care
and science only co-move slightly 2:1 with the aggregate. Towards the
median quantile, all graphs converge towards a value between 0.5 and 1.

Figure 1.15: Cyclicality of earnings – occupation
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... business organisation, accounting, law, and administration
... health care, the social sector, teaching and education
... philology, literature, humanities, 
 social sciences and economics, media, art, culture and design

Note: The figure shows the coefficient βqY,4 from Equation (1.2) by quantile, esti-
mated for subsamples of different occupational groups. Individuals are sorted into
20 quantiles each quarter based on their most recent five-year earnings history. The
sample period is 1980-2014.

Figure 1.16 shows the results of performing a similar analysis sepa-
rately by industry. For all industries, there is a strong downward trend
in procyclicality as one moves up across quantiles. The least cyclical
industry, for most quantiles, is public administration. Among the most
cyclical are the automotive industry and agriculture.
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Figure 1.16: Cyclicality of earnings – industry
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Note: The figure shows the coefficient βqY,4 from Equation (1.2) by quantile, estimated
for subsamples of different industry groups. Individuals are sorted into 20 quantiles
each quarter based on their most recent five-year earnings history. The sample period
is 1980-2014.

1.A.5 Quantile ordering with conditional earnings

In the baseline estimation of the earnings betas, I sort individuals into
quantiles based on their earnings history over the previous five years,
including zero-earnings spells, i.e., unconditional earnings. Alternatively,
individuals can be sorted according to their conditional earnings history,
i.e., excluding zeros. This measure is likely closer to individual level
productivity, holding constant age and gender.

Figure 1.17 shows the result of this alternative sorting method on
the earnings beta estimations (blue) and the baseline estimation dis-
cussed above (red). Sorting individuals based on conditional earnings
considerably lowers the earnings beta for the bottom quantiles, but does
not alter the general shape of the graph, which still indicates that those
at the lower end of the (now conditional) earnings distribution receive
earnings which are much more correlated with the aggregate business
cycle than those further up in the same distribution.
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Figure 1.17: Alternative sorting – conditional earnings
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Note: This figure shows the coefficients βqY,4, from equation (1.2), by quantile. Indi-
viduals are sorted into 20 quantiles each quarter based on their most recent five-year
earnings history. The blue line plots the coefficient when zero-earnings observations
are included in this earnings history, the red line conditions on employment and ex-
cludes zeros from the earnings history. The sample period is 1980-2014.

1.A.6 Unemployment benefits

As outlined in Footnote 5, the only consistent measure of unemployment
benefits in the data are Unemployment Benefits I. They are paid out for a
limited period of time after job-loss with a replacement rate of 60%. The
left panel of Figure 1.18 compares the official German Unemployment
rate (red) to the one obtained using the SIAB sample (blue).25 To make
the series comparable, I seasonally adjust the SIAB unemployment rate.
From 1980 to 1998, the SIAB sample overestimates the unemployment
rate by close to two percentage points. After 2000, the pattern reverses
and it underestimates unemployment, especially towards the end of the
sample. However, the dynamics of the two unemployment rates are very
similar over time. Note that the duration of unemployment benefit re-
ceipts was shortened to 12 months in 2005, potentially leading to fewer
observed unemployed individuals after that period.

25I obtain the Quarterly Registered Seasonally Adjusted Unemployment Rate for
Germany from Fred (LMUNRRTTDEQ156S).
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Figure 1.18: Cyclicality of earnings – unemployment benefits
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Note: The Left Panel shows the official German unemployment rate (blue) and the
unemployment rate implied by the SIAB sample (red). The official unemployment
rate is constructed for West-Germany during the years before 1990. The Right Panel
shows the coefficients βqY,4, from equation (1.2), by quantile. The blue line represents
the baseline model, which sets earnings to zero during non-employment spells. The
red line shows the coefficients when unemployment benefits are included as earnings
for the non-employed. The green line restricts the sample of the non-employed only
to those individuals who receive unemployment benefits.

Here, I investigate the consequences of including non-employed earn-
ings in the baseline estimation by re-estimating Equation (1.2) while in-
cluding the observed benefits as earnings for the unemployed. I perform
two robustness tests: (i) keeping earnings at zero for all non-employed
individuals who are not unemployed (ii) excluding all non-employed in-
dividuals who are not unemployed. The former approach uses the same
sample as the baseline, only changing earnings for some non-employed,
while the second approach produces a smaller sample. Both approaches
require new quantiles to be calculated.

The right panel of Figure 1.18 compares the baseline estimation,
previously reported in Figure 1.3 (blue), to the two alternative ap-
proaches, including zero earnings for the non-unemployed non-employed
(yellow) and excluding the non-unemployed non-employed (red). The
Figure shows that the earnings betas at the bottom get progressively
smaller with each step. When moving from the baseline to including
non-employment earnings, this is intuitive, as unemployment benefits
introduce an insurance mechanism that smooths the strongest earnings
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fluctuations. Note also that there is almost no difference between the
two lines at the very top, implying that unemployment transitions are
less important here.

Excluding zeros for the non-unemployed non-employed leads the be-
tas at the bottom to fall further. This is likely due to a reshuffling of
individuals across percentiles, dampening the effects seen in the other
two graphs. Beyond the 6th quantile, the quantile specific earnings betas
are slightly higher than using the other two approaches.

1.B Additional Calibration Results

As described in the Section 4.5, the calibration explicitly targets la-
bor market transition probabilities. However, it leaves earnings growth
rates across the distribution untargeted. Figure 1.19 shows the earnings
growth rates that result from the model. The left panel compares the
results along the intensive margin. In the model, job-stayers earnings
are flat, by definition, as wages are fixed for the duration of a match.
Job switchers’ earnings growth, however, decreases in both the model
and the data. The model underestimates the slope, especially at the bot-
tom of the distribution. Furthermore, it cannot produce the increase in
switchers’ earnings growth at the very top of the distribution. The dif-
ferences between the two solid lines and the two dashed lines, however,
are similar.
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Figure 1.19: Steady state earnings growth rates
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Note: The Left Panel shows a comparison between quarterly earnings growth-rates
implied by the model and the same statistic measured in the data. Dashed lines repre-
sent the data, solid lines represent the model’s output. The yellow lines plot earnings
growth for job-stayers, the green lines for job-switchers. The Right Panel shows earn-
ings growth rates along the extensive margin. The blue line represents earnings growth
for all workers, the red line excludes job-loss. The dashed lines represent the data,
the solid lines represent the model’s output.

The right panel compares earnings growth along the extensive margin
in the model and the data. Both produce downwards sloping earnings
growth rates. The model’s output exhibits pronounced humps, however.
This is due to the fact that agents are not smoothly distributed over
different levels of recent earnings. A specific level of recent earnings, say
R, is reached by agents who make very different decisions from those
who reach level R+ 1. This can lead to the non-smoothness of earnings
growth rates along the distribution.

1.B.1 Countercyclical unemployment benefits

Next, I introduce countercyclical unemployment benefits into the econ-
omy. In response to a negative productivity shock, unemployment ben-
efits are supplemented by a lump sum payment of

b(A) = ω(A−A)
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where A is the current level of aggregate match productivity and A is
its steady state value. I calibrate the size of the benefits to have similar
fiscal impact as the hiring subsidies, which implies ω = 1.5.

Figure 1.20 shows the effect of introducing this policy into the base-
line economy. The left panel shows that the output response to a neg-
ative productivity shock becomes hump-shaped. While in the baseline,
output immediately converges back to its steady state level, output in
the counterfactual economy drops by 1.2 percent before converging back
to steady state. The reason for this is shown in the right panel of the
same figure. Non-employment rises by much more when unemployment
benefits are countercyclical.

Figure 1.20: Effect of countercyclical unemployment benefits
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Note: The Left Panel shows the response of aggregate output to a negative pro-
ductivity shock of 1 percent in the baseline economy (solid) and the economy with
countercyclical unemployment benefits (dashed). The Right Panel shows changes in
unemployment benefit payments after the same shock in the baseline economy (solid)
and the economy with countercyclical benefits.

The reason for these findings are related to the incentive effects of
unemployment benefits in the model. Higher benefits lead individuals to
search in submarkets which offer lower job-finding probabilities, decreas-
ing job-finding. In the context of this model, this is the moral hazard
effect of unemployment insurance provision.

The welfare effect of providing unemployment benefits, according to
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Equation (1.15) is positive. After the realization of a negative produc-
tivity shock, individuals in the baseline economy are willing to give up
0.004% of their consumption every quarter in order to live in an econ-
omy with the unemployment benefit supplement described here. How-
ever, the variance of log-consumption increases almost four-fold, relative
to the baseline economy.

To investigate the moral hazard effect further, I introduce a lump
sum increase of unemployment benefits into the baseline economy, but
do not allow workers to reoptimize their submarket choices. This turns
off the moral hazard effect of unemployment benefit provision. In spirit
this exercise is similar to Baily (1978) and Chetty (2006), calculating a
statistic akin to the partial derivative of benefit provision, while hold-
ing search constant. In the model, λnochoice = 1.3%, implying a wel-
fare increase. However, allowing workers to adjust their choices leads to
λGE = −1%.26 I conclude that in the model presented here, the moral
hazard effect of unemployment provision strongly dominates the insur-
ance effect it provides.

1.C Block Recursive Equilibrium

Block recursive equilibrium (BRE) definition: A block recursive
equilibrium is an equilibrium in which, given a path for the interest
rate r and the labor income tax τ, the households’ policy functions and
submarket tightnesses only depend on the aggregate productivity state
A, but not on the distribution of agents Ω.

Proposition If i) utility function u(·) is strictly increasing, strictly
concave, and satisfies the Inada conditions; ii) choice sets W and A, and
sets of exogenous productivity processes z and A are bounded; iii) match-
ing functionM exhibits constant returns to scale; and iv) all policies are
restricted to depend on the aggregate state only through aggregate match
productivity, then there exists a unique BRE for this economy

26The effect sizes are larger than those from the cyclical benefit experiment, because
here, I increase benefits forever, not just in response to a productivity shock.
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Proof As mentioned in the body of the paper, the proposition and
the proof closely follow Karahan and Rhee (2019), Herkenhoff (2019)
and Birinci and See (2019).

I prove the existence of a block recursive equilibrium in two steps.
The first step is showing that the firms’ value functions and the result-
ing market tightnesses only depend on the aggregate state ψ through
aggregate productivity A, given a tax rate τ and an interest rate r.
The second step shows that the households’ policy and value functions
are similarly independent of the distribution of agents Ω, given τ and
r. Consequently, there is a solution to the households’ problem which,
together with the solution to the firms’ problems and the resulting mar-
ket tightnesses constitutes a BRE, as long as τ and r are given. Note
that I condition on the tax rate τ and the interest rate r, two objects
which, in order to clear the government budget and the asset market,
will depend on the aggregate distribution of workers across states.

Let J(Z,X,W,A|τ, r) be the set of continuous and bounded functions
which map J : W× X×W×A→ R, given a tax rate τ and an interest
rate r. Further, let TJ be the operator associated with the firm’s value
function, Equation (1.7). One can verify, using Blackwell’s sufficiency
conditions, that TJ : J → J is a contraction, the unique fixed point of
which I denote as J∗ ∈ J. From this, it follows that the firm’s value
function only depends on the aggregate state ψ through the state of
aggregate productivity A. In turn, this implies that the wage posting
choices by firms, conditional on worker wealth X and worker productivity
Z, are also only affected by the aggregate state ψ through aggregate
productivity A. Upon substituting J∗ into Equation 1.8, I obtain

θ∗(z, x,w ′;A) =
{
q−1

(
κ(1+r)

E[J∗(z′,x′,w′;A′|τ,r)]

)
if w′ ∈W(z, x,w;A)

0 otherwise
(1.16)

This condition shows that market tightness does not depend on the
distribution of agents across states, Γ , apart from the interest rate r,
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which I am conditioning on.
Next, I move to the workers’ problems. I combine all value functions

into a single functional equation and show that this equation is a con-
traction. It can be shown that this function maps the set of functions
which depend on the aggregate state ψ only through aggregate produc-
tivity A. This function V is of the form V : {U,E}×X×Z×W×Ω→ V,
where Ω defines all possible realizations of the aggregate state. In this
formulation,

V(U, z, x;ψ) = VU(z, x;ψ|τ, r)

V(E, z, x,w;ψ) = VE(z, x,w;ψ|τ, r)

I now define a set of functions V : {U,E}× X× Z×W×A→ V and let
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TV be an operator such that

(TVV) =IU
{
max
cU

u(cU)+

β

[
max
w′

E
[
η(θ(z, x,w ′;A|τ, r))V(E, z′, x′n,w′;A′|τ, r)

+ (1− η(θ(z, x,w ′;A|τ, r)))V(U, z′, x′u;A′|τ, r)
]]}

IE
{
max
a′,c

u(c) + βmax
w′

E [

(1− δ(z′))(1−Λη(θ(z, x,w ′;A|τ, r)))V(E, z′, x′e,w;A′|τ, r)

+ (1− δ(z′))Λη(θ(z, x,w ′;A|τ, r))V(E, z′, x′n,w′;A′|τ, r)
]

+ δ(z′)V(U, z′, x′u;A′|τ, r)
}

subject to

c+ a′ 6 x

x′u = (1+ r)a′ + b(z′) + h

x′e = (1+ r)a′ + (1− τ)w

x′n = (1+ r)a′ + (1− τ)w′

A′ = FA(A)

z′ = FZ(z).

In this formula, I use the fact that submarket tightness θ does not depend
on the aggregate distribution of workers across states. Further, xu is the
cash-on-hand of unemployed workers, xn is the cash-on-hand value for
workers who find a new job at w′ and xe is the cash-on-hand value for
workers who stay employed at wage w. The first two lines represent
the problem of an unemployed worker, the last three lines represent the
problem of an employed worker.

If we assume that the utility function is bounded and continuous
(within the asset-wage space defined for the model), then V is a set of
bounded and continuous functions. It can be shown that the operator
TV maps V→ V. Using Blackwell’s sufficiency conditions for a contrac-
tion and the assumptions on the boundedness of the sets defining the
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exogenous processes Z and A, as well as the choice sets W and X, one
can show that TR is a contraction with a fixed point V∗ ∈ V. Thus, the
solution to the worker’s problem does not depend on the distribution of
workers across states Ω. This, in combination with the firm’s problem
above, constitutes a block recursive equilibrium.

1.D Computational Appendix

To solve the model in steady state, I employ the following algorithm:

• Guess values for τ and r

• Solve the firms’ and the workers’ problems

– Guess wage and consumption policy functions for the workers
– Given these policies together with the free entry condition,

solve the firms’ problem
– Given the resulting job-finding probabilities and taking wage

choices as given, update the consumption policy function us-
ing an endogenous grid point method (Carroll, 2006)

– Given the job-finding probabilities and the consumption pol-
icy functions, update the wage policy functions

• Using the policy functions computed in the previous step, compute
the distribution of agents across states, Ω.

• Check that asset markets clear and the government budget holds

• If not, update the guess and repeat

Along the transition path, when solving for the economy’s response
to a single unexpected aggregate productivity shock, I employ the se-
quence space Jacobian method proposed by Auclert et al. (2021) to find a
sequence of τt and rt. Using this approach speeds up the solving process
by a factor of 20, compared to traditional methods of gradient descent.

I calculate the earnings procyclicality measures using a
non-stochastic simulation approach.
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Chapter 2

Monetary Policy and
Liquidity Constraints:
Evidence from the Euro
Area∗
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2.1 Introduction

In 2016, 30 percent of households in Germany reported that they could
not meet an unexpected, immediate financial expense of 985 euros. At
the same time, 40 percent of Italian households reported that they were
unable to meet an unexpected expense of 800 euros.1 Figures like these
suggest that a significant portion of households hold little liquid assets,
which potentially makes them vulnerable to unexpected shocks to the
economy. Especially in monetary economics, these households have re-
ceived special attention recently.

While theoretical research has shown that heterogeneous agent mod-
els which include constrained agents can have different policy implica-
tions than their representative agent counterparts, empirical evidence on
how heterogeneity matters for the transmission from monetary policy to
output is scant.2 In this paper we provide such evidence, showing that
a higher share of liquidity constrained households in a country is asso-
ciated with a stronger output response to a monetary policy surprise.

We focus on the euro area, where member countries have been ex-
posed to the common monetary policy conducted by the European Cen-
tral Bank (ECB) since the introduction of their shared currency. How-
ever, because of long-standing country idiosyncrasies and slow conver-
gence, they still differ along many dimensions, including the share of liq-
uidity constrained households, as we show. Since we choose this “bird’s
eye view”, we can conduct standard monetary policy analysis, while
taking account of wealth and income heterogeneity and its influence on
output responses.

First, we estimate output impulse response functions (IRFs) at
monthly frequencies for each country to the same monetary policy

1According to the European Union Survey of Income and Living conditions. The
monetary values represent the country-specific at-risk-of-poverty threshold, defined
as 60 % of the national median equivalized disposable income after social transfers.

2See e.g., Bilbiie (2008) for an early theoretical contribution in a two agent setting
or Auclert (2019) and Hagedorn et al. (2019) for a setting with fully heterogeneous
agents.
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shocks, relying on the Local Projection (LP) approach pioneered by
Jordà (2005).3 Because of endogeneity concerns between policy rate
changes and output responses, we augment the LP estimation with an
instrumental variable (IV) framework (Stock and Watson, 2018).4 We
use high-frequency movements in Overnight Indexed Swap (OIS) rates
in a 45 minute time window around ECB policy announcements as
an instrument for monetary policy surprises. Because OIS are forward
looking interest rate derivatives, large rate movements during the
window imply that the ECB’s announcement was not in line with
market expectations. The identifying assumption is that this measure
is uncorrelated with other shocks to output.

In the second part of the paper, we incorporate the income and asset
dimensions by relating the IRFs to the share of liquidity constrained
households in each country. The idea is that a higher fraction of house-
holds less able to smooth the income fluctuations caused by monetary
policy shocks may lead to a stronger aggregate output response in a
country. While it is not possible to measure the fraction directly, we
approximate it by classifying households in the Household Finance and
Consumption Survey (European Central Bank, 2014, HFCS) as Hand-to-
Mouth (HtM) or non-HtM according to a measure proposed by Kaplan
et al. (2014). They show that this measure is strongly correlated with es-
timates of marginal propensities to consume (MPC). Since the HFCS can
only provide data on recent years, we complement it with data from the
European Union Survey on Income and Living Conditions (EU-SILC),
which has been conducted since 2005. In it, participating households

3Mandler et al. (2016) investigate a similar question using a Bayesian VAR for the
four largest economies in the euro area: Germany, Italy, Spain and France. Altavilla
et al. (2016) investigate heterogeneous effects of Outright Monetary Transactions
(OMT) on the same countries, similarly employing a VAR framework.

4As a robustness check to our main empirical framework, we construct an instru-
mented Global VAR (GVAR) based on Georgiadis (2015) and Burriel and Galesi
(2018). We build a more structural –and restricted– setting than the LPIV, more
similar to the widespread VAR estimation in the literature, identifying monetary re-
sponses in a GVAR setting using exogenous instruments. To our knowledge, we are
the first to estimate such an instrumented GVAR. We find similar results.
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are asked whether they could finance an unexpected financial expense,
from which we infer whether they are financially constrained. Both sur-
veys point to large variation across countries in the share of constrained
consumers and the pattern is broadly consistent over time.

Our first finding is that, in line with previous literature, output re-
sponses to a common European monetary policy surprise are not ho-
mogeneous across countries. There is significant heterogeneity in terms
of cumulative impact and peak values. Secondly, all of our measures of
the fraction of liquidity constrained households are significantly corre-
lated with the strength of the IRFs. On average, countries with higher
fractions of liquidity constrained households exhibit stronger cumulative
output responses and bigger peak responses to an unexpected interest
rate change. For the measure constructed according to Kaplan et al.
(2014), we show that the results are driven by the “wealthy HtM”, i.e.,
households with low levels of liquid wealth, but positive and possibly
large levels of illiquid wealth. In addition, we calculate aggregate output
IRFs for a constrained and a less-constrained group of countries. The
two responses are significantly different at most horizons, with the more
constrained countries reacting more strongly to the common shock.

The results we present are important for several reasons. First, our
findings suggest that heterogeneity in the composition of household bal-
ance sheets across countries affects the transmission of monetary pol-
icy to their economies. The finding that a higher share of low-liquidity
households amplifies the output response to an unexpected interest rate
change can guide future theoretical and quantitative work on mone-
tary policy in a Heterogeneous Agent New Keynesian framework. Un-
derstanding the reasons for the differences we uncover is crucial in order
to calibrate future policies. Second, we show that LP methods can be
used to estimate the impact of monetary policy for countries within a
currency union. Lastly, our results are robust across different specifica-
tions of liquidity constraints, corroborating the measure put forth by
Kaplan et al. (2014).

Our research is related to several strands of literature. There is a
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large body of research which performs cross-country monetary policy
analysis. An early example is Gerlach and Smets (1995) who perform
a Structural VAR analysis of the G-7 countries and find that responses
to country-specific monetary policy shocks are similar. Mandler et al.
(2016), using a large Bayesian VAR, show that output in Spain is less
responsive to monetary policy, compared to Germany, France and Italy,
while prices in Germany respond most within this set of countries. Few
papers estimate IRFs for multiple countries and try to investigate the
transmission mechanism of monetary policy by relating their findings to
country characteristics. Two recent examples, both of which use a Global
VAR (GVAR) method, are Georgiadis (2015) and Burriel and Galesi
(2018). Both papers find heterogeneous responses of real GDP across
countries and explain some of the variation with wage rigidities and the
fragility of the banking sector. Calza et al. (2013) provide evidence that
in countries where the use of flexible mortgage rates is more prevalent,
responses to monetary policy shocks are stronger and Corsetti et al.
(2018) find that the responses of output and private consumption are
larger in countries where home ownership rates are higher. We try to
account for previous findings by conducting several robustness checks.

To our knowledge, we are the first to use OIS rates as an instru-
ment to identify a cross-country LP estimation in the euro area. Kuttner
(2001), Nakamura and Steinsson (2018) and Gertler and Karadi (2015)
use high-frequency movements in Federal Funds futures rates in a short
window around the Federal Reserve’s policy announcements to identify
monetary policy surprises in the U.S. In the European context, there are
no financial instruments equivalent to Fed funds futures which has led
researchers to employ high-frequency movements in OIS rates instead.
Ampudia and Van den Heuvel (2018) and Jarociński and Karadi (2020)
construct monetary policy shocks from movements in these derivatives.

The empirical results in this paper tie in with the results from theo-
retical two-agent New Keynesian (TANK) models such as those in Bilbiie
(2008), Galí et al. (2007) and Bilbiie (2020), as well as richer models by
Gornemann et al. (2016), Werning (2015), Auclert (2019) and Hagedorn
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et al. (2019). As laid out by Bilbiie (2019), a result these models have
in common is that whether aggregate shocks have bigger or smaller ef-
fects on aggregate consumption, compared to the representative agent
framework, is ambiguous. In a model that combines the tractability of
TANK models with the most important elements of heterogeneneous
agent models, Bilbiie (2019) shows that the output response to shocks
is amplified if the income elasticity of constrained agents with respect
to aggregate income is larger than one. He refers to this case as cyclical
income inequality; a channel which is strengthened if a larger fraction of
agents is constrained.5 This is in line with our empirical findings, which
can guide future modeling efforts aimed at understanding the interaction
between aggregate and distributional outcomes in response to shocks.

Lastly, our findings imply that it is important to separately treat
liquid and illiquid assets when describing the wealth distribution of an
economy. This is in support of the view that wealthy households can
have high marginal propensities to consume, as pointed out by Kaplan
et al. (2014), Kaplan and Violante (2014) and Kaplan et al. (2018).6

The paper proceeds as follows. In section 2.2, we describe our identi-
fication strategy, how we estimate country-specific local projections and
present the resulting IRFs. Section 2.3 discusses how we construct the
proxies for the fraction of liquidity constrained households across coun-
tries. Section 2.4 relates the IRFs to our measures of the fraction of
liquidity constrained households across countries. Section 2.5 concludes.

5In models that focus on the cyclicality of income risk (e.g., Werning, 2015), am-
plification of aggregate shocks is caused by an increase in the probability of becoming
constraint for the unconstrained, which leads the latter to save more and consume
less. Our empirical analysis, however, focuses mainly on the level of the HtM shares,
as opposed to their changes, and is therefore more closely related to Bilbiie (2019).

6Using data from Norwegian lottery winners, Fagereng et al. (2020) find that
households at the highest liquidity quartile have a significantly lower MPC than
households at the lowest liquidity quartile.
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2.2 Effects of Monetary Policy Shocks

2.2.1 Identifying monetary policy shocks

In order to estimate the effects of monetary policy on a variable of in-
terest, we need to identify unexpected deviations from an interest rate
rule. To identify these in the United States, researchers have used high
frequency movements in Federal Funds futures in a narrow time window
around announcements by the Federal Reserve (Kuttner, 2001; Naka-
mura and Steinsson, 2018). More recently, Ampudia and Van den Heuvel
(2018) and Jarociński and Karadi (2020) apply the approach to Euro-
pean data using Overnight Indexed Swap (OIS) rate movements around
ECB announcements. These derivatives are traded over-the-counter be-
tween two parties exchanging a fixed interest rate for the floating Eonia
overnight interest rate, both on a notional principal, for a pre-specified
amount of time. Since the principal is not exchanged at any time and
the contracts are highly collateralized, there is only minimal counter-
party credit risk. When the contract ends, the difference between (i) the
fixed interest accrued on the principal and (ii) the interest accrued on
the principal by investing it at the overnight interest rate every day is
calculated and the contract is cash settled.7

We follow the literature and use changes in Eonia OIS during a short
time window around the ECB’s monetary policy announcement and the
subsequent press conference as our instrument (Jarociński and Karadi,
2020).8 On days when the Governing Council of the ECB decides the pol-
icy rate for the euro area, the decision is communicated to the public via
a press statement at 13:45 CET and motivated during a press conference
chaired by the president and vice-president at 14:30 CET. We construct
a time series encompassing all such monetary policy announcements by

7For a detailed discussion of similarities between federal funds futures and
overnight indexed swaps, see Lloyd (2018).

8We obtain time series data on OIS rates at the minute frequency from Datas-
cope (2018), using the #RIC EUREON3M= and EUREON1Y=. The time format is
GMT/UTC. For more information, see Appendix 2.E.
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Figure 2.1: Overnight Indexed Swap rates on 05.07.2012
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Note: This figure shows the time series of the 3 month EONIA Overnight Indexed
Swap rate for July 5, 2012. The blue lines represent the borders of our measurement
windows, the red lines indicate the policy events, i.e., the ECB’s press release at
13:45 CET and the start of the press conference at 14:30 CET. The first pre-window
runs from 13:30-13:44 CET and then the first post-window is active between 13:45-
14:14 CET. Then a second pre-window runs from 14:15-14:29 CET and the second
post-window is active between 14:30-14:59 CET.

the ECB, starting in December 1999.9 Figure 2.1 displays the OIS rate
on July 5, 2012. The first window starts 15 minutes before the press
release and ends 30 minutes after. The second window starts 15 minutes
before the beginning of the press conference and ends 30 minutes after.
To construct our instrument, on each announcement date, we calculate
the change in the average OIS rates of the pre- and post-windows for
both the press statement and the press conference and then sum the
two.

The OIS rate can be viewed as an indicator for expectations about
future overnight interest rates in the European interbank market. Hence,

9To construct monetary shocks starting from January 2000, we start collecting
movements in OIS rates from December 1999, due to the way we construct our in-
strument (see below).
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a significant change in the OIS rates shortly after an ECB monetary
policy announcement implies that the content of the announcement was
at least partly unexpected. The identifying assumption is that there is no
other information released during the time window that is systematically
related to the policy decision, and that the market has access to the
same information about economic fundamentals as the ECB. As pointed
out by Jarociński and Karadi (2020), many of the Bank of England’s
announcement dates coincide with announcement dates of the ECB, with
policy statements released at 13:00 CET and 13:45 CET, respectively.
This makes the high-frequency approach especially important in our
setting. The use of instruments measured at the daily frequency would
confound the effect of the former and the latter.

We use the 3 month OIS rate obtained from Datascope. To convert
the instrument series obtained in this way to monthly frequency, we
follow Gertler and Karadi (2015). Because the announcement days are at
different times during each month, we weigh each observation according
to when in a month it occurred. Let ad be the cumulative shock series
at day d in the month, which evolves in the following way

ad =

{
ad−1 + ∆fd if announcement at day d
ad−1 otherwise

where ∆fd is the change in the OIS rates calculated as described above.
We then weight the series according to

Ft =
1
Dm

∑
d∈m

ad

where Dm is the number of days in month m. Finally, the instrument
for each month t is

Zt = Ft − Ft−1.
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2.2.2 The effect of monetary policy shocks on output

We follow Jordà (2005) and Stock and Watson (2018) and estimate the
response of output to monetary policy shocks using the local projec-
tions instrumental variable (LPIV) method, employing the instrument
discussed in the previous section. Impulse responses, for each country n,
are constructed from the sequence {βhn}Hh=0 from the following equations

yn,t+h − yn,t−1 = α
h
n + βhnît +

p∑
j=1

Γhn,jXt−j + un,t+h, h = 0, . . . ,H

(2.1)

where yn is log of output in country n, X is a set of control variables
and î are the fitted values from the first-stage regression10

it = c+ ρZt +

p∑
j=1

Dhj Xt−j + et (2.2)

As a benchmark we set the number of lags to p = 3 and the horizon of
the impulse responses to H = 36.11 In all specifications we include the
interest rate i, the instrument Z, aggregate euro area output and the
price level in our set of control variables, X.12,13 Notice that Equation
(2.2) resembles a standard Taylor rule for the ECB: the current interest

10For a detailed description of the data series used, we refer the reader to Appendix
2.H.

11We also estimate specifications in which the number of lags is allowed to vary
across countries using the Akaike Information Criteria (AIC). Doing so leaves the
results unaltered and therefore, for simplicity, we choose the same number of lags for
all countries.

12As pointed out by Ramey (2016), the construction of the instrument as in Gertler
and Karadi (2015) introduces auto-correlation into the instrument, invalidating our
identifying assumptions. To alleviate this problem, we include the instrument in ad-
dition to the other control variables in X.

13Removing the set of lagged control variables in (2.2), specially the interest rate,
leads to very low F-statistics. Since the interest rate is persistent, contemporaneous
shocks account for only a small part of its variance. Furthermore, of the contemporary
shocks, the monetary policy shock is only a fraction. Therefore, the explanatory power
of the instrument alone on the interest rate can be expected to be fairly low (Stock
and Watson, 2018). The first state F-statistic in our benchmark specification is 17.42.
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rate depends on lags of euro area output and inflation, plus lags on the
interest rate itself.14

Our dependent variable, monthly GDP, is measured as the logarithm
of real GDP. Given that GDP is only available at quarterly frequency
we follow Chow and Lin (1971) to interpolate real GDP into a monthly
frequency.15 We use the Euro Overnight Index Average (EONIA) as the
monetary policy rate and the logarithm of the deseasonalized Harmo-
nized Index of Consumer Prices (HICP) as the measure of the aggregate
price level. We use data from January 2000 to December 2012, capturing
the initial stages of the adoption of the euro and ending during the year
when the interest rate hit the zero lower bound.

Figure 2.2 presents impulse responses of real GDP for each country
in our sample to an expansionary shock of one standard deviation in
our instrument, following Jarociński and Karadi (2020). The IRFs are
represented by the blue lines and, following Stock and Watson (2018),
we construct 1 and 2 standard deviation confidence bands that surround
the point estimates, using Newey-West estimators.16

The estimated impulse response functions reveal that expansionary
monetary policy shocks cause output to increase in most countries. Out-
put increases significantly after a little less than a year, with the maxi-
mum impact most often occurring later. The response of aggregate euro
area output, for example, reaches its peak of 0.23 percentage points after
27 months.

There is considerable heterogeneity in the magnitude of the
responses, both in peak and cumulative effect. Moreover, the initial
impacts of monetary policy shocks seem to be on average small and
often not statistically different from zero.

14As a robustness check, we conduct the same exercise, including country-specific
lags in Equation (2.2), leading to country specific first-stage regressions and country
specific î s. The results are reported in Figure 2.11 in the Appendix.

15For each euro area country, as well as the aggregate euro area, we use monthly
data for industrial production, retail trade and unemployment to construct monthly
series for real GDP.

16The local projection impulse responses for prices are presented in Figure 2.12 in
the Appendix.
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Figure 2.2: Impulse responses for output in euro area countries – LPIV
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Note: This figure shows impulse responses of real GDP to an expansionary monetary
policy shock of one standard deviation. For each euro area country, the response is
estimated using LPIV (Equation 2.1). The solid blue lines represent the IRFs produced
by our preferred specification (see text for details). The dark and light blue shaded
areas represent 1 and 2 standard deviation confidence bands, respectively, constructed
using Newey-West estimators.
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Using the results from Georgiadis (2015) as a proxy for the VAR
counterpart of our analysis, we find that the peak values are strongly
correlated for the subset of countries that overlap with his sample, with
a correlation coefficient of approximately 0.84.17 Given that the relative
positions of countries is important for the analysis in the upcoming sec-
tion, we consider it to be reassuring that our estimates are in line with
the findings in Georgiadis (2015).

We proceed now by relating the strength of the output responses to
the share of liquidity constrained households in each country.

2.3 Measuring Financial Constraints

Bilbiie (2020) describes a TANK economy in which household hetero-
geneity is collapsed to being either financially constrained or not. Taking
this idea to the data, our aim is to construct variables that measure the
degree of financial constraints in a given country. To do so, we rely on
the Eurosystem Household Finance and Consumption Survey (HFCS)
and the European Union Statistics on Income and Living Conditions
(EU–SILC). In the next subsections, we describe these datasets and the
construction of our measures for financial constraints used in the subse-
quent analysis.

2.3.1 The Household Finance and Consumption Survey

The HFCS is conducted by the Household Finance and Consumption
Network (HFCN), tasked by the Governing Council of the ECB. The
survey is modeled after the US Survey of Consumer Finances and is har-
monized across the euro area, set up to collect micro data on household
finances (Honkkila and Kavonius, 2013). It contains data from inter-
views with over 84,000 households. Three waves have been conducted,
with data releases in 2013, 2016 and 2020. In our main analysis, we rely
on data from the second wave.

17Georgiadis (2015) estimates responses for Austria, Belgium, Finland, France, Ger-
many, Greece, Ireland, Italy, Netherlands, Portugal, Slovakia, Slovenia and Spain.
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In approximating the share of households who have high MPC, we
follow Kaplan et al. (2014).18 A household is categorized as living HtM
if its liquid wealth is smaller than a certain share of monthly income. In
their set of countries, the share of HtM households is between 20 to 35
percent Kaplan et al. (2014).19

Let mi denote liquid assets, ai denote illiquid assets, yi denote in-
come and mi be a credit limit for household i.20 We categorize a house-
hold as HtM if:

0 6 mi 6
yi
2 (2.3)

or if:

mi 6 0, and mi 6
yi
2 −mi (2.4)

The credit limit mi is set to be the household’s monthly income, cap-
turing the possibility of spending using a credit card and repaying the
debt once a month. For our sample, the fraction of households who are
categorized according to Equation (2.4) is small.

We further divide households into wealthy and poor HtM (Kaplan
et al., 2014). A household is categorized as wealthy HtM if, in addition
to fulfilling one of the conditions in Equations (2.3) and (2.4), it has
positive illiquid wealth:

ai > 0 (2.5)

If a household satisfies either one of Equations (2.3) or (2.4), but not
the condition in Equation (2.5), we label that household as poor HtM.21

Figure 2.3a plots the total fraction of HtM households as well as the
18Kaplan et al. (2014) find that households categorized as HtM according to their

measure have an estimated MPC of more than twice that of non-HtM households.
19U.S., Canada, Australia, U.K., Germany, France, Italy, Spain.
20See Appendix 2.F for details about the classification of assets as liquid and illiquid.
21For a discussion about the theory behind this classification scheme, we refer the

reader to Kaplan et al. (2014).
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split between wealthy and poor. The cross-country variation is striking,
with the fraction of HtM households ranging from just above 10 percent
in Malta to almost 65 percent in Latvia. In most countries (exceptions
being Austria, France, Germany and Ireland) the fraction of wealthy
HtM households exceeds the fraction of poor HtM households, which is
in line with the findings in Kaplan et al. (2014).22

A concern with the measure described above is that households are
interviewed at different points during the month or the year. If there are
systematical differences across countries in when households are inter-
viewed, this could lead to biased estimates. To combat this, we construct
a second proxy for a household’s MPC which relies on their past year’s
income and expenses.

In the HFCS questionnaire, households are asked if, over the last 12
months, their expenses (i) exceeded income, (ii) were about the same as
income or (iii) were less than income. A household in categories (i) or (ii)
is likely more sensitive to unexpected shocks than one in category (iii),
and is, therefore, likely to have a higher MPC. We compute the fraction
of households whose expenses were about the same as or exceeded income
(categories (i) and (ii)) and label households that fulfill this criterion as
being “Potentially Financially Vulnerable type 1” (PFV1).

The fractions are presented in Figure 2.3b. Again, there is hetero-
geneity across countries and the average, indicated by the vertical line,
is above 60%. For all countries, the share of PFV1 households is higher
than the HtM share. We consider this statistic an upper bound for the
fraction of households who have high MPC, as it disregards the pos-
sibility that they might have substantial amounts of liquid assets. The
correlation between PFV1 and HtM is 0.68, which we see as encouraging.

The most recent wave of the HFCS introduces a new question which
attempts to capture MPC in a more direct way. Households are asked

22 Most households that are classified as W-HtM own the residence in which they
live. The data show that in most countries the majority of households that are clas-
sified as W-HtM do not have a mortgage; the fraction varies between 0.12 and 0.67
with mean (median) of 0.34 (0.34). This fraction appears to be negatively correlated
with the fractions of W-HtM across countries. See Appendix 2.G.1 for more details
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Figure 2.3: HFCS proxies for Hand-to-Mouth status
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Note: Panel (a): This figure shows the fraction of households that are classified as HtM
in each country. The total fraction, given by the total length of each bar, is divided
up into two parts: poor (black) and wealthy (gray). The vertical line indicates the
unweighted average of total HtM in our sample of countries. We do not have data
for Lithuania. Panel (b): The figure shows the fraction of households that have had
expenses over the last 12 months that were “about the same as” or exceeded their
income over the same period. The total fraction is given by the total length of each bar.
The vertical line indicates the average of the fractions in our sample of countries. Data
is missing for Finland and Lithuania, hence they are not included in the figure. Panel
(c): The figure shows the average of fractions of lottery winnings, in each respective
country, that the households would spend over the next 12 months. See text for a
more detailed description. Data does not exist for Estonia, Finland and Spain. For
panels (a) and (b), we use data from the second wave of the Eurosystem Household
Finance and Consumption Survey (HFCS). For panel (c), we use data from the third
wave of the HFCS.
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what percentage of a hypothetical lottery win they would spend over the
next 12 months.23 Within each country, we compute the average of these
reported MPC across all households. Figure 2.3c presents the resulting
averages and we can see that there is considerable variation across the
countries. The correlation between this measure and our HtM measure
is 0.49.

2.3.2 The European Union Statistics on Income and Liv-
ing Conditions survey

The sample period for the two measures derived above coincides with
the end of the European Sovereign Debt Crisis. To ensure that this is
not driving our results, we construct two additional variables from the
European Union Statistics on Income and Living Conditions (EU-SILC)
questionnaire. The EU-SILC is a yearly survey with the objective to
measure income, poverty, social exclusion and living conditions in the
European Union and is executed by the national statistical authorities.
At its introduction in 2003 it covered seven countries, and since 2005
has covered all the countries in our sample, with a sample size of close
to 90,000 households.24 Because of its early inception, the survey allows
us to construct proxies for the share of households with high MPC with
data from before the Great Recession.

First, we use a question on whether a household, out of its own re-
sources, would be able to cover a hypothetical, unexpected, required fi-
nancial expense, equal to the national monthly at-risk-of-poverty thresh-
old.25 Households who expect not to be able to do so are likely to have
high MPC out of transitory income shocks. We take the share of house-

23The question reads: “Imagine you unexpectedly receive money from a lottery,
equal to the amount of income your household receives in a month. What percent
would you spend over the next 12 months on goods and services, as opposed to any
amount you would save for later or use to repay loans?”

24The sample size for the whole survey is about 130,000 households. The figure
in the text refers to the 19 countries in our sample. The country specific averages
produced from the SILC-EU survey are obtained from Eurostat.

25The at-risk-of-poverty threshold is defined as 60% of the national median equiv-
alized disposable income after social transfers.
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Figure 2.4: PFV2 and PFV3
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Note: Panel (a): The figure shows the fraction of households that believe that they
are unable to face unexpected expenses with the use of own resources (PFV2). The
fraction is given by the length of each bar. The vertical line indicates the average of the
fractions in our sample of countries. The data is from European Union Statistics on
Income and Living Conditions (EU-SILC), obtained from Eurostat (2019f). Panel (b):
The figure shows the fraction of households that, over the last year, were in arrears on
their utility bill (PFV3). The fraction is given by the length of each bar. The vertical
line indicates the average of the fractions in our sample of countries. Data is from
European Union Statistics on Income and Living Conditions (EU-SILC), obtained
from Eurostat (2019b).

holds unable to face an unexpected expense as a percentage of all house-
holds in 2005 and label it "Potentially Financially Vulnerable type 2"
(PFV2). Figure 2.4a displays the variable across countries. Although it
is calculated using a different survey and a different sampling period,
the correlation coefficient between PFV2 and HtM is 0.67.

We construct one more variable using the EU-SILC survey from 2005.
In the survey, households are asked if they were unable to pay utility
bills during the last year on time (have been in arrears) due to finan-
cial difficulties.26 We assume that households to whom this applies will
consume a large share of an unexpected income shock and therefore
classify these households as having high MPC and all others as having
low MPC. The share of the former in the population is "Potentially Fi-
nancially Vulnerable type 3" (PFV3). The cross-sectional distribution of
PFV3 is shown in Figure 2.4b. For all countries, this measure is the low-

26Utility bills include heating, electricity, gas, water, etc.



RESULTS 101

est. Intuitively, all other indicators measure the potential of not being
able to “make ends meet” for a household, while PFV3 is the share of
households who are already behind on making payments. Therefore, it
can be viewed as the strictest proxy among the ones presented in this
section and we view it as the lower bound of households with high MPC.
The correlation between PFV3 and the HtM measure is 0.80.

2.4 Liquidity Constrained Households and
Monetary Policy Effectiveness

2.4.1 Results

The results in Section 2.2.2 indicate that the countries in our sample do
not respond homogeneously to monetary policy shocks. We proceed to
link this finding with country-specific aggregates, which relate to asset-
and income positions of households. Our primary focus is on the share
of households living HtM, but we also report results for the three alter-
native measures introduced in Sections 2.3.1 and 2.3.2: PFV1, Lottery
MPC, PFV2 and PFV3.

Scatterplots between different measures of monetary policy effective-
ness and the shares of households living HtM are presented in Figure
2.5. Both panels show the share of HtM households on the horizontal
axis and the vertical axes display different measures of the effectiveness
of monetary policy. Figure 2.5a shows the peak of the output impulse
response, which exhibits a significant positive correlation with the HtM
share across countries.27 Figure 2.5b instead uses the cumulative impulse
response, with very similar results. Both suggest that an accommodat-
ing monetary policy shock has bigger effects on output in countries with
a higher share of HtM households.

We interpret these results in light of a standard TANK model as
27Because we calculate both the peak responses and the HtM shares, there is uncer-

tainty associated with our point estimates. In order to not clutter the figure reported
here, we relegate the scatterplot including confidence intervals to Figure 2.10a in the
Appendix.
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Figure 2.5: Monetary policy effectiveness and Hand-to-Mouth shares
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Note: This figure plots the effectiveness of monetary policy, as measured by the peak
effect and cumulative effect of the real GDP impulse responses, calculated using the
benchmark LPIV estimation, against the share of households classified as living HtM
in each euro area country (except Lithuania, not included in the HFCS). The HtM
shares are calculated using data from the Eurosystem Household Finance and Con-
sumption Survey. The impulse is an expansionary monetary policy shock of one stan-
dard deviation. The blue lines are fitted from regressions of Peak/Cumulative values
on HtM shares. In the upper left corner of each panel, we report the correlation
coefficient ρ and the p-value. Panel (a): Peak effects and share of Hand-to-Mouth.
Panel (b): Cumulative effects and share of HtM, normalized by aggregate euro area
cumulative effect.
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in Bilbiie (2020). Here, a certain fraction of households consume their
income every period, by construction, while the remainder can save and
borrow. This simple setup captures an important element of monetary
policy transmission with heterogeneous agents: a partial and a general
equilibrium effect. The former describes output effects which occur due
to the Euler equation of the unconstrained households. A shock which
lowers the real interest rate makes these households demand more output
in the current period. The general equilibrium effect includes the changes
in output caused by changes in wages and profits. In the model, whether
the share of constrained households amplifies (dampens) the aggregate
output response depends on whether income, i.e., the sum of wage and
profit income, of constrained households moves more (less) than one-for-
one with aggregate income.

The results in Figure 2.5 show that a higher share of liquidity con-
strained households amplifies an economy’s response to monetary policy
surprises. As explained above, this is in line with Bilbiie (2020) if the
income elasticity of constrained households with regard to aggregate in-
come is larger than one. Richer models such as those in Auclert (2019)
or Hagedorn et al. (2019) feature more channels through which different
households can be differently affected by aggregate shocks; still, they
imply that if the income of the highest MPC agents co-moves more with
aggregate income than that of the low MPC agents, this mechanism
amplifies the economy’s response to shocks relative to RANK models.

Using the panel dimension of the HFCS, we find suggestive evidence
that the elasticity of HtM households’ three year income growth with
respect to aggregate (three year) income growth is significantly higher
than that of non-HtM households. For details, see Appendix 2.A. These
findings are in line with Patterson (2019), who, in a US context, provides
evidence for MPC being larger for individuals who are more affected by
business cycles.

We now turn to our alternative measures of MPC, namely PFV1-
PFV3 and the self-reported propensity to consume out of lottery win-
nings. Our focus is on peak responses, but as before, results are similar
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using cumulative responses as the measure for monetary policy effective-
ness.

The four scatterplots are presented in Figure 2.6. Correlations be-
tween the peak responses and each of the four statistics are strong. We
view this as encouraging for two reasons. First, the results lend credence
to the measure proposed by Kaplan et al. (2014). The correlations are
very similar, although the alternative proxies use different approaches
and, in two cases, different surveys. Second, the proxies for MPC in pan-
els (c) and (d) were calculated using data from 2005, giving us confidence
that our results are not driven by the Financial Crisis or the European
sovereign debt crisis. On the contrary, the correlations we find are a
persistent feature of European monetary policy transmission.

Next, we investigate the importance of the distinction between liquid
and illiquid asset holdings in more detail. Kaplan and Violante (2014)
and Kaplan et al. (2014) argue that it is important to disaggregate
these two types of assets by partitioning households into Wealthy HtM
households (liquidity constrained but owning positive illiquid wealth)
and Poor HtM households (zero or negative illiquid wealth). They esti-
mate the MPC of P-HtM (W-HtM) households to be twice (thrice) as
large as the MPC of unconstrained households. However, a sole focus on
differences between P-HtM and W-HtM households in MPC overlooks
that their incomes might adjust differently and a potential revaluation
of illiquid asset portfolios of W-HtM households, following a shock to the
interest rate Auclert (2019). Our data does not allow us to investigate
how income and asset values change following the shocks.

Figure 2.7 shows the relationship between the peak responses across
countries and their shares of wealthy and poor HtM households, in panels
(a) and (b), respectively. While the W-HtM share is strongly correlated
with the peak values of the IRFs, this is not the case for the share of P-
HtM households. This suggests that disregarding households’ liquidity
positions, in theoretical models and empirical work, can lead to erro-
neous conclusions about the effects of monetary policy, as argued by
Kaplan et al. (2014). We view this as an interesting question for future
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Figure 2.6: Impact of monetary policy and alternative liquidity constraint
measures
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Note: This figure plots the effectiveness of monetary policy, as measured by the peak
effect, calculated using the benchmark LPIV estimation, against different statistics in
each euro area country. The impulse is an expansionary monetary policy shock of one
standard deviation. The blue lines are fitted from regressions of peak values on the
respective statistics. In the upper left corner of each panel, we report the correlation
coefficient ρ and the p-value. Panel (a): Peak effects and PFV1. Panel (b): Peak effects
and Lottery MPC, calculated using data from the Eurosystem Household Finance and
Consumption Survey (HFCS). Panel (c): Peak effects and PFV2. Panel (d): Peak
effects and PFV3. PFV1-PFV3 and Lottery MPC as defined in Section 2.3. PFV1 is
calculated using data from the HFCS and to calculate PFV2 and PFV3 we use data
from European Union Statistics on Income and Living Conditions (EU-SILC).
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research.
As a complementary test, we investigate the relationship between

peak responses and the fraction of asset poor households. Kaplan et al.
(2014) argue that total net wealth, which is the standard metric for high
MPC behavior in heterogeneous-agent macroeconomic models, is a poor
predictor of MPC. As in Kaplan et al. (2014), a household is labeled as
asset poor if the sum of its net wealth is zero or negative. Panel (c) in
Figure 2.7 gives no evidence for a relationship between output responses
and the share of asset poor. The statistic is outperformed by all of our
other measures in predicting by how much output is affected through
monetary policy shocks.

2.4.2 Robustness

First, we test whether our results are affected by restricting the sample
to the countries who adopted the Euro by the year 2002, when the
currency was introduced. For this set of countries, the ECB was the
relevant monetary policy institution throughout our sample period. The
first column of Table 2.1, for reference, reports the results outlined in the
previous section (reported in Figure 2.5a). The second column reports
the same statistics for the sample of initial euro area members. Although
the correlation between the share of HtM households and the peaks of
the IRFs is attenuated slightly, it is still 0.7 and statistically significant.
We see this as encouraging, as the conclusions drawn in the previous
section are not driven by countries which joined the currency union
after 2002.
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Figure 2.7: Monetary policy effectiveness and Wealthy and Poor Hand-to-
Mouth shares
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Note: This figure plots the effectiveness of monetary policy, as measured by the peak
effect, calculated using the benchmark LPIV estimation, against the share of house-
holds classified as living as Wealthy HtM, Poor HtM and asset poor Kaplan et al.
(2014), respectively, in each euro area country (except Lithuania). The impulse is an
expansionary monetary policy shock of one standard deviation. The blue lines are
fitted from regressions of peak values on Wealthy HtM shares, Poor HtM shares and
the share of asset poor, respectively. In the upper left corner of each panel, we re-
port the correlation coefficient ρ and the p-value. Panel (a): Peak effects and share
of Wealthy Hand-to-Mouth. Panel (b): Peak effects and share of Poor HtM. Panel
(c): Peak effects and asset poor. Wealthy HtM shares, Poor HtM shares and shares
of assets poor are calculated using data from the Eurosystem Household Finance and
Consumption Survey.
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Along similar lines, we can test whether using the first wave of the
HFCS, conducted in 2010, affects our conclusions. Column 3 in Table 2.1
reports the correlation between HtM shares computed from the HFCS’
first wave and peak responses of GDP after a monetary policy surprise.
Importantly, during the first wave, the HFCS was not conducted in all
countries in our sample, which leads us to restrict the analysis to the
initial members of the euro area. The relevant comparison, hence, is
the second column in table 2.1. While the t-statistic becomes slightly
smaller, the point estimates are almost equivalent across different survey
waves.28

Because consumption, as opposed to GDP, is the relevant metric
for household welfare, columns 4 and 5 in Table 2.1 repeat the exer-
cise from section 2.4.1, substituting GDP with a quarterly measure of
household consumption. As before, we interpolate it to monthly fre-
quency.29 The results for the full sample (column 3) are very similar to
those estimated using the monthly GDP series. The correlation coeffi-
cient falls very slightly from 0.78 to 0.75. Restricting the sample to the
initial members of the euro area (column 5), the correlation coefficient
increases considerably to 0.88. The scatterplots associated with these
estimations are reported in Figure 2.8.30 These results indicate that our
initial findings are not driven by heterogeneous investment demand or
fiscal responses across countries.31

As another robustness check, we construct a GVAR for the euro area
based on the work by Georgiadis (2015) and Burriel and Galesi (2018),
and repeat our analysis in this framework. See Appendix 2.C for details
on the model setup. We utilize the same data as for the LPIV estimation
and to our knowledge, we are the first to combine the instrumental VAR

28We report the fractions of HtM households across countries according to all three
survey waves of the HFCS in Figure 2.13 in the Appendix. The fractions are remark-
ably stable across time.

29For each euro area country we again use monthly data for industrial production,
retail trade and unemployment to construct monthly series household consumption.

30See Figure 2.10b for the associated scatterplot including confidence bands.
31This conclusion assumes GDP = C+ I+G.
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Figure 2.8: Monetary policy effectiveness and Hand-to-Mouth shares – con-
sumption responses

AT
BE

CY

EE

FI

FR
DE

GR
IE

IT

LV

LU

MT

NL

PT

SK

SI
ES

0.0

0.3

0.6

0.9

0.2 0.4 0.6

Hand−to−Mouth

P
ea

k

ρ = 0.753 , p−value <  0.001

(a)

AT
BE

CY

EE

FI
FR

DE

GR
IE

IT

LV

LU

MT

NL

PT

SK

SI

ES

0.0

2.5

5.0

7.5

0.2 0.4 0.6

Hand−to−Mouth

C
um

ul
at

iv
e 

ef
fe

ct
ρ = 0.631 , p−value = 0.005

(b)

Note: This figure plots the effectiveness of monetary policy, as measured by the peak
effect and cumulative effect of the total household consumption impulse responses,
calculated using the benchmark LPIV estimation, against the share of households
classified as living HtM in each euro area country (except Lithuania, not included in
the HFCS). The HtM shares are calculated using data from the Eurosystem House-
hold Finance and Consumption Survey. The impulse is an expansionary monetary
policy shock of one standard deviation. The blue lines are fitted from regressions of
Peak/Cumulative values on HtM shares. In the upper left corner of each panel, we
report the correlation coefficient ρ and the p-value. Panel (a): Peak effects and share
of Hand-to-Mouth. Panel (b): Cumulative effects and share of HtM.
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techniques laid out in Stock and Watson (2018) with the GVAR setting.
The correlation coefficient between the peak responses estimated using
this approach and the HtM shares across countries is reported in column
6 of Table 2.1. It is identical to the same statistic obtained from the LPIV
estimation, and highly significant.

Lastly, we show that our results are robust to using the shock-series
produced in Jarociński and Karadi (2020), who distinguish between
monetary policy shocks and information shocks. We use the former se-
ries and repeat the analysis above, constructing new impulse response
functions and obtaining new peak values.32 Column 7 in Table 2.1 shows
that the correlation statistic between the share of HtM households and
the peak responses is lower than it is with our shock series, but still
highly significant.

Next, we show that our results are robust to changing the horizon
at which the effects of monetary policy are measured. In the previous
section, we mainly rely on peak values. Here we instead focus on the
point estimates at different horizons h = {0, 1, . . .H} and first extract
the point estimate for each country n, βhn, to then correlate each of
these with the HtM values.

The horizontal axis in Figure 2.9a shows the horizon (h) and the ver-
tical axis shows the correlation between the country specific HtM mea-
sures and IRF point estimates. During the majority of the first year, the
correlation is not significant. This is unsurprising, as monetary policy
affects output with a lag. After a year, however, the correlation is sta-
tistically and economically significant until it dies out towards the end
of our estimation horizon. The latter, again, is unsurprising, as Figure
2.2 indicates that the effect of a common monetary policy shock peters
out after three years in most countries.

Second, we divide the countries into two groups based on HtM shares;
countries with HtM shares below the median are placed in the first group
and countries with HtM shares above the median are placed in the second

32The resulting impulse responses for output and prices are reported in Appendix
2.B.
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Figure 2.9: Monetary policy effectiveness and Wealthy and Poor Hand-to-
Mouth shares
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Note: Panel (a): correlation between HtM and responses at different horizons, re-
trieved from the impulse responses using the benchmark specification, for each hori-
zon h = {0, 1, . . . ,H}. The shaded area is the 95% confidence band around the point
estimates. Panel (b): IRFs for two groups of countries. The blue line represents the
IRF for the group consisting of countries with HtM shares below the median and the
red line represents the IRF for the group consisting of countries with HtM shares
above the median. See text for details. The shaded areas give 68% confidence bands
around the point estimates. Calculations of HtM shares are based on data from the
Eurosystem Household Finance and Consumption Survey.
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group. We then re-estimate Equation (2.1) for each of the two groups.33

Figure 2.9b graphs the results for the two group specific IRFs. We
again find that output reacts more to monetary policy shocks in coun-
tries with higher HtM shares. We view these results as strengthening
our previous conclusion that the share of HtM households is a relevant
statistic for the effectiveness of monetary policy across countries.34

Next, we investigate whether other country-specific characteristics
can account for the heterogeneity in impulse responses that we observe.
We focus on a set of variables that could be correlated with both HtM
shares and the effectiveness of monetary policy. Our strategy is the fol-
lowing: First, we gather data on variables suggested in the literature as
relevant for the effectiveness of monetary policy in a cross country per-
spective. Subsequently, for each variable, we investigate (i) whether it
is correlated with the HtM shares, (ii) whether it is correlated with the
peak effects we find in section 2.2 and (iii) whether after controlling for
the variable, the HtM shares still explain a part of the output responses
we observe.35

Cloyne et al. (2020) find that households who own a mortgaged prop-
erty adjust consumption spending more than both renters and homeown-
ers without mortgages, in response to unexpected interest rate changes.
The authors find that consumption among homeowners without mort-
gages is insensitive to changes in monetary policy. It is furthermore
possible that monetary policy can affect house prices and output via
the collateral channel (see Cloyne et al., 2019). Corsetti et al. (2018)
find that the strength of the housing channel is related to home own-
ership rates. These results lead us to the first three variables that are
introduced in this section. The first variable is labelled Own and rep-

33After dividing countries into the two groups, we then index the GDP series of
each country and use the average index values within each group as a measure for
GDP.

34We can perform the same analysis using a Panel IV setup, including country fixed
effects. This approach is discussed in Appendix 2.D, where we show that the inclusion
of such fixed effects does not change our conclusions.

35Most of these control variables are constructed using data from the HFCS, since
many of them are related to housing and how it is financed.
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resents the fraction of households in each country that own their main
residence. We allow for an outstanding mortgage to be tied to the resi-
dence. A closely related variable is Mort, which represents the fraction
of households in each country that have a mortgage. Additionally, in
each country there are households that own their main residence but do
not have a mortgage attached to it. We label the variable for the fraction
of these households in each country as HO.

It is possible that the effectiveness of monetary policy depends on
how highly indebted households are (see, e.g., Flodén et al., 2020) and on
how common it is that mortgages have an adjustable interest rate (see,
e.g., Calza et al., 2013; Flodén et al., 2020). We calculate the fraction of
households that have at least one mortgage with an adjustable interest
rate and label the variable Flex. To test if HtM shares and effectiveness
of monetary policy are related to how highly indebted households are, we
calculate average loan-to-value ratios and average loan-to-income ratios
among households with mortgages in each country and label them LTV

and LTI, respectively. Households with LTV ratios above 1.5 were re-
moved in the calculations of LTV and observations with LTI ratios above
10 were removed from the calculations of LTI, to limit the influence of
outliers.

In Section 2.4.1 we argue that it is mainly the fraction of wealthy
HtM households that explains why the total fraction of HtM households
is correlated with peak values. It is possible that this result is driven
by the share of households with positive amounts of illiquid wealth, not
necessarily by the share of HtM. We can rule this out by showing that
the correlation between wealth HtM shares and the peak values is not
driven by the shares of wealthy households across countries. To this end,
we calculate the share of wealthy households in each country and label
the variable Wealthy.36

Wong (2019) finds that, in the U.S., especially younger households
refinance loans following changes in the interest rate and drive most

36A household whose net illiquid assets are positive is labelled as wealthy.
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of the aggregate response in consumption. Examining the HFCS data,
we observe that older households, on average, are less likely to be HtM.
Moreover, the probability of being wealthy HtM increases between age 20
and the late 30s, and decreases after this threshold. We find it important
to test if including the average age in each country as a control variable
changes our results. The average age of household heads in our data is
labelled Age.

The growing literature using GVAR models (e.g., Burriel and
Galesi, 2018; Georgiadis, 2015) emphasizes the importance of
considering spillover effects of monetary policy, with the sizes of these
spillovers partly related to trade flows. We include a measure of trade
openness due to its importance in the Dynamic IS equation in the
small open economy literature (Galí and Monacelli, 2008). We calculate
trade openness as the sum of imports and exports as a share of GDP
in each country, to test if what we find is related to trade. We use the
World Bank national accounts data to calculate this statistic and label
it Trade.

The next variable is labelled ROL and is related to how regulated
labor markets are. Georgiadis (2015), using data from a subset of the
countries that we consider, estimates that output in countries with more
regulation respond less to monetary policy shocks. We construct this
variable by calculating the average of the “Employment laws index” and
the “Collective relations laws index” from Botero et al. (2004). Geor-
giadis (2015) also finds that the share of GDP accounted for by services
is closely connected to the effectiveness of monetary policy, showing that
countries that have the lowest shares, compared to countries with the
highest shares, exhibit responses of output which are half as large. We
have mentioned that our estimates for the effectiveness of monetary pol-
icy are similar to the estimates in his paper. Hence it is likely that our
measures are also correlated with service shares and it becomes impor-
tant to see if there is variation left in HtM shares, even after having
controlled for service shares, that is correlated with the effectiveness of
monetary policy. We label the variable Service. To calculate it we aver-
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age over the shares reported in the World Bank (2019) WDI database
between years 2000-2012 for each country.

Our sample period coincides with large house-price fluctuations in
some European countries. In order to show that the sizes of our HtM
shares are uncorrelated with these changes, we control for a measure
of house price growth across European countries. We utilize Eurostat’s
house price index, which starts in 2005. House price growth is calculated
as the average quarterly year-on-year change in the index between the
first quarter for which data are available and the last quarter of 2012.37

We label the variable HP Growth.
Economic development is potentially correlated with how countries

respond to shocks and with the share of HtM households. For this reason,
we control for GDP per capita of 2008. We label the variable as GDPpc.

All results are summarized in Table 2.2. The first column in the
table presents raw correlations between the peak effects and the different
variables that vary across the rows in the table. In the second column
we see the correlations between the HtM shares and the variables that
vary across the rows. Most often the absolute values of the correlation
coefficients are relatively close to zero. One exception isHO for which the
correlation is positive and of significant magnitude for both peak effects
and HtM shares.38 Another is Services which is negatively correlated
with peak effects (confirming the result from Georgiadis (2015)) and also
negatively correlated with HtM shares.

That fact that peak effects and HtM shares are correlated with some
of these variables was expected. The important question is whether these
other variables are likely to be the reason we find such a strong correla-
tion between peak responses and HtM shares. To get a sense of whether

37For most countries, the first data point is available in 2005. Data for Italy and
Austria is only available since 2010. The index is not available for Greece

38The negative correlation between Mort and HtM might seem surprising since it
appears plausible that Wealthy HtM households often have mortgages. In appendix
2.G.1 we show this to not be the case. Another potentially surprising finding, given
results in Cloyne et al. (2020), is the positive correlation between Peak and HO. We
investigate and discuss it further in appendix 2.G.2
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Table 2.2: Correlations and semipartial correlations

X ρ(Peak,X) ρ(HtM,X) ρ(Peak,HtM− X)

Peak 1.00 (0.000) 0.78 (0.000) NA (NA)
HtM 0.78 (0.000) 1.00 (0.000) NA (NA)
Own 0.42 (0.086) 0.36 (0.146) 0.68 (0.003)
Mort -0.35 (0.155) -0.32 (0.196) 0.71 (0.001)
HO 0.54 (0.022) 0.47 (0.047) 0.60 (0.011)
Wealthy 0.35 (0.148) 0.23 (0.35) 0.72 (0.001)
Flex -0.04 (0.894) -0.03 (0.914) 0.79 (0.000)
Age -0.05 (0.851) 0.10 (0.703) 0.79 (0.000)
LTV -0.34 (0.163) -0.26 (0.296) 0.72 (0.001)
LTI -0.37 (0.135) -0.22 (0.37) 0.72 (0.001)
Trade 0.10 (0.67) -0.18 (0.483) 0.81 (0.000)
ROL -0.08 (0.797) 0.11 (0.726) 0.88 (0.000)
Services -0.41 (0.083) -0.19 (0.442) 0.73 (0.001)
HP Growth 0.34 (0.166) -0.13 (0.623) 0.83 (0.000)
GDPpc -0.44 (0.058) -0.47 (0.048) 0.68 (0.003)

The first column shows the correlation coefficient between estimated peak values and
the variables that vary across the rows in the table. The second column shows the
correlation coefficient between HtM shares and the variables that vary across the
rows in the table. The third column shows the semipartial correlation between the
estimated peak values and HtM shares. The p-values for the correlation coefficients
are reported within parentheses to the right of each coefficient. Calculations of Peak,
HtM, Own, Mort, HO, Wealthy, Flex, Age, LTV and LTI are based on data from the
HFCS. HP Growth is the average quarterly year-on-year growth in Eurostat’s house
price index from the first data point (2006Q1 for most countries) until 2012Q4. Greece
is missing from the index. GDP per Capita is for 2008. See text for information about
the source of the other variables.
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this could be the case, we calculate semipartial correlations between the
estimated peak effects and HtM shares. These semipartial correlations
are reported in the third column of Table 2.2 and indicate the correlation
coefficient between the peak effects and HtM shares, after the variation
in HtM shares explained by other variables, varying across the rows in
the table, has been accounted for. Going down the rows, we conclude
that the coefficient remains large. From being 0.78 without having “con-
trolled for” any other variable, it reaches its lowest value at 0.60 when
we account for the variation in HtM explained by HO and as high as
0.88 when we instead extract the variation in HtM explained by ROL.
Based on the results presented in Table 2.2, we find no variable that
supports the conclusion that correlation between the peak effects and
HtM shares is driven by omitted variables. For example, it could have
been the case that all HtM households, but no non-HtM households, had
mortgages. In such a case, the correlation between output responses and
shares of HtM could potentially be explained by the fact that higher
shares of households with mortgages caused larger output responses.
The results presented in Table 2.2 suggest that a higher fraction of con-
strained households causes output to respond more to monetary policy
shocks.

Intuitively, many of the variables considered in the table, such as
home ownership (Own) and mortgage holdings (Mort), seem closely
related to the HtM status of a household. Hence it may be surprising that
none of the variables in the table are able to significantly attenuate the
correlation we find. It is important to realize, however, that none of the
variables in table 2.2, except for the constructed variableHtM itself, take
the liquidity of a household’s asset positions into account. In particular,
the latter quantifies the relationship liquid assets-to-income. Together
with the estimated effects for monetary policy shocks on output, the
results in table 2.2 suggest that, if one is to construct a statistic based
on household asset data, with the intent to capture MPC, then no single
variable by itself is satisfactory but one must classify assets based on
liquidity and set them in relation to income.
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2.5 Conclusion

The introduction of heterogeneous agents into New Keynesian models
is becoming widespread. However, there is still a lack of empirical ev-
idence on how household heterogeneity in income and wealth affects
the response of aggregate output following a monetary policy shock.
In this paper we provide such evidence, showing that aggregate output
responses are larger in countries with a higher share of liquidity con-
strained households.

We estimate country specific output responses in the euro area, fol-
lowing an expansionary monetary policy shock. The IRFs are produced
using Local Projections (Jordà, 2005). To identify surprise changes in
the policy rate, we construct an instrument based on movements in Eo-
nia OIS rates during a narrow time window around the ECB’s monetary
policy announcement and the subsequent press conference. Given that
the countries within the euro area share a central bank, we can rule out
that any heterogeneity in IRFs is due to differences in the success of our
identification method across countries.

We find that output responses to a common monetary policy shock in
the euro area are heterogeneous across countries in terms of cumulative
impact and peak values.

Subsequently, we correlate the country specific responses with prox-
ies for the share of liquidity constrained households across countries.
Intuitively, these households are less able to smooth income fluctuations
following monetary policy shocks. Our main measure is the share of
households that are classified as HtM, according to the definition by
Kaplan et al. (2014), but we construct four additional measures of the
share of constrained households, which are distinct in the surveys and
time periods used to construct them.

On average, countries with a higher share of liquidity constrained
households react more strongly to a monetary policy shock. When split-
ting the sample by shares of HtM households, the aggregate response
of the high-HtM countries is significantly stronger than that of the low-
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HtM countries. These findings are in line with theoretical work, given
plausible assumptions about the elasticity of constrained households’
incomes to aggregate income (Bilbiie, 2020).

Our findings support the notion that research on monetary policy
needs to account for heterogeneity across the income and wealth distri-
butions. Furthermore, they imply that liquidity is an important factor in
how monetary policy shocks affect households and the real economy. Ad-
ditional empirical research is needed, however, to understand the mech-
anism through which this heterogeneity in liquidity directly shapes the
responses of output to monetary policy shocks. We consider this a fruit-
ful avenue for future research.
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Appendices

2.A Income Elasticities

The amplification result outlined in Bilbiie (2019) requires that con-
strained (unconstrained) households’ income elasticities with respect to
aggregate income are larger (smaller) than one. Empirical evidence to
this effect is scarce.39 We therefore test for the income elasticity mech-
anism using the HFCS dataset.

A subset of households in our sample, from a subset of countries that
participate in the HFCS, are interviewed in multiple survey waves. We
use data for these households and investigate their income elasticities
with respect to aggregate income. Since data from three waves currently
exist, we compute the individual growth rates between (i) the first and
second waves and (ii) second and third waves. To limit the influence of
outliers, households whose income or income growth rates were below or
above the 1st and 99th percentiles, respectively, in each country and time
period, were removed.40 Since the HtM status of a household can change
between the survey waves, we choose to classify a household as HtM if it
was classified thusly in the first wave contributing to the income growth
rate.41 Sample weights are employed in the estimation.

We run the following regression, following, e.g., Guvenen et al.
39Coibion et al. (2017) find that inequality rises after contractionary monetary

policy in the US. They estimate that the change in labor earnings of high net–worth
households is lower than that of low net–worth households after monetary shocks,
and that incomes of households at the 90th percentile rise somewhat relative to the
median household, while households at the 10th percentile see their relative incomes
fall particularly sharply. Patterson (2019) documents a positive covariance between
workers’ MPCs and their earnings elasticity to GDP that is large enough to increase
shock amplification.

40The result presented in Equation (2.6) is robust to trimming below and above
the 5th and 95th percentiles, respectively.

41As is discussed more in detail in Appendix 2.F, the HFCS imputes data for missing
values for some variables and this is done five times, which results in five implicates. As
a result of the imputation, the HtM status that we assign to households can possible
vary across implicates. For the exercise that we perform in the current section, we
classify a household as HtM if it was classified as HtM in at least three out of five
implicates.
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(2014), but distinguishing by HtM status:

∆yi,n,t = α
[9.307]
(1.143)

+ β
[−1.401]
(2.670)

HtMi,n,t−1 + γ
[1.168]
(0.137)

∆Yn,t

+ δ
[0.643]
(0.326)

∆Yn,t ×HtMi,n,t−1 + ei,n,t (2.6)

where the left-hand-side variable is the growth rate of labor income for
household i in country n between two periods t − 1 and t, HtM is the
variable that indicates the Hand-to-Mouth status of the household (in
period t−1) and ∆Yn,t is the growth rate of aggregate income in country
n between periods t − 1 and t. Lastly, the regression includes an inter-
action between aggregate income growth and Hand-to-Mouth status.
The coefficients of interest are γ and δ, where γ captures the (average)
elasticity of individual income growth with respect to aggregate income
growth for unconstrained households, and γ + δ captures the (average)
elasticity of individual income growth with respect to average income
growth for financially constrained households.

The estimated coefficients are reported below their respective pa-
rameters and standard errors are placed inside parentheses.42 The first
coefficient of interest, γ, is estimated to be 1.17 and is statistically sig-
nificant at the 95 percent level.43 On the other hand, δ is estimated to
be 0.64 and is statistically significant at the 95 percent level (p-value
0.049). The value indicates that a one-percentage point increase in ag-
gregate income is associated with financially constrained households’ in-
comes increasing by 0.64 percentage points more than for unconstrained
agents. Taken together, these findings suggest that if aggregate income

42Robust standard errors are clustered at the individual level. We explore other
alternatives, like country level clustered standard errors or estimate the standard
errors using a wild bootstrap with standard errors clustered at the country level. The
former yields a δ coefficient that is statistically significant at the 95% confidence level,
with only 12 clusters, and the δ coefficient is statistically significant at the 90% level
in the latter case.

43Within each country, higher levels of income are associated with lower levels of
income growth. It has the consequence that average income growth exceeds aggregate
income growth, which explains why the estimated value for γ is greater than one.
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grows, the income of financially constrained households grows by more
and would, through the lens of Bilbiie (2019), lead to amplification, as
our results in Section 2.4.1 suggest.

2.B Additional Figures and Tables

Figure 2.10: Monetary policy effectiveness and Hand-to-Mouth shares – out-
put and consumption responses with confidence bands
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Note: This figure plots Hand-to-Mouth shares against peak responses of output (panel
(a)) and consumption (panel (b)). The HtM shares are calculated using data from
the Eurosystem Household Finance and Consumption Survey. The vertical lines and
horizontal lines represent (1 std) confidence bands for the peak responses and HtM
shares, respectively. See appendix 2.F for more information about the standard errors
for HtM.
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Figure 2.11: Robustness including country specific lags
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Note: This figure plots the effectiveness of monetary policy, as measured by the peak
effect and cumulative effect of the real GDP impulse responses, calculated using the
LPIV estimation with country specific lags, against the share of households classi-
fied as living HtM in each euro area country (except Lithuania, not included in the
HFCS). The LPIV estimation includes three country specific lags. The HtM shares
are calculated using data from the Eurosystem Household Finance and Consumption
Survey. The impulse is an expansionary monetary policy shock of one standard devi-
ation. The blue lines are fitted from regressions of Peak/Cumulative values on HtM
shares. In the upper left corner of each panel, we report the correlation coefficient
ρ and the p-value. Panel (a): Peak effects and share of Hand-to-Mouth. Panel (b):
Cumulative effects and share of HtM, normalized by aggregate euro area cumulative
effect.
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Figure 2.12: Impulse responses for prices in euro area countries – LPIV
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Note: This figure shows impulse responses of real GDP to an expansionary monetary
policy shock of one standard deviation. For each euro area country, the response is
estimated using LPIV (Equation 2.1). The solid blue lines represent the IRFs pro-
duced by our preferred specification (see text for details). The dark and light blue
shaded areas represent 1 and 2 standard deviation confidence bands, constructed using
Newey-West estimators. Note that the y-axes are scaled differently across countries.
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Figure 2.13: Fraction of HtM households across HFCS survey waves
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Note: This figure shows the fraction of HtM households, calculated according to the
approach in Kaplan et al. (2014), utilizing data from three different survey waves of
the Eurosystem Household Finance and Consumption Survey.
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Figure 2.14: Impulse responses for output in euro area countries – LPIV –
JK

−0.1

0.0

0.1

0 10 20 30

O
ut

pu
t (

%
)

Austria

−0.10
−0.05

0.00
0.05
0.10

0 10 20 30

Belgium

−0.2

−0.1

0.0

0 10 20 30

Cyprus

−0.5

0.0

0.5

0 10 20 30

Estonia

−0.1
0.0
0.1
0.2
0.3

0 10 20 30

O
ut

pu
t (

%
)

Finland

−0.10
−0.05

0.00
0.05
0.10

0 10 20 30

France

0.0
0.1
0.2
0.3
0.4

0 10 20 30

Germany

0.0
0.1
0.2
0.3
0.4

0 10 20 30

Greece

−0.50
−0.25

0.00
0.25

0 10 20 30

O
ut

pu
t (

%
)

Ireland

−0.2
−0.1

0.0
0.1

0 10 20 30

Italy

−0.50
−0.25

0.00
0.25
0.50
0.75

0 10 20 30

Latvia

0.00
0.25
0.50
0.75

0 10 20 30

Lithuania

−0.2

0.0

0.2

0 10 20 30

O
ut

pu
t (

%
)

Luxembourg

0.0
0.1
0.2
0.3

0 10 20 30

Malta

0.0

0.1

0.2

0 10 20 30

Netherlands

−0.1

0.0

0.1

0 10 20 30

Portugal

0.0

0.2

0.4

0.6

0 10 20 30
Horizon

O
ut

pu
t (

%
)

Slovakia

0.0
0.1
0.2
0.3
0.4
0.5

0 10 20 30
Horizon

Slovenia

−0.15
−0.10
−0.05

0.00
0.05
0.10

0 10 20 30
Horizon

Spain

−0.1

0.0

0.1

0.2

0 10 20 30
Horizon

Euro area

Note: This figure shows impulse responses of real GDP to an expansionary monetary
policy shock of one standard deviation. The shock series is the Monetary Policy
shock series reported in Jarociński and Karadi (2020). For each euro area country,
the response is estimated using LPIV (Equation 2.1). The solid blue lines represent
the IRFs produced by our preferred specification (see text for details). The dark
and light blue shaded areas represent 1 and 2 standard deviation confidence bands,
constructed using Newey-West estimators. Note that the y-axes are scaled differently
across countries.
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Figure 2.15: Impulse responses for prices in euro area countries – LPIV –
JK
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Note: This figure shows impulse responses of real GDP to an expansionary monetary
policy shock of one standard deviation. The shock series is the Monetary Policy
shock series reported in Jarociński and Karadi (2020). For each euro area country,
the response is estimated using LPIV (Equation 2.1). The solid blue lines represent
the IRFs produced by our preferred specification (see text for details). The dark
and light blue shaded areas represent 1 and 2 standard deviation confidence bands,
constructed using Newey-West estimators. Note that the y-axes are scaled differently
across countries.

2.C The Global VAR Setting

As a robustness check to our main empirical framework, we construct
an instrumented GVAR. We build a more structural—and restricted—
setting than the LPIV, more similar to the widespread VAR estimation
in the literature. We follow the GVAR setting in Burriel and Galesi
(2018), except that we remove contemporaneous variables on the right
hand side for endogeneity issues. All N economies are represented by the
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following system:

ΛQt = κ0 +
r∑
j=1

KjQt−j + νt (2.7)

whereQt = (y1t,π1t, ...,yNt,πNt, it) ′ is a (2N+1)×1 vector containing
output and inflation for each country, and the global interest rate. Pre-
multiplying both sides by Λ−1 yields

Qt = h0 +
r∑
j=1

HjQt−j + vt (2.8)

where h0 = Λ−1κ0, Hj = Λ−1Kj and vt = Λ−1νt. We seek to estimate
(2.8). Unfortunately, this is infeasible due to the curse of dimensionality:
there are too many parameters to estimate for the restricted number of
observations that we have. In order to overcome this situation, we bor-
row two key assumptions from the GVAR literature: we assume that (i)
foreign variables affecting country i will be a composite of an aggregate
coefficient and the trade weight to each foreign economy, and (ii) that
the ECB reacts to euro area aggregates and not to individual countries.
In this way, our setting is akin to a standard GVAR, but without as-
suming the Small Open Economy framework that is necessary to rule
out potential endogeneity bias.

We now explore each equation inside the (2.8) system. We start with
the first block, that includes the Dynamic IS curve and the New Key-
nesian Phillips curve. Each domestic economy is represented by the fol-
lowing reduced-form VAR:

Yit = ci +

pi∑
j=1

AijYi,t−j +

qi∑
j=1

BijY
∗
i,t−j +

qi∑
j=1

CijXt−j + uit (2.9)

where ci is a country specific intercept vector, Yit is a 2 × 1 vector
of domestic variables (i.e., output and inflation), Y∗it is a 2 × 1 vector
of aggregate foreign variables, Xt is a the ECB policy rate and uit is a
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vector of idiosyncratic country-specific reduced form shocks. The foreign
variables are computed as trade weighted aggregates Y∗it =

∑
j6=iwijYjt

with
∑
j6=iwij = 1, where we assume that weights wij calculated using

bilateral trade flows from the World Input Output Database (WIOD),
are fixed over time.44

Stacking all countries in our model, using that Y∗it =WiYt, with Wi
being country-specific weight matrices, we can write equation (2.9) as

Yt = c+

p∑
j=1

GjYt−j +

q∑
j=1

CjXt−j + ut (2.10)

where Gj =
(
Aj + BjW

)
, Yt = (Y′1t, . . . ,Y′Nt)′, ut = (u′1t, . . . ,u′Nt)′,

c = (c′1, . . . , c′N)′, Cj = (C′1j, . . . ,C′Nj)′, p = max(pi,qi) and q =

max(qi).
Next, the second building block consists of variables which affect all

countries, i.e., the interest rate controlled by the ECB,

Xt = cx +

px∑
j=1

DjXt−j +

qx∑
j=1

FjỸt−j + uxt (2.11)

where uxt is a vector of idiosyncratic reduced-form shocks and Ỹt is a
weighted average of all countries’ domestic variables, with weights based
on GDP shares Ỹt = W̃Yt =

∑
j w̃jYjt with

∑
j w̃j = 1.

Notice that equation (2.11) is no more than a standard Taylor rule
that the ECB is assumed to follow: the current interest rate depends on
lags of output and inflation, plus lags on the interest rate itself. Stacking
the two blocks given by (2.10) and (2.11), we obtain the following system
of equations, which is exactly the same as in (2.8),

Qt = h0 +
r∑
j=1

HjQt−j + vt (2.12)

44The weights are calculated using bilateral trade flows for years 2002 through 2012.
See Timmer et al. (2015) for a user guide to the World Input Output Database (2018).
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where r = max(p, s), and the vector Qt = (Y′t,X′t)′ includes all country-

specific and common variables, h0 =

[
c

cx

]
, Hj =

[
Gj Cj

FjW̃ Dj

]
and vt =[

ut

uxt

]
. In our baseline estimation, we set pi = qi = 3 ∀i ∈ N, and

px = qx = 3.
A novelty in this paper is that we identify monetary responses in a

GVAR setting using exogenous instruments. In particular, we identify
the structural monetary policy shock from the reduced-form errors. The

structural error vector can be written as vt =

(
ut

uxt

)
= Λ−1

(
εt

εxt

)
.

Λ−1 being unknown, we would not be able to obtain the true impulse
responses. We use external instruments to identify (part of) Λ−1. Since
we are only interested in a monetary policy shock, we need to identify
the relevant column of the variance-covariance matrix that describes the
effect of εxt on the other structural errors in vt.

The first part of the identification strategy is similar to the LPIV: we
estimate the model in equations (2.9) and (2.11) using OLS. As before,
one can verify that the reduced form errors vt are linear combinations of
the structural errors εit ∀i ∈ N and εxt, where Λ−1 is a 2N+ 1 square
matrix with elements on its 2 × 2 block diagonal and zeroes elsewhere.
Without further restrictions, we cannot identify the full matrix Λ−1 de-
scribing the relationship between reduced form and structural errors.
We can, however, identify the column of the matrix describing the in-
fluence of the structural component of the interest rate εxt on the other
variables. The relevant column of Λ−1 can be identified by introducing
the contemporaneous interest rate on the RHS of the system of equa-
tions (2.9), making use of 2SLS. Following Stock and Watson (2018), we
identify the relative response of variable j to a structural shock in x in
two steps. First, we instrument Xt using a valid instrument satisfying
E [Ztεxt] = α and E

[
Ztεjt

]
= 0 where j 6= x, and regress the contempo-

raneous interest rate on the instrument Zt, lags of the instrument and
the rest of the variables that will enter the second stage of the 2SLS
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estimation:

Xt = ci +

pi∑
j=1

AijYi,t−j +

qi∑
j=1

BijY
∗
i,t−j +

si∑
j=1

CijXt−j + θ
SW
ix Zt + uit

From this first stage, we obtain the fitted policy rate X̂it and we can then
estimate the system (2.13). Second, we estimate the following system of
equations for every country i,

Yit = ci +

pi∑
j=1

AijYi,t−j +

qi∑
j=1

BijY
∗
i,t−j +

si∑
j=1

CijXt−j +Θ
SW
ix X̂it + uit

(2.13)
The contemporaneous effect of a monetary policy shock on other vari-
ables is captured through ΘSWix , which is used together with the endoge-
nous variables’ coefficient matrix to obtain the impulse responses.

2.D Panel LPIV

In Figure 2.9b, we compare the average impulse responses of output in
two sets of countries: those with high and low levels of liquidity con-
strained individuals, according to our HtM variable. This approach does
not allow for country-specific heterogeneity beyond the two HtM cate-
gories. Hence, in this section, we estimate a Panel LPIV which allows
us to control for country fixed effects in addition to the high/low-HtM
dummy.

We run the following regression, following Jordà (2005), as before:

yn,t+h − yn,t−1 =α
h + βhît + δ

h ̂it × htmn + γhn

+ ξhnhtmn +

p∑
j=1

Γhn,jhtmnXt−j + un,t+h, (2.14)

h = 0, . . . ,H (2.15)

where yn is log of output in country n, î and ̂it × htmn are the fitted
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values from the first-stage regression, htmn takes value of 0 if the HtM
share in a country is below the median value across all countries and 1
otherwise, and γhn represents the country fixed effects. The control vari-
ables Xt−j are the same for all countries, namely lags of euro area real
GDP, euro area HICP, lags of the policy variable and lags of the instru-
ment Z. We interact these control variables with the htm dummy. We
construct the instrument for it × htmn by multiplying our instrument
for the policy rate, Zt with the high-HtM dummy: Zt × htmn.

The coefficient of interest in this estimation is δhn, which measures
the additional impact of an interest rate change on real GDP in countries
with higher-than-median shares of HtM individuals, beyond the impact
already captured in βhn.

Figure 2.16 plots both coefficients across horizons h. The left panel
indicates that GDP falls for all countries, in response to a one standard
deviation shock. As already suggested in Figure 2.9b in the main body
of the paper, however, GDP falls by significantly more in countries with
a higher share of HtM households. The crucial difference between the
two exercises is that here, we are able to control for country-specific
fixed-effects beyond the high/low-HtM classification. We view the fact
that the conclusions are unchanged as encouraging.
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Figure 2.16: Panel LPIV
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Note: The Left Panel plots the coefficient βh from Equation (2.15) for each horizon
h in response to a one standard deviation shock to our instrument. The Right Panel
plots the coefficient δh from Equation (2.15). The blue shaded area represents 1
standard deviation confidence bands.

2.E European Overnight Indexed Swap Data

We obtain a minute-frequency series for Eonia Overnight Indexed Swaps
from Datascope. We compute the fixed rate of the swap as the mid point
between the bid and ask price at the close of each minute. We then drop
all dates from the sample that are not ECB announcement dates.

The resulting series contains implausible outliers, e.g., the rate de-
creasing to zero for one minute, or short fluctuations of more than 5
standard deviations. Consequently, we drop the highest and lowest per-
centile of observations on each announcement day. Lastly, we manually
drop remaining implausible observations if they fall within either of the
two announcement windows.

For our final series, we exclude the observation on November 6th,
2008. On this day, the ECB cut interest rates by 50 BP, one of the
largest cuts during our sample period. However, the market reaction
in the overnight indexed swap rates indicates that markets perceived
it as contractionary. Likely, this is due to the Bank of England having
lowered its policy rate by 150 BP hours prior. Including the observation
does not change our results or the conclusions, except for the first stage
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F-statistic, which falls to 4.4.

2.F Obtaining HtM Shares using Data from the
HFCS

The HFCS imputes data for missing values related to assets, liabilities
and income variables. Our calculations are partly based on these imputed
data. A missing value is imputed five times (multiple imputation), where
each time a different random term is added to the predicted value. If
this was not be done, imputation uncertainty would not be taken into
account. This has the consequence that statistics can vary between im-
plicates.

To find point estimates for the statistics based on HFCS data, we
average over all the implicates. We consistently use the cross-sectional
(full sample) weights, which are mainly intended to compensate for some
households being more likely to be selected into the sample than others.
In other words, if a type of household has been over-sampled, then they
are given less weight in the estimation.

We use techniques that are standard when computing variance esti-
mates for multiple imputed survey data. In short, there are two sources of
uncertainty that we need to account for. The first (B) is the uncertainty
that is associated with the imputation. This is given by the variance of
the point estimates (using the full sample weights). The second (W) is
the uncertainty associatied with sampling and the weights that should
be given each observation. The HFCS contains 1, 000 replicate weights
and the uncertainty for a statistic associated with sampling and weights
is given by the variance of the estimators from using different replicate
weights, averaged across the implicates. The total variance, T , is given
by T =W + 6

5B. We refer the reader to the HFCS user manual for more
details about finding the variance estimates.

Before we label households, we drop observations where the age of
the reference person in the household is below 20 or above 80. As in



142 MONETARY POLICY AND LIQUIDITY CONSTRAINTS

Kaplan et al. (2014) we drop observations when the only income that the
household receives is from self-employment. The results do not change
markedly if we choose to keep these observations.

We need to categorize variables as liquid wealth, illiquid wealth, liq-
uid debt and illiquid debt. We follow Kaplan et al. (2014) to a large
extent. In Table B1 we present what variables go into respective cate-
gory and the Name refers to its unique name in the HFCS data. The
difference between how we categorize the variables and how Kaplan et al.
(2014) do it is that we categorize savings accounts as liquid assets while
they categorize it as illiquid for the European countries. We choose to
categorize it as liquid as it is our view that households can, in general,
make adjustments to the balance on saving accounts without incurring
substantial costs. In the Panel Study of Income Dynamics (PSID), sav-
ing accounts are combined with other assets such as checking accounts.
Moreover, in the calibration of the model in Carroll et al. (2017), saving
accounts are categorized as liquid.

In the calculation of HtM shares, Kaplan et al. (2014) assume that
households on average are paid bi-weekly. In our calculations we will
assume that households on average are paid once every month, which we
believe is a more accurate assumption about the payment frequency in
European countries. We define liquid wealth = liquid assets−liquid debt
and illiquid wealth = illiquid assets− illiquid debt.
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2.G Tenure Status, Mortgages and HtM Status

2.G.1 Ownership rates and mortgages among W-HtM
households

Figure 2.17 shows that the majority of households who have been clas-
sified as W-HtM households own the property in which they live (repre-
sented by the total length of each bar). However, in most countries the
majority of W-HtM households do not have a mortgage (black). The
countries are ordered according to their shares of W-HtM households,
with the country with the lowest share of W-HtM households on top
(Austria).

2.G.2 HtM status among homeowners

Cloyne et al. (2020) find that the consumption responses of homeowners
are significantly smaller than the consumption responses of mortgagors
and renters. They use data from the U.K. and U.S. and classify very
few homeowners as Hand-To-Mouth (see Figure 10 in their paper). In
our data, however, homeowners make up a substantial fraction of HtM
households in many countries (see Figure 2.18). In some countries, it is
even the case that a majority of HtM households are homeowners. Hence,
we do not think that our results contradict the mentioned study, since
homeowners appear to have different characteristics in the countries in
our sample, compared to homeowners in the U.K. or the U.S.
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Figure 2.17: Ownership and mortgages among the Wealthy HtM
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Note: This figure shows three things: (i) the fraction of W-HtM households who own
the residence in which they live (total length of each bar), (ii) the fraction of W-HtM
households who have a mortgage (black) and the fraction of W-HtM who own their
residence but do not have a mortgage (gray). The countries are ordered according to
their shares of W-HtM households, with the country with the lowest share of W-HtM
households on top (AT). The fractions are computed using data from the Eurosystem
Household Finance and Consumption Survey (HFCS).
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Figure 2.18: HtM status among homeowners
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Note: This figure divides HtM shares (total length of each bar) up in to households
who are homeowners (black) and not homeowners (renters or mortgagors, gray). The
countries are ordered according to their share of HtM households, with the country
with the lowest share of HtM households on top (MT). The fractions are computed us-
ing data from the Eurosystem Household Finance and Consumption Survey (HFCS).
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2.H Local Projections Data

Inflation: We obtain the monthly Harmonized Index of Consumer
Prices for all items for all countries in our sample and the euro area
from Eurostat (prc_hicp_midx). See Eurostat (2019a).
Industrial Production: We obtain monthly values for Industrial Pro-
duction (excluding construction) from Eurostat. The series is seasonally
and calendar adjusted (sts_inpr_m). Because Ireland changed its for-
mula for the calculation of some national aggregates, we make some as-
sumptions to keep the series as coherent as possible. The change affects
the value of Industrial Production in the first two months of 2015, re-
sulting in growth rates in excess of 10%. We substitute these two growth
rates with the average growth over 2014, which results in a level shift
for all IP values after March 2015. See Eurostat (2019h).
Unemployment rate: We obtain monthly values of the unemployment
rates for all countries in our sample from Eurostat (une_rt_m). The
rates are measured for the active population aged 25 to 74 and are sea-
sonally and calendar adjusted. For Estonia, the value of January 2000 is
missing. We obtain it from the Organisation for Economic Co-operation
and Development (2019) (LRHUADTT). The rest of the series coincides
with the values from Eurostat. See Eurostat (2019j).
Real GDP: We obtain the quarterly values for Real GDP for all coun-
tries in our sample from Eurostat (namq_10_gdp). The series measures
chain-linked volumes of Gross Domestic Product and is seasonally and
calendar adjusted. Again, we adjust the series of Ireland due to implau-
sibly high GDP growth in the first quarter of 2015. We substitute the
reported growth rate in 2015Q1 with the average growth rate during
2014, which results in a level shift of all subsequent observations. See
Eurostat (2019d).
Eonia: We obtain values for the European OverNight Index Average
from Eurostat (irt_st_m). See Eurostat (2019g).
Retail trade: We obtain monthly data on Retail trade, except of motor
vehicles and motorcycles from Eurostat for all countries in our sample.
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The series refers to deflated turnover and is seasonally and calendar
adjusted (sts_trtu_m). See Eurostat (2019i).
Consumption: We obtain data on the final consumption expenditure
of households from Eurostat (namq_10_fcs). The series is seasonally
and calendar adjusted. See Eurostat (2021).
GDP per Capita: We obtain data on Real GDP per capita in 2008
from Eurostat (SDG_08_10). See Eurostat (2019c).
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3.1 Introduction

How do monetary policy interventions affect the earnings and employ-
ment prospects of individuals across the earnings distribution? Does the
incidence of monetary policy across the distribution amplify or dampen
the response of aggregate consumption to changes in interest rates or
future consumption? The answers to these questions are key for under-
standing the transmission of monetary policy to the aggregate economy,
and for designing policy to promote inclusive growth. The burgeoning
heterogeneous-agent New Keynesian (HANK) literature has identified
channels through which household heterogeneity impacts the transmis-
sion of monetary policy. There is little direct empirical evidence, how-
ever, from large advanced economies on the transmission channels.1 We
aim to fill this gap by leveraging high-frequency administrative data
from Germany to provide a theory-guided answer to these questions.

Our results show that monetary policy affects labor earnings most
at the bottom of the permanent income distribution. In response to an
expansionary monetary policy surprise, earnings growth rises more in the
bottom quintile than it does at the top. The main drivers behind this
phenomenon are a reduction in separation rates into non-employment
at the bottom of the distribution and a homogeneous increase in job-
finding across the entire distribution. For the poor, long-run employment
prospects improve and overall earnings inequality decreases significantly
in response to expansionary monetary policy.

To understand the implications of our findings for aggregate demand,
we use the heterogeneous-agent framework of Werning (2015). We derive
sufficient statistics for demand amplification when markets are incom-
plete and income risk is cyclical. Our findings suggest that aggregate
consumption responds to interest rates significantly more in this frame-
work, compared to the complete-markets case. Furthermore, the elastic-
ity of contemporaneous consumption with respect to future consumption

1Some recent studies (e.g., Holm et al., 2020) examine the transmission of mone-
tary policy using administrative data similar to ours in Scandinavian countries.
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increases beyond unity.
Our results are important for understanding the transmission of mon-

etary policy to aggregate demand, for understanding their welfare ef-
fects, and for optimal policy design. In particular, when poorer individ-
uals have higher marginal propensities to consume (which we show), the
stronger incidence of monetary policy on their incomes is a source of am-
plification not present in standard representative-agent models for mone-
tary policy analysis, including those typically used by central banks (Au-
clert, 2019; Patterson et al., 2019). When idiosyncratic income shocks are
imperfectly insured, an additional source of amplification arises because
monetary policy makes income risk countercyclical, reducing unemploy-
ment risk and precautionary savings in booms (Werning, 2015; Rendahl,
2016; Ravn and Sterk, 2017). To the extent that precautionary savings
increase with permanent income (e.g., Krueger et al., 2016), however,
our finding that monetary policy predominantly affects unemployment
risk of the poor implies that this amplification may be smaller than sug-
gested by simple models that abstract from heterogeneity in employment
outcomes (Ravn and Sterk, 2021; Bilbiie, 2020; Challe, 2020).

For our empirical analysis, we use a long panel of detailed administra-
tive data from Germany, containing individual labor market biographies
including earnings. The high-frequency nature of our data allows us to es-
timate responses of earnings and labor market transition probabilities to
monetary policy shocks, which we identify using high-frequency changes
in Overnight Indexed Swap (OIS) rates. We estimate these responses
for different sections of the permanent income distribution and find that
monetary policy has strongly heterogeneous effects on earnings. In par-
ticular, the response of average earnings to a monetary policy surprise
is about three times as large at the bottom of the income distribution
as it is towards the top. We find this heterogeneity in the response to
monetary policy shocks to be stronger than that in the unconditional
comovement of individual and aggregate earnings (previously referred
to as worker betas, Guvenen et al. (2017)).

Much of this heterogeneous incidence on individual earnings arises
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because monetary policy has stronger effects on the labor market
prospects of poor workers, who experience a substantially stronger fall
in separation risk after an expansionary monetary policy shock. We
also document substantial effects of monetary policy shocks on the
consequences of unemployment: long-term re-employment probabilities
are significantly higher in times of monetary expansions, as are
re-employment earnings. Together, these forces lead to a significant fall
in overall earnings inequality, as measured by the Gini coefficient.

Our findings suggest that, in response to expansionary monetary
policy, income risk decreases most for those individuals who have high
marginal propensities to consume (MPC). Using data from the House-
hold Finance and Consumption Survey (HFCS), we show that the share
of high MPC households among low-earners is more than twice as high
as among high-earners.

We quantify the implications of our findings on aggregate demand,
by modifying the framework presented in Werning (2015). Our empirical
estimates suggest, in the context of this model, neglecting the heteroge-
neous incidence of monetary policy leads one to significantly underesti-
mate its effects on aggregate demand. The contemporary consumption
response to a future increase in consumption is 12% larger in the het-
erogeneous risk case, compared to the pooled risk counterfactual. These
estimates are very close to those presented in Patterson et al. (2019).

Relation to the literature

A large literature empirically investigates the heterogeneous effects of
business cycles on individual income risk using administrative datasets,
see Guvenen et al. (2015, 2017) (US), Halvorsen et al. (2020) (Nor-
way), Hoffmann and Malacrino (2019) (Italy), De Nardi et al. (2019),
(Netherlands and US). Our high-frequency dataset allows us to study
the heterogeneous incidence of monetary policy shocks on earnings and
employment transitions, and to quantify the difference with respect to
the incidence of average business cycles.
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We contribute more directly to a small empirical literature on the
effects of monetary policy on inequality (Coibion et al., 2012). Holm
et al. (2020) and Amberg et al. (2021) show that contractionary shocks
reduced nonfinancial incomes, but most so at the bottom of the liquid
asset distribution. We perform our analysis at monthly frequency, and
look at the dynamic effects of monetary policy shocks on both earnings
and labor market transitions. Moreover, we do this for the largest Eu-
ropean economy, Germany. This makes it crucial to identify exogenous
changes in interest rates, which we do using high-frequency changes in
Overnight Indexed Swap rates.2

Our findings contribute to an empirical foundation for the large liter-
ature on the effect of aggregate shocks in economies with heterogeneity
in wealth and income. Auclert (2019) shows that, in a large family of
macroeconomic models,3 the elasticity of individual earnings to aggre-
gate earnings is a crucial statistic in evaluating the effectiveness of mon-
etary policy. Along similar lines, Werning (2015) and Ravn and Sterk
(2017), among others,4 point to the importance of cyclical earnings risk
as a crucial factor that governs the macroeconomy’s response to aggre-
gate shocks. We provide an empirical foundation for these studies, as
we estimate both the elasticity of earnings and labor market transition
probabilities (i.e., risk) along the distribution.

The next section presents the data and describes the structure of
income and employment transitions in our sample on average. Section
3.2 describes how we identify monetary policy surprises, and how we
use them to study their heterogeneous incidence across the earnings
distribution. Section 3.5 investigates the implications of our findings for
aggregate consumption responses to monetary policy shocks. Section 5
concludes.

2See, e.g., Gertler and Karadi (2015), Almgren et al. (2019)
3See, e.g., Kaplan et al. (2018), Bilbiie (2020), Hagedorn et al. (2019)
4See, e.g., Gornemann et al. (2016), Challe (2020)
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3.2 Data

We use administrative social security data on a two percent sample of the
all labor market histories in Germany from the Sample of Integrated Em-
ployment Biographies (provided by the Research Data Center, FDZ).5

This dataset contains about 1.7 million individuals, but excludes civil
servants and self-employed individuals. For our analysis, we utilize data
on the years between 1995 and 2013. Each observation in the original
dataset is a labor-market spell (Ganzer et al., 2017).6 For our purposes,
we convert these spells into monthly employment histories for each indi-
vidual, resulting in about 300 million person-month observations. Each
such observation includes an individual’s employment status and their
average daily labor earnings, which we aggregate to the monthly level.
Earnings are deflated using the Harmonized Index for Consumer Prices
for Germany.7 For about six percent of individuals, earnings are top
coded; we exclude these observations. All non-employed workers are
coded to have zero income.

Because we are interested in the effect of monetary policy on labor
earnings and employment status, we focus on individuals with a high
degree of attachment to the labor market. In particular, we restrict our
sample to employed individuals liable to social security without special
characteristics, (thus excluding, for example, trainees and marginal part-
time workers) and the unemployed, defined as individuals who received
unemployment benefits (ALG I) at the beginning of their current non-
employment spell.

To study the differences in the earnings responses to monetary policy
5We rely on the factually anonymous version of the Sample of Integrated Labour

Market Biographies (SIAB-Regionalfile) – Version 7514. Research Data Centre (FDZ)
of the Federal Employment Agency (BA) at the Institute for Employment Research
(IAB). Data access was provided via a Scientific Use File supplied by the FDZ of the
BA at the IAB.

6Employment relationships longer than 12 months are split into multiple spells.
We drop spells that are shorter than 1 month. Potentially missing spells are imputed
according to Drews et al. (2007).

7Obtained from Eurostat, series prc_hicp_midx.
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across the income distribution, we rank individuals in a given period t−1
according to a proxy measure of their permanent incomes. Our preferred
proxy is average earnings over the five years preceding month t − 1, as
in Guvenen et al. (2017).8 Using this measure, in every month t − 1,
we sort individuals into quantiles, conditional on gender and five-year
age brackets. We restrict the sample to workers who have at least one
earnings observation in the five years prior to period t − 1 in order to
avoid bunching at zero.

To understand how key observables evolve along our permanent in-
come distribution (henceforth simply the “income distribution”), Table
3.1 reports descriptive statistics across deciles for the month of January
2010.9

Table 3.1: Averages within deciles of permanent income, first quarter 2010

(1) (2) (3) (4) (5) (6) (7) (8) (9) (10)

mean mean mean mean mean mean mean mean mean mean
Education 2.47 2.42 2.36 2.36 2.35 2.38 2.43 2.51 2.69 3.13
Monthly earnings 1337.67 1588.82 1807.78 2018.00 2221.79 2449.59 2707.51 3012.21 3421.54 4261.82
Employed 0.81 0.87 0.92 0.95 0.97 0.98 0.98 0.99 0.99 0.98
Job finding 0.36 0.50 0.52 0.54 0.55 0.58 0.57 0.53 0.60 0.53
Job loss 0.07 0.06 0.04 0.03 0.02 0.02 0.01 0.01 0.01 0.02
Observations 28878 28871 28872 28870 28870 28874 28871 28871 28872 28866

Note: The table shows values of different variables averaged within deciles of the
permanent income distribution in January 2010. Deciles are conditional on five-year
age brackets and gender. Education takes a value of 1 for individuals without a degree,
2 for vocational training, 3 for high school, 4 for high school and vocational training, 5
for graduates of technical colleges and 6 for university graduates. We impute education
following the imputation procedure in Fitzenberger et al. (2005). Monthly earnings
are nominal values. Job-finding and job-loss refer to U to E and E to U transitions
over twelve months, respectively.

In our dataset, education is measured by a categorical variable be-
tween 1 (no degree) and 5 (university graduate). Because 70 percent of
all individuals in our sample indicate vocational training as their highest

8Our estimation sample comprises the period between 2000M1 to 2012M12. How-
ever, we make use of data from 1995 in order to compute our backward-looking per-
manent income measure, but only consider monetary policy surprises from 2000M1
to 2012M12.

9Note that, with some abuse of language but hopefully no room for confusion, we
call deciles both the 9 points of the distribution as well as the 10 groups they define
(we proceed similarly for other quantiles).
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qualification, education levels are very similar across the first 8 deciles,
but strongly rise across the top, where degrees from technical colleges
and universities are more common. The gradient of nominal earnings
across the distribution is substantial, with average earnings in the top
decile more than 3 times higher than in the first. Employment rates are
high in this sample of highly-attached individuals. They average 81 per-
cent in the bottom decile, and rise steeply across the bottom half of the
distribution to flatten out around 98 percent above the median. Job-
finding rates (defined as 12-month transitions of the unemployed into
employment) are equal between 50 and 60 percent in all deciles but the
first, where they are substantially lower (about a third). Job-loss proba-
bilities (similarly defined) fall monotonically, from 6 to 2 percent, across
the distribution. Because the deciles are defined conditional on age and
gender, both variables are almost constant across the distribution.

3.3 Estimation Strategy

3.3.1 Identifying monetary policy surprises

We focus on the period between January 2000 and December 2012, when
European monetary policy was conducted by the ECB.10 Since the Ger-
man economy accounts for roughly a quarter of euro area GDP, however,
it is likely that the ECB’s monetary policy was heavily influenced by
German economic performance. Hence, when estimating the impact of
interest rate changes on the German economy, endogeneity is an impor-
tant concern.

To identify monetary policy surprises, we rely on high-frequency
changes in Overnight Indexed Swap (OIS) rates, as in Almgren et al.
(2019). We use these changes to instrument for unexpected changes in
the interest rate which the ECB charges for its main refinancing opera-
tions (MROs), which we denote as ∆it. Our approach follows Almgren

10The high-frequency identification approach outlined here cannot be implemented
for earlier time periods, as the Bundesbank did not relay it’s policy decision on a
precisely planned schedule on the announcement day.
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et al. (2019). Every six weeks, on Thursdays, the ECB governing coun-
cil meets to decide on monetary policy actions. At 13:45 CET, a press
release is posted, which concisely summarizes the decisions taken by the
governing council. Subsequently, at 14:30 CET, the president of the ECB
holds a press conference, first motivating the decisions taken in an in-
troductory statement and later taking questions from the audience. Our
instrument, Zt, equals the change in 3-month EONIA OIS rates in re-
sponse to these two events in a narrow time window around them. If this
measure is large, in absolute terms, we conclude that the decisions taken
by the ECB Governing Council were not expected by financial markets,
and vice versa. The identifying assumption underlying the approach is
that no other news is released during the above-mentioned short time
windows which has an impact on the effectiveness of monetary policy.11

Our main empirical specification to estimate the effects of monetary
policy surprises on economic variables is the following regression:

xt+h − xt−1 = αh + βh∆it + γhXt−1 + εt,h (3.1)

where xt−1 represents the value of the economic variable in question
one period before the monetary policy surprise, and xt+h represents
its value h periods after the shock. We condition this growth rate on
xt−1, as opposed to xt, because it is conceivable that monetary policy
has contemporaneous effects on xt, which would invalidate all growth
rates going forward. The vector Xt−1 represents a set of control variables
consisting of three lags of the instrument Zt and ∆it, as well as calendar
month dummies to control for seasonality.

3.3.2 Aggregate effects of monetary policy

Before moving to individual incomes, we investigate the effect of mone-
tary policy shocks on the aggregate economy in Germany. To this end,
we estimate the regression in Equation (3.1), replacing x with (i) the
monthly inflation rate as measured by the logarithm of German HICP,

11For more information, see Almgren et al. (2019).
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(ii) the logarithm of industrial production, (iii) the German unemploy-
ment rate and (iv) the real interest rate, computed as the the change in
the logarithm of the German price index between months t + 1 and t
subtracted from the ECB’s policy rate in period t:

Figure 3.1 shows the impulse responses to a surprise increase in the
policy rate by one standard deviation (following Gertler and Karadi,
2015), estimated using Equation (3.1). The horizontal axis measures
time after the monetary policy surprise in months, the vertical axis
measures the percentage point change in the aggregate in question.
The top left panel indicates that the inflation rate does not strongly
react to the surprise in either direction. Although it initially increases
significantly, most point estimates going forward are insignificantly dif-
ferent from zero. The response of industrial production is reported in
the top right panel. According to the textbook theory of monetary pol-
icy, production should contract following a monetary tightening. The
graph indicates that this is the case. The unemployment rate (bottom
left panel) increases slowly but significantly so. The real interest rate
increases after the monetary policy shock, but then returns to zero af-
ter about 1.5 years. Most of the subsequent estimates are insignificant.
In addition to standard macro aggregates, Figure 3.8 in the appendix
plots the change in aggregate earnings (i.e., average earnings across all
individuals) and the average probability of remaining employed for our
full sample. The left panel shows that the response of earnings to a con-
tractionary monetary policy surprise of one-standard-deviation builds
up gradually, reaching a point estimate of about 0.5 percentage points
after two years. This reduction in average earnings is accompanied by an
increase in the probability of transitioning into unemployment (a fall in
the probability of being employed). Twelve months after the shock, the
probability of remaining employed decreases by 0.2 percentage points.
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Figure 3.1: Aggregate responses to monetary policy surprises
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Note: The figure shows the impulse responses of aggregate variables to a surprise one
standard deviation increase in the the policy interest rate, estimated using the LPIV
outlined in Equation (3.1). The Top Left Panel shows the change in the inflation rate,
calculated as the change in the logarithm of the HICP for Germany. The Top Right
Panel shows the percentage change in industrial production, calculated as the log
difference, and the Bottom Left Panel shows the change in the unemployment rate.
The Bottom Right Panel shows the change in the real interest rate, calculated as the
inflation rate subtracted from the policy rate. The sample period is from 2000 until
2013. The shaded areas indicate 68 percent confidence intervals.
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3.4 The Impact of Monetary Policy Across the
Distribution

3.4.1 Earnings growth

Our aim is to estimate the effect of monetary policy surprises on earn-
ings growth rates, separately for individuals in different quantiles of the
permanent income distribution. As described in Section 3.2, we sort in-
dividuals into quantiles based on their permanent income in period t−1.
We split the distribution into 20 quantiles, or, ventiles, conditioning on
age and gender. For each of these quantile-groups, we first compute av-
erage earnings as

earn
q
t+h =

1
Nq

Nq∑
i=1

earni,t+h ∀i ∈ q at t− 1

where earnj,t+h represents the labor earnings of an individual in month
t+h who was sorted into quantile q in month t−1. Since labor earnings
earnj,t+h are zero in unemployment, individual earnings growth rates
between two periods, especially in log-differences, are only defined for the
continuously employed in our sample. However, by computing average
earnings in t + h, we can subsume zero-earners into this aggregate and
retain them when computing earnings growth rates.

Specifically, in Equation (3.1), we set xt+h = log(earnt+h) and, for
each quantile, estimate

∆ log(earnqt+h) = αh + βqh∆it + θXt + ε
h
t+h (3.2)

where ∆xt+1 = xt+h − xt−1. The coefficient βqh captures the effect of a
100 basis point change in interest rates ∆it, in period t, (instrumented
by Zt, as described in Section 3.3, following Stock and Watson (2018))
on earnings growth in quantile q between periods t− 1 and t+ h .

We scale the size of the exogenous interest rate change, ∆i, such that
it causes a 1 percentage point increase in the growth rate of aggregate
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earnings, twelve months after the shock.12 This allows us to compare (i)
the impact of monetary policy shocks on earnings growth rates across
quantiles and (ii) the change in the unconditional mean of aggregate
earnings and individual earnings growth rates across quantiles, as in
Guvenen et al. (2017):

∆ log(earnqt+h) = αY,h + βqY,h∆ log(earnt+h) + θXt + εqY,t+h. (3.3)

Here, the coefficient βqY,h represents the change in the quantile-specific
earnings average in response to a change in the overall earnings average.

The blue line in the left panel of Figure 3.2 reports the quantile-
specific earnings changes between months t − 1 and t + 12, induced by
an exogenous interest rate change which raises aggregate earnings by one
percentage point over the same period. Recall that, since the maximum
length of an employment spell in our dataset is twelve months, earnings
growth between t − 1 and t + 12 is always computed using earnings
observation drawn from two different employment spells.

12For reference, the left panel of Figure 3.8 plots the response of aggregate earnings
in our sample to an exogenous one-standard-deviation rise in the policy rate. Aggre-
gate earnings fall by roughly 0.3 percentage points. Hence, to induce a 1 percentage
point rise in aggregate earnings, the policy rate must fall by three-times as much.
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Figure 3.2: Regression coefficients βq12 across the income distribution
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Note: The Left Panel plots the coefficients βq12 in Equation (3.2) (scaled by an expan-
sionary monetary policy surprise consistent with a one-percent increase in aggregate
earnings) and βqY,12 in Equation (3.3), separately for individuals who shared the same
ventile of the permanent income distribution in period t − 1. Income growth is com-
puted as the log-change in the average income of individuals who were in the same
ventile at time t − 1. The Right Panel compares the scaled coefficients βq12 for the
full sample in a ventile (gray dashed line) to βq,E

12 and βq,E
Y,12, estimated on a smaller

sample of individuals who are employed both in period t− 1 and t+ 12 (the blue and
red lines, respectively). Ventiles are constructed based on average earnings during the
five years prior to t−1, conditional on gender and five-year age brackets. The shaded
area indicates 68 percent confidence bands. The sample period is 2000-2013.

Earnings changes in response to expansionary monetary policy ex-
hibit a pronounced U-shape across the permanent income distribution.
In particular, the earnings of the poorest individuals, in the bottom ven-
tile, respond almost three times as much as earnings at median. Moving
up along the income distribution, this response declines strongly in mag-
nitude, to about two thirds of the median effect, in ventiles 15 to 19.
Earnings of the income-rich, in the top ventile respond more, about twice
as strongly as median earnings. This up-tick is somewhat surprising,
since we drop top-coded observations, but is likely driven by the income
fluctuations of individuals whose earnings are close to, but below the
top-code limit.

The red line in the left panel of Figure 3.2 depicts the point estimates
β
q
Y,12, summarising the comovement of individual and aggregate earn-

ings growth rates without conditioning on monetary policy surprises.
As documented in Guvenen et al. (2017) for the US economy, this co-
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movement also has a U-shaped relationship with the level of individual
permanent incomes, but rises less in the extreme ventiles than the effect
of a monetary policy surprise. Overall, the unconditional comovement
of earnings with the business cycle and the earnings changes due to
monetary policy have very similar shapes along the permanent income
distribution.

Importantly, the estimates of βq12, depicted in the left panel of Fig-
ure 3.2, conflate the effect monetary policy has on labor earnings with
the effect it has on employment probabilities, as they are based on the
changes in average labor earnings of all individuals in a given quantile
(including the unemployed who have zero labor earnings). However, be-
cause average earnings, earnt, equal the product of the average labor
earnings of the employed, earnEt times the employment rate, we can
compute the following decomposition

log(earnqt+h) = log
(
earn

q,E
t+h

)
+ log

(
N
q,E
t+h

Nq

)
(3.4)

where earnq,Et+h represents the average earnings of employed individuals
in month t + h, who were sorted into quantile q in period t − 1. In the
second expression, Nq,Et+h represents the number of employed individuals
in period t + h who were sorted into quantile q in period t − 1. Thus,
Equation (3.4) implies that changes in average labor earnings across
quantiles are the sum of two separate effects: the changes in the labor
earnings of the employed (which we denote the intensive-margin effect),
and changes in the employment rate (extensive-margin effect).

To isolate the heterogeneity in the intensive-margin effect, we substi-
tute the change in average earnings of the employed, earnq,Et+h, in place
of its full-sample counterpart earnqt+h in Equation (3.2). The resulting
coefficients, which we refer to as βq,E12 , are displayed in the blue line in
the right panel of Figure 3.2. As before, we scale the point estimates such
that the initial exogeneous interest rate change ∆i causes aggregate earn-
ings growth to rise by one percentage point over the subsequent twelve
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months.
Earnings of the employed appear to be much less affected by mone-

tary policy surprises than earnings in the full sample. The estimates are
less heterogeneous across the distribution and substantially smaller in
magnitude. In response to an exogenous change to the policy rate, the
earnings growth of the employed rises by less than 1 percentage point in
the first quantile. Across the first five quantiles, this effect declines, but
is essentially flat between ventiles 9 and 19, before rising substantially
in the top ventile. The difference between the estimates of βq12 (dashed
black line) and βq,E12 is most pronounced in the bottom ventile, where
the extensive margin of employment accounts for two thirds of mone-
tary policy’s effect on average labor earnings. This role of the extensive
margin declines across the income distribution, to about a quarter of the
overall effect.

In the next subsection, we investigate how monetary policy affects
labor market transition probabilities.

3.4.2 Labor market transitions

We observe each individual in our sample either as employed or as unem-
ployed. Let sj,1 be an individual’s labor market status in period t−1 and
sj,2 be the labor market status of the same individual in some future pe-
riod. Then, there are four different transitions between sj,1 ∈ {E,U} and
sj,2 ∈ {E,U}. In addition, we also identify a subset of “switchers” who
are observed as employed in both periods, but with different employers
(s2 = switch).

For each quantile along the permanent income distribution, we ag-
gregate the individual transitions into transition probabilities:

TR
q,s1,s2
t+h =

1
Nq,s1

∑
j∈q,s1

Is1,s2 .

According to this definition, TRq,s1,s2
t+h is the fraction of all individuals

who are sorted into quantile q in period t − 1 and observed in state s1



THE IMPACT OF MONETARY POLICY 167

at t− 1 (N1,s1), who have transitioned to state s2 by period t+ h.
Similarly to Equation (3.2), we then estimate the following regression

separately for each quantile-subsample:

TR
q,s1,s2
t+h = α+ γq,s1,s2

h ∆it + θXt + ε
q,s1,s2
t+h (3.5)

where the coefficient γs1,s2
h measures the percentage point change in

the share of individuals in state s1 that make a particular labor market
transition in response to a monetary policy surprise, for a given quantile
q. Again, the vector Xt contains calendar-month dummies and three
lagged values of ∆it and Zt.

The blue line in the top left panel of Figure 3.3 shows the point es-
timates for γq,E,E12 (scaled by an expansionary monetary policy surprise
consistent with a one-percent increase in aggregate earnings), summaris-
ing the effect of a monetary policy surprise on transitions from employ-
ment to employment. As with earnings, we document strong hetero-
geneity in the incidence of monetary policy surprises along the income
distribution. For the poorest individuals in the sample, the interest rate
change decreases the probability of moving to unemployment by on av-
erage two percentage points. Moving up the income distribution this
effect declines monotonically to less than 0.5 percentage points. The top
ventile is again affected somewhat more strongly.

Analogous to section 3.4.1, we can compare the estimates conditional
on monetary policy with those of unconditional comovement between
transition probabilities and aggregate earnings changes.13 The resulting
coefficients are displayed as the red line in the top left panel of Fig-
ure 3.3. Interestingly, the reduction in transitions into unemployment is
somewhat more pronounced for the expansionary monetary policy shock
than for an unconditional increase in aggregate earnings. The difference
is largest at the low end of the permanent income distribution.

13The regression is of the same form as Equation 3.5, with ∆i substituted for with
changes in aggregate income ∆Y. We label the resulting coefficient γq,s1,s2

Y,h .
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Figure 3.3: Regression coefficients γq12 across the income distribution
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Note: The Top Left Panel plots the coefficients γq,E,E
12 in Equation (3.5) (scaled by

an expansionary monetary policy surprise consistent with a one-percent increase in
aggregate earnings, blue line) and γq,E,E

Y,12 (red line), from a version of Equation (3.5)
which quantifies unconditional comovement (see text). Both quantify the change in
transition probabilities for the employed in t − 1 to employment in period t + 12 (E
to E). The Top Right Panel plots the scaled coefficients γq,U,E

12 , and γq,U,E
Y,12 , for the

share of unemployed transiting to employment (U to E). The Bottom Panel plots the
scaled coefficient γq,switch

Y,12 and γq,switch
Y,12 for the share of the employed who change

employment relation. Ventiles are constructed based on average earnings during the
five years prior to t−1, conditional on gender and five-year age brackets. The shaded
area indicates 68 percent confidence bands. The sample period is 2000-2013.

The top right panel of Figure 3.3 shows the scaled point estimates
for γU,E

12 , summarising the effect of an expansionary monetary policy
surprise on the probability of unemployed individuals transitioning to
employment. This effect is on average more than 5 percentage points.
Contrary to the stronger effect on the likelihood of E-to-E transitions, U-
to-E transitions respond slightly less to monetary policy at the bottom
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of the distribution. In particular, while monetary policy shocks affect the
transition probabilities of the income-poor similarly to average fluctua-
tions (as summarised by their comovement with average earnings, in the
red line), a gap between the two opens up along the income distribution.

The results in the top panels of Figure 3.3 thus show that the sub-
stantially stronger extensive-margin effect of monetary policy on employ-
ment shares of the poor is largely accounted for by their more responsive
employment-to-employment transitions. The bottom panel of Figure 3.3
further investigates the source of this heterogeneity. It shows the scaled
point estimates for βswitchTR,12 , summarising the effect of monetary policy
surprises on the frequency of transitions between two different employ-
ment relationships. An expansionary monetary policy surprise makes
job-switching more likely in the bottom quartile, but has little effect in
the rest of the distribution. A similar pattern holds for the effect on
job-switching of unconditional fluctuations in average earnings.

3.4.3 Inequality

The previous results beg the question how inequality in labor earnings
develops in response to changes in monetary policy. To investigate this,
we substitute values of the aggregate monthly Gini coefficient, ginit+h,
for x in Equation (3.1). Importantly, we include unemployed individuals
into our calculations, with their labor earnings set to zero, as above.

The left panel in Figure 3.4 plots the change in the Gini coefficient
in response to an expansionary monetary policy shock over time.14 In-
equality falls significantly, for two years after the shock, then reverts
back. Throughout our sample period, the average value of the Gini co-
efficient is close to 0.3, implying that monetary policy has economically
significant effects on this measure, decreasing it by close to five percent
at the trough of the impulse response function in Figure 3.4.

14As before, the monetary policy surprise is scaled to cause aggregate earnings to
rise by one percentage point over twelve months.
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Figure 3.4: Gini coefficient impulse response
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Note: The Left Panel shows the change in the Gini coefficient of labor earnings (in-
cluding zeros), gini, in response to an expansionary monetary policy surprise, con-
sistent with a one-percent increase in aggregate earnings, over time. The Right Panel
shows the change in the Gini coefficient of labor earnings, including unemployment
benefit receipts, giniUI, in response to an expansionary monetary policy surprise,
consistent with a one-percent increase in aggregate earnings, over time. The shaded
area indicates 68 percent confidence bands. The sample period is 2000-2013.

Because our dataset also includes some information about unemploy-
ment benefit receipts, we can calculate the Gini coefficient taking these
benefits into account. As before, we substitute giniUIt+h into Equation
(3.1) and compute the impulse response of this statistic to an expansion-
ary monetary policy surprise. The implied change in inequality, plotted
in the right panel of Figure 3.4, is much smaller, compared to the case
when the unemployed’s earnings are set to zero. Although giniUI de-
creases significantly, after about two years, the change is economically
small: two percent relative to its average value. The unemployment ben-
efit system, therefore, appears to attenuate the effect that monetary
policy has on inequality.

3.4.4 Earnings and labor market prospects after unem-
ployment

Figure 3.3 shows that much of the effect of monetary policy on average
earnings, and most of its heterogeneous incidence, is due to the response
of labor market transitions between employment and unemployment.
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Because the welfare costs of unemployment are strongly affected by its
duration and effect on future earnings, this section investigates the effect
of monetary policy shocks on re-employment probabilities and earnings
after unemployment. We focus on two groups of individuals: those who
become non-employed in period t and individuals who don’t. We then
investigate how earnings of the second group evolve relative to the first,
and how monetary policy affects the difference. For k = −6,−5, ..., 36
we run the following regression for both groups and for three terciles of
the permanent income distribution:

xt+k = αx,h + γx,h∆it + θx,hXt + εx,t. (3.6)

where, x ∈ {earn, emp} corresponds to monthly individual earnings
(earni,t) in levels or an indicator variable empi,t that takes the value 1
when an individual is employed, and 0 otherwise. Again, ∆it represents
the interest rate change in period t, instrumented using Zt as before
and Xt contains calendar-month dummies and three lags of the interest
rate change as well as the instrument. In Equation (3.6), αx,h equals
the average earnings or employment h months after an unemployment
shock in the absence of monetary policy surprises, for both groups. In
turn, γx,h quantifies the impact of monetary policy on these variables.
The regressions are similar in spirit to that in Davis and Von Wachter
(2011), who also investigate earnings paths of the unemployed relative
to those who remain employed. We focus on individuals who become
unemployed after an employment spell which lasted at least 6 months.
Because this substantially reduces the sample size, we report results for
terciles, rather than ventiles, of the permanent income distribution

Figure 3.5 shows the results of the exercise for employment probabil-
ities, across three different terciles. The red lines in the top right panel
and the two bottom panels show the probability of being employed for
individuals who transitioned to nonemployment in period 0 relative to
those who did not. Similarly, the green line in the same graphs shows
how an expansionary monetary policy surprise, which causes aggregate
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earnings to rise by one percent over twelve months, affects this proba-
bility. Average employment probabilities are similar in the three terciles.
An expansionary monetary policy shock increases employment probabil-
ities by about four percent for all terciles. This is in line with the results
reported in Figure 3.3, for more granular sorting.

Figure 3.5: Effect of monetary policy shock on re-employment probabilities
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Note: The panels show the employment probability of individuals who transition
into unemployment in month t = 0, relative to those who don’t, with and without
a monetary policy surprise (scaled to be consistent with a one-percent increase in
aggregate earnings) in the blue and red lines, respectively, over time. The Top Left,
and Bottom Panels show results for three subsamples comprising individuals in the
lower, middle and upper tercile of the permanent income distribution, respectively.
The Top Right Panel shows the difference between the red and blue lines in the top
left panel, corresponding to the effect of a monetary policy surprise on re-employment
probabilities of individuals in the lowest tercile. Terciles are constructed based on
average earnings during the five years prior to the unemployment spell in period 0,
conditional on gender and five-year age brackets. The shaded area indicates 68 percent
confidence bands. The sample period is 2000-2013.

The top right panel in Figure 3.5 isolates the effect of a monetary
policy shock on employment probabilities in the first tercile of perma-
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nent income, of those becoming unemployed in period 0 relative to those
who don’t. For the first six months, the effect is relatively small and in-
significant. After one year, however, it grows to four percent and stays
significant for an extended period of time. The results for the other
terciles are similar.

Figure 3.6 shows the results for the same exercise using earnings as
the dependent variable. Again, the results in the top right and bottom
panels represent earnings of individuals who become unemployed in pe-
riod 0 relative to those who don’t. Naturally, earnings approach zero in
the first month after the transition into unemployment. However, in all
three terciles, some individuals find new jobs in the same month, prevent-
ing earnings from hitting zero.15 Afterwards, earnings recover similarly
for all three terciles. An accomodative monetary policy surprise steepens
the slope of this recovery, most so in the first tercile. Here, as shown in
the top right panel, such a shock increases earnings by about 4 percent,
20 months after unemployment.

15Note that an individual is counted as employed if they were employed for at
least half of the month. In the figure, the noticeable drop in earnings at period 0 is
explained by individuals transitioning to unemployment towards the end of month 0,
but still counting as employed in said month.
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Figure 3.6: Effect of monetary policy on average earnings after unemployment
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Note: The panels show the average earnings of individuals who transition into un-
employment in month 0 with and without monetary policy surprise (scaled to be
consistent with a one-percent increase in aggregate earnings), in the blue and red
lines, respectively, over time. The Top Left, and Bottom Panels show results for three
subsamples comprising individuals in the lower, middle and upper tercile of the per-
manent income distribution, respectively. The Top Right Panel shows the difference
between the red and blue lines in the top left panel, corresponding to the effect of
a monetary policy surprise on re-employment earnings of individuals in the lowest
tercile. Terciles are constructed based on average earnings during the five years prior
to the unemployment spell in period 0, conditional on gender and five-year age brack-
ets. The shaded area indicates 68 percent confidence bands. The sample period is
2000-2013.

Since the sample contains some information on unemployment ben-
efits, we can investigate how these benefits affect earnings changes af-
ter unemployment. Specifically, we substitute the benefit income for the
zero-earnings assumption used in the previous analysis. Figure 3.7 shows
the results of this exercise. The fall in earnings upon unemployment is
much less pronounced. Whereas before, earnings fell close to zero upon
unemployment, the fall is now closer to 40 percent in all terciles. How-
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ever, as the top-left panel shows, monetary policy still has a significant
impact on the earnings. After a year, ernings of individuals who lose
their employment during periods of accomodating monetary policy have
recovered on average about two percent more than those who become
unemployment in normal times.

Figure 3.7: Effect of monetary policy on post-benefit earnings after unemploy-
ment
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Note: The panels show the average earnings, including unemployment benefit re-
ceipts, of individuals who transition into unemployment in month t = 0, with and
without monetary policy surprise (scaled to be consistent with a one-percent increase
in aggregate earnings), in the blue and red lines, respectively, over time. The Top Left,
and Bottom Panels show results for three subsamples comprising individuals in the
lower, middle and upper tercile of the permanent income distribution, respectively.
The Top Right Panel shows the difference between the red and blue line in the top
left panel, corresponding to the effect of a monetary policy surprise on re-employment
earnings of individuals in the lowest tercile. Terciles are constructed based on average
earnings during the five years prior to the unemployment spell in period 0, conditional
on gender and five-year age brackets. The shaded area indicates 68 percent confidence
bands. The sample period is 2000-2013.
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3.5 Implications for Aggregate Demand

A recent literature has pointed out that cyclical variations in
employment risk may act as an amplifying mechanism for business
cycles (Graves, 2020; Ravn and Sterk, 2021; Broer et al., 2021). If
workers reduce consumption and build up precautionary savings
when separation risk rises (in recessions), the resulting contraction in
demand could deepen the downturn. In this section, we explore how
the heterogeneity we document in Section 3.4.1 affects the dynamics
of aggregate demand in response to monetary policy shocks, relative
to previous analyses that abstract from heterogeneous incidence of
unemployment risk (Patterson et al., 2019; Auclert, 2019). In our
analysis, we follow Werning (2015), and focus on the household
“demand block” without explicitly specifying the supply side of the
economy. We consider an application of his framework to account for
job-finding and separation risk, and heterogeneity in risk across the
distribution of earnings.

3.5.1 Model

The economy is populated by a unit measure of households. There is
a finite set of household types indexed by i ∈ I, with measures µi >
0, such that

∑
i∈I µ

i = 1. Households have identical preferences over
consumption:

u = E0

∞∑
t=0

βtU(ct(s
t)) (3.7)

where ct is consumption, st ∈ Si represents an idiosyncratic shock that
follows a stochastic process, and st is the history of such shocks from 0 to
t. In particular, we assume U(c) = c1−σ

1−σ (CRRA preferences). Household
income yit(st) can depend on realizations of the idiosyncratic shock st
and aggregate income Yt according to:

yit(st) = γ
i
t(st, Yt). (3.8)
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Households can save and borrow in one-period risk-free bonds, bt, sub-
ject to a type-specific borrowing constraint −Bit(st, Yt). The household
budget constraint is thus given by:

ct + bt 6 y
i
t(st) + Rt−1bt−1 (3.9)

where Rt is the real interest rate on risk-free bonds.
The cross-sectional distribution of households across idiosyncratic

states and bond holdings is denotedΩ(s,b). The equilibrium definition is
standard, such that households optimize, markets clear and the evolution
of the cross-sectional distribution is generated from the optimal policy
choices of households and the stochastic process for st.

Cyclical Employment Risk

Our empirical findings in Section 3.4.1 illustrate that:

1. Conditional on staying employed, the cyclicality of earnings growth
is uniform across the distribution, and earnings growth is less cycli-
cal than aggregate earnings growth

2. Employment risk is countercyclical, and substantially more so at
the bottom of the distribution

We can implement the empirical findings in the model with the following
specification, following Werning (2015), but with type-specific counter-
cyclical employment risk. Households can be either employed (εit = 1)
or unemployed (εit = 0). Define the type-specific employment rate be
given as eit = Eεit. Aggregate earnings can thus be characterized by:

Yt =
∑
i∈I

µi
[
eitȳiY

ψi

t +
(
1− eit

)
y
i
Y
ψi

t

]
(3.10)

where we assume that household income follows aggregate income ac-
cording to yit(st) = ȳiY

ψi

t for the employed and according to yit(st) =
y
i
Y
ψi

t for the unemployed. The parameter ψi is the elasticity of income
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with respect to the aggregate, conditional on not changing employment
states. Employment by type evolves according to a type-specific separa-
tion rate δi(Yt) and job-finding rate fi(Yt):

eit =
(
1− δi(Yt)

(
1− fi(Yt)

))
eit−1 + f

i(Yt)
(
1− eit−1

)
(3.11)

where the timing is such that we allow for households that lose their job
to find one immediately within the period.

The dynamics of aggregate demand

In traditional macroeconomic models with a representative household or
complete markets, the dynamics of aggregate demand are characterised
by the dynamic optimality condition, or Euler equation, for aggregate
consumption. With incomplete markets and idiosyncratic risk, there is
typically no such condition. Fortunately, following Werning (2015), when
we consider the zero-liquidity limit of the economy, where there is no
asset trade in equilibrium, the individual optimality conditions can be
aggregated to a similar condition for aggregate consumption demand. In
particular, as originally discussed in Krusell et al. (2011), the Huggett
(1993) economy with the tightest borrowing limit (Bit(st, Yt) = 0 ∀t)
generates a well defined stochastic discount factor for the economy. The
agent that would most like to save is the one that prices the risk-free
bond. In our setting, it is clear that one of the employed agents will
price the bond (since unemployed agents have positive expected income
growth). The first-order condition for employed agents is given by:

U ′(ȳiYψ
i

t ) = βRtEt
[ (

1− δi(Yt+1)
(
1− fi(Yt+1)

))
U ′(ȳiYψ

i

t+1)︸ ︷︷ ︸
remains employed

(3.12)

+ δi(Yt+1)
(
1− fi(Yt+1)

)
U ′(yiYψ

i

t+1)︸ ︷︷ ︸
becomes unemployed

]
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The bond price is thus determined as:

1 = βRtmax
i∈I

Et

[(
1− δi(Yt+1)

(
1− fi(Yt+1)

))
U ′(ȳiYψ

i

t+1)

U ′(ȳiYψ
i

t )

+
δi(Yt+1)

(
1− fi(Yt+1)

)
U ′(yiYψ

i

t+1)

U ′(ȳiYψ
i

t )

]
(3.13)

Using the fact that U ′(c) = c−σ, and the in the aggregate Y = C, we
can characterize the equilibrium.

Proposition 3.1. In the economy we have the aggregate Euler relation:

Û ′(C) = β̂(C ′)REÛ ′(C ′) (3.14)

where Û ′(C) ≡ C−σψj, where j = argmax of the discount rate function
β̂, which is decreasing and given by:

β̂ ≡ βmax
i∈I

(
(1− δi(C ′) + δi(C ′)fi(C ′)) + δi(C ′)(1− fi(C ′))U ′(yi/ȳi)

)
Proof. Straightforward extension of Werning (2015) Proposition 4.

Equation (3.14) characterises the dynamic response of aggregate con-
sumption demand to shocks. First, as in standard representative-agent
models, the elasticity of intertermporal substitution governs the aggre-
gate response of consumption to unexpected, contemporary interest rate
movements. However, in contrast to the representative agent case, if
ψj < 1, the Euler relation implies that consumption is more elastic to
the interest rate under incomplete markets than when markets are com-
plete, as in Werning (2015). Effectively, the elasticity of intertemporal
substitution rises from 1

σ to 1
σψj

.
Second, the discount factor β̂ in (3.14) depends on the employment

risk and is thus time-varying. If the probability of staying employed is
pro-cyclical (as we show in Section 3.4.1), then the discount factor β(C)
is decreasing in aggregate consumption. As a result, contemporaneous
consumption responds more than one for one to changes in future con-
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sumption, implying that changes to future interest rates have a greater
effect than the current one on today’s consumption.

3.5.2 Quantification

Armed with the Euler Relation derived in the previous section, we now
aim to quantify the extent of amplification implied by incomplete mar-
kets in Germany, based on our empirical evidence. To do so requires es-
timates for: 1) the elasticity of earnings conditional on staying employed
by type ψi; 2) the ratio of the earnings of employed and unemployed by
type yi/ȳi; 3) functions for the separation rate as a function of aggre-
gate earnings by type δi(Y); and 4) functions for the job-finding rate as
a function of aggregate earnings by type fi(Y). We focus on two types
of households, i = L,H, corresponding to the top and bottom halves of
the permanent income distribution.

We can measure the ψi directly as the earnings beta for individuals
employed in t − 1 and t + 12 in Figure 3. The low earnings types have
ψL = 0.39 and the high earnings types ψH = 0.47 (see Table 3.2).
As evidenced in the previous section, the heterogeneity in sensitivity of
earnings conditional on being employed is not very large.

The ratio of earnings by type yi/ȳi is set to be equal to 0.6 to
match the replacement rate in Germany, both for low- and high-earnings
individuals.

Next, for δi(Y) and fi(Y) we log-linearize the functions, yielding

δi(Y) = di0 + d
i
1 (log(Y) − log(Yss)) (3.15)

fi(Y) = fi0 + f
i
1 (log(Y) − log(Yss)) (3.16)

The estimates for di0 and fi0 are based on the average separation rate
into non-employment and job-finding rate from non-employment over
the sample. The regression coefficients γq,E,U12 and γq,U,E

12 —the effect
of a one percent change in aggregate earnings induced by a monetary
surprise on the probability of going from E to U and E to E—identify
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di1 and fi1, respectively. The estimates are summarized in Table 3.2.
Using the estimated parameter values and Equation (3.13), the low-

type household is the one that prices the bond. As such, the effective
elasticity of intertemporal substitution in the Euler relation is given by
1
ψLσ

≈ 2.6× 1
σ , implying that consumption is more than twice as elastic

to interest rates as compared to a framework with complete markets
or a representative agent. Thus, incomplete markets generate substan-
tial amplification of the response of consumption to contemporaneous
interest rate changes.

In addition to the higher effective EIS, the presence of cyclical sep-
aration risk implies that the effective discount factor β̂ in the Euler
relation will be decreasing in aggregate earnings. Differentiating the log-
linearized expression in Proposition 1 and using C = Y yields:

∂β̂

∂C
=

[yL
ȳL

]−σψL
− 1

 (dL1 − dL0 f
L
1 − dL1 f

L
0 − 2dL1 fL1dC). (3.17)

Assuming a baseline EIS of 1/2 (σ = 2) yields ∂β̂∂C = −0.38. Future in-
creases in aggregate consumption induce more than a one-for-one move-
ment in aggregate consumption today. To first order, a one percent in-
crease in consumption in the next period would lead to a 1.4% increase
in consumption today. This provides a sufficient statistic for the extent
of demand amplification as a result of market incompleteness and het-
erogeneous incidence of cyclical earnings risk.

Table 3.2: Parameter values

(1) (2) (3)

Pooled Low Type High Type
MP effect on earnings of E to E (ψi) 0.44 0.39 0.47
MP effect on separations (di1) -0.59 -0.93 -0.32
Steady state separations (di0) 3.20% 4.86% 1.73%
MP effect on job-finding (fi1) 5.07 4.94 5.69
Steady state job-finding (fi0) 33.82% 32.66% 41.08%
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Pooled risk counterfactual

Past research (Auclert, 2019; Patterson et al., 2019) has focused mostly
on the unequal incidence of level earnings changes, but not on unequal
incidence of risk across the distribution. Our empirical findings highlight
that the incidence of earnings changes conditional on being employed are
homogeneous across the earnings distribution (0.39 for the bottom half,
0.47 for the top half, and a pooled estimate of 0.44). The unequal in-
cidence in earnings is driven by the unequal incidence of the risk of
moving out of employment. One way to highlight the importance of this
unequal incidence of risk is to compute the Euler relation from Proposi-
tion 1 based on pooled data (i.e., without heterogenous types based on
past earnings). The coefficients for that experiment are in Column 1 of
Table 3.2.

First, the effective increase in the EIS is lower in the pooled version
(increasing by a factor of 2.3 vs 2.6 in the heterogenous case). Second, the
derivative of the discount factor with respect to aggregate consumption
is about 30% smaller (∂β̂∂C = −0.28 as opposed to −0.38). Thus, ignor-
ing the unequal incidence of risk would imply significantly less demand
amplification to interest rates and future consumption.

3.6 Conclusion

In Germany, income risk from job loss and low job-finding rates, as
well as the effect of business cycles on individual income growth, all
decline strongly along the income distribution. The pattern is the same
in response to monetary policy surprises, which affect income growth as
well as separation and job finding rates substantially more at the bottom
of the earnings distribution. The sources of this co-movement also change
along the distribution: fluctuations in extensive risk—due to transitions
between labor market states that are associated with different income
levels—dominate for the earnings-poor. The role of extensive risk falls,
and that of intensive risk (in particular from pro-cyclical income growth
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in continued employment relationships) rises along the distribution, with
the two accounting for about equal shares at the top.

Using a general incomplete markets setting, we derived sufficient
statistics for demand amplification in the presence of incomplete mar-
kets and cyclical income risk. Based on our estimates from Germany,
the presence of incomplete markets implies that aggregate consumption
is more than twice as responsive to interest rates as would prevail un-
der complete markets. Further, contemporaneous consumption responds
significantly more than one to one to future movements in consumption.
Comparing our findings to a model with homogeneous risk across the
distribution reveals that the unequal incidence of risk significantly in-
creases the amplification induced by incomplete markets.

Our work suggests that the burgeoning HANK literature needs to
take seriously the documented heterogeneity in employment dynamics
across the income distribution, and that it should incorporate it explic-
itly into its analyses. Our findings also suggest that studying policies
that aim to reduce this heterogenous income risk can significantly re-
duce fluctuations. We leave the study and design of such policies for
future work.
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Appendix

3.A Micro Data

We use the Sample of Integrated Labor Market Biographies (SIAB) data.
The SIAB data is provided in the form of labor market spells, each at
most one year in duration, reporting the average daily wage during the
spell. We convert these spells into monthly observations and multiply
the daily wages by 30 in order to ascertain monthly earnings. If an
individual reports multiple simultaneous spells during a month, we keep
the spell that is classified as "Subject to social security without special
characteristics" (as classified in Table A4 of Ganzer et al. (2017)). If
one of the simultaneous spells implies non-employment, we keep that
spell and classify the individual as non-employed. We classify individuals
who earn less than the lower social security contribution limit as non-
employed. All non-employed workers are coded to have zero income.

We classify as unemployed those individuals who receive unemploy-
ment benefits (ALG). Because the definition and eligibility of these
benefits changed over time, we declare any individuals who are non-
employed but started their non-employment spell in unemployment as
unemployed for the whole duration of the non-employment spell. This
addresses in particular the shortening of unemployment benefit eligibil-
ity around 2005. All earnings are deflated into real earnings using the
monthly CPI index obtained from the OECD.

3.B Additional Results

3.B.1 Men and Women

In the main text, we sort individuals into quantiles based on their average
earnings between months t and t− 60 while conditioning on gender and
age. Here, we report the procyclicality of earnings for men and women
seperately. Figures 3.9 and 3.10 indicate that results are not different
for the two genders.
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Figure 3.8: Aggregate impulse responses
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Note: Panel a) plots the coefficient βh in Equation (3.2), scaled by a one-standard-
error contractionary monetary policy surprise, estimated on the whole sample. Panel
b) plots the coefficients γE,E

h for individuals who transition form employment to em-
ployment (s1 = s2 = E), again for the whole sample. The shaded area indicates 68
percent confidence bands.

Figure 3.9: Regression coefficients β12 for prime age men and women
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Note: The figure plots the coefficients βq12 in Equation (3.2) (scaled by an expan-
sionary monetary policy surprise consistent with a one-percent increase in aggregate
earnings), separately for prime-age men and women who shared the same ventile of
the permanent income distribution in period t−1. Income growth is computed as the
log-change in the average income of individuals who were in the same ventile at time
t − 1. Ventiles within gender are constructed based on average earnings during the
five years prior to t− 1. The shaded area indicates 68 percent confidence bands. The
sample period is 2000-2013.
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Figure 3.10: Regression coefficients γq12 - prime age men and women
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Note: The Left Panel plots the coefficients γq,E,E
12 in Equation (3.5) (scaled by an

expansionary monetary policy surprise consistent with a one-percent increase in ag-
gregate earnings, blue line), separately for prime-age men and women. It quantifies
the change in transition probabilities for the employed in t − 1 to employment in
period t+12 (E to E). The Right Panel plots the scaled coefficients γq,U,E

12 , separately
for prime-age men and women. Ventiles, by gender, are constructed based on average
earnings during the five years prior to t− 1. The sample period is 2000-2013.

3.B.2 Hand-to-Mouth status by decile

In addition to earnings and employment changes in response to monetary
policy surprises, it is important to know the distribution of marginal
propensities to consume in the economy Auclert (2019). Unfortunately,
the German SIAB database does not allow us to investigate this issue, as
it contains no information about assets or consumption. Hence, we turn
to the Household Finance and Consumption Survey (HFCS). In this
survey, households provide detailed information about their financial
situation, which we use, following Kaplan et al. (2018), to designate
each household as either living hand-to-mouth, or not.16 Kaplan et al.
(2018) show that this measure is highly correlated with a household’s
marginal propensity to consume.

As in our main analysis, we sort households into an income distri-
bution, but with two modifications. First, we sort individuals based on
their contemporary earnings, as opposed to a five year average and we

16We follow Almgren et al. (2019) and count savings accounts as liquid as opposed
to illiquid.



190 THE CURIOUS INCIDENCE OF MONETARY POLICY

sort individuals into deciles, as opposed to ventiles, because the sample
size is much smaller.

Figure 3.11 shows the results of this exercise. In the first and second
deciles, about 35 percent of all households are classified as living hand-
to-mouth. This share steeply falls as we move towards the top of the
contemporary income distribution, where slightly less than 10 percent
of households are hand-to-mouth.

Figure 3.11: Percent of Hand-to-Mouth households by decile
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Note: This figure shows the percentage of hand-to-mouth households, classified fol-
lowing Kaplan et al. (2018), across the contemporary earnings distribution. We utilize
data from the second wave of the Eurosystem Household Finance and Consumption
Survey (HFCS)
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4.1 Introduction

When children choose which occupation to pursue when they grow
up, they often follow in their parents’ footsteps. Sons of medical
doctors, for example, are disproportionately more likely than others to
become doctors themselves (Becker, 1959; Lentz and Laband, 1989).
The same holds true for a range of occupations, from farmers to
fishermen, bankers to businessmen. This tendency for intergenerational
continuity of occupation—or occupational inheritance—has long drawn
the attention of social scientists (Blau and Duncan, 1967).1 The
fundamental, yet still unanswered, question is what the consequences
of this phenomenon are for social mobility and the allocation of talent.

The implications of occupational persistence depend on its underly-
ing drivers. If parents select into occupations based on abilities that are
passed down to their children, persistence in occupations and inequal-
ity in incomes stem from differences in talents. If, contrastingly, sorting
is driven by exposure to, and information about, occupations, then in-
tergenerational persistence in occupations and incomes may reflect lost
opportunities and misallocation of talent.

In this paper, we study why jobs run in families and what the eco-
nomic consequences of this are. More specifically, we investigate whether
children choose to enter the same occupations as their parents due to
sorting on common skills, or if parents affect their children’s choices
through other means, possibly distorting the efficient allocation of tal-
ent in the economy. Using a machine-learning algorithm and unique
data on worker skills and personality traits, we measure occupational
skill requirements and how well workers match to occupations based on
their abilities.2 Then, we estimate a structural general equilibrium Roy

1An extensive literature in sociology has measured intergenerational mobility
across occupations and occupational status, see, e.g., Ganzeboom et al. (1991) for
a survey.

2Unfortunately, since our data on skills originate in tests done in association with
the Swedish military draft, which women were not subject to, most of our analysis is
limited to the study of men. However, as we document, women have, if anything, a
greater tendency to follow in the footstep of their parents, primarily their mothers.
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(1951) model of costly occupational choice, which incorporates the fact
that choosing a parent’s occupation can be less costly. Our central find-
ing is that once this influence of parental background is removed and all
workers have equal opportunities, the propensity of a son to follow in
the career footsteps of his father drops by half. However, the impact on
intergenerational mobility and aggregate productivity is small. Although
workers relocate to occupations in which they have a comparative ad-
vantage, earnings and skill demands in those occupations are similar to
those of their fathers’ occupations.

Most existing work analyses subgroups of the labor market, such as
inventors or entrepreneurs, studying the impact of exposure to occupa-
tions through parents (e.g., Bell et al., 2019), or the genetic inheritance
of abilities (e.g., Lindquist et al., 2015; Aghion et al., 2017), on the oc-
cupational choice of children. We take a different approach. We study
the whole range of occupations in the economy and ground our analysis
in unique data and direct measures of how well individuals’ skills match
every occupation.

We begin by empirically documenting the occupational choices of
children, and how they relate to their parents’ occupations. Using ad-
ministrative data on the population of Swedish men, we show that chil-
dren are disproportionately more likely to choose the same occupation
as their parents, compared to what hypothetical random choices would
predict. This holds true even in narrowly defined occupations and across
the whole spectrum of occupational categories.3 Furthermore, sons who
do not follow their parents into the same occupation often stay close to it,
i.e., within the same broad occupational classification. We demonstrate
that this persistence in occupations is a key driver of intergenerational
persistence of earnings. Within-occupation earnings differences are much
less important. Our findings add to a empirnical literature on the persis-
tence in occupational choices between parents and children (Carmichael,
2000; Constant and Zimmermann, 2003; Dal Bó et al., 2009; Hellerstein

3Our main sample is based on a classification of 91 occupations that is consistent
from 1960 until today.
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and Morrill, 2011; Long and Ferrie, 2013).
To study the implications of occupational following for the allocation

of talent and social mobility, we propose a general equilibrium model of
occupational choice. In the standard Roy (1951) model, individuals are
endowed with a range of talents, and occupations differ in their demands
for these talents; each individual then chooses the occupation where his
skills are most productive and, therefore, he obtains the highest income.
In contrast to the original Roy model, we introduce utility costs of en-
tering occupations and, moreover, explicitly account for the influence
of the fathers’ occupations on their sons’ occupational choices. Paternal
background in an occupation acts as an advantage—a cost “discount”—
when entering the same occupation. In addition, we incorporate similar
reductions in entry costs for individuals who enter the same broad oc-
cupational group as their fathers, accounting for the general tendencies
we measure in the data. These cost discounts make choosing a father’s
occupation more attractive, or, equivalently, less costly, compared to in-
dividuals with the same abilities but from a different background. How-
ever, cost reductions will only influence occupational choice if sons are
not already sorting into their fathers’ occupations based on common
comparative advantage. Our main experiment is the removal of these
cost reductions, which constitutes a large deviation from the baseline
economy. As a result, a model solved in general equilibrium, in which
prices can adjust in response to substantial changes in the occupational
composition, is important for evaluating the aggregate effects.

A crucial ingredient to our empirical analysis and model estimation
is data on individuals’ skills and the productivity of skills across occupa-
tions. Using detailed data on individuals’ cognitive abilities and person-
ality traits, we use a machine learning algorithm to construct measures
of skill-based earnings potential for all individuals in every occupation.
The data we use are scores from a range of tests and evaluations done
in association with the Swedish military draft. During our sample pe-
riod, almost all men completed the draft procedure at age 18 or 19.
These data include a vector of productive talents, four cognitive skills—
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inductive, verbal, spatial, and technical ability—and four non-cognitive
traits—social maturity, intensity, psychological energy, and emotional
stability—evaluated by trained psychologists (Mood et al., 2012). The
abilities and personality traits are measured before individuals enter the
labor market and can therefore not be directly influenced by the occu-
pations they pursue.

The key idea underlying our empirical approach is that each skill—
or, more generally, each combination of skills—is differently productive
in different occupations. We operationalize it by using a random-forest
algorithm that allows all possible combinations of skills to be produc-
tive in a given occupation. We train the algorithm on the earnings of
incumbents in each occupation and predict earnings for every potential
entrant.The idea underlying our approach is similar to that of Gibbons
and Waldman (2004) and Gathmann and Schönberg (2010), who as-
sume that workers are endowed with a productivity in each task and
then choose an occupation based on the tasks it requires. As first em-
phasized by Roy (1951) and later by Sattinger (1975), this leads workers
to sort into occupations based on comparative advantage. The tendency
of workers to sort into jobs based on skills has been documented in prior
work (e.g., Autor and Handel, 2013; Fredriksson et al., 2018). This im-
plies that the skills of incumbent workers can be used to measure the
skill requirements of each occupation, which is the empirical approach
we take in this paper.

Using the earnings predictions as inputs for our model, we calibrate
the entry costs, and their respective reductions, depending on a son’s
background, to match the patterns of occupational choice we measure
in the data. Our model is able to generate the strong intergenerational
persistence of occupations and, in addition, the same intergenerational
persistence in earnings we observe in the data. We find that the model-
implied entry costs are highly correlated with factors such as educational
and work experience requirements which vary across occupations. This is
in line with occupational entry costs representing investments in human
capital. The estimated cost discounts by paternal background may re-
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flect a wide range of factors, including unequal access to information and
education (e.g., medical doctors and lawyers (Lentz and Laband, 1989)),
experience and knowledge (e.g., farmers, lawyers, and entrepreneurs (La-
band and Lentz, 1983; Lentz and Laband, 1990; Laband and Lentz,
1992)), network and connections (e.g., corporate managers and politi-
cians (Dal Bó et al., 2009)), and family firms (e.g., pharmacists (Mocetti,
2016)). More generally, a related literature has attempted to explicitly
model channels through which parents affect the occupational choices
of their children. Becker and Tomes (1986) and Hellerstein and Morrill
(2011) model parents’ human capital investments into their children.
Lo Bello and Morchio (2021) model the impact of skills, contacts and
preferences. Finding suitable quasi-experimental variation in all factors
behind occupational following is challenging, if at all possible. In light
of this, the attractiveness of our approach is that the model we present
is able to account for the general phenomenon of occupational following
observed in the data, across all occupations, without explicitly measur-
ing or modeling the heterogeneous factors giving rise to it. The model
therefore allows us to study and quantify the aggregate implication of
intergenerational occupational persistence.

We use the model to conduct a counterfactual, in which we study
the consequences of leveling the playing field of occupational entry. That
is, we evaluate the impact of removing the heterogeneous entry-costs re-
ductions based on fathers’ occupations. This provides all workers who
share the same skills with the same opportunities, irrespective of their
parental background. The results are striking: close to 26 percent of in-
dividuals switch occupations; the overall tendency for sons to follow into
the occupation of their father falls from 8.6 to 3.5 percent, on average.
Occupational following decreases in almost all occupations. At first sight,
our results imply that patterns of occupational choice reflect substantial
misallocation, as a large share of workers move to different occupations
once occupational choice only depends on differences in abilities but not
on background.

Despite a substantial reallocation of workers across occupations,
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however, we only measure a modest increase in intergenerational
earnings mobility. The intergenerational correlation in income ranks
of fathers and sons decreases from about 0.245 to 0.217. The increase
in mobility is most prominent in the bottom quintile of the father’s
income distribution. This reduction roughly corresponds to a fifth of
the difference in income mobility between the US (Chetty et al., 2014)
and Canada (Corak and Heisz, 1999) or Denmark (Boserup et al.,
2013).

We demonstrate that the reason for this small effect on income mo-
bility is that although a large share of previous followers now choose
different occupations than their fathers, they instead select into occu-
pations with similar skill demands and incomes. For example, sons of
lawyers become computer programmers or engineers, and sons of ma-
chinery mechanics become carpenters or electricians. This reflects the
fact that when sons choose to follow their fathers, they are relatively
close to sorting into the occupation in which they enjoy a comparative
advantage.

At first sight, our results may seem surprising. Prior work has docu-
mented how differences in childhood environment and market frictions
lead to substantial misallocation of talent, measured in adult earnings
(Chetty et al., 2016; Chetty and Hendren, 2018; Nakamura et al., 2021),
‘lost Einsteins’ (Bell et al., 2019), and reduced economic growth (Murphy
et al., 1991; Hsieh et al., 2019). However our context is different com-
pared to this prior work. The Scandinavian welfare state, with tuition-
free education and social security, may allow for more equal access to
opportunities than other countries, such as the U.S.4 Still, there is a
strong correlation in education, occupation, and income of parents and
children. Our results suggest how much of this intergenerational income
persistence may stem from occupational sorting on inherited abilities,

4Focusing on men but not women may further lower the barriers of entry into
occupations in our setting due, e.g., to labor market discrimination. Unfortunately,
our analysis is restricted to men, due to availability of data on skills from the military
draft.
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possibly providing an upper bound on the potential impact of policies
aimed at equalizing opportunities.

Our results are consistent with prior work from similar settings, doc-
umenting selection on abilities into education and employment. Exploit-
ing a reform in compulsory schooling, Black et al. (2005) conclude that
high correlations in education of parents and children reflects selection
rather than causation. Kirkeboen et al. (2016) find, using admission cut-
offs and preferences of students, that choices of field of study are consis-
tent with individuals choosing fields in which they have a comparative
advantage. Fredriksson et al. (2018) study sorting of workers into jobs
on the Swedish labor market and document that selection is largely de-
termined by skills. When combined with prior work documenting strong
intergenerational correlation in both cognitive and non-cognitive skills
(e.g., Black et al., 2009; Grönqvist et al., 2017; Björklund and Jäntti,
2012), our results are broadly consistent with the conclusion that inter-
generational persistence in education, occupation, and income reflects,
at least to a large extent, transmission of abilities and sorting on skills.

This paper unfolds as follows. Section 4.2 describes the data we use.
Section 4.3 documents patterns of occupational choice, depending on
parental occupations. Section 4.4 introduces our structural model. Sec-
tion 4.5 presents the model’s calibration, including our earnings predic-
tions depending on skills. Section 4.6 presents the results for the baseline
model while section 4.7 presents the results for the counterfactual econ-
omy. Section 4.8 concludes the paper. Additional background material
is relegated to an appendix.

4.2 Data on Earnings and Occupations

At the core of our analysis lies the relationship between incomes and
occupations of children to incomes and occupations of parents. The data
that informs us about occupations and labor earnings extends back to
1960. We obtain all of our data from the Institute for Evaluation of
Labor Market and Education Policies (IFAU). For the period 1960-1990,
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we rely on data from the Swedish census (Folk- och bostadsräkningen),
which is conducted by Statistics Sweden in five year intervals during this
period. Respondents self-report their occupations and labor earnings,
but the earnings variable is checked against other income registries that
Statistics Sweden has access to. In the first two such surveys, in 1960 and
1965, no income data was collected, but information about occupations
exists.

Starting in year 1996, we complement this survey data with reg-
istry data on individuals’ occupations and labor earnings (Lönestruk-
turstatistiken). For individuals who work in the public sector, we have
yearly information on all relevant variables. For employees in the pri-
vate sector, we only have information about a subset of individuals each
year, since Statistics Sweden samples employers who provide informa-
tion about their employees each year. For our analysis, we utilize data
until 2013, when the occupational classification scheme changes drasti-
cally. This makes matching occupations between parents and children
more difficult. Similar changes have taken place throughout our sample
period (in Appendix 4.B.1, we go through the cases and explain how we
construct the crosswalks), but the change in 2013 is more profound, po-
tentially introducing considerable uncertainty into our analysis. Hence
we exclude data after it.

For each individual, we collapse their income and occupation into a
single value and a single occupational code, respectively. Hence, through-
out, we focus on “prime age occupation” and “prime age income”.5 For
children, the prime age occupation is defined as the modal 3-digit occu-
pation, i.e., the one observed in most years, between ages of 30 and 40.
If two or more occupations are observed an equal number of times, we
define the prime age occupation to be the last one in the age window.
Prime age income is an individual’s income while working in their prime
age occupation. For parents, the prime age variables are defined in the

5In most of our analysis, we focus on men, due to the data availability of mili-
tary test scores, which we discuss in Section 4.5.1. Since military service was only
compulsory for men, very few such scores are available for women.
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same way, with a higher age range of 45 − 55. This increases the num-
ber of father-son pairs in the dataset with information on occupations.
Finally, to link parents to their children, we use administrative data on
family linkages (Flergenerationsregistret).

Figure 4.1: Average earnings by occupation
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Note: This graph shows real average earnings, in 2013 SEK, by occupations in the
period 1996-1999. On the x-axis, occupations are ordered according to their 3-digit
code in the SSYK-96 classification system, the horizontal lines mark the borders of
1-digit occupational groups.

In the model analysis, we use father-son pairs for whom we have
information about both the father’s and the son’s prime age occupation
and earnings. Furthermore, we require information on the draft test
scores of the son. Lastly, we exclude occupations (and all individuals
within them) in which we observe earnings and test scores for fewer
than 1,000 sons, as our machine learning prediction is data intensive
(see Section 4.5.1). Therefore, we use information from 696,016 father-
son pairs in 91 different occupations.6

Figure 4.1 shows how average prime age earnings differ across the
6There are 113 three-digit occupations in the SSYK96 system; we exclude 22

"smaller" occupations from our main analysis.
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occupations in our main sample in the years 1996-1999. Average earnings
are lowest for helpers in restaurants and highest for directors and chief
executives, where the latter group earn almost four times as much as the
former. Across all occupations, weighted average earnings are 320,000
SEK, with a standard deviation of 130,000 SEK.

4.3 Persistence in Occupations

To get an understanding of how common it is for children to enter into
the same occupations as their parents, we compute the shares of sons
and daughters, who follow their fathers and mothers into the same 3-
digit occupation group.7 Figure 4.2 reports the results for each of the
four cases. Around 15 percent of women and twelve percent of men
inherit one of their parents’ occupations. Moreover, the figure reveals
that following is divided along gender lines: sons are about three times
as likely to follow their father as they are to follow their mother; similarly,
daughters are more than four times as likely to follow their mothers as
they are to follow their fathers.

4.3.1 Dynastic bias

This simple statistic, however, has a clear limitation: even if sons and
daughters made their occupational choices completely randomly, a cer-
tain fraction would, by coincidence, end up in the same occupation as
their parents. Hence, the measure in Figure 4.2 is mechanically influ-
enced by occupational sizes; in an economy with a few large occupa-
tions, following would be more common than in an economy with many
smaller occupations.

To get around this mechanical problem with the follower share, we
compute the dynastic bias measure proposed by Dal Bó et al. (2009). We
extend their calculation to the whole matrix of parent-child occupational

7Here, we report the statistics for the full sample. When we restrict the sample
for our analysis, the value for sons following their fathers decreases slightly to 8.6
percent.



204 IT RUNS IN THE FAMILY

Figure 4.2: Share of followers
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Note: This figure shows, for sons and daughters, respectively, the fractions who
choose same occupations as their mothers (red) and fathers (blue). The sample period
is 1970-2013. Occupations are prime age occupations (see text).

combinations, not just children choosing the same occupation as their
parents:

DBf,k =
sharef,k,child
sharef,parent

where f and k index the parent’s and child’s occupations, respectively.
The dynastic bias between occupations f and k, DBf,k, is defined by
the fraction of children in occupation k who have a parent in occupa-
tion f, sharef,k,child, relative to the fraction of parents in occupation
f, sharef,parent. Intuitively, if occupations were assigned to children
randomly, then the dynastic bias would be equal to one: the share of
children in occupation k with a parent in some occupation f would be
the same as the share of all parents in occupation f. If more children
are found in occupation k with their parents in occupation f than would
be expected under random assignment, the dynastic bias rises beyond
one and vice versa. In our main analysis, we focus on the occupational
choices of sons, due to data limitations for women.
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Figure 4.3 summarizes the dynastic biases across all possible combi-
nations, k and f, for fathers and sons.8 The y-axis represents the father’s
occupation, while the x-axis represents the son’s occupation. Each row
or column in the matrix is a specific three-digit occupational code in the
Swedish SSYK96 system, the vertical and horizontal lines partition the
space into one-digit occupational categories.9 The diagonal is clearly visi-

Figure 4.3: Dynastic bias across occupations
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Note: This figure shows the dynastic bias estimates across different occupations. The
y-axis displays the father’s occupation, the x-axis displays the son’s occupation. On
the x-axis, occupations are ordered according to their 3-digit code in the SSYK-96
classification system. The vertical and horizontal lines partition the space into 1-digit
occupational categories. For the computation of the dynastic bias, see the text. The
sample period is 1970-2013.

ble in the figure, implying that occupational following, i.e., sons choosing
the same occupation as their fathers, is very common; dynastic biases

8For the dynastic bias matrix for mothers and daughters, see Figure 4.18 in Ap-
pendix 4.A.

9For a list of occupational codes and descriptions, see Appendix 4.B.7
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are far in excess of unity here. The weighted (unweighted) average of
the dynastic bias along the diagonal is 6.04 (9.39), meaning that indi-
viduals with fathers in a given occupation are on average six times more
likely to enter that same occupation, compared to an economy in which
sons choose occupations at random. These findings are in line with the
findings of Dal Bó et al. (2009) in the US. Perhaps surprisingly, dynas-
tic biases for followers are high across the whole distribution, and not
concentrated in high- or low-paying occupations.10

Beyond the diagonal, there are clusters of dynastic bias. Especially
among professionals, which include high-paying white collar occupations
such as legal professionals, i.e., lawyers, and health professionals (except
nursing), i.e., medical doctors and pharmacists, there is high dynastic
bias outside of, but close to, the diagonal. This implies that, e.g., while
the children of health professionals are very likely to choose this occu-
pation themselves, they are also more likely to stay within the broader
occupational category than random assignment into occupations would
predict.

Zooming in, Figure 4.4 shows the dynastic biases for those sons born
to fathers who are health professionals, i.e., their row in the heatmap.
Dynastic bias is highest for sons who also become health professionals,
following their fathers into the same occupation. The bias then peters
out into both directions, reflecting the picture that was already apparent
from the heatmap: sons tend to follow into the same occupation, and if
not, into a similar one to their fathers. For sons of health professionals,
the bias is lowest in occupations with high occupational codes, i.e., the
blue collar occupations. The spike among service and sales occupations
is fashion and other modelling.

Zooming out, the heatmap appears to be split into four sectors: the
north-east and south-west corners show noticeably lower dynastic bi-
ases, while the south-east and north-west quadrants show noticeably
more. Occupations up to service and sales can mostly be characterised

10Figure 4.16 in Appendix 4.A plots a bar graph of the diagonal of the matrix in
Figure 4.3.
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Figure 4.4: Dynastic bias across occupations – health professionals

0 1 2 3 4 5 6 7 8 9
Son's Occupation

0

2

4

6

8

10

12

Dy
na

st
ic 

Bi
as

0 - Armed Forces
1 - Legislators, senior officials, managers
2 - Professionals
3 - Technicians & assoc. professionals
4 - Clerks

5 - Service & sales
6 - Agriculture & fishery
7 - Craft & related trades
8 - Plant & machine operators/assemblers
9 - Elementary occupations

Doctors

Note: This figure shows the dynastic biases on the y-axis for sons with fathers who
are health professionals (except nursing). The values are equivalent to those reported
in the associated row in Figure 4.3. On the x-axis, occupations are ordered according
to their 3-digit code in the SSYK-96 classification system, the horizontal lines mark
the borders of 1-digit occupational groups. For the computation of the dynastic bias,
see the text. The sample period is 1970-2013.



208 IT RUNS IN THE FAMILY

as white-collar, i.e., police officers, lawyers, doctors, teachers, etc; while
the occupations with one digit codes from six to nine are blue-collar
occupations, i.e., fishermen, painters and machine-operators. Sons are
more likely to stay within these broad occupation types than random
assignment would imply, and there is little movement across the two, as
signified by dynastic biases below unity.

This relative immobility in intergenerational occupational choice has
important implications for intergenerational earnings mobility more gen-
erally. Figure 4.5 plots the relationship between the fathers’ and the
sons’ prime income ranks, similar to Chetty et al. (2014). The rank-
ings are constructed within cohort-year cells. In our sample, the sons
of fathers with very low income ranks also rank relatively low in their
own income distribution, on average. The opposite is true for sons of fa-
thers in the top of the income distribution. Hence, the graph exhibits a
strong positive slope, implying that intergenerational mobility in prime
age earnings is somewhat limited in Sweden. The correlation between
father’s and son’s earnings is 0.243.

To understand the importance of occupational choices on earnings
mobility, we assign every son in our sample the average earnings of his
occupation. Thus, we control for intergenerational earnings mobility due
to sons performing particularly well within an occupation and isolate the
mobility driven only by their occupational choices. The red diamonds
in Figure 4.5 display the result of this exercise. The relationships be-
tween the fathers’ income ranks and the sons’ income ranks are almost
unchanged when restricting variation to across occupation differences.
Hence we conclude that the relationship between the fathers and sons
income ranks is primarily driven by occupational choices, and that earn-
ings differences within occupations have only small effects.

In summary, we have presented evidence that occupational choices of
children are strongly influenced by their parent’s occupations; and that
occupational choices are one of the main drivers behind intergenerational
earnings (im-)mobility. In the rest of the paper, therefore, we aim to
understand whether children adopting their parents’ occupations has a
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Figure 4.5: Rank-rank relation – actual and average earnings
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Note: The figure shows the relationship between son’s and their fathers’ income
ranks. Fathers are placed into 100 percentile bins. For each such bin, we calculate the
average income rank of sons, which is then plotted on the y-axis. Fathers and sons are
ranked within cohort-year cells. Navy-colored dots are based on observed earnings for
the sons. Red-colored diamonds plots the same relationship when sons are assigned
the average income in their occupation. The sample period is 1970-2013.

negative effect on allocative efficiency and mobility in the economy.
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4.4 Model

In this section, we construct a macroeconomic model that can replicate
the most important patterns of occupational following in the data. Indi-
viduals in the model choose their occupations, given their skills, subject
to different costs. These costs differ by occupation, but also, importantly,
depend on each individual’s parent’s occupation. We then use this model
to investigate a counterfactual in which following is less desirable and
document how this affects sorting, productivity, and intergenerational
earnings mobility.

At its core, our model is related to the one proposed by Roy (1951), in
which individuals self-select into occupations subject to expected earn-
ings, depending on their skills. Our model is static with only one period
in which decisions are made. All agents are born to a father in occupa-
tion f ∈ N and have a set of skills s = {s1, . . . , sQ}, where sq measures an
individual’s abilities in dimension q. We assume that there is a measure
Ms,n ∈ R+ of agents in each cell of the skill-occupation distribution.11

The timing is as follows: First, all agents choose their occupations
out of all available occupations n ∈ N. Then they produce according
to the production function of their occupation, which takes their skills
as inputs: xn = vn(s). They supply labor inelastically. We assume that
firms are perfectly competitive and pay workers their marginal products,
which gives the individual income yn(s) = Pnxn. In the last stage,
workers consume their incomes.

When a worker makes his occupational choice, his decision is influ-
enced by three forces. First, his choice of occupation implies a prospec-
tive income, which dictates how much he can consume of each good cn.
Second, we assume that each occupational choice is subject to a util-

11In the data, naturally, we observe a discrete number δs,n of individuals in a
skill-occupation cell, each of whom can only choose to work in a single occupation.
With the assumption of a measure Ms,n = δs,n in each cell, we are able to smooth
the problem, splitting each discrete worker into an infinity of workers. Shares of the
measure can then be assigned to different occupations. We discuss this further when
we introduce taste-shocks below.
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ity cost of size mfn. Note that the superscript f indicates that we allow
costs to depend on an individual’s father’s prime age occupation. In
the calibration, we use these costs to match prominent features of the
occupational transition matrix, between fathers and sons, in the data.
Lastly, utility is affected by a taste shock εn(i). These shocks have two
purposes: (i) they lead to individuals with the same skillset s and fa-
ther f to make different occupational choices, which helps us match the
empirical transition matrix and (ii) they convert the decision problem
from one of discrete choice to one in which agents are distributed across
multiple occupations, which is useful when calibrating the model. The
assumption of taste shocks is often used in spatial sorting models, see,
e.g., Diamond and Gaubert (2021).

During the consumption stage, agents derive consumption utility ac-
cording to the function g(c1, . . . , cN), where cn represents consumption
of goods produced by occupation n. They are subject to a budget con-
straint of the following form:

I1y1(s) + ...+ INyN(s) = yk(s) =
N∑
n=1

Pncn (4.1)

where Pn is the price of goods produced in occupation n. The left-hand
side of the equation represents the worker’s income, depending on his
occupational choice Ik.

At time zero, each individual with a father in occupation f takes
prices {Pn}

N
n=1 and entry costs across occupations {mfn}

n=N
n=1 as given

and solves the problem by backwards induction. First, he maximizes his
consumption utility g(·) subject to the budget constraint, given each
possible occupational choice k and their skill vector s. This yields the
indirect consumption utility function h(k, s) = (c?1(k, s), . . . , c?N(k, s)).
To find their optimal occupational choice, agents maximize their utility
u(f,k, s), subject to the cost vector they face and their individual taste
shocks. Next, we define the equilibrium in the economy just outlined.

Definition An equilibrium in this economy is a set of prices {Pn}Nn=1,
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such that, given costs {mfn}
n=N,f=N
n=1,f=1 ,

• Supply equals demand in all occupations n:

Cn = Xn ∀n

where Cn =

∫
cn(i) di, and Xn =

∫
i∈Γn

xn(i) di

where Γn is the set of workers who choose to enter occupation n.

• Workers optimize their consumption and occupational choices

• Firms maximize profits

4.5 Calibration

When estimating the model, we set the function g(·) to be a Cobb-
Douglas aggregator across all the goods produced by different occupa-
tions:

g(c1, ..., cN) =
∏
n

cαnn with
N∑
n=1

αn = 1 (4.2)

which gives the associated price index P =
∏
n

(
Pn
αn

)αn
. This formula-

tion is convenient, as it implies, combined with the budget constraint
above, that the optimal expenditure shares on each of the different prod-
ucts in the economy are governed by their respective α coefficients:

αn =
En

E
, ∀n ∈ N (4.3)

where En = PnCn and E =
∑N
n=1 En. Thus, the indirect utility function,

given an occupational choice k and prices, is a linear function of income
yk(s). We postulate that utility from consumption, costs associated with
occupational choice, and taste shocks, are additively separable. Hence
the total utility obtained by an individual with skills s and a father in
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occupation f who chooses occupation k is

u(f,k, s) = h(k, s) −mfk + εk(i) (4.4)

The taste shocks εk(i) are i.i.d. across workers and occupations. They
are distributed according to a Type I Extreme Value distribution with
parameter κ.12

As outlined in section 4.3.1, a striking feature in the data is the fact
that a disproportionately large fraction of individuals choose either the
same occupation as their fathers, or an occupation that is similar. To
account for this in the model, we let the costs {mfn}

n=N,f=N
n=1,f=1 vary with

the occupation of the father in the following way. First, all individuals
who enter occupation n pay an entry cost of bn. These costs are the
same for all sons, no matter which occupation their fathers hold. Ad-
ditionally, we assume that, depending on his father’s occupation, a son
enjoys reductions in occupational entry costs. These reductions are ad-
ditively separable and come in three stages: sons can (i) choose the same
occupational type (blue collar/white collar), (ii) choose the same broad
occupational category (one-digit occupational group) or (iii) choose to
follow their father into the same occupation. A son who chooses to be a
doctor and has a father working as a motor vehicle driver, therefore, en-
joys no reductions, facing only the entry cost vector bn. If his father was
a doctor, however, he would receive all three reductions. Intuitively, the
discounts capture multiple forces which may make employment in their
father’s occupation, or a similar occupation, more pleasant, convenient
or profitable: parents may facilitate better access to education (Lentz
and Laband, 1989), may pass on knowledge (Laband and Lentz, 1983;

12The PDF of the Type I EV distribution is c(ε) = κe−κεe−e
κε , and its CDF is

C(ε) = e−e
−κε . It can be shown that the mass of workers ψj who choose occupation

j is

ψj = Pr(argmaxn u(f,n, s) = j) (4.5)

=
eκu(f,j,s)∑
n e

κu(f,n,s) (4.6)
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Lentz and Laband, 1990; Laband and Lentz, 1992)), provide contacts
(Kramarz and Skans, 2014; Dal Bó et al., 2009), or simply bequest the
family business to their children (Mocetti, 2016).

Let Gn ∈ {1, 2} be the types of occupation n, i.e., white collar or
blue collar. Furthermore, let gn ∈ {0, ..., 9}, be the broad, one digit
occupational category of occupation n. The cost that an individual with
a father in occupation f has to pay to enter occupation n is then given
by

mfn = bn − IGf=GndGn − Igf=gndgn − If=ndn (4.7)

where dGn is the discount for individuals choosing the same type of
occupation as their father, dgn is the discount for individuals choosing
same broad occupational category as their father and dn is the discount
for individuals choosing the same occupation as their father. Note that,
in our case, there are two distinct dGn , one for white-collar and one for
blue-collar, ten distinct dgn , and 91 distinct dn.

4.5.1 Potential earnings across occupations

A central input into our model estimation are individuals’ skills and
their resulting productivities across occupations, i.e., yn(s). To make
this connection, we first interpret earnings as a measure of individual
productivity in a person’s prime age occupation.13 Moreover, without
loss of generality, we normalize all prices Pn = 1, which implies that
earnings within an occupation are equal to the number of units or ser-
vices produced: a legal professional who earns 500,000 SEK per year is
assumed to produce 500,000 units of legal services. The normalization

13For that to be true, we assume that all individuals work the same number of
hours in a given occupation. If hours differ systematically across occupations, this will
be absorbed in occupation fixed effects (see below). If individuals within the same
occupation worked different numbers of hours, depending on their real productivity,
our assumption would be problematic. Our model’s implications for aggregate output
would still hold true, but they could not easily be converted into implications for
productivity.
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has no effect on relative predicted earnings across individuals within
occupations.

To obtain earnings predictions based on skills, we train a machine
learning algorithm using a detailed measure of skills available from the
Swedish Military Archives, starting in 1969.14 During our sample pe-
riod, almost all men went through a draft procedure at age 18 or 19.
There, tests scored each candidate on eight dimensions, four cognitive
skills and four personality traits. The cognitive skills are (i) technical un-
derstanding, (ii) spatial ability, (iii) verbal comprehension, and (iv) in-
ductive skill. Trained psychologists interviewed the draftees to asses four
non-cognitive abilities: (i) emotional stability, (ii) psychological energy,
(iii) intensity, and (iv) social maturity. In both cases we use normalized
tests scores and restrict our sample to individuals with at least seven
test scores. As previous work has documented, the cognitive and non-
cognitive test scores are correlated, but contain independent information
about individuals abilities and traits (Fredriksson et al., 2018).

Using these measures of skills, we predict earnings and entry proba-
bilities for all individuals into every occupation. Our point of departure
is that both each individual skill (e.g., technical understanding) as well
as combination of skills (e.g., technical understanding and emotional sta-
bility) are differently productive in different occupations. This presump-
tion is similar to that of Gibbons and Waldman (2004) and Gathmann
and Schönberg (2010), who assume that workers are endowed with traits
that make them productive in different task and then choose an occupa-
tion based on the tasks it requires. Prior work has long predicted that
workers sort into occupations based on their skills (Roy, 1951; Sattinger,
1975) and documented this average tendency on the labor market (e.g
Fredriksson et al., 2018; Autor and Handel, 2013). This implies that the
skills of incumbent workers can be used to measure the skill requirements
of each occupation.15

14We obtain the data through IFAU.
15The nature of this exercise is similar to that in Fredriksson et al. (2018), who

use individuals’ skills to measure mismatch in jobs. They measure mismatch as the



216 IT RUNS IN THE FAMILY

Our approach is to train a machine learning algorithm on the combi-
nation of skills and earnings in each occupation and use this algorithm
to predict individual’s potential earnings in each occupation. We also
estimate an entry probability, which we use as a measure of occupa-
tional fit—or match quality—for each individual-occupation pair. For
our training and prediction, we use a random forest algorithm (Breiman,
2001), which constructs a multitude of decision trees along splits of skills
and predicts an outcome by aggregating over the predictions of the in-
dividual trees. The algorithm then minimizes the root mean squared
error (RMSE) between predictions and observed realizations for multi-
ple training samples. The usefulness of this method is its flexibility, as
skills are likely to be required in various degrees and interactions across
different occupations. In this sense, the random forest is superior to, e.g.,
a simple regression of individual earnings on skills, because that method
imposes linearity on the relationship and does not allow for exhaustive
possibilities of interactions of skills. In practice, we predict residualized
earnings in logarithms, that is, residuals from a regression on age, year
and occupation fixed effects. For the model analysis, we convert the
predicted residuals into values in SEK, using the estimated fixed effects,
normalizing earnings by time and age.16 Appendix 4.B.2 provides a more
detailed description of the estimation procedure.

Overall, we find that cognitive and non-cognitive skills have substan-
tial predictive power of earnings within occupations. Figure 4.20 in Ap-
pendix 4.A plots the histogram of R2 from the random-forest predictions,
by occupation, which average at 0.087. Figure 4.6 shows the relationship
between the earnings predictions obtained from our random-forest algo-

difference in an individual’s skills and the average skills of incumbents in his job.
They assume, and empirically document, that workers sort into jobs based on skills
of the incumbent workers in the job. In contrast, our approach is instead to estimate
potential earnings in each occupation based on a flexible combination of all skills
of incumbent workers in occupations, quantifying skill-based productivity in each
occupation.

16For comparability of earnings across individuals within occupation, we normalize
earnings to that at age 40 in a period, where we split our sample into six periods (two
every decade) when individuals are in their prime age.



CALIBRATION 217

rithm on the y-axis and actual earnings of incumbents on the x-axis, for
engineers (left panel) and motor vehicle drivers (right panel). In both
cases there is a positive relationship between actual and predicted in-
comes, which is also observed for the other occupations. This is a good
sign, implying that our approach is able to map skills to earnings.17

Figure 4.6: Actual and predicted earnings

-.0
6

-.0
4

-.0
2

0
.0

2
.0

4
.0

6

-.5 -.25 0 .25 .5
Actual income

Predicted income

(a) Engineers

.0
08

.0
1

.0
12

.0
14

.0
16

-.5 -.25 0 .25 .5
Actual income

Predicted income

(b) Motor vehicle drivers

Note: This figure shows actual and predicted earnings in two occupations, engineers
and motor vehicle drivers. That is, it plots actual earnings for incumbents in a given
occupation against their predicted earnings in that occupation using the random-
forest prediction procedure described in the main text. Each figure divides incumbents
into 100 equal sized bins and plots their averages.

Our prediction algorithm allows us to document the relative impor-
tance of each of the eight skills used in the prediction. Figure 4.7 plots
a measure of relative importance that is based on the contribution of
data-splitting along the dimension of each skill to the overall prediction
of income. The figure plots this measure for eight different occupations,
selected and ordered based on the relative importance of each skill. It
shows that occupations differ substantially in the relative importance of
skills, but also that a variety of skills are productive in each occupation.

17The range of predicted income residuals is considerably smaller than the range
of their empirical counterpart, implying that our predictions are far from perfect.
In the model, this introduces a bias which pushes the economy towards more inter-
generational mobility. In an extreme case in which individuals earnings predictions
were random, we would expect the rank-rank graphs produced by the model to be
flat. However, as the results in Section 4.6 indicate, this is not the case; the model’s
baseline results on intergenerational mobility are very close to the data.
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For life science professionals and engineers and computing professionals,
cognitive skills (four shades of blue) are by far the most important in
predicting earnings, contributing about 90 percent to the earnings pre-
diction. In contrast, for production and operations managers and finance
and sales associates, non-cognitive skills contribute about 60 percent.

Figure 4.7: Factor importance
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Note: This figure shows the relative importance of our eight skill measures in pre-
dicting incomes across occupations. The selected occupations are those in which each
of the eight skills contributes the most to the overall prediction of income (see text for
details). Occupations are ordered along the x-axis by cognitive (left) and non-cognitive
(right) skills. Relative importance measures the contribution of a split along a given
skill to the prediction. The sample period is 1970-2013.

In Appendix 4.B.3 we report results from supplementary analyses
aimed at further evaluating our skill-based measures of fit and produc-
tivity across occupations. Overall we find support for our approach. We
show, for example, that a measure of skill-distance between occupations,
constructed using our data, generates similar results to a measure of skill-
distance across occupations constructed using the O∗Net task-data for
occupations in the U.S. labor market (Macaluso et al., 2017). In addi-
tion, Appendix 4.B.5 documents that the relevant skills for occupations
in Sweden remain stable over time.
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4.5.2 Costs and discounts

Given the aforementioned earnings predictions, in the model, we jointly
calibrate the costs b = {bn}

N
n=1 and discounts d1 = {dGa}

2
a=1, d2 =

{dgv}
10
v=1, and d3 = {d3,n}

N
n=1 to match a set of data moments. First, we

target the shares of individuals in each of theN occupations. In the data,
we measure this share as the number of sons observed in occupation n
divided by the total number of all sons. These moments pin down the
entry costs, b. To calibrate the discounts d1, we target (i) the share of
individuals who have a father in a white collar occupation and choose
a white collar occupation, and (ii) the share who have a father in a
blue collar occupation and choose a blue collar occupation. Similarly,
for the discounts in d2, we target the shares of sons who choose an
occupation that is within the same broad group of occupations as the
father’s occupation. Lastly, for the discounts for following into the same
occupation as the father, d3, we, for each occupation, target the share
of sons who choose the same occupation as their father. We normalize
the entry costs into the armed forces, the following discount for white-
collar occupations and the follower discount children with a father in
the armed forces to zero.

The model is able to closely replicate our calibration targets: the
share of sons who have fathers in white (blue) collar occupations and
choose a white (blue) collar occupation themselves is 68.89 (61.06) per-
cent in the data and 68.84 (60.97) percent in the model. Furthermore,
the shares of sons who have an occupation in the same broad one-digit
group as their father is reported in Figure 4.17 in Appendix 4.A . Again,
the model’s moments are very close to those measured in the data.

Figure 4.8 shows the comparison between the other model and data
moments. The left panel displays the occupation shares in the model
and the data, which pin down the occupation entry costs in the model.
The largest difference between the two appears in the first digit 3 oc-
cupation, physical and engineering science technicians, where the model
over-predicts entry by 0.5 percentage points. On average, however, the
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difference between model results and targets, in absolute values, is close
to zero. The right panel of Figure 4.8 shows the share of sons who follow
their fathers, across all occupations. Here, too, the model comes very
close to matching the targeted moments.

Figure 4.8: Calibration results
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Note: The Left Panel shows the fraction of sons who choose each occupation. The
blue diamonds represent this fraction for the pooled dataset, the red circles report
results for the baseline model. The Right Panel shows, by occupation, the fraction
of fathers whose child follows them into the same occupation. The blue diamonds
represent this fraction for the pooled dataset, the red circles report results for the
baseline model. On the x-axis, occupations are ordered according to their 3-digit
code in the SSYK-96 classification system, the horizontal lines mark the borders of
1-digit occupational groups. The sample period is 1970-2013.

The model also does well along several other dimensions. It very
closely reproduces the rank-rank correlation between fathers and sons
previously shown in Figure 4.5. We show the model-generated relation-
ship in Figure 4.19 in Appendix 4.A. Since the targeted statistics only ac-
count for a small share of all occupational choices, and intergenerational
income mobility was not explicitly targeted, reproducing this graph is a
success of the model. Additionally, the model matches the occupational
choices of non-followers. Figure 4.9 shows the shares of children who
choose four different occupations, sorted by their fathers’ income ranks.
Importantly, followers, a fraction which was explicitly targeted in our
calibration, are excluded from these graphs. The data shows that indi-
viduals born to fathers at the top of the income distribution are close to
three times as likely to become health or legal professionals than sons
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born to fathers at the low end of the income distribution. Conversely, the
children of low-earning fathers are much more likely to choose to become
cleaners or mechanics than children of high-earning fathers. The model’s
results line up closely with the observed patterns in the data. The model
somewhat over-predicts the probability of sons to poorer fathers to be-
come health professionals, but matches up with the data along the other
dimensions.

Figure 4.9: Occupational choice by father’s income rank
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Note: These figures plot the shares of individuals who choose four different occupa-
tions, depending on their fathers’ income ranks. All figures exclude sons who choose
the same occupation as their father, i.e., occupational followers. The blue dots repre-
sent the shares in the data; the red diamonds represent the shares in the calibrated
baseline model. The Top Left Panel plots the share of sons who become health pro-
fessionals, the Top Right Panel plots the share of sons who choose to become legal
professionals, the Bottom Left Panel plots the share of sons who become helpers and
cleaners, the Bottom Right Panel plots the share of sons who become mechanics and
fitters. The sample period is 1970-2013.



222 IT RUNS IN THE FAMILY

4.6 Model Implied Entry Costs

The left panel of Figure 4.10 displays the model implied costs of en-
tering different occupations (blue), as well as the entry costs faced by
individuals who can choose to follow their parent into the same occu-
pation (red), i.e., each cost including all available discounts. We convert
the utility costs and discounts into their respective monetary values.18

Recall that we normalize the entry cost and the following discount for
the military professions (the leftmost occupation) to zero. The graph
shows strong heterogeneity in entry costs. Towards the low end of the
occupation spectrum, entry costs are high: becoming a director or chief
executive, according to our model, carries the highest utility cost: the
equivalent of more than 600,000SEK more than entering a military pro-
fession. However, moving up through the occupational codes, entry costs
fall below zero, relative to entry into military occupations. Our model
estimates imply that the lowest entry cost is associated with personal
care and related workers.

The model implied discounts are small. The biggest difference be-
tween the utility entry costs faced by outsiders (blue diamonds) and fol-
lowers (red circles) can be found in the first digit 9 occupation, helpers
and cleaners. For sons who have a father in this occupation, following
becomes very attractive. The same is true for pilots (the fourth digit 3
occupation) and directors and chief executives (the first digit 1 occupa-
tion). Anecdotally, this group of occupations makes clear that the dis-
counts potentially capture very different types of exposures: Drycleaning
businesses may be handed down from father to son, success as a chief
executive likely depends on contacts and connections, and there may be
significant informational frictions to becoming a pilot, which a father in
the same occupation can reduce.

To put the absolute value of the costs into perspective, the right panel
18Since, under the Cobb-Douglas assumption for g(·), utility is a linear function of

income, we can map the utility cost of choosing an occupation into income by dividing
it through

∏(
αn
Pn

)αn
.
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Figure 4.10: Model-implied costs
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Note: The Left Panel shows the model implied entry costs in SEK (blue diamonds)
and the costs for individuals following their father into the same occupation (red
circles), i.e., the entry costs including all discounts. The Right Panel displays the
earnings net of entry costs for everyone in the model, relative to military professionals
(blue diamonds, see text for details) and the average earnings net of entry costs for
individuals who choose each occupation, relative to military professionals (red circles).
On the x-axis, occupations are ordered according to their 3-digit code in the SSYK-
96 classification system, the horizontal lines mark the borders of 1-digit occupational
groups.

of Figure 4.10 shows how earnings are affected by the entry costs. The
blue diamonds display the average potential earnings in each occupation
n, net of the entry costs, for everyone in the economy, relative to earnings
in the military:

earnnocn =
earnn − costn

earn0
− 1

Hence, a value of -50 percent, as in the case for pilots (the fourth digit 3
occupation), implies that the average person in the economy would earn
50 percent less as a pilot than they would as a military professional (in
utility equivalents). According to this metric, entering as a director or
chief executive (first digit 1 occupation) appears to be the least attractive
choice. Individuals would have to give up almost all of their prospective
prime age earnings to enter the occupation.

However, when we focus on individuals who actually choose each oc-
cupation (red circles), earnings net of costs are much higher. Those who
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choose to enter as a CEO actually earn about thirty percent more, net
of entry costs, than they would as a military professional. This implies
that they possess a very particular set of skills fit for this occupation.
The same is true, albeit to a lesser extent, in all occupations: entrants’
predicted earnings, net of costs, are higher than average predicted earn-
ings.

4.6.1 Interpreting the cost vector

In order to get a better understanding of what the estimated cost vector
might be capturing, we relate it to time costs of entering an occupa-
tion. For this exercise, we utilize data from the Occupational Outlook
Handbook of 2020.19 In it, the BLS reports the typical education needed
for entry into an occupation, as well as the typical work experience in
related occupations (in years) that is required. Both of these measures
are proxies for the time cost, and, hence, the utility cost, required to en-
ter an occupation. For this reason, a positive correlation between these
statistics and the model implied costs will serve as an indication that the
model, together with our earnings predictions, can speak to occupational
choices and their implications.

The educational requirement is split into eight categories: no formal
educational credential, high school diploma or equivalent, some college
(no degree), postsecondary non-degree award, associate’s degree, Bach-
elor’s degree, Master’s degree and doctoral or professional degree. We
create a categorical variable that takes values 0 through 7 in the afore-
mentioned order. Work experience is reported in three categories: none,
less than five years and more than five years. Again, we assign categorical
values from zero to two to each category.20

Figure 4.11 shows a scatterplot relating the model-estimated entry
cost vector (relative to entry into the armed forces) to the educational

19Source: https://www.bls.gov/emp/tables/occupational-projections-and-
characteristics.htm

20We map these statistics into the Swedish SSYK96 classification, as outlined in
section 4.B.3.



MODEL IMPLIED ENTRY COSTS 225

Figure 4.11: Model cost and occupation entry requirements
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Note: The Left Panel plots the relationship between the entry costs estimated in the
model (x-axis) and the educational requirements (y-axis), for different occupations.
The educational requirement is coded as a categorical variable between 0 and 7 (see
text). The Right Panel plots the relationship between the entry costs estimated in
the model (x-axis) and the work experience in other occupations required for entry
into an occupation (y-axis). The work experience is coded as a categorical variable
between 0 and 2. Both educational and work experience requirements are obtained
from the BLS’ Occupational Outlook Handbook for 2020.

requirements (left panel) and work experience (right panel) necessary for
different occupations. In both cases, the costs estimated in our model
calibration are strongly positively related to the data.

Our calibration implies that the highest utility costs accrue to CEOs,
pilots, managers and medical professionals. All of these professions either
have high educational requirements (health professionals), or expect a
lot of work-experience (managers and CEOs).21

21Additionally, we consider the role of occupational prestige or amenities in affect-
ing the entry costs (Boar and Lashkari, 2021). In sociology, such prestige is often
measured by the so-called Treiman scale (Treiman, 1977). Unfortunately, this mea-
sure is highly correlated with educational requirements, making the inclusion of both
difficult, absent any identifying restrictions.
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4.7 Results

4.7.1 Levelling the playing field

For our main counterfactual, we quantify the impact of entry-cost dis-
counts, by setting them all to zero. This reduces a son’s utility of choos-
ing the same occupation as his father’s, increasing the relative attrac-
tiveness of all other occupations. We then solve the model again, holding
entry costs bn fixed and letting the prices Pn adjust to clear the market.

Figure 4.12: Following in the counterfactual economy
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Note: This figure shows, the fraction of fathers whose child follows them into the
same occupations, for each occupation. The blue diamonds represent this fraction for
the baseline model, the red circles report results for the counterfactual economy. On
the x-axis, occupations are ordered according to their 3-digit code in the SSYK-96
classification system, the horizontal lines mark the borders of 1-digit occupational
groups.

Figure 4.12 shows how this change affects the share of sons who fol-
low their father, out of all sons born into each occupation. The blue
diamonds plot this fraction for the baseline specification, reproducing
the values in the right-hand panel of Figure 4.8, which were targeted
in the model’s calibration. In the baseline, the average follower-share is
8.6 percent, albeit with considerable heterogeneity across occupations.
The red diamonds plot the follower-share when discounts are removed.
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The results are striking: following becomes much less likely in almost
all occupations. The probability drops to less than one percent in the
majority of cases. The largest change in the probability of following oc-
curs for crop and animal producers (the third digit 6 occupation), where
the share of followers drops from close to 15 percent to 1.5 percent. The
counterfactual model predicts similar percentage point changes for wood-
and metal-plant operators (the first and second digit 8 occupations). The
biggest percent change is predicted for nursing and midwifery profession-
als (the sixth digit 2 occupation), where following drops by 99.6 percent,
from 1.5 percent to almost 0.

The largest fall in 1-digit following occurs for professionals (digit 2)
(see the gray squares in Figure 4.17 in Appendix 4.A). In the baseline
model and the data, 42 percent of all sons born into this broad occupa-
tional category followed their father into the same category. After the
removal of the discounts, this number drops to 27 percent. The decrease
is similar for digit 6 occupations, agriculture and fishery workers, where
the one-digit following probability falls from 16 percent to 2 percent.

From Figures 4.12 and 4.17, we conclude that removing the discounts
for followers strongly affects sons’ occupational choices and pushes them
away from their fathers’ occupations. Next, we analyze how this affects
intergenerational persistence in earnings.

4.7.2 Intergenerational mobility

Given that sons are now less likely to follow their fathers into the same
occupations, a natural question is whether removing the entry cost dis-
counts increases earnings mobility in the economy. Figure 4.13 investi-
gates this question by plotting the income rank-rank relationship be-
tween sons and fathers for the baseline and the counterfactual. The
difference between the two is barely detectable, except at very low fa-
ther income ranks. The correlation in income ranks between fathers and
sons decreases from 0.245 to 0.217. The slope of the rank-rank graph is
only slightly flatter due to this. Mean income and the Gini coefficient
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for prime age labor earnings are unchanged.

Figure 4.13: Rank-rank relation – baseline and counterfactual
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Note: The figure shows the relationship between son’s and their fathers’ income
ranks. Fathers are placed into 100 percentile bins. For each income bin for fathers,
we calculate the average income rank of the sons, which is plotted on the y-axis.
Navy-colored dots are based on results from the baseline model and the red-colored
diamonds are based on the results from the counterfactual model.

This result may be surprising, given that we show that occupational
following is much less common in the counterfactual economy, and con-
sequentially, sons must be reallocating themselves across occupations.
Figure 4.14 shows how the occupational choice probabilities of children
with fathers in four different occupations change upon the removal of the
discounts. For clarity, the change in the probability of following, which
is most often negative and large, has been removed. The top left panel
indicates that children born to fathers who are health professionals (ex-
cept nurses) are 3 percentage points more likely to become finance and
sales associates in the counterfactual economy. They are also consider-
ably more likely to become physical and engineering science technicians.
Hence, those children who previously followed their parents reallocate
into occupations that promise similar earnings and require similar skills.
The same picture emerges when focusing on children born into legal
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professions (top right panel). Instead of following, these individuals now
choose to enter other skilled occupations, such as physical and engi-
neering science technicians or computing professionals. At the lower end
of the prime income distribution, we document the same phenomenon.
The bottom left panel shows the changes in the occupational choices of
children with fathers who are cleaners. They reallocate towards other,
but similar, blue-collar occupations. Lastly, the lower right panel shows
that sons with fathers who are machinery mechanics and fitters become
building frame and related trades workers, or crop and animal producers.

Beyond Figure 4.13, which is informative about the changes in ranked
earnings of sons, Figure 4.15 shows the percentage changes in sons’ real
earnings themselves, depending on the father’s income rank. To com-
pute the change in real earnings, we calculate each individual’s nominal
earnings in the baseline and counterfactual economies, respectively, and
divide them by their prices indices.22 Although the removal of parental
influence on occupational choices of children is a major intervention to
the baseline economy, the effect on earnings is small. The figure reveals
that, in the counterfactual economy, real earnings increase most at the
bottom of the distribution, where sons gain about two percent in terms
of their prime-age earnings. Until percentile 80, real earnings changes
are positive, but smaller; at the very top they become slightly negative.

One contributing factor to the small changes in real earnings is the
fact that, as outlined in Figure 4.14, children in the counterfactual econ-
omy choose occupations which are similar to the ones in the baseline
economy. Furthermore, as indicated in Figure 4.10, the entry cost re-
ductions necessary to match the follower shares in the data are rela-
tively small. The sum of all reductions “paid out” is around two percent
of aggregate earnings. This is indicative that sons, even without such
reductions, and with earnings only determined by skills, sort into occu-
pations similarly to what is observed in the data. Hence, the removal of
follower discounts affects earnings little.

22See Section 4.5
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Figure 4.14: Sorting in the counterfactual economy
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Note: This figure illustrates changes in the shares of sons that choose each of the 91
possible occupations. Each of the four panels focuses on one group of sons that all
have fathers in the same occupation. Panel (a): sons of health professionals (except
nursing). Panel (b): sons of legal professionals. Panel (c): sons of helpers and cleaners.
Panel (d): sons of machinery mechanics and fitters. The y-axis represents the change
in shares, in percentage points. On the x-axis, occupations are ordered according to
their 3-digit code in the SSYK-96 classification system, the horizontal lines mark the
borders of 1-digit occupational groups. In each panel, we exclude the change in the
share of sons who choose to follow into the same occupation as their fathers. This
change is almost always negative. In each panel, we highlight four occupations with
the capital letters A − D. The two occupations that are assigned letters A and B,
respectively, are the two occupations in which we see the largest positive changes in
shares. The two occupations that are assigned letters C and D, respectively, are the
two occupations in which we see the largest negative changes in shares, excluding the
occupation in question.
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Figure 4.15: Real Earnings – counterfactual vs baseline
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Note: This figure shows the average change in sons’ real earnings, between the base-
line model and the counterfactual, conditional on the income ranks of fathers. Fathers
are placed into 100 percentile bins. For each income bin for fathers, we calculate the
average earnings change for sons, which is plotted on the y-axis. Real earnings in the
counterfactual economy include price effects.
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4.8 Conclusion

A child’s economic success in adulthood is shaped by its parents in var-
ious ways. Inherited abilities and traits form an important foundation.
However, environment and upbringing likely play important roles in the
determination of the paths children take in their life. According to Old
Norse wisdom, presented in Njáls saga, “fostering makes the fourth part
of a man.”

In this paper, we shed light on whether parental influence on the
occupational choices of children leads to a misallocation of talent in the
economy. First, we document that, across the whole range of occupa-
tions, children are likely to grow up to pursue the same occupations as
their parents. Sons are about six times as likely to follow into their fa-
thers’ occupations as they would be if they were randomly assigned to
occupations. Second, we estimate a structural general equilibrium Roy
(1951) model that incorporates both heterogeneity in comparative ad-
vantage across workers due to their abilities and traits, as well as hetero-
geneous opportunities due to parental background. We find that in the
absence of paternal influence on occupational choices through reduced
entry cost, many sons choose to pursue a different occupation than their
fathers. Still, social mobility and productivity are only marginally af-
fected. These findings reflect the fact that while sons move to different
occupations, they choose occupations which are similar to their original
ones, in earnings potential and skill requirements. Hence, the impact of
parental influence on economic aggregates is small.

We emphasize that our results may not extent to all groups on the
labor market. For example, women have, for a long time, faced unequal
opportunities on the labor market, compared to men, due to unequal
access to education, discrimination, and social norms. This is likely to
have resulted in substantial misallocation of talent (Hsieh et al., 2019).
Unfortunately, due to data limitation on measures of abilities and traits
of women, which we obtain from tests associated with the military draft,
the current paper is limited to the study of men’s occupational choice.
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We hope to extend our focus in this direction in the future.
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4.A Additional Figures

Figure 4.16: Dynastic bias along the diagonal – occupational following
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Note: This figure shows a bar graph of dynastic bias for children following their
parents into the same occupation, i.e., f = k. The values are equivalent to those
on the diagonal of Figure 4.3. On the x-axis, occupations are ordered according to
their 3-digit code in the SSYK-96 classification system, the horizontal lines mark the
borders of 1-digit occupational groups.The sample period is 1970-2013.
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Figure 4.17: Single digit occupational following – baseline model and data
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Note: This figure shows the fraction of fathers whose child follows them into the same
broad occupational category, i.e., one-digit occupational classification. The blue dia-
monds represent this fraction for the pooled dataset, the red circles report the results
for the baseline model and the gray squares report the results from our counterfactual
exercise (see text). On the x-axis, occupations are ordered according to their 3-digit
code in the SSYK-96 classification system, the horizontal lines mark the borders of
1-digit occupational groups. The sample period is 1970-2013.
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Figure 4.18: Dynastic bias across occupations – mothers and daughters
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Note: This figure shows the dynastic bias estimates across different prime age occupa-
tions. The y-axis displays the mother’s occupation, the x-axis displays the daughter’s
occupation. Occupations are ordered according to their 3-digit code in the SSYK-96
classification system, the vertical and horizontal lines mark the borders of 1-digit oc-
cupational groups. For the definition of the dynastic bias, see the text. The sample
period is 1970-2013.
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Figure 4.19: Rank-rank relation – baseline and data
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Note: The figure shows the relationship between son’s and their fathers’ income
ranks. Fathers are placed into 100 percentile bins, conditional on cohort and prime
age year. For each income bin, we calculate the average income rank of the sons,
which is then plotted on the y-axis. Navy-colored dots are based on results from the
baseline model and the red-colored diamonds are based on empirical data.
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4.B Technical Appendix

4.B.1 Mapping Swedish occupational codes over time

The occupational codes in our dataset change over time. Before 1985,
occupations are coded according to a three digit code named YK80;
between 1985 and 1990, occupations are coded according to YK85, a
five digit coding; and after that, occupations are coded according to
SSYK96, a three digit coding. In order to facilitate our analysis, we
elect to convert all codings into the most current one, SSYK96, at the
three digit level.

We obtain a crosswalk between YK85 and SSYK96 from the
Swedish statistical office (SCB). Conveniently, the former maps into
the latter “m:1”, i.e., multiple YK85 occupations map into the same
SSYK96 occuption, but not vice versa.

The oldest occupational coding, YK80 also maps into SSYK96, but
that mapping is “1:m”, implying each of the older occupations maps into
multiple recent ones. We tackle this problem by assigning each of the
YK80 occupations exactly one SSYK96 counterpart, based on the high-
est overlap between the two. The tables describing crosswalks between
the different occupational codings, produced by the Swedish statistical
office, also indicate how many individuals assigned to occupation o in
YK80 are assigned to each occupation p in SSYK96. In order to isolate
a single SSYK96 occupation to which to assign each YK80 occupa-
tion, we pick the one to which most individuals are assigned, separately
for men and women. We believe that this creates a credible crosswalk
between the two codings. In almost 80 percent of all cases (for men),
more than 70 percent of all individuals in a YK80 occupation are coded
to one specific SSYK96 occupation and in 60 percent of all cases (for
men), more than 90 percent of all individuals in a YK80 occupation are
coded to one specific SSYK96 occupation.
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4.B.2 Predictions of probabilities of occupation entry and
occupation income

In our analysis, we use skills to predict how well individuals fit into any
given occupation they could choose from and what their potential earn-
ings would be in a given occupation. To this end we use a random forest
algorithm, which gives us flexibility to allow machine learning-driven se-
lection of skills to be included in the prediction and their interaction.23

Data preparation: As the prediction is carried out sequentially by
occupation (i.e. binomial as opposed to multinomial) we prepare two
data sets for each occupation. The first is the training data and the
second is the test data. In most cases the samples are the same, but in
cases where we impose sample restrictions, such as building the predic-
tion on the “best individuals” in each occupation we impose those on
the training data. The training data also has occupation-size weights
which are used in the prediction. For each occupation, the dataset then
has an indicator of whether individuals hold a given occupation or not
(the outcome variable).

Predicting probabilities: For each individual and each possible
occupation, we predict the probability that the individual takes up that
occupation based only on his skills. Training the algorithm on the incum-
bents in each occupation, this, therefore, measures how well individuals
fit into a given occupation. To account for the fact that occupations
vary a lot in size, which will influence how accurately we can predict
probabilities for small occupation, we use occupational-size weights in
the model estimation.

The prediction process is a Random Forest estimation with cross
validation (i.e. out-of-sample testing). The Random Forest algorithm is
standard, where the number of splits are penalized if they do not yield
a sufficient increase in prediction power. The cross-validation procedure
works as follows:

1. The dataset X is split into n subsamples, X1,X2...Xn.
23We use the XGBoost package in R.
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2. The XGBoost algorithm fits a boosted tree to a training dataset
comprising X1,X2, ...,Xn−1, while the last subsample, Xn is held
back as a validation (out-of-sample) dataset. The chosen evalu-
ation metrics (RMSE) are calculated for both the training and
validation dataset and retained.

3. One subsample in the training dataset is now swapped with the
validation subsample, so the training dataset now comprises
X1,X2...Xn−2,Xn, and the validation (out-of-sample) dataset is
now Xn−1. Once again, the algorithm fits a boosted tree to the
training data, calculates the evaluation metrics and so on.

4. This process repeats n times until every subsample has served both
as a part of the training set and as a validation set.

5. Now, another boosted tree is added and the process outlined in
steps 2-4 is repeated. This continues until the total number of
boosted trees being fitted to the training data is equal to the num-
ber of rounds (i.e., the forest size).

6. There are now n calculated evaluation scores for each round for
both the training sets and the validation sets. The prediction is
then based on the round that best satisfies the evaluation metric
(e.g., minimizes RMSE).

Based on this model, we then construct a predicted probability for
all individuals in the given occupation. This procedure is then carried
out for all occupations.

Predicting income: The procedure for predicting income is anal-
ogous to the procedure for predicting probabilities, except for the fact
that the prediction is linear as opposed to binary. The procedure is car-
ried out separately for each occupation, yielding, for each individual, a
predicted income in every occupation. The prediction is based on resid-
ualized income in logs. That is, we estimate the following regression:

ln(earni) = ρo + δc + γy + εi
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Figure 4.20: R2 across occupation-level predictions
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Note: This figure plots the distribution of R2 from random-forest predictions in each
occupation. Prediction is based on the eight cognitive and non-cognitive skills of
incumbents in each occupation. The sample period is 1970-2013.

where ρo, δc, and γy are, respectively occupation, birth cohort, and cal-
endar year fixed effects. Then we use our machine learning approach to
predict the earnings residuals across individuals and occupations. When
translating the earnings predictions into SEK, we add fixed effects from
the aforementioned regression. For comparability across the sample of
individuals, we normalize earnings within each occupation by age and
time, such that the reference age is 40 in a period. We split our sample
into six periods, two per decade.

4.B.3 O∗Net skill distance robustness

As a validation exercise for our ideal occupation predictions, we con-
struct measures of skill distance using them, which can be compared to
measures of skill distance calculated using different data.

Macaluso et al. (2017) estimate skill distance between two occupa-
tions using the O∗Net database. Based on surveys, this dataset contains
information on the average skillset of incumbents in each occupation,
summarized as a 52-dimensional vector. She constructs the distance be-
tween occupations as the Manhattan-distance between the two skill vec-
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tors in each occupation pair. First, following her approach, we construct
the same measure for our dataset, after mapping the O∗NET occupa-
tions into Swedish SSYK occuapations, as described in Section 4.B.3.

Second, to construct the skill distance between two occupations i
and j using our predictions, we do the following: Using our Random
Forest algorithm, we can ascertain, occupation-by-occupation, where an
individual ranks, in terms of skill fit, within an occupation. Using this
information, we calculate the Spearman correlation coefficient between
the rankings of individuals for every occupation pair i and j in our
dataset. If two occupations are more similar, we expect the fit-ranking
of individuals to be more similar.

Figure 4.21, for medical doctors, shows a clear negative relation-
ship between the skill distance estimated according to the O∗NET data
(Macaluso et al., 2017) on the x-axis and our measure of similarity on the
y-axis. This gives us some confidence that our random forest algorithm
is able to map skill sets into occupations faithfully.

Figure 4.22 plots the correlations between the different measures of
skill distance across all occupations.24 It is negative in almost all cases.
The two approaches seem most consistent for the occupations including
legislators and professionals, groups 1 and 2. Towards the blue collar
occupations, while still negative, the two measures correlate less clearly.

Mapping international occupational codes into Swedish ones

The O∗NET database classifies occupations according to an SOC code.
In order to map this into the Swedish SSYK96 system, we first map the
SOC2010 code into an ISCO-08 code, which can then be mapped into
SSYK2012, and finally into SSYK96.

The mapping between SOC2010 and the four-digit ISCO-08 classifi-
cation is many-to-many. To calculate an ISCO-08 occupation’s intensity
in each of the different 52 different skills contained in the ONet database,
we take the average of each of the skill measures across all SOC2010 oc-

24Note that the O∗NET database contains no information on military occupations.
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Figure 4.21: Skill distance and occupation similarity for health professions
(except nurses)
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Note: This figure shows the skill distance between health professionals and all other
occupations, constructed according to Macaluso et al. (2017), using O∗NET data, on
the x-axis and our measure of occupational similarity on the y-axis. The latter is the
outcome of ranking all individuals according to their predicted entry probabilities
(i.e., fit probabilities) in two different occupations and then calculating the Spearman
correlation coefficient between the two rankings.
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Figure 4.22: Occupational distance
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Note: This figure shows the correlation between two skill distance measures. The first
is constructed according to Macaluso et al. (2017), using O∗NET data, the second is
the outcome of ranking all individuals according to their predicted entry probabilities
in two different occupations and then calculating the Spearman correlation coefficient
between the two rankings. The y-axis in the figure shows the correlation between the
two measures. On the x-axis, ccupations are ordered according to their 3-digit code in
the SSYK-96 classification system, the vertical and horizontal lines mark the borders
of 1-digit occupational groups.
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cupations that map into it. For hypothetical ISCO occupation I1, we first
find all SOC occupations that are linked to it, e.g., hypothetical occupa-
tions S1 and S2. To calculate the “oral comprehension” intensity of the
I1 occupation, we take an average of the intensity in that skill across S1
and S2, weighted by the employment shares in S1 and S2.25 We proceed
the same way for all other skills, e.g., “written comprehension” etc; and
all other ISCO-08 occupations. Having done this, we obtain a dataframe
containing the skill intensity for each of the ISCO-08 occupations, and
all skills measured in the ONet database.

ISCO-08, in turn, maps into SSYK12 many-to-many. We use the
same approach as before. First, to each SSYK12 occupation, we match
all the ISCO-08 occupations that are linked to it. Then, we take the av-
erage over all the ISCO-08 occupations within each SSYK12 occupation,
by skill. Thus, we obtain a dataframe containing the skill intensity for
each of the SSYK12 occupations, and all skills measured in the ONET
database.

From SSYK12 we proceed as in step one: merging SSYK12 to
SSYK96 occupations and then obtaining average skill intensities for
each skill-occupation pair by taking weighted averages, by SSYK12
occupation size.

4.B.4 Followers compared to non-followers

Given the concentration of dynastic bias along the diagonal, we investi-
gate possible reasons for this phenomenon, trying to understand who the
followers are. A natural candidate for making following more attractive
is the father’s performance within his occupation. Sons who are born
to fathers who are particularly successful in a profession may feel more
attracted to it. To quantify this relationship, we run the following linear

25We obtain employment shares for all SOC occupations in 2014 from the BLS
https://www.bls.gov/oes/tables.htm
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probability model for each occupation separately:

followingi,n = αn + γnR
F
n + εi ∀i : fi = n (4.8)

where followingi,n is an indicator of whether individual i followed their
father into occupation n and RFn indicates the father’s income rank
within cohort-year, in occupation n. We run this regression for each
occupation n, separately. The coefficient γn indicates, for each occupa-
tion n ∈ N, how an increase in the father’s income rank influences the
probability of the son to follow into his footsteps.

Figure 4.23 plots the results for γn, for each occupation n ∈ N,
ordered by the average income in the father’s occupation in 1980 on the
x-axis. We plot significant and insignificant values in red circles and blue
diamonds, respectively. In most occupations, a higher income rank of the
father is related to a significantly higher probability of the son following
him into his occupation.26 A γn coefficient of 0.033, the coefficient on
RF in a pooled regression (with a standard error of 0.001), implies that
as a father’s income rank increases by ten (within his occupation), the
sons’ probability of following into the father’s occupation increases by 0.3
percentage points. This effect is relatively small, given that the average
following probability in our dataset is close to nine percent. The only
occupation for which the relationship is significantly negative is animal
producers.

Beyond the determinants of following, we can also investigate
whether followers do better in their respective occupations than
non-followers. There are several reasons why this may be the case, e.g.,
higher ability due to inherited traits, but also the fact that parental
help within an occupation may facilitate higher prime-age earnings.

26Beyond this regression analysis, we reestimated the dynastic bias statistics for
two subsamples: sons with fathers who are ranked above and below rank 50 within
their occupations. The results from that analysis are in line with the regression results
reported here.
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Figure 4.23: Impact of father’s income rank on following
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Note: This figure shows results from occupation-specific regressions, specified in
Equation (4.8). Each circle or dot represents a coefficient, γn, while the bands that
surround the point estimates represent 95% confidence intervals. Red circles: signif-
icant estimates; Blue diamonds: insignificant estimates. Occupations are ordered by
the average income in the father’s occupation in 1980 on the x-axis. The dashed
horizontal line represents the coefficient from a pooled regression.

Hence, we run the following regression:

RSn = an + χnfollowingi,n + εi ∀i : ki = n (4.9)

where followingi,n indicates whether an individual followed his father
into the same occupation, and RSn is the son’s income rank in occupation
n. We run this regression separately for each occupation n ∈ N.

Figure 4.24 reports the results, ordered by the average occupational
income in the sons’ occupations in the year 2000. As before, there is
no clear pattern; many of the estimates are insignificant and/or close
to zero. In a pooled regression, the coefficient on followingi is equal
to 2.4 (with a standard error of 0.11), implying that the income rank
of followers is, on average, higher by two. However, in some occupa-
tions, the average follower sits at a much higher income rank than a
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non-follower. The two occupations where this effect is most pronounced
are freight handlers (code 933) and safety and quality inspectors (code
315). Here, followers are ranked on average 20 ranks higher than non-
followers. Beyond an average occupational income of 400,000 SEK, the

Figure 4.24: Son’s income rank depending on following
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Note: This figure shows results from occupation-specific regressions, specified in
Equation (4.9). Each circle or dot represents a coefficient, χn, while the bands that
surround the point estimates represent 95% confidence intervals. Red circles: signif-
icant estimates; Blue diamonds: insignificant estimates. Occupations are ordered by
the average income in the son’s occupation in 2000 on the x-axis. The dashed hori-
zontal line represents the coefficient from a pooled regression.

effect is positive in most cases, on the order of magnitude of 10 ranks.
The occupations here are managers, doctors, business and legal profes-
sionals as well as architects.

4.B.5 Test scores over time

For our earnings predictions, we pool information about residualized
incomes and test scores across all years (see Appendix 4.B.2). Pooling
the data would be inappropriate if the "skill profiles" that are needed to
be well matched to an occupation changed considerably over time.
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In Figures 4.25 and 4.26, we graph the development of average cogni-
tive and non-congnitive scores, respectively, from 1985 until 2013, in the
four largest occupations in terms of employment. Although some trends
are visible, e.g., that spatial ability has decreased over time among build-
ing finishers, the average scores are remarkably stable. That average test
scores are stable within occupations across time is not unique to these
four occupations. For each occupation, we calculate average scores for
each of the eight respective tests, first for when we pool years 1985 and
1990, and then for years 2009-2013. We correlate the scores and find that
the correlation coefficients are 0.96, 0.97, 0.89 and 0.93, respectively, for
the cognitive tests, and 0.92, 0.84, 0.93 and 0.95, respectively, for the
non-cognitive tests. This gives us confidence that our predictions are
robust over time.
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Figure 4.25: Average cognitive test scores of incumbents over time
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Note: This figure shows the average cognitive test scores of incumbents in four dif-
ferent occupations, over time. The top left panel shows average scores in inductive
skills, the top right panel shows average scores in verbal comprehension, the bottom
left panel shows average scores in spatial ability and the bottom right panel shows av-
erage scores in technical understanding. All panels feature incumbents in computing
professionals (red), physical and engineering science technicians (green), finance and
sales associate professionals (brown) and building finishers and related trades workers
(yellow).
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Figure 4.26: Average non-cognitive test scores of incumbents over time
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Note: This figure shows the average non-cognitive test scores of incumbents in four
different occupations, over time. The top left panel shows average scores in emotional
stability, the top right panel shows average scores in intensity, the bottom left panel
shows average scores in psychological energy and the bottom right panel shows average
scores in social maturity. All panels feature incumbents in computing professionals
(red), physical and engineering science technicians (green), finance and sales associate
professionals (brown) and building finishers and related trades workers (yellow).
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4.B.6 The extensive margin

Our main analysis relies on what we extract as prime age occupation
and prime age income. These extractions are from the salary structure
statistics (Lönestrukturstatistiken), which is a survey and, hence, does
not include all firms and workers in any given year. Sampling is done
at the employer side and therefore all individuals in the survey are em-
ployed. Consequently, it is not possible to say anything about how the
extensive margin relates to background based on this data. Moreover, as
our analysis attaches a single prime age occupation to each individual
and focuses on occupational choice, it is not clear how to incorporate
the extensive margin in the analysis. We nevertheless complement the
picture by providing information about the extensive margin, using ad-
ministrative data that covers the full population (the so-called RAMS
data). We do not use RAMS for our main analysis because it does not
include information about occupations.

For the sons, we again focus on the age interval 30-40 years. We
can, for each individual, compute the fraction of times that we do not
observe an income. In a second step, this fraction can then be related to
the father’s income rank. We make one adjustment to the fractions. The
cohorts that we consider in this exercise are born between years 1950
and 1979. Since they are born in different years, they will be active in the
labor market at different points in time, and therefore, simply because
of timing, be more of less exposed to periods with high or low aggregate
unemployment rates. For example: the cohort that was born in year
1960 will be in the prime age bracket between years 1990-2000. During
many of those years, the unemployment rate in Sweden was unusually
high. For this reason, we subtract cohort fixed effects from the fractions.
Figure 4.27 shows the resulting relationship with the fathers’ income
ranks. It is clear that the relationship slopes down up until around the
85th income percentile, but then becomes strongly positive.
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Figure 4.27: Share of individuals with zero earnings
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Note: This figure shows the share of individuals between the ages 30 and 40 who do
not have an income observation. The fraction is adjusted for cohort fixed-effects. The
sample period is 1960-2013.
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4.B.7 List of occupations

Table 4.1: SSYK96 codes and their descriptions

SSYK96 code Description
011 Armed forces
121 Directors and chief executives
122 Production and operations managers
123 Other specialist managers
131 Managers of small enterprises
211 Physicists, chemists and related professionals
213 Computing professionals
214 Architects, engineers and related professionals
221 Life science professionals
222 Health professionals (except nursing)
223 Nursing and midwifery professionals
231 College, university and higher education teaching professionals
232 Secondary education teaching professionals
233 Primary education teaching professionals
235 Other teaching professionals
241 Business professionals
242 Legal professionals
243 Archivists, librarians and related information professionals
244 Social science and linguistic professionals (except social work professionals)
245 Writers and creative or performing artists
246 Religious professionals
247 Public service administrative professionals
248 Administrative professionals of special-interest organisations
249 Psychologists, social work and related professionals
311 Physical and engineering science technicians
312 Computer associate professionals
313 Optical and electronic equipment operators
314 Ship and aircraft controllers and technicians
315 Safety and quality inspectors
321 Agronomy and forestry technicians
322 Health associate professionals (except nursing)
323 Nursing associate professionals
331 Pre-primary education teaching associate professionals
332 Other teaching associate professionals
341 Finance and sales associate professionals
342 Business services agents and trade brokers
343 Administrative associate professionals
344 Customs, tax and related government associate professionals
345 Police officers and detectives
346 Social work associate professionals
347 Artistic, entertainment and sports associate professionals
412 Numerical clerks
413 Stores and transport clerks
415 Mail carriers and sorting clerks
419 Other office clerks
421 Cashiers, tellers and related clerks
422 Client information clerks
511 Travel attendants and related workers
512 Housekeeping and restaurant services workers
513 Personal care and related workers
514 Other personal services workers
515 Protective services workers
522 Shop and stall salespersons and demonstrators
611 Market gardeners and crop growers
612 Animal producers and related workers
613 Crop and animal producers
614 Forestry and related workers
711 Miners, shotfirers, stone cutters and carvers
712 Building frame and related trades workers
713 Building finishers and related trades workers
714 Painters, building structure cleaners and related trades workers
721 Metal moulders, welders, sheet-metal workers, structural-metal preparers and related trades workers
722 Blacksmiths, tool-makers and related trades workers
723 Machinery mechanics and fitters
724 Electrical and electronic equipment mechanics and fitters
731 Precision workers in metal and related materials
734 Craft printing and related trades workers
741 Food processing and related trades workers
812 Metal-processing-plant operators
814 Wood-processing- and paper-making-plant operators
815 Chemical-processing-plant operators
816 Power-production and related plant operators
821 Metal- and mineral-products machine operators
822 Chemical-products machine operators
823 Rubber- and plastic-products machine operators
824 Wood-products machine operators
825 Printing- binding- and paper-products machine operators
826 Textile-, fur-, and leather-products machine operators
827 Food and related products machine operators
828 Assemblers
829 Other machine operators and assemblers
831 Locomotive-engine drivers and related workers
832 Motor-vehicle drivers
833 Agricultural and other mobile-plant operators
912 Helpers and cleaners
913 Helpers in restaurants
914 Doorkeepers, newspaper and package deliverers and related workers
915 Garbage collectors and related workers
919 Other sales and services elementary occupations
932 Manufacturing labourers
933 Transport labourers and freight handlers
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4.B.8 Computational appendix

Calibration of the baseline economy

As described in Section 4.5.2, the baseline economy is calibrated to
match data moments related to occupational choices. Costs and dis-
counts are estimated jointly, as each of them affects all model moments.
When we estimate the model, we do so in monetary terms, not in utility
terms:

Pu = Ek − Pmk (4.10)

= Ek − bk (4.11)

where P is the aggregate price index in the economy, which is P = 1
in the baseline economy, and Ek is total expenditure, i.e., total income.
The value Ek − bk is the monetary equivalent of a worker’s utility in
occupation k, net of entry costs.

We find initial guesses for our solution method as follows:

1) We consider entry costs only and target the share of sons in differ-
ent occupations. The entry cost into military occupations is forced
to be zero. Once we find an entry cost vector that yields shares
that closely align with the corresponding data moments, we stop
and store the vector as b0,1.

2) Next, we target the shares of sons who choose the same occupa-
tional type (blue collar/white collar) as their fathers, taking b0,1 as
given. We iterate until we find that the model moments are close to
their corresponding data moments. Call the resulting vector d0,11 .
We normalize the discount for choosing a white-collar occupation
to zero. This requires adjustments to the blue collar discounts and
the entry cost vector, in order to keep incentives the same. Label
the adjusted vectors b0 and d01, respectively.

3) In the next step, we take take b0 and d01 as given and search for a
vector of one-digit following discounts that brings the model close
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to the data. Once the model matches the data in this dimension,
we store the resulting vector and call it d02.

4) Last, we find a first guess for the set of follower discounts, holding
all other discounts and costs fixed. We call this vector d03. We force
the follower discount into armed forces to zero.

Next, we iterate on all costs and discounts simultaneously, starting with
the initial guesses obtained according to the above procedure, until the
model moments match the data moments.

At different stages during the previously described process, we grad-
ually increase the size of κ, which governs the size of the taste shocks.
A smaller value implies larger taste shocks, and as κ→∞ we approach
the discrete choice model. To decrease computational time, we find that
solving the model for subsamples of father-son pairs, storing the result-
ing cost and discount vectors, and then using these as initial guesses in
the next step in which we increase the sample size, is efficient. How-
ever, while smaller samples speed up each iteration, smaller samples
also makes it necessary to introduce greater taste shocks for the model
to hit the targeted data moments. Our strategy is to start with smaller
subsamples and lower values of κ and then gradually increase κ as the
sample sizes increase. In the end, all our results are based on the full
sample and a value for κ = 130. This is the largest value for κ that still
allows us to match the data. This procedure for speeding up the process
is, however, not used in steps 2) and 3), as these vectors only contain 2
and 10 elements, respectively.

Counterfactual

In the counterfactual economy, we remove all discounts related to oc-
cupational following, but keep the expenditure shares fixed, according
to the Cobb-Douglas aggregator. To clear product markets, all prices
{Pn}

N
n=1 adjust. For the baseline economy, we assumed that Pn = 1

∀n. As mentioned in Section 4.5.1, this normalization has no effect on
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relative predicted earnings across individuals within occupations, which
is what matters for the results in the baseline economy. To find a new
price vector {Pcn}Nn=1, given the entry costs b0, estimated productivities
xn = vn(s), and expenditure shares {αn}Nn=1, we iterate on the price vec-
tor until the expenditure shares converge to the data values. Note that
we keep the utility costs fixed, but due to changing prices, we adjust
Pmk = bk in every iteration.



Sammanfattning

Den här avhandlingen består av fyra fristående kapitel. Varje kapitel
fokuserar på en separat ekonomisk fråga, men de är fortfarande nära
relaterade. Kapitel 1 och 3 undersöker tillväxttakten i arbetsinkomster
utmed inkomstfördelningen, kapitel 2 och 3 hanterar frågor relaterade
till penningpolitik, men alla fyra kapitlen är brett relaterade till ojäm-
likheter i makroekonomin. Genomgående i avhandlingen utför jag em-
pirisk forskning och presenterar teoretiska modeller som kan tillhan-
dahålla kvantitativa svar på viktiga frågor. I det följande presenterar
jag varje kapitel mer i detalj.

Inkomstökningarnas cykliskhet utmed fördelningen – or-
saker och konsekvenser

I det första kapitlet i denna avhandling studerar jag hur högkonjunk-
turer och lågkonjunkturer påverkar människors arbetsinkomster. Fluk-
tuationer i arbetsinkomsterna är enligt min mening ett av de större
orosmomenten som människor upplever under sina arbetsliv, då de ut-
gör merparten av de flesta människors inkomster, eller i vissa fall är den
enda inkomstkällan. Sålunda kan en bättre förståelse för dessa fluktua-
tioner hjälpa till att bättre vägleda politiker när de utformar stabiliser-
ingspolitik (såsom sociala skyddsnät), vilket i sin tur generellt kan göra
ekonomier mer motståndskraftiga.

Min utgångspunkt i detta projekt är forskning som utförts av
Fatih Guvenen och medförfattare, som visar, för USA, att en minskad
ekonomisk aktivitet påverkar de fattigas inkomstökningar betydligt
mer än de rikas inkomstökningar. När ekonomin i USA krymper,
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minskar inkomstökningen längst ner i inkomstfördelningen avsevärt,
medan inkomsterna högst upp i inkomstfördelningen till största delen
påverkas mycket lite av sådana förändringar. I högkonjunkturer är
mönstret liknande: inkomsterna längst ner ökar medan inkomsterna
högst upp rör sig väsentligt mindre.

I Inkomstökningarnas cykliskhet utmed fördelningen – orsaker och
konsekvenser (The Cyclicality of Earnings Growth Along the Distribu-
tion: Causes and Consequences), sprider jag ljus över ursprunget till
denna heterogenitet och försöker förstå vad beslutsfattare kan göra för
att mildra den. Jag ger tre bidrag till denna litteratur. Först, genom att
använda administrativa data från Tyskland för mer än en miljon arbet-
stagare, visar jag att 80 procent av skillnaden i samvariationen mellan
inkomstökningar och konjunkturcykeln, mellan de rika och de fattiga,
kan förklaras av i vilken utsträckning människor lämnar arbetslösheten
genom att finna arbete. Om jag utesluter personer som hittar ett jobb
från min analys, är procykliskheten i inkomstökningen, dvs hur kraftigt
inkomster samvarierar med konjunkturcykeln, nästan densamma över
hela inkomstfördelningen. Skälet till detta fenomen är följande: I högkon-
junkturer drar arbetsmarknaden till sig arbetslösa personer, eftersom
många företag anställer nya arbetstagare. Sannolikheten att hitta ett
arbete när man är arbetslös ökar därför. Avgörande är emellertid att ar-
betslöshet är betydligt vanligare bland de fattiga. Av detta skäl har det
faktum att de dras in i arbetskraften en stark positiv effekt på gruppens
genomsnittliga lönetillväxt. Kanske något förvånande verkar ändringar
i inkomsterna för de som förlorar sitt arbete inte driva någon större del
av skillnaderna i samvariationen i inkomsterna över konjunkturcykeln.
Detta kan bero på att Tyskland har ett ganska starkt skydd mot avsked
för arbetstagare.

Mitt andra bidrag till litteraturen är att jag bygger en
makroekonomisk modell som kan generera de mönster som jag
blottlägger i data. Jag utvidgar en konjunkturcykelmodell med
heterogena agenter genom att inkludera arbetsmarknadsfriktioner och
ofullständiga marknader. Agenterna i modellen skiljer sig åt när det
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gäller produktivitet, deras besparingar och deras löner, och de gör två
val i varje period: (i) hur stor del av sin inkomst de ska spara och
hur mycket de ska konsumera och (ii) vart de ska leta efter arbete.
I modellen kan agenterna välja att söka på arbetsmarknader som
erbjuder dem höga löner men där sannolikheten att hitta ett jobb är
låg. Alternativt kan de välja att leta efter låga löner och hitta ett jobb
snabbare. Denna avvägning är avgörande för att förstå de asymmetrier
jag finner i data. Aktörer med låg produktivitet söker efter jobb som
de har en ganska låg sannolikhet att få, eftersom ersättningen som de
får i arbetslöshet är relativt hög. Motsatsen gäller för högproduktiva
agenter. Dessa krafter genererar mer arbetslöshet i den nedre delen av
inkomstfördelningen. Samtidigt ökar och minskar sannolikheten att
hitta jobb i modellen med konjunkturcykeln, precis som i data, då
företag vill anställa fler arbetstagare i högkonjunkturer och färre i
lågkonjunkturer. Sammantaget gör dessa två krafter inkomstökningen
mer procyklisk längst ner i inkomstfördelningen, vilket stämmer
överens med mina empiriska fynd.

Mitt tredje bidrag innefattar att utvärdera två policyexperiment som
kan mildra skillnaderna i hur mycket inkomstökningar samvarierar med
konjunkturcykeln, över inkomstfördelningen. Det första experimentet
är en anställningssubvention för företag som ger dem incitament att
anställa fler arbetstagare i lågkonjunkturer, och färre i högkonjunkturer.
Jag visar att denna politik har potentialen att öka välfärden i min mod-
ell. Det andra experimentet är införandet av en så kallad medborgarlön
(Universal Basic Income (UBI)) i stället för arbetslöshetsförsäkringssys-
temet. I ett sådant system erhåller varje aktör i samhället en viss ovil-
lkorad överföring varje period. Jag visar att en sådan politik avsevärt
minskar välfärden. Givet en viss mängd offentliga utgifter, betalar en
UBI mycket pengar till människor som drar liten nytta av den; ett ar-
betslöshetssystem är mer riktat och ger därmed, till samma pris, mer
försäkring. För att generera båda dessa resultat, är det nödvändigt att
arbetstagarna tillåts reagera på den förda politiken.

Penningpolitik och likviditetsbegränsningar – bevis från eu-
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roområdet
När en centralbank ändrar sina räntor, vilka är effekterna på

ekonomin i stort? Hur kommer inflationen och produktionen att
bete sig under de kommande månaderna? Dessa är gamla frågor
inom nationalekonomi, vilka har genererat ett eget forskningsområde:
penningpolitik. Att förstå de kanaler genom vilka en centralbanks
agerande får effekter på ekonomin är viktigt, då det gör det möjligt
för dem att föra en bättre politik och potentiellt tämja inflationen och
konjunkturcyklerna. Relativt nyligen så har forskare inom området
penningpolitik börjat fokusera på att förstå vikten av ojämlikhet i
samhället. Hur påverkar till exempel en större förmögenhetsojämlikhet
penningpolitikens effektivitet? Om fler människor i ett land lever från
löneutbetalning till löneutbetalning, får samma räntejusteringar mer
eller mindre effekt?

I Penningpolitik och likviditetsbegränsningar – bevis från euroom-
rådet (Monetary Policy and Liquidity Constraints: Evidence from the
Euro Area), försöker jag besvara exakt denna fråga, tillsammans med
mina medförfattare Mattias Almgren, Jóse-Elías Gallegos och Ricardo
Lima. Den övning vi utför är den följande: som ett första steg, för varje
land, skattar vi hur mycket en ränteförändring av ECB påverkar landets
produktion över tiden. Sedan, i det andra steget, så kontrollerar vi hu-
ruvida styrkan i gensvaren är relaterad till den andel av hushåll i landet
som lever ”ur hand till mun” (HtM). Dessa är hushåll som konsumerar
hela sin inkomst varje månad och, följaktligen, sparar väldigt lite för
sämre tider. De är ”likviditetsbegränsade”, eftersom de inte har de nöd-
vändiga likvida besparingarna för att skapa en buffert mot oväntade
förändringar i sina inkomster.

Euroområdet är optimalt för denna forskningsfråga av två skäl. För
det första skiljer sig HtM-andelarna en hel del mellan de olika medlem-
sländerna. En sådan variation är användbar för våra syften. För det an-
dra har länderna i euroområdet exponerats mot samma penningpolitik
under de två senaste årtiondena. Om detta inte vore fallet, dvs om varje
land hade sin egen självständiga centralbank, skulle vi behöva justera
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för dessa skillnader i vår analys, vilket kan vara svårt.
Vi visar att effekten på produktionen, av en gemensam penningpoli-

tisk chock, skiljer sig avsevärt länder emellan. Effekten på produktionen
i Portugal är till exempel två gånger så stor som den är på produk-
tionen i Frankrike. Korrelationen är stark när vi relaterar storleken på
dessa effekter till andelen HtM hushåll. Vi visar att våra resultat står sig
även med andra mått på likviditetsbegränsningar eller när vi använder
alternativa sätt för att kvantifiera effekten av penningpolitik.

Dessa resultat tyder på att centralbankerna bör vara medvetna om
skillnaderna i hushållens balansräkningar emellan länder och ta med
dessa i beräkningen när man beslutar hur penningpolitiken ska utformas.
Annars kan det faktum att länderna inom en valutaunion kan påverkas
olika av samma chock få deras ekonomier att utvecklas i olika riktning.

Den besynnerliga händelsen av chocker utmed
inkomstfördelningen

Medan föregående uppsats ställer frågan hur skillnader i förmögen-
hetsfördelningen påverkar hur effektiv penningpolitiken är, fokuserar
det tredje kapitlet i min avhandling på det omvända förhållandet: hur
påverkar en förändring i penningpolitiken fördelningen av individer i
samhället? Vem vinner mest på en kraftig minskning av räntan och vem
påverkas minst?

Dessa frågor är av särskild betydelse vad gäller Tyskland, där en
hel del expertis har fokuserat på effekterna av låga räntor på sparare.
I Den besynnerliga händelsen av chocker utmed inkomstfördelningen
(The Curious Incidence of Monetary Policy Across the Income Distribu-
tion), dokumenterar vi, Tobias Broer, Kurt Mitman och jag, i stället hur
penningpolitiken påverkar arbetsinkomsterna. Vi visar att tillväxttakten
i arbetsinkomster för individer längst ner i inkomstfördelningen ökar
avsevärt efter en expansiv penningpolitisk chock, medan arbetsinkom-
sterna i toppen reagerar mindre. Sålunda minskar sådana chocker inkom-
stojämlikheten i samhället.

Vi blickar bortom inkomsterna och dokumenterar hur penningpoli-
tiken påverkar sannolikheterna för olika grupper av individer, beroende
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på deras plats i inkomstfördelningen, att förflyttas från ha ett arbete till
att vara arbetslös, och vice versa. En expansiv penningpolitik leder till en
betydande minskning i sannolikheten att fattiga förlorar sina jobb. San-
nolikheten för förflyttningar för de rika påverkas mycket lite. Samtidigt
ökar sannolikheten att hitta ett jobb över hela fördelningen, liknande de
effekter som dokumenterats i kapitel 1.

Slutligen, till följd av den höga kvaliteten på det dataset vi använ-
der, kan vi undersöka hur mer långsiktiga arbetsmarknadsutsikter för
de som nyligen blivit arbetslösa påverkas av penningpolitiken. Återigen
avslöjar denna analys att individer med lägre inkomster gagnas mest
av expansiva penningpolitiska åtgärder. Sannolikheten att de finner sys-
selsättning och förblir anställda ökar avsevärt. Detta stämmer mindre
väl inpå hur arbetsmarknadsutsikterna påverkas av penningpolitik för
individer i den övre delen av inkomstfördelningen.

Sysselsättningsbeständighet mellan generationerna och al-
lokeringen av talang

Många barn följer sina föräldrars karriärvägar och finner jobb inom
sina föräldrars yrken. Ta, exempelvis, Max Verstappen, nuvarande
Formula-1 champion. Han följde sin far, Jos Verstappen, till samma
yrke när han valde att bli Formula-1 förare. Men mönstret stämmer
även för mer vardagliga yrken, såsom läkare eller jurister. En naturlig
fråga som uppstår ur detta mönster är om talang kommer att allokeras
effektivt i ett samhälle där barnen helt enkelt väljer sina föräldrars
yrken?

Naturligtvis beror svaret på skälen till varför människor gör yrkesval
som efterliknar sina föräldrars. Om mönstret beror på att barn ärver
sina föräldrars färdigheter och dessa färdigheter är användbara i vissa
yrken, kan det faktum att man väljer samma yrke resultatera i en effek-
tiv allokering: om Max är en bra förare och han ärvde dessa färdigheter
från sin far, är det faktum att man ser honom i en Formula-1 bil po-
tentiellt ett uttryck för den effektiva allokeringen av hans talanger. Om
det emellertid drivs av andra krafter, såsom ärvda kontaktnät, eller en
önskan om att göra sina föräldrar nöjda, kan det vara så att talang inte
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allokeras effektivt. I det fallet kan samhällsproduktiviteten förbättras
genom att man omfördelar individer mellan jobb.

I Intergenerationell sysselsättningsbeständighet och allokeringen av
talang (It Runs in the Family: Occupational Choice and the Allocation
of Talent), använder Josef Sigurdsson, Mattias Almgren och jag admin-
istrativa data över kognitiva och icke-kognitiva förmågor bland svenska
män, såväl som deras arbetsmarknadsutfall, för att studera yrkesval och
allokeringen av talang. Först dokumenterar vi att mönstret för att ha
samma yrke som sina föräldrar förekommer inom alla yrken: det är i
genomsnitt sex gånger mer sannolikt att söner observeras i sin fars yrke
än det skulle vara ifall de slumpartat tilldelades ett yrke.

För att förstå implikationerna av detta mönster bygger vi en
ekonomisk modell där söner, födda med en viss uppsättning färdigheter,
väljer sitt yrke baserat på sina potentiella inkomster, en kostnad
för att komma in på arbetsmarknaden, som beror på yrket, och en
kostnadsminskning, som beror på deras far. Kostnadsminskningen
gör det mer attraktivt att förbli inom sin fars yrke, jämfört med
andra yrken. Vi använder en maskininlärningsalgoritm som med hjälp
av individernas färdigheter förutspår potentiella inkomster för alla
individer, i varje möjligt yrke. Sedan kalibrerar vi kostnaderna och
kostnadsminskningarna så att vi kan matcha de mönster för yrkesval
som observeras i data.

För att se hur allokeringen av söner mellan yrken skulle ändras i ett
”idealt” tillstånd i världen, tar vi sedan bort de kostnadsminskningar för
att komma in i yrket som fäder ger till sina söner. Allokeringen, i detta
kontrafaktiska samhälle, drivs enbart av skillnaderna i färdigheter och
kostnaderna för att komma in i yrket. Den påföljande omallokeringen
av söner leder endast till en liten produktivitetsökning i samhället. I det
nya samhället är det mycket mindre sannolikt att söner till jurister själva
blir jurister, de väljer i stället yrken som kräver liknande färdigheter och
erbjuder liknande inkomster, såsom civilingenjör. Dessa resultat tyder
på att sorteringen i det svenska samhället är ganska effektiv, inklusive
förekomsten av söner som följer sina föräldrar.
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