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Abstract

Recent years have witnessed an unparalleled surge in deep neural networks (DNNs) re-
search, surpassing traditional machine learning (ML) and statistical methods on bench-
mark datasets in computer vision, audio processing and natural language processing
(NLP). Much of this success can be attributed to the availability of numerous open-
source datasets, advanced computational resources and algorithms. These algorithms
learn multiple levels of simple to complex abstractions (or representations) of data re-
sulting in superior performances on downstream applications. This has led to an in-
creasing interest in reaping the potential of DNNs in real-life safety-critical domains
such as autonomous driving, security systems and healthcare. Each of them comes with
their own set of complexities and requirements, thereby necessitating the development
of new approaches to address domain-specific problems, even if building on common
foundations.

In this thesis, we address data science related challenges involved in learning effective
prediction models from structured electronic health records (EHRs). In particular, ques-
tions related to numerical representation of complex and heterogeneous clinical concepts,
modelling the sequential structure of EHRs and quantifying prediction uncertainties are
studied. From a clinical perspective, the question of predicting onset of adverse outcomes
for individual patients is considered to enable early interventions, improve patient out-
comes, curb unnecessary expenditures and expand clinical knowledge.

This is a compilation thesis including five articles. It begins by describing a health-
care information platform that encapsulates clinical, operational and financial data of
patients across all public care delivery units in Halland, Sweden. Thus, the platform
overcomes the technical and legislative data-related challenges inherent to the modern
era’s complex and fragmented healthcare sector. The thesis presents evidence that ex-
pert clinical features are powerful predictors of adverse patient outcomes. However, they
are well complemented by clinical concept embeddings; gleaned via NLP inspired lan-
guage models. In particular, a novel representation learning framework (KAFE: Knowl-
edge And Frequency adapted Embeddings) has been proposed that leverages medical
knowledge schema and adversarial principles to learn high quality embeddings of both
frequent and rare clinical concepts. In the context of sequential EHR modelling, bench-
mark experiments on cost-sensitive recurrent nets have shown significant improvements
compared to non-sequential networks. In particular, an attention based hierarchical re-
current net is proposed that represents individual patients as weighted sums of ordered
visits, where visits are, in turn, represented as weighted sums of unordered clinical con-
cepts. In the context of uncertainty quantification and building trust in models, the
field of deep evidential learning has been extended. In particular for multi-label tasks,



simple extensions to current neural network architecture are proposed, coupled with a
novel loss criterion to infer prediction uncertainties without compromising on accuracy.
Moreover, a qualitative assessment of the model behaviour has also been an important
part of the research articles, to analyse the correlations learned by the model in relation
to established clinical science.

Put together, we develop DEep Evidential Doctor (DEED). DEED is a generic pre-
dictive model that learns efficient representations of patients and clinical concepts from
EHRs and quantifies its confidence in individual predictions. It is also equipped to infer
unseen labels.

Overall, this thesis presents a few small steps towards solving the bigger goal of
artificial intelligence (AI) in healthcare. The research has consistently shown impressive
prediction performance for multiple adverse outcomes. However, we believe that there
are numerous emerging challenges to be addressed in order to reap the full benefits of
data and Al in healthcare. For future works, we aim to extend the DEED framework
to incorporate wider data modalities such as clinical notes, signals and daily lifestyle
information. We will also work to equip DEED with explainability features.
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Paper I

Context

My part

Data resource profile: Regional healthcare information platform in Halland, Swe-
den, a dedicated environment for healthcare research

The Regional Healthcare Information Platform (RHIP) was built to study the
healthcare system as a whole, including all knowledge domains and to quantify
health value. The motivation behind writing this manuscript was to introduce the
platform to the research community and attract local and international collabo-
rators to join hands in reaping the benefits of data and Al in healthcare. It was
also intended to serve as an in-depth reference that could be cited in manuscripts
that use this platform for research purposes.

I contributed to developing routines for structuring, cleaning and accessing RHIP
for descriptive and predictive analytics. I wrote the majority of the paper and
produced the tables and figures with significant contributions from other authors.

Paper I1

Context

My part

Training machine learning models to predict 30-day mortality in patients dis-
charged from the emergency department: a retrospective, population-based reg-
istry study

M Blom and M Lingman designed this ML study around RHIP defining a list of
clinical predictors for mortality prediction to improve end-of-life care. The study
was also intended to analyse the quality of data in RHIP and benchmark the
prediction performances of basic ML models.

I contributed to the ML study protocol, described the predictors, performed all
the experiments and analysed the results with supervision from other authors. I
wrote parts of the manuscript.
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Paper III Readmission prediction using deep learning on electronic health records

Context

While expert features were found to be powerful in the last predictive task, they
have limitations (see section 1.3). At the time we wrote this manuscript, NLP in-
spired language embedding techniques were being introduced to represent clinical
concepts; and recurrent networks to capture the sequential trajectories in EHRs.
However, a single ML framework in which both expert and machine derived fea-
tures were fed sequentially in a cost-sensitive recurrent network for outcome pre-
diction was lacking. This motivated us to design this study to predict hospital
readmissions (an outcome of clinical interest), addressing these limitations and
evaluating how different pieces of the framework contribute towards the predic-
tion performance. The study was also intended to analyse the economic utility of
the prediction model.

My part
I conducted the background research and designed the basic prediction framework.
I conducted the experiments, analysed the results, produced the tables and figures
and wrote the manuscript with supervision from the other authors.

Paper IV KAFE: Knowledge And Frequency adapted Embeddings

Context

While language embedding techniques proved fruitful in representing common clin-
ical concepts, they are susceptible to low word frequency, which is problematic in
case of sensitive real-life datasets such as EHRs (see section 1.3). This mainly
motivated us to explore methods to learn efficient representations of both rare
and frequent clinical concepts. Moreover, at the time we began working on this
manuscript, EHR-~driven prediction models mainly operated in closed-world con-
ditions (having fixed output classes). Adding a new class meant collecting exam-
ples for that class, updating the model architecture and re-training. A potential
solution to this problem stemmed from the idea of zero-shot-learning (ZSL) in
computer vision that necessitates an open-target domain. Thus, representing the
target classes as high-quality continuous semantic embeddings rather than discrete
one-hot vectors.

My part
I conducted the background research and came up with the idea of KAFE. I
designed the study, conducted the experiments, analysed the results, produced
the tables and figures and wrote the manuscript with supervision from the other
authors.

X



Paper V DEED: DEep Evidential Doctor

Context

My part

While DNNs continue to impress with increased prediction performances, esti-
mating their confidence in individual predictions is essential, to qualify for their
deployment in real-life safety-critical decision processes such as healthcare. This
motivated us to explore uncertainty estimation methods for DNN predictions. Fol-
lowing one of the motivations behind KAFE, to learn DNNs with an open-target
domain, we focused on a multi-class multi-label problem - predicting future patient
diseases.

I conducted the background research and came up with the idea of DEED. I
designed the study, conducted the experiments, analysed the results, produced
the tables and figures and wrote the manuscript with supervision from the other
authors.

Contrary to all other text in this thesis, parts of this section are written in the ‘first
person’ format to highlight personal statements about the authorship of the papers.
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1. Comprehensive Summary (Kappa)

The story of human civilization has largely been about taking the things that we previously
had to do physically or mentally, and building tools that could do them for us. Thus,
allowing us to focus on higher-level aspects of the task. For instance, from the act of
chiselling on stones, to papers, calculators, computers and clouds; all are chapters about
cognitive offload, empowering humans to focus more on analysis and assimilation of
information rather than memorizing, storing or sharing it. Machine learning (ML) is
yet another sub-chapter in this story, that constitutes algorithms that can learn patterns
(among other things) from huge amounts of data, creating useful knowledge. Thus,
advancing our focus on decision-making tasks by empowering us with informed decision-
support tools.



1.1 Motivation

The arc of history drawn by Sir Cyril Chantler in 1999 is increasingly clear; “Medicine
used to be simple, ineffective, and relatively safe. Now it is complex, effective, and
potentially dangerous” [1].

The complexity of modern medicine is primarily driven by the complex human biol-
ogy which is subject to nearly constant change within physiological pathways due to a
series of gene/environment interactions [2]. As a result, medical knowledge is expanding
rapidly [3]. Simultaneously, the demand of healthcare is rising with an escalating and
ageing population [4 5]. Moreover, studying the variabilities in genes, environment and
lifestyles of humans have progressed the idea that medical care should be customised to
individual characteristics and care patterns [6]. Thus, adding another wave of informa-
tion including comprehensive patient-specific factors. While the present digital era has
equipped modern medicine with effective tools to store and share information, the ability
to assimilate and effectively apply the unprecedented amount of knowledge generated in
medicine, far exceeds the capacity of an un-aided human mind [7].

Therefore, it is not surprising that many clinical decisions are not optimal in terms of
patient care and costs. Patients are often prematurely discharged to homes from hos-
pitals and are soon readmitted [8;[9]. Unnecessary hospital admissions from emergency
care are significant [I0; [I1]. Patients are also subjected to painful and costly surgeries,
yet some die soon after the procedure [12} [13]. Similarly, misdiagnoses, over-diagnoses
and unnecessary medical tests are increasingly common [I4]. All these pose a negative
impact on patients’ well-being, care quality and escalate costs. Since clinical decisions
deal with human lives, we want to be as certain as possible about outcome before making
a decision.

Precise and timely insights into (or predicting) individual patient outcomes can facili-
tate clinical decision support in favour of better patient outcomes. For instance, evidence
suggests that patients at high-risk of 30-day readmission may benefit from personalized
discharge planning, care counselling or be considered for home nurse visits before leaving
the hospital [15]. Machine Learning (ML) can provide future insights with significant de-
gree of precision when applied on clinical data. ML is a scientific discipline that focuses
on algorithms that learn interesting (or relevant) patterns in large amounts of data. In
a clinical setting it can be used, among others, to predict future patient outcomes of
interest [16]. Often times, we are interested in predicting adverse outcomes (AO) so
that necessary actions are taken to avoid them (if avoidable) or prepare for them. AOs
include, but are not limited to, disease onset, hospital readmission and mortality.

The application of ML in healthcare is widely anticipated as a key step towards im-
proving care quality [I7]. A boon to this anticipation is the widespread adoption of
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Electronic Health Records (EHRs) in the health system. In Sweden, EHRs were intro-
duced in 1990s and by 2010, 97% of hospitals, and 100% of primary care doctors used
them for their practice [I8;[19]. EHRs are real-time digital patient-centred records that
allow secure access to authorized care-providers across multiple healthcare centres when
required. The structure of EHR consists of temporally ordered patient visits that carry
(i) clinical information, such as, patient symptoms, diagnoses, treatments, lab results,
medications; and (ii) relevant demographics about the patient (age, gender etc.), his/her
visit (date, type etc.) and the care-provider (age, qualification etc.). Additionally mod-
ern EHRs are built to bridge disparate data sources such as health registries, billing,
claims, patient-generated reports, genomics and more to facilitate an in-depth under-
standing of the healthcare system in general and the patient’s care process in specific
[20; 2I]. This ongoing digitization of healthcare generates unprecedented amounts of
clinical data, which when coupled with modern ML tools provides an opportunity to
expand the evidence base of medicine and facilitate clinical decision process.

As promising as it sounds, assimilating complete clinical data that provides a rich
perspective of the patient’s health state comes with a multitude of ethical, legal and
technical challenges that impede efficient learning of ML models. This thesis addresses
some data-science related challenges inherent to EHR, driven prediction models which in
turn, drive our research questions.

All EHR driven studies and experiment protocols in this thesis were approved by
The Regional Ethical Review Board in Lund, Sweden, Dnr 2016/517 and overseen by
the local data protection office. Patients were given an opportunity to opt out from
participation. All methods were performed in accordance with the relevant guidelines
and regulations.



1.2  Research questions

The research questions in this thesis are presented from a clinical and data science
perspective.

1.2.1 Clinical perspective

From a clinical perspective, the thesis aims to answer:

What is the risk of an adverse outcome for a patient at a specific time given data
available at that time?

! 1
i PC: Primary care |
' ED: Emergency department :
' IP: Inpatient :

1
! 1
1

* Other encounters with pharmacy, labs etc. Index time

N day
> Outcome

W

PC visit ED visit Other*
Specialist visit IP visit

Observation window Prediction window

Figure 1.1: General experiment setting. Single patient illustration

Fig illustrates how a problem is typically setup in this thesis. At a particular
patient encounter or time, (a.k.a index time), we specify an observation window in which
we include demographics and clinical data of the patient from different care visits. Next,
an outcome of interest is defined and the patient is labelled based on the occurrence of
that outcome within a pre-defined prediction window.

In this thesis we have considered predicting mortality, hospital readmission and future
diseases as outcomes of interest. Death is a bad outcome in healthcare with an exception
for someone suffering from a terminal illness where death is the only option left. Un-
planned hospital readmissions are bad because they disturb the normality of the patient
lives and contribute significantly to healthcare costs. Both mortality and unplanned
readmissions are also considered as a proxy by authorities (like the Centre for Medicare
and Medicaid Services in the US) to measure care quality and hospital reimbursements
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[22]. This is because these outcomes might be related to improper treatment, clinical
errors, premature discharge or more [23]. Timely prediction of future diseases is of vital
interest to initiate early, precise and preventive interventions on patient and societal
level to avoid or prepare for medical complications and seasonal or regional epidemics
[24].

Since each patient is labelled and the outcomes are either dichotomous (mortality,
readmission) or categorical (future diseases), our problem domain is supervised classifi-
cation. We typically report the task performance as the mean area under the receiver
operating characteristic curve (i.e., AUC-ROC). The ROC curve is a plot of true positive
rate versus false positive rate calculated over a set of test results. AUC is computed by
integrating the ROC curve and it is bounded between 1 (perfect predictions) and 0.5
(random predictions).

1.2.2 Data science perspective

From a data science perspective, the thesis aims to answer the following:

1. How can heterogeneous and sequential clinical data be represented for EHR driven
prediction models?

EHR data constitutes a heterogeneous mix of different data types including patient’s
and care provider’s demographics, patient’s diagnoses, procedures, symptoms, lab exams
and results, prescribed medications and more. The data is heterogeneous both in terms of
clinical concept and data type. For instance, multi-range numerical quantities such as lab
results; date time objects such as visit dates and time; categorical data such as diagnostic
codes or visit locations and more. This clearly distinguishes EHRs from other data
sources that have homogeneous raw inputs like fixed-range pixel values in images or words
in natural language. Moreover, the data in EHRs comes as time-stamped sequences of
measurements (captured during various encounters with the healthcare system) which
contain important information about the progression of disease and patient trajectory
over the care period. This heterogeneous and sequential EHR data drives an interesting
research field of how best to combine them for learning prediction models.

The heterogeneity challenge is also, to a large extent, entwined with the curse of
dimensionality dilemma in ML [25]. For instance, the International Classification of
Diseases (ICD-10) specifies over 68,000 unique diagnoses [26]. Concurrently, there exist
thousands of different procedures, labs and medications in medicine. Distance concen-
tration and data sparsity are common facets of the curse of dimensionality. Distance
concentration is when the pairwise distances between different samples converge to a
common value as the number of sample dimensions increase [27]. Since distance-based
metrics are a common approach to identify similar and dissimilar samples, this sample
proximity concept gets challenged in high dimensions. Sparsity is when the training data
does not capture sufficient combinations of all the features and corresponding targets.
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As the number of features (or dimensions) increase, the model’s complexity (in terms of
number of parameters) increases, thereby, necessitating an increased number of training
samples for generalization. Often in real world data such as EHR, the available train-
ing examples may not include targets for all combinations of the thousands of different
features, exposing the model to have high-variance or being overfitted. This is mainly
because some features (or clinical concepts) simply appear much more often than the
others [28]. Data in EHRs - similar to many other physical and social science data sets -
roughly follows the empirical Zipf’s law: rank-frequency distribution is inverse [29]. This
means that as the total number of features grow, the number of low frequency features
increases much more than the number of high frequency features. Put differently, a very
few features account for a majority of occurrences in the data that makes learning from
a majority of other features cumbersome.

In this context, the goal is to develop methods to (i) combine and numerically rep-
resent clinical concepts in EHRs and, (ii) sequentially aggregate the different concepts
to represent a patient for predictive modelling. The former is reported as concept or
visit representation step and the latter as patient representation step in this thesis. The
primary difference between the two is that the concept represents the clinical state of
the patient at a given point of time, whereas a patient representation is an ordered ac-
cumulation of different clinical concepts over time. Since representation learning is an
unsupervised problem, a well-established suite for quantifying or comparing the quality
of different representations does not exist. Here we resort to, (i) qualitative evaluations
in relation to established knowledge schema, and (ii) quantitative evaluations by cou-
pling the representation learning setup with a well-defined downstream prediction task.
The prediction performance on the task serves as a proxy of the quality of representation
learned.

II. How can we quantify uncertainties in model predictions?

Reliable uncertainty estimates are imperative in safety-critical applications such as
healthcare powered by deep neural networks (DNNs). This is because individual pre-
dictions carry great importance here since they may contribute to an incorrect clinical
decision risking a human life, in addition to severe ethical and financial costs. Moreover,
out-of-distribution (OOD) examples are frequent in medicine. This is mainly because
of the ever-changing biological complexity and expanding medical knowledge base that
renders more specialized (and often novel) diagnoses and treatments [5]. This, coupled
with the strict patient-data protection regulations, limits the availability of comprehen-
sive EHRs that capture all the different diagnose groups for sufficient model training
[30]. Of note, we define an example to be unseen or OOD — as opposed to seen or
In-Distribution (ID) — if its target class was not observed during model training.

In this context, the goal is to develop methods that (i) quantify reliable uncertainty
scores without compromising on the model’s prediction performance, (ii) discriminate
between OOD and ID examples and (iii) can predict, or at least give hints concerning
some unseen classes. Evaluating the quality of inferred uncertainty scores is an open
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research question. Here, we evaluate the estimated class uncertainty scores in relation
to the training evidence.



1.3  Contributions

Fig[1.2] gives a summary of the research contributions, detailed below.

II

Engineering work:
access, clean, structure
and explain the data

Expert features

: Incorporating other
1 data: Notes, signals,
i
1
I

NLP inspired
language embeddings

EHR
representation
learning

lifestyles; Clinical
literature

Knowledge and
frequency adapted
embeddings

LSTMs and
attention based
recurrent networks

Graph-based EHR

Evidential .
representation

Doctor

]
\
I
V| Multi-label evidential \\_: Explain model !
learning : predictions :
Uncertainty | 1
tification /~ ~ v[o ..... . .| / TTTTTToooooo-s :
dnantication Multi-label zero shot
learning Research so far
— — ——, Future directions

Figure 1.2: Research summary and future directions. The Roman digits correspond to the articles
appended in this thesis. NLP: Natural Language Processing, LSTM: Long-Short-Term-Memory

Comprehensive databases within approved legal framework are essential components
of ML research in healthcare (Article I). To that end, we exemplify the Regional Health-
care Information Platform (RHIP). RHIP encapsulates pseudo-anonymized data cover-
ing clinical, operational capacity and financial data on over 500 000 patients treated since
2009 across all public (and private, provided necessary agreements are in place) care de-
livery units in the county of Halland, Sweden (Fig. . A vital portion of the thesis
work, at an early stage, focused on structuring, cleaning and understanding the complex
clinical data. This was made possible by collaborating and conducting interviews with
doctors, administrators, health economists and database engineers. The output of this
work is a comprehensive library (with user-guides and functions) developed to access,
clean and manipulate entire EHR data. The RHIP library has facilitated several rapid
descriptive and retrospective cohort analyses, patient encounter costing, and care capac-
ity evaluations among other things. Though not particularly in the context of research,
building the library in itself carries vital internal value since it was clearly lacking in
this particular field. The library continues to support new researchers to build models
on top of the data that can have meaningful research and social impact [31H33].

In the context of EHR representation learning, we show that task-specific expert
features are powerful with AUC’s approaching > 0.9 in most benchmark ML algorithms
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Figure 1.3: The regional healthcare information platform in Halland, Sweden. VisitID: Visit ID,
PatID: Patient ID, OrgID: Organisation ID, VardgivID: Care provider ID, GeolD: Geographic ID,
ED: Emergency Department, OP: Outpatient, IP: Inpatient, TDABC: Time-Driven Activity-Based
Cost.

(Article IT). However, there are some limitations. Being task specific, expert features
scale poorly to other prediction problems. Moreover, the number of potential predictors
in EHRs may easily number in thousands. Goldstein et al. reviewed 107 articles on
EHR driven prediction models, and the median number of input variables used were
found to be only 27 [34]. Put differently, a vast majority of information is not included
in the prediction models, thus, discarding the opportunity to extract new patterns of
relevance and generate knowledge. Similarly, Zhou et al. investigated 60 studies with
73 models to predict unscheduled 30-day readmissions [35]. It reported moderate dis-
crimination ability. Common limitations include building a predictive model that using
either only human-derived (expert) features or machine-derived features [36-38]; ignores
the sequential or temporal trajectory of events embedded in EHRs [36; 39-41] or fails to
consider the skewness in terms of class imbalance and different costs of misclassification

errors [30; 41H43].
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The output is a feature vector for each visit v. Step B: The visit representations are fed sequentially
(per patient) in a cost-sensitive LSTM network for training. Step C: The test patients are fed to the
trained network to predict 30-day readmission risk at each visit.

Addressing these limitations in Article ITI, we presented and evaluated a deep learn-
ing framework (Fig in which both human and machine derived features were fed
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sequentially in a cost-sensitive Long-Short-Term-Memory (LSTM) model to predict read-
mission risk (AUC 0.77 £ 0.005). The machine derived features or embeddings were
gleaned from structured EHR data including diagnoses, procedures, medications, labs
and complaints using an extended version of Paragraph Vector for Distributed Bag of
Words (PV-DBOW) inspired by Mikolov et al. [44]. The study showed that incor-
porating sequential trajectories contributed the most towards prediction performance
(26%) followed by expert features appended to machine-derived features (3%). Given
the significance of capturing the sequential trajectories of patients, in Article V, we fur-
ther equipped this framework with attention-mechanisms to learn how much individual
codes and visits, contribute to the final visit and patient representations respectively
[45]. Thus, learning where to pay attention to the input for a particular prediction task.

While word embeddings have proven to be an effective approach represent medical
concepts as inputs to DNN based architectures for downstream applications, they are
much susceptible to word frequency [46]. In general, the embedding of words with few
training occurrences end up being of poor quality [47]. To that end, researchers have
leveraged available clinical knowledge graphs (KG), such as ICD hierarchy, to learn em-
beddings of rare and frequent concepts [48; [49]. The approach is primarily driven by
attention-mechanism to learn what parts in the KG weigh more when learning represen-
tations of specific medical codes. An inherent assumption (in the context of rare word
embedding) when using KG is that the higher the concept in the hierarchy, the more
times it is likely to appear during training. Put differently, higher-level concepts are
never rare and thus their embeddings are reliable. This does not quite hold true for
more specific KGs such as the ICD10. Moreover, as mentioned in the motivation, the
medical knowledge is expanding rapidly with more specialized diagnoses and treatments
defined by experts. A greater granularity in coding schema means that the frequency
of rare concepts gets even smaller than general concepts and the number of unique rare
concepts gets much larger than popular concepts. In the context of learning medical
concept vectors, it means even fewer occurrences of rare concepts in the training data.
Thus, in order to continue reaping the benefits of clinical embeddings for downstream
applications, there exists a clear need to develop new embedding techniques - techniques
that are capable of efficiently representing both high and low-frequency concepts.

To supplement the need, we develop KAFE (Knowledge And Frequency adapted
Embeddings) in Article IV which couples adversarial principles and clinical knowledge
to efficiently represent concepts in EHRs (Fig[L.5]). The goal of the adversarial training
is to minimize the spatial distinguishability (separability) of frequent and rare words
in the embedding space. The clinical knowledge graph facilitates the representation
learning process by driving the concepts close in the hierarchy to also being close in the
embedding space. Our work emphasizes that joint learning from both knowledge graph
and adversarial training leads to better quality embeddings - particularly for rare words.

In the context of uncertainty quantification, we built upon the field of Fvidence The-
ory where learning is considered as an evidence acquisition process [50; [51]. Evidential
uncertainty estimates in deep learning have been studied for regression and multi-class
problems, outperforming sampling approaches in terms of reliability and time/memory
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Figure 1.5: Proposed learning framework KAFE

efficiency [50; [6I]. However, research in multi-label setting remained untapped. In Ar-
ticle V, we argued that multi-label problems are ubiquitous in real-life. For instance,
a road-scene captured by a camera on a self-driving car can have multiple labels, each
contributing differently to critical driving decisions. Similarly, a patient can have multi-
ple diagnoses or treatment labels governing different care decisions. In order to estimate
uncertainties along with individual predictions in K class multi-label settings, we train
a DNN to estimate the parameters of K higher-order evidential distribution placed as a
prior to the original K likelihood functions. Of note, sampling from the evidential dis-
tribution yields instances of the original likelihood function. Thus, the final prediction
score and uncertainty can be estimated by computing the moments of the learned evi-
dential distribution. Perhaps the most interesting aspect of V is that there exist simple
updates to existing DNN architectures to inject a dose of “humility” into the model and
understand when they say, ‘I don’t know’ — in particular when given OOD or unseen
examples.

Additionally, we attempt to train the model to predict, or at least give hints con-
cerning some unseen classes [52]. We built a multi-label generalized zero-shot learning
approach to infer unseen classes by leveraging the relationship or semantic knowledge

12



Training I

Training IT

Compute evidential loss using discrete
labels, backprop, update weights

)

Compute SSE loss using continuous
labels, backprop, update weights

[ Evidential representation (size: K x 2)

TE\'idonl ial layer

¢ Intermediate representation (arbitrary size) :

ceocc000000

CNN / NN

Recurrent
decoder

Multiple output
representations

Inference

Predict via neighborhood search
in the continuous label space

Recurrent decoder

Compute
prediction

Compute
uncertainty

]

[ Evidential representation (size: K x 2) ]

Inputs

Visit 0: [Age_65, M, OP, Dx_I259, ..., Rx_C07]

Visit 1: [Age_64, M, IP, ChestPain, Dx_N18,
Dx_I21, Echo]

Visit N: [Age_64, M, OP, Dx_T10, GFR<60, ...|

or
[150, N19, 142]

Figure 1.6: Proposed learning framework DEED: I: Learn an evidential representation of the input
data using an appropriate network architecture. Convolutional Neural Nets (CNN) for images or
Hierarchical Attention Net (HAN) for EHR data. II: Learn a 1-N mapping from the evidential
space to a semantic space (e.g. KAFE embeddings). Inference: Compute the prediction score
and uncertainty from the evidential representation. If uncertainty is high, compute predictions via
neighbourhood search in the semantic space. SSE: Sum Square Error.

(e.g. embeddings learned from KAFE) among classes (Fig [1.6)). Having learnt the ev-
idential representation of a patient (using discrete labels representation), we train a
recurrent decoder to learn a one-to-N mapping from the evidential space to points in the
semantic space (using continuous labels representation), where the target class was then
predicted using nearest-neighbour search. While the approach has shown good results on
the benchmark MNIST data, on real EHR data the outcomes are promising, however,
further investigation is needed to fully address the challenges posed by such complex

domain.
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1.4 Conclusion

Overall this thesis demonstrates progress in unlocking the potential of deep learning in
healthcare to empower clinicians and patients with informed decision-support tools. The
primary work has been on representation learning of clinical concepts and patients from
complex, heterogeneous and sequential EHRs. The hypothesis steering this work was
that by learning high-quality numerical representations of the health status of a patient
at a given time, we might be able quantify similarities among patients and improve
performance on downstream prediction tasks. We began by leveraging expert features
to represent a clinical concept (IT), followed by language embedding techniques (III) and
a knowledge and frequency adapted embedding model (IV). This was complemented with
traditional and attention-based recurrent net (V) to represent a patient. The work has
consistently shown impressive performance in predicting adverse clinical outcomes while
providing various forms of qualitative and quantitative interpretations at model and
patient level.

The thesis also demonstrates progress towards enabling trust in deep learning mod-
els and enhance their acceptability in real-life safety-critical decision processes. The
work has mainly been on evidential uncertainty estimation. The hypothesis steering
this work was that by learning to quantify model uncertainties, we might be able to
understand when they say, ‘I don’t know’, and (if need be) include redundancy layers
in prediction models to avoid dubious predictions. We showed that quantifying reliable
and time-memory efficient uncertainty estimates along state-of-the-art prediction scores
is achievable with minimum changes to current DNN architectures (V). We also showed
the potential of leveraging relationship knowledge (semantic embeddings) of the classes,
gleaned from alternate sources, to guide the prediction model when encountered with
high-uncertainty examples.

Putting the work together in this thesis, we develop the DEep Evidential Doctor
(DEED) which is a generic prediction framework that can learn efficient representations
from raw EHR data for predictive modelling. DEED also quantifies its confidence in
individual predictions and is equipped to infer novel classes. In future, we aim to extend
this framework to incorporate other data modalities such as clinical notes, signals and
lifestyle variables since they might provide more detailed, or complementary information
about the health status of the patient. We also aim to leverage knowledge from clinical
literature and journals when learning semantic embeddings of clinical concepts. Recently,
graph networks have attracted significant attention in representing relational datasets
which we aim to explore in the context of representing EHRs [53]. Finally, transparency
and explainability are crucial features for acceptance of prediction models into clinical
practice because an incorrect prediction may have life-threatening consequences, in ad-
dition to severe ethical and financial costs. While the general behaviour of the prediction
models, in relation to established clinical science, has been assessed throughout the the-
sis, there is sufficient room for developing techniques to explain individual predictions
of the model.

While the work in this thesis has primarily focused on healthcare data and tasks,
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the methods developed in the latter part of this thesis can be applied further afield. For
instance, the KAFE model in IV can be used to inject knowledge from the WordNet
hierarchy when learning word representations for downstream applications [54]. More-
over, the adversarial property in KAFE can be leveraged to dissect other subtle biases
in patient or document representations such as gender, colour, ethnicity etc. that nega-
tively influence the output of prediction models [55]. Similarly, our multi-label evidential
learning approach in V could complement a huge portion of accuracy driven multi-label
classification research by equipping the models with the ability to infer their confidence
in individual predictions without losing on the prediction metrics. Applications include,
but are not limited to, scene (or activity) recognition for vehicle (or robotic) control
[56; 57], or sentiment analysis for social media monitoring [58].
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