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Abstract | i

Abstract

This work presents a novel method for enhancing multi-class scatterplots with
animated patterns. Each class in a scatterplot is assigned its own pattern that
changes over time. This pattern determines the coloring of the class’s points,
representing motion over time to make the points be perceived as connected
to each other. As such it enables the task of identifying or perceiving the
differences between different classes, even in greyscale.

A user study was conducted to evaluate the efficiency of greyscale
scatterplot patterns at identifying classes compared to other scatterplot
methods. The results show slightly worse effectiveness than the baseline of
colored multi-class scatterplots, while also showing greater effectiveness than
greyscale scatterplots.

Keywords

Scatterplot, Animation, Perception, Visualization



ii | Abstract



Sammanfattning | iii

Sammanfattning

Det hir arbetet presenterar en ny metod for att utoka flerklassade scatterplots
med animerade monster. Varje klass i en scatterplot tilldelas ett monster
som dndras med tiden. Detta monster bestimmer firgliggningen av klassens
punkter och representerar rorelse over tid vilket far punkterna att tillsammans
uppfattas som sammanhidngande. Denna metod mojliggér uppgiften att
identifiera eller 4sk&dliggora skillnaderna mellan olika klasser, dven i graskala.

En anvindarstudie genomférdes for att utvdrdera effektiviteten av
gréskaliga scatterplotmonster vid identifiering av klasser i jamforelse med
andra metoder. Resultaten visar ndgot sidmre effektivitet d@n baslinjen av
fargade flerklassade scatterplots, men visar ocksd pa bittre effektivitet dan
gréskaliga scatterplots.

Nyckelord

Punktdiagram, Animering, Perception, Visualisering
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Chapter 1

Introduction

A scatterplot is a type of visualization that represents multi-variate data by
drawing the values of the data set as points in a coordinate system. A more
in-depth description of scatterplots and the challenges that come with using
them is found in section 2.1.

1.1 Problem statement

The usefulness of scatterplots for analysis varies according to the data being
visualized. If, for example, the data is sparse it might be difficult for a user to
accomplish certain tasks such as discerning the shape or distribution formed
by the points. If instead the data is dense, overdraw can become an issue,
which is when multiple points are drawn in the same region with some points
being obscured behind other points. When there is overdraw, a user will not
be able to discover certain properties of the data as easily, such as the number
of points, or the density of points in different areas of the coordinate system.

With multiple classes, these problems are more pronounced. In addition
to the difficulty of discovering the properties previously described, the user
needs to be able to differentiate between the different classes as well. Which
point belong to which class? How many classes are there? How are the
classes different? This adds a layer of complexity to the task of interpreting
and analysing the data. Before a user can discover the properties of a class,
they first need to determine which points belong to that given class, and which
points do not belong to it.

The difficulty of identifying classes varies by the distribution of points.
If each class is neatly separated from other classes, the task is trivial. If the
regions that contain classes overlap the task is instead more difficult. There
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are multiple factors that can contribute to this difficulty such as the number of
points, the number of classes, and the amount of overlap.

Identifying classes is the main problem that is being investigated in this
work.

1.2 Solutions

To deal with the problems previously described, a number of visualization
methods for scatterplots have been created by researchers, some of which are
described in section 2. Typically these methods alter or enhance scatterplots
to make certain tasks easier to complete, for example by adding, removing, or
changing visual objects and glyphs.

There are strengths and weaknesses to these different approaches. By
introducing visual glyphs or altering the scatterplot, they often end up creating
new problems, which is why there is a need for further work in this area of
research.

The main inspiration for this work is a multi-class scatterplot method
called Winglets, a more detailed description of which is found in section 2.1.2.
The Winglets method enhances the scatterplot by adding an additional visual
glyph, a curved line which is drawn together with each point. One of the
strengths of the Winglets method is that it does not remove or alter any points
from the plot, maintaining an honest representation of the data. But because
of the added visual glyph, the scene can become cluttered for data sets that are
dense or that have many data points. A driving motivation behind this work
has been whether it is possible to create a visualization similar to Winglets in
its approach without the added visual clutter.

1.3 Scatterplot patterns

A new multi-class scatterplot method is proposed, where instead of assigning
a color to each class, the points of a class are colored according to an animated
pattern. The idea is that the pattern being used to color a class should animate
in a continuous motion, connecting the points of a class together over time.
This could create a stronger association in the mind of the user between
points and classes, compared to using only color, thereby simplifying the
task of identifying which points belong to which class. A pattern could also
communicate certain properties of a class such as the centroid of a class’s
point cluster, which can be highlighted by animating motion either towards or
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parallel to the centroid.

Animation is a powerful tool both in that it allows us to convey more
information than what is otherwise possible with static visualizations, and
in that we as humans are effective at perceiving and differentiating between
shapes that are in relative motion [1].

As a novel visualization method for scatterplots, if proven to be useful, it
could be a meaningful addition to the toolkit of visualization designers and
researchers. It could also further research into the use of animation as a tool
in information visualization in general.

The goal of this work is to investigate how to construct this method, and to
investigate how effective it is with different data configurations. How should
it be implemented? What are its strengths and weaknesses? How effective
is it compared to a regular multi-class scatterplot? How does it compare to
Winglets, its main inspiration? These are some of the questions that this work
aims to answer.

1.4 Research Question

What is the performance impact of using scatterplot patterns to identify classes
in multi-class scatterplots compared to the baseline of assigning a color for
each class? We define performance as the accuracy and speed in which users
are able to correctly identify the class association of a scatterplot’s points.

1.5 Contributions

The results show that scatterplot patterns, when drawn in greyscale, are slightly
less effective at identifying classes than the baseline multi-class scatterplot, but
that there is room for further improvements.

The results also show that Winglets, even when drawn in greyscale, are
more effective at identifying classes than previously thought.
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Chapter 2

Background

This section describes the foundation and state of research for scatterplots.

2.1 Scatterplots

A scatterplot is a type of visualization that draws the values of a data set onto a
coordinate system as points. The position of a point is determined by mapping
a variable of the corresponding data to the position on the x-axis, and another
variable of the data to the position on the y-axis. It is a common technique
when a user wants to visualize all the data points of a data set.

0.4 :

021 o :

Figure 2.1: An example of a simple scatterplot.

By interpreting and analysing a scatterplot, a user can discover properties
in the underlying data. For example, the collective shape of the points drawn
can tell the user if there is any correlation between the mapped variables. A
shape that appears to be “growing”, in the mathematical sense, would indicate
a positive correlation. By observing the general shape formed by the points in
a scatterplot, a user can also gain an understanding of the distribution of those
points. The scatterplot can also be effective at showing outliers in the data, as
any such point would positioned far away from the main clusters.



Background | 5

2.1.1 Multi-class scatterplots

In addition to the position of points, there are other visual properties of the
scatterplot to which variables can be mapped. One such property is color.
Typically a categorical variable with a limited number of possible values is
mapped to the color property of points in the scatterplot, a practice which has
been shown to be an effective way of representing multiple classes [2]. We
refer to this third variable mapping as the class of a set points, and so this type
of visualization is called a multi-class scatterplot. A point is said to belong to
its class. The number of colors, and by extension the number of classes that
can quickly be perceived is limited, as identifying the class of a color becomes
more difficult as more colors are added [3].

04} :
021 o :

Figure 2.2: An example of a simple scatterplot with 3 classes encoded by color.

The same properties that can be discovered in the single-class scatterplot,
can also be discovered in the multi-class scatterplot. The difference is that
when the points are separated by classes it allows for the user to compare the
different classes.

The different analytical tasks that are commonly performed on multi-class
scatterplots are described in greater detail in Sarikaya and Gleicher’s literature
study [4], which was conducted to catalog scatterplot-specific tasks, data
characteristics and design options in order to produce a set of challenges and
best practices in the visual design of scatterplots.

2.1.2 Winglets

The main inspiration for scatterplot patterns is the Winglets scatterplot
method, which enhances the scatterplot with the intent of making the task
of associating points with classes simpler for users to perform, while also
improving the perception of uncertainty association [5].
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Figure 2.3: An example of the Winglets method.

The Winglets method draws an additional visual glyph, a curved line
referred to as a “winglet®, together with each point in the scatterplot. The
curvature of the winglet is derived from its class’s density isocontour. The
curvature of all winglets in the same class are together perceived as a shape
according to the gestalt principle of closure. Within the length of each winglet
an uncertainty metric, such as the silhouette index, is encoded to communicate
the uncertainty of each point’s classification.

While Winglets is an effective method when the task is to identify clusters,
it comes with certain problems that are described in section 1.2.

2.1.3 Other research

This section highlights a selection of research related to scatterplots
categorized by their approach.

2.1.3.1 Visualization methods and techniques

Chan et al., [6] enhance scatterplots similar to the Winglets method by
introducing an additional visual glyph in the shape of a line drawn together
with each point. In their paper this glyph is used to encode sensitivity
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coeflicients when high-dimensional data is projected to lower dimensions and
visualized in scatterplots.

Mayorga and Gleicher [7] reduces dense point groups into density contours
called “Splatterplots” and samples the remaining points, in order to mitigate
overdraw. The coloring of the contours is achieved with perceptually based
color blending.

Chen et al., [8] simplifies scatterplots with overdraw with a hierarchical
multi-class sampling technique, and also optimizes color selection for classes.
The approach is found to be effective compared to other similar overdraw
specific methods.

Chen et al., [9] animates flickering points to make scatterplot matrices with
overdraw easier for users to interpret. It demonstrates how animation can be a
powerful tool for visualizing scatterplots.

Trautner et al., [10] present an alternative to density plots that exclude
points from the visualization with “Sunspot plots”. It is a method that
encodes continuous density information in the coloring of points and their
surroundings. The result is a visualization that preserves all points while also
conveying density with the use of color.

Yuan et al., [11] compares and evaluates different sampling techniques and
what properties of the data they best preserve for different overdraw scenarios.

2.1.3.2 Parameter optimization

Micallef et al., [12] automates the process of setting parameters such as point
size, color and aspect ratio among others for scatterplots by optimizing the
parameters’ effect on different analytical tasks, through the use of perceptual
models and measures.

Wang et al., [13] optimizes color assignment to make the task of
identifying classes more effective, taking into account factors such as point
density, cluster overlap and background color.
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Chapter 3
Methods

This chapter begins with the theoretical description of scatterplot patterns
in section 3.1, followed by a technical description of how patterns are
implemented in section 3.2 and the design and implementation of the user
study used to evaluate scatterplot patterns in section 3.3.

3.1 Scatterplot patterns

The definitions described in this section were created as part of this work by
experimentally iterating and building on the idea of using animated patterns.
An animated pattern can be described as an image that changes over time.
Coloring a point according to a pattern is done by looking up the value at
the position in the pattern that corresponds to the point’s position and then
producing a color from that value, as seen in figure 3.1. A more formal way to
describe a pattern is as a function of position and time that produces a scalar.

(b)

Figure 3.1: A pattern (b) is used to color the points of scatterplot (a), with the
resulting coloring (c).



Methods | 9

A pattern could be almost anything. It could be randomized noise or just
a static color. For the purposes of this work there are certain properties that
are desirable. A pattern should indicate motion. Motion in this case means a
smooth change in color and position as if following a path. A pattern should
also communicate some property of the underlying data. Therefore, patterns
are centered on the centroid of its class’s cluster. The motion in a pattern is
relative to that center, making it easy for a user to identify the centroid, and
giving each class a constant point of reference.

Having the motion in relation to the center of the pattern gives two basic
variations. One which moves parallel to the center, effectively rotating around
it. This pattern is referred to as the radar pattern (section 3.1.2). The other,
which moves either away from or towards the center similar to the ripples
expanding from an object dropped into a body of water, is referred to as the
pulse pattern (section 3.1.3).

3.1.1 Definitions

3.1.1.1 Pattern space

All points in the two pattern variations previously mentioned are defined in
the pattern space:

1 1 1
P=q(y) eR (-2 + -5 <) (3.1)
2 2 2
The pattern space has the shape of a circle centered at the point (%, %) with

the maximum radius r = 3.

The pattern space was chosen for its simplicity of implementation, as
patterns will eventually be drawn to WebGL textures with the domain [0, 1]
in each dimension.

The transformation applied to a point u € R? to get its equivalent pattern
space position p € P requires some knowledge about the class U with n points.

u — min

p -0 (3.2)
max — min
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Where:
C—liu {g; e U} (3.3)
- n p 1 1 .
e = max (||x — CJ|) (3.4)
xeU
min = C — d,,,, 3.5)
max = C + d,,u0 (3.6)

for a centroid C and a distance d,,,,, which is the largest distance from the
centroid to any point in the class. This transformation step must be used to get
the correct position before calling a pattern function.

3.1.1.2 Pattern functions

Each pattern is defined as a function f : R® — R of position and time, with
the arguments p = (p1, p2) {p € P} and ¢ € R, that outputs a scalar in [0, 1].

There are a few different options on how to use the pattern output to
color a point. The simplest approach assumes that each class already has a
color assigned to it. The pattern output could then be used to control the
alpha channel of the given color, or to control the value component when
representing the given color with an HSVA (hue, saturation, value, alpha)
tuple. Using the value component this way works better when paired with
a black background of the scatterplot.

Another approach could be to pass the pattern output through a transfer
function for greater control of the colors produced. The downside is that this
requires a different transfer function for each pattern, rather than just a different
base color for each class.
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3.1.2 Radar pattern

The radar pattern is best described by its name, with an appearance that is
evocative of a rotating radar display. It also looks similar to the the spoke of a
wheel spinning around its center. A scatterplot colored using the radar pattern
at different points in time can be seen in figure 3.2.

(b)

Figure 3.2: A radar pattern visualized and used to color a scatterplot at three
different points in time: (a) ¢t = 0, (b) ¢t = 0.0625, and (c) ¢t = 0.125.

The value at the point p = (p1, p2) {p € P} at the time ¢ is determined by
the radar pattern function r(p, t), which is computed by finding the smallest
angular difference between the angle of the spoke’s peak #; and the angle of
the given point ¢,,.

0, =2t (3.7)

1 1
0p = arctan2 (p1 g P2 — 5) + T (3.8)

The smallest angular difference d between 60, and 6, is then found.
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di = (6p —6;) mod 27 (3.9)
dy = (0y — 6,) mod 27 (3.10)
di dy <d
=0 = (3.11)
d2 d1 > d2
d, <d
y = Yo A1 = G2 (3.12)
7o dy > dy

The resulting smallest angular difference d is raised to the power . The
parameters y; and - are applied to either side of the peak of the radar and
modifies the shape of peak. The effect of different values of the gamma
parameters can be seen in figure 3.3 and in figure 3.4.

r(p,t) = & (3.13)
1 .
% 0.8 1
I 0.6 | — =05
— y=1
T 04 A
= 0.2

0 S —
0 0.20.40.60.8 1
T

Figure 3.3: Gamma correction visualized.

(a) (b) ()

Figure 3.4: Radar patterns visualized with three different gamma parameter
configurations: (a) ;1 = 25,7 =25;(b) 11 =25, % =1, ()1n =1,7% = 1.
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3.1.2.1 Multiple spokes

A limitation of the basic radar pattern as defined above is that it only shows
a single spoke at a time. To allow for multiple spokes in a pattern, a new
parameter m € N is introduced representing the number of spokes. Examples
of different values of this parameter can be seen in figure 3.5. The previous
radar pattern function r(p, ¢) is updated to accommodate this new parameter:

r(p,t) =(d- =) (3.14)
v
Where:
21
di = (6p —0;) mod — (3.15)
m
27
d2 = (615 — 9p) mod E (316)
di di <d
d=¢"1 1= (3.17)
dg dl > d2
di <d
= (3.18)
v dy > dy

>

(a) (b) ()

Figure 3.5: Radar patterns visualised with (a) one, (b) two, and (c) three
spokes.
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3.1.3 Pulse pattern

The pulse pattern’s appearance is similar to the rippling wave effect that occurs
in a body of water, where a pulse is an expanding or shrinking circle whose
radius changes over time. A scatterplot colored using the pulse pattern at
different points in time can be seen in figure 3.6.

/SN

Figure 3.6: A pulse pattern visualized and used to color a scatterplot at three
different points in time: (a) £ = 0.1, (b) t = 0.3, (¢c) t = 0.5.

The value at the point p = (p1, p2) {p € P} at the time ¢ is determined by
the pulse pattern function w(p, t), which is computed by finding the difference
d between the radius of the pulse’s peak 7, and the normalized distance rp, from
the pattern’s center to the point.

r, =t mod1 (3.19)
o =2-v/(p1 — 0.5)2 + (pa — 0.5)2 (3.20)
d=r1p—14 (3.21)

The gaussian function g(d) is used to get the pattern output:
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g(d)=a-e 22 (3.22)
w(p,t) = g(d) (3.23)
Where:
c= {Cl d>0 (3.24)
Co d S 0

The gaussian function is used to give the pulse a wave-like appearance.
Additional parameters are a, which is the height at the peak of the pulse. The
parameters c; and ¢, the “standard deviation” on either side of the peak, are
used to control the shape of the pulse, examples of which can be seen in figure

000

(a) (b) (c)

Figure 3.7: Pulse patterns visualized with three different c¢; and c,
configurations: (a) c; = 0.02, co = 0.02; (b) ¢c; = 0.02,c2 = 0.1;(¢c) ¢ = 0.1,
Cy = 0.1.

3.1.3.1 Multiple concurrent pulses

The basic pulse pattern as described above only shows a single pulse at any
given point in time. To allow for multiple concurrent pulses to be visible, a
new parameter u is introduced representing the number of pulses per cycle,
which is also the average number of pulses that will be visible at any point in
time.
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Figure 3.8: Pulse patterns visualized with (a) one, (b) three and (c) five pulses.

The original pulse pattern function is altered such that for a given point p =
(p1,p2) {p € P}, the three closest waves to the original peak are computed,
and the largest one becomes the pattern output. If only a single pulse is
computed then visual artifacts occur in the pattern, as it will not always draw
the closest and correct pulse.

1 1
wlp.t) = max (g(d - 1), old) gd+ ) 629
Where:
rp=2+1/(p1 — 0.5)2 + (ps — 0.5)2 (3.26)
d=(rp—1t) mod % (3.27)

3.1.4 Common parameters and modifications

In addition to the standard parameters for both basic patterns, there are a
number of common parameters that can be used to create additional variations.
The ultimate goal of these additional parameters is to find better patterns
that are more effective at the task of identifying classes.
This section describes a few of these additional parameters.

3.1.4.1 Minimum and maximum value

The range of the pattern function is changed by introducing the parameters
Omin and 0,4, in equation 3.28, which changes the range of the pattern output
from [0, 1] to [0min, Omaz)-

o=o- (Omam - Omin) + Omin (328)
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Where o is the pattern output and o’ is the new pattern output with modified
range.

3.1.4.2 Inverted output

The invert parameter ¢ changes the output of a pattern from [0, 1] to [1, 0] when

1= 1.

141 i=1
0’:{0 tL (3.29)

0 1=20

Where o is the output of a pattern function and ¢’ is the inverted output.

3.1.4.3 Cycles per second

A cycle is defined as the motion required for the peak of a pattern to return to
a previous state. In the context of the radar pattern, it is one full rotation of the
peak. In the context of the pulse pattern, it is the motion of the pulse’s peak
across the full radius of the pattern space.

The parameter s is introduced representing the number of cycles per
second.

t'=t-s (3.30)

Where t is the time input and ¢’ is the time scaled according to s.

3.1.4.4 Phase shift

The phase of the pattern is adjusted with the phase shift parameter .

' =t+h (3.31)

Where t is the time input and ¢’ is the phase shifted time.

3.1.4.5 Direction

The direction of a pattern is changed with the parameter d € —1,1,
representing the direction.

t'=t-d (3.32)

Where t is the time input and ¢’ is the “directed” time.
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3.1.4.6 Combined common parameters
The common parameters mentioned previously are combined in the following
way, producing ¢’ and o':

t'=d-(s-t+h) (3.33)

Where d is the direction, s is the number of cycles per second and / is the
phase shift.

OI =05 (Omaz - Omin) + Omin (334)
=141 2=1

0 = {0 R (3.35)
0 1=20

Where 0,,;, is the minimum value, 0,,,, is the maximum value and ¢ is
inversion parameter.

3.1.5 Global parameters

There are a number of global parameters that affect the appearance of patterns.
They are global in the sense that they affect all active patterns, rather than just
a single pattern.

The list below is a suggestion of global parameters that could be relevant
for scatterplot patterns.

3.1.5.1 Animation mix

As described in section 3.1.1.2, the simplest approach for coloring points is to
have the pattern output control a component of the class’s HSVA color tuple.
This is the preferred approach to coloring patterns.

When selecting which HSVA component to control, there are some
considerations to make. Controlling saturation blends well with a black
background, and controlling alpha can make overdraw more visible. In some
instances it might be desirable to control both saturation and alpha.

The concept of animation mix is introduced as a way to specify which
HSVA components should be controlled by the pattern output and to what
extent. For an HSVA color C = (h, s, v, a) we define the animation mix with
the parameters ms € [0,1], m, € [0, 1], m, € [0, 1], where o is the pattern
output. The mixed HSVA color C’ is then defined as:
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C=(h,s-(mslo+1)=1),v-(my(0+1)=1), a-(mg(0+1)—1))

3.1.5.2 Sequentially animated patterns (sequence mode)

All patterns are visible and animated concurrently by default. For every class
of points, there is a pattern that is constantly animating and that is being used
to color its points.

An alternative way of displaying patterns is to only animate one pattern
at a time, effectively highlighting the class of that pattern and hiding the
other classes. Every few seconds, the pattern being animated changes. This
continues until all classes have been drawn with animated patterns once. The
process then repeats in the same order indefinitely.

This method might be preferable for certain tasks compared to concur-
rently animating the patterns, for example when analysing the shape of a class
it might be easier for a user to identify it if it is the only class being animated.
In the implementation, this method is referred to as “sequence mode*.

To animate patterns sequentially an additional parameter is introduced for
each pattern. The sequence value s € [0, 1] should be 1 for a pattern that is
currently animating and 0 for all other patterns. Values between 0 and 1 are
used for smooth transition between animation states.

Formula 3.34 for the common output parameters from section 3.1.4.6 is
updated to include the sequence value parameter s:

0/ =5-0;- (Omax - Omin) + Omin (336)
=141 =1

0; = {0 L (3.37)
0 1=20

Where o,,;, is the minimum value, o,,,, iS the maximum value and ¢ is
inversion parameter.

When animating patterns sequentially, an additional step is needed to make
sure that the points that are actively being animated are drawn in front of the
points that are not being animated. Otherwise, the actively animated pattern
might not be fully visible because of overdraw, and the purpose of animating
sequentially would be lost. How the points are placed in the scene depends
on how they are stored and rendered. If points are rendered in the order given
by an array, then the use of a partitioning scheme, such as the one commonly
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used in the quicksort algorithm [14] would be an appropriate and fast method
of re-ordering points when needed.

3.2 Patterns implementation

The technical part of this work consists of implementing scatterplot patterns
and an interactive interface that allows for experimentation with different
parameters and different data. This interface helps drive development, to
define more specifically how an animated pattern should work, and to help
find good pattern parameters for the user study.

As such the implementation needs to be flexible and malleable to fit
different potential requirements. The resulting implementation is not the most
performant in terms of rendering time. There are many optimizations and
improvements that could be made, but they lie outside the scope of this work.

3.2.1 Technical background

With the interactive interface in mind, the implementation for scatterplot
patterns is built with modern web technologies. The web is a portable
platform accessible from any modern computer, and has a vibrant ecosystem
of JavaScript libraries and tools that could assist in development.

The scatterplot is rendered with WebGL 1.0 [15], which is a high-
performance rendering API based on OpenGL ES 2.0. Compared to other
browser-based rendering methods such as SVG [16] or the Canvas API [17],
WebGL runs closer to the hardware for greater control and performance. The
JavaScript library regl is used as a middleware, as it simplifies WebGL calls
[18]. It can be thought of as an abstraction of the WebGL API, with a more
functional approach to compiling and running shader programs. Using regl
over the WebGL API directly means less boilerplate and and as a result, less
code.

An existing open source project, regl-scatterplot [19], is used as a
foundation for implementing the scatterplot. It was modified to accommodate
for some of the features necessary for animated patterns. By default regl-
scatterplot only re-renders the canvas when the user triggers a mouse event
or when the scatterplot parameters or data changes. For animated patterns to
work, the canvas needs to re-render constantly, as often as the browser itself
ideally to allow for smooth animations.

Changes to regl-scatterplot include adding more parameters to its API,
moving all draw calls into a regl . frame () rendering loop, and modifying



Methods | 21

the point drawing shader programs to draw points with colors from pattern
textures rather than having predetermined colors.

3.2.2 Drawing patterns

Each pattern is implemented as a shader program that is drawn to a framebuffer
and then passed to the point drawing shader as a texture. From that texture a
point can determine its color by mapping the center position of the point to
pattern space, which conveniently overlaps with the range of WebGL textures.

The use of textures simplifies the task of mapping points to pattern
colors. But if performance is a concern, then it would in most cases be more
performant if each point computed its own color rather than have it be pre-
computed in a texture. Drawing all colors to textures includes computing the
colors for positions to which there are no corresponding points in the data sets,
effectively wasting computation time since they will not be rendered.

The textures for all of the patterns are collectively stored in a texture atlas.
By storing the pattern textures in a texture atlas, the number of patterns can
be dynamically changed if the number of classes in the data changes during
runtime, while still drawing all of the points in a single draw call, as regl-
scatterplot does by default.

3.2.3 Rendering pipeline

The process of drawing patterns to textures and using the textures to color
points is described in greater detail below. This process repeats cyclically in a
rendering loop, which is managed by the regl function regl . frame (). For
every frame the process can be described by the following steps:

1. For each pattern:

(a) Pattern vertex shader: Assign the region of the framebuffer for
the pattern fragment shader to draw in, such that each pattern gets
its own region in the resulting texture atlas.

(b) Pattern fragment shader: Draw the pattern around the center of
the given region. Refer to the pattern functions (section 3.1.1.2)
on how the different pattern types are drawn.

2. Copy the framebuffer contents to a texture.

3. Draw the scatterplot points with the given texture passed as a uniform
to the point drawing shader program, for each point/vertex:
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(a) Precompute the bounding boxes of all of the classes of points,
and pass them to the point shader as a uniform data texture. The
bounding box is given by the min and max vectors defined in
section 3.1.1.1.

(b) Point vertex shader: Compute the region of the texture atlas that
corresponds to the given class of the point. Then retrieve the color
from the region position that corresponds to the vertex position
and its bounding box, and pass the color as a varying variable to
the fragment shader.

(c) Point fragment shader: Draw the point using the given color in
the varying variable.

3.2.4 Interface

The purpose of the interface is to allow for experimentation with parameters,
to see what works and what does not work in practice when creating and using
patterns.

To facilitate exploration, the interface allows for a number of features.
Most importantly real-time control of global parameters and pattern param-
eters, as well import and export functionality of pattern configurations. The
interface and its repository are freely available and accessible online [20] [21].
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3.2.4.1 Screenshots

Dark theme
Use colors
Show patterns

Point size

SEQUENCE MODE

Enable sequence mode

ANIMATION MIX

Saturation
0%

Value
0%

Depth (experimental)

Alpha

Note: Each slider has a 100ms
debounce to avoid clogging the system.

Figure 3.9: Screenshot of interface with global parameters highlighted.

e
Scatterplot Patterns

GENERATE DATA
Click on a cluster to show/hide options.

Cluster: #1

Generate datawith Cluster: #2

Box-Muller'transforms I 4IRS

Add cluster

Export data (JSON)

LOAD REAL DATA

Data source Beautiful.csv

Load.data from.CSV file —*

X X
Y ¥
Category c

Load data

Figure 3.10: Screenshot of interface with data configuration highlighted.
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.
Scatterplot Data

Click on a pattern to show/hide options.

Pattern: #1

List of patterns, Pattern: #2

there's one pattern —* Pattern: #3

per class
Pattern: #4

Pattern: #5

Type Radar 2
ROTATION PARAMETERS
Direction Clockwise

Invert

Click:a pattern:.to

3 B gammal
modify-its parameters ———+
gamma2

and’'import/export

Max value

Min value

Figure 3.11: Screenshot of interface with pattern configuration highlighted.

3.3 User study

This section covers the design (section 3.3.3) and implementation (section
3.3.4) of the user study that was conducted to evaluate the usefulness and
effectiveness of scatterplot patterns in identifying classes.

3.3.1 Visualization methods

In order to evaluate scatterplot patterns, additional visualization methods are
included in the user study to facilitate comparison and analysis. Five different
methods are included in total.

For the scatterplot patterns, both concurrently animated patterns and
sequentially animated patterns are included to explore their strengths and
weaknesses.

Also included is Winglets, for which there was an existing implementation
that was trivial to include in the survey.

To provide a baseline for comparison, a standard multi-class scatterplot
with a separate color for each class is also included. The colors chosen are
from a qualitative color theme from colorbrewer [22] with 9 colors. For each
task using this method in the survey the colors are randomly picked from the
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theme in order to avoid a learning effect where users might connect the use of
certain colors with the number of clusters.

For both the animated pattern variations and winglets, the choice was made
to omit color altogether, instead drawing them in greyscale. The justification
being that if these variations are effective without color, it would make for a
more interesting analysis and comparison. A regular scatterplot without any
color is also included for the sake of comparison, as a “worst-case’” baseline.
To summarize, the user study includes 5 scatterplot visualization methods:

Regular scatterplot with colors

Regular scatterplot without colors

Concurrently animated scatterplot patterns without colors

Sequentially animated scatterplot patterns without colors

Winglets without colors

3.3.2 Pattern configuration

The pattern configuration used was selected through an experimental process.
The goal with this study is not to find a pattern with optimal parameters, but
rather to evaluate a pattern that is “good enough”. Optimizing the parameters,
and investigating the properties that make a pattern effective or ineffective is
in the scope of future work.
A pattern with the parameters in table 3.1 was chosen for the user study.
The type of pattern is the radar pattern (section 3.1.2).

Description Parameter Value

Left shape v_1 25

Right shape v_2 1.3

Spokes m 2

Min value Omaz 0.3

Max Value Omin 1

Invert 1 1

Cycles per second s 0.25+7-0.06
Direction d —1

Table 3.1: Parameters used with the radar pattern for the user survey.
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The definitions of the parameters can be found in section 3.1. The only
new parameter is j, which is the index of the given class. The index is used to
slightly adjust the cycles per second for each pattern so that they do not overlap
at the same places every cycle.

The same parameters are also used for the sequentially animated patterns,
with the duration of each sequence being 1.5 seconds long.

3.3.3 User study design

The study is designed to yield results for further analysis. As such a simple
task is needed that produces quantitative data. There is also a constraint of
not being able to conduct the study in person, it is instead conducted online.
The task needs to be easy enough for a random online user to comprehend it
without any in-person guidance or supervision.

3.3.3.1 Task

Given a scatterplot visualization of some multi-class data, each user is asked
to answer the following question:

* How many clusters are there?

This is a fundamental problem when interpreting multi-class scatterplots.
Before a user can perform analytical tasks, they must first be able to
differentiate between different classes, which are referred to as clusters in the
question. If a user is unable to tell how many classes there are in a scatterplot,
then further analysis by that user would prove difficult if not impossible.
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3.3.3.2 Data

The data used for the study has 3 variations of number of points:
* 100 points
* 1000 points

* 10000 points

As well as 3 variations of number of clusters:
* 3 clusters
* 5 clusters
* 7 clusters

Having a different number of points and clusters is important for
understanding how well users can identify classes on varying types of data.

The data is randomly generated using Box-Muller transforms with linear
transformations applied to give each cluster an elliptical shape and a rotation,
where the parameters are randomized within certain ranges. After a data set
is generated, the overlap between its different clusters is estimated and used
as a filter to ensure that the data set is not too different from other randomly
generated sets. More specifically, the data is curated to have approximately 30-
50% overlap, data sets which do not fall within this range are excluded from the
survey. The overlap range was chosen to not have data with too much overdraw,
as that would add another level of complexity to the survey task. Evaluating
scatterplot patterns effectiveness for data with overdraw was deemed out of
scope for this work.

The overlap is estimated by sampling random positions in the coordinate
system and counting how many clusters cover each sample by using the ellipses
that describe the clusters. Sampled points that are covered by more than one
cluster counts toward the overlap. Sampled points covered by just one cluster
or less do not.

3.3.3.3 Setups

In total there are 45 setups, with 5 visualization methods, 3 variations of
number of points, and 3 variations of number of clusters. A data set is
generated for each setup. Once a user study begins, these sets are shuffled.
This means that each user answers the questions in a different order each
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time in order to counteract any sort of learning effect that might appear in
the results.

Number of points  Number of clusters

100 3
1000 5
10000 7

Visualization method

Regular scatterplot with colors

Regular scatterplot without colors

Concurrently animated scatterplot patterns without colors
Sequentially animated scatterplot patterns without colors
Winglets without colors

Table 3.2: The 3 parameters used in setting up the test cases.

A summary of the different setup parameters can be seen in table 3.2.
Examples of how the different visualization methods appear in the survey can
be seen in figure 3.12.
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Regular scatterplot with colors Regular scatterplot without colors

Concurrently animated scatterplot ~ Sequentially animated scatterplot
patterns without colors patterns without colors

Winglets without colors

Figure 3.12: Examples from the survey data sets demonstrating the appearance
of the different visualization methods for 1000 points and 5 clusters.

3.3.3.4 Mode of interaction (online)

Having the survey online comes with the positive side effect of making
it more accessible to potential participants. Anybody with a somewhat
modern computer and browser, and about 5 to 10 minutes of free time
can participate in the survey at their own leisure. As a result, a larger
number of people were able to participate than was expected. The lack of
supervision however, came with the potential disadvantage that some users
were not able to fully comprehend the tasks, or that some users were just not
taking the survey seriously. Additionally, not having supervision means not
having supplemental qualitative data, such as screen recordings or think-aloud
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protocols, to drive further analysis. Some lower quality data was as such
expected in the results. Data processing was applied after the fact to try to
mitigate this, which is described in greater detail in section 3.3.5.

3.3.4 User study implementation

This section describes in technical terms how the user study is implemented,
and the technical considerations that are made in ensuring that users are able
to perform the task.

3.3.4.1 Interface (client side)

The website for the survey is implemented with Next.js and React, and
deployed with Vercel. It has two different dependencies for rendering the
scatterplots. The first is the scatterplot patterns implementation, as described
in section 3.2. The second is an existing Winglets implementation [23].

The scatterplot patterns implementation uses a rendering loop, while the
Winglets scatterplot only re-renders on mouse events. When the Winglets
implementation is active, the scatterplot patterns implementation is hidden,
and vice versa. To render the regular scatterplot, with and without colors, the
scatterplot patterns implementation is used with single color patterns.

The flow of a user navigating the survey website is as follows:

1. The user is greeted by a 69 seconds long introductory video, created
in PowerPoint, explaining the concept of overlapping clusters and the 5
different scatterplot methods used. The video also demonstrates how to
perform and answer the task. The button to continue to the next step is
disabled until the video has finished.

2. The user is asked to answer a purposefully simple example task. The
purpose of this task is both to allow the user to get acquainted with
the interface, and also to identify users who fail to pay attention to the
instructions. Users who fail at answering the example task correctly are
filtered out of the final results before analysis.

3. Before starting the survey, the user is presented with the final
instructions. Specifically, they are told:

“You will specify the number of clusters for 45 different test
cases, the speed and accuracy will be recorded, so make sure
to answer each test case as FAST and as ACCURATELY as
possible.”
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4. They are then tasked with the 45 different test cases, presented in
shuffled order. For specifying the number of clusters, there are 9 buttons
on the right-hand side of the screen, with options from 1 cluster through
8 clusters, and an option for “I can’t decide”. There is a progress
indicator in the top-right corner of the screen showing how many tasks
they have completed so far and the total number of tasks.

For the Winglets scatterplot, there is a loading time involved. It can take
multiple seconds to build the winglets, depending on the user’s hardware, since
they are not precomputed. While the winglets are loading, a loading screen is
visible to the user with a text explaining that it might take up to 10 seconds for
the scatterplot to load.

If a user attempts to access the website on a smaller screen, there is a
warning message stopping them from starting the survey. This is done to
prevent users from conducting the survey on smartphones, as larger screens
are required for the interface to function properly.

While the user is completing the tasks, the website collects meaningful
usage data about the survey, to be used strictly for analysing the results. Most
importantly, the answers given and the amount of time spent on each question,
loading times not included. Also recorded is certain browser metadata such as
the view port size and browser user-agent.

When a user has finished all 45 tasks, the results are automatically
submitted to a database.

The repository for the survey implementation is freely available and
accessible online [24].
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3.3.4.2 Screenshots

Window Too Small

It appears you are visiting this survey on a smartphone or
equivalent (smaller) screen. To participate in the survey, please
visit the site on a PC and maximize the browser window.

Figure 3.13: Screenshot of the survey warning message for smaller screens.

Scatterplot Survey

atterplot Survey

is video presentation will briefly
explain some of the concepts that
will appear in the survey

Please watch the viden instructions above before continuing.

Mandatory video explaining
survey format

'Continue’ button is disabled
until video completes

Figure 3.14: Screenshot of the introduction.
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INOTE: This is an example, but please answer correctly

How many clusters are there?
1 cluster
2 clusters
3 clusters
4 clusters
5 clusters
€ clusters
7 clusters
B clusters

| cannot decide

Buttons for completing task

Figure 3.15: Screenshot of the example task.

Final Instructions

mal

ACCURATELY

Figure 3.16: Screenshot of the final instructions.
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‘Survey Progress: 7 of 45

Loading screen when building Winglets

* How many clusters are there?

1 cluster
2 clusters

3 clusters

4 clusters

LOADING 5 clusters

& clusters
7 clusters
Building Scatterplot.. LETEE

| cannot decide

Figure 3.17: Screenshot of the loading screen that is shown while Winglets
are being built.

Progress indicator —*

How many clusters are there?
1 cluster
2 clusters
3 clusters
4 clusters
5 clusters
6 clusters.
7 clusters
8 clusters

| cannot decide

ol

Buttons for completing task

Figure 3.18: Screenshot of the task-answering interface.
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3.3.4.3 Back end

All of the submissions are stored in a FaunaDB [25] database.

3.3.4.4 Recruiting participants

Participants in the survey were all recruited on a voluntary basis. The
recruitment process was conducted via social media, email and conversations
with acquaintances, where the people in question were asked to participate by
visiting the URL of the survey website. The people who participated did so at
their own leisure.

As part of the recruitment process and in conducting the survey itself no
demographic data or personal data was collected on any participant.

Additionally, no participant was offered any compensation or reward for
participating in the study. Participation was on a strictly voluntary basis.

The final number of submissions was 109.

3.3.5 Data processing and exclusion

Because the user study is online and unsupervised, there is a need to filter out
low quality submissions. If a participant were to step away from the computer
in the middle of the survey for instance, the analysis would be negatively
affected by the inclusion of their submission.

Five different heuristic exclusion criteria are used to try to find extreme
outliers among the submissions. If a survey submission is found to match any
of the five criteria, it is excluded from the final submission set.

* Time exceeded: Time exceeds 60 seconds on a single question.

* Too fast: Total time is less than 120 seconds.

* Same answer: Same answer on 10 or more consecutive questions.
* Example question: Wrong answer on the example question.

* Unique answers: Less than 3 unique answers in total.
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Chapter 4

Results

This section presents the results from the user study categorized by type
of measurement and method of visualization. The metrics used are the
completion time of each answer, the accuracy of correct answers, as well as
the absolute answer difference d = |x — x| between the given answer = and
the correct answer x. (number of clusters). Answers with no answer (“I cannot
decide”) were excluded from the absolute answer difference measurement.

For the sake of simplicity, the visualization methods will be referred to
using their shorthand forms defined in table 4.1.

Color Visualization method Shorthand

Regular scatterplot with colors color
Regular scatterplot without colors  greyscale
Concurrently animated scatterplot patterns
patterns without colors

Sequentially animated scatterplot  sequential
patterns without colors

Winglets without colors winglets

Table 4.1: The shorthand form and color used to refer to each visualization
method in this section and in section 5.

4.1 Excluded submission

Prior to analysis, a number of submission were excluded according to the
criteria presented in section 3.3.5.
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Exclusion criteria Matched submission ID’s N
Time exceeded [3, 19, 51, 60, 63, 87,92 104] 8
Too fast [68, 76] 2
Same answer [68] 1
Example question [24, 26, 31] 3
Unique answers [68] 1

Combined criteria  [3, 19, 24, 26, 31, 51, 60, 63, 68, 76, 87,92, 104] 13

Table 4.2: The submissions that were excluded by each criteria before analysis.

Thirteen submission were excluded, making the final number of
submission after exclusion 96.

4.2 Measurement: Time

The mean and standard deviation for each visualization method’s completion
time is reported in figure 4.1. The individual times for each question grouped
by clusters and points are plotted in figure 4.2. The mean completion time and
standard deviation grouped by clusters and points are plotted in figure 4.3.

A key takeway from the data is that patterns and sequential were slower
than other methods, while winglets was the fastest.

Figure 4.2, which plots the individual completion times for each answer,
also reveals outliers and the distribution of the different methods’ completion
times with different configurations. Increasing the number of clusters appears
to result in a greater spread of completion times for instance.

15-

10.61
10-
7.06
.01 5.77 5.41
0_

! ! ! ! !
color greyscale patterns sequential winglets
Visualization method

Mean time (seconds)
(8]

Figure 4.1: Mean time and standard deviation for each visualization method.
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4.2.1 Plots
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Figure 4.2: Time taken for each answer given (n = 4320), with added jitter.
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Figure 4.3: Mean time with standard deviation error bars, with added jitter.
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4.2.2 ANOVA

A (3x3x5) 3-way Analysis of Variance (ANOVA) is conducted on completion
time, reporting the significance p and the partial eta-squared 7?. Partial eta-
squared represents the size of the interaction effect, in other words how strong
the relationship is between the independent variables. As a metric the effect
is more useful in interpreting the importance of the results compared to the
statistical significance [26]. The ranges for interpreting partial eta-squared are
given by Cohen’s benchmarks [27]:

With a partial eta-squared (n?) less than 0.01, the effect is considered
marginal. Between 0.01 and 0.06 the effect is considered small, between 0.06
and 0.14 it is considered medium, and when greater than 0.14 it is considered
large.

In addition to the (3x3x5) 3-way ANOVA, a (3x3x2) 3-way ANOVA is also
conducted for each of the pairings of color, patterns and winglets, as they are
of particular interest for the analysis of the results.

The Interaction column of the ANOVA tables below indicates for which
independent variables the ANOVA test was conducted, where Clusters is the
number of clusters, Points is the number of points and Visualization is the
visualization method used.

4.2.2.1 (3x3x5) 3-way ANOVA

Interaction Df F p n?
Clusters 2 264.951 < .001 .110
Points 2 84.052 < .001 .038
Visualization 4 184.665 < .001 .147
Clusters : Points 4 6.352 <.001 < .01
Clusters : Visualization 8 227779 < .001 .041
Points : Visualization 8 11.451 < .001 .021
Clusters : Points : Visualization 16 3.909 < .001 .014

Residuals 4275

Table 4.3: (3x3x5) 3-way Analysis of Variance (ANOVA).
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4.2.2.2 (3x3x2) 3-way ANOVA (color x patterns)

Interaction Df F p n?
Clusters 2 152.659 < .001 .151
Points 2 77.620 < .001 .083
Visualization 1 21.569 < .001 .012
Clusters : Points 4 3.560 .007 < .01
Clusters : Visualization 2 5.902 .003 < .01
Points : Visualization 2 0.094 910 < .01
Clusters : Points : Visualization 4 7.382 < .001 .017

Residuals 1710

Table 4.4: (3x3x2) 3-way ANOVA with the color and patterns method
pairing.

4.2.2.3 (3x3x2) 3-way ANOVA (color x winglets)

Interaction Df F P n?
Clusters 2 129.074 < .001 .131
Points 2 106.443 < .001 .110
Visualization 1 12.204 < .001 < .01
Clusters : Points 4 8.768 < .001 .020
Clusters : Visualization 2 27.363 < .001 .031
Points : Visualization 2 11.037 < .001 .013
Clusters : Points : Visualization 4 6.642 < .001 .015

Residuals 1710

Table 4.5: (3x3x2) 3-way ANOVA with the color and winglets method
pairing.
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4.2.2.4 (3x3x2) 3-way ANOVA (patterns x winglets)

Interaction Df F D U
Clusters 2 53.0564 < .001 .058
Points 2 80.318 < .001 .086
Visualization 1 53.670 < .001 .030
Clusters : Points 4 7.217 < .001 .017
Clusters : Visualization 2 4.589  .010 < .01
Points : Visualization 2 7.208 < .001 < .01
Clusters : Points : Visualization 4 4.712 < .001 .010

Residuals 1710

Table 4.6: (3x3x2) 3-way ANOVA with the patterns and winglets method
pairing.

4.3 Accuracy and difference

The accuracy of the different visualization methods grouped by number of
clusters and number of points is plotted in figure 4.6. The total accuracy and
mean answer difference is reported in figure 4.4 and in figure 4.5 respectively
below. The same measurement, grouped by number of clusters and number of
points, is plotted in figure 4.7.
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Figure 4.4: Total accuracy for each visualization method.
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Figure 4.5: Total mean answer difference and standard deviation for each
visualization method.

4.3.1 Paired t-test

The accuracy is examined with a paired t-test on the pairings of winglets,
patterns and color to see the significance in the difference of their accuracy.
These methods are selected as they are of greater interest to examine,
compared to sequential and greyscale.

Pairing t dF p
color & patterns 6.248 95 < .001
color & winglets —6.945 95 < .001

patterns & winglets —12.336 95 < .001

Table 4.7: Paired t-test of selected visualization methods’ accuracy.
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4.3.2 Plots
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Figure 4.6: Answer accuracy with added jitter.
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Figure 4.7: Mean answer difference and standard deviation, with added jitter.



44 | Discussion

Chapter 5

Discussion

5.1 Observations

5.1.1 “pattern” compared to “color” and “winglets”

One of the main motivations of this work was to investigate whether scatterplot
patterns would be as effective as the baseline multi-class scatterplot and
Winglets in identifying classes.

The results show that patterns performed worse than both winglets and
color.

In terms of completion time the differences do not appear to be very large.
While there are certain outliers, such as the setup with /000 points and 7
clusters, where patterns is particularly slow, for most setups the differences
are small. Tables 4.4, 4.5 and 4.6 all show small interaction effects (Clusters
: Points : Visualization) for the pairings of patterns, color and winglets.

In terms of accuracy however, it is apparent that the effectiveness of
patterns is negatively affected by an increasing number of clusters. In the
setup where there are 100 points and 7 clusters, not a single submission out of
96 had the correct answer for patterns. The accuracy for patterns was only
greater than winglets in 1 out of 9 setups, at /100 points and 3 clusters. When
compared to color, the differences are not as great, but patterns is still slightly
outperformed. The differences in accuracy between all pairings of patterns,
winglets and color are shown to be statistically significant with the results of
the paired t-tests in table 4.7.

The mean answer difference shown in plot 4.7 verify these findings,
scatterplot patterns are less effective with more clusters and fewer points.
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5.1.2 Usefulness of sequentially animated patterns

Sequentially animated patterns are shown to be relatively slow, but on the other
hand quite accurate. The scatterplot in figure 4.2 shows the many outliers of
sequential. In multiple cases, users spent over 40 seconds answering a single
task. In other cases, it appears they somehow answered too quickly. With 7
clusters and a sequence time of 1.5 seconds the users would not be able to
see all of the clusters any sooner than about 10 seconds in, yet multiple users
answered in less than 10 seconds for the setups with 7 clusters. This reveals
a flaw with sequentially animating patterns, it is not a good method for time
sensitive tasks.

In terms of accuracy, sequential was only outperformed by winglets,
showing that there is indeed a use-case for sequentially animated patterns when
accuracy is more important than the completion time. This accuracy however,
appears to decrease when there are more clusters, showing that the usefulness
of sequentially animated patterns is perhaps limited to scatterplot with fewer
(5 or less) classes.

5.1.3 Usefulness of concurrently animated patterns

A clear finding from the results is that greyscale scatterplot patterns are not
as effective as the standard multi-class scatterplots with colors or greyscale
winglets in identifying classes. The comparison in accuracy between
patterns (.610 accuracy) with greyscale (.188 accuracy) however suggests
that patterns are not completely ineffective at the task at hand. Greyscale
represents an ineffective baseline, where the answers given are close to
guesses. The comparison shows that patterns perform much better than that
worst-case baseline. The question remains how effective patterns would be
when combined with colors.

5.1.4 Winglets

A surprising result is the high accuracy and low completion time of the
winglets setups. It is surprising because in the original Winglets paper,
Winglets (with color) had worse accuracy than regular scatterplots with color
in the task of identifying the number of clusters [5]. This might be explained
by the data being different or the Winglets parameters being configured
differently. Nonetheless, it is an interesting result. These findings apply to
most of the configurations as well. Winglets performed exceptionally well
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with a larger number of points and clusters, a scenario in which the results
were expected to be worse due to added “clutter”.

When looking closer at the accuracy of winglets when there are fewer
points, it appears that the Winglets method is more effective once a critical
mass, in regard to the number of points, is reached. The accuracy for winglets
when there are just 100 points is not that great. One hypothesis for this is that
the perceptive effect where a cluster drawn with winglets is perceived to form a
shape according to the gestalt principle of closure, is not as strong when there
are fewer points. It is possible that drawing longer or bigger lines for Winglets
in these sparse configurations could have resulted in a greater total accuracy
for winglets by making the perceptive effect of the principle of closure more
noticeable. Another possibility is that the method is just not as effective when
the data set being visualized is sparse. Regardless, finding the optimal length
and size of winglets for different types of data sets is something that would be
of interest to investigate in future work, as these parameters are set somewhat
arbitrarily both in the original Winglets paper [5] and in this work.

5.2 Criticism

This work was not without faults, the process in which the scatterplot patterns
were defined and its parameters optimized was not particularly structured
or idealized. It is a fault within the scope of the project itself. A better
process might prioritize setting good parameters over the development of an
experimental interface for instance. The chosen pattern configuration was as
such somewhat arbitrary, and not optimized for the task at hand. If the goal
was to show a configuration of scatterplot patterns that excels at the task of
identifying the number of clusters, we believe a better configuration could
have been found.

Two types of patterns were defined in section 3.1.1.2, but only the radar
pattern was used in the survey. In retrospect, the pulse pattern might have been
more appropriate for the given task. The radar pattern was selected because it
was believed to generalize better for a wider range of tasks.

The data selection process could have been improved as well. Randomly
generating the data could have resulted in certain configurations being simpler
than others, and it is possible that this did have an impact on the results of
certain setups. Ideally, there would be some kind of benchmark data set for
use in scatterplot research in place of pseudo-random data that would also
result in a more reproducible study as well. While there were efforts made to
have somewhat uniform data by limiting the amount of overlap, the process
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could have been better still.

5.2.1 Survey methodology and ethical considerations

There were some improvements that could have been made in regards to the
design of the survey and the process in which it was conducted. The data
that was collected was purely quantitative, which was a choice made before
the scatterplot patterns were even implemented, with the reasoning that it was
necessary in order to be able to answer the research question. The survey was
as such designed with only quantitative data in mind. In retrospect, collecting
qualitative data, for instance by recording the screens of users participating in
the survey, or by having active supervision via video conferencing software,
could have lead to further insights to drive analysis and could thus have
improved the quality of the work. Screen recording or supervision could
also have been used as an additional control method to filter out low-quality
submissions. Additionally, no demographic data was collected on the users
who participated. There is no way to control for instance how much prior
knowledge the participants had of visualization methods and of scatterplots in
particular, or whether participants had some type of color blindness or some
other visual impairment. It would have been useful to have such data in order
to better understand the results. With demographic data, it would have been
possible to segment the survey data by the level of prior knowledge and see
how the different segments differ.

During the recruitment of participants, the people who were asked to
participate were not provided with an ethics protocol and they were not
asked to fill out any consent form. In regards to ethical concerns, this
work was conducted purely as an academic thesis project with no ulterior
motives or outcomes. There were no third-party stakeholders. There was
no compensation offered or expectation placed on participants to perform
well, or negative consequences if they failed to perform. The problem is that
participants were not explicitly informed of these facts, they were simply asked
if they wanted to voluntarily participate in a survey for a thesis project. The
ethical and material details of the survey should have been made explicitly
clear, and participants should have been made to fill out a consent form before
starting the survey to ensure that they understood these details.
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5.3 Future work

The current state of research in scatterplots, as briefly described in section 2,
does not include many methods that utilize animation. It is an area of research
that has a lot of potential, as demonstrated by this work and prior work [9].
As such, the use of animations would be of interest in any future research into
scatterplots.

There are also certain topics that are more specific to scatterplot patterns
that would benefit from additional work. Finding an optimal selection
of pattern parameters would be the most important area of research. As
previously mentioned in section 5.2, the pattern parameters used in the survey
were not chosen to be optimal. Finding better or even optimal parameters
would most likely increase the effectiveness and usefulness of scatterplot
patterns in practice.

Investigating tasks other than counting clusters would also be of interest.
This work focused entirely on identifying the number of clusters, but there
are other similar tasks that would be of interest to investigate in regards to
scatterplot patterns. For example, identifying to which cluster a given point
belongs or answering questions about the properties of a given cluster.
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Chapter 6

Conclusions

In this work the visualization method of scatterplot patterns is introduced and
evaluated with a user study. The method can be seen as addition to the tool belt
of visualization researchers and designers, the purpose of which is to make
it easier for end-users to identify and differentiate between different classes
in multi-class scatterplots. It is best compared with a baseline, the standard
multi-class scatterplot where each class of points is drawn with its own color.
Of note in comparison is also the Winglets method, which served as a starting
point for the idea and design of scatterplot patterns.

The results of the user study suggest that the use of greyscale scatterplot
patterns is slower and less accurate than the baseline when users are identifying
the number of clusters. When compared to greyscale scatterplots, the use of
patterns is shown to be more effective, in the sense that it is significantly more
accurate. These findings suggest that scatterplot patterns could be viable as a
method of visualizing multi-class scatterplots with further improvements, and
possibly with the addition of color.

The Winglets scatterplot method, without colors, is shown to be faster
and more accurate when identifying the number of clusters than the baseline.
These results are surprising given previous research [5]. As a method for
visualizing scatterplots, Winglets is also shown to be more effective than the
baseline with a varying number of points and clusters.

These findings indicate that there is more work to be done in the
topic of visualizing scatterplots using patterns and animation. The method
demonstrated in this work can be thought of as a foundation, rather than as a
complete method, and it is perhaps not ready to be used in real world scenarios.
There is, as such, a need for further research to refine it.
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