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Abstract

Underground mining is a complex operation that requires careful planning. The
short-term scheduling, which is the scheduling of the tasks involved in the ex-
cavation process, is an important part of the planning process. In this master
thesis we propose a new method for short-term scheduling of a cut-and-fill mine
operated by the mining company Boliden AB. We include a new aspect of the
problem by incorporating a priority between the excavation locations of the
mine. The priority feature allows the user to control the output of the schedul-
ing and to direct resources to the locations where they are most needed accord-
ing to the long-term plans. Our solution method consists of two components: a
constructive heuristic method that construct a complete solution by solving par-
tial scheduling problems containing subsets of tasks, and a logic-based Benders
decomposition scheme for solving these partial problems. The computational
performance of the proposed method is evaluated on industrially relevant large-
scale instances generated from data provided by Boliden. Comparisons are made
with applying a constraint programming solver on the complete problem and
with replacing the logic-based Benders scheme by applying a constraint pro-
gramming solver on the partial scheduling problems, respectively. Results show
that the heuristic method combined with the logic-based Benders decomposition
scheme outperforms the other two methods on all instances.
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Chapter 1

Introduction

Underground mining is a complex operation that requires careful planning done
in several phases with different time horizons. This master thesis project is
focused on short-term planning, and specifically, the scheduling of the activities
involved in the excavation process for one of the mines of the mining company
Boliden AB. Today, this type of scheduling is done manually at Boliden. Man-
ual short-term scheduling is a time-consuming and complex task. The manual
scheduler has to take a large number of factors into consideration when con-
structing the schedules, and as a consequence it is hard for the scheduler to
make good decisions. Therefore, the consistency and degree of production effi-
ciency of the mine is not likely to be as high as it could be. As maximizing the
production efficiency is one of the biggest challenges faced in modern mines [1],
a more autonomous and optimized way of scheduling the production process
has great potential. The work in this master thesis aims to provide results that
are useful for future transitions to a more autonomous scheduling process in
underground mines.

In this master thesis, we present a new method for short-term scheduling of
a cut-and-fill mine. We also introduce a new aspect of the scheduling problem
by incorporating the concept of priorities between excavation locations. This
priority feature provides a higher level of control of the scheduling output. Our
method combines a constructive heuristic with Logic-Based Benders Decom-
position (LBBD). Computational results are provided for large-scale instances
based on data from an operational mine.

Lindh and Olsson, 2021. 1



2 Chapter 1. Introduction

This project has been carried out in collaboration with the mining company
Boliden AB that has provided domain knowledge and the data needed to con-
struct industrially relevant instances. All test instances are available here1.

1.1 Background

This master thesis project is proposed by Boliden and the Department of Math-
ematics at Linköping University. The project is a continuation of a pilot study
conducted by us together with some other students as part of a project course [2].
In the pilot study, which was conducted in collaboration with Boliden AB, a
short-term scheduling problem identical to the problem presented in this master
thesis was studied. Two models for the problem were presented: a Mixed In-
teger Programming (MIP) model and a Constraint Programming (CP) model,
both based on the work presented in [3]. The models were solved using com-
mercial solvers, Gurobi Optimizer version 9.0.3 for the MIP model and IBM
ILOG CP Optimizer version 12.10.0 for the CP model. The problem instances
were generated from data provided by Boliden. The results showed that the
MIP solver was only able to solve smaller instances to optimality, and the CP
solver was not able to solve any of the presented instances to optimality. How-
ever, the CP solver was able to find feasible solutions to all instances. The
largest instance presented in the report consisted of 6 excavation locations with
4 cycles at each location, and a feasible solution was found within 8 seconds.
However, it has been concluded that the presented models would not be suc-
cessful in handling larger instances effectively. Further, some interesting results
were presented from experiments where some of the decisions were fixed prior
to solving the problem. The machine allocation decisions as well as the blasting
decisions were fixed separately. The results from the experiments showed that
the solution time decreased significantly when fixing these decisions, which is a
motivating factor for investigating LBBD in this master thesis.

Our work is based on the PhD thesis project by Max Åstrand at KTH [3–6],
who studied the same scheduling problem as we do. They presented a CP
formulation of the scheduling problem modelled in a k-stage hybrid flow shop
framework, and this CP formulation is a foundation for the CP models pre-
sented in this master thesis. Moreover, the authors suggested three heuristic
methods to solve the problem. Two large neighbourhood search methods and a
restart based method. The three methods were able to handle realistic problem

1https://gitlab.liu.se/eliro15/underground_mining_instances

https://gitlab.liu.se/eliro15/underground_mining_instances
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sizes where the largest instance consisted of 20 faces with one excavation cycle
at each face and a custom machine park. None of the methods were able to
solve any of the realistic instances to optimality.

This master thesis aims to provide an alternative approach of solving the same
scheduling problem as in the work by Åstrand and in the pilot study.

1.2 Purpose

The purpose of this master thesis project is to provide results that are useful
for future transitions to a more autonomous and efficient scheduling process
in underground mines by developing a heuristic method based on logic-based
Benders decomposition. A necessary condition for the proposed method to be
practically usable is that it can handle large-scale instances effectively.

1.3 Goal

The goal of this master thesis is to (i) design and implement a logic-based
Benders decomposition scheme including suitable acceleration techniques and
heuristic components, (ii) to generate industrially relevant large-scale instances
to evaluate the developed methods on, and (iii) to write a manuscript to submit
to a conference.

1.4 Approach

Logic-based Benders decomposition can be applied in several ways, and a naive
way of designing and implementing the method is not likely to produce good
results. Hence, the main task of this master thesis project is to analyze how to
design the decomposition. This analysis involves both finding suitable master
and subproblems but also to investigate how to accelerate the solution process.
The starting point is to use the models developed in the pilot study since they
are considered to describe the problem well enough.

To evaluate the proposed methods, instances which are considered industri-
ally relevant are needed. Data from the mine subject to this study was provided
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by Boliden and was used to generate instances.

The modelling and development of the heuristic method was done in discussion
with Boliden to ensure industrial relevance. The concept of priorities between
excavation locations, which is a foundation for the heuristic method that was
developed in this project, emerged during the discussions with Boliden. Other
aspects of the method design, such as the choice of objective function, was also
decided in dialogue with Boliden.

In order to verify the validity of the schedules and to visualize the solutions
of the developed methods, a visualization tool was used. This visualization
tool was initially developed in the pilot study and was further improved in this
project. The visualization tool presents the solutions in form of a gantt schedule.

1.5 Outline

The outline of this master thesis is as follows. It consists of two parts, one master
thesis part and one research paper part which can be read independently from
the rest of the master thesis. Some parts of the research paper are repeated in
the master thesis in a less concise way.

Chapter 2 of the master thesis contains a background to the underground
scheduling problem and a problem description. It also contains a complete CP
model of the problem. In Chapter 3, a theoretical background to LBBD is pro-
vided as well as a description of relevant work related to scheduling and LBBD.
Chapter 4 contains the research paper in which some parts of Chapters 1–3 are
repeated. The developed models and algorithms are presented in Chapter 4 but
a more in depth description of some parts is given in Chapter 5. Chapter 6 pro-
vides some visualizations of the solutions to some instances. Lastly, Chapter 7
provides discussion and conclusions complementary to the ones in the research
paper.



Chapter 2

Underground mining and
problem overview

The following chapter will give a background to how the mining is planned and
a description of the problem addressed in this thesis. A k-stage hybrid flow shop
representation of the problem is given along with a complete CP model.

2.1 Planning of mining operations

The planning of the mining operations is divided into five levels. The level of
furthest planning horizon is the life-of-mine plan, in which predictions of things
like ore prices, costs and production challenges are made and balanced with the
remaining ore reserve. The life-of-mine plan acts as a basis for the extraction
plan, where the extraction of the remaining ore body is scheduled roughly, pro-
viding a plan for how much ore that is to be extracted in each month or year.
The extraction plan is then decomposed further into short-term schedules. The
short-term scheduling is the part of the planning process that this master the-
sis is concerned with. The short-term schedules usually span no more than a
couple of weeks and involves allocation of machines and personnel as well as
the time windows in which the activities involved in the ore extraction should
take place. When the low level schedules have been constructed, the machines
must be routed to the right place at the right time and the activities must be
executed. The different levels of planning are illustrated in Figure 2.1. Short-

Lindh and Olsson, 2021. 5



6 Chapter 2. Underground mining and problem overview

term scheduling is the part of the mining operations that connects the high level
planning with the lower levels of control, making it an important part of the
realization of the high-level plans. This connection between the long-term plan-
ning and the short-term scheduling is of particular importance for this master
thesis.

Usually, the extraction plans have points of reference at which a certain amount
of ore or rock should be excavated. As the short-term scheduling is not always
realized due to delays in production, some parts of the mine can be further away
from reaching the goal of the reference point than other parts. This makes it im-
portant for the planners to be able to direct resources to the locations where they
are needed. Hence, there is usually some parts of the mine that are higher pri-
oritized than others in a short-term scheduling situation. The solution method
proposed in this master thesis is designed to take these priorities into account.

Figure 2.1: Different levels of planning.

2.2 Underground mining operations

The extraction of minerals from earth can be done in many ways. Which method
that is appropriate is dependent on the characteristics of the ore body. For
example, when the ore body is close to the surface it is sometimes appropriate
to use the open-pit method which is a surface mining method where the ore
is accessed from the surface. In cases where the ore body is horizontal, the
room-pillar method method is a common method. In the room-pillar method,
ore is excavated in blocks. Some blocks are left behind creating pillars acting
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as a supporting structure for the surrounding rock. In the case of the ore body
being more vertical, a common method is the cut-and-fill method, and this is
the method that this master thesis considers. In the cut-and-fill method, the ore
is excavated in horizontal segments. Once the ore in one segment is excavated,
the excavated void is filled with concrete, sand and waste rock. The filling is
then used as a platform when excavating the next segment above. Usually,
excavation occurs at many places at once. The tunnels created when excavating
the rock will be referred to as drifts, and the end of each drift will be called
the face. The excavation of the ore in the cut-and-fill method is done through a
number of stages that together form an excavation cycle. In each cycle, a block
of ore is removed from the ore body. The exact activities in the cycle may vary
from mine to mine, and the activities described here are the activities of the
mine from which our scheduling instances are derived. The cycle begins with
the activity drilling where holes are drilled in the rock mass of the face. This is
followed by charging, the activity of filling the drilled holes with explosives. The
next activity is the blasting of the explosives. The blasting produces toxic blast
fumes which need to be ventilated before the next activity can begin. The ore
that has been separated from the face is then transported away, and that is an
activity called loading. When the ore has been removed, loose rock attached to
the walls and roof of the drift is removed to ensure the safety of the drift, and
this is an activity called scaling. Scaling is followed by cleaning, that is removing
the loose rock caused by scaling. When the loose rock has been removed, the
roof and walls are sprayed with concrete - called shotcreting - and bolted to
further secure the area in an activity called bolting. The last two stages are
the facescaling and facecleaning which are the same as scaling and cleaning but
these are done prior to a new cycle. The cycle is illustrated in Figure 2.2, note
that the cycle defined above differs slightly from the one presented in the figure
due to an early stage choice from our side. Normally several excavation cycles
are performed in parallel since the mine has several excavation locations.
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Figure 2.2: All activities included in a cycle. Picture courtesy of Boliden AB.

2.3 Scheduling in underground mines

There is a limited amount of relevant work that has been done on short-term
scheduling in underground mines. Further, there are even fewer studies that
offer methods for solving real-sized problem instances to optimality. A common
theme in the existing studies is that the presented methods are only able to
solve smaller instances to optimality, while larger instances are handled heuris-
tically. Nevertheless, some notable work has been done on the topic, presenting
both heuristic and exact methods for solving short-term scheduling problems in
underground mines. (The term short-term scheduling is used in the literature
to describe scheduling problems of varying character. However, in this thesis
a short-term scheduling problem is defined as a scheduling problem of similar
character to the problem faced in this master thesis.)

Mixed integer programming has proven successful for a large number of prob-
lems and in some notable works it has been applied to scheduling problems.
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Schulze, Rieck, Seifi and Zimmermann introduced a MIP-model which was used
for a machine scheduling problem in the potash industry [7]. In their mine, the
room-pillar method was used. They represented the problem as a hybrid flow
shop and solved small instances of the problem by using IBM ILOG CPLEX
Optimizer (referred to as CPLEX). Two multi-start constructive methods were
presented for solving the larger instances heuristically. They concluded that for
the larger instances, the heuristic solution procedures should be used while the
CPLEX solver was able to handle the smaller instances.

In another study by Nehring, Topal and Knights, a short-term scheduling prob-
lem considering how to allocate machines to drawpoints was modelled as a
MIP-model and solved by using CPLEX.

CP is a successful method for solving a variety of scheduling problems. In
Åstrand [3], a problem almost identical to the problem of this master thesis
was defined and represented as a k-stage hybrid flow shop and modelled using
CP [3]. They solved the problem using a commercial solver (Gecode 5.1) and
using large neighbourhood search. They were able to find feasible solutions
within seconds when solving the largest instance. Those consisted of 20 faces
and 1 excavation cycle for each face. However, only the smallest instances were
solved to optimality.
In the already mentioned pilot study conducted in a student project at Linköping
University, a MIP- and a CP-model were implemented for the same problem as
in [3]. The models were solved using the commercial solvers Gurobi and IBM
CP opimizer, respectively, with similar results as in [3]. Both the MIP solver
and the CP solver were only able to solve small instances to optimality. The
CP solver was able to find feasible solutions to the largest instance consisting
of 6 faces and 4 excavation cycles within seconds, but the MIP solver was not
able to find any feasible solutions within the time limit to the large instances.

In Granlund [8], a similar problem to the one in Åstrand [3] was solved. The
author modeled the problem using CP and solved it iteratively by adding one
excavation cycle to the problem each iteration. Similar to the other studies, only
small sized problems could be solved to optimality while the iterative heuristic
solution method was able to provide feasible solutions to large problems.

Song et al. [9] present a scheduling tool developed to aid the manual scheduling
process. It is done by scheduling some of the activities in the production cycle
through calculating and sequencing all possible permutations. Once all permu-
tations have been calculated, the permutation with the smallest makespan is
selected. To handle the large number of permutations that has to be calcu-
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lated, the authors present a grouping algorithm that clusters the faces based
on geographical distances. Each cluster of faces is then scheduled with one set
of machines. The results showed that the makespan of the solutions obtained
using the presented algorithm was shorter than the makespan of the manual
scheduling.

In a study by Mishchenko et al. [10], a constructive heuristic approach for solving
a short-term scheduling problem for a cut-and-fill mine was presented. Com-
pared with the manual scheduling, the presented algorithm was able to increase
the ore production by 10 percent.

2.4 Problem overview

The mine which this master thesis considers uses the cut-and-fill method de-
scribed in Section 2.2. The main objective of the optimization problem is to
construct feasible schedules while minimizing the makespan at each face. In
order for a schedule to be feasible, several constraints or limitations need to be
respected. Some of these are either simplifications or restrictions of the real-
world problem. Each scheduled day is divided into two work shifts, 06:00 -
15:12 and 15:00 - 00:42, but the effective time where scheduling occurs is be-
tween 06:30 - 14:30 and 15:30 - 00:00. This is due to an estimated time of 30
minutes for personnel and machinery to move down, up and through the mine
at both the start and end of a shift. Blasting may occur at 15:00 or at 00:42.
During blasting and 30 minutes after blasting, the mine needs to be empty due
to safety reasons and the need to ventilate. Hence, no activities can be sched-
uled during the blasting time windows. After the shotcreting activity, a four
hour afterlag is needed to let the concrete solidify.

The mine uses a fleet of machines to do the different tasks involved in the
ore excavation. The time it takes for machines to travel between different faces
is considered in the scheduling, and workers are assumed to always be available
to operate the machines. Different types of machines can travel at different
speeds, which, for simplicity, are assumed to be constant. The tasks face clean-
ing, cleaning, charging and shotcreting can not be interrupted, which means
that they are forced to be completely scheduled in a work shift. All other tasks
may be interrupted, that is started in one shift and finished in the next. The
constraints taken into account are:

• a machine can only do one task at a time,
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• subsequent tasks at the same excavation location must not overlap,

• blasting can only occur within the allowed times,

• no other activity is scheduled during a time window where blasting is
scheduled,

• a task cannot start until its assigned machine is in place, that is the travel
times of the machines are considered,

• only interruptible tasks can be interrupted,

• a four hour afterlag is considered after shotcreting.

A task in a specific cycle that is to be scheduled at a specific face will henceforth
be referred to as a task instance.

2.5 Flow shop model formulation

In Åstrand [3], as well as in a pilot study conducted at Linköping University [2]
a very similar problem to the problem faced in this master thesis project was
addressed. Åstrand et al. [6] introduced how this problem can be modelled as a
k-stage hybrid flow shop and formulated as a constraint programming problem.
Such formulations were also used in the pilot study at Linköping University and
the model from this pilot study is used in this thesis. The following description
of the problem in the flow shop framework is based on Åstrand [3].

The k-stage Hybrid Flow Shop (HFS) is a representation of a set of jobs con-
sisting of k stages, where each stage is to be assigned a machine. A job in this
case is a block of ore that is to be excavated and the stages of the job are the
activities in an excavation cycle described in Section 2.2. The problem of this
thesis explained in the framework of the k-stage HFS is the following: Each
stage has a number of identical machines, therefore the problem in the flow
shop framework is said to have uniform parallel machines. In each stage, all of
the jobs are to be assigned one of the machines in that stage. If there are more
jobs than available machines, some jobs may have to be delayed until machines
are available. In the case of this project, some stages share machines with other
stages which can lead to another competition of machines that occurs when
there are multiple activities taking place in an overlapping time window that all
require the same type of machine. In that case, some jobs have to be delayed
until a machine becomes available. When some jobs have to be prioritised over
others the problem is said to have precedence constraints. Some of the stages
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are interruptible and some are uninterruptible as mentioned in Section 2.4, and
some stages require afterlags. An activity corresponding to a certain stage can
not be started until the machine assigned to the stage is in place. The time
it takes before an activity can be started can be modelled as sequence depen-
dent set-up times. In the model, a travel time is equivalent with a set-up time,
and since the set-up time is dependent on where the machine was located the
previous stage, the set-up times are sequence dependent. The blast windows
can be handled by making all machines but the one that perform the blasting
activity unavailable during the blast windows, therefore the problem is said to
have machine unavailabilities.

2.6 Complete CP model

In this section, a complete CP model of the problem described in Sections 2.4
and 2.5 is presented.

The sets and parameters used in the CP model are listed below.

• The set of all machines M.

• The set of all faces F .

• The set of all task instances A that are to be scheduled.

• The face at which the task instance a ∈ A is to be scheduled is denoted
by Fa.

• The duration of task instance a ∈ A is denoted by Da.

• The resource (machine) needed the perform task instance a ∈ A is denoted
by Ra.

• A(un) ⊂ A denotes the set of uninterruptible task instances.

• A(al) ⊂ A denotes the set of task instances that require afterlag, and d(al)

is the duration of the lag.

• The subset Af ⊂ A denotes the set of task instances that are to be
scheduled at face f ∈ F . The subsets are ordered so that if ai, aj ∈ Af

and ai is before aj then task instance ai must precede task instance aj .

• The set B of all blasting windows b.
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• The time at which blasting window b ∈ B starts, denoted sb. Each blasting
window has a duration denoted d

(bl)
b .

• The blasting task instances form a subset A(bl) ⊂ A. For notational
purposes we let blast tasks be interruptible, i.e. A(bl) ∩ A(un) = ∅.

• The travel times between faces f, f
′ ∈ F is denoted by lf,f ′ . When f and

f
′ are the same face, the corresponding travel time is zero. Moreover, the

matrix is symmetric since the travel time from f to f
′ is assumed to be

the same as the travel time from f
′ to f .

The tasks that are to be scheduled are modeled as conditional interval variables.
Each activity is represented by a tuple (sam,eam,da,oam), where sam represents
the start time of the task instance a performed by machine m. The duration of
task instance a, da, the end time, eam, and the start time satisfy the equality
sam + da = eam. The boolean execution status oam indicates whether task
instance a is scheduled on machine m or not. The boolean indicator can be
used to restrict each task instance to be executed by exactly one machine by
the constraint:

∑
m∈M

oam = 1, a ∈ A. (2.1)

The fact that the mine has to be evacuated during blasting windows, along
with the fact that the mine is empty between 00:42 and 06:00, can be utilized
to simplify the model. The time between 00:42 and 06:00 and the blasting
window can simply be disregarded in the solution process and added in a post-
processing step when a solution has been obtained. In order to do that, the start
times of the tasks have to be transformed into a compressed time, as introduced
in Åstrand [3], which is the time obtained by eliminating the blasting task
instances and the time between 00:42 and 06:00 from the schedule. The modified
start times will be denoted s̃am. That each blasting task instance a ∈ A(bl) is
scheduled to start at the time points s̃b, b = 1, . . . , |B|, is ensured by defining

s̃am ∈ {s̃b|b ∈ {1, . . . , |B|}}, (m,a) : a ∈ A(bl). (2.2)

To make sure that the uninterruptible task instances do not split in post-
processing, such task instances are restricted to the intervals between the blast
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times by defining

s̃am ∈
⋃

b∈{1,...,|B|}

{s̃b−1, . . . , s̃b − Da}, (m,a) : a ∈ A(un), (2.3)

where s̃0 = 0.

If a machine can perform two types of tasks, disjunctions on the form s̃am+Da <
s̃a′m ∨ s̃a′m +Da′ < s̃am are induced to ensure that the machine is not scheduled
to perform two tasks at once. The travel times are modelled by introducing the
sequencing variable baa′ that indicates the precedence relation between the task
instances. If baa′ = 1, task instance a precedes task instance a′ while baa′ = 0
indicates the opposite. Trivially, baa′ = 1 ⇐⇒ ba′a = 0 holds. Moreover,
the precedence variable can take on a third value baa′ = ⊥ indicating that task
instances a and a′ are scheduled on different machines.

baa′ = 1 ⇐⇒ oam = 1 ∧ oa′m = 1 ∧
s̃am + Da + lFaFa′ < s̃a′m, (m,a,a′) : a < a′, (2.4)

baa′ = 0 ⇐⇒ oam = 1 ∧ oa′m = 1 ∧
s̃a′m + Da′ + lFa′ Fa < s̃am, (m,a,a′) : a < a′, (2.5)

baa′ = ⊥ ⇐⇒ ¬(oam = 1 ∧ oa′m = 1), (m,a,a′). (2.6)

Since the blasting task instances are removed from this model, the interruptible
task instances do not need to be handled explicitly. An interrupted task instance
is simply scheduled and the interruption is handled in the post-processing. How-
ever, the removal of the blasting task instance affects the afterlag in the model.
Thus, a variable, nextBlasta, is introduced to keep track of the occurrences of
the blasts which have an effect on the afterlag which is defined as:

nextBlasta = min
s̃am<s̃b

b∈{1,...,|B|}

s̃b, a ∈ A(al). (2.7)

The afterlag can be expressed as
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d(al)
a =


d(al) if s̃am + Da + d(al) < nextBlasta

d(al) − d(b) if s̃am + Da + d(al) > nextBlasta + d(b)

d(al) − ∆d(al) otherwise, a ∈ A(al)
(2.8)

∆d(al) = s̃am + Da + d(al) − nextBlasta. (2.9)

That the task instances at each face are executed disjunctively is ensured by

s̃aim + Dai
+ d(al)

ai
≤ s̃ai+1m, (m,f) : i = 1, . . . , |Af | − 1, ai ∈ A(al) (2.10)

s̃aim + Dai ≤ s̃ai+1m, (m,f) : i = 1, . . . , |Af | − 1, ai /∈ A(al). (2.11)

The objective is to minimize the sum of the makespans of the faces, and the
objective value O is stated as

O =
∑
f∈F

max
m∈M
a∈Af

(oam × eam). (2.12)





Chapter 3

Logic-based Benders
decomposition

Logic-based Benders decomposition can be applied to problems on the form

[P] min f(x,y),
s. t. C(x,y),

A(x),
x ∈ Dx,

y ∈ Dy,

(3.1)

where C(x,y) are the constraints of the problem involving all the variables and
A(x) are the constraints involving only the x = (x0 . . . xn) variables. Dx and
Dy are the domains of the variables x and y = (y0 . . . ym), respectively. The
problem is then decomposed into a master problem and a subproblem.

The subproblem is obtained by fixing x to x̄ in [P] resulting in

[SP] min f(x̄,y),
s. t. C(x̄,y),

y ∈ Dy.

(3.2)

Lindh and Olsson, 2021. 17
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To define the master problem, the concept of a Benders cut must first be ex-
plained. To be able to define a Benders cut properly, we begin by defining the
inference dual.

The inference dual of the subproblem stated above can be explained as the
problem of finding the maximal lower bound v∗ on the objective function f(x̄,y)
that is deducible from the constraints. A solution to an inference dual is an ab-
stract object called proof which is denoted P , and a collection of such objects is
referred to as a family P of proofs. A proof deducing a bound v on the objective
function of the subproblem from the constraints can be stated mathematically
as C(x̄,y) `P (f(x̄,y) ≥ v), and the problem of finding the optimal proof P ∗

that deduces the tightest possible bound on the objective function can be stated
as

max{v | C(x̄,y) `P (f(x̄,y) ≥ v), v ∈ R, P ∈ P}. (3.3)

The fundamental idea of LBBD is to exploit the fact that the same proof P ∗

that solves the inference dual by deducing an optimistic bound to the subprob-
lem v∗ ≤ f(x̄,y) can be used to deduce bounds for other variable values than
x̄. By exploiting that fact, the proof P ∗ can be used to deduce a Benders cut
Bx̄(x) ≤ z.

In practice, different Benders cuts can be constructed for a given problem, and
how they are derived is dependent on the structure of the problem. However,
there are two properties that the Benders cuts should have. These properties,
as described in [11], are the following.
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Property 1 The Benders cut Bx̄(x) provides a valid optimistic bound on f(x,y)
for any given x ∈ Dx.

Property 2 The Benders cut evaluated at x = x̄ equals the optimal value of
the objective function in the subproblem with x = x̄, that is, Bx̄(x̄) = v∗.

In iteration i of a LBBD method, the master problem is solved, and a solution
xi is obtained. The subproblem is then solved with x fixed to xi. A Benders cut
z ≥ Bxi(x) is then generated and added to the master problem and the solution
process continues by iteratively solving the master problem with the generated
cuts and solving the subproblem. The master problem can now be stated as
follows:

[MP] min z,

s. t. A(x), (3.4a)
z ≥ Bxi(x), i = 1 . . . k (3.4b)
x ∈ Dx. (3.4c)

Here, the constraints (3.4b) are the Benders cuts generated in the k previous it-
erations of the solution process. In each iteration of the LBBD solution process,
an upper and a lower bound is obtained. The subproblem, which is a restric-
tion of the original problem [P], provides a pessimistic bound to [P] in each
iteration of the process. Since the master problem is a relaxation of [P] with
added constraints in the form of Benders cuts that are all optimistic bounds
to [P], it provides an optimistic bound to [P] in each iteration. The method
terminates when the optimistic bound coincides with any of the so far obtained
pessimistic bounds. The optimistic bound increases monotonically and the pes-
simistic bound is not monotonic.

3.1 Benders cuts

As mentioned, there are more than one way to construct a Benders cut for a
given problem. However, many cuts have a similar structure. In this section,
some common cuts are presented and explained.

There are mainly two types of Benders cuts, feasibility cuts and optimality cuts.
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An infeasible subproblem gives rise to a feasibility cut while a feasible one gives
rise to an optimality cut. Both cuts have the two properties that a Benders cut
should have, but their impact on the master problem differ.

A common construction of a feasibility cut on a problem in which the mas-
ter variables are binary can be stated as in [12],

Bx̄(x) = 1 −
∑

j∈I(x̄)

(1 − xj) ≤ 0. (3.5)

Here I(x̄) is the set of indices corresponding to the variables xj = 1 in the last
obtained solution to the master problem, x̄. The rationale is that if the cut is
evaluated for the variable values of the solution x̄, the sum will equal 0 and that
solution will be infeasible. Thus, the solution x̄ will be cut away.

In scheduling contexts, a common objective is to minimize the makespan M
of the schedule. Consider a makespan minimizing scheduling problem, decom-
posed into a master problem and a subproblem, and let the subproblem be a
makespan minimizing problem. For a problem of this structure, similar to the
cut constructed in Hooker J.N [13], one can construct optimality cuts on the
form

z ≥ M∗
x̄

(
1 −

∑
j∈I(x̄)

(1 − xj)
)

(3.6)

where z is the objective function of the master problem and M∗
x̄ is the optimal

makespan obtained by fixing x to the master problem solution x̄ and solving
the subproblem. This cut, in contrary to the feasibility cut, is still feasible
when evaluated at x̄. When evaluated at x = x̄ the bound states that the total
makespan of the problem must be equal or larger than M∗

x̄ . When the bound is
evaluated for other variable values, the right hand side is ≤ 0, which means the
bound does not restrict the makespan for any other combinations of variable
values than the values in x̄. Hence, the solution x̄ is essentially cut off if it is
not the optimal solution.

Both cut (3.5) and cut (3.6) are so called no-good cuts. In [13], the author
explains that a weakness of the no-good cuts is that they only provide useful
information when all of the values of the variables involved in the cut are equal
to one. However, there are other classes of cuts, which will not be covered in
this master thesis. One of those classes of cuts are the analytical Benders cuts,
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which does not have the weakness of not providing useful information for more
than one combination of variable values.

3.2 Cut strengthening

A way of accelerating the solution process in a logic-based Benders scheme is
to perform a cut strengthening. Cut strengthening is, as the name suggests, a
strengthening of a generated Benders cut. To understand the concept of cuts
being of different strength, we can compare the following two feasibility cuts of a
made up problem where the binary master variables are x = (x1, x2, x3, x4, x5).
Consider the cuts

5∑
i=1

(1 − xi) ≥ 1 (3.7)

and

2∑
i=1

(1 − xi) ≥ 1. (3.8)

The cut in (3.7) includes all 5 variables while the cut in (3.8) only includes two.
If we, for a moment, ignore how the cuts were deduced and assume they are
both valid cuts for the made up master problem, the first cut only removes one
solution from the set of all possible solutions while the second cut removes all
solutions in which both x1 = 1 and x2 = 1. The second cut is stronger as it
cuts off at least as many solutions as the first cut.

A useful concept to categorize feasibility cuts is the concept of an irreducible
feasibility cut. The definition of an irreducible feasibility cut is a cut in which no
variable can be removed without the subproblem becoming feasible [12]. This
essentially means that an irreducible feasibility cut is a cut that can not be
strengthened more. However, note that for one subproblem there could exist
more than one irreducible cut.

The general method of strengthening cuts on the forms as in (3.5) and (3.6) deals
with investigating different subsets of I(x̄). In Karlsson and Rönnberg [12], three
methods for strengthening feasibility cuts are discussed and evaluated. The first
algorithm is the greedy cut strengthening algorithm, where master variables are
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removed iteratively until the subproblem becomes feasible. The greedy algo-
rithm does not guarantee an irreducible cut. The next algorithm presented is
the deletion filter cut strengthening algorithm. The deletion filter is similar to
the greedy algorithm. The difference is that the deletion filter investigates all
variables in the cut instead of terminating once the subproblem becomes feasi-
ble. If, by removing a variable from the cut, the subproblem becomes feasible,
the variable is reinserted in the cut. Thus, once all variables have been inves-
tigated, an irreducible cut is ensured. The third and last algorithm presented
is the depth-first binary search cut strengthening algorithm which resembles the
deletion filter but tries to reduce the number of iterations by removing subsets
of variables instead of single variables.

Hooker [13] presents a greedy approach for the strengthening of an optimality
cut similar to the cut in (3.6). In the presented method, master variables are
removed until the makespan of the subproblem becomes less than the optimal
makespan of the subproblem.

3.3 Subproblem relaxation

For a LBBD scheme to work well, a subproblem relaxation is usually needed.
The subproblem relaxation is modelled in the master problem with the master
problem variables. The purpose of the subproblem relaxation is to remove bad
master problem solutions, that is solutions that are infeasible or solutions that
are not optimal. If no subproblem relaxation is added to the master problem,
the solution process may have to go through a large number of trivially bad
solutions in order to prove optimality.

In Coban and Hooker [14], an LBBD scheme for solving a single facility schedul-
ing problem is presented. The master problem assigns jobs to time windows,
and the subproblem schedules the jobs in each time window. Since jobs have
durations and the time windows have a fixed length, a restriction is that the
jobs assigned to an individual time window have to fit in that particular time
window. Let Endw and Startw be the end time and the start time of window
w, and let J be a set of all jobs. Let pj be the processing time of job j and
xjw = 1 if job j is assigned to time window w. Mathematically the restriction
can then be stated

∑
j∈J

xjwpj ≤ Endw − Startw. (3.9)
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The right hand side is the length of the time window obtained by taking the
difference between the end time and the start time of time window w. The
restriction ensures that the sum of the job durations of the jobs assigned to
time window w is not greater than the length of the time window. This is a
simplified version of the relaxation presented in [14], but it explains the concept.
If the presented constraint is added to the master problem, a large number of
infeasible solutions are cut off, and as a result the solution process is accelerated
significantly.

3.4 Feasibility subproblem

In some cases, Problem 3.1 has an objective function that only depends on
the variables existing in the master problem. The subproblem then becomes a
feasibility problem. A feasibility problem is either feasible or infeasible. If it is
infeasible, it gives rise to feasibility cuts as described in Section 3.1, which are
added to the master problem. In this case, the master problem can be stated as

[MP] min f(x),
s. t. A(x),

Bxi(x), i = . . . k

x ∈ Dx,

(3.10)

where Bxi are the feasibility cuts obtained in the k previous iterations of solving
the subproblem. When fixing x to x̄, the subproblem can be stated as

[SP] min 0,

s. t. C(x̄,y),
y ∈ Dy.

(3.11)

Since the objective function of the original problem, and consequently to the
master problem, does only depend on the variables in the master problem,
solving the master problem provides an optimistic bound on the optimal value
f(x∗) of the original problem. Thus, the solution process terminates as soon as
a solution in the master problem gives rise to a feasible subproblem.



24 Chapter 3. Logic-based Benders decomposition

3.5 Previous work using LBBD

The logic-based Benders decomposition method (LBBD) is a method that has
been used frequently on scheduling problems. The amount of studies apply-
ing LBBD on scheduling problems in underground mines is limited and, to the
best of our knowledge, non-existing for the problem faced in this master thesis
project. However, some studies have been conducted where LBBD has been
applied on other kinds of scheduling problems relevant to our context.

Logic-based Benders decomposition has the advantage of allowing to combine
different optimization techniques in the master and subproblem. For example,
in Hooker and Coban [14], this advantage is exploited when solving a single-
facility scheduling problem. They used a MIP model, solved with CPLEX, to
assign jobs to facilities and time segments and then scheduled those jobs at each
facility using a CP model solved with IBM CP Optimizer. The authors conclude
that LBBD method scales more efficiently than the commercial CP and MIP
solvers for their problem, and was able to solve much larger instances. Hooker
also used the same combination of optimization techniques to solve a similar
problem in [11]. They presented Bender cuts to solve scheduling problems with
the goal to minimize cost, makespan and tardiness, respectively. It was con-
cluded that when solving makespan-minimizing or cost-minimizing problems
the presented methods based on LBBD were several magnitudes faster than the
CP or MIP solvers and was able to solve larger instances to optimality.

There is also a possibility to split the LBBD into several layers, or stages, of sub-
problems. Tang and Beck [15] used this approach when trying to solve a form of
batching scheduling problem. The authors present a three stage LBBD with a
master problem that assigns jobs to batches and a master-subproblem trying to
find a feasible partitioning of jobs for the batches followed by a subproblem that
schedules the jobs. The master problem and the master-subproblem is solved
iteratively until a feasible batching solution has been found. Then, the subprob-
lem schedules the jobs and an optimality cut is added to the master problem
and the process continues. The conclusion was that their LBBD based method
outperformed commercial solvers for both MIP and CP, but showed degraded
performance when solving larger instances.

Another study where LBBD proved to be a good method to apply to scheduling
problems is presented in Emde, Polten and Gendreau [16]. The authors propose
an exact algorithm based on branch and Benders cut for scheduling a batch-
ing machine. The master problem assigns jobs to batches and the subproblem
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schedules the jobs in each batch. The proposed algorithm was able to solve
many of the largest instances to optimality within 17 minutes on average.





Chapter 4

Research paper

4.1 Introduction

Underground mining is a complex task that requires careful planning. The
planning is usually done in several phases with different time horizons. For an
in-depth description of the different planning phases, see [3]. The two compo-
nents of the planning process that we address in this paper are the so called
extraction plans and the short-term scheduling. The extraction plans describe
when a certain amount of ore from a certain part of the ore body should be
excavated. These extraction plans are later realized with the help of short-term
scheduling, which is the task of scheduling the activities involved in the excava-
tion process.

In this paper, a new method is proposed for solving large-scale instances of
a short-term scheduling problem for a cut-and-fill mine. Our model formula-
tion differs somewhat from previous work [3–6] as it includes a priority order
between excavation locations. The motive for this is that, in practice, the ur-
gency of the different excavation locations differ both because of the nature
of the extraction plan and on how well it has been realized at each location.
During excavation, activities are often postponed due to unforeseen events and
the priority can therefore change between scheduling periods and it is impor-
tant for the planners to be able to direct the resources to the locations where
they are most needed. Our solution method combines a constructive heuristic
with Logic-based Benders decomposition (LBBD). Computational results are

Lindh and Olsson, 2021. 27
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provided for large-scale instances with data from an operational mine.

This project has been carried out in collaboration with the mining company
Boliden that has provided the data needed to construct industrially relevant
instances. All test instances are available here1.

4.1.1 Problem definition

The process of excavating a single volume of ore involves 11 tasks: drilling,
charging, blasting, ventilation, watering, loading, scaling, cleaning, shotcreting,
bolting, facescaling and facecleaning. For modelling purposes, the ventilation
task is merged with the blasting task since none of them require a machine, re-
sulting in only 10 schedulable tasks. Together, the 10 tasks form an excavation
cycle. Excavation cycles can be carried out at multiple locations in the mine,
called faces, in parallel. Each task requires a specific type of machine and some
tasks require the same machine type. There is a limited number of machines of
each type and all machines of the same type are assumed to be identical.

The tasks must be scheduled in the correct order at each face, and an exca-
vation cycle cannot begin unless the previous cycle at the same face has been
completed. The blasting task can only occur during specific blasting windows
starting at either 15:00 or 00:42 and lasting 30 minutes. During a blasting
window, the mine has to be evacuated due to safety reasons. Some tasks can
be interrupted during the blasting windows while others cannot. Each day is
divided into two work shifts, 06:30 - 14:30 and 15:30 - 00:00, and only the inter-
ruptible tasks can span more than one shift. Furthermore, the shotcreting task
requires a four hour afterlag for the concrete to solidify.

For the sake of clarity, a task in a specific cycle that is to be scheduled at
a specific face will henceforth be referred to as a task instance. Each machine
type has an estimated velocity and when moving between two task instances
at different faces, there is a travel time between the faces. The problem is to
schedule a number of excavation cycles at a number of faces such that the men-
tioned constraints above are fulfilled, and such that the schedule minimizes the
sum of the makespans of all faces. For a more in depth problem description [3].

1https://gitlab.liu.se/eliro15/underground_mining_instances

https://gitlab.liu.se/eliro15/underground_mining_instances
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4.1.2 Related work

The short-term scheduling problem considered in this work is not a well studied
problem. There are only a few studies in the literature that are relevant for
this problem, the most noteworthy being [3–6]. In [3], the authors present a CP
formulation of the scheduling problem and suggests three heuristic methods to
solve it. Two large neighbourhood search methods and a restart based method.
The three methods were able to handle realistic problem sizes where the largest
instance consisted of 20 faces with one excavation cycle at each face and a
custom machine park. None of the methods were able to solve any of the
realistic instances to optimality.

In [7] and [17], MIP approaches were applied to similar scheduling problems.
In [7], the authors present a MIP model for a makespan minimizing mobile
production fleet scheduling problem of a room-pillar mine and solves small in-
stances to optimality using a commercial solver. They present heuristic methods
for solving instances of larger size. In [17], the authors study a scheduling prob-
lem for a sublevel stoping mine, which includes the transportation of ore, and
solve it using a MIP model and CPLEX. In [9], a scheduling support instrument
is developed that schedules some of the activities in a production cycle.

To the best of our knowledge, there is no previous work where LBBD has been
applied to this type of scheduling problem. However, LBBD has been success-
fully applied to other scheduling problems, for example in [16], [14] and [18].

4.1.3 Contributions

Today, the short-term scheduling of the excavation process is usually done man-
ually. As manual scheduling is a time consuming and complex task that does
not guarantee consistency in production efficiency, a more autonomous way of
scheduling could be beneficial. Heuristic methods for solving realistic instances
of this scheduling problem have been developed in [3]. However, the problem
is not well studied and there are not many alternative methods and existing
methods do not provide much control on the scheduling output.

In this work, we present an alternative way of solving this problem. Firstly,
we present a less granular objective function that was developed in discussions
with Boliden. The objective function has the benefit of allowing alternative
formulations of the problem that suits the use of LBBD. Secondly, we introduce
a new aspect of the scheduling problem by incorporating the concept of face
priorities in the presented methods.
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The main contributions of this work is to provide a new perspective on the
problem as well as a method for solving the problem that has the advantage
of giving the user a higher level of control on the output of the scheduling,
while still providing schedules that outperform standard methods in terms of
makespan minimization.

4.2 Modelling and constructive heuristics

This section presents a complete CP model of the problem and introduces our
constructive heuristics.

4.2.1 Complete CP-model

The CP model presented here is based on the work in [3]. The problem is
modelled in a k-stage hybrid flow shop framework where a job corresponds to an
excavation cycle which is passed through k stages, each stage corresponding to
a certain task within the excavation cycle. The model is simplified by removing
time periods from the schedule in which the mine is evacuated or empty, i.e
blasting windows and shift breaks. This simplification results in a compressed
time which is later post processed to obtain the solution in the correct time.
This reformulation was introduced in [3] that also provides further details.

The notation used in the CP model is as follows. Let M be the set of all
machines, F the set of all faces, Jf be the set of cycles at face f , and T =
{0,1,2,3,4,5,6,7,8,9} the set of all tasks. A task instance is specified by a task
t at a face f in a cycle j. To simplify notation, map the indices of each task
instance (tfj) to an index a and let A contain all task instances. Also, let Fa

be the face at which task instance a ∈ A is to be scheduled. Let B represent
the set of possible blasting windows b and let the parameter sb be the time at
which blasting window b ∈ B starts. Since the blasting windows are removed
from the schedule in the compressed time, sb coincides with the end of blasting
window b ∈ B.

Further, let M(a) be the machines which are able to execute task instance
a ∈ A and let A(m) be the set of task instances that machine m ∈ M can
perform. To simplify the CP model, the sets of uninterruptible task instances,
task instances that require afterlag, blasting task instances and ordered task
instances that are to be scheduled at face f ∈ F are introduced and denoted by
A(un), A(al), A(bl) and Af , respectively. Af excludes the last task at face f and
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is ordered such that a precedes a+1, and hence a must finish before a+1 starts.

Each task instance a ∈ A has a duration Da. Other parameters include the
duration of the afterlag d(al) and the travel time between faces f, f ′ ∈ F , de-
noted by lff ′ . The duration of blasting window b ∈ B is denoted d(b). For each
a ∈ A and m ∈ M(a) the optional interval variable

Iam = (sam, eam, Da, oam)

holds the start time, end time and duration of a, and represent whether ma-
chine m performs task instance a or not. Since the model is based on compressed
time, a variable d(al)

a is introduced to calculate the correct afterlag. The variable
nextBlastam provides the next possible blast occasion following task instance
a ∈ A executed by machine m ∈ M(a). Lastly, the precedence variable for
a, a′ ∈ A if both a,a′ ∈ A(m), m ∈ M is defined as

baa′ =


1 if task instance a precedes task instance a′,
0 if task instance a′ precedes task instance a,
⊥ if task instance a and a′ are done by different machines.

The complete CP-model is

min
∑
f∈F

max
a∈Af

m∈M(a)

(
oam × eam

)
,

s. t.
∑

m∈M(a)

oam = 1, a ∈ A, (4.1a)

sam ∈ {sb|b ∈ B}, a ∈ A(bl), m ∈ M(a), (4.1b)

sam ∈
⋃

b∈B

{sb−1, . . . , sb − Da}, a ∈ A(un), m ∈ M(a), (4.1c)

baa′ = 1 ⇐⇒
oam ∧ oa′m ∧ sam + Da + lFaFa′ < sa′m m ∈ M, a,a′ ∈ A(m), (4.1d)
baa′ = 0 ⇐⇒
oam ∧ oa′m ∧ sa′m + Da′ + lFa′ Fa

< sam, m ∈ M, a,a′ ∈ A(m), (4.1e)
baa′ = ⊥ ⇐⇒ ¬(otm ∧ ot′m), m ∈ M, a,a′ ∈ A(m), (4.1f)
nextBlastam ∈ {sb|b ∈ B}, a ∈ A(al), (4.1g)
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d(al)
a =


d(al) if sam + Da + d(al) < nextBlastam

d(al) − d(b) if sam + Da + d(al) > nextBlastam + d(b)

d(al) − ∆d(al) otherwise, a ∈ A(al),

(4.1h)
sam + Da + d(al)

a ≤ s(a+1)m, f ∈ F , a ∈ Af ∩ A(al), m ∈ M(a), (4.1i)
sam + Da ≤ s(a+1)m, f ∈ F , a ∈ Af , m ∈ M(a) | a /∈ A(al), (4.1j)

where ∆d(al) = sam + Da + d(al) − nextBlastam.

4.2.2 Constructive heuristics

As discussed in Section 4.1, the excavation faces have different priorities in a
scheduling period. This fact is the foundation for suggesting the kind of con-
structive heuristic approach introduced here. The heuristic constructs a feasi-
ble schedule by scheduling one batch of tasks at one face at a time according
to a given face priority order. The batch partitioning of tasks is illustrated in
Figure 4.1. The structure of the batches was decided on the basis of insights ob-
tained during testing. It is important that the batches are structured such that
each batch can be scheduled independently from the other two batches. That
each batch ends with an uninterruptible task is one of the structural decisions
that ensure this.

As an initialization step, the first cycle of the two highest prioritized faces are
simultaneously and batch-wise scheduled. Once those batches are scheduled,
only one face at a time is scheduled. The method proceeds by scheduling the
first cycle at all the remaining faces following the priority order, before contin-
uing with the second cycle starting again at the highest prioritized face. This
process is continued until all cycles at all faces have been scheduled. Scheduling
is done either by applying a CP solver to the model introduced in Section 4.2.1
or by the LBBD scheme to be introduced in Section 4.3. In the description of
the heuristics, scheduling will therefore be referred to as applying a schedul-
ing_method

Figure 4.1: The partition of tasks into batches.
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Let Fprio be an ordered set of the faces given in the order of decreasing prior-
ity. Let bi contain the tasks in batch i ∈ {1,2,3} and let B be a set containing
the three batches b1, b2 and b3 in increasing order of i. A batch is scheduled
by applying a scheduling_method on a current partial problem, which in-
cludes all of the previously scheduled batches as well as the current batch. The
scheduling_method takes the scheduling decisions for the current batch, but
the previously scheduled batches are included since the current batch has to be
scheduled in relation to the already scheduled batches, e.g to be able to respect
travel times. Once the scheduling_method has been applied, the scheduling
decisions for the current batch are fixed. In the LBBD method, the scheduling
decisions correspond to the machine assignments and the working shift assign-
ments of each task, while in the CP method they correspond to the machine
assignments and the start times of each task. Algorithm 1 presents the heuristic
method in pseudo code.

Algorithm 1 Constructive heuristics
1: Input: J , F (prio), B, scheduling_method
2: for j ∈ J do
3: k = 1
4: while k ≤ |F (prio)| do
5: if k = 1 and j = 1 then
6: for bi ∈ B do
7: add batch bi of cycle j at faces f1,f2 ∈ F (prio)

8: apply scheduling_method
9: k = k + 2

10: else
11: for bi ∈ B do
12: add batch bi of cycle j at face fk ∈ F (prio)

13: apply scheduling_method
14: k = k + 1

4.3 Logic-based Benders decomposition

In this section we present a LBBD scheme for scheduling of batches in the
constructive heuristic presented in Section 4.2.2. In the original model, the ob-
jective is to minimize the sum of the makespans of the faces, with makespan
defined as the exact time at which the last task is completed at a certain face.
However, this granularity is not necessary in practise since disruptions during
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the excavation will cause changes in the schedule anyway. Discussions with
practitioners at Boliden have confirmed that adjusting the objective function to
consist of two parts is sufficient; to minimize the sum of start times of the last
used shift for the faces, and to minimize the total durations of the tasks assigned
to the last used shift for the faces. The adjusted objective function is beneficial
when applying LBBD as it allows for a formulation where the subproblem is a
feasibility problem.

The problem is decomposed into a master problem, where tasks are assigned
to working shifts which will be referred to as time windows, and machines are
assigned to tasks, and a subproblem where the tasks are scheduled. Both prob-
lems are formulated in compressed time.
In each iteration, the master problem is solved and its solution is used to define
the subproblem. In the subproblem, the machine assignments are fixed and the
task instances are restricted to their respective time windows and the resulting
problem is solved. If the subproblem is infeasible, an irreducible cut or a set
of irreducible cuts are constructed from the task instances in the current batch
and fed back to the master problem. If a feasible solution is found, the cuts are
reset and the batch is fixed in the master problem. Variables in the subproblem
are never fixed since the subproblem has to be able to adjust the subproblem
decisions as batches are added to the problem.

4.3.1 Master problem

The master problem assigns machines to tasks and tasks to time windows and is
modelled in the compressed time as described in Section 4.2.1. The compressed
time gives natural time windows which are the work shifts.

To model the master problem we introduce the following additional notation.
First, let W be the set of time windows and let W l be the set of time windows
excluding the first one. Second, let M(t) be the subset of machines capable of
performing task t ∈ T .

Moreover, let the set F (ba) include the current and previously scheduled faces
and let the set J (ba)

f be the currently and previously scheduled cycles at face
f ∈ F (ba). Also, let Tfj be the set of tasks in T up to and including the last
task of the last scheduled, or currently scheduled, batch at each face f ∈ F (ba)

and cycle j ∈ J (ba)
f . Additionally, let the last task in each Tfj be denoted t̄fj .

The main decision variables, for t ∈ Tfj , f ∈ F (ba), j ∈ J (ba)
f , w ∈ W and m ∈
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M(t), are

xtfjwm =


1 if task t at face f in cycle j is assigned to time window w and

performed by machine m,
0 otherwise.

Each task t ∈ T has a duration Dt and each time window w ∈ W has a length
Dw = ew − sw, where ew and sw are the end and start times of the window,
respectively. The second longest duration of all tasks is denoted p and used as
an aid when fitting tasks into time windows. Some constraints are added or
modified when considering batch 2 and hence the parameter Bfj is added and
equal to 1 if batch 2 has been or is currently being scheduled at face f ∈ F (ba)

and cycle j ∈ J (ba)
f .

For f ∈ F (ba), j ∈ J (ba)
f , w ∈ W and m ∈ M(6) and given that Bfj = 1

the following variables are defined to account for afterlag in the master prob-
lem,

yfjwm =
{

1 if task 6 and task 7 are assigned to the same time window,
0 otherwise.

The face and cycle last added to F (ba) and J (ba)
f are denoted f̄ and j̄f̄ , re-

spectively. The auxiliary variable of̄ gives the objective value and is defined by
constraint (4.2n) below. The master problem is

min of̄ ,

s. t.
∑

w∈W,m∈M(t)

xtfjwm = 1, t ∈ Tfj , f ∈ F (ba), j ∈ J (ba)
f , (4.2a)

∑
w∈W,m∈M(t−1)

swx(t−1)fjwm ≤
∑

w∈W,m∈M(t)

swxtfjwm, t ∈ T l
fj , f ∈ F (ba), j ∈ J (ba)

f , (4.2b)

∑
w∈W,m∈M(t−1)

ewx(t−1)fjwm ≤
∑

w∈W,m∈M(t)

swxtfjwm, t ∈ T̃ c
fj , f ∈ F (ba), j ∈ J (ba)

f , (4.2c)

∑
w∈W,m∈M(9)

swx9f(j−1)wm ≤
∑

w∈W,m∈M(0)

swx0fjwm, f ∈ F (ba), j ∈ J (ba),l
f , (4.2d)

∑
m∈M(t),t∈T c

fj

Dtxtfjwm +
∑

m∈M(1)

(D1 + p)x1fjwm +
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Bfj

( ∑
m∈M(7)

px7fjwm +
∑

m∈M(6)

d(al)yfjwm

)
≤ Dw + p,

f ∈ F (ba), j ∈ J (ba)
f , w ∈ W, (4.2e)∑

m∈M(t),t∈Tfj

Dtxtfj(w−1)m +
∑

m∈M(t),t∈T c
fj

Dtxtfjwm +
∑

m∈M(1)

(D1 + p)x1fjwm +

Bfj

( ∑
m∈M(6)

d(al) (
yfj(w−1)m + yfjwm

)
+

∑
m∈M(7)

px7fjwm

)
≤

ew − s(w−1) + p, f ∈ F (ba), j ∈ J (ba)
f , w ∈ W l, (4.2f)

Bfj

∑
t∈Ts,m∈M(t)

(xtfj(w−1)m + xtfjwm) ≤ 3, w ∈ W, f ∈ F (ba), j ∈ J (ba)
f , (4.2g)

Bfj

∑
m∈M(7)

(x7fjwm + x6fjwm̃ − yfjwm̃ − 1) ≤ 0,

f ∈ F (ba), j ∈ J (ba)
f , w ∈ W, m̃ ∈ M(6), (4.2h)

Bfj(yfjwm − x6fjwm) ≤ 0, f ∈ F (ba), j ∈ J (ba)
f , w ∈ W, m ∈ M(6),

(4.2i)

Bfj

∑
m∈M(7)

(x7fjwm − yfjwm̃) ≥ 0,

f ∈ F (ba), j ∈ J (ba)
f , w ∈ W, m̃ ∈ M(6), (4.2j)

Bfj

∑
f∈F(ba)

x7fjwm ≤ 1, j ∈ J (ba)
f , w ∈ W, m ∈ M(7), (4.2k)

[no-good cuts], (4.2l)
[problem-specific cuts], (4.2m)∑

m∈M(t̄)

swxt̄f̄ j̄wm +
∑

t∈Tt̄j̄ ,m∈M(t)

Dtxtf̄ j̄wm ≤ of̄ , w ∈ W, (4.2n)

where for, f ∈ F (ba) and j ∈ J (ba)
f , we define T c

fj = Tfj \ {2,8}, T l
fj = Tfj \ {0}

and T̃ c
fj = Tfj ∩ {2,8}. Additionally, J (ba),l

f is the set of cycles in J (ba)
f exclud-

ing the first cycles and Ts = {6,7,8,9} ⊂ T .

The objective is essentially to force the master problem to schedule each task in-
stance in the earliest possible time window. Constraint (4.2a) ensures that only
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one machine is assigned to each task instance. Constraints (4.2b) and (4.2d)
make sure that consecutive tasks are assigned to the same or to consecutive
time windows, while constraint (4.2c) prevents the pairs charging and water-
ing, and bolting and facescaling, respectively, to be assigned to the same time
window since it is impossible for those pairs of tasks to be scheduled in the
same time window. Constraints (4.2e), (4.2f) and (4.2g) restrict which tasks
that can be placed in the same time window or time windows, essentially
removing some assignments that will be infeasible in the subproblem. Con-
straints (4.2h)–(4.2j) define the value of the afterlag variable. Constraint (4.2k)
provides a bound for the bolting machines that limits the number of task in-
stances each machine can be assigned to in the same time window. Finally,
the no-good cuts and the problem-specific cuts generated so far in the solu-
tion process are represented by (4.2l) and (4.2m), respectively. Note that con-
straints (4.2c) and (4.2h)–(4.2k) form a subproblem relaxation that strengthens
the master problem. The problem-specific cuts are introduced in Section 4.3.3.

4.3.2 Subproblem

The subproblem is modelled using CP in the same way as the complete CP
model in Section 4.1, but with some adjustments due to the decisions made in
the master problem. A fixed machine assignment, based on the master problem
solution, for task instance a is represented by M̄(a). Further, the set of machines
assigned to any task instance is denoted M̄. Due to the fixed machine assign-
ments, the interval variables are no longer optional. Hence, constraint (4.1a) is
completely absent from the subproblem model. Furthermore, the domains of the
interval variables are restricted to the time windows by the constraints (4.3a)
and (4.3b). Hence, constraint (4.1c) is not present in the subproblem. More-
over, the blasting activities are no longer part of the subproblem since they are
decided implicitly in the master problem to occur between the charging and
watering activities. Therefore, constraint (4.1b) is removed from the model and
the nextBlast variables are fixed, resulting in constraint (4.1g) being absent
from the subproblem model as well. Lastly, the subproblem has no objective
function. The constraints of the subproblem model are presented below, using
the previously introduced notation. Some new sets are needed to describe the
subproblem. Let W(a) be a set with the window assignment of each task in-
stance a ∈ A, and let Acurr be a set with the task instances that currently have
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been added to the problem. The constraints are

startOf(Iam) ∈ {sw, . . . , ew − Da}, a ∈ A(un) ∩ Acurr, m ∈ M̄(a), w = W(a),

(4.3a)
startOf(Iam) ∈ {sw, . . . , ew + Da}, a /∈ A(un) ∩ Acurr, m ∈ M̄(a), w = W(a),

(4.3b)
baa′ = 1 ⇐⇒ sam + Da + lFaFa′ < sa′m, m ∈ M̄, a,a′ ∈ A(m) ∩ Acurr,

(4.3c)
baa′ = 0 ⇐⇒ sa′m + Da′ + lFa′ Fa

< sam, m ∈ M̄, a,a′ ∈ A(m) ∩ Acurr,
(4.3d)

d(al)
a =


d(al) if sam + Da + d(al) < nextBlastam

d(al) − d(b) if sam + Da + d(al) > nextBlastam + d(b)

d(al) − ∆d(al) otherwise, a ∈ A(al) ∩ Acurr, m ∈ M̄(a),
(4.3e)

sam + Da + d(al)
a ≤ s(a+1)m̄, f ∈ F , a ∈ Af ∩ A(al), m ∈ M̄(a), m̄ ∈ M̄(a + 1),

(4.3f)
sam + Da ≤ s(a+1)m̄, f ∈ F , a ∈ Af ∩ Acurr, m ∈ M̄(a), m̄ ∈ M̄(a + 1)|a /∈ A(al),

(4.3g)

where ∆d(al) = sam + Da + d(al) − nextBlastam.

4.3.3 Feasibility cuts

Whenever the subproblem is infeasible, that information is fed back to the
master problem in form of a no-good cut [12, 13]. The no-good cut is obtained
through one of two cut-strengthening methods presented below.

The first cut-strengthening method, given in Algorithm 2, is applied to the
infeasible solutions obtained during the initialization step of the constructive
heuristics. It generates a no-good cut through three steps: (I) starting at time
window 0, adding time windows one at a time to the subproblem, until it be-
comes infeasible. (II) Applying a greedy cut strengthening algorithm [12] with
respect to the added time windows, starting at time window 0. (III) Applying
a deletion filter [12, 13] on the task instances assigned to the remaining time
windows. In the last step, the deletion filter is applied to a subset of tasks that
is infeasible in the subproblem. This ensures an irreducible cut.



4.3. Logic-based Benders decomposition 39

The second cut-strengthening method given in Algorithm 3, is applied for all
infeasible solutions except the ones obtained during the initialization step. It
generates a no-good cut by applying a deletion filter on the task instances of
the current batch. To speed up the cut-strengthening process, only a subset of
the time windows are included in the subproblem of the deletion filter.

The irreducible cuts obtained during the initialization step by applying Algo-
rithm 2 are used to derive additional no-good cuts by creating permutations of
the machine assignments. One permutation is obtained by realizing that if, for
example, a drillrig is proven not to be able to execute two tasks instances, then
the other of the two drillrigs can not do that either, since the two machines are
identical. Thus, each machine present in an irreducible cut can be changed to
another identical machine to obtain another irreducible cut.

Algorithm 2 Adaptive deletion filter initialization
1: let w = 0
2: while subproblem feasible do
3: add all tasks assigned to time window w to the subproblem
4: solve subproblem
5: let w = w + 1
6: let w = 0
7: while subproblem infeasible do
8: remove all tasks assigned to time window w from the subproblem
9: solve subproblem

10: let w = w + 1
11: apply a deletion filter on the remaining tasks

Algorithm 3 Adaptive deletion filter
1: let B(curr) contain the task instance a in the current batch
2: let ã be the first task instance in batch B(curr)

3: let w̃ be the window to which task instance ã is assigned
4: add all tasks in windows w̃ − 4, . . . , w̃ to the subproblem
5: for a ∈ B(curr) do
6: remove a from the subproblem
7: solve subproblem
8: if subproblem feasible then
9: reinsert a to the subproblem

10: remove all tasks not in B(curr)
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Problem specific cuts

There is a limit on the number of second batches that can be scheduled com-
pletely in the same time window due to the limited machine park. If this limit
is exceeded, many regular no-good cuts are required to obtain a feasible second
batch. To address this issue, problem specific cuts have been derived to prevent
three second batches to be assigned to the same time window in the master
problem.

During the solution process, the number of completely scheduled second batches
in each time window is kept track of. Let W̄ be the set of time windows in which
two second batches have been completely scheduled. Let TB1 = {2,3,4,5,6}, and
let f̃ and j̃ be the face and cycle of the second batch that is currently scheduled.
Then ∑

t∈TB1

∑
m∈M(t)

xtf̃ j̃wm ≤ 4, w ∈ W̄

makes sure that at least one task in a second batch is moved to another time
window.

4.4 Results

A comparison between three methods of solving the problem will be presented in
this section: Applying a CP solver on the complete problem, referred to as the
Pure CP method (PCP); applying the Constructive Heuristic together with a
CP solver (CHCP); applying the Constructive Heuristic combined with LBBD
(CHLBBD). The CP models were solved by using IBM ILOG CP Optimizer
version 20.1.0.0, and the IP model was solved using Gurobi Optimizer version
9.1.2. All tests were run on a PC using an Intel i7 2600k processor at 4.1 GHz
and 16 GB of RAM. The problem instances have been generated using real data
from an operational mine in collaboration with Boliden AB.
The instances are characterized by the number of parallel excavation faces and
the number of excavation cycles at each face. All instances are encoded #F:#C,
e.g an instance with 6 parallel faces and 4 cycles at each face is encoded 6F:4C.
The number of task instances that a problem instance contains is #F×#C×10.
For example, 10F:3C contains 10 × 3 × 10 = 300 task instances. An instance
with a specific characteristic is 18F:XC that has a total of 24 cycles, where
faces 1 to 12 have one cycle and 13 to 18 have two cycles. The machine park
consists of seven different kinds of machines, 2 drillrigs, 2 chargers, 2 watering
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trucks, 5 loaders, 3 scalers, 2 shotcreters and 4 bolters. The machine park re-
mains the same in all instances.
All methods were evaluated and compared on 7 different instances. For the two
heuristic methods, each instance was solved in three variations with different
face priorities, one with increasing priority from the first to the last face and
two randomly chosen priorities. Most of our instances consist of 24 cycles in
total, which was decided in discussions with Boliden to be an instance size of
industrial relevance. Since the choice of the starting task at each face has a large
impact on the objective value, the starting tasks were chosen to be the drilling
task for all faces and all instances. For all solutions we present the objective
value from the complete CP model is used, even if another objective was used
when solving the problem by the CHLBBD method.

Since the PCP method was not able to solve any of the instances to opti-
mality, two different time limits were given to it. One time limit was chosen
to be the largest amount of time the CHLBBD method required for any of the
three variations of the instance, and the other time limit was chosen to be 1,
1.5 or 2 hours depending on the length of the first time limit. The long time
limit runs provide additional reference values to compare the solutions with.
The initialization time for the PCP method was substantial in most cases and
was therefore included in the time limit. The CHCP method was given the
same amount of time as the CHLBBD method, but excluding the initialization
times for simplicity when testing, in practive giving more time to the CHCP
method than reported. Table 4.1 shows the result of the total makespan for
each instance and method.
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Table 4.1: The objective value (O) in minutes and run time (T) in seconds,
where ’-’ means that no solution was found within the time limit. Bold values
represent the best values.

Instance Method
PCP CHCP CHLBBD

Ref. P1 P2 P3 P1 P2 P3

6F
:4

C O 83004 - - 79718 - 71191 72156 71191
T 3600 418 214 418 221 214 418 221

10
F:

3C O 117249 123795 114291 112792 98595 98046 96375 97683
T 5400 1646 1005 1281 1646 1005 1281 1646

12
F:

2C O 86577 88200 95777 91255 93228 83321 85279 82722
T 5400 1390 1237 1390 835 1237 1390 835

15
F:

2C O 119351 119863 141988 118584 128531 116935 119523 119784
T 7200 2651 2295 2225 2651 2295 2225 2651

18
F:

X
C O 107524 115294 99879 103966 105670 98917 99829 104111

T 5400 1159 1159 1034 1092 1159 1034 1092

24
F:

1C O 126924 128273 134634 132404 131204 126304 125704 127434
T 7200 2819 2819 2017 2767 2819 2017 2767

The results show that the CHLBBD method excels when the ratio of cycles to
faces is high. It also outperforms the other methods in all other cases, with
the only exception being the second priority in instance 15F:2C. Note that
the CHLBBD method provides more consistent results between the priorities
for that instance, while the CHCP method varies more. Furthermore, as the
results show, the priority order affects the objective value, sometimes signifi-
cantly. However, the CHLBBD method outperforms the PCP method regard-
less of priority order even when the PCP method is given a considerable amount
of additional time.
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4.5 Concluding remarks

To enable a high degree of control on the scheduling output, a constructive
heuristic based on a priority order between the excavation locations was de-
veloped. Since the distances between the faces of the mine are not the same,
the choice of priority order in both of the heuristic methods has an impact on
the results. Hence, there is a variation in the objective value for the different
priorities of the same instance. Furthermore, the heuristic combined with the
CP model is outperformed by the PCP method in some instances. However,
when the heuristic is combined with the LBBD scheme, it outperforms the PCP
method on all variations of all instances, even when the PCP method is given
more time. Thus, the CHLBBD method provides a high level of control on the
scheduling output without sacrificing performance.

The objective function in the master problem was adjusted to fit the time win-
dow formulation of the LBBD method, resulting in a less granular objective
function than that of the PCP method, which has been used in previous works.
Despite of the reformulated objective function, the CHLBBD method still out-
performs the PCP and CHCP method on almost all instances when comparing
the objective values of the original objective function. Thus, the granularity
of the reformulated objective function seems to be sufficient for solving our
scheduling problem efficiently.

To conclude, the constructive heuristic provides a high level of control on the
output. If combined with the CP model, the heuristic is outperformed by the
PCP method. However, if combined with the LBBD scheme with the refor-
mulated master problem objective function, the heuristic outperforms the PCP
method both in time and quality of the schedule. It seems to perform especially
well on instances with less faces and more cycles.

For future work, it is of interest to study a different master problem formulation
that focuses on the machine assignments instead of the time window assignments
and try to develop an exact approach based on LBBD.
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Method

In this chapter, a more in-depth description of the developed methods and
models is given and we provide detailts that are not included in the research
paper. Emphasis lies on explaining the rationale behind the methods in addition
to what was described in Chapter 4. However, when needed for clarity some
parts of this chapter repeats parts of Chapter 4. All relevant information about
the subproblem is mentioned in Chapter 4, and hence not addressed in this
chapter.

5.1 Constructive heuristic

The constructive heuristic is based on the face prioritizing described in the
introduction. Having a priority order between the faces makes it reasonable to
apply a constructive approach for generating schedules where the schedule is
constructed face-wise. The tasks to be scheduled at each face were partitioned
into batches of tasks that are scheduled together. This partitioning into batches
speeds up the solution process considerably without losing performance. The
partitioning of the batches can be seen in Figure 5.1.

Figure 5.1: The partition of tasks into batches.

Lindh and Olsson, 2021. 45
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The structure of the batches was based largely on intuition gained from expe-
riences during testing. However, the structure has some rationale behind it.
The first batch ends with the charging task which always has to be scheduled
in at least one time window prior to the watering task in the second batch.
This means that the tasks following the charging task do not have a significant
impact on the scheduling of the first batch. The second batch ends with an un-
interruptible task and starts with a task which will always be the first task in its
time window due to it being the first task after the blasting task. Furthermore,
all tasks in the second batch fit perfectly together in one time window, which
makes them natural to keep together. Moreover, the third batch also ends with
uninterruptible tasks, which simplifies the scheduling of those batches since the
last task in the batches cannot be split between two time windows.

As an initialization step, the first cycle of the two highest prioritized faces are
scheduled simultaneously for each batch. Scheduling at two faces simultane-
ously saves time in the start of the scheduling procedure, but once the batches
of the first cycle at the two highest prioritized faces have been scheduled, it is
no longer beneficial to consider more than one face at a time. The method con-
tinues by scheduling the first cycle, one batch at a time, at each face according
to the priority order. It then continues with the second cycle in the same way,
starting again at the highest prioritized face, until all batches in all cycles have
been scheduled at all faces.
As described in Chapter 4, scheduling is done either by applying a CP solver
to the model introduced in Section 4.2.1 or by the LBBD scheme introduced
in Section 4.3. In the description of the heuristic, scheduling will therefore be
referred to as applying a scheduling_method. The process of scheduling the
batches is illustrated in Figure 5.2.

Figure 5.2: Illustration of constructive heuristic.

Let Fprio be an ordered set of the faces given in the order of decreasing prior-
ity. Let bi contain the tasks in batch i ∈ {1,2,3} and let B be a set containing
the three batches b1, b2 and b3 in increasing order of i. A batch is scheduled
by applying a scheduling_method on a current partial problem, which in-
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cludes all of the previously scheduled batches as well as the current batch. The
scheduling_method takes the scheduling decisions for the current batch, but
the previously scheduled batches are included since the current batch has to be
scheduled in relation to the already scheduled batches, for example to be able
to respect travel times. Once the scheduling_method has been applied, the
scheduling decisions for the current batch are fixed. In the LBBD method, the
scheduling decisions correspond to the machine assignments and the working
shift assignments of each task, while in the CP method they correspond to the
machine assignments and the start times of each task. Algorithm 1 presents the
heuristic method in pseudocode.

5.2 Batch scheduling using LBBD

The main scheduling method that this master thesis is concerned with is the
LBBD scheme combined with the constructive heuristic explained in Section 5.1.
Each batch is scheduled using the LBBD scheme which is illustrated in Fig-
ure 5.3. The problem of scheduling a batch of tasks is decomposed into two
parts. First a master problem where tasks are assigned to working shifts, which
are referred to as time windows, and where machines are assigned to tasks, and
second a subproblem where the decisions in the master problem are proven fea-
sible or infeasible by solving a feasibility scheduling problem.

The subproblem is basically the same problem as the complete problem but with
adjustments due to the master problem decisions. Since the master problem
makes the machine allocation as well as time window assignments, the result-
ing subproblem can be solved quickly enough to be used in a cut-strengthening
algorithm such as the deletion filter in which the subproblem inevitably has to
be solved multiple times.

The master problem is modelled as an IP-model. The key for the decompo-
sition to work well was to decide the degree of precision in the decisions in
the master problem and what information to take into account when taking
these decisions, in other words, how to add a suitable subproblem relaxation.
A master problem that takes decisions that are very precise results in a master
problem that is very close to the complete scheduling problem which is hard to
solve. The consequence there would be few iterations between the master and
subproblem, but each iteration would take more time. The other extreme is to
take very naive decisions in the master problem, which can result in a lot of it-
erations between the master and subproblem, but each iteration would take less
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time. A challenge in this project was to achieve a suitable degree of precision
in the decisions and find something that lies between these two extremes.

An important difference from the original problem is that the objective function
of the problem that the decomposition is applied to has a lower granularity than
that of the original problem. Since the master problem was designed to assign
task instances to time windows rather than deciding the exact start and end
times of the tasks, and since the subproblem was designed to be a feasibility
problem, the original objective function was not possible to formulate in the
master problem. To obtain a decomposition that performed well, with a sub-
problem that was computationally effective, an alternative objective function
was formulated. The alternative objective function was formulated to consist of
two parts: minimizing the sum of the start times of the last used shift for the
faces and minimizing the total durations of the tasks assigned to the last used
shift for the faces.

Figure 5.3: Illustration of the LBBD scheme.
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5.2.1 Master problem

The master problem in the LBBD scheme is modelled as an IP problem, that
is all variables are limited to integer values. The master problem allocates ma-
chines to task instances and task instances to time windows. As mentioned in
Section 5.2, the key for decomposition performance is the degree of precision
in the master problem, hence several different variations of the master problem
were implemented and tested, each with some aspect of the problem included
or excluded.

The first part of the problem that is trivial to include is the information of
the precedence order between the tasks and how tasks fit together in each time
window. Ignoring this completely would lead to a far too naive master problem.
However, how precise these time window assignment decisions can be made is
largely dependent on what the other information included in the master prob-
lem is.

One important aspect of the problem is the effect of a task instance that is
interrupted, that is a task instance that starts in one time window and ends
in another time window. This effect must somehow be accounted for in order
to take reasonably precise decisions. One solution that was investigated was to
introduce a variable for each interruptible task instance and in that way com-
pletely capture the interrupting effects. But the interrupt variables imposed
such a burden on the master problem that another approach was investigated.
Instead of having interrupt variables, the durations of the task instances of each
face were summed over two time windows. Hence, by jointly considering two
time windows the interruptions were implicitly accounted for.
Without the interrupt variables, there were some frequently occurring infeasible
time window assignments that had to be handled individually. Firstly, con-
straints (4.2c) make sure that the bolting and the facescaling as well as charging
and watering tasks, respectively, are not scheduled in the same time window.
Secondly, constraint (4.2g) ensures that the tasks from shotcreting to faceclean-
ing are not scheduled together in two subsequent time windows. The model
without the interrupt variables is not as straightforward and complete as the
one with them, but it is cheap and precise enough to work well.

Another important aspect of the problem that strongly affects the decision
making is the varying afterlag of the shotcreting task. Depending on when
the shotcreting task is scheduled, the afterlag can range from 0 minutes to 240
minutes. This aspect can not be completely accounted for in the master problem
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without solving the complete problem, but what was possible to capture was
whether the afterlag requires the maximum 240 minutes or not. If the bolting
task is scheduled in the same time window as shotcreting, then the afterlag has
to be 240 minutes. This aspect is important to include in the master problem
and does not burden the master problem significantly. The afterlag is modelled
with constraints (4.2h)-(4.2j).

There are only a limited number of machines to perform the task instances.
Consequently, the number of task instances a machine individual is able to per-
form in each time window is also limited. However, that number of tasks varies
since the travel times between the faces differ and since the tasks can be inter-
rupted. Thus, this aspect is not easy to capture completely, while still being very
important for the precision of the decisions. Furthermore, a limit to the number
of tasks each machine can perform in each time window complicates the master
problem, thus it was concluded that the best trade-off was made to include a
bound on only the bolting machines. This can be seen in constraint (4.2k).

Another machine assignment phenomenon that was difficult to include in the
master problem was the effect of one machine being assigned to multiple task
instances in the same window. For example, say a machine performs one task
at one face, and then performs another task at another face. As a consequence,
one of the tasks has to wait for the machine, which affects the rest of the tasks in
that face. To capture this effect, a precedence decision needs to be implicitly or
explicitly introduced, and the problem becomes close to the complete scheduling
problem. Therefore, this aspect of the problem was not included in the master
problem.

The objective function, as explained in Section 5.2, was formulated to be two
parts: to minimize the sum of start times of the last used shift for the faces,
and to minimize the total durations of the tasks assigned to the last used shift
for the faces. A small drawback is that it does not take machine travel times
into consideration.

The only constraint that can be considered to be part of the original scheduling
problem is constraint (4.2a) while the rest of the constraints can be considered
to be part of the subproblem relaxation.
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5.2.2 Cut-strengthening

If a subproblem is infeasible for a certain set of time window assignments with
a certain set of machine assignments, that information is fed back to the master
problem. To accelerate the solution process, the initial no-good cut obtained by
solving the subproblem once is strengthened using one of two cut-strengthening
algorithms, the time-window-based filter and the batch-based filter. The time-
window-based filter is tailored to enable the construction of permutations of the
strengthened cut as described in the following section. The time-window-based
filter is only used when scheduling the first two highest prioritized faces simul-
taneously, that is the initialization step. The batch-based filter is constructed
to keep the computational time down when the problem becomes larger and
larger as more and more batches are added to it.

Cut permutations

Once a cut is obtained containing a set of tasks with machine assignments, it
is possible to deduce a new cut by realizing that all machines of the same type
are identical. Assume that a cut contains a set of task instances A0 performed
by the same machine individual m0, as well as a set of other task instances
performed by other machine individuals m ∈ M. From the cut strengthening,
it can then be concluded that the machine individual m0 can not be scheduled
to execute the task instances in A0 together with the other task instances in
the cut. It can also be concluded that the same task instances in A0 can not be
executed by any other of the machines identical to m0. Thus, each cut can be
permuted over the machine individuals to generate additional cuts that can be
added to the master problem.

Time-window based filter

The time-window-based filter does not only consider the tasks within the current
batch, it considers previously scheduled batches as well. This is to allow the
generation of the permutations described in the previous section. To be able to
change a machine to another identical machine, one needs to be sure that the
tasks in the cut that is permuted is actually infeasible in itself. This can not be
said for certain if only considering the current batch alone. The time-window-
based filter ensures that an irreducible cut is obtained in which at least one task
of the current batch is included. The time-window-based filter is presented in
pseudo code in Algorithm 2 in Section 4.3.3.



52 Chapter 5. Method

Batch based filter

Since the scheduling decisions of the subproblem are not fixed, the subproblem
becomes larger and larger and thus less and less easy to solve as the solution
process continues. A regular deletion filter, as described in Section 3.2 would
thus become a computational burden at some point. The adaptive deletion filter
resolves this problem by removing all but four time windows before applying the
deletion filter on the tasks in the current batch. The trade-off with removing
parts of the schedule before applying the deletion filter is that there is a risk
that the cuts can not be strengthened as much as if the entire schedule was
considered. However, with four time windows included, the trade-off is to the
advantage of the method. The batch-based filter is presented in pseudo code in
Algorithm 3 in Section 4.3.3.



Chapter 6

Instances and visualization
of results

In this chapter, the construction of the instances is described, including details
about the data is provided by Boliden. Visualizations of some of the solutions
are presented to convey an understanding of the resulting schedules.

6.1 Instances

As previously mentioned, data from an operational cut-and-fill mine was pro-
vided by Boliden. The data included distances between the different faces of the
mine, machine fleet information and task durations. The machine fleet informa-
tion consists of the number of machines of each type and the average velocity
of each machine type.

In all of the instances, the machine fleet remains the same. Estimations of
distances between faces were provided for cases with 6, 12, 18 and 24 faces.
Instance 10F:3C uses the same distance information as instance 12F:2C and
instance uses the same distance information as instance 18F:XC. To be able to
do comparisons between methods, the first task to be scheduled was chosen to
be the drilling task for all faces and instances. With randomized starting tasks,
comparisons between methods would be hard since the objective values depend
heavily on the choice of starting tasks. Furthermore, the machines were decided
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to be positioned at the correct locations in the start of the scheduling, also to
ensure fair comparisons.

Based on discussions with Boliden, it was concluded that scheduling a total
of 24 excavation cycles is considered industrially relevant. Thus, all instances
contain 24 or more excavation cycles in total.

Since the priority order affects the objective value, each instance was solved
in three different priority orders, one priority in increasing order from the first
face to the last face, as well as two randomly chosen priority orders. The fol-
lowing priorities were used when running the tests:
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Table 6.1: All priority orders for each instance used in the experiments.

Instance Priorities
P1 P2 P3

6F
:4

C [1,2,3,4,5,6] [6,5,4,3,1,2] [4,2,6,5,3,1]

10
F:

3C [1,2,3,4,5,6,7,8,9,10] [4,9,6,5,1,8,3,2,7,10] [10,8,4,3,5,7,6,2,1,9]

12
F:

2C [1,2,3,4,5,6, [4,3,7,11,1,9, [5,2,1,4,11,8,
7,8,9,10,11,12] 8,12,5,10,2,6] 10,7,6,12,3,9]

15
F:

2C [1,2,3,4,5, [4,10,9,12,11, [3,12,1,2,11,
6,7,8,9,10, 5,7,13,14,6, 13,9,14,4,8,

11,12,13,14,15] 8,2,3,1,15] 7,15,5,6,10]

18
F:

X
C [1,2,3,4,5,6, [1,12,10,17,2,16, [15,14,7,18,16,8,

7,8,9,10,11,12, 3,8,11,4,7,18 11,3,2,12,5,4,
13,14,15,16,17,18] 13,5,9,15,14,6] 6,13,1,17,10,9]

24
F:

1C [1,2,3,4,5,6, [15,2,7,16,10,19, [4,9,21,22,14,20,
7,8,9,10,11,12, 11,5,22,12,8,13, 5,7,11,2,19,12,

13,14,15,16,17,18, 3,21,6,24,20,4, 17,18,8,23,15,13,
19,20,21,22,23,24] 9,14,1,18,23,17] 10,1,3,6,24,16]

6.2 Generated schedules

In this section, some visualizations of the generated schedules of some of the
instances are presented. Three instances of different sizes are presented for
priority orders P1 and P2: 10F:3C, 15F:2C and 24F:1C. To illustrate the
priority order, instances with increasing priority order from the first to the last
face are presented, since this makes it visually easier to understand the effect
of the priority order. The solutions were generated with the heuristic combined
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with the LBBD scheme. See Figures 6.1–6.6 for some examples of generated
schedules.

As can be seen in the schedules of priority 1, the end times of the last tasks
of the faces follow the priority order in most cases, but not in every case. The
exceptions are due to the reformulated objective function in the master problem.
The objective value of the reformulated objective function remains the same as
long as the last used shift remains the same, and as long as the last shift contains
the same tasks. Hence, the exact makespans of the faces do not always follow
the priority order. However, the values of the reformulated objective function
in the master problem always follow the priority order.

It is worth mentioning that one feature of the schedule, most clearly visible in
Figure 6.5, is that the bolting task seems to be the bottleneck. The increasing
gap between the bolting task and the shotcreting task as the priority of the
faces decreases is an indication of this.
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Chapter 7

Concluding discussion

The purpose of this project was to provide a method for solving large-scale in-
stances of a short-term scheduling problem for an underground mine. As the
results in Section 4.4 show, the proposed method is able to provide feasible so-
lutions to all of the instances generated in this project. It is also clear that the
CHLBBD method provides the best results for all instances but for 15F:2C
priority 2.

The PCP method does a good job in solving some of the instances, for example,
the performance on 24F:1C is not much worse than the CHLBBD method. For
some of the instances, with fewer faces and more cycles, the PCP method seems
to do significantly worse than the CHLBBD method. What should be pointed
out is the fact that the different face priorities P1, P2 and P3 have results that
vary, sometimes significantly. This could be partly due to the face priorities
themselves, as some priority orders might force resources to be directed in a
disadvantageous way with respect to the machine travel times. The most ex-
treme case is the 18F:XC instance, where only some of the faces contain 2
cycles. Since the number of cycles at the faces varies, a change in priority order
affects the objective value more. The downside of having a fixed priority order
between the faces is not to be able to chose the priority order which provides
the lowest objective value. However, the CHLBBD method still outperforms
the other methods regardless of priority order. Thus, the high degree of control
provided by the priority feature does not imply a loss in performance when the
feature is incorporated in our proposed method.
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For some instances, the CHCP method is not far from the CHLBBD method
in terms of objective function values. However, the time the CHCP method
required with the initialization time included was significantly more than that
of the CHLBBD method. Although the CHCP method performed well on some
instances in terms of objective values, it performed poorly compared to the
CHLBBD method on the majority of the instances if the actual initialization
time were taken into consideration.

To investigate the effects of giving additional time to the the PCP method,
the reference solutions are included. All of the PCP method reference solutions,
except the one for the 24F:1C instance, are worse than the CHLBBD method.
Thus, it does not matter if the PCP method is given more time; it is still out-
performed by the CHLBBD method.

The objective function in the master problem was adjusted to fit the time win-
dow formulation of the LBBD method, resulting in a less granular objective
function. The original objective value was therefore derived from the CHLBBD-
solutions, to be able to make comparisons between the methods. Despite the
reformulated objective function, the CHLBBD method outperformed the PCP
and CHCP method on almost all instances when comparing the objective val-
ues with respect to the original objective function. Thus, the granularity of the
reformulated objective function seems to be sufficient for solving our scheduling
problem efficiently.

To conclude, the constructive heuristic provides a high level of control on the
output. If combined with the CP model, the heuristic is outperformed by the
PCP method. However, if combined with the LBBD scheme, the heuristic out-
performs the PCP method both in time and quality of the schedule. It seems
to be especially good when applying it to instances with fewer faces and more
cycles.

7.1 Exact method with LBBD

Initially in the project, the LBBD approach for scheduling the batches in the
constructive heuristic method was applied on the entire problem to provide an
exact method. However, a couple of challenges eventually resulted in combining
LBBD with a constructive heuristic. The time window formulation of the prob-
lem enabled us to formulate the subproblem as a feasibility problem. However,
it also made it more difficult to include all effects of the machine assignments
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in the master problem without formulating the complete scheduling problem.
Without including the effects from the machine assignments, the master prob-
lem becomes highly symmetrical since the machine routing is the main anti-
symmetric feature of the problem. The induced symmetries inevitably result in
a large number of iterations, and thus, a large amount of cuts that burden the
master problem more and more. The constructive approach resolved some of
the symmetry problems by incorporating the face priority order, and it resolved
the problem of the burden of the cuts by resetting them with every scheduled
batch.

7.2 Future work

A different master problem formulation that focuses on the machine assignments
instead of the time window assignments might result in a decomposition that is
more successful in solving the problem exactly. Furthermore, as the generated
schedules show, the bolting task seems to be a bottleneck in the schedule. Thus,
utilizing the face priority order, the precedence order of the bolting tasks could
be predecided and incorporated in the solution process acting as a reference
for the scheduling of the other tasks. Lastly, our method could be improved
by solving the subproblem one last time with an objective function included to
force tasks in the last time windows to be scheduled as early as possible.
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