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Abstract
Since their introduction in 2014, generative adversarial networks (GANs) have
quickly become one of the most popular and successful frameworks for training
deep generative models. GANs have shown exceptional results on different image
generation tasks and they are known for their ability to produce realistic high-
resolution images. However, despite the success and widespread use of the GAN
framework, the models can be highly unstable to train and the training process
has been shown to be extremely sensitive to hyperparameter settings and network
architectures.

In this thesis, we investigate how the latent dimension, batch size, and
learning rate affect the stability and performance of both the non-saturating
GAN (NS-GAN) and the Wasserstein GAN with added gradient penalty
(WGAN-GP). Furthermore, we examine how the addition of noise to the inputs
of the discriminator affects the stability of both GAN variants. The experiments
are performed on three data sets – MNIST, CIFAR-10, and a grayscale version
of CIFAR-10 – and all models are evaluated using both the Fréchet Inception
Distance (FID) and precision and recall.

The results presented in the thesis indicate that the learning rate has the
largest impact on the stability and performance of both NS-GAN and WGAN-
GP, and that the latent dimension and batch size have a relatively small
impact when combined with an appropriate learning rate. Furthermore, we find
that WGAN-GP outperforms NS-GAN on MNIST, while NS-GAN outperforms
WGAN-GP on both versions of CIFAR-10. We also find that adding noise to the
inputs of the discriminator during training greatly helps to stabilize the NS-GAN
training process, while it has a limited effect on WGAN-GP.
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Sammanfattning
Generative adversarial networks (GANs) har sedan deras introduktion 2014 blivit
ett av de mest populära och framgångsrika tillvägagångssätten för att träna
djupa generativa modeller. GAN-modeller har visat exceptionella resultat inom
bildgenerering och de är kända för att producera skarpa och realistiska bilder.
Trots att GAN-metoden har använts frekvent och framgångsrikt, kan modellerna
vara väldigt instabila att träna och träningsprocessen har visat sig vara starkt
påverkad av nätverkens design och hyperparametervärden.

I detta examensarbete undersöks hur dimensionen av det latenta rummet,
batchstorleken och lärandetakten påverkar stabiliteten och prestandan hos
både den ursprungliga, non-saturating GAN-varianten (NS-GAN) och den
senare Wasserstein GAN-varianten med gradientstraff (WGAN-GP). Dessutom
undersöks hur stabiliteten hos båda GAN-varianterna påverkas när man adderar
normalfördelat brus till de bilder som ges till den diskriminativa modellen. Expe-
rimenten utförs på tre olika dataset – MNIST, CIFAR-10 och en gråskaleversion
av CIFAR-10 – och alla modeller evalueras med hjälp av Fréchet Inception
Distance (FID) samt precision och recall.

De resultat som presenteras i uppsatsen indikerar att lärandetakten har störst
påverkan på stabiliteten och prestandan hos både NS-GAN och WGAN-GP,
medan den latenta dimensionen och batchstorleken har en relativt liten påverkan
när de kombineras med en lämplig lärandetakt. Dessutom finner vi att WGAN-
GP presterar bättre än NS-GAN på MNIST, medan NS-GAN presterar bättre än
WGAN-GP på båda versionerna av CIFAR-10. Vi finner också att adderandet
av normalfördelat brus till de bilder som ges till den diskriminativa modellen
under träningen har en betydande stabiliserande effekt på NS-GAN modellerna,
medan metoden har en begränsad effekt på WGAN-GP.
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Chapter 1

Introduction

The field of generative modeling has made substantial progress in recent years.
Today, generative models are able to, e.g., produce photo-realistic images [1],
generate impressive artwork [2], and mimic human speech [3]. One of the
main objectives of generative modeling is to learn to model complex probability
distributions over different types of data – such as images or audio – based only
on the available data points in a given set of input samples [4]. The learned
model distribution can be represented either explicitly or implicitly and novel
data can be generated by sampling from the trained model. When generative
modeling is combined with deep learning techniques and neural networks the
resulting class of models are referred to as deep generative models (DGMs).

One of the most popular and successful frameworks for training DGMs is
the so-called generative adversarial network (GAN), which was first introduced
by Goodfellow et al. [5] in 2014. The GAN framework can be thought of as
an adversarial, minimax game between two competing neural networks; the
generator and the discriminator. In the context of image generation, the
generator aims to learn a mapping from latent vectors to images such that the
generated images follow the same distribution as that of the images in a given
training set. The latent vectors are usually drawn from some simple, lower-
dimensional prior distribution, e.g., a multivariate Gaussian. The discriminator,
on the other hand, acts as a classifier and aims to learn to differentiate between
real and generated data. Both networks are trained concurrently through
backpropagation; the discriminator is updated as to better separate the generated
data from the training data, while the generator is updated as to fool the
discriminator into classifying its generated data as real.

Since its introduction in 2014, the GAN framework has become one of
the most frequently used methods for successfully training DGMs and it has
shown exceptional results on high-resolution image generation tasks [1, 6, 7].
Furthermore, GANs – and generative models in general – have an abundance of
other real-world applications and areas of active research, that stretch beyond
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the task of pure image generation. Such areas and applications include, e.g.,
semi-supervised learning [8], image-to-image translation [9], image compression
[10], medical image analysis [11], super-resolution imaging [12], and speech
enhancement [13], to name a few.

Despite the success and widespread use of the GAN framework, the training
process can often be unstable and suffer from several challenges, such as mode
collapse, convergence issues, and vanishing or exploding gradients [4, 8, 14, 15].
Furthermore, the stability of the training process is known to be highly sensitive
to hyperparameter settings and network architectures [16, 17, 18, 19]. In an
attempt to address these stability issues, several works have suggested both
alterations to the original GAN formulation – such as the Wasserstein GAN
[20] – and various techniques one can employ during training – such as gradient
penalties [17] and instance noise [14, 21] – as well as guidelines for building stable
network architectures [16].

In this work, we investigate the impact of various hyperparameters on the
stability, learning behavior, and performance of generative adversarial networks.
We limit the investigation to unconditional image generation and look at the
impact of the latent dimension (i.e., the dimension of the latent vectors), batch
size, and learning rate on the training process of both the non-saturating GAN
(NS-GAN) [5] and the Wasserstein GAN with added gradient penalty (WGAN-
GP) [17]. Additionally, we compare the performance and stability of these two
GAN variants with respect to the investigated hyperparameters and look at how
the addition of noise to the inputs of the discriminator affects their stability.
We investigate the impact of the latent dimension and batch size since previous,
related studies have kept either both or one of these hyperparameters fixed when
looking at the impact of various hyperparameters on the training process of
different GAN variants [18, 19, 22]. Additionally, since the learning rate has
previously been shown to have a relatively large impact on the stability and
performance of NS-GAN and WGAN-GP [18], we include it in the investigation
to be able to examine the interplay between the learning rate, batch size, and
latent dimension.

All models are evaluated using both the popular Fréchet Inception Distance
(FID) [15] and a precision and recall metric introduced specifically for generative
models [23]. The stability of each GAN variant is mainly measured by the
overall spread of the achieved FID values when we vary the investigated
hyperparameters, i.e., by studying how much the FID changes when we change
the values of the learning rate, batch size, and latent dimension.

1.1 Research questions
The research questions that the thesis will investigate are as follows:
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1. How does the latent dimension, batch size, and learning rate affect the
training process and stability of generative adversarial networks?

2. How does the performance and stability of the non-saturating GAN (NS-
GAN) compare to that of the Wasserstein GAN-GP (WGAN-GP) with
respect to the aforementioned hyperparameters?

3. What effect does the addition of noise to the inputs of the discriminator
have on the stability of NS-GAN and WGAN-GP?

Given these research questions, the goal of the thesis is to increase our
understanding of GANs and to gain a greater insight into how the investigated
hyperparameters affect the training process.

1.2 Outline
The rest of the thesis is structured as follows. Chapter 2 first gives an overview
of generative modeling, generative adversarial networks, popular evaluation
metrics, and previous research related to the thesis topic. Chapter 3 then presents
the method used to answer the research questions of the thesis, while Chapter
4 introduces the used data sets and network architectures. In Chapter 5, the
experimental details and results are presented, followed by a discussion of the
results in Chapter 6. Lastly, Chapter 7 presents the conclusions of the thesis,
including a discussion of the limitations of the results, possible future work, and
the impact of the thesis on sustainability, ethics, and societal issues.
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Chapter 2

Background

This chapter presents a general overview of generative adversarial networks
(GANs). First, a brief introduction to the area of generative modeling is given
in Section 2.1. Section 2.2 then focuses on generative adversarial networks,
introducing the original GAN formulation, common alternative formulations,
the issues one faces when working with GANs, and metrics commonly used to
evaluate GANs. Lastly, Section 2.3 presents previous research related to the
thesis.

2.1 Generative modeling
Given a data set X = {x1, . . . ,xN} of N samples, the goal of generative modeling
is to learn to generate novel data that follows the same distribution as the
data in X . Assuming that the samples in X are drawn from an unknown
data distribution pdata, generative models aim to learn a distribution pmodel that
estimates pdata as closely as possible based only on the available samples in X .
The model distribution pmodel can either be represented explicitly – in which
case density estimation can be performed by direct evaluation of pmodel(x) – or
implicitly. In either case, new samples x can be generated by sampling from
pmodel.

Generative modeling can be contrasted with discriminative modeling where
the aim often is to estimate the conditional pdata(y|x) instead of pdata(x), where
y could, e.g., represent labels in a classification task.

Many different methods and techniques for training generative models have
been introduced, where variational autoencoders (VAEs) [24], autoregressive
models [25], flow-based models [26], and generative adversarial networks (GANs)
[5] are some of the most popular. Autoregressive models, flow-based models,
and VAEs are all examples of models that represent pmodel explicitly [4] –
although VAEs define an intractable density and rely on approximations during
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optimization – while GANs represent pmodel implicitly through the generation
process described in the next section.

2.2 Generative Adversarial Networks
In this section, the reader can find an overview of generative adversarial networks,
their common failure modes, and metrics commonly used to evaluate the
performance of GANs. Section 2.2.1 first presents the original GAN formulation
[5], described as a minimax game between two competing networks, while
Section 2.2.2 introduces the non-saturating GAN [5] that is commonly used in
practice. Section 2.2.3 then discusses some common issues associated with the
GAN training process whereas Sections 2.2.4 and 2.2.5 introduce the DCGAN
architectural guidelines [16] and the Wasserstein GAN [20], respectively. Lastly,
Section 2.2.6 gives an overview of common qualitative and quantitative evaluation
metrics.

2.2.1 Original formulation
Generative adversarial networks (GANs) are a class of generative models that
was first proposed by Goodfellow et al. [5]. In the GAN framework, two neural
networks, the generator Gθ and discriminator Dφ, parameterized by θ and φ,
respectively, are trained concurrently and compete with one another. The goal
of the generator is to transform a latent vector z of dimension d following
some simple prior distribution pz, usually a multivariate Gaussian or uniform
distribution, into a realistic image x = Gθ(z) following the data distribution
pdata. The generation process can thus be defined asz ∼ pz

x = Gθ(z)
(2.1)

which implicitly defines the model distribution pmodel over data x. The
discriminator instead takes an image x as input and outputs a probability
Dφ(x) ∈ [0, 1] indicating the discriminator’s belief that the image is real rather
than fake, i.e., the probability that x was drawn from the data distribution
pdata and not the model distribution pmodel. During training, the discriminator is
presented with batches of either real or generated samples and is trained through
backpropagation by minimizing the cross-entropy loss between real and generated
data,

LGAN
D = −Ex∼pdata

[logDφ(x)]− Ez∼pz [log(1−Dφ(Gθ(z)))]. (2.2)

The loss is minimized when Dφ(x) = 1 whenever x ∼ pdata and Dφ(x) = 0
whenever x ∼ pmodel. The goal of the discriminator is thus to learn to differentiate
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between real and generated data. The generator is instead trained to fool the
discriminator into classifying the generated data as real, by minimizing

LGAN
G = Ez∼pz [log(1−Dφ(Gθ(z)))], (2.3)

which reaches its minimum when Dφ(Gθ(z)) = 1 for z ∼ pz. The network
parameters θ and φ are updated using simultaneous gradient descent based
optimization, alternating between minimizing the discriminator loss (2.2) and
the generator loss (2.3). Note that in theory, the generator Gθ and discriminator
Dφ could be any differentiable functions, but in practice either multi-layered
perceptrons or convolutional neural networks are used. The GAN training
process is summarized in Figure 2.1.

Fake
image

Real
image

Probability of
being real

Backpropagation

Figure 2.1 – A schematic overview of the GAN training process. Inspired by [27].

The two objectives (2.2) and (2.3) can be expressed as a minimax game
between the two adversaries Gθ and Dφ,

min
θ

max
φ

Ex∼pdata
[logDφ(x)] + Ez∼pz [log(1−Dφ(Gθ(z)))], (2.4)

and a solution constitutes a local Nash equilibrium, i.e., a set of parameters θ∗
and φ∗ such that both LG and LD are at a local minimum with respect to θ and
φ, respectively [4, 8]. As shown in [5], the minimax objective (2.4) for an optimal
discriminator is equivalent to minimizing the Jensen-Shannon divergence

JSD(pdata||pmodel) =
1
2KL

(
pdata||

pdata + pmodel
2

)
+ 1

2KL
(
pmodel||

pdata + pmodel
2

) (2.5)

between pdata and pmodel, where KL(·) denotes the Kullback–Leibler divergence.
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2.2.2 Non-saturating GAN
Arjovsky and Bottou [14] showed both theoretically and experimentally that
using a generator loss function according to (2.3) often leads to vanishing
gradients for the generator when the discriminator gets better at differentiating
between real and fake data. The issue of vanishing generator gradients was also
discussed in the original paper by Goodfellow et al. [5] and the authors proposed
to mitigate the problem by using a different loss function for the generator,

LNSGAN
G = −Ez∼pz [logDφ(Gθ(z))], (2.6)

which is also minimized when Dφ(Gθ(z)) = 1 for z ∼ pz. This loss function is
often used in practice and the new formulation is commonly referred to as the
non-saturating GAN (NS-GAN), to separate it from the original minimax GAN
(MM-GAN).

Arjovsky and Bottou also showed that the new loss function (2.6) may
instead lead to unstable updates for the generator and therefore proposed to add
continuous noise with decaying variance to both real and generated images before
feeding them to the discriminator during training. This was suggested since the
proofs that the authors presented for both the problem of vanishing gradients
when using (2.3) and the problem of unstable updates when using (2.6) were
based on the assumption that the supports of pdata and pmodel are either disjoint
or lie on low-dimensional manifolds. By adding continuous noise to images
before feeding them to the discriminator these assumptions are invalidated. This
approach to stabilizing GANs was also proposed by Sønderby et al. in [21], where
they referred to the technique as instance noise.

2.2.3 Common failure modes
Despite the success of the GAN framework in producing sharp and realistic
images, GANs are known to be difficult to train properly and the training process
can suffer from several challenges such as non-convergence and mode collapse
[4, 8].

Convergence issues

One of the fundamental issues with the training process in the GAN framework
stems from the fact that we are trying to find a local Nash equilibrium by
performing simultaneous gradient descent on two separate loss functions, a
process which may fail to converge [4, 8, 15]. Goodfellow et al. [5] showed that the
minimax game defined by (2.4) achieves its global optimum when pmodel = pdata
and that pmodel will converge to pdata if both the generator and discriminator have
infinite capacity. However, since Gθ and Dφ are parameterized neural networks
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with finite capacity, their proof of convergence is not valid in the general setting.
Furthermore, as discussed in Section 2.2.2, the non-saturating generator loss
function may cause unstable generator updates such that the training process
diverges, although adding continuous noise to the discriminator inputs might
alleviate this issue [14]. On the other hand, Heusel et al. [15] proved that if two
separate learning rates are used for the generator and discriminator updates,
the GAN training process converges to a local Nash equilibrium under certain
assumptions, for example that both the generator and discriminator gradients
are Lipschitz continuous.

Mode collapse

GANs are known to often suffer from a phenomenon known as mode collapse
[4, 8, 14, 15], i.e., when the generator fails to capture the variety of the data
distribution and instead learns a model distribution pmodel that only captures
a limited number of the modes, or peaks, present in pdata. For example, the
generator might only produce samples from a single class when trained on a
multi-class data set, or it might only produce a single sample from each class,
or, in the extreme case, it might map every latent vector z to the same output
x. Goodfellow [4] speculated that mode collapse in GANs may be caused by
the fact that gradient descent on the minimax objective (2.4) may instead lead
to optimization of a maximin objective, where the order of the max and min
operations have been switched, which has a different solution that is prone to
mode collapse. Arjovsky and Bottou [14] instead showed that the non-saturating
generator loss (2.6) leads to minimization of a term that includes the Kullback-
Leibler divergence KL(pmodel||pdata) and they argue that this divergence is the
cause of mode collapse, since it does not penalize the generator when it ignores
modes.

As a way to prevent mode collapse, Heusel et al. [15] suggest to use the Adam
optimizer [28] when training GANs since they argue that it tends to not get stuck
in small local minima that are prone to mode collapse.

2.2.4 DCGAN
In an attempt to address some of the stability issues associated with GANs,
Radford et al. [16] introduced some architectural guidelines for designing GANs,
which they found experimentally to help stabilize the training process. The
authors named the resulting subclass of generative models Deep Convolutional
Generative Adversarial Networks (DCGANs). Building upon the ideas presented
by Springenberg et al. [29] in their all convolutional net, Radford et al. suggest to
remove all hidden fully connected layers in both the generator and discriminator
and to replace any pooling operations in both the discriminator and generator



Background | 9

with strided convolutions and fractionally-strided convolutions, respectively. A
fractionally-strided convolution [30], also known as a transposed convolution, is
a type of upsampling operation commonly used in the generator in GANs to
increase the spatial extent of the input. As for activation functions, for the
generator they recommend using ReLU (rectified linear unit) activation in all
hidden layers and tanh activation in the output layer, and for the discriminator
they recommend using leaky ReLU.

Radford et al. also recommend to use batch normalization [31] in all layers
of both the generator – except for in the output layer – and the discriminator –
except for in the input layer – since they found that it helped to prevent mode
collapse during training. Batch normalization is a normalization technique that
is commonly used to help stabilize and accelerate the training of deep neural
networks. Given a mini-batch of data and a specific layer in a convolutional
neural network, each feature map is normalized to have zero mean and unit
variance based on the statistics of the samples in the mini-batch. To maintain
the capacity of the layer, each feature map is then scaled and shifted using a
separate pair of learnable scale and shift parameters per feature map.

2.2.5 Wasserstein GAN
Arjovsky et al. [20] showed that the Jensen-Shannon divergence is often not
continuous and argued that it is therefore ill-suited as loss function for gradient
descent based optimization. They therefore proposed to use the Wasserstein-1
distance to evaluate the similarity between pmodel and pdata, given by

W (pdata, pmodel) = sup
||f ||L≤1

[
Ex∼pdata

[f(x)]− Ex∼pmodel
[f(x)]

]
, (2.7)

which they prove is continuous under certain assumptions, where f is a real-
valued function and ||·||L ≤ 1 denotes 1-Lipschitz continuity. In their proposed
Wasserstein GAN (WGAN), the discriminator network Dφ is thus replaced by a
critic network fψ, parameterized by ψ, that is used to approximate the current
Wasserstein distance (2.7) between pmodel and pdata by optimizing the expression
within the supremum. The generator Gθ is then updated by minimizing the
approximated Wasserstein distance. During training, the critic network is thus
updated by minimizing the loss

LWGAN
f = Ez∼pz [fψ(Gθ(z))]− Ex∼pdata

[fψ(x)], (2.8)

while the generator is updated by minimizing

LWGAN
G = −Ez∼pz [fψ(Gθ(z))]. (2.9)
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In the original WGAN paper by Arjovsky et al. [20], the 1-Lipschitz continuity
of the critic network fψ was enforced by clipping the network weights ψ. However,
Gulrajani et al. [17] showed that weight clipping leads to critic networks of low
capacity and that it may cause vanishing or exploding gradients. They therefore
proposed to enforce the 1-Lipschitz continuity of the critic by instead adding
a gradient penalty term to the critic loss function (2.8) that penalizes critics
whose gradient norm with respect to its input differ from 1. The gradient norm
is evaluated for data points that lie on straight lines between samples from pmodel
and pdata, sampled uniformly at random (see Equation (2.11)). The new critic
loss function is thus given by

LWGANGP
f = LWGAN

f + λEx̂∼px̂
[(‖∇x̂fψ(x̂)‖2 − 1)2], (2.10)

where px̂ is defined implicitly through the sampling procedure

x̂ = εx+ (1− ε)Gθ(z), (2.11)

where x ∼ pdata, z ∼ pz, and ε ∼ U [0, 1]. The hyperparameter λ is known as the
gradient penalty coefficient and governs the relative importance of the gradient
penalty term.

Both Arjovsky et al. [20] and Gulrajani et al. [17] showed some evidence
that WGAN and WGAN with gradient penalty (WGAN-GP) are more robust
to architectural changes than non-saturating GANs and that they offer a more
stable training process. Furthermore, they argue that the Wasserstein loss
function correlates with the quality of generated images and therefore constitutes
a more meaningful loss function than the standard GAN loss. However, Lucic
et al. [18] showed that the non-saturating GAN, WGAN, and WGAN-GP
can achieve similar performance if one manages to find good hyperparameter
values and Kurach et al. [22] recommend using the non-saturating GAN if the
computational budget is limited. Furthermore, as noted in [19], some of the
arguments laid forth by Arjovsky et al. in the WGAN paper as a motivation
for switching to the Wasserstein loss are based on a comparison to the minimax
GAN and not the non-saturating GAN that is used in practice.

2.2.6 Evaluation metrics
One of the largest issues with GANs is their lack of a natural evaluation metric to
assess a model’s capacity and determine when it has converged during training.
Many different metrics for evaluating GANs, and generative models in general,
have been proposed and in this section we will introduce some of the most
common.
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Qualitative evaluation

Perhaps the most natural option for evaluating the performance of a generative
model is to visually inspect generated images and assess their quality. Even
though this process can be somewhat automated through, e.g., the use of Amazon
Mechanical Turk [32], as done in [8], such evaluation is time consuming and highly
subjective and therefore not feasible in large-scale experiments. Additionally,
visual evaluation usually cannot detect when the generative model overfits to the
training data and just memorizes parts of the data. Goodfellow et al. [5] chose to
display the Euclidean nearest neighbor from the training set next to generated
samples as a way to confirm that the GAN had not memorized training data.
However, Theis et al. [33] showed that nearest neighbor look-up is a poor way to
judge overfitting since small visual changes to images can drastically change the
Euclidean nearest neighbor.

Given the impracticality of using qualitative evaluation we now turn to
quantitative evaluation metrics instead.

Log-likelihood - kernel density estimation

If one has direct access to pmodel a common way to evaluate generative
models is to determine the average log-likelihood of an unseen test set Xts,

1
|Xts|

∑
x∈Xts

log pmodel(x). When working with GANs, however, we do not
have access to pmodel – we can only sample from it – and thus we cannot
evaluate pmodel(x). One can instead resort to estimating pmodel through some
approximation technique. One such popular approach is to use kernel density
estimation [34], also known as Parzen window estimation, where an estimator of
pmodel is calculated as

p̂model(x) = 1
n

n∑
i=1
|H|−1/2k(H−1/2(x− xi)), (2.12)

where k is a kernel function, usually a multivariate Gaussian, H is known
as the bandwidth matrix, and {x1, . . . ,xn} are samples drawn from pmodel.
An approximation of the average log-likelihood of Xts can then be calculated
using Equation (2.12). This approach was used in the original GAN paper by
Goodfellow et al. [5]. However, kernel density estimation is known to produce
poor results when dealing with high-dimensional data [33, 34], as is the case
with images. Furthermore, Theis et al. [33] showed that using kernel density
estimation to estimate the test log-likelihood of different models trained on
MNIST [35] leads to misleading rankings, where a model based on k-means can
outperform the true data distribution.
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Inception Score

The Inception Score (IS) was introduced by Salimans et al. [8] and is implemented
using the Inception network [36] pre-trained for classification on ImageNet [37].
The score is based on the notion that a good generator should produce images
with a large variation, i.e., images that belong to many different classes, and
that each individual image should only belong to a single or very few classes.
Based on these assumptions, the authors argued that the conditional probability
p(y|x) determined by the Inception network for generated images should have
low entropy and that the marginal p(y) should have high entropy, where the
marginal is also determined by the Inception network as the empirical mean of
conditionals for generated images. Given these requirements, the Inception Score
is defined as

IS(Gθ) = exp
(
Ex∼pmodel

[
KL

(
p(y|x)||p(y)

)])
, (2.13)

where KL(·) is the Kullback-Leibler divergence and higher values of IS should
indicate a better model. Although Salimans et al. showed some evidence that
the Inception Score correlates with human annotators’ assessments of image
quality, [38] showed that the score can be misleading when used to evaluate
GANs trained on other data sets than ImageNet. Other works have also shown
that the Inception Score is not consistent when adding different kinds of noise to
images [15] and that it struggles to detect both mode collapse [39, 40] and the
addition of entirely new modes [39]. Furthermore, the Inception Score cannot be
used to detect overfitting in the usual sense since a model that memorizes the
training data would get an excellent score [18, 38].

Fréchet Inception Distance

Another issue with the Inception Score is that it is only based on generated
images and does not take the training data into consideration. Heusel et al.
[15] therefore proposed the Fréchet Inception Distance (FID) as an alternative
to the Inception Score, which is also implemented using the Inception network
pre-trained on ImageNet. Both generated and real images are passed through the
Inception network and their respective features of a certain layer in the network
are extracted; Heusel et al. used the last pooling layer as feature extractor. The
feature space is modeled as a multivariate Gaussian, resulting in a mean and
covariance for real images, µr, Σr, and for generated images, µg, Σg. The
Fréchet Inception Distance is then defined as the Fréchet distance between the
two Gaussians,

FID(Gθ) =
∥∥∥µr − µg∥∥∥2

2
+ tr (Σr + Σg − 2

√
ΣrΣg), (2.14)
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where tr (·) denotes the trace of a matrix. Contrary to the Inception Score, lower
values of FID should indicate a better model. The authors showed that the
FID increases when adding an increasing amount of noise of different kinds to
images, demonstrating that the metric is consistent with respect to the amount
of noise present in images. They also showed that the FID generally decreases
as the visual quality of images increases. Other works have also shown that FID
is sensitive to mode collapse [18, 39] and to the addition of new modes [39].
However, similarly to the Inception Score, FID cannot detect overfitting since a
model that memorizes the training data would get a perfect score [18].

Precision and recall

A drawback of metrics such as FID and IS is that they only produce a single
scalar to assess a model’s overall performance. Therefore, even if the metric
correlates well with the visual quality and variation of generated samples, one
cannot use it to analyze why a model is failing without inspecting generated
samples; if a model receives a poor score you cannot know what the root cause is
by just examining the score. Several works [18, 23, 39] have therefore proposed
to use precision and recall to evaluate generative models. Precision and recall
are classical metrics often used in, for example, binary classification tasks where
the underlying data set displays a large class imbalance and standard accuracy
may be misleading [41]. In the context of generative modeling, precision can be
defined as the fraction of generated samples that belong to the support of pdata
while recall can be defined as the fraction of real samples that belong to the
support of pmodel [23]; precision can thus be seen as a measure of the quality of
generated samples while recall measures the variation of the generated samples.

Since we do not have access to the support of either pdata or pmodel, one has
to use some sort of approximation technique to evaluate the precision and recall
of a generative model. Lucic et al. [18] proposed to use a toy data set consisting
of convex polygons for which precision and recall can be approximated, but this
method has the obvious drawback of not being applicable to other data sets.
Sajjadi et al. [39] instead introduced a method that uses the Inception network
as feature extractor and clusters both real and generated data in feature space
using mini-batch k-means. Based on the resulting clusters, so-called precision
and recall for distributions (PRD) curves are calculated. Kynkäänniemi et al.
[23] proposed an improved version of precision and recall that they showed
outperformed the PRD method in terms of expected behavior when both metrics
were used to evaluate different versions of StyleGAN [7] that suffered from either
poor image quality, a lack of variation, or both. The method is based on creating
approximations of the data and generator manifolds in feature space, where
the second fully connected layer of a pre-trained VGG16 network [42] is used
as feature extractor. An equal amount of real and generated images are first
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embedded in feature space. To approximate the two feature space manifolds,
a hypersphere of radius r is placed around each feature vector, where r is
determined by the distance to the k:th nearest neighbor and they used k = 3 in
the paper. The precision of the generative model is then calculated as the fraction
of generated feature vectors that fall within the approximated data manifold
determined by the collection of hyperspheres, and recall is, similarly, calculated
as the fraction of real feature vectors that fall within the approximated generator
manifold.

2.3 Related work
Since the GAN training process often suffers from different forms of instabilities,
several works have investigated their learning behavior in terms of, for example,
the impact of different hyperparameters and loss functions on the learning
process.

Lucic et al. [18] conducted a large-scale study where they performed extensive
hyperparameter searches in order to compare the performance and stability
of different GAN models, including the minimax GAN, non-saturating GAN,
Wasserstein GAN, and WGAN-GP, using architectures based on InfoGAN
[43]. The hyperparameter searches were performed over the learning rate
(they used the same learning rate for the generator and discriminator), number
of discriminator updates per generator update, β1 from Adam [28], whether
to include batch normalization or not in the discriminator, and other model
specific hyperparameters. In the appendix, they assessed the impact of the
hyperparameters on the performance of the different models, measured with
the FID metric. They found that β1 had a low impact on the FID while
the learning rate had a greater impact and that 1 discriminator update per
generator update generally was better than 5. Moreover, they suggested that
hyperparameter optimization plays a more critical role for a model’s performance
than the underlying loss function being used. In all their experiments both the
batch size and latent dimension were fixed at 64.

In a similar study, Kurach et al. [22] compared the performance of different
loss functions and different regularization and normalization techniques, and they
performed sequential Bayesian optimization when searching for hyperparameters.
The hyperparameter search was performed over the learning rate, β1 and β2
from Adam, the number of discriminator updates per generator update, and
regularization strength. They used a fixed batch size of 64 and a fixed latent
dimension of 128. Similarly as in [18], they assessed the importance of the
different hyperparameters in the appendix by displaying heat maps over the FID
scores achieved by the different models.

In [19], Fedus et al. assessed the sensitivity of different GAN models trained
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on synthetic, Gaussian data when varying either the learning rate or the latent
dimension. They also assessed the impact of adding different forms of gradient
penalties to the non-saturating GAN. The authors found that the NS-GAN
models without gradient penalties were more sensitive to the hyperparameters
than the WGAN and WGAN-GP models and the NS-GAN models with gradient
penalties. They performed similar experiments on image data, varying the
learning rate for both the generator and discriminator and the latent dimension,
and found that gradient penalties increased the robustness of the NS-GAN
models. The models were evaluated with a few different metrics, including the
Inception Score, and they used a fixed batch size of 64.

Gulrajani et al. [17] compared the stability of the non-saturating GAN
and WGAN-GP when varying the architecture of both the generator and the
discriminator. They found WGAN-GP to be more robust to architectural
changes, where robustness was measures in terms of the Inception Score achieved
by the models. In their experiments, all hyperparameters had fixed values, i.e.,
they did not perform any hyperparameter optimization.

Note that Fedus et al. [19] used a fixed batch size, while Lucic et al. [18]
and Kurach et al. [22] kept both the batch size and latent dimension fixed, and
Gulrajani et al. [17] kept all hyperparameters fixed. In this work, we investigate
not only the impact of the latent dimension and learning rate on the NS-GAN
and WGAN-GP training processes, but also the impact of the batch size. We also
look more in depth at the interplay between these hyperparameters and monitor
the performance of the networks both in terms of FID and the more recent
precision and recall metric introduced by Kynkäänniemi et al. [23]. Additionally,
we investigate how the addition of noise to the discriminator and critic inputs
impacts the stability of the non-saturating GAN and WGAN-GP, respectively.
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Chapter 3

Method

The research questions that this thesis seeks to answer are as follows:

1. How does the latent dimension, batch size, and learning rate affect the
training process and stability of generative adversarial networks?

2. How does the performance and stability of the non-saturating GAN (NS-
GAN) compare to that of the Wasserstein GAN-GP (WGAN-GP) with
respect to the aforementioned hyperparameters?

3. What effect does the addition of noise to the inputs of the discriminator
have on the stability of NS-GAN and WGAN-GP?

In order to answer these questions, the main approach followed in the thesis is
to perform large grid searches over the latent dimension d, batch size m, and
learning rate α, using both the non-saturating GAN and Wasserstein GAN-GP.
The grid searches are performed over

• α ∈ {1e−2, 1e−3, 1e−4, 1e−5},

• d ∈ {16, 32, 64, 128},

• m ∈ {32, 64, 128, 256}.

Thus, for each GAN algorithm and each data set, 64 different networks are
trained using a different set of hyperparameters. To assess the impact of the
latent dimension, learning rate, and batch size on the training processes, the
performance of each network is evaluated using both the Fréchet Inception
Distance (FID) and precision and recall. The reasons for choosing these two
metrics are explained in more detail in Section 3.2. The stability of each GAN
algorithm is mainly measured by the overall spread of the achieved FID values
when varying the investigated hyperparameters. Furthermore, to be able to
isolate the impact of the hyperparameters, we keep every other aspect for each
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algorithm fixed. We thus train networks with identical architectures (as presented
in Section 4.2), while varying only the investigated hyperparameters. To answer
the third research question, we train networks both with and without added noise
to the inputs of the discriminator/critic.

Since both NS-GAN and WGAN-GP have previously been shown to be
very sensitive to different hyperparameters, we hypothesize that the training
process and stability of these models are heavily influenced by the values of the
investigated hyperparameters.

The method of adding continuous noise with decaying variance to the inputs
of the discriminator during training (Section 2.2.2) was proposed by Arjovsky and
Bottou in [14] as a way to stabilize the NS-GAN training process. The motivation
behind this method was to break the assumption that the supports of pdata and
pmodel are either disjoint or lie on low dimensional manifolds, thereby decreasing
the variance of the gradients. The Wasserstein GAN [20], on the other hand,
was introduced as another way of avoiding the instabilities of GANs by using a
different loss function that displays better properties, such as continuity, even if
the underlying supports are disjoint. We therefore expect that the addition of
noise to the discriminator inputs will stabilize the NS-GAN models to a greater
extent than the WGAN-GP models.

3.1 Algorithms
The focus of the thesis is on two different GAN variants, namely the non-
saturating GAN (NS-GAN) and the Wasserstein GAN with added gradient
penalty (WGAN-GP). We chose to investigate the non-saturating GAN mainly
due to its popularity and previously known instabilities. Since WGAN-GP is
commonly considered to offer a more robust and stable training process, we
included it in the investigation to be able to compare its stability with respect
to the investigated hyperparameters to that of the non-saturating GAN.

We now describe the NS-GAN and WGAN-GP algorithms in more detail and
highlight their differences.

3.1.1 NS-GAN
The training procedure for the non-saturating GAN as introduced by Goodfellow
et al. [5] is presented in Algorithm 1. The procedure consists of two separate
steps:

1. Training the discriminator for ndisc iterations by performing gradient
descent on the loss function defined in Equation (2.2) (lines 2-8). In
each iteration, a mini-batch of m real images are first sampled from pdata.
Then, m latent vectors are sampled from pz and transformed into generated
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images by passing them through the generator. Lastly, the cross-entropy
loss between the discriminator’s outputs for real and generated data is
calculated and the discriminator’s parameters φ are updated through some
gradient descent based optimization method.

2. Training the generator by performing gradient descent on the loss function
defined in Equation (2.6) (lines 9-12). First, a mini-batch of m latent
vectors are sampled from pz and passed through the generator to create m
generated images. Next, the non-saturating generator loss is determined
and the generator’s parameters θ are updated through some gradient
descent based optimization method.

In the thesis, Adam [28] is used as optimization method for both the NS-GAN
generator and discriminator. Adam was chosen partly because it is commonly
used in the GAN literature, and partly as an attempt to avoid mode collapse
as suggested by Heusel et al. [15]. For details on the used hyperparameters, see
Section 5.1.1.

Algorithm 1: The non-saturating GAN algorithm, from [5].
Input: Batch size m,

number of iterations N ,
number of discriminator updates per generator update ndisc,
initial generator and discriminator parameters θ and φ

1 for N iterations do
2 for ndisc iterations do

// Train the discriminator

3 Sample m real samples {x1, ...,xm} from pdata

4 Sample m latent vectors {z1, ...,zm} from pz

5 x̃i ← Gθ(zi), i = 1, ...,m
6 LD ← − 1

m

∑m
i=1[logDφ(xi) + log(1−Dφ(x̃i))]

7 Update φ by descending ∇φLD
8 end

// Train the generator

9 Sample m latent vectors {z1, ...,zm} from pz

10 x̃i ← Gθ(zi), i = 1, ...,m
11 LG ← − 1

m

∑m
i=i logDφ(x̃i)

12 Update θ by descending ∇θLG
13 end
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3.1.2 WGAN-GP
Algorithm 2 shows the training procedure for the Wasserstein GAN with added
gradient penalty, as introduced by Gulrajani et al. [17]. It follows a pattern
similar to the NS-GAN algorithm and also consists of two separate steps:

1. Training the critic for ncritic iterations by performing gradient descent on
the loss function defined in Equation (2.10) (lines 2-10). In each iteration,
a mini-batch of m real and m generated images are first sampled from pdata
and pmodel, respectively. Next, m random numbers are sampled from the
uniform distribution on [0, 1] and linear interpolations between each pair
of real and generated images are calculated. Lastly, the critic’s loss with
added gradient penalty is determined and the critic’s parameters ψ are
updated.

2. Training the generator by performing gradient descent on the loss function
defined in Equation (2.9) (lines 11-14). A mini-batch of m latent vectors
are first sampled from pz and passed through the generator to create
m generated images. Next, the generator loss aimed at minimizing
the Wasserstein distance between pdata and pmodel is determined and the
generator’s parameters θ are updated.

Adam is once again used as optimization method for both the generator and
critic, as recommended in [17].

The main difference between the two algorithms thus lie in the loss functions
used for updating the parameters of the discriminator/critic and generator.
While the NS-GAN algorithm updates the discriminator by minimizing the cross-
entropy loss between the discriminator’s outputs for real and generated data,
the critic in WGAN-GP is updated so as to better approximate the current
Wasserstein distance between pmodel and pdata, with an added gradient penalty
term to encourage 1-Lipschitz continuity. Similarly, the generator in the NS-
GAN algorithm is updated by minimizing the non-saturating generator loss,
while in WGAN-GP the generator is updated by minimizing the approximated
Wasserstein distance.

3.2 Evaluation metrics
All models are evaluated using both the Fréchet Inception Distance (FID) [15]
and the improved precision and recall metric based on k-nearest neighbors
introduced by Kynkäänniemi et al. [23] (Section 2.2.6). FID was chosen since
it is one of the most commonly used metrics to evaluate GANs, used in, e.g.,
[1, 7, 18, 22]. Furthermore, as discussed in Section 2.2.6, FID has been shown
to be robust to noise, sensitive to mode collapse, and to correlate with image
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Algorithm 2: The Wasserstein GAN algorithm with added gradient
penalty, from [17].
Input: Batch size m,

number of iterations N ,
number of critic updates per generator update ncritic,
gradient penalty coefficient λ,
initial generator and critic parameters θ and ψ

1 for N iterations do
2 for ncritic iterations do

// Train the critic

3 Sample m real samples {x1, ...,xm} from pdata

4 Sample m latent vectors {z1, ...,zm} from pz

5 x̃i ← Gθ(zi), i = 1, ...,m
6 Sample m random numbers {ε1, ..., εm} from U [0, 1]
7 x̂i ← εixi + (1− εi)x̃i, i = 1, ...,m
8 Lf ← 1

m

∑m
i=1[fψ(x̃i)− fψ(xi) + λ(‖∇x̂i

fψ(x̂i)‖2 − 1)2]
9 Update ψ by descending ∇ψLf

10 end
// Train the generator

11 Sample m latent vectors {z1, ...,zm} from pz

12 x̃i ← Gθ(zi), i = 1, ...,m
13 LG ← − 1

m

∑m
i=i fψ(x̃i)

14 Update θ by descending ∇θLG
15 end
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quality. To allow for a greater insight into the performance of each model, they
are evaluated with precision and recall as well. Due to the two-dimensional
nature of precision and recall, the metric allows one to reason more about the
trade-off between image quality and overall variation, as opposed to just using
FID as a metric.

3.2.1 Pareto frontier
Since precision and recall is a two-dimensional metric and several different trade-
offs between the precision and recall of a model may be encountered during the
course of a single training run, a question arises as to which the best precision
and recall tuple (p, r) obtained during training is. To resolve this ambiguity,
Kynkäänniemi et al. [23] opted to display the Pareto frontier obtained by the
model during training, a concept commonly used in multi-objective optimization
[44]. Given a set of N two-dimensional tuples, S = {(p1, r1), ..., (pN , rN)}, the
Pareto frontier is defined as the subset PF ⊆ S that contains all tuples in S

such that ∀(pi, ri), (pj, rj) ∈ PF either pi > pj and ri < rj or pi < pj and ri > rj.
In other words, the Pareto frontier contains all precision and recall tuples such
that for any pair of tuples in the Pareto frontier, one of the tuples has a higher
precision while the other has a higher recall. If one tuple has both a higher
precision and a higher recall than all other tuples, then the Pareto frontier will
contain this single tuple.

We follow the same approach in this thesis, displaying the Pareto frontier of
precision and recall tuples obtained by each model during training.
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Chapter 4

Data Sets and Architectures

In this chapter, we introduce the data sets used in the experiments (Section 4.1)
and the network architectures used for the generator, discriminator, and critic
(Section 4.2).

4.1 Data sets
The experiments were performed on two data sets, MNIST [35] and CIFAR-
10 [45]. The reason for choosing these two data sets was mainly based on two
factors: i) both data sets are commonly used in the GAN literature, and thus
we can compare the achieved results with other works, and ii) they are relatively
simple data sets with low image resolutions, and thus many experiments can be
performed within a reasonable time frame.

The MNIST data set consists of grayscale images of handwritten digits
(Figure 4.1a). The images have a resolution of 28× 28 and the data set contains
10 different classes (one for each digit 0-9). There are 60 000 training images
and 10 000 test images.

CIFAR-10, on the other hand, consists of 32 × 32 color images belonging to
one of 10 different classes: {"airplane", "automobile", "bird", "cat", "deer", "dog",
"frog", "horse", "ship", "truck"} (Figure 4.1b). The data set includes 50 000 images
in the training set and 10 000 images in the test set.

We also perform some experiments on a grayscale version of CIFAR-10
(Figure 4.1c). All CIFAR-10 images were then converted to grayscale using
TensorFlow’s [46] image.rgb_to_grayscale method.

4.1.1 Preprocessing
All pixel values were rescaled from [0, 255] to [−1, 1], the range of the tanh
function, by dividing each pixel value by 127.5 and subtracting 1. Since the used
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(a) MNIST (b) CIFAR-10 (c) grayscale CIFAR-10

Figure 4.1 – An illustration of the different classes in MNIST (a), CIFAR-10 (b),
and grayscale CIFAR-10 (c).

network architectures (Section 4.2) incorporate convolutional and transposed
convolutional layers that either halves or doubles the spatial extent of its input,
the MNIST images were resized from 28 × 28 to 32 × 32 using TensorFlow’s
tf.image.resize method with bilinear interpolation.

4.2 Network architectures
The architectures of the generator, discriminator, and critic were all based on
the DCGAN architectural guidelines presented in Section 2.2.4, and are now
presented in detail.

4.2.1 Generator
The architecture of the generator Gθ used for both NS-GAN and WGAN-GP is
illustrated in Figure 4.2. The latent space is modeled as a multivariate Gaussian
of dimension d with a mean of zero and unit variance, i.e., pz = N (0, I). The
generator uses the following steps to transform a batch of m latent vectors
{z1, ...,zm} ∼ pz into m images {Gθ(z1), ..., Gθ(zm)} ∼ pmodel:

• First, the latent vectors are passed through a fully connected layer with
4096 neurons, producing an output h0 of shape m× 4096.

• h0 is then reshaped into a tensor of shapem×4×4×256, where 4×4 denotes
the spatial dimensions and 256 denotes the number of feature maps. The
reshaping operation is followed by a batch normalization layer and ReLU
activation, producing an output tensor h1.

• h1 is then passed through a series of three transposed convolutional layers,
each with a kernel size of 5 and stride of 2, thus doubling the spatial extent
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in each layer to produce output images of spatial dimensions 32×32. Each
transposed convolutional layer has the following characteristics:

– Layer 1 128 filters. The layer is followed by a batch normalization
layer and ReLU activation.

– Layer 2 64 filters. The layer is followed by a batch normalization
layer and ReLU activation.

– Layer 3 Either 1 filter (to generate grayscale images) or 3 filters (to
generate color images). The layer is followed only by tanh activation,
producing the final output images.

z

256
4

4

128
8

8

64

16

16

3

32

32

Figure 4.2 – The architecture of the DCGAN generator used for both NS-GAN
and WGAN-GP. The latent vector z is first passed through a fully connected
layer whose output is reshaped to have spatial dimensions 4× 4 and 256 feature
maps. The generator then uses a series of three transposed convolutional layers
with stride 2 to produce the final output images. Note that the number of
channels in the output will depend on the number of channels in the used data
set.

4.2.2 Discriminator and critic
The architecture of the NS-GAN discriminator, Dφ, and WGAN-GP critic, fψ, is
illustrated in Figure 4.3. It follows a pattern similar to the generator, although
reversed. The following steps are applied to transform a batch of either m real
or m generated images {x1, ...,xm} into discriminator or critic outputs:
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• First, a series of three convolutional layers, each with a kernel size of 5 and
stride of 2, are applied to the input images, producing a tensor h of shape
m×4×4×256. Each convolutional layer has the following characteristics:

– Layer 1 64 filters. The layer is followed by leaky ReLU activation in
both the discriminator and the critic.

– Layer 2 128 filters. The layer is followed by a batch normalization
layer and leaky ReLU activation in the discriminator. In the critic,
batch normalization is omitted and the layer is only followed by leaky
ReLU activation.

– Layer 3 256 filters. Similarly to layer 2, this layer is followed by batch
normalization and leaky ReLU activation in the discriminator. In the
critic, batch normalization is omitted and the layer is only followed
by leaky ReLU activation.

• h is then flattened into a tensor of shape m× 4096 that is passed through
a fully connected layer with a single neuron, producing m scalars, one for
each input image.

– In the WGAN-GP critic, the m scalars produced by the fully
connected layer are used as the outputs of the model,
{fψ(x1), ..., fψ(xm)}.

– In the NS-GAN discriminator, an additional sigmoid activation is
used, producing the m probabilities {Dφ(x1), ..., Dφ(xm)}.

Note that the only differences between the NS-GAN discriminator and WGAN-
GP critic are the added sigmoid activation on the outputs of the discriminator
and the removal of batch normalization in the critic. Batch normalization was
removed from the critic, as per the recommendation in [17], since the gradient
penalty term in the critic loss function (2.10) should be evaluated for each sample
independently, without influence from the batch statistics [17].
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Figure 4.3 – The architecture of the DCGAN discriminator/critic used for both
NS-GAN and WGAN-GP. The input image is first passed through a series
of three convolutional layers, followed by a flattening operation and a fully
connected layer to produce the output. Note that in the NS-GAN discriminator,
an additional sigmoid activation is applied to the output.
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Chapter 5

Experiments and Results

In this chapter, we first present the experimental setup in more detail (Section
5.1), including the used hyperparameters and implementation details for the
evaluation metrics. We then present the results of the experiments in Sections
5.2-5.4.

5.1 Experimental details
All models were implemented in TensorFlow [46] version 2.3.0 with the use of
the Keras API [47]. The code for all the implementations is available at https:
//github.com/simonwestberg/master-thesis.

5.1.1 Hyperparameters
As stated in Chapter 3, the grid searches were performed over

• α ∈ {1e−2, 1e−3, 1e−4, 1e−5},

• d ∈ {16, 32, 64, 128},

• m ∈ {32, 64, 128, 256},

using the network architectures presented in Section 4.2. Note that the same
learning rate was used for both the generator and discriminator/critic. As for the
remaining hyperparameter values, we followed the recommendations in [18] for
NS-GAN, fixing (β1, β2) from Adam to (0.5, 0.999) and ndisc to 1. For WGAN-GP,
we followed the recommendations in [17], and used (β1, β2) = (0, 0.9) and λ = 10
(the gradient penalty coefficient). Similarly to NS-GAN, we used ncritic = 1
for WGAN-GP. In the original WGAN-GP paper, the authors used five critic
updates per generator update, but we opted to follow the recommendation in [18]
to allow for a more fair comparison between the two algorithms. Additionally, the

https://github.com/simonwestberg/master-thesis
https://github.com/simonwestberg/master-thesis


28 | Experiments and Results

authors of [18] did not find that increasing ncritic from 1 to 5 improved upon the
FID for WGAN-GP. Lastly, the leaky ReLU slope was set to 0.3 for all models.
The hyperparameter values are summarized in Table 5.1.

Table 5.1 – Hyperparameter settings

Hyperparameter NS-GAN WGAN-GP
β1 0.5 0
β2 0.999 0.9
λ N/A 10
Leaky ReLU slope 0.3 0.3
ndisc/ncritic 1 1

Following a similar set-up as in [18], each model was trained for 30 epochs on
MNIST and 100 epochs on CIFAR-10.

In the first set of experiments, where we investigate the impact of the different
hyperparameters on the stability and performance of each model, Gaussian noise
was added to the NS-GAN discriminator inputs during training, as motivated in
Section 2.2.2, while no noise was added to the critic inputs for WGAN-GP. The
noise added to the inputs of the NS-GAN discriminator had a mean of zero and
an initial standard deviation of 0.5, decayed linearly to 0.01 over 10 epochs for
MNIST and 20 epochs for CIFAR-10.

5.1.2 Evaluation metrics
FID and precision and recall were calculated every 5 epochs between 10 000 test
images and 10 000 generated images. The obtained FID for a given model and
hyperparameter setting is reported as the lowest FID achieved during training,
while the Pareto frontier is reported for precision and recall. A neighborhood
size of k = 3 was used for precision and recall, as recommended in [23]. Both
metrics were implemented based on the official implementations available at the
authors’ GitHubs [48, 49].

Feature extractor

Both FID and precision and recall are based on first embedding images in some
feature space using a feature extractor. In all experiments, the last pooling layer
of the Inception v3 network pre-trained on ImageNet (available in Keras [47])
was used as feature extractor for both FID and precision and recall. Although
Kynkäänniemi et al. [23] used the VGG16 network as feature extractor for their
precision and recall metric, they showed that using Inception v3 leads to similar
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Original Resized

(a) MNIST

Original Resized

(b) CIFAR-10

Figure 5.1 – Illustration of the effect of resizing an MNIST image (a) and a
CIFAR-10 image (b) to 299 × 299, the resolution expected by the Inception v3
network.

results. Also note that the ImageNet weights available in Keras are not the same
weights as the ones used in the original FID implementation, since they originate
from a different training run. Therefore, the FID results presented in the thesis
may not be identical to the ones that would have been obtained using the original
FID implementation.

The Inception v3 network expects input images of shape 299× 299× 3 with
pixel values that lie in [−1, 1]. When calculating FID and precision and recall,
both generated and real images were thus first resized to have spatial extent
299× 299 using TensorFlow’s tf.image.resize method with bilinear interpolation.
Although such drastic resizing could potentially be problematic, we can see in
Figure 5.1 that the resizing does not cause drastic visual changes to the images.
Furthermore, this approach was followed in the original FID implementation [48].
The pixel values were also rescaled from [0, 255] to [−1, 1]. Additionally, since
the Inception v3 network expects its inputs to have three color channels, the
single grayscale color channel present in the MNIST images was duplicated into
three separate channels.

5.2 Impact of hyperparameters
We first present the results for the entire grid searches on MNIST and CIFAR-10
for both NS-GAN and WGAN-GP, and look at how the latent dimension, batch
size, and learning rate influence the performance and stability of both algorithms.
Note that for these results, Gaussian noise was added to the inputs of the NS-
GAN discriminators, while no noise was added to the inputs of the WGAN-GP
critics, as described in Section 5.1.1.
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5.2.1 MNIST

FID results

Figure 5.2 shows box plots over the obtained FID values for both NS-GAN
(blue) and WGAN-GP (red) on MNIST. The box plots illustrate the five-number
summary of the FID distributions, i.e., the minimum value (excluding outliers),
first quartile (Q1), median, third quartile (Q3), and maximum value (excluding
outliers). Outliers are defined as data points that are either larger than Q3 +
1.5 · (Q3 − Q1) or smaller than Q1 − 1.5 · (Q3 − Q1), where Q3 − Q1 is known
as the interquartile range [50]. Note that a lower FID value should indicate a
better model. We can see that WGAN-GP achieves both a lower median and
lower minimum value than NS-GAN. Additionally, the overall spread of the FID
values for WGAN-GP is smaller than for NS-GAN, indicating a greater stability
with respect to the tested hyperparameters.
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Figure 5.2 – FID results for the entire grid search on MNIST, for NS-GAN (blue)
and WGAN-GP (red). Lower values are better.

To be able to better assess the impact of the learning rate, the FID results
from the grid searches were partitioned into separate subsets based on the four
different learning rates used in the search. Box plots for these results are shown
in Figure 5.3. We can see that a high learning rate of 1e−2 is detrimental
for the algorithms, especially for NS-GAN, resulting in very high FID values



Experiments and Results | 31

with a median of approximately 400 for NS-GAN and 180 for WGAN-GP. The
figure also shows that the spread of the FID values is relatively small for both
algorithms for α ∈ {1e−3, 1e−4, 1e−5}, except for WGAN-GP and α = 1e−5
where a larger variation is seen. We also note that the lowest FID value is
achieved with a learning rate of 1e−3 for both algorithms.
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Figure 5.3 – FID results for the entire grid search on MNIST, partitioned by
learning rate value, for NS-GAN (blue) and WGAN-GP (red). Lower values are
better.

When analyzing the images produced by the generator after 30 epochs when
using a high learning rate of 1e−2, we found that in almost every experiment,
the NS-GAN models fail to learn anything at all, producing nonsensical images
that suffer from severe mode collapse. The WGAN-GP models, on the other
hand, instead learn to produce images that somewhat resemble the digits from
MNIST, although of very low quality. See Figure 5.4 for some examples of
generated images when using a high learning rate.

Since a learning rate of 1e−2 led to models of low performance, regardless
of the values of the other hyperparameters, we next look at the FID results
partitioned by batch size and latent dimension, but excluding all models that
were trained with α = 1e−2 (Figures 5.5a and 5.5c). Looking at Figure 5.5a,
we can see a clear trend for WGAN-GP: an increase of the batch size leads to



32 | Experiments and Results

(a) NS-GAN (b) WGAN-GP

Figure 5.4 – Examples of generated images after 30 epochs when training an
NS-GAN model (a) and a WGAN-GP model (b) on MNIST with a high learning
rate of 1e−2. For these examples, a batch size and latent dimension of 64 was
used.

an increase of the overall spread of FID values, indicating a greater instability of
WGAN-GP for larger batch sizes. However, this behavior was found to largely
stem from the training runs using a small learning rate of 1e−5. Figure 5.5b
shows the FID results partitioned by batch size when excluding all models trained
with either α = 1e−2 or α = 1e−5 and we can see that the values for WGAN-
GP now are much more stable across all batch sizes. The combination of a low
learning rate of 1e−5 and a high batch size thus seems to lead to a more unstable
training process for WGAN-GP. For NS-GAN, a learning rate of 1e−5 combined
with a large batch size seems to have a smaller impact on the FID, as indicated
by the similarity of the NS-GAN box plots in Figures 5.5a and 5.5b. We do,
however, see a small increase of the FID values for NS-GAN when using larger
batch sizes of m ∈ {128, 256}.

Figures 5.5c and 5.5d show the FID results partitioned by latent dimension,
excluding results from models trained with α = 1e−2 (Figure 5.5c) and with
α ∈ {1e−2, 1e−5} (Figure 5.5d). A similar trend as for the batch size, although
not as stark, is once again seen for WGAN-GP: when including the models
trained with a learning rate of 1e−5, an increase of the latent dimension leads
to an increase of the spread of the FID values. When removing these models,
the FID values for WGAN-GP are relatively stable across all latent dimensions.
The NS-GAN models display a similar, but less pronounced behavior.
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(b) Models trained with
α ∈ {1e−2, 1e−5} excluded.
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(c) Models trained with
α = 1e−2 excluded.
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(d) Models trained with
α ∈ {1e−2, 1e−5} excluded.

Figure 5.5 – FID results for the grid search on MNIST, excluding all models
that were trained with a learning rate of 1e−2 (a and c) or all models that were
trained with a learning rate of either 1e−2 or 1e−5 (b and d). Partitioned by
batch size (a and b) and latent dimension (c and d). Lower values are better.
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Precision and recall results

Next, we look at the precision and recall results on MNIST. Figure 5.6 shows the
Pareto frontiers obtained by each algorithm, with different colorings based on
the values of either the learning rate, batch size, or latent dimension. For both
algorithms, the clearest clustering is seen when coloring by learning rate values.
Once again we see that a high learning rate of 1e−2 results in very poor models,
where almost all NS-GAN models have a precision of 0 and recall of 0 and almost
all WGAN-GP models have both a precision and recall lower than 0.1. As for
the remaining learning rates, 1e−5 performs worst for both algorithms. Using a
learning rate of 1e−3 or 1e−4 results in models that achieve a similar precision
and recall for NS-GAN, although some models trained with α = 1e−3 perform
better than α = 1e−4. For WGAN-GP, most models trained with α = 1e−3
achieve both a higher precision and a higher recall than the models trained with
α = 1e−4.
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(a) NS-GAN.
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(b) WGAN-GP.

Figure 5.6 – Precision and recall results for the grid search on MNIST, for NS-
GAN (a) and WGAN-GP (b). Note that the data points in each plot for each
algorithm are the same, just with different colorings based on either learning
rate, batch size, or latent dimension. Also note the different axis limits in the
batch size and latent dimension plots. All models trained with α = 1e−2 are
excluded in the plots colored by batch size and latent dimension.
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When looking at the batch size and latent dimension in Figure 5.6, the
behavior is not as clear. For NS-GAN, a larger batch size of either 128 or 256
leads to a lower precision and recall for more models than for m ∈ {32, 64},
but this is not the case for WGAN-GP. As for the latent dimension, a lower
dimension leads to a lower recall for most NS-GAN models, a tendency that is
seen to a lesser extent for WGAN-GP.

Lastly, Figure 5.7 shows a comparison of the precision and recall results for
NS-GAN and WGAN-GP on MNIST. We can see that most WGAN-GP models
perform better than NS-GAN, especially in terms of precision.
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Figure 5.7 – A comparison of the precision and recall results on MNIST for
NS-GAN (blue) and WGAN-GP (red). All models trained with α = 1e−2 are
excluded.
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5.2.2 CIFAR-10

FID results

We now turn to the results on CIFAR-10. In Figure 5.8, we can see that for
this data set, it is instead NS-GAN that outperforms WGAN-GP, reaching both
a lower minimum FID and lower median. Note that all outliers for NS-GAN
correspond to models that were trained with a learning rate of 1e−2.
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Figure 5.8 – FID results for the entire grid search on CIFAR-10, for NS-GAN
(blue) and WGAN-GP (red). Lower values are better.

Figure 5.9 shows the FID results partitioned by learning rate. We can see
a similar behavior as for MNIST, where a high learning rate of 1e−2 results in
very poor models, and a low learning rate of 1e−5 performs worse than α ∈
{1e−3, 1e−4}.

When analyzing images generated after 100 epochs by models that were
trained with a high learning rate of 1e−2 (Figure 5.10), we once again found
that the NS-GAN models often suffered from severe mode collapse and generated
nonsensical images. The WGAN-GP models produced images with a little more
variation, although of extremely low quality and bearing no resemblance to
CIFAR-10 images.
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Figure 5.9 – FID results for the entire grid search on CIFAR-10, partitioned by
learning rate value, for NS-GAN (blue) and WGAN-GP (red). Lower values are
better.

When partitioning the FID results by batch size and excluding models trained
with α = 1e−2 (Figure 5.11a), we can see that an increasing batch size increases
the spread of the FID values for both WGAN-GP and NS-GAN. When also
removing the models trained with α = 1e−5 (Figure 5.11b), we do not see the
same stability for WGAN-GP over all batch sizes as for MNIST. For NS-GAN, the
FID values are somewhat stable across all batch sizes in Figure 5.11b, although
a high batch size of 256 results in the highest FID values.

Figures 5.11c and 5.11d display the FID results partitioned by latent
dimension, excluding either only α = 1e−2 (Figure 5.11c) or both α = 1e−2 and
α = 1e−5 (Figure 5.11d). We observe that the spread of FID values increases
somewhat for larger latent dimensions in Figure 5.11c, while the FID values are
fairly stable across all latent dimensions in Figure 5.11d.
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(a) NS-GAN (b) WGAN-GP

Figure 5.10 – Examples of generated images after 100 epochs when training
an NS-GAN model (a) and a WGAN-GP model (b) on CIFAR-10 with a high
learning rate of 1e−2. For these examples, a batch size and latent dimension of
64 was used.

Precision and recall results

For the precision and recall results on CIFAR-10, we once again find that the
clearest clustering arises when coloring the Pareto frontiers based on learning rate
values (Figure 5.12). For NS-GAN, a learning rate of 1e−2 results in a precision
and recall of approximately (0, 0) for almost all models, while α = 1e−5 performs
better, reaching a substantially higher precision of about 0.6−0.7 for all models
and a recall between approximately 0 and 0.15. A learning rate of 1e−3 and
1e−4 achieves the best results in terms of recall, while 1e−3 reaches slightly
higher precision than 1e−4 in most cases for NS-GAN. For WGAN-GP, we can
see that a learning rate of α = 1e−2 results in models that achieve a recall of 0
and a precision between approximately 0.2−0.4, while the models trained with
α = 1e−5 reach a recall slightly higher than 0 for some models and a precision
between about 0.3−0.7. Similarly to NS-GAN, α ∈ {1e−3, 1e−4} results in the
highest recalls for WGAN-GP, where the best recalls are achieved by models
trained with a learning rate of 1e−4.

As for the effect of the batch size and latent dimension on the precision and
recall of the models, almost no clear pattern is seen. We do observe, however,
that for many NS-GAN models, a batch size of 256 results in a slightly lower
recall, and that for several WGAN-GP models, a batch size of 32 results in a
slightly higher recall. The latent dimension appears to have no effect on the
precision and recall on CIFAR-10.
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(b) Models trained with
α ∈ {1e−2, 1e−5} excluded.
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(d) Models trained with
α ∈ {1e−2, 1e−5} excluded.

Figure 5.11 – FID results for the grid search on CIFAR-10, excluding all models
that were trained with a learning rate of α = 1e−2 (a and c) and all models that
were trained with either α = 1e−2 or α = 1e−5 (b and d). Partitioned by batch
size (a and b) and latent dimension (c and d). Lower values are better.
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(a) NS-GAN.
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(b) WGAN-GP.

Figure 5.12 – Precision and recall results for the grid search on CIFAR-10, for
NS-GAN (a) and WGAN-GP (b). Note that the data points in each plot for each
algorithm are the same, just with different colorings based on either learning rate,
batch size, or latent dimension. Also note the different axis limits in the batch
size and latent dimension plots. All models trained with α = 1e−2 are excluded
in the plots colored by batch size and latent dimension.

Finally, Figure 5.13 shows a comparison of the precision and recall results on
CIFAR-10 between NS-GAN and WGAN-GP. We observe that many NS-GAN
models achieve a higher recall than any WGAN-GP model.

5.3 NS-GAN vs. WGAN-GP
As shown in previous figures (Figures 5.2 and 5.8), WGAN-GP outperformed NS-
GAN on MNIST in terms of minimum FID achieved, median FID, and overall
spread, while NS-GAN outperformed WGAN-GP on CIFAR-10, reaching both a
lower minimum FID and lower median. The NS-GAN models trained on CIFAR-
10 also had a smaller spread of FID values than the WGAN-GP models, if we
exclude the models trained with α = 1e−2.

The main differences between MNIST and CIFAR-10 are that CIFAR-10 is a
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Figure 5.13 – A comparison of the precision and recall results on CIFAR-10 for
NS-GAN (blue) and WGAN-GP (red). All models trained with α = 1e−2 are
excluded.

more complex data set and that MNIST is grayscale while CIFAR-10 has color
images. In order to see if NS-GAN performed better than WGAN-GP on CIFAR-
10 due to a greater capability to model color data, we retrained the models on
grayscale CIFAR-10 using the same latent dimensions and batch sizes as before,
but with a smaller range of learning rates, α ∈ {1e−3, 1e−4}. Figure 5.14 shows
the FID results for these experiments. We can once again see that NS-GAN
outperforms WGAN-GP in terms of minimum FID achieved, median FID, and
overall spread, although there are a few outliers for NS-GAN where training
diverged.

Figure 5.15 shows a comparison of the precision and recall results for both
models on grayscale CIFAR-10. Similarly to the precision and recall results on
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Figure 5.14 – FID results for the grid search on grayscale CIFAR-10, for NS-GAN
(blue) and WGAN-GP (red). Note that only two learning rates were used in this
grid search, α ∈ {1e−3, 1e−4}. Lower values are better.

CIFAR-10, we can see that most NS-GAN models achieve a higher recall than
the WGAN-GP models.

5.4 Impact of instance noise
We now look at how the addition of noise to the discriminator/critic inputs during
training impacts the stability and performance of both NS-GAN and WGAN-GP.
To this end, new grid searches were performed over the same latent dimensions
and batch sizes as before, but with the best performing learning rates from the
previous experiments, i.e., α ∈ {1e−3, 1e−4}. This time, the NS-GAN models
were trained without any added noise to the inputs of the discriminator while
the WGAN-GP models were trained with added noise to the inputs of the critic.
The amount of noise and decay rate of the noise for WGAN-GP were the same
as for NS-GAN in Section 5.2.

Figure 5.16 shows a comparison of the FID results obtained in the new grid
searches to the results obtained in Section 5.2 for the same set of hyperparameters
(i.e., excluding models trained with α ∈ {1e−2, 1e−5}). For NS-GAN, we see a
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Figure 5.15 – A comparison of the precision and recall results on grayscale
CIFAR-10 for NS-GAN (blue) andWGAN-GP (red). Note that only two learning
rates were used in this grid search, α ∈ {1e−3, 1e−4}.

large decline in stability for the models trained on both MNIST and CIFAR-10
when training without added noise to the discriminator inputs. Removing the
noise results in a much larger spread of the FID values, especially on CIFAR-10,
and a higher amount of outliers. Additionally, on MNIST, the addition of noise
to the discriminator inputs during training improves greatly upon the best FID
achieved. For WGAN-GP, on the other hand, adding noise to the critic’s inputs
during training has a minimal effect on the achieved FID values.
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Figure 5.16 – A comparison of the FID results on MNIST (a) and CIFAR-10 (b)
for models trained either with or without added noise to the discriminator/critic
inputs. Note that only two learning rates were used in this grid search, α ∈
{1e−3, 1e−4}.
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5.5 Summary
In summary, our key findings are as follows:

• Neither algorithm outperforms the other on all data sets. The non-
saturating GAN achieves better FID values on CIFAR-10 and grayscale
CIFAR-10 while WGAN-GP performs better on MNIST. The lower FID
values obtained by many NS-GAN models on CIFAR-10 and grayscale
CIFAR-10 seem to stem from a better recall, while the lower FID values
obtained by many WGAN-GP models on MNIST seem to mainly stem
from a better precision.

• The learning rate has the largest impact on the performance and stability
of both algorithms, both in terms of FID and precision and recall.

• A high learning rate of α = 1e−2 often leads to severe mode collapse and
nonsensical images for NS-GAN, while for WGAN-GP it does not lead to
mode collapse to the same extent but instead to images of extremely low
quality.

• The combination of a high batch size and a low learning rate of 1e−5
leads to more unstable results, especially for WGAN-GP. Combining a low
learning rate with a high latent dimension also leads to a slightly larger
spread of FID values for both models.

• When using a learning rate of either 1e−3 or 1e−4, the investigated
batch sizes and latent dimensions have a relatively small impact on the
performance of the models. We do, however, find some indications that
a larger batch size leads to worse NS-GAN models even when using an
appropriate learning rate. Additionally, we find some indications that a low
latent dimension leads to models with a lower recall on MNIST, especially
for NS-GAN.

• The addition of noise to the inputs of the discriminator/critic has a large
impact on the stability of NS-GAN, while it has no impact on WGAN-GP.
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Chapter 6

Discussion

We now discuss the results presented in the previous chapter and consider how
they relate to the research questions that the thesis aimed to answer.

6.1 Impact of hyperparameters
The first research question of the thesis was:

1. How does the latent dimension, batch size, and learning rate affect the
training process and stability of generative adversarial networks?

The results indicate that, out of the investigated hyperparameters and their
respective ranges, the learning rate has the largest impact on the stability and
performance of both NS-GAN and WGAN-GP. Although a high learning rate of
1e−2 led to the worst performance for both algorithms, the behavior of the NS-
GANmodels andWGAN-GPmodels differed when using a too high learning rate.
Almost all NS-GAN models suffered from severe mode collapse (Section 2.2.3)
and generated nonsensical images when trained with a high learning rate on both
MNIST and CIFAR-10. For WGAN-GP, using a high learning rate on MNIST
led to models that learned to produce images that at least somewhat resembled
the digits from MNIST. On CIFAR-10, the WGAN-GP models trained with a
high learning rate showed some signs of mode collapse, although not to the same
degree as the NS-GAN models. This behavior is somewhat in agreement with
the results from the original WGAN paper by Arjovsky et al. [20], although they
did not find any instances of mode collapse for the Wasserstein GAN. However,
they used 5 critic updates per generator update and argued that training the
critic to optimality in each iteration makes mode collapse impossible. Therefore,
increasing the value of ncritic for the WGAN-GP models might remove mode
collapse entirely. Additionally, using a higher number of critic iterations per
generator update should result in a more accurate estimate of the Wasserstein
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Figure 6.1 – FID values achieved during training by NS-GAN and WGAN-GP
models trained with α = 1e−5 on MNIST (a) and CIFAR-10 (b). The FID
curves are colored by batch size. Lower values are better.

distance, which might improve on the performance of WGAN-GP, at the expense
of longer computation times. Nevertheless, as discussed in Section 5.1.1, we
followed the recommendation from [18] and used ncritic = 1, both to allow for
a more fair comparison and since the authors of [18] did not find that the FID
improved in general when increasing the number of critic iterations from 1 to 5.

Furthermore, the results indicate that the combination of a low learning rate
of 1e−5 and larger batch sizes leads to models of worse performance and greater
instability, especially for WGAN-GP. We suspect that this behavior is due to
slower convergence speeds, since a low learning rate means that the updates of
the network parameters are more gradual in each step and a large batch size leads
to fewer updates each epoch. This behavior is highlighted in Figure 6.1, where
we have plotted the evolution of FID values during training for models trained
with α = 1e−5. We can see that for larger batch sizes, the FID seems to still be
decreasing when training stopped, especially for WGAN-GP on MNIST. Training
the models for a greater amount of epochs may thus reduce this behavior.

A similar, but less pronounced, behavior as for the batch size was seen for
the latent dimension: combining a low learning rate of 1e−5 with higher latent
dimensions led to a worse performance of especially the WGAN-GP models. This
behavior could be due to the fact that the models need more time to learn to
properly map a larger latent space onto the data space when using low learning
rates. Once again, this behavior might have been reduced if the models were
trained longer.

The best and most stable results were achieved when using a learning rate of
either 1e−3 or 1e−4. For these learning rates, the investigated batch sizes and
latent dimensions seem to have a relatively small impact on the performance of
the models, although a large batch size did slightly hurt the performance of the
NS-GAN models, and the WGAN-GP models did show some unstable behavior
for varying batch sizes on CIFAR-10. Interestingly, a low latent dimension led
to a lower recall for many NS-GAN models on MNIST. A small latent dimension
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inherently means that the support of pmodel will cover a smaller portion of the
entire data space, which may in turn result in a smaller variation of the generated
images. This behavior was, however, not seen to the same extent for WGAN-GP
on MNIST, and for neither NS-GAN nor WGAN-GP on CIFAR-10. It would
therefore be interesting to use even smaller latent dimensions and investigate if
this indeed leads to a lower recall of the models.

6.2 NS-GAN vs. WGAN-GP
The discussion in the previous section leads us to the second research question
of the thesis:

2. How does the performance and stability of the non-saturating GAN (NS-
GAN) compare to that of the Wasserstein GAN-GP (WGAN-GP) with
respect to the aforementioned hyperparameters?

We found that, with respect to the investigated hyperparameters and the
used network architectures, WGAN-GP outperformed NS-GAN on MNIST,
while NS-GAN outperformed WGAN-GP on CIFAR-10 and grayscale CIFAR-
10. As discussed in the previous section, the performance of both algorithms
deteriorated when using a high learning rate of α = 1e−2, although the NS-
GAN models performed even worse than the WGAN-GP models for α = 1e−2.
Additionally, WGAN-GP became even more unstable than NS-GAN when using
a low learning rate combined with mainly a large batch size.

Interestingly, the cause behind the better FID values achieved by each
algorithm on the different data sets seemed to differ. The better FID values
achieved by many WGAN-GP models on MNIST seemed to stem primarily from
a better precision, while the better FID values achieved by many NS-GANmodels
on CIFAR-10 and grayscale CIFAR-10 seemed to primarily be caused by a better
recall. A comprehensive visual inspection of generated samples could perhaps
lend more insight into this behavior and reveal if the differences highlighted by
the precision and recall metric are in agreement with our own notion of visual
quality and variation.

Since CIFAR-10, even the grayscale version, is undoubtedly a more complex
data set than MNIST, one might draw the conclusion that the non-saturating
GAN is a better choice than WGAN-GP when dealing with more complex data.
Our results, however, are not entirely in agreement with previous works. In
[19], the authors found that WGAN-GP outperformed NS-GAN on CIFAR-10,
although they used other metrics to quantify the performance of the models and
they did not add any noise to the discriminator inputs. Additionally, in [18],
the authors found that WGAN-GP managed to achieve a slightly better FID on
CIFAR-10 than NS-GAN. The differing results may of course be due to many
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different factors, such as the used network architectures, which hyperparameters
were searched for, computational budget, whether or not noise was added to
the discriminator inputs, and the underlying randomness of weight initialization.
Furthermore, even though we found that WGAN-GP performed worse than NS-
GAN on CIFAR-10, WGAN-GP may provide other advantages over the non-
saturating GAN, such as a greater stability with respect to architectural changes,
as shown in both [20] and [17]. Therefore, using deeper or more complex network
architectures may lead to different results.

6.3 Impact of instance noise
Finally, we look at the third and last research question of the thesis:

3. What effect does the addition of noise to the inputs of the discriminator
have on the stability of NS-GAN and WGAN-GP?

The results indicate that the addition of noise with decaying variance during
training to the inputs of the discriminator greatly helped to stabilize the
performance of the NS-GAN models on both MNIST and CIFAR-10, while for
WGAN-GP it had a limited effect. As discussed in Chapter 3, this was expected
since this technique was introduced as a way to stabilize the non-saturating GAN
by making the supports of pmodel and pdata overlap [14]. The Wasserstein loss, on
the other hand, has been shown to have good properties even if the underlying
supports are disjoint [20].

Additionally, as noted in [19], gradient penalties and instance noise can be
seen as two different forms of regularization, and thus it may be enough to just
use one of them. The authors of [19] found that adding gradient penalties to the
NS-GAN models does indeed make the models more stable, despite the fact that
they did not add any noise to the discriminator inputs. The gradient penalty
term in WGAN-GP could thus be seen as a substitution for instance noise, which
may also explain why the addition of noise to the critic inputs did not affect the
performance of the WGAN-GP models.
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Chapter 7

Conclusions

In this thesis, we have investigated the impact of the latent dimension, batch
size, and learning rate on the performance, stability, and behavior of both the
non-saturating GAN (NS-GAN) and the Wasserstein GAN with added gradient
penalty (WGAN-GP). Additionally, we have looked at how the addition of noise
to the inputs of the discriminator or critic impacts the stability of both GAN
variants. We used an identical DCGAN architecture for all models and performed
grid searches over the investigated hyperparameters. The performance of each
model was evaluated using both the Fréchet Inception Distance and precision
and recall.

We found that the learning rate had the largest impact on both the stability
and performance of the models, where a high learning rate negatively affected
both NS-GAN and WGAN-GP and led to unstable models. The batch size
and latent dimension, on the other hand, had a relatively small impact when
combined with an appropriate learning rate.

The non-saturating GAN performed better on CIFAR-10 and a grayscale
version of CIFAR-10, achieving both a lower minimum FID and median FID,
as well as a higher recall for many models. WGAN-GP, on the other hand,
performed better on MNIST, both in terms of FID and precision and recall.

Lastly, we found that adding noise to the inputs of the discriminator during
training greatly helped to stabilize and improve upon the performance of the
NS-GAN models, while it had a limited effect on WGAN-GP.

7.1 Limitations
As discussed in Section 6.1, the observed instability of especially WGAN-GP
when combining a low learning rate with a large batch size was probably partly
due to a slower convergence of the models. This can be seen as a limitation of
the results, since using a larger number of epochs might reduce the instability.
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In general, if one were not limited by the time and computational constraints
present during the thesis, all models could have been trained until convergence
and even more hyperparameter combinations and larger ranges could have been
investigated, which may have led to new insights.

Furthermore, all models were only trained once for a given hyperparameter
combination, as opposed to averaging results over different random seeds. Due
to the inherent randomness of weight initialization, it would have been preferable
to train each model multiple times per hyperparameter setting in order to get
even more reliable results.

7.2 Future work
There are a few different directions that future work could focus on. The most
obvious one is to investigate if the results obtained in the thesis transfer to other
data sets, in particular to data sets with larger image resolutions. Training
the models on higher resolution images may also necessitate deeper network
architectures, which would give one the opportunity to see if the results also
transfer to more complex architectures. Larger ranges for the batch size and
latent dimension could also be investigated, especially for the latent dimension
since it had such a small impact on the performance when combined with a good
learning rate for the investigated range of values.

Since the addition of noise to the discriminator inputs had such a large effect
on the stability of the NS-GAN models, it would also be interesting to see how
the amount of noise added and the decay rate of the noise affect the performance
and stability of the NS-GAN models. Lastly, as discussed in Section 6.3, it would
be interesting to see if further regularization in the form of gradient penalties
would stabilize the NS-GAN models trained with instance noise even more.

7.3 Sustainability, ethics, and societal considera-
tions

The main ethical issue to take into consideration when dealing with GANs, and
generative models in general, is that of utilizing the models to create fake but
realistic media – for example in the form of images, videos, or speech – that
can be used to misrepresent or deceive people. The most common example of
such an application is the creation of so called deepfakes, i.e., images or videos in
which a person has been replaced by someone else or have been altered in some
other way with the use of deep learning methods. Although such an application
may seem harmless, it is easy to see how it can be used in a malicious way, for
example to create fake and incriminating evidence in a trial or to misrepresent
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and attack political opponents. As the capability of generative models increases
and it thus becomes harder and harder to differentiate between authentic and
fake media, these malicious applications raise both societal and ethical concerns
that should neither be overlooked nor underestimated. We refer the reader to
[51] for a more thorough review of the issues related to deepfakes.

Furthermore, one might also have to consider issues connected to ownership
and copyright when dealing with GANs, especially when using the framework
to create new artwork. When a generative model has been trained on, e.g., a
wide array of different paintings originating from numerous sources, it might
be unclear as to who owns the rights to the resulting artwork generated by the
trained model, an issue that is discussed in more detail in [2].

Lastly, since the work in this thesis was heavily focused on numerous and
computationally expensive hyperparameter searches, one must also take environ-
mental concerns into account and consider the work’s impact on sustainability.
In a 2018 analysis released by OpenAI [52], the authors found that the amount
of computations required to train the largest contemporary machine learning
models had increased by a factor of more than 300 000 over the course of a
seven year period (2012-2018). The models trained during this thesis, however,
were modest in size compared to that of the more recent networks analyzed
by OpenAI, and thus one might argue that the environmental impact of this
thesis alone has been small in comparison. In the context of machine learning
as a whole, however, the increasing computational resources employed to train
models have a non-negligible impact on CO2 emissions [53] and are cause for
concern.
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Appendix A

Samples from the best performing
models

Figures A.1, A.2, and A.3 show some examples of images generated by the
best performing models (in terms of minimum FID achieved during training) on
MNIST, CIFAR-10, and grayscale CIFAR-10, respectively. The produced images
are by no means state-of-the-art, since we used relatively shallow networks in the
thesis to ensure that many experiments could be conducted within the given time
frame.
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(a) NS-GAN (b) WGAN-GP

Figure A.1 – Samples from the best NS-GAN model (a) and best WGAN-GP
model (b) on MNIST, in terms of FID.

(a) NS-GAN (b) WGAN-GP

Figure A.2 – Samples from the best NS-GAN model (a) and best WGAN-GP
model (b) on CIFAR-10, in terms of FID.
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(a) NS-GAN (b) WGAN-GP

Figure A.3 – Samples from the best NS-GAN model (a) and best WGAN-GP
model (b) on grayscale CIFAR-10, in terms of FID.
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