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Abstract

Multithreading in adaptive fast multipole methods

Ludwig Ridderstolpe

It has been shown that fast multipole methods can achieve good scalability on
multi-core architectures. We have for an adaptive single-threaded fast multipole
method implemented multithreading support via the OpenMP API. The downward-
and upward pass in the fast multipole method are parallelized, and the multithreaded
implementation achieves on a quad-core architecture for uniform distributions a 6.6x
speedup and a non-uniform distribution a 4.2x speedup.  The lower speedup for the
non-uniform distributions results from poor load balancing caused by higher variance
in connectivity. We conclude that future research in how connectivity affects parallel
performance is needed.  
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1 Introduction

The N-body problem originates in the field of celestial mechanics from the motivation to accu-

rately model and predict the movement of celestial objects. The core of the N-body problem is

that the motion of one celestial object in a system depends on both its positions and velocity

and its position relative to all other massive objects in the system. This pairwise interaction

follows from that massive objects attract each other due to Newton’s law of gravitation. It

follows that to calculate the net gravitational force on one object in a system of N objects will

grow in O(N) so, therefore, to calculate the dynamics of the whole system will grow in O(N2).

But the N-body problem is not only restricted to celestial mechanics. Instead, it is a member of

a vast class of problems that also exhibit the same type of pairwise interaction. We have similar

interactions arising in problems of electrostatic governed by Coulomb’s law and magnetostatics

governed by Biot–Savart’s law [4]. Furthermore, this type of problem has shown to arise in

many fields such as plasma physics, fluid mechanics, and molecular dynamics [2].

The complexity of the N-body problem combined with the many application areas moti-

vates us to search for a more efficient numerical solution. There currently exist a large number

of solvers to different cases of the N-body problem. However, this project will only touch on

hierarchical solvers. These solvers approach the problem by splitting the domain into groups,

called boxes, describing the collective field induced by the particles in each box with a single

approximation. The idea is first to construct a hierarchy of boxes from a recursive subdivision

of the domain. After that utilizing properties of this hierarchy, we can construct a complete ap-

proximation of the system. Two hierarchical solvers are Barnes-Hut algorithm which has a time

complexity of O(N log N) and algorithms based on the Fast Multipole Method (FMM) which

has a time complexity of O(N) [2]. Furthermore, with the rise and wide adoption of multi-core

CPU architectures, the implementation of Barnes-Hut and FMM should utilize multithreading

and scale well with respect to the number of threads.

The goal of this project is to start from Engblom’s single-threaded implementation of the

Fast Multipole Method in two dimensions (FMM2D) [11] and identify suitable regions in

FMM2Dthat could be executed in parallel. This project aims to modify FMM2D such that

it supports multithreading via the OpenMP API. Then evaluate the result by comparing the

parallelized version with the unmodified version of FMM2D. Similar work is Holm et al., which

targets a hybrid GPU and CPU systems [12]. However, an OpenMP version could serve as a

good companion to the original FMM2D because of OpenMP availability and ease of use. Paired

with it being a relatively unobtrusive and transparent modification to introduce multithreading

via OpenMP. This version of FMM2D could serve as a tool to explore future optimization based

on multithreading.

This report starts with some background in section 2 which introduces FMM and the needed

concept to discuss FMM2D with the perspective of multithreading. The background section

ends with a brief overview of FMM2D. We present the main contribution of this project in sec-

tion 3 where we will analyze FMM2D and discuss a possible way to parallelize it using OpenMP.

Section 4 presents results from a set of measurements over how the parallelized FMM2D scale un-

der the introduction of more threads and a comparison with an unmodified version of FMM2D.

Lastly, the report will end with an overview of related work, discuss the results from the exper-

iments and suggest improvements and topics for future research.
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2 Background

This section will give a brief introduction to FMM. This part aims to cover the needed ter-

minology and cover the fundamental concept needed to construct an FMM. We will end the

section with an overview of the FMM algorithm and the given single-threaded implementation

of FMM2D.

2.1 Pairwise interactions and restrictions

The core of the N-body problems is the pairwise interactions. We have for the celestial N-body

problem that the gravitational potential Φ experience by a target i in an ensemble of N particles

is given by

Φ(xi) = −G
N∑
j=0
j 6=i

mj

‖xj − xi‖
, xi ∈ R3, i = 1 . . . N, (2.1)

where G is the gravitational constant, xi, xj are the respective body’s positions, and m the mass

of the source. But more generally, we have that N-body problem describe systems where need

to evaluate summations on the form

ui =
N∑
j=0
j 6=i

K(xi, xj)wi, xi ∈ RD, i = 1 . . . N, (2.2)

where K is the called the kernel, D the number of dimensions. For this report, we will be

restricting the interaction to two dimensions. However, it is possible to extend what we will

cover in the background to three dimensions [6, 3]. Note that an implementation of an FMM

is in general specific to a given kernel, but it is possible to develop a kernel independent FMM

[8]. However, this report will closely follow Greengard and Rokhlin’s first paper on FMM [5]

and will similarly be based mainly on the electrostatic interaction.

The electrostatic interaction in 2 dimensions gives us that a charged source particle will

generate an electrostatic potential Φ and field E on the form

Φ ∝ log r , E ∝ 1

r
, (2.3)

where r is the distance from the source [10]. The total electric potential or field experienced at a

given point in a system of charged particles is given as a summation of all particle’s contribution

to the potential or field giving us the same form as Eq. (2.2).

2.2 The multipole expansion

Propose that we have one particle that is our target together with a set of particles that are our

sources. Our goal now is to calculate the induced potential from the source set on the target

as seen on the left in fig (1). A core idea in the development of FMM is that if all particles in

the source set are sufficiently far away, which we will call well-separated, and that the potential
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decreases rapidly and is well behaved in the region, we can then represent the source set with

one compact description in the center of some domain. We will call the field induced by the

source set when it is well separated the far-field.

Figure 1: Demonstration of well-separated particles. The green particle is the target and blue

particles belong to the source set. (left) Target and a cluster, (middle) induced field calculated

brute-force method, (right) induced field calculated as a approximation with center at at some

region.

One possible way to do this is to represent a cluster of particles in the far-field as a single

larger particle at the cluster’s center of mass. The Barnes-Hut algorithm uses this technique for

the celestial N-body problem. However, a more general description is possible via a multipole

expansion of the kernel. The multipole expansion is specific to each kernel, but as a very

hand-wavy introduction, we want an expansion such that

Φ(zi) =
∑

zj∈source

∞∑
k≥n

ak
(zi − zj)k

, zi, zj ∈ C, n ∈ Z , (2.4)

where zi is our target, and we 1expand for each element zj in the source set. A necessary part of

constructing an FMM is to establish that the error ε of the multipole expansion can be bounded

by an upper bound that depends on the number terms p in the inner summations. If possible,

we will then have that p replaces the ∞ as the limit in Eq. (2.4). The multipole coefficients ak

can then be constructed in mp number of operations where m is the number of particles in the

source set. We evaluate the whole expansion in p number of operations.

We are not going to expand further in how the multipole expansion is derived. Examples

of the multipole of some common kernels are the electrostatic kernel in 2D [5], the Laplace

equation in 3D [6] and the Helmholtz equation in 3D [7].

2.3 The top-down scheme

With the concept of multipole expansion established for an interaction consider a set of N

evenly distributed interacting particles in a boxed region. Suppose we want to evaluate the

total potential experienced by every particle in the region. Recall that we can construct the

multipole expansion for every well-separated set, and each construction requires mp operations

where m is the number of particles in the source set. Our goal is to develop an efficient scheme to

determine well-separated particles to reuse the same constructed multipole expansion for several

target particles. To accomplish this, we will first introduce the idea of levels of refinement. We

will start at level 0, which is the open domain. The next level is constructed by subdividing

every open box on the current level into four boxes, as seen in fig. (2). From this procedure,

we will then have that every box on each level contains approximately the same number of
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particles; this is possible because the distribution is uniform. We will continue subdividing

until the number of particles in each box equals some small value.

Figure 2: Subdivision of the domain, each grid is one level of refinement showing from from the

left level 0 to level 4.

The different levels will together constitute a tree structure, referred to as the multipole tree.

We will now introduce a criterion for determining if particles are well-separated. Let the

box width r for a given level l be the required distance for the particle to be considered well-

separated on that level. We get for a target box at a given level that every particle outside a

box of width 3r sharing the same center as the target will be well-separated as given in fig. (3)

below. We will call the contribution from particles in the neighboring boxes and in the target

box itself the near-field.

... ...

Figure 3: Demonstration of well-separated particles with respect to a given target. Targets are

in green boxes and well-separated particles are in the grey region.

With this, we can develop a scheme to find the contribution of the far-field. Start at level 2; note

that levels 0 and 1 have no well-separated sets. First, construct the multipole expansions for

each box. Second, evaluate for every target its corresponding multipole expansions as depicted

in fig. (4).

... ...

Figure 4: Target box depicted in green, far-field in grey with multipole expansions marked as

blue dots.

To compute the contribution from each target’s near-field, we will go down a level.

For level 3 and every preceding level after we will first construct the multipole expansions

for each box. After we will for every target, evaluate the multipole expansions for each well-

separated box to the target but only if the source box is not within a well-separated box on the

previous level. This set of boxes that are well-separated to a target but was not well-separated

to the targets parent box is called the interaction list. We repeat this for every level until we

reach the lowest level; we give a demonstration of this procedure in fig. (5).
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... ...

Figure 5: Multipole construction and evaluation for a level L = 3, the interaction list for a given

target is marked in red.

When we reach the lowest level, we have to evaluate for each particle the contribution from its

remaining near-field through the naive approach. Note that the number of operations required

in these steps are dependent on how many levels we have in the multipole tree.

To conclude: to evaluate the field experienced by each and every particle in the ensemble

we need:

Level

2 construct and evaluate multipole expansions

3 construct and evaluate multipole expansions

. . .

L construct and evaluate multipole expansions + compute near field con-

tributions

where L is the lowest level. For a level l, we have that constructing all multipole expansion

requires 4lmp operations in total, where m is the number of particles in each box and 4l is

the number of boxes on the level. It follows then that the multipole construction require Np

operations because N = 4l · m. When evaluating the multipole expansion, we note that one

target box can have at most 27 boxes in its interaction list. We need to evaluate p coefficients

for every box, and we have to do this for N particles in total. Giving us that the multipole

evaluation requires ≤ 27Np operations. On the final level, we will have a constant number of

particles c in each box, and every box has at most eight neighboring boxes; additionally, every

particle belongs to one box. Resulting in that we need to calculate 9Nc particle-to-particle

(P2P) interactions. We get that this scheme in total requires

(Np+ 27Np) log4
N

c
+ 9Nc , (2.5)

operations in total. Where we used that we have log4 N/c number of levels in the tree. We can

set c to be small, yielding a time complexity of O(N log N).

We have managed to reduce the time complexity from O(N2) to O(N log N). The limitation

of this scheme is that we must access every particle on each level, firstly by constructing the

multipole expansion for every box for each level and secondly when updating every particle’s

experienced field for each level. Modifying the top-down scheme to become a fast multipole

method reduces the cost of these two parts to linear time complexity.

2.4 Reducing the cost of multipole construction

Our goal now is to improve on the top-down scheme. We have gathered from the previous section

that the two most costly parts of the top-down scheme are the construction and evaluation of the
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multipole expansion. To reduce the number of operations for the construction of the multipole

expansion, we should utilize that every box one a level (except for the lowest level) will be the

parent to four children boxes on the next level as seen in fig (6).

Figure 6: Every parent box at level l > L where L is the lowest level of refinement splits into 4

children boxes on level l + 1.

In the top-down scheme, we did not utilize this parent-child relationship when constructing the

multipole expansion. However, it possible to construct a parent’s multipole expansion from its

respective children’s expansions [5]. We can modify our scheme to utilize this insight. The idea

is to start at the lowest level of refinement, then for each box, we will compute the multipole

expansion. Then we will to each of the boxes that have the same parent perform a multipole-

to-multipole shift (M2M) which combined constructs the parent’s multipole. We will continue

until we reach level 2. This procedure is called the upward pass, we present an outline of

the procedure in fig. (7). We have omitted any derivation details, [5, 4] covers in detail the

derivation of the M2M shifts for the electrostatic interaction. A crucial part of their result is the

number of operations required to perform the shift. We will return to this later in this section.

Figure 7: Schematic over the upward pass. First start at the lowest refinement level and con-

struct all multipole expansions, join all boxes that share the same parent, perform M2M shifts

for each child upward to their parent. Repeat until level 2 is reached.

To complete the upward pass for an ensemble of N particles we need to:

Level

L Construct multipole expansion + Perform M2M shifts

L− 1 Perform M2M shifts

. . .

3 Perform M2M shifts

where L is the lowest level of refinement. We found in the previous section that constructing

the multipole expansion for a given level requires Np operations. Additionally, for every level,

we need to perform an M2M shift for each box. We start with N/c boxes at the lowest level,
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where c is the number of particles in each box. Giving us N/4L−lc number of M2M shifts for a

given level l. Where each shift requires p2 operations [5]. We get the total number of operations

to complete the upward pass is

Np+
N

c
p2 +

N

4c
p2 +

N

42c
p2 + . . .+

N

4L−3c
p2 ,

giving us that the upward pass has a time complexity O(N).

2.5 Reducing the cost of multipole evaluation

The upward pass will construct all the multipole expansions in the multipole tree. What

remains after is to calculate all far-field potentials acting on each particle. As we previously saw

in the development of the top-down scheme, we currently need to evaluate ≤ 27p coefficients

in the multipole expansion for every particle for each level. However, it is possible to perform

this evaluation more efficiently. To accomplish this, we will introduce the local expansion, the

local expansion is a series expansion that represents the entire far-field acting on a target.

Constructing the local expansion is done efficiently, and it requires similarly to the multipole

expansion p operations to evaluate for each particle [4], but in this case, we will evaluate the

entire far-field contribution for the particle instead.

Recall that in the previous section, we reduced the complexity of the multipole construction

by reusing operations done on previous levels. Our goal is to develop a similar procedure for

the local expansion. Firstly, we introduce the multipole-to-local (M2L) shift, which allows us to

construct a local expansion to a target from multipole expansions in its far-field. We can see

an example of the construction of the local expansion in fig. (8) below.

... ...

Figure 8: M2L shifts to target. Target is marked as green box, grey boxes are well separated ,

blue dots are multipole expansion previously constructed in the upwards pass and the red dot is

the resulting local expansion after all the M2L shifts.

After constructing the local expansion for a given level, similarly to the upward pass, we can

use the parent-child relationship, but in this case, we will shift the parent’s local expansion of

a parent to its children, this is called the local-to-local (L2L) shift as seen in fig. (9) below.
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Figure 9: L2L shifts between a parent and its children. The local expansion of the parents

far-field is shifted down to the children.

The benefit of the L2L shift is that for the next level, we only need to perform the M2L shifts

for the interaction list because we have already constructed the contribution to local expansion

from the well-separated boxes that are not part of the interaction list. In fig. (8) depicted a

M2L shift for level 2, below in fig. (10) we have after a L2L shift the M2L shifts for level 3

... ...

Figure 10: M2L shifts on a level after L2L shifts. Target is the green box, grey boxes are

well-separated. Note that only the targets interaction list is considered, blue dots are multipole

expansions.

This procedure is called the downward pass and is repeated until we reach the lowest level,

where we then evaluate each local expansion.

To complete the downward pass on an ensemble of N particle we need to:

Level

2 Perform M2L and L2L shifts

3 Perform M2L and L2L shifts

. . .

L Perform M2L and L2L shifts + Evaluation local expansion

where L is the lowest level of refinement. For a level l, we have N/4L−lc number of boxes where

c is the number of particles in each box on the final level. We will need to perform ≤ 27 number

of M2L shifts for each box where each shift requires p2 number of operations [5]. Furthermore,

as we noted earlier, we can evaluate the local expansion with p operations, and we have to do

it for every particle. And lastly, for each level, we need to perform 4 L2L shifts for each box

on the level, one shift for every child. The L2L shift requires p2 number of operations [5]. The

total number of operations to perform the down pass becomes

27N

4L−2c
p2 +

4N

4L−2c
p2 +

27N

4L−3c
p2 +

4N

4L−3c
p2 + . . .+

27N

4c
p2 +

4N

4c
p2 +Np , (2.6)

which results in the time complexity O(N).
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2.6 The fast multipole algorithm

Putting the insight from the top-down scheme together with the upward and downward pass

gives us the naive fast multipole algorithm. This section serves as an overview, and as we will

see in later sections, further optimizations are possible. We present the algorithm below.

Fast Multipole Algorithm

Initialization

set_precision(e)

set_lowest_level_of_refinment(L)

create_mulipole_tree()

Upward Pass

foreach box i in level L:

create_multipole_expansion(i)

end

for l = L to 2:

foreach box i in level l

M2M(i, parent(i))

end

end

Downward Pass

for l = 2 to L:

foreach box i in level l:

foreach box j in interaction_list(i):

M2L(i,j)

end

L2L(i, children(i))

end

end

Evaluation

foreach particle i:

evaluate_local_expasion(i)

foreach particle j in near_field(i):

P2P(i,j)

end

end

To conclude, we have for a system of N particles interacting with the electrostatic interac-

tions with c number of particles in each box at lowest level will require the following number of

operations for each step:

1. Initialization - Constant number of operations, however, in practice this step is

more complicated.

2. Upwards pass - Np operations for constructing the multipole expansion and N
c p

2 op-

erations for the all the M2M shifts.
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3. Downward pass - 27N
c p

2 operations for all the M2L shifts and N
c p

2 operations for all

the L2L shifts.

4. Evaluation - Np operations for evaluation of all local expansions and 9Nc operations

for all direct evaluations.

We have that p is the number of coefficients in the multipole expansions, chosen depending on

the precision. The total number of operations then becomes

29
N

c
p2 + 11Nc

giving us a time complexity of O(N) for a fixed precision ε.

2.7 Non-uniform distributions

The top-down scheme we outline in section 2.3 requires that the particles have a uniform

distribution. This requirement follows from that in our analysis; we used that the number

of particles in each box for a given level was roughly the same. Allowing dense clusters with the

current scheme could lead to performance losses. Either we will get a higher tree height than

an evenly distributed ensemble with the same number of particles, leading to more calculations

overall. Or we will increase the number of particles in each box on the lowest level leading to

that the FMM approach O(N2) complexity. We can resolve this with adaptive subdivisions.

The strategy of adaptive subdividing is to introduce an integer s > 0 where for each level where

we previously divide indiscriminately, we will now check if the number of particles in the box

is less than s. If it is, we will stop. Else we will continue subdividing [1]. Fig (11) provides an

example of the resulting division after such a procedure.

Lastly, we should note that the adaptive method requires us to rely on cross-level commu-

nication. Accessing data stored on different levels could cause issues depending on the data

structures used to store the tree; a discussion on this issue is given by [11]. The FMM2D im-

plementation resolves this problem by using a balanced adaptive algorithm, which ensures that

the near-field of a box always is on the same level demonstrated in fig (11).

2.8 Overview of FMM2D

Engblom’s FMM2D is an adaptive implementation of the fast multipole method in two dimen-

sions for the interactions outlined in eq. (2.3). FMM2D is written in C, and it runs through a

Matlab interface using Matlab’s C MEX API. Underlying theory specific to the implementation

is covered in Engblom’s paper On well-separated sets and fast multipole methods [11].

A key part of FMM2D that we will return to later is the introduction of the θ-criterion.

The criterion states that two sets are well-separated if they can be expanded by a factor of 1/θ

where θ ∈ (0, 1) and be rotated freely without touching [11, p. 1097]. Fig. (11) demonstrates

an example of how the θ-criterion affects the near field of a box.
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Figure 11: Comparison of adaptive algorithm (left) and balanced adaptive algorithm (right) for

the same source set. Both algorithm uses θ = 0.5 target box is marked in black and near field

are grey boxes. Sources are omitted for clarity. Figures was generated with FMM2D

The θ-criterion sets the size of the near-field, where the overall complexity of FMM2D is esti-

mated to be proportional to θ−2p2 ·N [11, p. 1099].

Lastly, we will briefly summarize the implementation of FMM2D. The program has six

phases:

1. System allocation - The system allocation allocates necessary data structures. The

main structures allocated are a tree structure that holds all boxes for every level, arrays

that hold the multipole coefficients for each box and connectivity matrices that describe

the connectivity of boxes for every level.

2. Sorting - The sorting phase sets up boxes and connectivity for each level.

3. Multipole allocation - The multipole allocation creates the workspace structures

that are necessary to perform the multipole shifts.

4. Upwards pass - Creates multiple expansions and performs M2M shifts.

5. Downward pass - Performs M2L shifts and L2L shifts.

6. Evaluation - The evaluation step evaluates contribution from the far-field and calculates

P2P for all particles in the near field.

We are glossing over many details. FMM2D covers many exciting topics in its to implement

an FMM. However, we will in this report mainly focus on aspects that affect or are related

to understanding how FMM2D will run multithreaded. For specific implementation details,

consult the FMM2D documentation and source code.

3 Method

In this section, we will firstly survey FMM2D to identify and motivate suitable regions that could

benefit from being executed in parallel. After that, we will cover limitations in the FMM2D

to concurrency and how they are each individually addressed. The last two sections will cover

the parallelization implementation. Furthermore, we will also identify and motivate suitable

metrics of interest when evaluating the effect of the parallelization.
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3.1 Survey of FMM2D

We have from previous analysis in section 2.6 found that we require p2 operations for every

shift (M2M, M2L, L2L). Making the shifts the most costly operations when we increase the

precision. Furthermore, we also note from simply inspecting the implementation of the shifts

that they are large sections of operations wrapped in nested for loops. However, they are only

parallelizable if resolving all race conditions is possible.

For the upward pass, we note that the M2M shifts are independent for a given level when

considering sets of four boxes that share the same parent. When parallelizing the upward pass,

each thread can shift a pool of boxes as long as all the children to any given parent belong to

the same pool. In the downward pass, we have the L2L operations are independent on a given

level, so we can similarly to the upward pass assign a pool of boxes to each thread.

The M2L shifts are less straightforward. FMM2D is optimized such that in some cases,

it will use the parent multipole expansions instead of each child’s multipole expansion, which

causes issues we address in section (3.3). Furthermore, M2L in FMM2D is optimized to leverage

symmetric properties in the shift operations, leading to data races. We address this in section

(3.2).

Lastly, even though the direct evaluation of the near field has linear time complexity, it is

dependent on the size of the boxes on the lowest level. We have for increasing box sizes on

the lowest level that FMM2D trend to O(N2) complexity. But it is implementation specific if

the upward- and downward pass is more effective than a parallelization of the direct evaluation

phase. There is a potential for a trade-off where it could for a multithreaded system be better

to increase the box size. We will comment on this section 3.6.

To summarize, this work has opted to implement parallelization FMM2D such that the direct

evaluation phase, upward pass, and downward pass support parallel execution. The following

sections cover the implementation process in more detail.

3.2 Symmetric and asymmetric evaluation

The FMM2D implementation introduces a symmetric version of the M2L shifts such that the

shift M2L(xi, xj) and M2L(xj , xi) are performed simultaneously for any target xi and every

box xj in the targets interaction list. Thus reducing the total number of operations. We also

have that same optimization for P2P evaluation, where it evaluates P2P (xi, xj) and P2P (xj , xi)

simultaneously for any target xi and any source xj in its near-field. The problem that arise from

performing symmetric operations is that we can have the scenario where two threads performs

symmetric operations on a same box as:

thread 1: symmetric op(xi, xk) ,

thread 2: symmetric op(xj , xk) .

In this case, we get that both threads will update xk simultaneously and cause a data race.

There are at least two possible ways to resolve this in the current implementation of FMM2D.

Either through synchronization between threads to avoid data races or by making the opera-

tions asymmetric, i.e., rewrite the symmetric operations so that we perform the simultaneous

operations separate and in a thread-safe way. We will opt for the latter, which follows from
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informal experiments with synchronization that yielded poor results paired with comments from

Holm et al. in [12, p. C382] on this issue, and that also went for the asymmetric approach.

In FMM2D, we have that the connectivity matrix enforces symmetric evaluations. Each

level has a connectivity matrix C where C is a M ×M matrix, and M is the number of boxes

on that level. Each element in ci,j determines how any two boxes i and j on that level are

connected where ci,j = 0 if two boxes are not connected and ci,j 6= 0 if they are connected.

The value of the element ci,j determines the connection type. Note that ci,i = 0 because boxes

can not be connected with themselves and ci,j = cj,i because being connected is mutual. These

properties will make the connectivity matrix symmetric. FMM2D utilizes this symmetry in

the connectivity by dropping the upper half of the connectivity matrix, making it triangular.

FMM2D will then consider the lower part as seen on the left in fig (12). The symmetric

operations can then handled both operations by flipping the indices for a non-zero element in

the connectivity matrix.
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Figure 12: Triangular (left) and quadratic (right) connectivity matrix. Colors indicate connec-

tion type: -2 well-separated boxes with cross-level communication, -1 well-separated boxes on the

same level, 0 no connection (note that these values are not stored in the connectivity matrix),

1 strong near connections and 2 weak near connections (this connection type only occur on the

lowest level).

Removing the symmetric operations is done in two parts. Firstly we change the initializa-

tion of the connections in the sorting phase. Secondly, we will change all operations so that all

symmetric operations are asymmetric when OpenMP is enabled. FMM2D reads all non-empty

elements in the connectivity matrix, giving us that no other behavior is changed when mak-

ing the connectivity matrix quadratic except for some complication resulting from cross-level

communication, which we address in section (3.3).

The first part requires us to rewrite how the connectivity matrix is allocated and configured

for each level. The result from this rewrite can be seen on the right in (12). This modification

makes it so when OpenMP is not enabled, FMM2D allocates triangular connectivity matrices,

and otherwise, it allocates quadratic connectivity matrices. We accomplish the switch between

the two different modes with preprocessor directives.

The second part is straightforward; we only need to wrap all symmetric parts with prepro-

18



cessor directives that check if OpenMP is enabled. After compilation, we have code that either

accepts or does not accept symmetric operations, and we do not require any checks at runtime;

we present an example of this rewrite below.

void symmetric_op(...)

{

// thread-safe initialization

// operations on target

#ifndef _OPENMP

// operations on flipped indices

#endif

// ...

}

3.3 Connections between levels

FMM2D utilizes an optimization that if all four children to a parent are far connections to a

target and if the parent boxes satisfy the θ-criterion, then FMM2D will replace the four children

with a far-connection to their parents. This connection carries a −2 in the connectivity matrix,

as we can see on the left in fig. (12). We note that children that carry a −2 always occur

in columns of four elements. This optimization is thread-safe because we never split the four

children between threads. Still, due to how FMM2D represents the connectivity matrix, there

is no clear-cut way to transpose these connection types when making the matrix quadratic. As

of now, we omit these connection types, as we can see on the right in (12). We will comment

on this further in section 5.

3.4 Weak and strong interactions on the lowest level

FMM2D utilizes an optimization that if we are on the last level, the connections between a

box and its near-field are sorted into strong and weak near connections. Weak connections will

carry a 2 in the connectivity matrix as we can see in fig. (12). When evaluating the near-field

between two weakly connected boxes, we can view the smaller box as a cluster. It is then

possible to replace the P2P evaluations between every particle in the cluster and the bigger box

by evaluating the cluster’s multipole expansion for each particle in the box.

This optimization in the current implementation of FMM2D poses some data race issues.

In this current version, we omit this connection type. We will comment on ways of resolving

this so that the optimization is compatible with quadratic connectivity in section 6.

3.5 Parallelization of FMM2D

The previous sections 3.2, 3.3 and 3.4 introduced the hurdles to implementing a parallelized

version of FMM2D (PFMM2D). With those addressed, the implementation of parallelizing

FMM2D is straightforward. The upward- and downward pass are each parallelizable with a

single #pragma omp parallel for directive together with some minor rewrite to make the

for loops compatible with OpenMP. We will comment on the scheduling type for the OpenMP

directives in section 6.
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The shift operations require some allocated workspace arrays; in the multithreaded case,

each thread needs its collection of allocated arrays which is also appropriately deallocated after

use. We resolve this in the multipole allocation phase by allocating the needed space for each

thread. The threads access that arrays through their unique thread id.

The evaluation step is also parallelized with a single #pragma omp parallel for. How-

ever, there is a caveat to how we handle symmetry in the P2P interactions. It is unnecessarily

restrictive to disallow symmetry when calculating P2P between targets and sources belonging

to the same box. Because these operations will always be done by the same thread, in this

instance, we can then perform them symmetrically, which is fixed with a check if the target

particle and source set are in the same box.

3.6 Measuring the effect of parallelization

Scalability is a important metric. We measure the speedup by comparing the execution time of

FMM2D running on a different number of threads. OpenMP allows us to easily set the number

of threads via the environment variable OMP NUM THREADS. Furthermore, FMM2D supports

non-uniform distributions by being adaptive; a question is how the load balancing of the thread

will handle non-uniform distributions. An initial test to investigate this is by comparing the

speedup of FMM2D for different distributions.

The core part of FMM is the multipole tree; the tree determines for which regions we

can perform approximations. Significant for the performance is the height of the tree and the

connectivity for each level in the tree. We have that the lowest level of refinement determines

the height. A coarser level of refinement gives us a shorter tree, moving operations from the

downward and upward pass to the evaluation phase. And the opposite occurs for a finer level

of refinement. Additionally, the evaluation phase consists mainly of pure calculation and less

memory access than the downward and upward pass, implying a trade-off between these phases

that depends on the tree height and the possibility of an optimal height. This is discussed for

FMM2D in [11, p. 1100]. An initial test for investigating the effects of the tree height and how it

could differ for a parallelized version is by comparing the execution time for varying coarseness

on the lowest level.

The theta-criterion determines the connectivity on each level in the tree. We have that

lower θ results in more calculation because more boxes are connected; however, we will also

gain a lower error.
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Figure 13: Connectivity matrices for the same level with θ = 0.3 (left) and θ = 7 (right)

We have that in the upward and downward pass, we assign each thread a pool of boxes; when

θ grows, each thread will get less work which implies that there could exist values for θ when

the thread overhead overtakes the speedup gained from running the calculations in parallel.

4 Result

In this section, we will present results from tests developed to investigate the metrics introduced

in section 3.6. We firstly investigate how the parallelized version scale under the introduction

of more threads. Secondly, we are investigating how the choice of refinement level and θ affect

wall clock execution time and compare it to an unmodified version of FMM2D.

We have that N refers to the total number of particles, θ is the θ-criterion, and c is the

number of particles in each box at the lowest level. All the tests presented below were evaluated

with the logarithmic potential with Dirac smoothing. First is a speedup test for 16 core and 32

threads system.
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Figure 14: Measured speedup: using N = 218 particles either uniformly or normal distributed

with N(0, 0.1) in the unit box and c = 20. Using a AMD Opteron 6282 SE machine.

Lastly, are observation made on a consumer-level 4 core and 8 threads systems on a machine

with 8GB of internal memory.

21



0 2 4 6 8

1

2

3

4

5

6

7

8
 = 0.25

0 2 4 6 8

1

2

3

4

5

6

7

8
 = 0.50

0 2 4 6 8

1

2

3

4

5

6

7

8
 = 0.75

Uniform

Normal

Figure 15: Measured speedup: using N = 220 particles either uniformly or normal distributed

with N(0, 0.1) in the unit box with c = 20. Using a Intel(R) Core(TM) i7-2670QM CPU

@ 2.20GHz machine.
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Figure 16: Performance and coarseness: using N = 220 particles uniformly distributed in the

unit box. The parallelized version of FMM2D runs with 8 threads and is compared with an

unmodified single-threaded reference version. The x-axis denotes c and the y-axis is the total

wall-clock time in seconds of the execution. Note the change of scale between the uppermost

row and the remaining rows. Using a Intel(R) Core(TM) i7-2670QM CPU @ 2.20GHz

machine.
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5 Related Work

In previous sections, we made references to Holm’s et al. paper [12], which explore, among

other things, how FMMs can utilize multi-core architectures. Holm et al. modify FMM2D to

run on a hybrid CPU and GPU architecture where through different types of scheduling, where

either the CPU or the GPU handles the tasks; however, the implementation of the paper offers

a CPU-only execution as well where it achieves linear scalability [12, p. C384, C385]. However,

the paper focuses is mainly on developing a scheme for load balancing between the CPU and

GPU called autotuning.

Similar work to this report has been done by Chandramowlishwaran et al., where they

developed a kernel independent FMM parallelized with OpenMP [9]. FMM2D differs from this

implementation in two ways. Firstly, in its focus on handling the connectivity of a level through

the θ-criterion. Secondly, in its minimization of cross-level communications through adopting a

balanced adaptive procedure when constructing the multipole tree.

6 Conclusions and future work

To summarize, this report has in its first half given an introductory outline over how fast

multipole methods work. The background ends with an overview of the implementation of a

fast multipole algorithm, Engblom’s FMM2D. The second half of the report covers how the

parallelized version PFMM2D is implemented and ends a performance evaluation investigating

scalability and how tree height and connectivity affect performance.

This report, similar to [8] opted for executing the upward pass, downward pass, and evalua-

tion phase in parallel. Compared to [12] where the upward pass was left serial and additionally

the tree construction was done in parallel. This report based its decision solely on the time

complexity analysis from the background section. However, in practice, tree construction re-

quires traversing the multipole tree to set up the resources needed to perform the shifts. Future

work should explore if this is feasible to implement parallelization with OpenMP for the tree

construction phase. Furthermore, we have that the downward pass requires significantly more

operations and memory access than the upward pass, i.e., for large trees, we will have that the

downward pass dominates, leaving that the speedup from the upward negligible. But the benefit

of OpenMP in the current implementation is that the disabling parallelization of the upward

pass is possible by removing the omp parallel for directive. A possible improvement to

PFMM2D is to allow the user to toggle multithreading for different phases through the Matlab

interface.

There are three concessions made to implement PFMM2D. First, we make all symmetric

operations asymmetric; we achieve this by making the connectivity matrix quadratic for each

level. Causing us to have to omit optimizations utilizing cross-layer connections in section (3.3)

and particles to clusters interaction on the lowest level in section (3.4). Making the operations

asymmetric is a rather large concession; the worst-case estimate gives us that the downward

pass and evaluation phase on PFMM2D will require twice as many operations compared to

FMM2D. Future work is needed to explore a way to keep the symmetric operations without

significant overhead due to synchronization. A suggested resolution to this is by expanding

each thread’s private arrays and storing all the thread’s calculations through the downward
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pass. The result is then compiled through the OpenMP reduction of the private arrays.

However, omitting symmetric operations, in general, can be motivated if good scaling can be

achieved. The cross-layer connections and particle-to-cluster interactions are minor omissions

and were omitted for simplicity. Suggestions for future work are to enable these in PFMM2D.

PFMM2D was evaluated through scalability tests see fig. (14) and (15). The results show

an average total speedup for the Opteron 6282 SE machine given the different thetas of 6.6x

and 4.2x for the uniform and normal distribution, respectively. Furthermore, the results show

an average total speedup for the Intel i7-2670QM machine given the different thetas of 17.4x

and 17.0x for the uniform and normal distribution, respectively.

An overall negative effect on the scalability is the thread-overhead caused by performing

the downward and upward pass. The overhead comes from that we have the same number

of threads active at each level with decreasing number of boxes for higher levels. A possible

solution is to dynamically set the number of threads for each level so that each thread gets a

sufficient number of boxes.

We attribute the poorer and highly variable scaling for the normal distributed case to worse

load balancing due to variance in the size of the near-field and interaction list. This is be-

cause, for a given level, the assigned number of boxes for each thread is the same, which is a

result of using the omp parallel for directive with the default static scheduling when

parallelizing the upward- and downward pass. In this case, the chunk size for each thread is

#boxes/#threads. However, the workload associated with a box is dependent on its connec-

tivity. For instance, an M2L shift depends on the size of the target’s interaction list (2.5), and

a directive evaluation depends on the size of the target’s near-field section (2.3). The uniform

distribution gives that the connectivity must be roughly the same. In other words, no box can

have a significantly larger or smaller near-field or interaction list than the rest of the boxes on

the level, unlike the non-uniform case, leading to load imbalance between the threads. A possi-

ble solution is to explore how different OpenMP scheduling types affect performance and allow

the user to set the scheduling type and chunk size at compile time depending on the distribution

type. Future work on top of this is to implement custom scheduling for the downward pass and

evaluation phase the take into account the interaction list and near field in each case.

Fig. (16) presents an execution time analysis, where for the testing platform, we found

a threshold around θ = 0.3 where connectivity matrices on each level are so sparse that the

overhead dominates, leading to PFMM2D executing slower than FMM2D. We also see a jump

in execution time at c = 40, which follows from that at that point, c is large enough that we

can remove one level in the tree. The direction of the jump for θ < 0.5 gives us no positive

trade-off in prioritizing the direct evaluations. For θ > 0.5, there is a positive trade-off for

PFMM2D; however, it underperforms relative FMM2D. Further can be done in analyzing the

optimal number of threads for a given θ and c.
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