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Abstract

Historically virtual machines have been the backbone of the cloud-
industry, allowing cloud-providers to offer virtualized multi-tenant solu-
tions. A key aspect of the cloud is its flexibility and abstraction of the un-
derlying hardware. Virtual machines can enhance this aspect by enabling
support for live migration and failover. Live migration is the process of
moving a running virtual machine from one host to another and failover
ensures that a failed virtual machine will automatically be restarted (pos-
sibly on another host).

Today, as containers continue to increase in popularity and make up a
larger portion of the cloud, often replacing virtual machines, it becomes
increasingly important for these processes to be available to containers
as well. However, little support for container live migration and failover
exists and remains largely experimental. Furthermore, no solution seems
to exists that offers both live migration and failover for containers in a
unified solution.

The thesis presents a proof-of-concept implementation and descrip-
tion of a system that enables support for both live migration and failover
for containers by extending current container migration techniques. It
is able to offer this to any OCI-compliant container, and could there-
fore potentially be integrated into current container and container orches-
tration frameworks. In addition, measurements for the proof-of-concept
implementation are provided and used to compare the proof-of-concept
implementation to a current container migration technique. Furthermore,
the thesis presents an overview of the history and implementation of con-
tainers, current migration techniques, and metrics that can be used for
measuring different migration techniques are introduced.

The paper concludes that current container migration techniques can
be extended in order to support both live migration and failover, and
that in doing so one might expect to achieve a downtime equal to, and
total migration time lower than that of pre-copy migration. Supporting
both live migration and failover, however, comes at a cost of an increased
amount of data needed to be transferred between the hosts.
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1 Introduction

For a long time, virtual machines have been the standard means of providing
virtualization in the IT industry, by allowing components of a system to be
emulated by software. Virtualization enables tasks to exist in isolated environ-
ments, which allows for increased consistency as the true underlying system is
made abstract by an emulated one.

In recent years containers have entered the industry as an alternative to vir-
tual machines. While containers existed previously, they saw a massive increase
in popularity in 2013 when the container framework Docker was released [1].
Docker provided features that enabled users to easily create, share and build
upon each other’s containers, which likely greatly contributed to its popularity
as users can make use of already existing containers.

Containers are often regarded as lightweight virtual machines, often having
lower boot-up time and lower resource usage [2]. An important reason for this
is the fact that containers run on the host machine’s kernel, rather than running
their own kernel as is the case with virtual machines. This is an advantage in
environments such as multi-tenant cloud providers and data centers, as each
bare-metal machine is likely to be able to run more instances, and instances can
more efficiently be started or restarted, leading to a higher quality of service.

One key technology regarding virtual machines and containers is that of
migration. Migration is the process of moving a running instance of a virtual
machine or container across hosts. Typically, migrations are often concerned
with being stateful and/or live, meaning that, respectively, the state is pre-
served after moving the instance and that the moving of the instance is done
in such a way that a user of the instance would not be aware that the instance
had been moved. This technology is of significant importance in a number of
virtualized environments as instances of virtual machines or containers can be
moved across hosts while maintaining state, allowing for efficient load balancing
and easier maintenance with a minimal impact on the user’s quality of service.
For example, if a service-provider is hosting a website on a machine but needs
to perform some maintenance on the machine (upgrade a component etc.), they
could simply move the instance running the website to another machine, keeping
any state and possibly without the user visiting the website ever being aware
that anything had occurred.

Another important technology regarding virtual machines and containers
is failover. Failover allows an instance of a virtual machine or container to
automatically be moved to another host upon failure. Unlike migration, failover
is often not concerned with the live aspect as detecting a failure typically cannot
be done fast enough to ensure that the end user would not notice the instance
had temporarily been unavailable. Moreover, failover often cannot guarantee to
be stateful, as failures are by their nature unexpected, making maintaining state
a difficult task. Using the example from the migration scenario, if the instance
running the website were to unexpectedly fail the instance would automatically
move itself to another machine; the end user might notice that the website was
temporarily unavailable, but it would soon be available again without manual
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intervention from the service provider.
Being the older and more established of the two technologies, virtual ma-

chines typically have support for both migration and failover. Containers, how-
ever, have little, if any, support for either. In fact, not even Docker, being
the most popular container framework, nor Kubernetes, seem to have any sup-
port for either [3][4]. Furthermore, there does not seem to exist a solution that
provides both live migration and failover in a unified solution.

Migration may be seen as a prerequisite to failover, the reason being that
failover typically requires the same tasks to be performed (save and transfer
state, etc.) as for migration; in fact, one might argue that failover is simply an
automatically initialized migration.

With this in mind, the goal of this paper will be to give an overview of current
container migration techniques, as well as to investigate the central thesis of
this paper: can current container migration techniques be extended in order to
provide a unified and application agnostic solution providing both migration and
failover? Furthermore, this question will be answered by providing a proof-of-
concept implementation showcasing this extension. The meaning of application
agnostic is explained in section 3.

The paper is structured as follows. Section 2 provides a background on
containers and how they work, migration techniques, the Checkpoint-restore
technique, and the library CRIU which the proof-of-concept implementation
uses. Section 3 describes the functionalities, usage, and some of the inner work-
ings of the proof-of-concept implementation. Section 4 provides and discusses
results regarding some metrics for the implementation and describes how these
results were measured. Section 5, discusses some limitations and possibilities
for future work. Finally, section 6, concludes with the author’s thoughts on
the paper and the work done throughout the paper, and the future of the topic
itself.
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2 Background

2.1 Containers and the Open Container Initiative

While no standardized definition exists, the ubiquitous notion of containers is
that of process trees executing inside isolated environments.

In this regard, containers have existed since at least 1979 when the chroot
system call was added to the Linux kernel. This system call enabled the isolation
of file system hierarchies by allowing processes to change their apparent root
directory.

Today, many more aspects of process isolation exist. These include process
ID (PID)-, mount-, network isolation, and others.

Many of these are enabled by a feature of the Linux kernel, called names-
paces. Namespaces allow different aspects of processes to be isolated inside a
namespace, restricting the process to only be able to be aware of the informa-
tion that exists within that namespace or any other namespace nested inside
the process’s namespace. For example, a process inside a PID-namespace can
only see the PIDs of processes that are also run inside that namespace or any
of its descendant namespaces. At the time of writing these are the available
namespaces [5]: Cgroup, IPC, Network, Mount, PID, Time, User, and UTS.

Furthermore, a process’ usage of system resources, such as CPU- and mem-
ory usage, can be limited and monitored utilizing another feature of the Linux
kernel called cgroups.

While the notion of containers has been around for several decades, it re-
mained fairly unknown until 2013 when it gained a lot of attention due to the
release of Docker [1]. Docker is a framework for creating, running, and manag-
ing containers and implemented several important features for containers when
it was first released. The most important of these was the layered image system
it uses for creating containers. This lets users create container images consisting
of layers that each modify the underlying file system used by the container, and
these images can then be shared and build upon one another.

While Docker added new and useful features, behind the scenes, it still made
use of (and still do) chroot, namespaces and cgroups in order to create and
manage its containers.

Due to a need for industry standards, Docker started a project under the
Linux Foundation in 2015 called the Open Container Initiative (OCI) [6]. The
project’s goal was to create open industry standard container formats and run-
times, and has resulted in two specifications, namely the runtime-spec and the
image-spec; together, the two are often referred to as the OCI-spec.

As only the runtime-spec will be relevant for this paper, the image-spec
will not be further explained, but interested readers may read more in the
specification itself [7].

The runtime-spec specifies “the configuration, execution environment, and
lifecycle of a container“ [8]. Specifically, it specifies two things: the requirements
of the runtime itself and any compliant container, and a file system bundle that
encodes a container that the runtime can perform operations against.
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The requirements of the runtime and its compliant containers include a state
of the container, a lifecycle of events for the container, and a number of oper-
ations. The state includes some metadata about the container, such as what
version of the runtime-spec it complies with and the path to the file system
bundle, as well as runtime data such as the status of the container and the
unique container id. The lifecycle defines what events must be present in the
lifetime of a container and what action the runtime must perform at some of
those events. The operations that the runtime must support are:

1. Query State

2. Create

3. Start

4. Kill

5. Delete

The file system bundle contains two things: a file called config.json and a
root filesystem. config.json is a regular JSON file that describes metadata about
the container. Listing 2 shows a snippet of an example of config.json and some
of its important fields. The following list aims to briefly explain said fields (for
a full description of these, as well as omitted fields, readers are referred to the
runtime-spec [8]).

• ociVersion: specifies what version of the runtime-spec the container com-
plies with.

• process.user and process.gid : these specify the user and group id respec-
tively, for the executing process inside the container.

• process.args: this array specifies the command to run inside the container
(readers familiar with Dockerfiles might recognize this as the Dockerfile
CMD instruction). In this example, the process is told to simply sleep for
10 seconds before exiting.

• root : specifies the path (relative to config.json) to the root filesystem.

• hostname: specifies the name of the host seen by processes inside the
container, i.e. if the name of the actual host machine is A and this is set
to B, processes running inside the container will believe that the name of
the host they are running on is B rather than A.

• linux : this object contains options specific to containers running Linux-
based operating systems.

• linux.namespaces: this array contains the namespaces that the users would
like to apply to the container. Here, the previously mentioned PID- and
mount namespace can be seen.
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$ ls -F rootfs

bin/ boot/ dev/ etc/ home/ lib/ lib32/ lib64/ libx32/ media/ mnt/

opt/ proc/ root/ run/ sbin/ srv/ sys/ tmp/ usr/ var/

Listing 1: Example of a Ubuntu root filesystem

As for the root file system, the runtime-spec does not define what it must
contain. However, it should contain a file system that is able to run the com-
mand specified in process.args, i.e. necessary binaries and libraries. Listing 1
shows the directories present in a root file system for a Ubuntu docker image
located in the directory rootfs. Note that the directories are more or less iden-
tical to the root directory of a regular Ubuntu (or any Linux-based operating
system) file system.

While the OCI-spec is just a specification, not an implementation, Docker
donated its underlying container runtime, runc, to the OCI-project [6]. runc
serves as a reference implementation of the OCI-spec and this, in extension,
means that Docker is OCI-compliant.

2.2 Evaluation metrics

Before continuing, three different metrics used to analyze and compare different
migration techniques are presented.

The first is that of transferred data. This is defined as the amount of data
needed to be transferred between the hosts when migrating. Typically, only
the data directly related to the state transferred is counted and not protocol-
related messages, as to be independent of congestion of the network and what
network protocol is being used (verbose protocols, such as TCP, would likely
suffer negative impacts for this metric otherwise).

The second is downtime, which is defined as the time between when the con-
tainer on the first host becomes unresponsive and when the container becomes
responsive on the second host. Note that this typically, but not always, more or
less coincides with when the container is suspended on the first host and when it
is restarted on the second host, since the time between becoming unresponsive
and the suspension typically is very short and the container is restored to a run-
ning state (skipping any bootup process). This is arguably the most important
metric, as it is what determines the live aspect of the migration.

The third is total migration time. This is defined as the time between when
the migration is initialized and when the container becomes responsive on the
second host. Note that the start of the interval of the total migration time begins
before, but ends simultaneously as that of downtime; and as such, the total
migration will always be greater than or equal to the downtime. As migrations
typically are planned, the total migration time is typically also of less importance
than the downtime, nonetheless, it is an important metric to discuss.

More metrics, such as CPU usage and disk utilization exist, but the data
transferred, total migration time, and downtime will henceforth exclusively be
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1 {

2 ...

3 "ociVersion": "1.0.2-dev",

4 "process": {

5 ...

6 "user": {

7 "uid": 0,

8 "gid": 0

9 },

10 "args": [ "sh", "sleep", "10"],

11 ...

12 },

13 "root": {

14 "path": "rootfs"

15 },

16 "hostname": "mrsdalloway",

17 "linux": {

18 ...

19 "namespaces": [

20 {

21 "type": "pid"

22 },

23 {

24 "type": "ipc"

25 },

26 {

27 "type": "uts"

28 },

29 {

30 "type": "mount"

31 }

32 ],

33 ...

34 }

35 ...

36 }

Listing 2: config.json example snippet
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the ones discussed.

2.3 Migration techniques

In this section, different migration techniques are introduced. Henceforth the
hosts, containers, etc. that are running the container/application at the time
the migration is initialized (i.e. that is being migrated from) will be referred
to as the source, e.g. source container. Similarly, the ones that the container
will reside on when the migration is finished (i.e. that is being migrated to)
will be referred to as the target, e.g. target host. Furthermore, any mentions of
dumping or dump simply refer to the act of saving a container’s state to disk or
the saved state itself, respectively.

Container migrations can be categorized as either stateless or stateful. As
the name suggests, stateless migrations are not concerned with transferring any
state between the hosts during the migrations, whereas stateful migrations are.
For this reason, stateless migration techniques tend to be quite simple, and
often the only steps required to perform a stateless migration is to start a new
container on the target host and then deleting the container on the source host.
Due to stateless migrations’ simplicity, the migration techniques introduced are
all stateful.

Furthermore, the state in stateful migrations may be considered to consist
of two different types of state, namely runtime state and persistent storage.
Runtime state typically consists of volatile data such as CPU-state, open file
descriptors and memory pages, i.e. data that is lost when the container exits.
Persistent storage typically consists of data that is not lost on shutdown, e.g.
volumes mounted into the container. The migration techniques described below
are only concerned with runtime state since persistent storage is usually handled
using shared volume techniques.

2.3.1 Cold migration

This technique is arguably the simplest one, but as such typically also features
the biggest drawback, namely the longest downtime. The container is simply
stopped, and its state is dumped and transferred to the target host. Once the
dumped state has been transferred to the target host, the container is restored
with the received state. This results in the total migration time and the down-
time being equally long. Thus the technique is often not desired, as it provides
few advantages other than automating the migration process and having a low
amount of transferred data.

2.3.2 Pre-copy migration

The pre-copy migration technique, unlike the cold migration technique, does
not transfer the entire state of the container to the target host while the source
container is down.

7



Instead, it pre-dumps part of the container’s state when the migration is ini-
tialized and transfers the pre-dumped state to the target host, during which the
source container is still kept alive and running. Typically this pre-dumped state
consists solely of the container’s memory pages, and not all of the container’s
state, but may also contain other aspects of a container’s runtime state. As
such, the source container’s state may still be modified while the pre-dumped
state is being transferred, and thus, in order to avoid any outdated or conflicted
state, any of the source container’s state modified during the transfer is marked
as modified (in the case of memory pages, a modified page is said to be marked
as dirty).

When the pre-dumped state has been transferred to the target host, a final
dump of the container is made. This final dump contains any state modified
since the previous pre-dump (i.e. any modified memory pages), as well as ev-
erything else in the container’s state that is required to restore the container
to its latest state. Creating the final dump kills the container on the first host
(thus the state can no longer be modified) and the final dump is transferred to
the target host, where it is used to restore the container.

This technique may also make use of multiple iterations of pre-dumping, such
that each iteration dumps and transfers any state modified since the previous
pre-dump. The hope is that the modified state will shrink with each iteration,
and thus the size of the final dump (and therefore the downtime) will be reduced.
Typically the number of iterations is predefined but maybe also be dynamic such
that the iterations are stopped when the size of the dumps reaches a set limit
or threshold. Because multiple iterations may be used in pre-copy migration, it
is often referred to as iterative migration.

While the total migration time may increase in comparison to cold migration,
because the entire state, as well as the modified state, has to be transferred,
the downtime may be significantly reduced as the size of the modified state is
typically much smaller than the entire state [9]. The main drawback of this
technique is that the downtime is less deterministic than in the case of cold
migration, as the downtime depends on the rate the memory pages are being
modified and the amount of data transferred during the pre-copy phase, i.e.
the size of the pre-dumped state. Also, the amount of transferred data will be
greater than in the case of cold migration as not only the entire state has to be
transferred, but also any state modified between iterations, making it possibly
less suitable for networks with low capacity [9].

While, as mentioned before, this technique is only concerned with runtime
state, there exists related work that introduces and evaluates a migration tech-
nique resembling the pre-copy technique based on OverlayFS that is able to
handle persistent storage [10], as well as some that introduce a migration tech-
nique resembling the pre-copy technique using logging and replay [11].

2.3.3 Post-copy migration

While pre-copy migration stops the container after transferring the execution
state, post-copy migration does the reverse in that it stops the container first
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and then transfers the state to the target. Of course, simply transferring the
state and restoring the container would make it no different from cold migration;
instead, it employs different strategies for doing so in optimized manners. There
exist different variants of post-copy migration, the variant described here is the
lazy migration variant.

When the migration is requested, this variant will stop the container and
dump its state. It does not, however, transfer all of the state at once, instead,
it transfers only the part of the state that is necessary to restore the container
to a minimal state; henceforth this part of the state will be referred to as the
execution state. The memory pages in use by the container are not part of
the execution state, and are therefore not present on the target host at this
time, causing the restored container to receive page faults when trying to access
its pages. In order to handle these page faults, a page server is started on
the first host when the migration is initialized, and upon receiving page faults
the restored container will ask the page server for the missing page. The page
server then sends back the requested page and the restored container adds it to
its state. Note that because the source container was stopped before the state
was dumped this page will always be the most recent.

This results in each memory page only being transferred once (recall that
in pre-copy migration, a memory page may be transferred several times if it is
modified during multiple iterations), leading to a similar amount of data trans-
ferred as that of cold migration and a downtime independent of the rate at
which memory pages are modified. As only the execution state, which is typi-
cally much smaller than the memory pages, is transferred during the downtime,
the downtime may be reduced in comparison to post-copy [12], however, the to-
tal migration time is typically increased as the migration will not be completed
until all memory pages have been page faulted and fetched.

The drawback of this technique is the latency introduced by the fact that the
target container will have to fetch the memory pages from the page server at the
source host. As such, a user might not be aware of the container’s downtime,
but might instead experience a delay when interacting with it. Also, as the state
is now shared between the two hosts, thus failure during the migration at either
the source or the target may cause lost state. Consider the case where the target
host fails during the migration process: this will cause the latest state to become
unrecoverable as the target host does not send back any modified pages to the
source host, i.e. any changes made at the target host will be lost. Moreover, if
the page server fails during migration the target container will not be able to
fetch the memory pages upon receiving page faults, causing an unrecoverable
state until the page server becomes available again.

There exists related work that introduces a container migration system that
uses a post-copy migration-like technique based on CRIU and AUFS for trans-
ferring both in-memory state and persistent state [13].
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2.3.4 Hybrid migration

Hybrid migration combines the post-copy and pre-copy techniques in order to
mitigate the drawbacks of both.

First, the source container’s state is, as in pre-copy migration, pre-dumped
and transferred while the source is still running. The source container is then
stopped, and the execution state is then dumped and transferred such that the
container can be restored on the target host. This is in effect a combination
of how both the pre-copy and post-copy techniques transfer the state; pre-
copy transfers both the execution state and the memory pages, but only those
modified, and post-copy transfers only the execution state, whether or not it
has been modified (indeed, it cannot be modified, as the source container has
already been stopped). The target container can then be resumed and only the
modified pages have to be fetched from the page server, unlike post-copy where
all pages had to be fetched.

Unlike the pre-copy technique, now, the rate at which pages are modified
only affects the total migration time and not the downtime, as these pages will
be fetched from the page server. Hybrid-migration still suffers from the same
drawbacks as post-copy migration, however, the potential for latency introduced
by the page server will be reduced, as now, only the modified pages have to be
fetched from the page server.

2.4 Storing and restoring runtime state

Checkpoint-restore is a technique used to save an application’s runtime state
to files (checkpointing) and restoring them at a later stage, potentially on a
different machine/host. Originally, one of the use-cases was primarily for sav-
ing runtime state during expensive computations, in order to mitigate crashes
during runtime, without the developers having to implement functionality for
incrementally saving and loading state to/from persistent storage. With the in-
crease of interest in containerization in recent years, the use-case of checkpoint-
restore has shifted towards migration of containers, and today checkpoint-restore
is the backbone of most implementations of container migration techniques.
Today, the most prominent projects for dealing with checkpoint-restore are
Checkpoint-restore in userspace (CRIU) and Dynamic Multithreaded checkpoint-
ing (DMTCP).

Checkpoint-restore in userspace (CRIU) is a library for dealing with checkpoint-
restore. Its most unique property is that it is completely implemented in user
space and not in kernel space, using interfaces to the Linux kernel to provide its
checkpoint/restore-functionality. As a checkpoint-restore tool, and not specifi-
cally a migration tool, CRIU concerns itself only with checkpointing and restor-
ing applications, and not transferring the checkpoint-files (instead it is up to the
user to implement the file transfer, e.g. using other tools such as rsync). CRIU’s
checkpoint/restore-functionality makes it possible to implement not only cold
migration, but also pre-copy migration, by allowing iterative dumps, and post-
copy migration, by providing a page server.
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CRIU is an intricate library and as such only a brief overview of its internal
workings will be provided. As mentioned above, CRIU uses user space interfaces
in order to checkpoint processes, one of the most important being the /proc

filesystem. CRIU uses the /proc filesystem in order to iterate over a given pro-
cess’ tree, collecting information about any of its child processes and threads.
The collected information includes virtual memory areas, open file descriptors,
and more. However, this information is not enough to be able to restore a con-
tainer (quite importantly, the actual contents of the memory are also needed).
In order to obtain this additional information, CRIU inserts a parasite code into
the process, which allows it to execute and obtain information from within an-
other process’s address space. When restoring, CRIU reconstructs the process
tree by using the fork system call and then restores all of the processes’ and
threads’ resources such as memory pages, file descriptors, etc.

It should be noted that CRIU is not able to checkpoint every possible process
[14], this is discussed further in section 5.

Several container engines and runtimes have support for CRIU or use it in-
ternally, in varying degrees. For example, Docker provides experimental support
for checkpointing and restoring that internally uses CRIU [15], and runc uses
CRIU in order to provide its checkpoint/restore functionality [16].
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3 Proof-of-concept implementation

In this section, the features, usage, and some of the inner workings of the im-
plemented proof of concept system (hence referred to as the PoC ) are detailed.
The source code and full documentation are available in the repository [17].
The meaning of source and target will be extended to also denote what instance
the failover is started from (i.e. what instance fails) and the instance that will
recover the container, respectively.

The PoC is able to offer primarily two features: live migration and failover.
Recall from section 1 that live migration is the act of moving a running container
from one host to another (typically, migrations are planned in advance), and
that failover is the act of restoring a failed container on another host. It is
able to offer this to any OCI-compliant container; that is, one that is specified
by an OCI- file system bundle. The possibility to extend this to any Linux-
process is discussed in section 5. Furthermore, it does this in an application
agnostic way. For this case, application agnostic is defined as the user not
having to write having any code for their container or application, or add any
infrastructure in order to support the PoC. This genericness is bidirectional;
the PoC is oblivious to what application it is serving, from its perspective, all
it sees is an OCI-compliant container and the user does not need to extend the
functionality of the PoC in order to serve their application. For now, it should
be noted that there exist some caveats to this genericness that may require
manual intervention, these are discussed in section 5.

The live migration feature allows a running container to be moved between
any remote hosts, whether virtual or physical, that runs the PoC. It does this
while aiming to minimize the downtime as well as the total migration time (see
section 4 for results). Moreover, the migration will be stateful as described in
section 2.3 and the latest state of the container will be preserved between the
hosts.

The failover feature allows a pair of hosts to make sure that, if the source
host or the source container itself fails, the target instance will resume the
container after detecting a failure at the source instance. Like the live migration
feature, it also preserves the state, however, it does not preserve the latest state.
This means that once the target host has resumed the container, the state of
the container will effectively have regressed in time. The PoC provides some
variables that the user can adjust in order to mitigate the amount of state lost,
at the cost of a potentially increased amount of data needed to be transferred
between the hosts. These variables are further explained below and the results
of adjusting them are presented and discussed in section 4.

It is able to offer both of these features in an application agnostic way by
extending the usage of current migration techniques beyond the scope of the
migration request and into the runtime of the application, utilizing iterative
migration. This makes the migration feature closely resemble that of pre-copy
migration, described in section 2.3.2. As such the metrics for the downtime of
the PoC is expected to roughly equal the metrics for post-copy migration, with
some possibilities for improvements as discussed in 3.2.2.
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In addition, the PoC allows the application it is running to communicate
with it. This allows the application to determine itself when it should migrate
to the other host as well as when to save its state. The details of how this works
are explained below.

3.1 Major operations and usage scenarios

This section aims to explain some of the usage scenarios of the system. A copy
of the PoC running on a machine will henceforth be referred to as an instance
of the PoC, and as in section 1, it may be prefixed with source or target to
indicate whether it is being migrated from or to, respectively. A collection of
instances serving the same container will be referred to as a cluster. Although
the terminology of cluster implies a possibly large amount of instances, at the
time of writing the PoC only supports having two instances in a cluster (this is
further discussed in section 5).

3.1.1 Joining the cluster

The prerequisites for running a functioning cluster of the PoC are two hosts,
both of which need to have an instance of the PoC running and the OCI-bundle.

It should be noted that, at the time of writing, the PoC does not provide
functionality for transferring the OCI-bundle, instead it is left to the maintainer
of the setup to ensure the bundle exists and is valid. This restriction is left for
future work and is further discussed in section 5.

Furthermore, it should also be noted that hosts in this scenario do not have
to be actual remote hosts; the PoC only requires an IPv4-address and a port
in order to join, thus it suffices that the instances of the PoC run on different
IPv4-address/port-pairs. The terminology of host is simply used for simplicity
and to denote the remote nature of the connection.

In order to start a cluster, the user would start the PoC by providing it
with the path to an OCI-bundle as well as an id for the container. The PoC
will then simply start the container (recall that how to do this is specified by
the OCI-bundle). At this point the user might not notice that their container
runs under any other system (any printed output will be presented to the user
as normal) but in the background the PoC has started to save the container’s
state.

The PoC-cluster works in an ad-hoc manner, i.e. the second instance does
not need to be available at the time the first instance is started; the second
instance could join at any time the user wishes. Obviously, neither the migration
nor the failover feature would work until the second instance joins.

When the second instance joins, again, little may appear to have happened
at the first instance, the container will continue to run as normal, but in the
background the PoC-instances will start communicating with each other and
preparing for possible migration or failover.
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$ docker run msc run counter

0

2021-04-08T12:09:55Z INF Added target

FileTransferPort=22 RPCPort=1234 RemoteTarget=172.17.0.3

1

2

3

4

5

6

2021-04-08T12:10:00Z INF Received command Command="MIGRATE counter"

2021-04-08T12:10:01Z WRN Container exited with status 137 (SIGKILL),

assuming it was checkpointed...

2021-04-08T12:10:01Z INF Container exited Status=137

2021-04-08T12:10:01Z INF Stopping runner...

Listing 3: Output of source container after migrating

3.1.2 Migration

After having properly set up a PoC-cluster, including joining with a second
(target) PoC instance, the user may issue a migration request at any time they
please.

The request is issued by telling (using a command-line interface) the source
instance to migrate. The source instance will then make a final preparation
for the migration (section 3.2 explains what is being done in detail) and then
transfer the files necessary to restore the container to the target instance. After
the preparations are done and the files are transferred, the source container will
have been stopped and the source instance then exits, and the target instance
will restore the container using the files it received from the first host.

As explained in section 3 the container restored at the second PoC instance
will contain the latest state that existed in the container run by the first PoC
instance, i.e. the state of the container when it was stopped at the first instance.

Listing 3 and 4 shows the output of the source and target PoC instances re-
spectively after having successfully joined the cluster and migrated a container,
that runs a script that prints and increments an integer every second. Note how
the output of the target PoC instance, i.e. the incremented integer, resumes
from where the first instance stopped counting, rather than starting counting
from zero again.

3.1.3 Failover

After having properly set up a PoC-cluster, including joining with a second PoC
instance, the system will automatically be able to do a failover to the target PoC
instance if the first PoC instance fails. The failover scenario resembles that of
the migration scenario with two important differences: it is not issued manually
and it does not restore from the latest state.

As the failover is not, and cannot be, issued manually, the target instance

14



$ docker run msc join 172.17.0.2:1234

2021-04-08T12:09:55Z INF Successfully joined cluster ContainerId=counter

2021-04-08T12:10:01Z INF Container restored

Bundle=/app ContainerId=counter Dump=/dumps/d2

7

8

9

...

Listing 4: Output of target container after joining and receiving a migration

needs to automatically detect and initialize the failover process. The function-
ality for detecting when to failover is explained in detail in section 3.2, but it
should be mentioned for now that it does this by means of a (configurable)
timeout of messages from the source instance; i.e. after not receiving a message
from the source instance for some time, the target instance will assume a failure
has occurred. After detecting that a failure has occurred, the target instance
will restore the container from the latest possible state. This state, however,
will not be the latest state present in the container run by the source instance
(the reason for this is detailed in section 3.2).

Listing 5 and 6 shows the output of the source and target instances after
having successfully joined the cluster and the first container is manually killed,
causing the target instance to detect a failure and initialize a failover. Note how,
unlike in the case of migration, the target container does not continue counting
from where the source container left off, instead it continues counting from an
earlier point in time (because of the state lost during the failover).

3.1.4 Container internal triggers

Some applications may in addition to the manual migration, want to determine
themselves when to migrate without intervention from the user. Also, they
might want to save their state at a specific point in time based on the state
itself. For example, a database may want to automatically migrate to a more
resourceful host or save its state for backup purposes when it reaches a certain
amount of entries in the database. In order to support this, the PoC can be
configured to expose some of its functionality to the container it runs. The exact
details of how this is done are detailed in section 3.2.4.

3.2 Implementation details

In this section, some of the PoC’s internal data structures are described, as well
as how it uses those structures in order to provide its features. Furthermore,
the PoC’s usage of CRIU [18] and runc [19] are further explained and some of
its configurations are introduced.
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$ docker run msc run counter

0

1

2021-04-08T12:39:53Z INF Added target

FileTransferPort=22 RPCPort=1234 RemoteTarget=172.17.0.3

2

3

4

5

6

7

8

9

10

11

12

13

14

15

16

17

18

19

2021-04-08T12:40:11Z WRN Container exited with status 137 (SIGKILL),

assuming it was checkpointed...

2021-04-08T12:40:11Z INF Container exited Status=137

2021-04-08T12:40:11Z INF Stopping runner...

Listing 5: Output of source container after failover

3.2.1 Data structures

A dump is a collection of files representing part of a container’s state. The
PoC makes use of the checkpoint-restore technique introduced in section 2.4 in
order to create its dumps. It does this using runc’s checkpoint command via
the go-runc [20] package providing bindings to the runc binary. Runc, in turn,
uses CRIU’s dump command.

CRIU’s, and thus the PoC’s, dumps consists of image files containing dif-
ferent aspects of a process’s state, such as memory pages, open file descriptors,
process tree, and other information. From the PoC’s point of view, there exist
three types of dumps: full-dumps, pre-dumps, and checkpoint-dumps.

Pre-dumps enable the previously mentioned iterative migration technique,
and these contain only the memory pages modified since the previous dump and
a symlink to the previous dump (or all memory pages and no symlink in case
the pre-dump is the first dump made). As such they can not be used on their
own to restore a process.

Full-dumps, like pre-dumps, typically contain all memory pages of a process
as well the other aspects of the process’s state (file descriptors, process tree,
etc.). Thus they contain all the information necessary to restore a process to
a previous state. However, in the case of the PoC, the full-dumps are linked
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$ docker run msc join 172.17.0.2:1234

2021-04-08T12:39:53Z INF Successfully joined cluster ContainerId=counter

2021-04-08T12:40:15Z WRN No ping received in 5s. Assuming source is down. Starting recovery

2021-04-08T12:40:15Z INF Recovering from dump Dump=/dumps/d3

16

17

18

19

20

21

22

2021-04-08T12:40:22Z WRN Container exited with status 137 (SIGKILL), assuming it was checkpointed...

2021-04-08T12:40:22Z INF Container exited Status=137

2021-04-08T12:40:22Z INF Stopping runner...

Listing 6: Output of target container after joining and performing a failover

to previous dumps in the same way that pre-dumps are, i.e. the pages stored
are those modified and a symlink is created to the previous dump. Therefore,
the full-dumps created by the PoC can not be used on their own to restore a
process; the previous dumps are needed as well. They are nonetheless referred
to as full-dumps throughout the PoC, but readers should be aware that they do
not contain the full state of a process. If a dump B is linked to another dump
A, A will henceforth be referred to as B’s parent and the relationship will be
denoted as A ← B. Listing 7 shows an example of the image files contained
inside a full-dump and pre-dump respectively. Note the parent symlink in the
pre-dump pointing to the full-dump, indicating its parent.

Checkpoint-dumps are detailed in section 3.2.4.
The PoC’s in-memory representation of the dumps consists of the type of the

dump (full-, pre-, or checkpoint) and a number indicating the dump’s chrono-
logical order, i.e. the third dump will have number three and so on. It then
stores the dump in a directory named 〈type〉〈number〉 where 〈type〉 denotes the
type of the dump (d for full-dump, p for pre-dump and c for checkpoint-dump)
and 〈number〉 denotes the dump’s number.

This linking of dumps effectively creates a linked list of dumps that can be
used to restore a process.

As previously mentioned, if two dumps A and B are linked, A← B, and B
is a full-dump then both A and B are needed in order to restore the process
from B. This applies to any number of dumps as well; for a list of dumps
α = {D0 . . . Dn |n ∈ N, Di ← Di+1, 0 < i < n − 1}, in order to restore from a
dump Dx (where Dx is a full-dump, 0 < x < n), all dumps D0<i<x need to be
available.

For the simple approach of simply linking every dump to the previous dump,
this fact would present a significant drawback: all dumps ever made would have
to be available, and thus transferred to the other host in the cluster, in order to
restore the process to the latest state. This would likely make the PoC unfeasible
to use with any long running and memory intensive applications, as the number
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$ ls -l dumps/d0 #Full-dump

total 228

-rw-r--r-- 1 root root 4055 Feb 4 18:14 cgroup.img

-rw-r--r-- 1 root root 1788 Feb 4 18:14 core-1.img

-rw-r--r-- 1 root root 1741 Feb 4 18:14 core-8.img

-rw-r--r-- 1 root root 1741 Feb 4 17:56 core-9.img

-rw------- 1 root root 49 Feb 4 18:14 descriptors.json

-rw-r--r-- 1 root root 56 Feb 4 18:14 fdinfo-2.img

-rw-r--r-- 1 root root 44 Feb 4 18:14 fdinfo-3.img

-rw-r--r-- 1 root root 237 Feb 4 18:14 files.img

-rw-r--r-- 1 root root 18 Feb 4 18:14 fs-1.img

-rw-r--r-- 1 root root 18 Feb 4 18:14 fs-8.img

-rw-r--r-- 1 root root 18 Feb 4 17:56 fs-9.img

-rw-r--r-- 1 root root 36 Feb 4 18:14 ids-1.img

-rw-r--r-- 1 root root 36 Feb 4 18:14 ids-8.img

-rw-r--r-- 1 root root 36 Feb 4 17:56 ids-9.img

-rw-r--r-- 1 root root 44 Feb 4 18:14 inventory.img

-rw-r--r-- 1 root root 82 Feb 4 18:14 ipcns-var-10.img

-rw-r--r-- 1 root root 498 Feb 4 18:14 mm-1.img

-rw-r--r-- 1 root root 498 Feb 4 18:14 mm-8.img

-rw-r--r-- 1 root root 498 Feb 4 17:56 mm-9.img

-rw-r--r-- 1 root root 492 Feb 4 18:14 mountpoints-12.img

-rw-r--r-- 1 root root 98 Feb 4 18:14 pagemap-1.img

-rw-r--r-- 1 root root 98 Feb 4 18:14 pagemap-8.img

-rw-r--r-- 1 root root 98 Feb 4 17:56 pagemap-9.img

-rw-r--r-- 1 root root 57344 Feb 4 18:14 pages-1.img

-rw-r--r-- 1 root root 40960 Feb 4 18:14 pages-2.img

-rw-r--r-- 1 root root 22 Feb 4 18:14 pipes-data.img

-rw-r--r-- 1 root root 36 Feb 4 18:14 pstree.img

-rw-r--r-- 1 root root 13836 Feb 4 18:14 seccomp.img

-rw-r--r-- 1 root root 36 Feb 4 18:14 timens-0.img

-rw-r--r-- 1 root root 382 Feb 4 18:14 tmpfs-dev-103.tar.gz.img

-rw-r--r-- 1 root root 97 Feb 4 18:14 tmpfs-dev-107.tar.gz.img

-rw-r--r-- 1 root root 33 Feb 4 18:14 utsns-11.img

$ ls -l dumps/p1 #Pre-dump

total 116

-rw-r--r-- 1 root root 18 Feb 4 18:14 inventory.img

-rw-r--r-- 1 root root 98 Feb 4 18:14 pagemap-10.img

-rw-r--r-- 1 root root 98 Feb 4 18:13 pagemap-11.img

-rw-r--r-- 1 root root 98 Feb 4 17:56 pagemap-12.img

-rw-r--r-- 1 root root 98 Feb 4 18:14 pagemap-1.img

-rw-r--r-- 1 root root 57344 Feb 4 18:14 pages-1.img

-rw-r--r-- 1 root root 40960 Feb 4 18:14 pages-2.img

lrwxrwxrwx 1 root root 8 Feb 4 17:55 parent -> dumps/d0

Listing 7: Example of image files contained in a full- and pre-dump respectively.
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Figure 1: Linking between dumps in the simple approach

Figure 2: Linking between dumps in the PoC’s approach

of dumps, and thus the amount of data needed to be transferred, would simply
become too large.

The PoC averts this problem by not linking every dump to the previous,
which would create a single linked list, but rather only linking a certain number
of dumps, after which it would not link the next dump to the previous dump,
effectively creating a new list. These new and shorter lists are referred to as
chains, and the number of dumps in a chain (i.e. length of the list) is called the
chain length.

In the case of the simple approach, each point in time at which the process
can be restored overlaps, i.e. they depend on one another; in the case of the
PoC’s approach, they do not overlap. Figure 1 and 2 shows the relationships
between the dumps for the simple and the PoC’s approach respectively. Using
figure 1 and 2 as an example, in order to restore from dump d5, the simple
approach would require all dumps (i.e. p0, p1, d2, p3, p4, d5) whereas the PoC’s
approach would only require the dumps in d5’s chain (i.e. p3, p4, d5). This
implies that each chain to restore from must contain all of the process’s state.
It should be noted that, as explained in section 3.2.1, for the PoC’s approach p3
would contain all memory pages (because it is not linked to a previous dump),
and as such would likely be larger than p3 in the simple approach.

Henceforth chains that contain all of a process’s state, and thus can be
restored from, will be referred to as complete chains and those that do not will
be referred to as incomplete chains. Note that for a chain A ← B ← C, if the
chain is complete then C must be a full-dump, otherwise it must be a pre-dump
(in both cases, A and B will be pre-dumps).

These chains are represented by the PoC as singly linked lists, in which each
node of the list contains three attributes: the in-memory representation of the
dump, a flag indicating whether or not it has been transferred to the other host,
and a reference to the previous node in the list.

As the container runs, the PoC will regularly dump the container at the
end of a (configurable) interval. Whenever a new dump is made, it is linked
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to the latest dump in the latest chain, unless the (configurable) maximal chain
length has been reached, in which case a new chain is created. The PoC does
not hold all previous chains in memory; in fact, it suffices to only hold the two
most recent. The reason for this will be explained in section 3.2.2 and in section
3.2.3. Thus before whenever a new chain is created the previous chain will be
set to the current chain. Henceforth the most recent chain will be referred to as
the current chain and the second to most recent chain will be referred to as the
previous chain. Note that the previous chain will always be complete, whereas
the current chain will be incomplete.

In section 5 a possible third approach for linking dumps is discussed.

3.2.2 Migration

This section will explain what the PoC does internally in order to provide the
migration feature.

As explained in the previous section the PoC will regularly dump the state
of the container while the container is running, and create chains using these
dumps, holding only the two most recent in memory.

When the target PoC instance joins the cluster the source instance will
transfer both of its chains to the target host. To emphasize, it should once more
be stated that this will not include all previous dumps, only those contained in
the two chains the PoC holds in memory (i.e. the two most recent chains). In
addition, any future dumps created will also be transferred to the other host.
It should also be noted that the transfer of the dumps also includes linking the
dumps, by creating the parent symlink described in section 3.2.1.

This behavior is not specific to migrating, but rather to joining the cluster,
and as such it will also be the case for the failover feature.

In order to initiate the migration, the user would request a migration via
the command-line interface. The PoC would then create another pre-dump, link
it to the previous dump in the most recent chain and transfer it to the target
host. It would then create a final full-dump and link it to the previously created
pre-dump. The PoC creates and links these dumps regardless of whether or not
the new length exceeds the set chain length, thus some chains may have a length
exceeding the maximum chain length. By creating the final dump the container
would be stopped, as to not alter and cause inconsistencies in the state, and
thus this will be the start of the downtime.

This is almost the same approach as that of pre-copy migration, described in
section 2.3.2. Making use of more than one iteration (pre-dumps) has not been
implemented in the PoC and has been left for future work. It should however be
noted, that the PoC’s behavior slightly differs from that of traditional pre-copy
migration, as the first pre-dump in the chain used by the PoC to migrate already
have been created before the migration is initialized, causing the next pre-dump
made during the migration to only contain the modified memory pages (rather
than all of them). For example, for three dumps A, B, C, with A being created
before the migration is initialized, and B and C afterward, traditional pre-copy
migration would always create the link B ← C, whereas the PoC would create
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A ← B ← C (A would not exist in the case of pre-copy migration). In the
case of the PoC, because it is linked to A, B would likely be smaller in size and
therefore less data would have to be transferred during the migration than in
the case of traditional pre-copy migration. The results of this are discussed in
section 4.

After creating the final dumps, the source instance will tell the other instance
to start restoring the container. Finally the source instance exits and if the
migration is successful, the target instance will now be running the container.
After restoring, the target instance will always create a new chain regardless of
the length of the current chain, and thus some completed chains may also be
shorter than the set chain length.

Figure 3 shows a timeline of the migration process.

3.2.3 Failover

This section will explain what the PoC does internally in order to provide the
failover feature.

Along with the steps taken when the target instance joins, described in
section 3.2.2, the source instance also starts sending ping messages to the target
instance. It does this regularly at the end of a (configurable) interval. If the
target instance does not receive a ping message for a (configurable) duration,
it will automatically assume that the source instance has failed and initialize
the failover process. After the failover process has started, the target instance
will try to determine the latest state to restore from by looking for the latest
full -dump in the local dump directory. For example, assume the source instance
holds the previous chain A← B ← C and the current chain D ← E in memory
at the time it fails and the target instance has not received any other dumps
since joining. Also, assume that A ← B ← C is completed and that D ← E
is not. Upon failover, the target instance will restore from C, rather than E
because D ← E does not contain a restorable state. This is the reason why the
source instance must hold the two most recent chains in memory, rather than
just the most recent (current); if the source instance would fail after the target
instance joins and before it completes its current chain, the target instance
would not have received any completed chains to restore from.

After the target instance has successfully restored the container, it will al-
ways set its previous chain to the chain it restored from, discard any dumps
made after the latest dump in that chain, and start working on a new chain.
Using the previous example, the previous chain would be set to A ← B ← C
and D ← E would be discarded. This effectively means that the state inside
the dumps discarded after restoring would be lost.

As such, the time in between when new chains are created should be limited
in order to minimize the amount of state lost on failover. Henceforth this time
will be referred to as the chain duration. The PoC provides two variables which
one can alter to affect the chain duration: setting the maximum length of the
chain and the duration of the intervals in between creating dumps (in fact,
the chain duration will always be equal to the product of these two values).
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Figure 3: Timeline showing the migration process
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Decreasing the chain duration may, however, increase the amount of data needed
to be transferred between the two PoC instances; recall that each chain must
contain the entire state of the container and as such parts of the state might be
duplicated across multiple chains.

As the content of the dumps will depend on the container itself, no definite
answer can be given as to what value to give these variables. Figure 4 shows a
timeline of the failover process.

3.2.4 Container internal triggers

In order to communicate with the PoC from inside the container itself as de-
scribed in section 3.1.4, the PoC’s functionality needs to be exposed to the
container. Specifically, the PoC listens for IPC -messages, and these need to be
able to be sent from within the container. The PoC receives these IPC-messages
from a Unix datagram socket, but because this socket exists outside the root of
the container’s filesystem (recall chroot from section 2.1), the container cannot
access it. Thus it somehow needs to be made available inside the container.
This can be done by creating a bind mount to the socket inside the container
via runc’s mounts option in config.json. The application running inside the
container can then send IPC-messages to the PoC by writing to the socket as it
would any other unix datagram socket.

The messages available for the container to send are a migration and check-
point message. The effects of sending a migration message are identical to those
when the user issues a migration manually (in fact, the migration command-
line interface command is just a wrapper for sending such a migration message).
The checkpoint message will create a new full-dump that is not linked to any
previous dump and is not related to any chain, thus it contains the entire state
of the container and can be used for manually restoring a container. Except
for not being linked to any previous dump, the dump created when sending
a checkpoint message is identical to that of a regular full-dump, however, for
clarity, it has been dedicated its own dump type: checkpoint-dumps.
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Figure 4: Timeline showing the failover process
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4 Results

In this section, the methods used for measuring the PoC’s performance in re-
gards to three metrics, dump size and downtime/total migration time, will be
presented along with the results themselves. Common for all metrics is that
they were captured on the following bare-metal system:

• Intel i5-8250U (8) @ 3.400GHz

• 8GB DDR4 SDRAM @ 2400 MHz

• Linux 5.11.2

The PoC instances run inside Docker (version 20.10.5) containers, i.e., the
source and target hosts are emulated. For all metrics, different configurations of
the chain length (CHAIN LENGTH) and the length of the interval (in seconds)
between dumps (DUMP INTERVAL) are used.

All the measurements make use of the same OCI-bundle consisting of a
Redis database (version 6.0.10) into which different amounts of key-value pairs
are inserted iteratively. Both the key and the value are created using the current
index of the iteration prefixed with zeros such that they each always consist of
16 characters, e.g. the 1234th key-value pair inserted will use 0000000000001234
as both its key and value.

The amount of data actually transferred (rather than the dump size) will
not be measured as it would provide little insight into the PoC itself, and could
vary depending on what protocol the implementation used for transferring its
files (currently the PoC uses SFTP).

The values for the measurements can be found in appendixes A and B.

4.1 Dump size

The approach for measuring the dump size is rather straightforward. The PoC
is started, is specified to run the Redis OCI-bundle, and is allowed to run for
ten minutes, after which the sum of the sizes of all the dumps is calculated.
The size of each dump, in turn, is calculated by summing up the size of its files.
Finally, an average over all dumps is calculated for pre-dumps and full-dumps
respectively. In order to achieve results that are not filesystem-dependent and
therefore can be more easily compared to others, the size is measured in byte
size rather than block size. Thus the measured size may be slightly lower than
the actual disk space used, e.g. if the filesystem has a block size of 512 bytes and
the file only contains 200 bytes, the size is measured as 200 bytes but the file
will use 512 bytes of disk space and thus 512 bytes will actually be transferred
between the hosts.

4.2 Downtime and total migration time

Measuring downtime and total migration time is somewhat more complicated
than dump size. Two instances of the PoC are started running inside two
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Figure 5: Average Dump size
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different docker containers on the same host machine: the first instance runs the
OCI-bundle and the second joins the cluster. The OCI-bundle is the same as in
the case of measuring the dump sizes, but its command is altered to specify that
a script should be run; the script, in turn, starts the Redis database as normal
but also starts sending ICMP ping messages to the host machine (specifically
it pings the docker network interface, typically assigned to the IPv4 address
172.17.0.1). An instance of tcpdump [21] is started and assigned to listen for
these ICMP messages, and any messages received are logged to a file. It should
be noted that these ICMP messages are not sent as often as possible, but rather
they are sent every 10th millisecond in order to not write all too many messages
to the log file, as shown in the results, 10 milliseconds are far below the downtime
for all tests and should therefore not have any noticeable impact on the results.
After this setup has been run for ten minutes, the downtime is calculated: let t1
be the time the last ever message from the source host was received and t2 be
the time the first ever message from the target host was received, the downtime
tdown is calculated as tdown = t2−t1. Furthermore, the total migration time ttot
can be calculated as ttot = t2 − tm, where tm is the time the migration request
is initialized.

4.2.1 Pre-copy migration

In order to compare the PoC’s results with current container migration tech-
niques, the downtime and total migration time will also be measured using
pre-copy migration. The reason for using pre-copy migration, rather than post-
copy or hybrid-migration, is that as explained in section 3.2.2 the PoC’s migra-
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tion functionality closely resembles that of pre-copy migration. Furthermore,
the PoC can with very little effort be modified to perform pre-copy migration
when a migration is requested. All that is required is to disable the continuous
dumping of the state (obviously this would also disable failover), causing the
final pre-dump to not be linked to any previous dumps. After the continuous
dumping has been disabled, the downtime and total migration time can now be
measured as previously described (of course, now the chain length and dump
interval no longer have any meaning and can be set to any arbitrary values).
The results for the pre-copy migration are shown in figure 11.

4.3 Evaluation

As expected, the size of the pre-dumps increases linearly in proportion to the
number of key-value pairs in the database. Although figure 7 shows a lower
size for the pre-dumps than in the case of figures 5 and 6, this is somewhat
misleading, as increasing the chain length causes fewer of the pre-dumps to
contain all of the container’s memory-pages (i.e. for longer chains the first
dumps in the chains will make up a smaller portion of the total amount of
dumps). As such, figures 5, 6 and 7 seem to indicate that altering the chain
length or dump interval does not seem to affect the pre-dump sizes in any way.
The reason for this is likely that the Redis database can be classified as a non-
memory-intensive application, as once it has been populated with the key-value
pairs, the application does little to alter the memory (other than possibly some
internal workings of Redis) and thus does not alter any significant number of
its memory pages. Therefore the state of the container will not change in any
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significant way over time and increasing the chain length or dump interval would
therefore not have any effect on the amount state each dump encapsulates. This
is not expected to be the case with other applications that frequently write to
a wider range of memory, as this in turn would cause the state of the container
to change more frequently and therefore also the size of the dumps. It would
therefore be of interest to see how measurements differ with a wider variety of
applications, specifically those that regularly and with greater frequency write
to a wider range of memory pages.

In addition, it would be of further interest to see how the measurements are
affected by increasing the number of iterations, possibly allowing the number of
iterations to be dynamic, during the migrations.

Interestingly, figures 5, 6, and 7 all show more or less constant full-dump
sizes, independent of the number of key-value pairs in the database. Recall
from section 3.2.2 that the PoC creates a final pre-dump and full-dump when
a migration is requested and that the beginning of the downtime is when the
PoC creates the final full-dump of the container, killing it in the process, after
which the full-dump is the only remaining dump that needs to be transferred.
Thus, given the fact that the figures indicate a constant full-dump size, one
might expect the PoC to yield a constant downtime, however, figures 8, 9, and
10 show that the downtime increases linearly in proportion to the number of
key-value pairs in the database. This discrepancy may be explained by viewing
the migration process as two smaller subprocesses: checkpointing/restoring the
process and transferring the state between the hosts. In the case of the PoC,
most of the state has already been transferred when the downtime is started
and the remaining part is constant (as indicated by the figures). However the
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time it takes to checkpoint/restore the process will still increase with the size
of the container as the number of pages that will have to be written to/read
from disk will increase with the size of the container, causing the discrepancy
between the full-dump size and the downtime. This would also be the case for
pre-copy migration.

Figures 8, 9, and 10 also show that the downtime for the PoC roughly equals
that of pre-copy migration, as seen in figure 11, which is expected due to their
similarities. In addition, they indicate that the PoC has a lower total migration
time than pre-copy migration, and that the difference between total migration
time and downtime is smaller and constant. The cause of it being smaller may
be explained by the fact that upon migration the PoC will link the final pre-
dump to the previous pre-dump (i.e. it will contain the modified memory pages,
rather than all) which will already have been transferred before the migration
is started. The reason why it is constant is likely the same as why altering the
chain length and dump interval does not alter the pre-dump size: the container
does not write frequently enough to a wide range of memory, causing little state
to have changed in the time between the final pre-dump and full-dump are
made.
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5 Limitations and future work

5.1 Limitiations of criu

As the PoC uses CRIU for checkpointing/restoring it will always be limited
by CRIU’s capabilities. At the time of writing there exists a number of aspects
that will render CRIU unable to checkpoint and/or restore a process [14]. These
include devices, sockets other than TCP, UDP, UNIX, packet, and Netlink, and
processes with debuggers attached. The common issue for many of these is that
they rely on something external from the process itself (e.g. TCP sockets rely
on the other end of the TCP-connection), and thus is outside the control of
CRIU and can therefore not be guaranteed to work with the PoC. For example,
the default behavior when trying to checkpoint open TCP-connections is to
throw an error. This behavior can be disabled however but it is then up to the
user to make sure that the other end of the TCP-connection is available when
migrating or on failover. Due to their nature, these limitations are unlikely to
ever be resolved.

5.2 No limitation on cluster size

At the time of writing, the PoC is not able to handle failover properly when
the cluster consists of more than two instances. With more than two instances
in the cluster, when the instance that runs the container exits, all the other
instances will detect a failover and try to recover the container, and thus the
container will be run in all instances, each with their own state, making the
state inconsistent. The desired behavior would be that simply one of the other
instances would try to recover the container, maintaining a single and consistent
version of the state. This may significantly increase the complexity of the PoC
as the other instances would need to reach a global consensus on which instance
should recover the container, and at this time they are oblivious to each other’s
existence. For this reason failover with more than two instances has been left
for future work.

5.3 Transfer of the OCI-bundle

The PoC currently does not transfer the actual OCI-bundle to the joining host.
This means it is the responsibility of the user to ensure that OCI-bundle exists
at the second host at the time of migration or failover and, is identical to the
OCI-bundle at the previous host. This has a negative impact on the usability
of the system and increases the risk for user error.

5.4 Generic process support

The PoC does not do anything that is specific to containers, however, because
it uses runc that only manages containers, it too can only manage containers.
Runc, in turn, uses CRIU to create its dumps, and CRIU is oblivious to whether
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it is a container it is checkpointing or a regular process. Recall from section 2.1
that a container is little more than an isolated process. Thus it should be
possible to remove runc and use CRIU directly and therefore be able to support
both containers and regular processes.

5.5 New dump linking strategy

The major issue with the PoC’s current strategy for linking dumps is that each
chain must contain the entire state. This means that parts of the state may be
duplicated across multiple chains, leading to increased dump sizes.

In order to alleviate this problem, this paper puts forward a new possible
approach for supporting both migration and failover.

Recall that without chains all dumps ever created would be needed to restore
the container, as the latest state would be the result of recreating the state and
modifications contained within these dumps. The new approach would preemp-
tively use the modifications in order to create the resulting state. Assume there
was an instance of the PoC running and it creates a (either full- or pre-)dump,
A, of its state. Later on, it creates a pre-dump B, which it links to A (A← B).
B would then contain all memory pages that were modified since A was created.
Rather than keeping both A and B on disk, which might both contain some of
the same pages (in case the page was modified), the new approach would re-
place any pages in A that also exists in B with the ones in B. For example, if A
contains memory pages 0x1 with value 5 and 0x2 with value 6, and B modifies
page 0x2 to contain 7, then A will end up with memory pages 0x1 containing
5 and 0x2 containing 7. This process of combining dumps will henceforth be
referred to as merging dumps. Note that after merging A and B, A alone will
contain the latest state and B would not be needed to be transferred to another
instance in order to restore the container. Thus, the memory page 0x2 would
be transferred only once, rather than twice. When another instance would join
the cluster it would only receive one dump that would contain the entire state
and as time went on it would receive modifications that it would apply to said
state. As described in section 3.2.1, pre-dumps only contain modifications to
memory pages (and not other aspects of the state, such as open file descriptors
and the process tree) and thus occasionally full-dumps would have to be made.
These full-dumps would be merged with the previous state (which would also
be a full-dump) in a similar manner as that of the previous example: if both
A and B are full-dumps, merging B with A would replace all memory pages in
A as described in the previous example (overwriting with newer pages from B)
and everything else would be replaced with the contents of B. On a migration
request, the first PoC instance would simply just create, merge and transfer
another pre-dump and finally create and transfer a final full-dump, and the
second instance would apply these two dumps to the state it had previously
received. On failover, the second instance would simply restore from the latest
state. Note that because only the modifications to memory pages are included
in pre-dumps, merging pre-dumps with full-dumps might cause inconsistencies
between the memory pages and the rest of the state, causing the state to not
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be possible to restore from. Thus the target instance would not merge dumps
until it had received the next full-dump.

With this approach, the PoC would only need to hold the latest dump in
memory, rather than the two most recent chains as in the current approach.
As the full state would only have to be transferred once (during joining, rather
than once for every chain), the amount of data transferred between the instances
would be expected to be significantly reduced and thus it could be possible to
increase the dump frequency in order to reduce the amount of state lost on
failover.

While, at the time of writing, CRIU does not provide this feature, it does
provide a feature that could be used as the foundation for it: memory dedu-
plication [22]. This feature iterates over dumps and removes any pages that
have occurred in more recent dumps (a.k.a hole punching), causing only the
most recent memory pages to remain. After doing this, the dumps could simply
be joined in order to create a single dump containing all the latest pages. For
merging full-dumps the same steps would be performed, and the remaining files
(i.e. those not related to memory pages) could simply be copied from the more
recent of the two dumps.
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6 Conclusion

The work presented throughout this paper has been able to provide an answer to
the central question of the thesis: can current container migration techniques be
extended in order to provide a unified and application agnostic solution providing
both migration and failover?

The answer to this question has been shown to be yes.
In addition, it has been shown that in doing so one might expect to achieve

a downtime equal to, and total migration time lower than that of pre-copy mi-
gration. However, as to how the parameters introduced by the PoC affect the
metrics has not been able to be shown, and in order to do so further measure-
ments have to be performed with a greater variety of applications, especially
those that write to a wider range of memory pages.

While it has been shown to be possible, doing so in an efficient way has
proved to be complicated. The underlying reason being that container migration
in itself is a new and largely experimental technique, as evident by its lacking
presence in popular container frameworks such as Docker.

While the implementation may provide a higher quality of service, possibly
having a positive financial impact via user satisfaction, it also comes with a
cost of an increased amount of data needed to be transferred, possibly leading
to a negative financial impact. Thus it is difficult to say whether or not this
implementation is feasible from a financial perspective, but the results presented
in this paper should hopefully be useful as a starting point when investigating
this question. The fact that the implementation is application agnostic should
render it sustainable in terms of technology as the underlying application has
no impact on the implementation itself (as long as it honors the limitations
discussed in section 5.1).

Whether or not the proof-of-concept implementation presented in this paper
will be practically useful remains to be seen, but it is the author’s hope that
this paper will be useful in future works regarding the subject.
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A Migration times

Table 1: Migration times for
CHAIN LENGTH=5, DUMP INTERVAL=10

No. key-value pairs Downtime [s] Total migration time [s]
0 0.32 0.70
10000 0.34 0.74
100000 0.46 0.89
250000 0.54 0.92
500000 0.71 1.08
750000 1.13 1.52
1000000 1.19 1.62
1500000 1.80 2.19
2000000 2.10 2.48

Table 2: Migration times for
CHAIN LENGTH=5, DUMP INTERVAL=30

No. key-value pairs Downtime [s] Total migration time [s]
0 0.35 0.73
10000 0.34 0.71
100000 0.38 0.74
250000 0.56 0.95
500000 0.70 1.06
750000 0.92 1.28
1000000 1.05 1.42
1500000 1.66 2.02
2000000 2.08 2.50
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Table 3: Migration times for
CHAIN LENGTH=10, DUMP INTERVAL=10

No. key-value pairs Downtime [s] Total migration time [s]
0 0.37 0.75
10000 0.34 0.67
100000 0.43 0.84
250000 0.54 0.94
500000 0.73 1.13
750000 0.98 1.39
1000000 1.18 1.61
1500000 1.95 2.40
2000000 2.02 2.41

Table 4: Migration times for pre-copy migration

No. key-value pairs Downtime [s] Total migration time [s]
0 0.43 0.89
10000 0.32 0.75
100000 0.38 0.74
250000 0.67 1.16
500000 0.70 1.32
750000 0.74 1.49
1000000 0.88 1.74
1500000 1.17 2.31
2000000 1.61 3.05
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B Dump sizes

Table 5: Average dump size for
CHAIN LENGTH=5, DUMP INTERVAL=10

No. key-value pairs Pre-dump size [kB] Full-dump size [kB]
0 567 288
10000 845 288
100000 3016 284
250000 6532 288
500000 12516 288
750000 19057 288
1000000 24483 288
1500000 37510 284
2000000 48365 284

Table 6: Average dump size for
CHAIN LENGTH=5, DUMP INTERVAL=30

No. key-value pairs Pre-dump size [kB] Full-dump size [kB]
0 568 287
10000 846 284
100000 3015 288
250000 6527 284
500000 12466 284
750000 18927 288
1000000 24353 288
1500000 37253 288
2000000 48108 288
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Table 7: Average dump size for
CHAIN LENGTH=10, DUMP INTERVAL=10

No. key-value pairs Pre-dump size [kB] Full-dump size [kB]
0 396 285
10000 525 288
100000 1488 284
250000 3053 288
500000 5729 284
750000 8673 284
1000000 11089 288
1500000 16935 288
2000000 21759 288
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