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Abstract | i

Abstract
Data-centers increasingly deploy commodity servers with high-speed network
interfaces to enable low-latency communication. However, achieving low
latency at high data rates crucially depends on how the incoming traffic
interacts with the system’s caches. When packets that need to be processed
in the same way are consecutive, i.e., exhibit high temporal and spatial
locality, Central Processing Unit (CPU) caches deliver great benefits.

This licentiate thesis systematically studies the impact of temporal and
spatial traffic locality on the performance of commodity servers equipped
with high-speed network interfaces. The results are that (i) the performance
of a variety of widely deployed applications degrade substantially with
even the slightest lack of traffic locality, and (ii) a traffic trace from our
organization’s link to/from its upstream provider reveals poor traffic locality
as networking protocols, drivers, and the underlying switching/routing
fabric spread packets out in time (reducing locality).

To address these issues, we built Reframer, a software solution that
deliberately delays packets and reorders them to increase traffic locality.
Despite introducing µs-scale delays of some packets, Reframer increases the
throughput of a network service chain by up to 84% and reduces the flow
completion time of a web server by 11% while improving its throughput by
20%.

Keywords
Packet Ordering. Spatial Locality, Temporal Locality, Packet Scheduling,
Batch Processing
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Sammanfattning
Datacenter distribuerar alltmer rå varuservrar med höghastighets-
nätverksgränssnitt för att möjliggöra kommunikation med låg latens. Att
uppnå låg latens vid höga datahastigheter beror dock mycket på hur den
inkommande trafiken interagerar med systemets cacheminnen. När paket
som behöver bearbetas på samma sätt är konsekutiva, dvs. uppvisar hög
tids- och rumslig lokalitet, ger cacher stora fördelar.

I denna licentiatuppsats studerar vi systematiskt effekterna av
tidsmässig och rumslig trafikplats på prestanda för rå varuservrar utrustade
med höghastighetsnätgränssnitt. Vå ra resultat visar att (i) prestandan för
en mängd allmänt distribuerade applikationer försämras avsevärt med till
och med den minsta bristen på trafikplats, och (ii) visar ett trafikspår från
vår organisation dålig trafikplats som nätverksprotokoll, drivrutiner och
den underliggande omkopplingen/dirigera tygspridningspaket i tid (minska
lokaliteten).

För att ta itu med dessa problem byggde vi Reframer, en
mjukvarulösning som medvetet fördröjer paket och ordnar dem för att öka
trafikplatsen. Trots införandet av µs-skalafördröjningar för vissa paket visar
vi att Reframer ökar genomströmningen för en nätverkstjänstkedja med upp
till 84% och minskar flödet för en webbserver med 11% samtidigt som dess
genomströmning förbättras med 20%.

Nyckelord
Paketbeställning, Rumslig lokalitet, Temporal lokalitet, Paketplanering,
Satsvis bearbetning
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Chapter 1

Introduction

Cloud computing is one of the most emphasized paradigms of
Information and Communication Technology (ICT) — as it directly
or indirectly is used by almost every online user. This technology

brings many benefits, such as eliminating capital expenditures, almost
unlimited scalability, data protection, and guaranteed performance metrics
(e.g., throughput, latency, …). However, cloud computing comes with the
requirement to support an infrastructure that includes large data-centers
comprising tens to hundreds of thousands of servers, large data-center
networks, and many Network Functions (NFs) deployed on either specialized
or general-purpose hardware.

At the same time, we are facing ever increasing demands on the
Internet in terms of throughput and total number of end users and devices.
According to Nielsen’s Law [61], a high-end user’s Internet connection speed
grows by 50% per year. This is in line with current trends in the network
technology. For instance, 5G cellular technology holds the promise of vastly
improved data rates around 10× increase compared to the 4G network [64].
Additionally, Cisco’s Annual Internet Report projects that the total number
of Internet users will grow from 3.9 billion in 2018 to 5.3 billion by 2023 [15].

This increase in end user’s Internet speed, along with the growing
popularity of cloud services, exponentially increases the load on data-centers
and consequently has created many performance challenges. As mentioned
by C. Y. Hong, et al. [37], the Google B4 aggregate traffic increased by two
orders of magnitude (100×) in five years (from 2012 to 2017). Figure 1.1
shows the actual and predicted input/output traffic growth in cloud data-
centers as reported by Cisco [16].

1
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Recent advances in networking hardware have boosted the speed
of Network Interfaces (NIC) and packet switching devices, improving
performance in data-centers [80]. New hardware devices support up to
400 Gbps per port [39, 62] and according to predictions by the Ethernet
Alliance this will reach 1 Tbps in the near future [23]. However, Moore’s
Law [60] has slowed down in recent years [10] and this sudden growth in
networking speed has not been followed by a similar trend in CPU core
frequencies and memory access latencies [75, 77].
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Figure 1.1: Cloud data-center traffic growth over 6 years. The blue bars indicate
the actual values and the orange bars shows the predicted traffic by Cisco [16]

This situation has led to a variety of research that aims to increase packet
processing efficiency in commodity servers. Optimizing the number of CPU
cycles per packet/batch is one of the most important goals. The fewer CPU
cycles per packet/batch, the greater the server efficiency. This optimization
can occur either by reducing the average number of instructions per packet
or increasing the processor’s cache hit ratio. Note that the latter decreases
CPU cycles per packet/batch because it reduces the number of CPU cycles
spent waiting for loading information from memory.

Efficient utilization of memory caches requires that packets to be
processed (with a given set of instructions and data) arrive as close as
possible in time to each other, i.e., high temporal and spatial locality of
the received packet stream. In this project, we investigate the impact of
packet ordering on the performance of network input-output (I/O)-intensive
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applications. We show that there is a great opportunity to increase the
performance of NFs by increasing the locality of packets which belong to
the same flow, i.e., when packets that are part of the same flow travel as a
burst and then this burst can be processed efficiently in the servers.

In Section 1.1 we highlight two main objectives of this project.
Next, we describe our research methodologies (Section 1.2), contributions
(Section 1.3), and sustainability and ethical aspects of this research
(Section 1.4). Finally, in Section 1.5 we give a bird’s-eye view of the rest of
this thesis.

1.1 Research Objectives
In the project associated with this licentiate thesis, the main goal is to
enhance packets processing speed in I/O intensive NFs and applications.
We broke this goal into two main objectives in order to define clear and
actionable objectives. The defined objectives in this project are addressed
sequentially, as achieving the second objective depends on successfully
achieving the first one.

Objective 1 Investigate the impact of packet order on the performance of
NFs and applications.

If packet order has an effect on the processing speed, then there is a
great opportunity in real world data-centers to minimize the cost of packets
processing by manipulating the order of packets an appropriate way. Hence,
we define our second objective as follows:

Objective 2 Design, implement, and evaluate a means to increase packet
locality, i.e., the spatial and temporal locality of packet flows.

All the information necessary to reproduce the experiments and the data
collected in this work will be publicly released to support other researchers
working in this area.

1.2 Research Methodology
We employ a quantitative and experimental research approach [30] in this
project. Figure 1.2 presents our general research methodology. We started
the project with a comprehensive literature review. This was followed
by synthetic experiments. Both of these enabled the identification of the
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research gap in the current state-of-the-art studies. More specifically the
observation of the impact of packet order in the synthetic experiments
revealed an opportunity to improve packet processing speed of networking
applications (i.e., we achieved our first objective). In the next step, we
experimentally evaluated the feasibility of achieving our overall goal, by
measuring some key parameters of our campus traffic trace as a small
representative of general and public data-centers. Finally we designed and
implemented a system that exploits our findings in an efficient way thus
achieving our second objective. Our proposed system was improved in an
iterative loop of redesign, implementation, and evaluation.
Key Performance Indicators (KPIs). We defined a set of measurable
values as KPIs in order to (i) show how much packet order impacts servers
performance, and (ii) demonstrate how effective our proposed solution is in
achieving our objectives and goal. The main KPIs of this project include
NFs throughput, end-to-end latency, and flow completion time. To show
and discuss the impact of packet order in more details, we measure the
average number CPU cycles and cache misses per packet as the secondary
performance indicators.

Literature 
Review

Synthetic 
Experiments

Evaluate 
Feasibility

Design 
SystemImplementEvaluate

Figure 1.2: Research method used in this licentiate thesis project.

1.3 Thesis Contributions
This licentiate degree project makes two main contributions:

I We show that trends in networking, which intentionally spread
packets apart, are antithetical to today’s high-performance computer
architectures, which require bursty communication to efficiently utilize
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cache memories and CPU cycles to realize high-speed networking. We
illustrate the performance degradation due to the lack of spatial locality
in the streams of packets processed by servers for a variety of I/O-
intensive NFs and Linux networking stack.

II We propose Reframer. A software based solution for increasing the
spatial locality of packets which belong to the same flow. We show
that Reframer is CPU-efficient (i.e., expending few cycles per packet),
scalable to support high loads — especially when the number of flows
dramatically increases, and also flexible enough to realize most burst
level packet scheduling models. Additionally, we evaluate the proposed
solution with replaying both synthetic and our campus traffic. Our
evaluation shows improvement in both the throughput and latency of
chained NFs by up to 84% and 46% (respectively).

1.3.1 Individual Contribution
The research project involved a number of collaborators. This section
identifies my individual contributions and the contributions of others:

Chapter 4 This chapter was done in collaboration with Alireza Farshin and
Amir Roozbeh. They implemented the code for extracting features of
our campus trace file. We had discussions about analysis method and
important parameters (e.g., spatial and temporal distance, buffering
time per flow, and etc.) during the analysis. They also had a major
role in documenting results in this chapter.

Chapter 5 The design and implementation of Reframer is a joint effort
by me and Tom Barbette. I designed and implemented the current
Reframer data-structure as well as multiple processing optimizations
to make Reframer fast.

Chapter 6 Massimo Girondi helped to deploy Reframer on a Mellanox
Bluefield smartNIC. This work is described in Section 6.4.2. Also, the
experiment presented in Section 6.6 was done in collaboration with
Tom Barbette. Finally, Marco Chiesa helped to flag mice/elephant
flows in Section 6.5. The rest of works in this chapter are done by me.

1.3.2 Publications
The research related to this thesis is presented in a conference paper which
is currently under review. Also, it is the basis of a patent application.

https://www.kth.se/profile/farshin
https://www.kth.se/profile/amirrsk
https://www.kth.se/profile/barbette
https://www.kth.se/profile/girondi
https://www.kth.se/profile/barbette
https://www.kth.se/profile/mchiesa
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Paper A Hamid Ghasemirahni, Tom Barbette, Georgios Katsikas,
Alireza Farshin, Massimo Girondi, Amir Roozbeh,
Marco Chiesa, Gerald Q. Maguire Jr., Dejan Kostić.
“Packet Order Matters! Improving Application
Performance by Deliberately Delaying Packets,”
submitted to 19th USENIX Symposium on Networked
Systems (NSDI ’22) [1]

Patent
Application A

Amir Roozbeh, Alireza Farshin, Dejan Kostić, Gerald
Q. Maguire Jr, Hamid Ghasemirahni, Tom Barbette.
Reordering and Reframing Packets. PCT Application
CT/IB2020/054991. Filed in May 2020.

My contributions in the paper and patent application are as follows:

• Paper A: I am the first author of the paper. I implemented most of
experiments and also I was responsible for design and implementation
of the proposed system.

• Patent Application A: Similarly, I was responsible for doing experiments
and system design.

1.4 Research Sustainability and Ethical Aspects
In this section, we discuss contributions of this project to the United Nations
(UN) sustainable development goals. We also reflect on ethical aspects of
the project.

1.4.1 Sustainability
We believe the application of the results of this research can have positive
impacts on three different domains of the UN’s sustainable development
goals:
Economic Sustainability. This is an integrated part of sustainability
and means that we must use, safeguard, and sustain resources (human
and material) to create long-term sustainable values by optimal use of
resources. By employing our proposed system, data-center providers can
utilize their existing resources more efficiently which allows them to serve
more traffic with their existing infrastructure. This better utilization of
resources reduces their capital expenses (CAPEX) by avoiding the need to
expand their current infrastructure while supporting more users as well as



Introduction | 7

reducing operation expenses (OPEX) by avoiding the need to maintain and
operate more devices.
Environmental Sustainability. Data-centers often consume a large amount
of energy. In recent years, this high energy consumption and environmental
pollution of data centers have become pressing issue; hence, there are
many research efforts to reduce the total power consumption of data-
centers [19, 13] We believe Reframer can play a role in reducing the
total power consumption by increasing the efficiency of resources in data-
centers, making it possible to use fewer devices to serve a given amount of
traffic. Consequently, deployment of Reframer can decrease the total power
consumption of data-centers for a given amount of traffic.
Social Sustainability. As we mentioned earlier Reframer reduces the cost
of operating a data-center. As a result, cloud services might become
cheaper and more affordable which improves the equity dimension of social
sustainability. This can also have direct and indirect effects on a variety
of social sustainability topics, such as quality of life, social justice, and
community development as lower cost services leads to greater productivity.

1.4.2 Ethical Aspects
In this project we use our campus trace to investigate the possibility of
re-ordering packets in a real data-center and also evaluating the effectiveness
of Reframer under a real traffic model. To avoid possible ethical concerns
related to confidentiality, we removed the body of packets and rewrote IP
addresses in the packets’ header with random values.

To enhance the integrity and transparency of our work we release the
project’s source code so that other can examine the code and reproduce
the results. Additionally, we discuss related state-of-the-art research that
potentially has a conflict of interest with this project in Chapter 2.

1.5 Thesis Organization
Chapter 2 provides the necessary background information and presents
state-of-the-art research that is related to this thesis. Chapter 3 describes
the impact of packet order on the Linux networking stack and a variety of
I/O-intensive NFs. We demonstrate how higher packet locality improves
CPU cache utilization which leads to higher performance. In Chapter 4 our
campus trace is analyzed to show the flow level characteristics of traffic in
a real-world network and to investigate the possibility of increasing packet
locality. Next, Chapter 5 proposes Reframer, a software based solution
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which classifies flows and deliberately buffers packets to achieve greater
locality. Reframer is evaluated in Chapter 6. Finally, Chapter 7 concludes
this thesis with a short summary and proposal for some possible future
directions for this project.



Chapter 2

Background

This chapter describes several research areas related to this thesis.
Section 2.1 discusses the typical cache architecture of current
computers (used as both servers and platforms for NFs) and the

impact of cache utilization on the performance of applications and NFs.
Then, we survey some prior work that aimed to accelerate packet processing
by creating batches of packets and coalescing packets of the same flow
(Section 2.2). In Section 2.3, we discuss some state-of-the-art research that
offloads a part of processing to NICs. Finally, in Section 2.4 we overview
some important aspects of network schedulers and recent work in this area.

2.1 Improving Cache Utilization
Accessing main memory (typically, Dynamic Random-Access Memory
(DRAM)) for each instruction’s execution results in slow processing since
it takes tens of nanoseconds to fetch data from DRAM. In order to hide
this memory latency from the processor, caching is used within the CPU.
A cache is a high-speed storage layer which stores a subset of data and
instructions, so that future requests for that content are delivered quickly.

Modern processors typically have three levels of cache memories which
are known as the L1 cache, L2 cache, and Last Level Cache (LLC). In this
hierarchy, the speed and size of the caches vary. L1 is the fastest cache with
about 3-4 CPU cycles latency while LLC access time in current servers is
between 30-60 cycles [25]. In the processors used in this project, the first
two caches (L1 and L2) are private for each CPU core, while LLC is shared
among all cores. Moreover, the L1 cache can be divided into a cache for

9
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data and another cache for instructions. The size of each of the caches will
be described in detail when a specific processor is introduced.

For years, DRAM speed has been sufficient for the networking needs as
networks were relatively slow and the inter-arrival time of packets was much
greater than DRAM’s latency. However, with network speeds increasing
to tens and hundreds of Gigabits per second, the role of caches in NFs’
performance is becoming more important everyday. For instance, in a
100 Gbps network with a medium size frames (e.g., 512 Bytes packets),
the inter-arrival time of packets is ∼40 ns which is faster than DRAM
access time. At 400 Gbps, memory access time becomes a problem even
for Maximum Transmission Unit (MTU) sized packets∗, as packet rates in
that regime will be transmitted at a rate of one every 30 ns [76].

Recent efforts have explored ways to optimize CPU cache utilization. For
instance, Direct-Memory Access (DMA) or Remote Direct Memory Access
(RDMA) [63] allowing direct access to the main memory independent of the
CPU. Although this method reduces the load on the CPU, fetching data
into the CPU’s cache is still inevitable when the CPU needs to process
the received packets. Therefore, DMA is inefficient in terms of the number
of accesses to main memory and memory bandwidth usage [48]. Further
performance-oriented enhancements to the DMA mechanism have been
introduced in Intel’s Xeon E5 processors with their Data Direct I/O (DDIO)
feature, allowing DMA windows to reside within CPU caches instead of main
memory [38, 26]. Figure 2.1 compares traditional DMA and DDIO with
regard to placing packets in the system’s memory. As a result, CPU caches
can be used as the primary source and destination for I/O, allowing NICs to
DMA directly to the LLC of relevant CPU, thus avoiding costly fetching of
the I/O data from the main memory. This technology leads to a significant
reduction in the overall I/O processing latency and allows processing of the
I/O data to be performed entirely in-cache; thus, preventing main memory’s
bandwidth or latency from becoming a performance bottleneck.

Another step in this direction is taken by Alireza Farshin, et al. in their
CacheDirector [25].Their network I/O solution extends DDIO and places
the packet’s header in a slice of the LLC that is closest to the relevant
processing core. These authors show that because the access time of
some LLC slices is more expensive (in terms of CPU cycles) in compare
to other slices, they leverage this difference with their proposed slice-
aware memory management. This slice-aware memory management better
exploits the LLC, thus improving the system’s performance and reducing
packet processing latency.

∗Here we assume 1500 B as the MTU.
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Figure 2.1: Approaches for transferring incoming packets directly to the memory.
Red arrows show the path that a packet traverse before reaching the processing core.

Since we are facing ever increasing network speeds, some researchers
have gone a step further to optimize utilization at lower cache levels (L1
and L2). For instance, Metron [42] classifies incoming packets into multiple
traffic classes and places packets directly in the queue of the core that will
process them. Using this technique, Metron eliminates inter-core transfer of
packets; thus making it potentially possible to process these packets at L1
cache speeds. When a core is overloaded, half of the traffic classes currently
sending packets to the queue assigned to the overloaded core are updated
to dispatch packets to a new queue, and thus a new core. However, this
solution does not scale to more than one core when the traffic class cannot
be split (e.g., an HTTP server, serving packets on a specific port). An
alternative solutions to address this is explored by Barbette, et al. in their
RSS++ load-balancing technique [7].
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In addition to fast delivery of packets to the CPU’s cores, it is crucial
for NFs to access packets’ metadata (i.e., instructions and data) as fast
as possible. For instance, a Network Address Translation (NAT) needs to
access the appropriate row in the network address and port translation
table while processing a packet. Fetching data from DRAM for each
packet leads to a considerable performance degradation. To reduce the cost
of fetching metadata, PacketMill [24] proposes whole-stack optimizations
to minimize unnecessary memory accesses and to exploit the patterns of
memory access; thus, achieving better cache utilization and improving the
system’s performance.

2.1.1 Noisy neighbor problem
Noisy neighbor is a general phrase that is used when a cloud computing
co-tenant monopolizes bandwidth, CPU, I/O, or other resources. This
behavior negatively affects the performance of other neighbors in the host.
However, in the Network Functions Virtualization (NFV) context, this
problem primarily araises from contention for the LLC when multiple NFs
are running on different CPU cores.

Traditionally, some researcher tried to predict the impact of LLC
contention in order to meet specific Service Level Objectives (SLOs) [21,
11]. However, for many reasons making such predictions is both difficult and
inaccurate [78]. In 2015, Intel® introduced a processor feature called Cache
Allocation Technology (CAT) [34] which provides software-programmable
control over the amount of LLC space that can be consumed by a given
core. This feature opened the door to a new approach for performance
isolation in NFV. Figure 2.2, shows how CAT can partition the LLC space
and potentially remove the negative effects of misbehaving neighbors.

Some researches have exploited CAT to achieve performance isolation
and guarantee SLOs. For instance, Ginseng [27] presents an auction-based
LLC allocation mechanism which dynamically allocates cache space among
guests. However, the goal of Ginseng was to maximize the aggregated
benefit of the guests in terms of the economic value they attribute to the
desired allocation and it does not offer SLOs guarantees. In other research,
Heracles [53] and ResQ [78] use CAT and other mechanisms to co-locate
multiple tenants on a host while maintaining millisecond and microsecond
time-scale latency SLOs, respectively.
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Figure 2.2: Partitioning LLC space by CAT. In Figure (a) NF1 has occupied
almost all the LLC space which has negative affect on other NFs. However, in
Figure (b) the LLC space is isolated by CAT.
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2.2 Batch Processing and Traffic Coalescing
The typical performance bottleneck in high-performance packet processing
system on commodity hardware is slow packet reception. Receiving and
processing a single packet has a huge overhead due to the inefficiency of the
networking stack of a general-purpose Operating System (OS) [44]. This has
lead to the introduction of batch processing (see Section 2.2.1 and traffic
coalescing (see Section 2.2.2).

2.2.1 Batch Processing
Previous efforts [50, 44, 66, 9, 43] have shown the importance of processing
batches of packets† rather than individual packets to amortize the costs
of packet processing. For instance, Service Chain Coordinator (SCC) [43]
jointly exploits batching with scheduling to dramatically improve the
latency of a chain of NFs. More specifically, SCC reduces unnecessary
scheduling and I/O overheads by granting longer time quanta to chained
network functions, combined with I/O multiplexing. As a result, SCC
reduces both latency and latency variance for packets traversing the chained
NFs.

One of the challenges in batching is that batches tend to break up
as they progress through the packet processing pipeline [45]. In fact, any
operation that distributes packets to multiple next-stage processing modules
is potentially a breaking point for batches. Batchy [50] is an state-of-the-art
system that rebuilds batches of packets within the NFs pipeline by queuing
them for each operation in the data flow graph.

2.2.2 Traffic Coalescing
Another technique proposed to accelerate packet processing in commodity
servers is Receive Side Coalescing (RSC) [55] (aka Large Receive Offload
(LRO)). LRO is a stateless hardware based offload technology that reduces
CPU utilization for network processing on the receive side by offloading
tasks from the CPU to an LRO-capable NIC. In LRO the NICs (i)
parses multiple TCP packets and strips the headers from the packets while
preserving the payload of each packet, (ii) joins the combined payloads
of the multiple packets into one packet, and finally (iii) sends the single
packet, which contains the payload of the previous multiple packets, to
the network stack for subsequent delivery to applications. This ability to

†These packets do not necessarily belong to the same flow.
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coalesce multiple TCP segments into one large segment significantly reduces
the per-packet processing overhead of the network stack. Unfortunately,
LRO needs to receive TCP packets of the same flow back-to-back — as LRO
breaks as soon as other packets are interleaved in the network. Similarly,
the software implementation of LRO in the Linux kernel, called Generic
Receive Offload (GRO) [17], suffers from the same problem.

2.3 TCP acceleration
Transmission Control Protocol (TCP) is the primary networking protocol
that guarantees reliable data transfer. However, this reliability comes at
the price of a severe performance penalty in some conditions, such as
handling short-lived connections and layer-7 proxying. Despite many efforts
to improve the efficiency of TCP protocol (e.g., mTCP [41] and QUIC [49]),
software network stacks tend to consume a significant amount of processing
power to keep up with applications in today’s data-centers [68].

The main reason behind this overhead is clear, the transport protocol
stack must maintain all the standard protocol rules regardless of what the
application does in higher levels. For instance, a key-value server has
to synchronize the state at connection setup and termination even when
it handles only a few data packets for a query (i.e.„ a short lived TCP
connection).

To address this problem, some of state-of-the-art research focus on
offloading a part of transport layer processing load to NICs. For instance,
AccelTCP [59] offloads complex TCP operations, such as connection setup
and termination completely to the NIC, which simplifies the host stack and
frees upon a significant number of CPU cycles for application processing.

2.4 Network Scheduling
Network scheduling is the key component in many recent efforts to optimize
network utilization and performance. Typically, packet scheduling aims to
improve network wide objectives (e.g., meeting strict deadlines of flows [35],
reducing flow completion time [5]), or providing isolation and differentiation
of service (e.g., through bandwidth allocation [47, 36] or type of service
levels [6, 31]). Network scheduling is also used for resource allocation within
the packet processing system (e.g., fair CPU utilization in middleboxes [79,
28] and software switches [33]).
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Network schedulers typically utilize a queuing data structure to control
the order of outgoing packets with respect to some ranking functions. In
particular, as packets arrive at the scheduler they are enqueued into the data
structure based on the scheduling policy and the calculated rank. Then,
packets are dequeued according to the packet ordering. In some network
schedulers, dequeuing each packet may lead to recalculation of ranks and
reordering of the remaining packets in the queue. A packet scheduler should
be efficient, i.e., performing a minimal number of operations on packet
enqueue and dequeue, as the scheduler must be capable of handling packets
at millions of packets per second rates.

NFs, including scheduling, are implemented at many points on the
path of a packet. End hosts, switches, and programmable middleboxes
are currently the primary locations where NFs are implemented. In
modern networks, hardware and software implementation of NFs both play
an important role [18]. Similarly, we distinguish between hardware and
software packet schedulers. Hardware packet schedulers are relatively fast
and typically try to realize different approximations of universal schedulers
mapping packet ranks to the available queues in the hardware (e.g., [72, 56,
71, 3, 70, 73]). Another set of hardware packet schedulers (e.g., [5, 54, 58,
14, 2]) focus on network-level optimization in data-centers (e.g., to minimize
traffic congestion).

On the other hand, software-based packet schedulers (e.g., [69, 46, 52])
operate at the CPU level to process ranks and dequeue packets. Typically,
hardware based network schedulers are faster than a corresponding software
implementation. However, in this thesis we focus on software based packet
schedulers because of several software advantages:

• Firstly, development and deployment of a NF, including schedulers,
is typically easier and faster in software, since deploying new
functionality merely requires software changes. This velocity allows
network managers to experiment with new functions and policies at a
significantly lower cost in comparison to hardware implementations.

• Secondly, software NFs offer the promise of “build once, deploy many
times”. In particular, an efficient software implementation of a NF can
be deployed on multiple platforms and in multiple locations, including
middleboxes as Virtualized Network Functions (VNFs) and at end
hosts (e.g., implementation based on BESS [33]).

• And finally, hardware resources (e.g., memory and processing capacity)
typically lag behind the requirements. For instance, three years
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ago, network needs were estimated to be in the tens of thousands
of rate limiters [65] while hardware NICs offered only 10-128 queues.

2.5 Summary
In this chapter we discussed a wide range of research that aimed to improve
packet processing performance by either efficient utilization of CPU caches,
batching and coalescing packets, offloading tasks to NICs, or efficient packet
scheduling. To the best of our knowledge, none of the above research
explicitly aimed to improve system performance by increasing per-flow
traffic locality — which is the second objective needed to achieve the main
goal of this licentiate thesis (see Section 1.1 on page 3).
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Chapter 3

Order Matters

This chapter shows how explicit packet ordering increases spatial
locality and, consequently, boosts the performance of real-world
applications. Our results show that, when packets belonging to

the same flow are interleaved with other packets, the latency of a packet
processing application may increase by more than 2× because of a higher
number of cache misses and more executed instructions. These results
motivate our design and implementation of Reframer, whose goal is to build
per-flow batches of packets that can be submitted to the servers, as opposed
to batches of arbitrary packets belonging to different flows as in state-of-
the-art software switches (e.g., Batchy [50]).

First, we define the concept of Spatial locality factor (SLF ) (Section 3.1).
Section 3.2 describes the experimental methodology used in this chapter.
Following this, we decompose the effects of packet ordering into two
categories: network stack effects (Section 3.3) and more advanced NF effects
(Section 3.4).

3.1 Spatial locality factor (SLF)
We define SLF as the average number of packets, in the same flow, that
arrive back-to-back at the Device Under Test (DUT). For example, if there
are three flows (A, B, and C) and SLF = 1, the DUT receives packets in
the pattern ”ABCABC…” while for SLF = 2, the pattern is ”AABBCC…”.

19
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3.2 Experimental Setup: A SLF testbed
All the experiments in this chapter use the same testbed. We have two
back-to-back interconnected servers, each with a single-socket 8-core Intel®
Xeon® Gold 5217 (Cascade Lake) CPU clocked at 2.3 GHz and 48 GB of
DDR4 RAM at 2666 MHz. Each core has 2×32 KiB L1 (instruction & data
caches) and 1 MiB L2 caches, while one 11 MiB LLC is shared among the
cores. Each server has a dual port 100 GbE Mellanox ConnectX-5 NIC with
firmware version 16.28.1002. Hyper-threading is enabled on both servers
and the OS is the Ubuntu 18.04 distribution with Linux kernel v5.3. One
server acts as a traffic generator and receiver while the other server is the
DUT. We utilize the Linux perf tool on the DUT during the execution of
the experiments to monitor CPU performance counters (e.g., CPU cache
misses and instructions).

3.3 Network Stack Effects
Packet ordering has a profound impact on the performance of general
purpose network stacks and their applications, especially TCP receive-side
processing. In these experiments, we show that lack of traffic locality greatly
degrades CPU utilization (up to a factor of 3×) even when the system is
utilizing sophisticated TCP acceleration technologies.

We use the Linux iperf [40] tool to establish 128 TCP connections with
MTU size (i.e., 1500 B) packets to the DUT that runs an iperf server. The
duration of each test is 15 seconds. However, the measurements begin three
seconds after launching each test to ensure proper warm-up of the system’s
caches as well as fully-establish TCP connections.

To synthetically order the sending packets with a given value of SLF ,
We utilize the Linux traffic control mechanism (tc) on the generator. More
specifically, we employ a Deficit Round-Robin (DRR) scheduler with 256
sub-classes as the root queuing discipline and map the established TCP flows
randomly to these sub-classes. Each sub-class is associated with a Token
Bucket Filter (TBF) queuing discipline [74] to restrict the maximum burst
size. We restrict the total sending rate to ~8 Gbps, as forcing a TCP stack
to exhibit a specific SLF at high speeds is extremely hard. On the DUT
side, we restrict iperf to use only one core to clearly delimit the benefits
of packet ordering from potential artifacts introduced by parallelism.
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3.3.1 Lack of locality makes TCP accelerations ineffective
A variety of TCP accelerations have been devised to mitigate the effects
of the increasingly faster NIC transmission speeds on the relatively stable
CPU speed. In this experiment, we show that the most notable of these
accelerations, i.e., LRO, is ineffective with low traffic locality.

Ideally, LRO should combine consecutive packets of the same flow
received at the NIC into a single “super-frame”, removing all the Ethernet
& IP headers from the merged packets and possibly coalescing redundant
packets, such as TCP acknowledgments. However, interleaved packets from
different flows prevent LRO from effective merging and building super-
frames. This means the more consecutive packets of the same flow, the
greater the benefit from LRO and Figure 3.1 confirms that.

The blue boxes of Figure 3.1a show that LRO performance is improved
significantly when the spatial locality factor increases from 1 to 16, i.e.,
more consecutive packets in a flow arrive at the DUT. This increase in
SLF reduces the number of CPU cycles per packet by 69% (from ~10k
to ~3k), which shows low traffic locality harms TCP acceleration by LRO.
Even without LRO (red boxes in Fig. 3.1a), the number of CPU cycles per
packet decreases by 53% with an increasing SLF . Two explanations for the
benefits of spatial locality are (i) fewer cache misses (Section 3.3.2) and (ii)
fewer CPU instructions per packet (Section 3.3.3).

3.3.2 Fewer cache misses
Ordered packets increase L1 cache hit ratio as common per-flow data
structures are fetched only once for all packets. Fig. 3.1b shows that the
number of L1 cache misses per packet decreases by 54% when packets
are processed back-to-back. In particular, we observed an increase in
performance for the “__inet_lookup_established” Linux kernel routine.
This function performs a lookup in the listening sockets hash table to
assign the received packet to the corresponding socket. Moreover, this
improvement is identical regardless of whether LRO is enabled or not and
simply depends on having a better packet locality.
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Figure 3.1: Impact of packet spatial locality on the performance of an iperf
server, with and without LRO.
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3.3.3 Fewer CPU instructions per packet
Since iperf uses multiple threads to serve clients’ requests, when SLF is
small, the scheduling routines of the Linux kernel are called more frequently
to switch among iperf threads. By increasing SLF , each thread is able to
handle multiple consecutive packets (ideally SLF packets) within a single
scheduling round of the Linux kernel. Consequently, the number of flow
handling routines and executed CPU instructions decreases dramatically
with or without LRO enabled (see Fig. 3.2). LRO further reduces the
number of CPU instructions per packet thanks to the creation of super-
frames of packets.
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Figure 3.2: Impact of packet spatial locality on CPU instructions per packet of
an iperf server, with or without LRO.

To confirm our results and gain more accurate insight, we also performed
a set of micro-scale analysis by comparing the average number of CPU cycles
consumed by multiple Linux kernel routines. Table 3.1 on page 24 shows the
percentage of CPU cycles reduction with increasing Spatial Locality Factor
(SLF) from 1 to 16. In this analysis, LRO is enabled and the total benefit
comes from either efficient L1 cache utilization, fewer function calls, or both
of them.
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3.3.4 Takeaway
From this experiment we conclude that the performance of today’s high-
speed networking applications is highly dependant on the spatial locality of
the received packets, as this impacts cache-miss ratios and the number of
CPU instructions per packet. Based on Fig. 3.1a, we observe that systems
without LRO acceleration but with good spatial locality of packets (i.e.,
SLF = 16) perform better than systems with LRO but with poor locality
of packets (i.e., SLF < 5), making it beneficial to process ordered streams
of packets.

3.4 Network Functions’ Effects
In addition to network stacks (Section 3.3), packet locality may also affect
more advanced NFs. To investigate this, we implemented two NFs in
FastClick [9], a stateless firewall (with and without application level caching)
and a (stateful) NAT.

Unlike the configuration used in Section 3.3, for this test we allocate two
cores per NF with one RX queue per core to show that the benefits of packet
locality is not limited to single-core scenarios. We will further discuss the
impact of the number of RX queues on the DUT performance in Chapter 6.
In these experiments, the traffic generator emulates 10k clients sending a
total of 20 million 1 KB User Datagram Protocol (UDP) packets to the
DUT with a total rate of ~50 Gbps (6.2 Mpps) and a given SLF . Fig. 3.3
shows the end-to-end latency and the maximum throughput of these two
applications with varying SLF . The details of each of the three cases are
described after the figure.
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Figure 3.3: Impact of traffic spatial locality on the packet processing latency and
the throughput of a NAT and a firewall (with and without rule caching) NFs.
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NAT NF case. We deployed the NAT NF on the DUT. Fig. 3.3 shows that
the end-to-end latency decreases from 103 µs to 74 µs and the throughput
increases from 21 Gbps to 25.5 Gbps as the spatial locality factor increases
from SLF = 1 to SLF = 32. When SLF = 1, some packets are dropped
since for each packet, the CPU must wait for the many cycles it takes to fetch
the appropriate NAT table’s row from the memory, greatly decreasing the
available useful processing time and the capacity of the NF to serve incoming
packets. In contrast, when input packets are partially ordered by flow, the
NF amortizes the cost of this NAT table lookup over several consecutive
packets within the same flow, thus reducing the average processing time
needed to serve each packet.
Firewall NF case (without software-based rule caching). We deployed
a firewall NF implementing a tree-based Access Control List (ACL) with
20k rules on the DUT. We consider two different variants of this firewall.
The first variant assumes no rule caching, thus it executes the matching
algorithm for each incoming packet. Since all packets of the same flow
typically match the same rule, then with an increasing spatial locality factor,
we expect a reduction in the frequency of fetching data (rules) from main
memory into the system’s cache(s). The blue boxes in Fig. 3.3 show similar
trends as in the previous experiment, i.e., an increasing spatial locality factor
improves the performance of the firewall in terms of both end-to-end latency
and the maximum throughput.
Firewall NF case (with software-based rule caching). The second variant
of this firewall NF implements a simple in-memory rule cache. This cache
stores the hash of the last served packet and the matched rule. For each
incoming packet, the firewall calculates the packet’s hash value, and if it
is the same as the entry in the cache, then it assumes that the packet will
match the same rule as the previous packet. However, if after executing
the rule the new packet does not match the rule, then the cache will be
updated with a new matching rule and a new packet hash. The green
circles in Fig. 3.3 show faster convergence to the minimum/maximum values
compared to the firewall without caching — as the firewall’s cache matches
an increasingly large fraction of input packets (i.e., SLF − 1 packets for a
given SLF ) without invoking the firewall’s classifier.

3.4.1 Packet spatial locality analysis.
Figure 3.4 shows the impact of SLF on the average CPU cycles per packet
for the NAT and firewall (with and without caching) NFs. Looking closely
at this figure, we note that the data fits a reciprocal function of the form
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cost = α∗(1/SLF )+β, where β is the CPU cost of processing the data that
has already been accessed and is in the cache, hence it is the asymptotic
limit when SLF is large. In contrast, α ∗ (1/SLF ) is a weighted version of
the cost of getting the data that can be shared, e.g., when SLF = 2, the
cost per packet is amortized over two packets. These factors are similar to
those in Amdahl’s Law [32, 20], which models the gains of job parallelization
by distinguishing between the costs of the computations that can be done in
parallel versus the cost of those computations that have to be done serially.

In the case of the NAT, when SLF > 1 the main cost is the lookup of
the appropriate replacement values in the NAT table and this lookup only
has to be done once for the first packet, hence α ≈ 1 times the cost of this
lookup. In the case of the firewall, we expect that for a given number of
firewall rules F , β ∝ γ ∗ F when the firewall rules cannot be cached (i.e.,
when the rules cannot fit into the cache), hence the firewall rules have to
be repeatedly loaded and hence the cost cannot be shared (i.e., α ≈ 0).
However, we see that this is not the case in Fig. 3.3, as an application still
benefits from processor-based caching of the data even without software-
based rule caching.
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Figure 3.4: Impact of traffic spatial locality on the average CPU cycles per packet
of a NAT and a firewall (with and without caching) NF.
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3.4.2 Serving packets at the speed of L1 cache.
We now highlight the fundamental role played by core-specific L1 cache
in enhancing the performance of the above NFs. To measure cache-
related events, we utilized the Linux perf tool during the execution of the
experiments shown in Section 3.4. Since the NFs’ data size (NAT table and
firewall rules) are smaller than the LLC and L2 capacity, we see almost no
LLC and L2 misses; hence, the reduction in the number of CPU cycles is
mostly due to better utilization of the L1 cache.

Fig. 3.5 shows the effect of locality on the number of L1 cache misses
for both the NAT and firewall experiments. In both cases, we observe a
substantial decrease in the number of L1 cache misses with increasing SLF .
This graph clearly demonstrates the great impact of L1 cache utilization on
the performance of these networking applications. However, our analysis
reveals that we can observe the effects of ordering even on higher level
caches (i.e., the L2 and LLC) by deploying a memory-intensive NF (e.g.,
Deep Packet Inspection (DPI)) or a chain of multiple NFs on the DUT. See
Appendix 7.2 for more results.
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3.5 Summary
In this chapter, we explored the effects of spatial locality of network data
by conducting experiments across Linux network stack and Data Plane
Development Kit (DPDK)-based stateless & stateful NFs at various levels
of a system’s software stack. The common denominator of this study is
that packet ordering greatly increases the utilization of a server’s memory
hierarchy (mostly CPU caches), which in turn results in a substantial
improvement in KPIs, such as latency, throughput, and CPU utilization.

We leverage these insights to design a system that vertically (i.e.,
hardware to application layer) exploits the benefits of packet ordering (see
Chapter 5) and demonstrate complementary results using additional real
world applications (see Chapter 6). Before this, we investigate whether
today’s Internet traffic exhibits a low or high spatial locality factor (see
Chapter 4).



Chapter 4

Real World Trace Analysis

In this chapter we analyze a trace from our organization (i.e., a university)
to understand the spatial and temporal locality of packets that belong
to the same flow in a realistic network (§4.2) and explore opportunities

to increase traffic locality by buffering and reordering packets (Section 4.3).
Our analysis shows that more than 60% of the packets belonging to a flow
are interleaved with packets of other flows, hence non-ideal for high-speed
packet processing (based on our findings in Chapter §3). Moreover, today’s
networking trends further exacerbate this – as novel congestion control
mechanisms (e.g., BBR [12], Timely [57], HULL [4], and Carousel [67])
advocate pacing packets to fight “bufferbloat” problem, i.e., keeping queue
occupancy in routers’ buffers as low as possible. Even the built-in self-
clocking of traditional TCP congestion control mechanism [22] is harmful to
cache-optimized high-speed network communication as it inherently spreads
packets out over time to avoid congesting a link. In Chapter 5, we advocate
rebuilding per-flow traffic bursts as close as possible to the servers that
process them.

4.1 Trace statistics
We captured 28 min of traffic from our campus to & from our upstream
network provider. The outgoing traffic (i.e., from the campus toward the
Internet) contains 420 million packets in roughly 2 million flows with an
average packet size of 1069.43 B and the incoming traffic (i.e., from the
Internet toward the campus) has 378 million packets in almost 4 million
flows with an average packet size of 882.82 B. Figure 4.1 shows the TCP
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flow size distribution for these trace files. In the rest of this document,
we refer to the outgoing and incoming traffic as the TX and RX traces,
respectively.
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Figure 4.1: TCP flow size distr. of the analyzed trace with a log. x-axis. The RX
trace has ∼ 4M flows; the minimum, average, and maximum flow sizes (in #packets)
are 1, 63, and ∼ 29M, resp. The TX trace is composed of ∼ 2M flows; the minimum,
average, and maximum flow sizes (in #packets) are 1, 137, and ∼ 68M, resp.

4.2 Spatial & Temporal Distance
The performance benefits of packet spatial locality were shown in Chapter 3
with the greater the number of consecutive packets belonging to the
same flow (i.e., a larger spatial locality factor), the greater the benefits.
Additionally, we concluded that even a small spatial locality factor (e.g.,
SLF = 5) could yield a significant improvement, as was shown in Figures 3.1
and 3.3. However, the improvements depend on the traffic’s actual spatial
locality. Therefore, in this chapter, we examine how unordered the trace
from our organization is and if there is a chance to do per flow reordering.
To do so, we calculate the spatial and temporal distance of packets in every
TCP flow. We define spatial and temporal distance as follows:
Spatial distance shows the number of packets between two consecutive
packets of the same flow and can be used to assess opportunities to exploit
cache memories. The higher the spatial locality, the greater the number of
opportunities to increase cache-hit ratios.
Temporal distance measures the time between two consecutive packets of
the same flow and can be used to estimate how long one would have to wait
for another packet in order to reorder packets and increase spatial locality.
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Figure 4.2 shows the histogram of these metrics for our trace file. These
results do not consider single-packet flows∗, as these metrics are undefined
for such flows.

4.2.1 Spatial distance analysis
Figure 4.2a shows that the spatial distance of the per-flow packets are larger
than one packet in ~60% of the RX trace (excluding single-packet flows) and
~75% of the TX trace (excluding single-packet flows) – i.e., there is at least
one packet between two consecutive packets of the same flow. It is worth
noting that the rate of our campus trace is ∼2.2 Gbps, which underestimates
the values reported for the spatial distance. In networks with higher data
rates (e.g., multi-tens- & multi-hundred-gigabit rates), the spatial distance
would intuitively be much larger, which further reduces the locality. As
shown in Chapter 3, this lack of spatial locality can dramatically degrade
performance, up to factor of 3×. Fig. 4.3 on page 35 shows the number
of switches across different flows that an application should theoretically
perform when processing different batch sizes of packets. According to this
graph, the number of switches can be more than 5× larger when the packets
are unordered. Frequent switching could cause detrimental performance
effects (e.g., context switches and/or cache evictions), the number of which
depends on the system’s microarchitecture (e.g., cache hierarchy) and the
application’s characteristics (e.g., the type of processing and the size of the
per-flow state).

4.2.2 Temporal distance analysis
Figure 4.2b demonstrates that temporal distance between consecutive
packets of the same flow is typically smaller than a few tens of microseconds.
This small distance reveals an opportunity to increase packets’ spatial
locality by buffering them for a short period of time and reordering buffered
packets per flow. The potential for reordering of traffic destined/originated
to/from two cloud providers is described in the next section.

∗Based upon the source addresses, we expect that some of these are likely to be part
of SYN attacks.
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GPU/NIC offload).

4.3 Potential of Per-flow Ordering
To investigate the possibility of creating per flow batches, we identified
the top hundred IP addresses of the TCP connections which appeared
in independent flows of the TX trace. From those, we select those of
two popular cloud providers, referred to as Cloud1 and Cloud2

†. We
calculated the probability of receiving packets of the same TCP flow within
different fixed-size time windows to determine whether by waiting for a short
amount of time we can reorder packets to make per-flow batches of packets,
i.e., regenerate high spatial locality. Additionally, since user-space packet
processing frameworks (e.g., DPDK) use a fixed batch size for processing
packets (typically 32 for a DPDK-based application), we assume that up to
32 packets per flow can be buffered‡. It should also be noted that according
to our results in Chapter 3, it is unnecessary to build batches with more
than 32 packets as the majority of performance improvement happens with
small values of the spatial locality factor.

Figure 4.4 shows the distribution of batch sizes for different buffering
times. These results consider all flow sizes, including single-packet and mice
flows which dramatically reduces the size of the per-flow batches. Note that
the maximum value for all of the boxes in this figure is 32 (as we limited the
maximum value of y-axis to 8 for better visibility of the 25th, 50th, and 75th

†Table C.1 (in Appendix B) shows the statistics of these flows.
‡In some cases it might be possible to buffer up to ~300 packets, see Figure D.1 (in

Appendix B).
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percentiles). Clearly, increased buffering time is positively correlated with
receiving more packets in the same flow. However, the statistical properties
of traffic (e.g., a given cloud service) should be taken into account when
ordering packets. For instance, it is possible to make per-flow batches of
size 6, even in 32 µs time frames, for 25% of the incoming traffic from Cloud1;
whereas 25% of the outgoing traffic toward Cloud2 could only be made into
per-flow batches of size 4.
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Figure 4.4: Impact of increasing the waiting time on the probability of receiving
packets in the same TCP flow (i.e., packets going to the same end-host, the same
core, and the same application).



Chapter 5

Reframer

This chapter presents our proposal to achieve increased end-to-end
data locality (both temporal and spatial) of packets in each flow.
Our solution maximizes locality and is compatible with common

congestion control paradigms used in the Internet that pace packets. We
propose Reframer which leverages the idea of briefly buffering, delaying, and
reordering the (possibly paced) incoming packets to increase spatial locality
for network traffic. Reframer is realized as software that uses CPU cycles
to classify flows and create batches with greater locality. Reframer exploits
the trend of NFV and the advantages of software NFs to achieve greater
flexibility, faster development cycles, and almost no resource limitations
(e.g., number of per-flow queues) in comparison to hardware alternatives.

5.1 Reframer Design
Similar to many networking software systems, the main design challenge is
efficiency: one needs to strike a delicate balance between the complexity of
the reordering procedure, which consumes CPU cycles and the cache-based
gains at the application, which saves CPU cycles. With Reframer, the
incoming packets are efficiently buffered and reordered and then delivered
to their destinations. Figure 5.1 shows the operation of Reframer when a
stream of packets belonging to three flows (i.e., green, blue, and brown)
arrive at the Reframer.
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0    1     2     3     4     5     6 7

Input Stream

1. Flow Classification

2. Scheduler

3. Protocol Compressor

Output Stream

flow 
table

1

2

0

flush list

timestamps (TS):

TS

GREEN timer expires
BLUE stores 4 pkts
BROWN is still not ready

Figure 5.1: Reframer consists of 3 components: (i) a classifier arranges input
packets to a flow table, (ii) a scheduler flushes flows from the table upon a timeout
or burst-size, (iii) a compression module coalesces packets to eliminate redundancy.

Flow classification. Reframer maintains two main data structures to reorder
packets: a flow classification table and a flush list. For each flow, the flow
table stores the timestamp (TS) when the first packet of that flow has been
added to the batch of that flow. It also stores a pointer to the list of the
buffered packets for that flow. The flush list is a double-linked list that
stores flow identifiers sorted by timestamp as described in the flow table.
Reframer updates all these data structures in constant time for a variety of
operations: buffering of a packet in the flow table (when a flow entry already
exists), adding/removing flow identifiers to/from the flush list, finding the
oldest flow identifier, and emitting a batch of packets. Only insertion of
new flows in the flow table is not performed in constant time because of the
cuckoo-hash table.
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When the number of packets in the flush list meets a configurable limit
(i.e., the maximum burst size), Reframer passes the batch to the scheduler.
Buffering Time. The flush list can buffer flows for a maximum amount of
time, which we call the buffering time (Tbuff ). The optimal buffering time
mostly depends on two parameters: (i) flows’ average throughput and (ii)
the end-to-end latency between a Reframer instance and the destination.
The former parameter affects the possibility of receiving multiple packets of
the same flow in a short time window. For instance, the inter-arrival time of
1000 B packets is 8 µs at 1 Gbps and Reframer can rebuild a per-flow batch
with up to 8 packets by buffering packets for 64 µs. The latter parameter
sets the upper bound for the buffering time, i.e., a higher end-to-end latency
provides more flexibility to wait for packets.

Reframer collects additional information to track its efficiency, i.e., (i) it
measures the amount of time that flows were being delayed without actually
receiving more packets and (ii) it records the average number of packets per
batch (for each flow). These statistics could potentially enable Reframer to
fine-tune its buffering time by finding the sweet spot based upon these two
statistics for each application.
Priority. When either the flow classifier informs the scheduler of a full-size
batch that is ready to be forwarded or the flush list contains flows reaching
the buffering time limit, the scheduler computes an ordering of the batches
based on some configurable priorities. The oldest batches in the flow table
are extracted from the head of the flush list. The scheduler resets the per-
flow data entries upon emission of the corresponding batch(es).

In the example shown in Fig. 5.1, we assumed the maximum batch size
was 4 packets and the maximum buffer time was equal to 6 time units. At
time t = 7, Reframer receives the fourth packet of the blue flow and at
the same time the buffering time of the green flow expires since the first
packet was received at time 0. Both batches are handled by the scheduler
for transmission.

Reframer’s scheduler supports a variety of priority models for ordering
batches ready to be sent:

Shortest flow first prioritizes mice over elephant flows.

Oldest flow first prioritizes older over newer flows with respect to the
timestamp of the first packet; and

Oldest flow in the
queue first

prioritizes older over newer flows with respect to their
waiting time in the queue.
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We can also envision a tailor-made priority model based upon the network
operator’s SLOs.
Compressor & Output. Before leaving the Reframer, each batch of packets
of the same flow passes through a per-protocol optimizer, e.g., multiple TCP
ACKs are coalesced if all packets are in order between ACKs. In the future,
we will also look at payload coalescing if the outgoing link MTU allows it.

Reframer supports an integrated “bypass” mechanism. Thus, Reframer
allows an operator to define class(es) of traffic that should not be reordered
by Reframer based on any given field of the packet (e.g., IP’s differentiated
services code point (DSCP) field). We implemented the obvious case of TCP
SYN, as a TCP SYN will never be followed by other packets; therefore, a
SYN is never delayed. We leave the more complex problem of predicting
the size and time of each burst of packets in a flow as future work.
Reframer Implementation. We used FastClick [9] to build a Reframer
prototype, which enables many placement scenarios at high speed — as
will be shown in Chapter 6. The classification and flow-state management
is handled by FastClick’s MiddleClick [8] extension, thus the code is only a
thousand lines of source code.

5.2 Reframer’s Location
Reframer is implemented as a stand-alone NF and we can put it at any
location between clients and the destination server. Theoretically, having
Reframer on the client side is the best option — since we would benefit from
the ordered packets all along the path between client and server. However,
this is only true if all of the nodes along the path (e.g., routers, switches,
etc.) preserve the created spatial locality, i.e., interleaving along the path
must interleave only bursts versus the currently widespread interleaving
by packet. For instance, in Figure 5.2, flushed bursts from R1 and R2
instances may be merged in zone B which reduces the expected benefits
from ordering packets. Note that in this model, each flow should only be
delayed once along the way from the client to the server – i.e., sequential
Reframer instances should not be exist in the path, because this would only
add unnecessary delay to packets — potentially voiding any improvements.

In practice, the destination data-center’s gateway or any place within
the data-center network is a straightforward place to deploy Reframer
instances. That is because the data-center provider has full control on
the network inside the data-center; hence, they can preserve the spatial
distance of created bursts on the way to the end servers. However, in this
case data-center provider has to pay the price for buffering, classification,
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Reframer (R1)

Reframer 
(R2)

Datacenter

Internet
(A)

Internet
(B)

Figure 5.2: A general scheme of Reframer in the Internet. It can be located
either in data-centers packet gateway or in the clients’ Internet Service Provider
(ISP).

and reordering packets and also, we will loose some of the potential benefits
that could have been realized by the nodes between the client and the data-
center.

In Chapter 6 we deploy Reframer on a stand-alone machine as well as
on the same server where a chain of NFs are running to demonstrate the
benefit of Reframer. We will also show that it is possible to offload Reframer
into a SmartNIC to avoid using CPU resources. We leave the possibilities
of moving Reframer toward the client side as a direction for future work.
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Chapter 6

Evaluation

This chapter assesses the feasibility and performance of Reframer in
increasing the temporal and spatial locality of a stream of traffic by
briefly buffering and reordering packets. We evaluate performance

at both per-packet and per-flow granularity in two scenarios: (i) to improve
the per-packet processing throughput of an NF service chain and (ii) to
reduce the flow completion time of TCP traffic streams served by an HTTP
web server. Our evaluation indicates how the performance of Reframer
changes in a variety of deployment scenarios where Reframer is deployed
either on a separate server or the same server where the application is
deployed (on a CPU or a SmartNIC). Finally, Our results show that the NF
chain throughput can be increased by ~84% and the HTTP flow completion
times be decreased by 100s of milliseconds by simply delaying packets by a
few tens or hundreds of microseconds.

Specifically, this chapter answers the following key questions about the
opportunities and challenges in reordering packets:

(i) Can Reframer increase the packet processing throughput of an NF
chain by increasing the traffic locality of a real-world traffic trace
(§6.3)?

(ii) What is the characteristics of Reframer? How does it scale and how
does it compare with a NIC with hundreds of input queues(§6.3)?

(iii) How do the Reframer benefits vary depending on where it is deployed
(separate or same server as the application, and then on a CPU core
or a SmartNIC (§6.4)?

(iv) How can Reframer handle latency-sensitive traffic (§6.5)?
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(v) Can Reframer reduce the flow completion time of an HTTP web server
(§6.6)?

6.1 Reframer Testbed
To do the experiments described in this chapter, we use the same testbed
components presented in Section 3.2, running an NF service chain of the
NAT and the Firewall presented in Section 3.3 augmented with a router and
a flow statistic tracker. However, we will first place Reframer between the
traffic generator and the DUT. This instance of Reframer is running on a
dedicated Intel Xeon E5-2667 CPU clocked at 2.3 GHz and 128 GB of RAM
at 2133 MHz. This machine has two Mellanox ConnectX-6 NICs, one is
directly connected to the traffic generator and the other is directly connected
to the DUT. While this introduces the cost of a supplementary machine,
it gives us an understanding of the maximum performance achievable when
replaying the same traffic traces that we analyzed in Chapter 4.

6.2 Reframer Test Workloads
We use two different types of workloads in our experiments: (i) per-packet
experiments on the NF chain and (ii) per-flow experiments with an HTTP
web server.

The per-packet experiments are based on our campus traffic trace
described in Chapter 4 with millions of flows in total, a throughput of
~2.2 Gbps, and an average packet size of ~1069 B. To evaluate Reframer
with a higher traffic throughput, we split the traffic trace into 32 consecutive
windows, each of 20 seconds, and we replay them in parallel from our traffic
generator. When splitting the trace, we rewrite the flow identifiers so that
any two windows do not have any flow in common (which would otherwise
increase the traffic locality of the original trace). Figure 6.1 shows the
number of flows and throughput when running a number of parallel trace
segments.

For the per-flow experiment with the HTTP server, we generate HTTP
requests of 1MB files from 4096 clients using WRK [29] towards an NGINX
web server.
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Figure 6.1: Traces characteristics - the X-axis is the number of multiples of our
campus trace played in parallel

6.3 Packet-Level Experiments (NF Chain)
In this experiment, we show that (i) Reframer is effective in increasing
the spatial traffic locality (i.e., inducing a higher SLF ) of our real-world
traffic trace and, consequently, (ii) increasing the throughput of an NF
chain. Since the trace is replayed, we focus on per-packet metrics (e.g.,
CPU instructions and end-to-end latency) and the throughput of the NF
chain.

The NF chain consists of a Flow Statistic Tracker→Router→Firewall→
NAT chain, all implemented in FastClick [9] using state-of-the-art NF
elements and DPDK [51] for I/O. We install 10k rules into the firewall and
200 different routes into the router elements. Note that the number of
flow entries depends on the number of parallel traces that we reply in the
experiment (see Figure 6.1). We deploy the chain in a run-to-completion
model and we consider it as the Baseline in all experiments with the same
NF chain.

To measure the impact of Reframer, we compare the performance of
the NF chain with and without deploying a Reframer instance in front of
the chain on an external server. The measured latency is end-to-end in all
the experiments — which means it includes the time packets spent in the
Reframer buffers.

In this experiment, 8 CPU cores are assigned to the NFs chain with
8 RX queues on the NIC (one queue per core). The NIC uses Receive-
Side Scaling (RSS) to map traffic among queues. We evaluate alternative
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deployments with Reframer co-located with the NF chain in Section 6.4
starting on page 51.

Figure 6.2 shows the effectiveness of Reframer in improving the
performance of the NF chain for different workloads (where this load is
expressed as the number of parallel trace segments being replayed at the
same time). At all loads, in Figure 6.2, we see a substantial decrease in
the number of CPU cycles when using Reframer. The reason for this is the
increase in spatial locality from an average of ~1.2, i.e., near the minimum
possible spatial locality, to an average of ~1.9, ~2.9, and ~3.3 at the output of
the Reframer with 16 µs, 64 µs, and 128 µs of buffering times (respectively).
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Figure 6.2: The average CPU cycles per packet on DUT with increasing load
when Reframer is deployed in front of NFs chain versus Baseline.

Figure 6.3 shows that at high loads, throughput continues to scale well
for Tbuff = 64 µs and 128 µs, up to ~64 Gbps (a 84-100% improvement) while
the throughput peaks at ~48 Gbps for Tbuff =16 µs. In contrast, the Baseline
throughput peaks at ~33.6 Gbps and then falls - as the DUT cannot keep
up. Figure 6.3(b) shows that at low loads, the end-to-end latency is roughly
the Baseline latency plus Tbuff when using Reframer. However, we see the
Reframer benefit appears as the load increases to maximum capacity of the
NF chain. We discuss and evaluate how to reduce the additional latency
introduced by Reframer in Section 6.5.
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High number of RX queues has small impact on the DUT throughput. We
repeated the above experiment with 30 parallel trace segments and various
numbers of RX queues on the DUT in a range of 8 to 500 (which is the
maximum possible number of RX queues on the DUT’s NIC). We preserve
the total number of descriptors around 8192 by setting per queue descriptors
to max(32, 214−[log N ]) where N is the total number of RX queues. In
this experiment we confirm that by increasing the number of RX queues
the average spatial locality increases from ~1.2 to ~2.5 without Reframer
(Figure 6.4a). However, despite the improvement in the traffic locality,
Figure 6.4b shows only a slight increase in maximum throughput of the
Baseline. The main reason is, having hundreds of RX queues leads to
more empty polling in the DUT which is costly and negatively affects the
performance. On the other hand, when Reframer is located between the
traffic source and DUT, increasing the number of DUT RX queues has a
negative impact on the throughput because incoming packets are already
sorted and classifying flows in different hardware queues does not increase
packets’ locality. So we set 8 RX queues (one per core) for DUT when
Reframer exists in the network. Finally, we see 53% higher throughput
with Reframer versus using hundreds of RX queues for the Baseline case.
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Figure 6.4: Reframer vs Baseline with various number of hardware RX queues
(up to the maximum supported by the NIC).
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Packets’ locality benefit persists with various number of DUT cores. We
also show that Reframer’s benefits do not depend on the number of
DUT cores. To do so, we measured the maximum throughput of the
DUT by running the experiment with various number of cores assigned
to DUT. Reframer’s buffering time is set to 128 µs in all cases. Figure 6.5a
demonstrates that the rate of throughput increase is almost the same for
different number of cores.
Reframer scales almost linearly with the number of cores. As we discussed
in Chapter 5, Reframer benefits from an optimized data structure to classify,
order, and flush packets in a constant time. Our stress test reveals that
Reframer is able to handle up to 28 Gbps with only one core. Here,
we increase the offered load gradually until we see ~1% packet drops in
Reframer. Figure 6.5b shows that Reframer’s capacity increases almost
linearly when increasing the the number of cores.
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Figure 6.5: Maximum throughput of Reframer and DUT with different number
of cores.

Flow-oblivious batching is highly sub-optimal. We also compare Reframer
with a Batchy-like [50] implementation written in FastClick. As mentioned
earlier, Batchy is a state-of-the-art packet processing system that buffers
packets in a flow-oblivious manner at multiple locations in an NF chain,
i.e., Batchy does not create bursts of packets from the same flow but mixes
all flows that must be processed by the same NF element. We observed
that Batchy improves the throughput of the chained NFs by 4%, whereas
Reframer improves throughput by 48%. These results corroborate our
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analysis in Chapter 3, where we showed how detrimental it is to process
streams of packets that are highly interleaved between different flows as
opposed to per-flow batches.

6.4 Same-Server Deployment
In the previous section, we showed that deploying Reframer on a dedicated
server increases spatial and temporal locality, ultimately resulting in
significant performance gains. In the following experiments, we evaluate
deploying Reframer on the same server where an application is running.
Using the same NF chain (Baseline) as previously, we consider two
deployments: (i) chaining Reframer with the NF chain, i.e., the entire
chain running to completion on the same CPU cores (referred to as in-chain
deployment), and (ii) deploying Reframer on a SmartNIC.

6.4.1 In-chain deployment
We evaluate the performance of Reframer for the in-chain deployment
versus the Baseline for different buffering times.

Generally, increasing buffering time in Reframer will lead to more packet
locality, since it increases the possibility of receiving more packets of the
same flow; Hence, we see a considerable increase in the DUT throughput
and reduction in the end-to-end latency. Figure 6.6 shows that by placing
Reframer right before the service chain, the number of cycles per packet
decreases with increasing buffering time while throughput increases by 60%
when Reframer buffers packets for 64 µs.

To evaluate the impact of Reframer on the packets end-to-end latency,
we restrict the incoming packet rate to ~30 Gbps which is less than the
maximum capacity of DUT in the Baseline mode. In Figure 6.7 we can
see the average latency is reduced by 46% with Tbuff =64 µs. Additionally,
Reframer improves the tail latency by ~26% even when it is collocated with
the service chain on the same server. In this experiment, latency benefits
start to fade gradually from a specific buffering time, because the cost of
delaying packets surpasses the processing speed-up. The Baseline numbers
are mostly the same for all x-axis values because we have no buffering in
this mode. The fluctuation in the Baseline values is inevitable because DUT
cores are at a maximum load.
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6.4.2 SmartNIC deployment
As a proof-of-concept deployment for offloading Reframer into a NIC to
save CPU core resources on the server, we deployed Reframer on two ARM
cores of a Mellanox Bluefield SmartNIC – equipped with 16×64-bit Armv8
A72 cores and two 100 Gbps ports while the NF chain runs on a single CPU
core. This experiment is purposely done with a lower load and restricted
number of cores since we discovered some limitations of the current Mellanox
drivers for the cards. The main issue with this SmartNIC is slow processors
that can not go beyond 800 MHz. Also the device is limited to 20 Gbps full
duplex when packets go through the cores to the host. These constraints and
limitations were confirmed by Mellanox. Our experiment reveals that the
improvements trend persists in terms of throughput and end-to-end latency
and is similar to the in-chain and the stand-alone experiments. Figure 6.8
shows by buffering packets for only 64 µs the DUT’s performance improves
for 53% in terms of throughput and 13% in terms of average end-to-end
latency.
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6.5 Latency-Sensitive Flows
In our previous experiments, Reframer delayed all types of packets for a
Tbuff interval, possibly increasing the Flow Completion Time (FCT) or
packet processing time of short flows. We argue that an operator could
explicitly tag which traffic classes should be delayed to improve application
throughput.

To evaluate the impact of delaying only large flows, we ran an experiment
similar to the one described in Section 6.3, but we explicitly flag only
large flows so that Reframer can batch them while bypassing the unflagged
packets and show the results for increasing number of parallel trace segments
in Figure 6.9.

Compared to the case where all flows are delayed, the throughput of the
NF chain slightly decreases (between 0% and 4% according to the number
of parallel trace segments), while the latency of the packets belonging to
the small flows aligns with the best of the Baseline (at low loads) or the
latency of Reframer minus the buffering delay (at higher loads). Somewhat
surprisingly, Reframer achieves lower latencies than the Baseline for small
flows across all traffic loads by simply delaying and reordering only large
flows. We leave the detection of heavy-hitters, for instance detecting which
flows could have generated multiple larger bursts, as future work.
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6.6 Flow-Level Experiments (HTTP Server)
In this experiment, we evaluate Reframer to assess its impact on a web
server application using TCP connections to dispatch files of 1MB to a set of
2048 clients continuously fetching files. By controlling the rate and number
of clients’ requests, we could substantially increase the throughput of the
test and exploit the 100GbE NIC interfaces. To simulate 4096 independent
clients with more realistic latencies, we place a machine in-the-wire that
delays packets in per-flow queues by ~10 ms±~2 ms. Hence, each connection
exhibits slightly different delays, for an average ~20 ms delay.

The focus of this experiment is on flow-level metrics, with the goal to
check whether: (i) Reframer improves the FCT of the dispatched files and
(ii) the buffering delays cause any troubles for the underlying congestion
control mechanism (i.e., TCP Cubic). We compare the Baseline against
Reframer. We selected NGNIX 1.14 as the web server running on 16 cores
of the DUT, while Reframer runs on a dedicated NF machine using 6 cores.
Reframer reorders packets in both directions, aggregates TCP ACKs from
the client to the server, and eventually reorders out-of-order TCP packets.

Figure 6.10a shows that Reframer increases the application throughput
by 20%. The observed improvements are due to the increase in spatial
locality from 1.25 to 14. Figure 6.10b shows that despite introducing delays
in the order of microseconds, Reframer reduces FCT of TCP connections by
fractions of a second (from 3.4 s to 3.1 s). ACK coalescing accounts for ¼
of the throughput improvements but does not affect the FCT.
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Chapter 7

Conclusion

We conclude this licentiate thesis by presenting a summary and
then we discuss some works that could be considered as future
directions of this project.

7.1 Project Summary
This work revealed the importance of packet ordering on many applications,
specifically NFs and TCP applications. We first measured a variety of
performance metrics including throughput, CPU cycles per packet, CPU
instructions per packet, etc., as functions of the level of traffic locality of a
set of packet flows. In our experiments, the relevant data is both packets
belonging to the same flow and the metadata that is associated with them.
Our investigation revealed an unexpected sharp performance degradation
(up to a factor of 3×) with even the slightest lack of temporal and spatial
traffic locality for packets that could have been processed using the same
instructions and data. As an example, we discovered that the number of
CPU cycles per packet for an iperf server were reduced by a factor of 2−3×
when packets arrive in small bursts of 5 packets belonging to the same flow
as opposed to bursts of a single packet.

In practice, there are several hindrances to cache-optimized I/O
processing. First, slow NICs at the client do not produce bursts of packets
that will arrive “back-to-back” at a receiver with a faster NIC. Moreover,
the multiplexing of different traffic flows along the path from a client to a
server results in packets belonging to a client’s flow being spaced apart (i.e.,
interleaved with other flows), thus diminishing locality.

59
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To understand whether real-world traffic exhibits sufficient ordering, we
analyzed a real-world traffic trace from the gateway of our organization to
our upstream provider. This traffic exhibited a very low level of spatial
locality, as more than ~60% of the packets belonging to the same flow were
interleaved with packets belonging to other flows. This revealed that this
traffic is far from ideal for cache-optimized packet processing.

Today, there are completely opposing requirements of (i) pacing traffic
for better network-level statistical multiplexing and (ii) processing packets
in bursts for better cache effectiveness. This calls for a solution that satisfies
both requirements at the same time. Based on the above, we explored
the counter-intuitive idea of increasing packet processing throughput by
deliberately delaying and reordering packets before they reach the application
running on the server(s), thus rebuilding high traffic locality. We built
Reframer, a network function that leverages this idea, to buffer and reorder
packets of different flows.

By introducing Reframer at the destination network (or directly at an
end server), we (i) maximized the number of subsequent cache hits in
the servers, thus reducing the processing time for each burst and (ii) are
compatible with the emerging pacing-based congestion control mechanisms
— as we do not affect the pacing of the packets across the Internet. We
showed that Reframer can be deployed on the same server where one needs
to increase cache hit performance (e.g., a CPU core and/or SmartNIC)
or upfront as part of a NF service chain to improve the throughput of
the service chain itself by up to 60% (see Section 6.4.1 on page 51) and
subsequent web servers throughput by 20% while reducing the FCT by
11%, despite delaying the individual packets. Moreover, we showed that
Reframer improves performance an order of magnitude more than flow-
oblivious batching (such as [50]), showing the need to increase per-flow
spatial locality.

7.2 Future Work
As future direction for this project we consider the following investigations:

• Adjust waiting time automatically
As we mentioned in Chapter 5, Reframer collects meta information to
track its efficiency. Since the data-center workload may be changed
over time, this data could potentially enable Reframer to dynamically
adjust its buffering time. We believe that this dynamic adjustment
would be more precise if Reframer can split incoming traffic into
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multiple traffic classes and adjust waiting time per traffic class.
However, implementing per traffic class waiting time requires some
modification in Reframer’s data-structure design.

• Elephant/mice flows detection
In Section 6.5 we showed that Reframer achieves even better latency
results if it simply bypasses small flows and classifies only large flows.
As a future direction, it would seem beneficial to employ a simple but
accurate heavy hitter detector in Reframer. Such a solution could use
either statistical approaches or machine learning models.

• Toward achieving locality on the client side
Finally, as discussed in Chapter 5 Reframer is designed to be located
at the destination data-center. By shifting Reframer toward the client
side, we could benefit from the ordered packets in multiple NFs along
the path from source to destination. However, achieving this goal
requires all the networking devices in the path to preserve a minimum
amount of locality which can introduce further challenges.
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Appendix A

Deploying a chain of NFs

In addition to the experiments discussed in Section 3.4, we deployed a chain
of NFs on the DUT as a complementary experiment. In this experiment,
we connected a Router, a NAT, a firewall, and a Flow statistics counter
(FC) in a row, as a chain of NFs. The DUT uses 4 CPU cores to serve the
packets and it is implemented in a run-to-completion model to exploit the
parallelism of the cores. All the rest of the configuration is similar to the
experiments in Section 3.4.

Since the deployed chain is both CPU and memory intensive, the number
of CPU cycles per packet and the end-to-end latency are higher compare
to the individual NAT and firewall experiments described in Section 3.4.
However, the results in Figure A.1 confirm that, regardless of the complexity
of the implemented NFs, ordering the packets has a significant impact on
the DUT’s performance.

Similarly, the fundamental reason for such an enhancement is efficient
utilization of the system’s caches. In this experiment, since the DUT
needs more data to process a packet, the improvement in the reduction
of cache misses has been extended to L2 and LLC. Figure A.1b shows a
substantial improvement in terms of the number of LLC misses. Note that
this improvement happens no only in LLC but the same trend can be seen
for the L1 and L2 caches.
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Figure A.1: Impact of packet order on the performance of a Router → NAT →
Firewall → FC chain of NFs.



Appendix B

Analyzing the trace

Fig. B.1 shows the potential improvement from TCP ACK coalescing in the
campus trace. We calculated the distribution of the number of per-flow
packets with an enabled TCP acknowledgment flag (ACK) within a time
frame.
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Figure B.1: Impact of increasing the waiting time on the probability of coalescing
TCP ACKs. (The figure is intentionally scaled to enhance the visibility of the first
to third quartiles.)
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Appendix C

Flows statistics for two popular
cloud providers
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Table C.1: Flow statistics per Internet Protocol (IP) address of two popular cloud
providers.

IP #Flows Flow Size (#Packets)
Min Mean Median Max

TX RX TX RX TX RX TX RX TX RX

Cloud-1

IP-1 19985 20039 1 1 47.45 54.08 16 16 87131 221594
IP-2 5384 5433 1 1 14.92 19.11 13 15 92 157
IP-3 4741 4748 1 1 42.55 51.58 15 15 43500 32540
IP-4 4567 4564 1 1 52.62 37.18 16 16 38515 19168
IP-5 4245 3805 1 1 187.12 1397.09 8 29 57392 217309
IP-6 4155 4000 1 1 12.83 13.63 12 10 831 2775
IP-7 3980 3958 1 1 13.48 9.63 11 8 663 394
IP-8 3759 3759 2 2 258.30 318.38 11 10 33403 33356
IP-9 3154 3159 1 1 28.86 21.89 14 10 310 279
IP-10 2996 2984 1 1 39.76 22.48 56 28 238 228

Cloud-2

IP-1 19776 19762 1 1 165.77 137.07 10 10 1615124 764636
IP-2 18120 18103 1 1 19.26 44.42 10 10 17929 42637
IP-3 15967 15945 1 1 39.33 68.71 11 11 68306 92210
IP-4 11168 11150 1 1 105.09 62.86 10 10 255327 121520
IP-5 9207 9235 1 1 110.75 119.08 21 20 9129 7665
IP-6 8828 8803 1 1 521.57 265.83 10 10 1353933 587496
IP-7 5897 5879 1 1 51.44 67.54 15 14 12448 13422
IP-8 5330 4993 1 1 42.93 77.05 12 11 7248 18137
IP-9 4499 4479 1 1 116.08 198.77 16 15 16625 37459
IP-10 3785 3775 1 1 57.22 75.43 17 16 4371 8287
IP-11 3369 3362 1 1 235.40 306.51 17 15 19614 22311
IP-12 3355 3279 1 1 1501.01 493.11 18 19 4905771 1409104
IP-13 3152 3144 1 1 23.20 33.87 11 10 867 2617
IP-14 3113 3078 1 1 28.69 47.82 15 14 2952 7922
IP-15 2864 2868 1 1 59.26 83.18 12 12 9143 22045



Appendix D

Impact of waiting longer for
more packets in a flow for the
two cloud service providers
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Figure D.1: Impact of increasing the waiting time on the probability of receiving
packets with the same TCP flow.
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