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Abstract

Disentanglement is a subcategory to Representaton learning where we,
apart from believing that useful properties can be extracted from the data
in a more compact form, also envision that the data itself is constituted
from a lower-dimensional subset of explanatory factors. Explanatory fac-
tors are an ambiguous concept and what they portray varies with the
dataset. A dataset constituted of flowers may have stem size and color
as explanatory factors, while for another dataset it may be location or
position. The explanatory factors are themselves often nested in a com-
plex interaction in order to generate the data. Disentanglement can be
summarized as to breaking the potentially complex interaction between
the explanatory factors to liberate them from one another. The liberated
explanatory factors can then constitute the foundation of the represen-
tations, a procedure that is believed to enhance downstream machine
learning tasks. Disentangling the explanatory factors in an unsupervised
environment has proven to be a difficult task for many reasons, perhaps
most notably the lack of knowledge of how many they are and what they
reflect. To be able to evaluate the degree of disentanglement attained, we
will consider a dataset annotated for us with target labels corresponding
to the explanatory factors that generated the data. Knowing the number
of explanatory factors gives an indication of what dimensionality the rep-
resentation should have to at least be able to capture all of the explanatory
factors. Many of the empirical studies that have been considered in this
paper treat the dimensionality of the representations as a constant when
evaluating the degree of disentanglement achieved. The purpose of this
paper is to extend the discussion regarding disentanglement by treating
the dimensionality of the representations as a variable to be alternated
and investigate how this impacts the degree of disentanglement achieved.

The experiments performed in this paper do however suggest that the
visual inspection of the disentanglement attained in a high dimensional
representation space are difficult to interpret and evaluate for the human
eye. One is therefore even further reliant on the disentanglement scores,
which does not require any human interaction for the evaluation. The
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disentanglement scores seem to exhibit a static behaviour, not changing
as much as one would believe given the visual inspection. Therefore,
investigating how the representation dimensionality affect the disentan-
glement attained among the representations is a delicate matter. Many
of the empirical studies considered in this paper suggest that mostly the
regularization is impacting the disentanglement. It does however seem
like there are far more parameters than originally was expected that need
further evaluation to deduce their impact with respect to disentanglement.
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Sammanfattning

Utnästling är en underkategori till Representations inlärning där vi
inte bara tror att nyttiga egenskaper av datan kan utvinnas i en mer kom-
pakt form, utan ocks̊a att datan själv är best̊aende av en l̊agdimensionell
delmängd av förklarande faktorer. Förklarande faktorer är ett tvetydigt
begrepp och vad dessa poträtterar är varierande med datasetet i fr̊aga.
Ett dataset best̊aende av blommor kan ha stjälk storlek och färg som
förklarande faktorer, medan för ett annat dataset kan detta vara plats eller
position. Dem förklarande faktorerna är ofta nästlade i en komplex inter-
aktion för att generera datan. Utnästling kan summeras som att bryta ner
denna potentiellt komplexa interaktion mellan dem förklarande faktorer-
na för att frigöra dem fr̊an varandra. Dem frigivna förklarande faktorerna
utgör därefter själva grunden till representationerna, en procedur som är
betrodd att förbättra nedströms maskininlärningsuppgifter. Att nästla ut
dem förklarande faktorerna i en oövervakad omgivning har visat sig vara
en sv̊ar uppgift av många anledningar, kanske den allra viktigaste är att
vi saknar vetskap om hur många dem är och vad dem reflekterar. För att
kunna utvärdera graden av utnästling som vi har uppn̊att s̊a kommer vi
att betrakta ett dataset som är annoterat med de förklarande faktorer
som genererade datan. Att veta hur många de förklarande faktorerna är
ger en indikation av vilken dimensionalitet representationerna bör ha för
att åtminstone kunna f̊anga alla de förklarande faktorerna. Många av de
empiriska studier som betraktats i detta papper behandlar dimensionalite-
ten av representationerna som en konstant när vi utvärderar utnästlingen
som uppn̊atts. Syftet med detta papper är att förlänga diskussionen runt
utnästling genom att behandla dimensionaliteten av representationerna
som en variabel att alternera och undersöka hur detta p̊averkar graden av
utnästling som uppn̊atts.

Experimenten som utförts i detta papper indikerar att visuell inspektion
av den uppn̊adda utnästlingen i ett högdimensionellt representationsrum
är sv̊art att tolka och utvärdera för ett mänskligt öga. Därav är vi ofta
beroende av utnästlingspoäng, som inte behöver n̊agon mänsklig inter-
aktion för utvärderingen. Utnästlingspoängen uppvisar dock ett statiskt
beteende, och förändras inte till den grad som den visuella inspektionen
indikerar. Av just denna anledning är utvärderingen av hur representa-
tions dimensionaliteten p̊averkar utnästlingen uppn̊add hos representatio-
nerna ett känsligt ämne. Många av de empiriska studier som betraktats i
detta papper föresl̊ar att regulariseringen är det som mestadels p̊averkar
utnästlingen. Det verkar huruvida som att där är betydligt fler parametrar
än vad som tidigare misstänkts som behöver utvärderas, och i synnerhet
deras p̊averkan p̊a utnästlingen.
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1 Introduction

1.1 Representation Learning

Representation learning is a discipline in Machine Learning [ML], where we an-
ticipate that useful properties of the data can be extracted and preserved in a
more compact form. These properties are typically referred to as representations
and are in general lower dimensional in comparison to the input data. One of
the first techniques employed in the field is the Principal Component Analysis
[PCA], formulated by Karl Pearson in the year of 1901, where a linear dimen-
sionality reduction is performed to generate representations. One of the earliest
proposed neural networks for the same purpose was the Autoencoder [AE] in
the year of 1986 [6] which can be shown to yield the same linear dimensionality
reduction as the PCA [12] if the AE doesn’t have any activation functions in
the hidden layers. The PCA as well as the AE without applied activation fun-
ctions in the hidden layers therefore learn a simple linear relationship between
the input data and the representations.

One can organize a representation in a multitude of ways such as clusters, ma-
nifolds or sparse vectors to mention a few. The different ways of organizing a
representation emphasizes the fact that the usefulness of the representation is
heavily dependent on the subsequent learning task and its therefore a complex
task to evaluate the utility of it in a general case. Instead, we condition the
representation to be expressible and robust, meaning it should be able to cap-
ture relevant aspects of the data regardless of the inherent variation in the data
itself. As of today, a popular choice of generating representations of the data is
to use Deep Neural Networks [DNN], with multiple hidden layers and activation
functions employed. DNNs are capable of generating non-linear dependencies
between the data and the representations. This yields one important attribute
to the representation, namely abstraction. The abstraction refers to the fact that
we are now able to capture more abstract properties of the data, generating a
hierarchical structure of properties as we map the data from one hidden layer
to another [1].

1.2 Learning disentangled representations

There is however many different properties of the input data that may be in-
teresting and what we are searching for is yet diffuse. We do however believe
that real-world data is constituted of a limited number of explanatory factors
of variation behind the data [1]. Explanatory factors are an ambiguous concept,
since it is not clear what we are actually referring to. Postulate that we have a
dataset consisting of cats, the explanatory factors could be the shape of the tail,
color of the fur or ear shape. However, it could just as well be the shape of the
legs, eye color and the height at the withers. In fact, it could be none of them,
all of them or a combination of some of them. We may also have hierarchies
among the explanatory factors, for example, the eye size, the placement of the
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nose and the length of the whiskers may all be summarized in one explanato-
ry factor, the head. Thus, in an unsupervised environment, where we are not
provided the explanatory factors in forehand, we cannot know what they are
or should be. Another example would be that we have a dataset of cats, but
we are in this case provided with the explanatory factors. As it happens, they
are constituted of three simple explanatory factors, the head size, the body size
and the leg length. As we mentioned in Section 1.1, the representations could be
organized in for example clusters, whereby large cats may constitute one cluster
and smaller cats another. Learning disentangled representations is another way
of organizing the representations where we define the organization as to a single
representation dimension being responsive to a single explanatory factor be-
hind the data, while remaining invariant to the rest. Therefore, a change in one
dimension of the representation should only affect one of the explanatory factors.

As we mentioned above, to deduce what an explanatory is in an unsuper-
vised environment is an intractable task. To relax this issue, we will in this
paper consider a generated dataset, annotated with its corresponding explana-
tory factors. In fact, the explanatory factors have been used to generate the
dataset whereby they are typically referred to as generative factors. To use a
pre-generated dataset in an attempt to evaluate the degree of disentanglement
achieved among the representations is nothing that distinguishes this paper from
other empirical studies [4], [5], [3] that have been considered when composing
this paper. The supervised environment enables a more thorough analysis of
the disentanglement attained in the representations, for example with so-called
disentanglement metric scores discussed further in Section 3.5.1-3.5.3.

1.3 Disentanglement with Generative Models

To evaluate the degree of disentanglement we are able to attain, a segment
of proposals have been made regarding the matter [4], [5], [2]. As we will see
in Section 5, they don’t necessarily agree with each other. When using images,
comprehensible by the human eye, one can as a final resort employ visual inspec-
tion heuristics [4]. Visual inspection heuristics suggests that we should generate
a representation of an arbitrary input, change a single representation dimension
and investigate how the change affects the reconstruction. This suggests that we
put two constraints on the model - it has to be able to generate a representation
and it has to be able to reconstruct it. This does indeed sound like an AE, men-
tioned in Section 1.1, composed of an encoder which compresses the input data
into a representation, and a decoder which expands the representation into the
dimensionality of the input whereby it is called reconstruction. The problem is
that the AE is only trained to make the reconstruction as similar to the input
data as possible. Thus, it is typically beneficial for the AE to use a large area
of representation space to clearly separate similar and dissimilar input data.
In an attempt to visualize this effect, we created a simple AE, trained on the
MNIST dataset [16], constituted of 28 x 28 2D-images of handwritten digits with
annotated target labels 0-9. The representation space is visualized in Figure 1.
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Figur 1: 2-dimensional representation space of an AE trained on the MNIST
dataset.

As can be seen from Figure 1, there are zones of the representation space,
for example between the red and yellow cluster that do not represent anyt-
hing. We typically refer to these zones as non-covered areasöf the representation
space, and a reconstruction of representations taken from such zone yields non-
interpretable content. The AE can of this reason be interpreted as a Discrimina-
tive Model, unable to generate novel representations and is therefore unsuitable
for our needs. The empirical studies [4], [5], [3] investigated in this paper instead
use models based on the Variational AutoEncoder-framework [VAE] proposed
by Kingma et al. [8]. The VAE is similar to AE in network architecture, with an
encoder and a decoder with the same purpose as for the AE. The main difference
between the two is that the representation space of the VAE is constrained to
be more compact by a term that is called the Kullback-Leibler divergence which
we will discuss further in Section 3.2. The representation space of the VAE is
visualized in Figure 2, using the same amount of training and dataset as we did
for the AE in Figure 1.

Figur 2: 2-dimensional representation space of a VAE trained on the MNIST
dataset.
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As can be seen from Figure 2, the constrain on the representation space
did in fact encourage the representation space to be better covered, enabling
the possibility of generating representations that can be easier reconstructed
into interpretable content. In Section 4, we will provide a more detailed and
mathematical description of the VAE framework as well as discuss proposed
extensions [4], [5] of it to encourage disentanglement of the representations.

1.4 Research question

Evaluation of achieved disentanglement using VAEs has been done in nume-
rous empirical studies, some of which are considered in this paper [4], [5], [3].
However, a multitude of hyperparameters associated with the VAE has to be
considered and justified to deduce whether they had an impact on the degree of
disentanglement or not. In all of the empirical studies considered in this paper,
the dimensionality of the representation space has been considered a constant.
Therefore, the research question is: How does the dimensionality of the repre-
sentation space affect the degree of disentanglement?

2 Related work

The two VAE models, the β-VAE [4] and the FactorVAE [5], used in this paper
are selected due to their promising encouragement of disentanglement among
the representations. To evaluate the disentanglement attained, the authors [4],
[5] of the two models suggest their own disentanglement metric score. In this
paper we are however concerned that a metric proposed by the author of a par-
ticular model may be biased. Therefore, we are also considering a third metric,
called the DCI disentanglement score [2] as well as a large empirical study [3]
on disentanglement in this paper.

One of the models proposed to enhance the degree of disentanglement in the
representations is the β-VAE [4]. The pioneers behind the model suggest that
we should constrain the representation space even further by scaling it with a
weight coefficient β ≥ 1 in order to increase the degree of disentanglement. The
implied procedure does however affect the reconstructions negatively, and the
authors of the paper therefore argue that visual inspection of the reconstructions
themselves will not give further information about the degree of disentanglement
attained. Instead, the propose their own disentanglement metric score, which
will be referred to as the β-VAE score. To calculate the β-VAE score, we are
suggested to generate two batches of input data with one generative factor fixed
while the others vary freely. The two batches of input data are then mapped
through the encoder of the VAE to generate two batches of representations.
Postulating that we in fact had a high degree of disentanglement in the repre-
sentations, the mean of the element-wise absolute linear difference between the
two batches of representations should yield a vector with one representation
dimension equal or almost equal to 0. This vector with the corresponding index
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of the generative factor that was being fixed constitutes one training point for
a simple, linear classifier. The accuracy of the linear classifier is reported back
as the β-VAE score.

The second model used in this paper, also claiming to increase the degree of
disentanglement in the representations is the FactorVAE [5]. The authors argue
that since there is a criteria of the dimensions of the representation to be non-
correlated in order to attain ideal disentanglement, we should emphasize this
fact by introducing yet another regularization term which they refer to as Total
Correlation regularization [TC]. The authors point out several problems with the
β-VAE score, and instead propose another disentanglement metric score which
will be referred to as the FactorVAE score. The FactorVAE authors propose to
generate one batch of the input data with one generative factor fixed while the
others vary freely. The input data is mapped through the encoder of the VAE to
generate a batch of representations. The authors argue that it is possible that
representations dimensions never vary, no matter which generative factor is be-
ing fixed. To remedy this behaviour, it is suggested to calculate an empirical
standard deviation over representations generated from the entire input dataset.
If the standard deviation is very low, based on an arbitrary threshold, for a cer-
tain dimension, the authors [5] propose that this dimension should be removed.
For the remaining dimensions, we should calculate the empirical variance for the
representation dimensions scaled with the standard deviation. The index that
corresponds to the lowest value of this vector as well as the index of the fixed ge-
nerative factor constitutes one training point for a majority vote classifier. The
accuracy of the majority vote classifier is reported back as the FactorVAE score.

The achieved degree of disentanglement for the β-VAE as well as the Factor-
VAE will also be evaluated by an independent disentanglement score [2] referred
to as the Disentanglement, Completeness and Informativeness score [DCI]. The
authors propose to normalize both the input data as well as corresponding tar-
get labels to have zero mean and unit variance. The input data should then
be mapped through the encoder of the VAE in order to attain representations.
We should then train regressors, the number of regressors should correspond to
the number of generative factors for the dataset in question. These regressors
are proposed to be either Lasso regressors or random forest regressors. Each
regressor is trained to predict the value of the generative factor given the repre-
sentation. We extract the weights and employ absolute value on them to form
a matrix R, denoted as relative importances, where rows correspond to gene-
rative factors and columns to representations. We then normalize each row of
the relative importance matrix R, to form a matrix P where each column can
be understood as to how important the representations are to predict the va-
lue of the generative factors. The disentanglement score is reported back as the
difference from one and the weighted inefficiency of using that representation
dimension for predicting the value of the generative factor, measured in entropy.

Extensive empirical studies regarding disentanglement have been proposed [3],
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where discrete grid searches for numerous hyperparameters involved in disen-
tanglement were performed and a multitude of different metrics of disentangle-
ment are used. The paper [3] provides mathematical proof of the impossibility
of unsupervised disentanglement learning as well as dedicating a segment of how
well the different disentanglement metrics coincide. They also mention some of
the limitations in the study, where the constant dimensionality of the represen-
tation space is regarded as one, a matter we hope to adress in this paper.

3 Background

The dataset used throughout this paper is dSprites [11], which consists of 2D-
images that portray geometrical shapes. There are 6 independent generative
factors, color, shape, scale, rotation, X-position and Y-position, that generated
the dataset. A small subsample of the dataset is visualized in Figure 3 and a
table regarding the generative factors that constitute the dSprites dataset are
presented in Table 1. As can be seen from Table 1, the generative factor color
is in fact a constant, and we will throughout the report treat the total amount
of generative factors as 5.

Figur 3: 10 randomly selected images from the dSprites dataset [11].

Generative factors Amount & Ranges
Color 1, [White]
Shape 3, [Square, Ellipse, Heart]
Scale 6, [0.5, 1]
Rotation 40, [0, 2 π]
X-position 32, [0, 1]
Y-position 32, [0, 1]

Tabell 1: The generative factors that generated the dSprites dataset. Table ad-
apted from [11].

3.1 VAE framework

In Section 1.3, we argued that we would need a learning model where we can
change a single representation dimension and investigate how this procedure af-
fects the reconstruction. Sometimes one refers to this process as sampling, since
a changed representation may not reflect any datapoint given in our current
dataset. Thus, we have to constrain the representation space in such a way that
a sampled representation yields interpretable content once reconstructed. The
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category of learning models that emphasize this type of sampling are denoted as
Generative Models [GM]. A GM models a joint distribution over the variables
that we anticipate are of relevance for our problem. In this case we have input
data x and a corresponding representation z. We believe that there exists a
probability distribution p∗(x, z) which explains their coexistence. Both the dis-
tribution as well as the corresponding distribution parameters are unknown to
us and we want to find these, or at least approximate them with a distribution
p(x, z) such that p(x, z) ≈ p∗(x, z).

In Section 1.1, we argued that the representations should be expressible and
robust. To formulate these constraints in mathematical notation happens to
be a taxing task. The premise of representation learning is that there should
exist representations z that are able to generate every input data x [13]. The
lack of knowledge regarding what kind of representations z that are likely to
generate an arbitrary input data point x entices a marginalization. To mar-
ginalize out the representations is directly correlated with searching the entire
representation space to find likely representations. In mathematical notation the
marginalization of the representations z corresponds to:

p(x)︸︷︷︸
evidence

=

∫
z

p(x|z)︸ ︷︷ ︸
likelihood

p(z)︸︷︷︸
prior

dz. (1)

We refer to the Left Hand Side [LHS] of Equation (1) as the single-point
model evidence [7]. The sole reason for using a single-point model evidence is to
avoid notational clutter along the way and throughout this paper we will simply
refer to Equation (1) as the model evidence. To compute the model evidence
is however not as straightforward as it may look. The likelihood of the data,
p(x|z), is by definition dependent on our dataset. In Section 3 we mentioned
that we will throughout this paper consider the dSprites dataset. The dSprites
dataset is consisting of black and white 2D images where one image x consists
of values in the set {0, 1}. For this reason, it seems reasonable to believe that
the likelihood could in fact be modelled by a Bernoulli distribution such that
p(x|z) = Be(p). Our objective would then be to find the correct distributio-
nal parameter p such that we maximize the likelihood of the data. Before we
attempt to formulate a way of estimating p which maximizes the likelihood
p(x|z), we have to consider the prior p(z). In Section 1.1 we argued that the
representations z could in fact be abstract and fairly complex. This explanation
does however leave us with a multitude of potential candidates to model the
prior p(z).

We will shortly find out why a VAE remedies the problems that have just
been described and we will begin by defining one of the two models that define
the VAE, namely the decoder. The objective of the decoder is to reconstruct
the input x conditionally given the representation z. In mathematical notation,
this correspond to p(x|z) : RD → RW×H where D denotes the dimensionality
of the representation space, W the width of the image x and H the height of
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the image x. The decoder is a Neural Network [NN] and therefore has weights
and biases accompanied with it. These weights and biases are referred to as
generative model parameters [8] and denoted with the subscript θ such that we
reference the decoder as pθ(x|z). The objective is to fine-tune these parameters
θ so that pθ(x|z) ≈ p(x|z). We mentioned above that the prior p(z) is proble-
matic due to the almost infinite amount of potential candidates. It may come
as a shock to find out that the VAE framework [8] suggests to model the prior
as p(z) = N (0, I). To bring some clarification towards the assignment, we will
refer to a quote:

äny distribution in D dimensions can be generated by taking a set
of D variables that are normally distributed and mapping them
through a sufficiently complicated function.- Carl Doersch. [13]

(2)

Quote (3) is basically describing a NN, where we map variables through the
layers and apply a moderately complicated function after each layer which we
refer to as an activation function. With an assignment of the likelihood p(x|z)
as well as the prior p(z), we could reformulate Equation (1) to:

p(x) = max
θ

∫
z

pθ(x|z)p(z)dz. (3)

Unfortunately, Equation (3) is intractable. The reason for this is that when
the dimensionality D of the representation space is arbitrarily large, there are
too many possible representations to evaluate. We may however anticipate that
there is a lot of possible representations z that are not likely to have produced
an arbitrary data point x [13]. If we could attain the posterior p(z|x), we would
at least be able to estimate Ep(z|x)[pθ(x|z)]. The relevance of finding a connec-
tion between p(x) and Ep(z|x)[pθ(x|z)] is yet unknown. If we portray that this
connection does exist, it would still require us to find the posterior p(z|x). The
task of finding p(z|x) is in general impossible and instead we will attempt to
approximate it such that q(z|x) ≈ p(z|x).

We are now at the stage where we can introduce the second model accompanied
with the VAE framework, namely the encoder. The objective of the encoder is
to generate representations z which are likely given the data x. In mathematical
notation, this corresponds to q(x|z) : RW×H → RD. The encoder is a NN and
has, just as the decoder, certain weights and biases accompanied with it. These
weights and biases are typically referred to as Variational parameters [8] and
are denoted as φ. Therefore, we reference the encoder as qφ(z|x) where we wish
to fine-tune the parameters φ such that they model the trueposterior p(z|x) as
well as possible.

In the next section, we will address the two issues we are accompanied with
as of now, namely relating Ep(z|x)[pθ(x|z)] with p(x) and more deliberately
discuss how we approximate p(z|x) using qφ(z|x).

13



3.2 Kullback-Leibler Divergence

This section is intended to give the reader a more comprehensive understanding
on how we can approximate the real posterior p(x|z) with an approximated
posterior given by qφ(z|x). We will begin by defining our measure, the Kullback-
Leibler Divergence [KL]-divergence can be defined as:

DKL[f1||f0] =

∫
x

f1(x) log

(
f1(x)

f0(x)

)
dx = Ef1(x)

[
log

(
f1(x)

f0(x)

)]
. (4)

According to the authors of ”Elements of Information Theory”[14], this can
be interpreted as a measure of the inefficiency of assuming that the probability
distribution is f1 while the true probability distribution is f0. They refer to it
as a distancebetween two distributions. In this paper we will try to avoid the
notation of distanceäs it can be regarded as ambiguous in this context which
we will see later on in this section. Instead, we will refer to their second defini-
tion of it, which is to interpret it as a measure of the inefficiency of assuming
that the distribution is f1 when it in fact is f0. It is common to refer to f1 as
the alternative hypothesis and f0 as the null-hypothesis on the problem, which
distribution did in fact generate the data x.

In an attempt to shed some light on this abstract idea, we try to concretize
it by performing a small experiment using two well-known distributions. The
distributions of choice are a standard normal distribution with distribution para-
meters µ = 0 and σ = 1 and a t-distribution with distribution parameter ν = 1.
This experiment is done in a one-dimensional setting, where we will denote the
normal distribution with G = N (0, 1) and the t-distribution with H = t(1).

Corresponding PDF:s are g(x) = 1√
2π
e

−1
2 x2

and h(x) = Γ(1)√
πΓ( 1

2 )
(1 + x2)−1. A

visualization of the two distribution G and H can be seen in Figure 4.
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Figur 4: The Probability Density Functions [PDF] of G = N (0, 1) and H = t(1)
plotted where the random variable x ranges from -10 to 10.

To highlight the behaviour of the KL-divergence, we perform numerical in-
tegration using the SciPy-learn package in Python with the two PDF:s g(x) and
h(x) alternating between whose acting as alternative hypothesis and null hypot-
hesis. As with any numerical approximation we may expect a relative error, in
this experiment this has a magnitude of 10−9. By assigning G as the alternative
hypothesis and H as the null hypothesis we attain the value given by Equation
(5).

DKL[g||h] = Eg(x)

[
log

(
g(x)

h(x)

)]
≈ 0.374. (5)

If we would instead use H as the alternative hypothesis while G is the null
hypothesis the KL-divergence would instead adopt the value given by Equation
(6).

DKL[h||g] = Eh(x)

[
log

(
h(x)

g(x)

)]
=∞. (6)

Based on Equation (5) and Equation (6), the KL-divergence is in fact an
asymmetric measure and this is the reason to why we in the beginning of this
section avoided the notation of distancebetween two distributions. The KL-
divergence is only symmetric in the case where the alternative hypothesis is
assigned to the same distribution as the null hypothesis. We summarize this
statement in Equation (7).
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DKL[f1||f0] 6= DKL[f0||f1] for f1(x) 6= f0(x). (7)

The reader has perhaps already noticed that if supp(g) = {x ∈ X|g(x) 6= 0}
and supp(h) = {x ∈ X|h(x) 6= 0}, where X ∈ R, don’t consist of the same
set, the KL-divergence will diverge to ∞. However, the t-distribution and the
standard normal distribution do consist of the same support set, defined over
the entire real axis in our simple, one-dimensional problem. Yet we attained
a divergence in Equation (6), where we used the normal distribution as null-
hypothesis and the t-distribution as alternative hypothesis. We can perhaps
get a more comprehensive understanding if we were to investigate the values
attained by the PDF:s g(x) and h(x) if we were to sampleä value x and attain
its corresponding PDF value. This procedure can be seen in Equation (8).

g(x = 10) ≈ 7.7× 10−23

h(x = 10) ≈ 0.0032.
(8)

Perhaps not so surprising, the normal distribution assigns a lot of proba-
bility density around its mean while the t-distribution spreads it, at least in
comparison, more evenly over the x-axis. This in turn yields the behaviour of
the KL-divergence diverging. We have yet to present the VAE objective, but it
does in fact contain a factor of KL-divergence. In Section 1.3, Figure 2 we vi-
sualized the representation space of a VAE and claimed that the representation
space was better covered with fewer areas consisting of non-interpretable content
once reconstructed. The KL-divergence factor is what ensures this behaviour,
whereby some papers [7], refers to it as a regularization term on the VAE fram-
ework. Common regularization terms such as the L1-norm or L2-norm, referred
to as Lasso or Ridge regularization correspondingly, typically constrain model
parameters such as weights and biases in an attempt to reduce the variance of
the model. In order to be qualified as a regularization term we require it to be
either greater than or equal to 0. We present Theorem 1 to ensure that this is
the case:

Support Theorem 1 Jensen’s inequality: If f is a concave function and x is
a random variable then:

E[f(x)] ≤ f(E[x]).

Theorem 1 For two probability density functions, f0 and f1, DKL[f1||f0] ≥ 0.

−DKL[f1||f0] = −
∫
x

f1(x) log2

[
f1(x)

f0(x)

]
=

∫
x

f1(x) log2

[
f0(x)

f1(x)

]
=

Ef1(x)

[
log2

[
f0(x)

f1(x)

]]
(a)

≤ log2

[
Ef1(x)

[
f0(x)

f1(x)

]]
= log2(1) = 0

=⇒ DKL[f1||f0] ≥ 0.
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where we in (a) in the proof of Theorem 1 made use of Jensen’s inequali-
ty and the fact that the logarithmic function is concave. For a more extensive
derivation of Theorem 1 we recommend the paper ”Elements of Information
Theory”[14].

At this stage we are hoping that the reader has a more comprehensive un-
derstanding of the KL-divergence at this point and we may return to our original
problem, namely, how do we approximate the posterior p(z|x) using qφ(z|x)?
A potential strategy could be to form a KL-divergence between the two men-
tioned distributions and try to optimize the variational parameters φ so that
qφ(z|x) approaches p(z|x). Later on, we will justify an assignment of the ap-
proximated posterior qφ(z|x). As of now, we will discover that calculating the
KL-divergence between the approximated posterior and the trueposterior will
attain us a relationship between Ep(z|x)[pθ(x|z)] and p(x), a relationship that
we inquired for in Section 3.1.

DKL[qφ(z|x)||p(z|x)] = Eqφ(z|x)[log(qφ(z|x))− log(p(z|x))]

Bayes Rule
= Eqφ(z|x)

[
log(qφ(z|x))− log

(
pθ(x|z)p(z)

p(x)

)]
= log(p(x)) + Eqφ(z|x)[log(qφ(z|x))− log(pθ(x|z))− log(p(z))]

= log(p(x)) + Eqφ(z|x)[− log(pθ(x|z))] +DKL[qφ(z|x)||p(z)].

(9)

Equation (9) is typically rewritten as:

log(p(x))︸ ︷︷ ︸
1

−DKL[qφ(z|x)||p(z|x)]︸ ︷︷ ︸
2

= Eqφ(z|x)[log(pθ(x|z))]︸ ︷︷ ︸
3

−DKL[qφ(z|x)||p(z)]︸ ︷︷ ︸
4

.
(10)

As has been mentioned several times at this stage, we were looking for a rela-
tionship between Ep(z|x)[pθ(x|z)] and p(x). Instead, we attained a relationship
between Eqφ(z|x)[pθ(x|z)] and p(x). Does this affect our calculations? In fact,
the answer is both yes and no. Best case scenario for us would be that our
approximated posterior is equivalent to the true posterior. If that was the case,
Term 2 would be equal to 0 and the expected value over the approximated poste-
rior in Term 3 would be equivalent to the expected value over the true posterior.
That would mean that we have found the relationship between Ep(z|x)[pθ(x|z)]
and p(x) that we have been looking for. However, this is typically not the ca-
se. Under normal circumstances, the approximated posterior does approach the
true posterior, but never converges to it. Since the trueposterior p(z|x) is non-
attainable for us, we will have to form a lower bound of the evidence [ELBO]
which can be seen in Equation (11).

− log(p(x)) ≤ −Eqφ(z|x)[log(pθ(x|z))] +DKL[qφ(z|x)||p(z)]. (11)
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Equation (11) is in fact the negative counterpart of the ELBO, where we
have simply multiplied it with -1. This is due to convention, when optimizing
neural networks it is more common to perform Stochastic Gradient Descent
[SGD] rather than Stochastic Gradient Ascent [SGA].

Now is a good time to restate some of our findings in Section 3.1. We con-
cluded that pθ(x|z) = Be(pθ), where pθ is the outcome of the decoder, is a
reasonable assignment due to the input data x ∈ {0, 1}64,64. We also argued
that we may assign the prior as p(z) = N (0, I) due to the fact that we expect
the decoder to be able to find the right statistics of the representations once
mapped through the neural network, much based on Quote 3 in Section 3.1.
We are still missing one distribution to be able to calculate the negative ELBO
given in Equation (11), and that is the approximated posterior qφ(z|x). Typi-
cally, we assign it to qφ(z|x) = N (µφ(x),Σφ(x)). The major benefit of this
assignment is that the KL-divergence term in Equation (11) can be computed
in closed form due to both the approximated posterior qφ(z|x) and the prior
p(z) being a multivariate normal distribution.

Before we attempt to derive the KL-divergence in closed form, we remind the
reader in Equation (12) about the shape of the PDF of an arbitrary, multivariate
Gaussian F (x) = N (µ,Σ) ∈ Rn.

f(x) =
1

(2π)n/2 det(Σ)1/2
exp(−1

2
(x− µ)TΣ−1(x− µ)). (12)

In Equation (12), det is shorthand for the determinant of the matrix. In an
attempt to avoid notational clutter along the way of the upcoming derivation,
we have substituted µφ(x) with just µφ and Σφ(x) with Σφ.

DKL[qφ(z|x)||p(z)] = Eqφ(z|x)[log(qφ(z|x))− log(p(z))]

=
1

2
log

[
det(I)

det(Σφ)

]
+

1

2
Eqφ(z|x)[(x− I)T I−1(x− I)

− (x− µφ)TΣφ(x− µφ)]

=
1

2
log

[
det(I)

det(Σφ)

]
+

1

2
µTφI

−1µφ +
1

2
Tr(I−1Σφ)− 1

2
Tr(Σ−1

φ Σφ)

=
1

2

[
log

[
det(I)

det(Σφ)

]
− n+ Tr(I−1Σφ) + µTφI

−1µφ

]
.

(13)

where Tr is shorthand for computing the trace of the matrix. We can further
simplify Equation (13):
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1

2

[
log

[
det(I)

det(Σφ)

]
− n+ Tr(I−1Σφ) + µTφI

−1µφ

]
=

1

2

[
− log

[∏
n

Σφ,(n,n)

]
−
∑
n

1 +
∑
n

Σφ,(n,n) +
∑
n

µ2
φ,(n)

]

=
1

2

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,(n)

]]
.

(14)

where the subindex (n, n) denotes the diagonal elements of the matrix, and
(n) denotes the n:th element in the vector. The full derivation of the closed
form KL-divergence between two multivariate Gaussian distributions has been
adapted from [15]. We summarize our findings in Equation (13) and Equation
(14) as:

DKL[qφ(z|x)||p(z)] =
1

2

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,(n)

]]
.

(15)
At this point, we could reformulate the negative ELBO, given by Equation

(11), with our new expression for the KL-divergence.

− log(pθ(x)) ≤ −Eqφ(z|x)[log(pθ(x|z))]

+
1

2

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,n

]]
.

(16)

In fact, we could from this point state that this is the way we train our VAE,
and one does typically refer to this as the VAE-objective, with proper notation
given in Equation (17).

Lθ,φ(x) = −Eqφ(z|x)[log(pθ(x|z))]

+
1

2

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,(n)

]]
.

(17)

When we say we train our VAE with the VAE objective given by Equation
(17), we typically mean that we update the weights of the encoder and decoder,
namely φ and θ, with the gradients attained by differentiating Equation (17)
with respect to φ and θ. The differentiation proposed is given by Equation (18)
and Equation (19)

∇θLθ,φ(x) = −∇θ[Eqφ(z|x)[log(pθ(x|z))]]. (18)
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∇φLθ,φ(x) = −∇φ[Eqφ(z|x)[log(pθ(x|z))]]

+
1

2
∇φ

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,(n)

]]
.

(19)

The gradient derivations, proposed by Equation (18) and Equation (19) is
accompanied with high variance and indirectly slow learning [8]. To remedy this
behaviour, one often refer to a trick called Reparameterization trick”. This will
be discussed further in Section 3.3.

3.3 Reparameterization trick

As we mentioned briefly at the end of Section 3.2, the gradients of the VAE-
objective given by Equation (18) and Equation (19) are accompanied with high
variance. The reason is that, especially early in the training stage, we expect
that our encoder qφ(z|x) may generate representations that aren’t likely given
the input data x. We try to circumvent this behaviour by taking an expected
value of many generated representations and hope that this will stabilize the
procedure. However, in neither of the gradient calculations given by Equation
(18) and Equation (19) are we allowed to move the ∇-operator inside the expec-
ted value since both are dependent on the generation of representations, which
in turn are dependent on the weights and biases accompanied with the encoder.
We could stabilize the training, and decrease the variance in the gradients if
we could somehow transform the expected value to not be dependent on the
weights and biases of the encoder φ. There is a way typically referred to as
the reparameterization trick. The reparameterization trick is constituted of a
coordinate transformation:

z = g(ε,φ,x) = µφ(x) + Σ
1/2
φ (x)ε (20)

where ε ∼ N (0, I) = H(ε) is a noise-variable. With this in mind, we may
rewrite our VAE objective given by Equation (17) in Section 3.2, with the co-
ordinate transformation:

Lθ,φ(x) = −Eh(ε)[log(pθ(x|z))]

+
1

2

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,n

]] (21)

From this new VAE-objective, given by Equation (21), we can calculate the
gradient by moving the ∇-operator inside the expected value, and therefore
attain gradients corresponding to both the decoder and the encoder given by
Equation (22) and Equation (23).

∇θLθ,φ(x) = −Eh(ε)[∇θ[log(pθ(x|z))]] (22)
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∇φLθ,φ(x) = −Eh(ε)[∇φ[log(pθ(x|z))]]

+
1

2
∇φ

[∑
n

[
− log(Σφ,(n,n))− 1 + Σφ,(n,n) + µ2

φ,n

]] (23)

The gradients given Equation (22) and Equation (23) are typically assigned
with lower variance, which speeds up the training. The reparameterization trick
is typically taken for granted when using the VAE-framework. It is so common
to use it that the encoder of the network, qφ(z|x), does in fact generate the

distributional parameters µφ(x) and Σ
1/2
φ (x) rather than sampling directly

from N
(
µφ(x),Σ

1/2
φ (x)

)
. To sample z ∼ N

(
µφ(x),Σ

1/2
φ (x)

)
or to sample

ε ∼ N (0,1) and formulate z through Equation (20) is of course equivalent, the
only difference is that we may calculate the gradients given by Equation (22)
and Equation (23) in a more efficient manner. Therefore, we will throughout
this paper keep using the notation that we had in Section 3.2, Equation (17) for
the VAE objective.

3.4 Models

The final VAE objecive has already been presented in Section 3.2, Equation
(17). An equivalent presentation of Equation (17), which is typically easier to
manipulate and to understand:

Lθ,φ(x) = −Eqφ(z|x)[log(pθ(x|z))] +DKL[qφ(z|x)||p(z)] (24)

We will be using Equation (24) in the upcoming derivations of the propo-
sed models β-VAE [4] as well as FactorVAE [5], both claiming to encourage
disentanglement learning which we discussed more deliberately in Section 1.2.
The encouragements proposed do have a negative impact on the VAE-objective,
meaning that we can expect higher reconstruction error.

3.4.1 β-VAE

The authors of the β-VAE [4] suggest that we should regard Equation (24) as a
constrained optimization problem, where we wish to minimize the reconstruction
error under the constrain that the approximated posterior qφ(z|x) has to be
sufficiently close to the prior p(z). The constrain achieves two things. Firstly,
it controls the capacity of the representation space which was visualized in
Section 1.3, Figure 2. Secondly, by having the posterior qφ(z|x) approach the
prior p(z), we explicitly encourage the posterior to end up having independent
dimensions, i.e a diagonal covariance matrix. This is in fact a condition to have
disentanglement of the representations, since we in Section 1.2 argued that the
definition of disentanglement is that a single representation dimension should
be responsive to a single explanatory factor (generative factor) behind the data,
while remaining invariant to the rest. The authors of [4] refer to the second
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argument as to have statistical independence. We attempt to summarize their
proposal in Equation (25):min

φ,θ
−Eqφ(z|x)[log(pθ(x|z)]

s.t DKL[qφ(z|x)||p(z)] < ε.
(25)

The optimization problem given by Equation (25) can be reformulated as a
Lagrangian under the Karush-Kuhn-Tucker [KKT] conditions [4]:

Lβθ,φ(x) = −Eqφ(z|x)[log(pθ(x|z)] + β(DKL[qφ(z|x)||p(z)]− ε)
= −Eqφ(z|x)[log(pθ(x|z)] + βDKL[qφ(z|x)||p(z)]− βε.

(26)

In Section 3.2, Theorem 1, we concluded that the KL-divergence is always
non-negative and therefore we should interpret ε as positive to avoid trivial
solutions. In the same spirit, we should interpret the Lagrangian multiplier,
denoted as β in the paper proposing the β-VAE [4], to be positive. The authors
further argue that the optimal value of β to encourage disentanglement depends
on the value of ε. The value of the optimal ε does however depend on the dataset
as well as the network architecture and cannot be analytically solved. Instead,
we form a lower bound of the negative ELBO, which can be seen in Equation
(27):

Lθ,φ(x) ≤ Lβθ,φ(x) = −Eqφ(z|x)[log(pθ(x|z)] + βDKL[qφ(z|x)||p(z)]. (27)

From Equation (27) we can deduce that the equality sign holds only for β =
1, yielding us the regular VAE-objective which can be seen in Section 3.4, Equa-
tion (24). Equation (27) can be seen as a trade-off between low reconstruction-
error and a more covered representation space. The β-VAE authors suggests to
put more emphasize on attaining a more covered representation space and sta-
tistical independence among the representations. However, by assigning a too
large value of the coefficient β, the posterior qφ(z|x) will simply collapse in-
to the prior p(z) and suddenly the representations are no longer carrying any
information about the input data.

3.4.2 FactorVAE

The FactorVAE, just as the β-VAE, is a model designed to encourage disen-
tanglement. In Section 1.2, we mentioned that a change in one representation
should only affect one of the explanatory factors, and if we in practice could do
this, we have in fact solved the issue of learning disentangled representations.
As one may expect, we cannot impose this type of constrain, but the FactorVAE
authors [5] instead propose to relax this constrain into requiring the represen-
tation dimensions to be non-correlated. This is closely related to the concept of
statistical independencethat the authors of the β-VAE [4] proposed and which

22



we discussed in Section 3.4.1. The pioneers behind the FactorVAE [5] suggest
to augment the regular VAE objective with an extra term referred to as Total
Correlation [TC]. In Equation (28) we introduce their proposed objective:

Lθ,φ(x) ≤ Lfactor
θ,φ (x)

=
1

N

N∑
i=1

[
−Eqφ(z|x(i))[log(p(x(i)|z))] +DKL[qφ(z|x(i))||p(z)]

]
︸ ︷︷ ︸

1

+ γDKL[qφ(z)||q̄φ(z)]︸ ︷︷ ︸
2

.

(28)

Term 1 in Equation (28) is in fact the regular VAE objective although it
differs notationwise in comparison to what we used in Section 3.4. The nota-
tion in Equation (28) corresponds to the expected value over the entire dataset,
where N denotes the size of the dataset rather than the single-point estimation
we have presented in earlier chapters. We will shortly return to why we deci-
ded to switch notation for the objective function, for now we will instead note
that Term 2 is the proposed augmentation to the regular VAE objective, the
TC-term. The objective of the TC-term is to encourage statistical independence
among the representation dimensions.

To encourage the FactorVAE to attain such a factorial distribution, they pro-
pose to generate a distribution q̄φ(z) :=

∏D−1
d=0 q(zd), and use a KL-divergence

measure between the real posterior qφ(z), defined as qφ(z) =
∑N
i=1 qφ(z|x(i)),

and the factorial distribution q̄φ(z). Unfortunately, the formation of these two
distributions is an intractable procedure. The authors behind the FactorVAE
paper [5] propose an alternative way of calculating the KL-divergence given by
Term 2 in Equation (28). The proposal suggests to begin with generating a
batch of representations by mapping input data through the encoder, typically
referred to as sampling from the posterior qφ(z|x). Notice that we still refer to
the posterior as qφ(z|x) and not qφ(z). This is because since we are no longer
using the entire dataset, denoted by N in Equation (28), to do the sampling.
Rather, we are using a batch size b, whereby the dependency of the input data
x is still relevant as far as notation goes. We will throughout this Section keep
using the notation of qφ(z|x) for the posterior. In mathematical notation, the
generation of a batch of representation would correspond to:

{z(i) ∼ qφ(z|x(i))}bi=1. (29)

If we were to randomly permute {z(i)}bi=1 along each representation dimen-
sion j = 1, . . . , D, we could then claim that we have in fact sampled from
q̄φ(z|x). This would be equivalent to Equation (30):

{z(i),perm ∼ q̄φ(z|x(i))}bi=1. (30)
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The approach from this point is to attain a point-sample estimate of the

logarithmic likelihood ratio between qφ(z|x) and q̄φ(z|x), i.e log
(
qφ(z|x)
q̄φ(z|x)

)
in

order to approximate the KL-divergence. The authors of [5] propose to use a
discriminator D, which should classify whether it believes a representation z is
sampled from qφ(z|x) or q̄φ(z|x). D(z) is in turn a point-sample of qφ(z|x)
while the complementary set (1−D(z)) denotes a point sample of q̄φ(z|x). At
this stage we are ready to formulate the TC-term given by Term 2 in Equation
(28):

DKL[qφ(z)||q̄φ(z)] ≈ Eqφ(z)

[
log

(
D(z)

1−D(z)

)]
. (31)

The approximation given by Equation (31) does however come with a price:
the Right Hand Side [RHS] of Equation (31) can be negative and is therefore
not satisfying Theorem 1 in Section 3.2. The authors of [5] propose to use a
neural network for the discriminator D(z). As with any neural network, there
are weights and biases accompanied with the discriminator D(z), we will denote
them with the subscript ψ such that D(z) = Dψ(z). Without providing any
proof of the matter, the authors of this paper can conclude that it exists weights

and biases ψ such that log
(

D(z)
1−D(z)

)
< 0. This is in general only problematic

at an early stage of the training for the discriminator Dψ(z).

A low TC-term is in general a desiderata, but there are exceptions. We can see
from Term 2 in Equation (28) that the weight coefficient γ is controlling how
much emphasize we should put on this condition. If for example qφ(z|x) = p(z),
i.e posterior collapsed into the prior, then qφ(z|x) = qφ(z) = q̄φ(z) whereby we
have no conditional dependency on the input data. Notice that qφ(z) and q̄φ(z)
in this context indicates that the representations are not carrying information
about the input data, and not that we have marginalized away the dependency
of x proposed in Equation (28). For this reason, achieving TC=0 does not mean
that the model is flawless [5].

The FactorVAE and its corresponding discriminator Dψ(z) are proposed to
be trained jointly [5]. Below we state their corresponding objective functions
used for training:

Lfactor
θ,φ (x) =

1

b

b∑
i=1

−Eqφ(z|x(i))[log(pθ(x(i)|z)] +DKL[qφ(z|x(i))||p(z)]

+ γ log

(
Dψ(z(i))

1−Dψ(z(i))

) (32)

Ldisc
ψ (z) =

1

2b

[
b∑
i=1

log(Dψ(z(i))) +

b∑
i=1

log(1−Dψ(z(i),perm))

]
. (33)
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3.5 Disentanglement metrics

Before we attempt to summarize and describe the disentanglement metrics pro-
posed by several different papers [4], [5], [2], we define disentangled representa-
tions the way most of the papers considered interpret it. This can be seen in
Definition 3.1.

Definition 3.1 A disentangled representation corresponds to a representation
where a single representation dimensions is responsive to a single explanatory
factor/generative factor behind the data, while remaining invariant to the rest.

The dataset considered in this paper was the dSprites, a more thorough
explanation on how it has been generated can be seen in Section 3. Each input
data x has a corresponding target label, which we will refer to as y. The target
label y consists of the generative factor values that were needed to generate the
input data x. We will see in the upcoming sections that those play a major part
in order to formulate a disentanglement metric.

3.5.1 β-VAE score

In Section 3.4.1 we investigated a proposed extension of the regular VAE in
order to encourage disentanglement, namely the β-VAE. Their suggestion was
to add a weight-coefficient β to put even more emphasis on the KL-divergence.
We will begin by summarizing their proposed disentanglement metric:

1. Generate two batches of input data, {x(i)
1 }bi=1 and {x(i)

2 }bi=1, with the k:th

generative factors fixed so that y
(i)
1,k = y

(i)
2,k, i = 1, . . . , b while the rest of

them are varying freely.

2. Draw samples from the posterior qφ(z|x) in order to generate representa-
tions, i.e map the generated input data through the encoder of the VAE

to generate two batches of representations, {z(i)
1 }bi=1 and {z(i)

2 }bi=1.

3. Calculate the element-wise, absolute linear difference between each repre-

sentation {z(i)
diff}bi=1 = {|z(i)

1 − z
(i)
2 |}bi=1.

4. Calculate the average over an entire batch b, z̄diff = 1
b

∑b
i=1 z

(i)
diff.

5. The target label to z̄diff should be a one-hot encoded vector yoh where the
firing index should correspond to the generative factor index k that was
fixed in Step 1 such that yoh,k = 1, e.g yoh = [0, 0, 1, 0, 0, 0] if k = 2.

6. Steps 1-5 generate one training point for a simple linear classifier to predict
which index k that was fixed based on z̄diff. The accuracy of this predictor
is then reported back as the β-VAE score.

The reasoning behind the procedure just described is that the
weight-coefficient β, proposed to encourage disentanglement, will increase the
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reconstruction error. Due to this, it is not suitable to investigate the recon-
structions to deduct the degree of disentanglement. Referring to Definition 3.1
in Section 3.5, if we did have a high degree of disentanglement, we would ex-
pect one of the representation dimensions to directly correspond to a generative
factor. By generating batches of input data where the same index k of the target
label y is fixed, we expect that there exists one representation dimension d which
varies little or nothing. If this is the case, it shouldn’t be hard for a predictor to
classify which generative factor that was being fixed given the representation.
The absolute linear difference and the application of the mean of a batch adds
robustness to the predictor.

3.5.2 FactorVAE score

In Section 3.4.2, we introduced the model FactorVAE. Shortly summarized, the
model proposes to add an extra regularisation term called Total-Correlation
[TC]. The TC term was proposed in order to ensure that the encoder generates
representations with independent dimensions. The TC term is also suggested to
be weighted with a weight-coefficient referred to as γ. The authors behind the
FactorVAE [5] also propose a disentanglement metric score which we will refer
to as the FactorVAE score. Below we summarize their proposal:

1. Generate one batch of input data {x(i)}bi=1, with one of the generative

factors fixed so that y
(i)
k = p, i = 1, . . . , b, where p is an arbitrary value

that the fixed generative factor k can assume.

2. Draw samples from the posterior qφ(z|x) in order to generate representa-
tions, i.e map the generated input data through the encoder of the VAE
to generate a batch of representations {z(i)}bi=1.

3. The batch of representations {z(i)}bi=1 should then be scaled with the stan-
dard deviation of the entire dataset or a large enough random subset of it.

This is equivalent to {z(i)
s }bi=1 =

{z(i)}bi=1

s where s =
√

1
N

∑N
n=1(z(n) − z̄)2

and z̄ indicates the mean of the representations {z(n)}Nn=1.

4. Calculate the variance of the scaled representations

Var[{zs}bi=1] = 1
b

∑b
i=1(z

(i)
s − z̄s)2 where z̄s indicates the mean of the

scaled representations {z(i)
s }bi=1.

5. The index d which corresponds to the lowest, scaled variance as well as
the index of the fixed generative factor k yields one training point for the
majority vote classifier C proposed by the authors [5].

6. Repeating step 1-5 M times yields a batch of training points
{d(m), k(m)}Mm=1. A voting scheme is then proposed such that

Vd,k =
∑M
m=1 1[d(m) = d, k(m) = k] where 1 refers to the indicator func-

tion. The indicator function returns a value of 1 if the statement is correct,
otherwise a value of 0.
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7. The majority vote classifier is now formulated as C(d) = argmaxk Vd,k
(hard voting). The accuracy of the majority vote classifier is then reported
back as the FactorVAE score.

The authors behind the FactorVAE score [5] and the authors behind the
β-VAE score [4] argue in a similar way, their proposed extensions of the regular
VAE-framework in order to encourage disentanglement will increase the recon-
struction error and therefore we have to disregard the reconstructions themsel-
ves to evaluate the disentanglement degree achieved. The authors behind the
FactorVAE score argue that if the standard deviation of a certain representation
dimension is low over the entire dataset, that dimension is most likely dead”.
Dead”in this context means that no matter which generative factor that was
fixed or what value it assumed, the dimension never varies. It is suggested to
prune out all the dimensions that are dead, based on an arbitrary threshold δ.
Secondly, in comparison the β-VAE score, we feed the predictor only an index
d with the lowest scaled variance attained. This is to reduce the possibility of
the predictor using multiple dimensions of the input to predict the output. We
stated in Section 3.5, Definition 3.1, that the representations should be invari-
ant to all the generative factors except one in order to be disentangled. If the
classifier then needs multiple dimensions in order to classify correctly, we are
in the dangerzone if attaining a high disentanglement score while the reality
portrays something else.

3.5.3 DCI score

The DCI score [2] is proposed independently from the two VAE models consi-
dered in this paper, the β-VAE and the FactorVAE. It suggests that we should
measure three quantities, Disentanglement, Completeness and Informativeness
[DCI]. Disentanglement is understood to be how well a representation dimension
disentangles a generative factor, Completeness as to which degree each genera-
tive factor is captured by a single representation dimension and Informativeness
is the amount of information a representation dimension seize about a genera-
tive factor. The DCI score can therefore be seen as a scoring of the individual
representation dimensions rather than a cumulative score of the entire repre-
sentation. This paper is intended to investigate how the dimensionality of the
representation space D reflects disentanglement and therefore we will restrict
ourselves to only the disentanglement score proposed. For the interested rea-
der, we recommend the paper Ä Framework For The Quantative Evaluation of
Disentangled Representations”[2].

1. Generate one batch of input data {x(i)}bi=1 with corresponding targets
labels {y(i)}bi=1.

2. Draw samples from the posterior qφ(z|x) in order to generate representa-
tions, i.e, map the generated input data through the encoder of the VAE
to generate a batch of representations {z(i)}bi=1.
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3. Normalize the representations {z(i)}bi=1 as well as the target labels {y(i)}bi=1

to have zero mean and unit variance.

4. Train K regressors, where K reflects the amount of generative factors the
input data is generated from. Each regressor fk, k = 1, . . . ,K, is trained

to perform regression to predict the value of y
(i)
k given z(i), i = 1, . . . , b.

5. Extract the absolute value of the weight values accompanied with each
regressor fk. Use these to form a matrixRD,K where D corresponds to the
representation dimensionality, and K to the amount of generative factors.
The matrix RD,K is referred to as the relative importances matrix.

6. Normalize each row of the relative importances matrix RD,K using the
L1-norm. This normalized matrix PD,K is said to be constituted of pro-
babilities.

7. Calculate the entropy of each row according to
HD = −

∑K−1
k=0 Pd,k logK(Pd,k).

8. The disentanglement score is now reported back as MD = ρD(1 −HD)

where ρd =
∑

k Rd,k∑
d,k Rd,k

where d = 0, . . . , D − 1. The authors of [2] refers

to ρd as the relative code variable importance”, with the notation used
in this paper it would be more accurate to interpret this as the relative
latent dimension importance”. The relative latent dimension importance
ρd is used in order to account for irrelevant or deadlatent dimensions [2].

The DCI score is influenced by information theory, where we use entropy as a
measure of uncertainty. If all the representation dimensions contributed equally
to the prediction of the generative factor label y, we would have HD = 1
and the disentanglement scores would be MD = 0. Equivalently, if only one
representation dimension contributed to the prediction of y, HD = 0 and the
disentanglement score would be MD = 1. The authors suggest to also report
back the mean of the disentanglement score, this would correspond to M =
1
D

∑D−1
d=0 Md.

3.5.4 Latent traversal in theory

The disentanglement metrics proposed in Sections 3.5.1-3.5.3 offer an automatic
way of measuring the disentanglement degree achieved. They are however also
accompanied with limitations such as being restricted to a supervised environ-
ment as well as dissident disentanglement scores. In Section 1.3 we mentioned
that a final resort to investigate the disentanglement degree is to employ visual
inspection heuristics. This method is called latent-traversal”, where the word
latent refers to the representation space of the VAE. We begin by summarizing
the procedure of latent-traversal.

1. Generate a random image x.
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2. Map the image x through the encoder of the VAE in order to generate a
representation z.

3. Select the dimension of z that should be investigated, for example zd, d =
0, . . . , D − 1, and vary the value. The variation of a single dimension zd
generates a new, changed representation z̃.

4. When the value of zd is varied, map the changed representation z̃ through
the decoder of the VAE to generate a reconstruction x̃.

5. Plot the reconstruction x̃ and analyze the effects of changing that par-
ticular representation dimension zd.

4 Method

To deduce the impact of the representation space dimensionality D on the degree
of disentanglement achieved, this paper suggests to use a fixed VAE-architecture
where all the hyperparameters are fixed except D. It is likely that a grid-search
for optimal parameters accompanied with the VAE would further increase the
degree of disentanglement achieved. However, it would also create confusion re-
garding which hyperparameter had the most impact on the disentanglement.
Instead, we motivate the choices of what in this paper is considered important
hyperparameters accompanied with the models by an argumentation based on
the papers considered when doing this study [4], [5], [2], [3]. This is done to
evaluate the impact of the dimensionality D in a vacuum, where no other hy-
perparameters affect the attained results. Extensive empirical studies [3] have
already been published where over 12000 models have been trained and evalu-
ated with 6 different disentanglement metrics. Parameters that they consider
important have been optimized through grid-searches and correlations between
disentanglement metrics have been outlined. However, treating the dimensio-
nality of the representation as a constant is considered by the authors [3] as a
potential limitation of the study. In this paper, we will vary D = {4, 6, 8, 10, 15}.
The dimensionality assignment is arbitrary except for the fact that we wish to
investigate the degree of disentanglement achieved when the dimensionality of
the representation space is lower than the amount of generative factors, which
in the case of the dSprites dataset equals K = 5, as well as when it is higher.

The two models that have been used throughout this paper are the β-VAE
as well as the FactorVAE, chosen due to their claimed encouragement of disen-
tanglement. The reason for using more than one model was to be able to extend
the argumentation around the research question, further described in Section
1.4, beyond one model. Of course, one would want even more than two models to
further deduce how impactful the dimensionality of the representation space is
with respect to the degree of disentanglement attained. The authors behind the
β-VAE and the FactorVAE [4], [5] propose their own disentanglement metrics,
namely the β-VAE score and the FactorVAE score, further discussed in Section
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3.5.1-3.5.2. The authors of this paper envisioned that a disentanglement metric
score proposed in relation to a model could and should be questioned. Therefore,
a third and independent disentanglement metric score, the DCI score, further
discussed in Section 3.5.3, was brought in to add further clarification regarding
the degree of disentanglement attained among the representations.

4.1 Implementation of disentanglement scores

The pioneers behind the β-VAE score [4] propose to use a simple, linear classifier
trained with Stochastic Gradient Descent [SGD]. Other papers [5], [3] considers
using SGD as training method a potential flaw due to its noisy learning and the
capability of constantly becoming better if we were to assign more iterations.
The paper [3] uses a logistic regressor from the SciKit-learn package in Python
with default parameter setting, which is an approach that we will utilize in this
paper as well.

The FactorVAE score does not require any outside model or algorithm, and
therefore there is no hyperparameter tuning involved at all for this disentangle-
ment metric.

The authors behind the DCI score suggest to use either Lasso regressors or
random forest regressors [2]. The paper [3] argues that using regressors for a
classification problem, which the dSprites dataset can be interpreted as, is un-
suitable. Instead, they propose to use a Gradient-Boosted Classification Tree
[GBCT] implemented from the SciKit-learn package in Python with default
parameters. As the performance seem to increase depending on how many esti-
mators n one uses for the GBCT, we decided to put this variable to a constant
n = 10 in accordance with [2].

4.2 Motivation of hyperparameters

4.2.1 Weight coefficient β

For the β-VAE, we have one especially important hyperparameter to assign, the
weight coefficient β given in Equation (27). The pioneers of the β-VAE [4] claim
that when using D = 10, assigning β = 4 yielded the highest disentanglement
degree based on their own disentanglement metric, the β-VAE score. The aut-
hors behind the DCI-score [2] assign β = 6 for the same dimensionality D with
the lack of clear motivation for this choice of weight coefficient β. In Section
3.4.1, we argued that the weight coefficient β controls the capacity of the repre-
sentation space. We would expect that the higher we assign the representation
space dimensionality D, the more we have to constrain the representation ca-
pacity. However, for our investigation of how the dimensionality of D affects
the disentanglement degree attained, we will fix β = 4 since our considered set
D = {4, 6, 8, 10, 15} is concentrated around D = 10.
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4.2.2 Weight coefficient γ

In the FactorVAE-framework, we have one in particular important hyperpara-
meter to assign, the weight coefficient γ. The pioneers behind the FactorVAE
[5], assign D = 10 and with this assignment they claim that their best degree of
disentanglement was attained when γ = 40. Based on this, we will use γ = 40
throughout this paper.

4.2.3 Hypothesis

We anticipate that the regularization weight γ in the FactorVAE framework
is chosen in a more aggressive manner than the corresponding regularization
weight β in the β-VAE framework. The assignment of these two parameters are
based around the discussion in Section 4.2.1-4.2.2 and have not been optimized
during this work. We believe that this will constrain the representation space
to a higher extent in the FactorVAE framework in comparison to the β-VAE
framework. Therefore, we believe that the reconstructions of the β-VAE model
will be more similar to the original input in comparison to the FactorVAE mo-
del. Furthermore, many of the studies [4], [5] that were considered during the
writing of this paper argued that it does not necessarily exist any correlation
between high reconstructional accuracy and a high degree of disentanglement
among the representations. This can easily be understood since both the aut-
hors behind the β-VAE as well as the authors behind the FactorVAE suggest
further regularization on the objective function to encourage disentanglement.
Out of this reason, we expect the reconstructions of the models to be a poor
indicator whether we attained a high degree of disentanglement or not.

The regularization weights β and γ have been optimized for representation di-
mensionality D = 10 in their corresponding paper [4], [5] whereby we expect
that this will be the dimensionality that attains the highest disentanglement
score overall. The three disentanglement scores that were used in this paper is
the β-VAE score, the FactorVAE score and the DCI-score, further explained in
Section 3.5.1-3.5.3. One of them, namely the β-VAE score, does take an entire
vector z̄diff in order to classify which generative factor k that was being varied.
We believe that the classification task is simplified as the representation dimen-
sionality D increases for the β-VAE score in particular. Thus, we expect that
the β-VAE score will overestimate the degree of disentanglement we have attai-
ned among the representations. It is however more unsure whether decreased or
increased representation dimensionality D in fact yield a lower or higher disen-
tanglement degree, something that we hope we can straighten out by visualizing
the latent traversals.

5 Experiments

During this section, we will begin by stating the architectural specifications of
the VAE as well as how the disentanglement scores were implemented. We will

31



then proceed by visualizing loss function curves for the β-VAE as well as the
FactorVAE while the representation dimensionality D is being altered. Lastly,
we will produce the visualizations of the reconstructions, the latent traversals,
the disentanglement scores and the Hinton diagrams.

5.1 Experimental design

The VAE-architecture, common to both the β-VAE as well as the FactorVAE,
is given by Table 2. Hyperparameters involved in the training of the two models
are given by Table 3. The specifications of the discriminator, involved in the
FactorVAE framework, can be seen in Table 4.

Encoder Decoder
Input ∈ R1,64,64 Input ∈ RD
4 x 4 conv, 32 ReLU, stride 2 FC 128, ReLU
4 x 4 conv, 32 ReLU, stride 2 FC 1024, ReLU
4 x 4 conv, 64 ReLU, stride 2 4 x 4 upconv, 64 ReLU, stride 2
4 x 4 conv, 64 ReLU, stride 2 4 x 4 upconv, 32 ReLU, stride 2
FC 128, ReLU 4 x 4 upconv, 32 ReLU, stride 2
FC D 4 x 4 upconv, 1 Sigmoid, stride 2
FC D

Tabell 2: VAE architecture, Batch Normalization [BN] applied at all layers ex-
cept the output layer. FC denotes a Fully Connected layer, conv denotes a
Convolutional layer and upconv denotes a Transposed, Convolutional layer.

Parameter Values
Batch size 64
Latent space dimension D {4,6,8,10,15}
Optimizer Adam
Adam: beta1 0.9
Adam: beta2 0.999
Adam: epsilon 1e-8
Adam: learning rate 0.0001
β-VAE: β 4
FactorVAE: γ 40
Iterations ∼ 403200

Tabell 3: Parameters for the β-VAE as well as the FactorVAE.
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Discriminator FactorVAE
FC, 1000 leaky ReLU
FC, 1000 leaky ReLU
FC, 1000 leaky ReLU
FC, 1000 leaky ReLU
FC, 1000 leaky ReLU
FC, 1000 leaky ReLU
FC, 2

Parameter Values
Optimizer Adam
Adam: beta1 0.5
Adam: beta2 0.9
Adam: epsilon 1e-8
Adam: learning rate 0.0001
Batch size 64

Tabell 4: The architecture of the discriminator accompanied with the Factor-
VAE to the left, the optimizer specifications for this discriminator to the right.
The leaky ReLU parameter α was chosen to a value of 0.3.

For all the VAE models trained, we used the entire dSprites dataset [11]
consisting of 737280 images. We used 70 % of the entire dataset for training,
and the remaining 30 % as a test set. To measure the disentanglement scores,
we used 15000 points where 70 % of these formed the training set and the re-
maining 30 % acted as a test set. The β-VAE score as well as the FactorVAE
score has a batch size b accompanied with them as we mentioned in Section
3.5.1 and Section 3.5.2. We assigned this batch size to b = 64.

All of the models evaluated in this paper have been replicated three times with
different random seeds assigned to 0, 1000 and 2000. The plots in the upcoming
section have been visualized for seed 0, mostly since any changes in for example
reconstructions, latent traversals, loss function curves are barely visible. The
seeds have been applied for reproducibility and to establish a variance measure
when calculating the three scores β-VAE score, FactorVAE score as well as the
DCI-score. The possibility of high variance accompanied with the disentangle-
ment scores were suggested by the authors of [3]. Plots that have been considered
essential to draw a conclusion whether the representation space dimensionality
D in fact affects the degree of disentanglement attained in the representations
have been visualized in this section. In many cases, we will only visualize the
edge points D = 4 and D = 15, further visualizations can be found in Appendix
A.
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5.2 Loss function curves

In this section we visualize the loss function curves for the β-VAE as well as
the FactorVAE with representation dimensionality D = {4, 6, 8, 10, 15}. For the
β-VAE, loss function curves are equivalent to how the Reconstruction error,
Kullback-Leibler divergence and the Total loss developed with the number of
training epochs, this can be seen in Figure 5. The same curves with the addition
of how the Total correlation developed with the number of training epochs are
visualized for the FactorVAE, given by Figure 6.

Figur 5: Reconstruction error, Kullback-Leibler divergence and Total loss visu-
alized against the amount of training epochs for all the β-VAEs on the training
set. The solid lines are the average of the three random seeds and the area with
higher transparency is indicating the standard deviation of the three random
seeds.

34



Figur 6: Reconstruction error, Kullback-Leibler divergence, Total correlation re-
gularization and the Total loss visualized against the amount of training epochs
for all the FactorVAEs on the training set. The solid lines are the average of
the three random seeds and the area with higher transparency is indicating the
standard deviation of the three random seeds.

5.3 Reconstructions

We argued in Section 3.4 that the suggested extensions in the form of adding
further regularization on the regular VAE-objective, given by Equation (24),
would result in higher reconstruction error. This is the case for both the β-
VAE objective, given by Equation (27) in Section 3.4.1, and the FactorVAE
objective, given by Equation (28) in Section 3.4.2. Thus, we aren’t concerned
if the reconstructions, denoted as x̂, happen to be somewhat dissimilar to the
original input x. The only requirement that we put on them is that we should
be able to tell what the original input x ought to look like if we were only
shown the reconstruction x̂. The reason for this requirement is that we would
like to be able to analyze the upcoming latent traversals. In this section we will
visualize the reconstructions for the β-VAE, given by Figure 7 and Figure 9,
and the FactorVAE, given by Figure 8 and Figure 10, for the representation
dimensionality D = {4, 15}. If one is interested in the reconstructions for the
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remaining representation dimensionalities, we refer the reader to the Appendix
A.1.

Figur 7: Ground truth x and reconstruction x̂ for the β-VAE with representation
dimensionality D = 4, β = 4 and with random seed=0.

Figur 8: Ground truth x and reconstruction x̂ for the FactorVAE with repre-
sentation dimensionality D = 4, γ = 40 and with random seed=0.

Figur 9: Ground truth x and reconstruction x̂ for the β-VAE with representation
dimensionality D = 15, β = 4 and with random seed=0.
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Figur 10: Ground truth x and reconstruction x̂ for the FactorVAE with repre-
sentation dimensionality D = 15, γ = 40 and with seed=0.

5.4 Latent traversals

The procedure of latent traversal is more deliberately explained in Section 3.5.4,
but can shortly be described as mapping an arbitrary input x into the encoder,
i.e sampling a representation z from the posterior qφ(z|x), change one the re-
presentation dimensions and analyze how this affects the reconstructions. Each
row corresponds to one representation dimension, here denoted as z0, . . . , zD−1,
where the middle column corresponds to the reconstruction of the originally
sampled representation z. The middle value of each row is in this context deno-
ted as µzj , where j = 0, . . . , D−1 and the latent traversal for each representation
dimension consists of moving from µzj −1 to µzj +1 in 9 equivariant steps. This
procedure has been repeated for both the β-VAE, given by Figure 11 and Figure
13, as well as the FactorVAE, given by Figure 12 and Figure 14, for the repre-
sentation dimensionalities D = {4, 15}. The latent traversals for the remaining
representation dimensionalities can be found in the Appendix, Section A.2.

Figur 11: Latent traversal for the β-VAE with representation dimensionality
D = 4, β = 4 and with seed=0.
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Figur 12: Latent traversal for the FactorVAE with representation dimensionality
D = 4, γ = 40 and with seed=0.

Figur 13: Latent traversal for the β-VAE with representation dimensionality
D = 15, β = 4 and with seed=0.
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Figur 14: Latent traversal for the FactorVAE with representation dimensionality
D = 15, γ = 40 and with seed=0.
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5.5 Disentanglement scores

The disentanglement scores consist of the β-VAE score, the FactorVAE score
as well as the DCI score and have been more deliberately discussed in Sections
3.5.1 - 3.5.3. These three scores have been visualized for the β-VAE, given by
Figure 15, as well as the FactorVAE, given by Figure 16.

Figur 15: The disentanglement scores for the β-VAE averaged over the three
different seeds 0, 1000 and 2000. All the disentanglement scores have been eva-
luated on the test set.

Figur 16: The disentanglement scores for the FactorVAE averaged over the th-
ree different seeds 0, 1000 and 2000. All the disentanglement scores have been
evaluated on the test set.

5.6 Hinton diagrams

In Section 3.5.3 we discussed the DCI score and that weights were extracted
from the regressors in order to formulate it. The authors of [2] suggests to
visualize the weights as squares, where the size of the square determines its
magnitude and therefore also its importance. This technique is referred to as
Hinton diagrams and has been employed during this section, where weights
from the Gradient Boosted Classifier Tree [GBCT], proposed by [3], have been
visualized. The GBCT uses the representations z in order to classify the value of
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the generative factor k and of this reason, we can see that there is a correlation
between the weight values and the importance of the individual dimensions
of the representation z. Thus, the X-axis of the Hinton diagrams has been
enumerated with d = 0, . . . , D−1 where the values correspond to the weights of
the GBCT. The Y-axis in turn has been enumerated with k = 0, . . . ,K−1 where
K denotes the number of generative factors and where 0 = shape, 1 = scale,
2 = rotation, 3 = X-position and 4 = Y-position. More information about the
generative factors behind the dSprites dataset can be found in Section 3. In
this section we visualize the Hinton diagrams for the β-VAE, given by Figure
17 and Figure 19 and the FactorVAE, given by Figure 18 and Figure 20, for
representation dimensionality D = {4, 15}. If one is interested in the Hinton
diagrams for D = {6, 8, 10} for the β-VAE and the FactorVAE, we refer the
reader to the Appendix, Section A.3.

Figur 17: The Hinton diagram for the β-VAE with representation dimensionality
D = 4 and β = 4.
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Figur 18: The Hinton diagram for the FactorVAE with representation dimen-
sionality D = 4 and γ = 40.

Figur 19: The Hinton diagram for the β-VAE with representation dimensionality
D = 15 and β = 4.
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Figur 20: The Hinton diagram for the FactorVAE with representation dimen-
sionality D = 15 and γ = 40.

6 Results and conclusion

The motivation for this paper was to evaluate how the dimensionality of the re-
presentation space affects the degree of disentanglement achieved. Throughout
this paper, we have tried to simplify this setting as much as possible. With the
generated and thus annotated dataset dSprites, the analysis of achieved disen-
tanglement among the representations should be a straightforward matter. At
this point, we are close to summarize this paper up, unfortunately with the un-
satisfying conclusion that we in fact don’t know whether the dimensionality of
the representation space actually affects the degree of disentanglement achieved.

The loss function curves for the β-VAE, given by Figure 5 in Section 5.2, indica-
tes that the regularization weight β = 4, applied to the Kullback-Leiber diver-
gence, may be too high for at least the representation dimensionality D = 4 as
the reconstruction error is still fairly high after 50 training epochs and the trai-
ning seem to be a lot more unstable in comparison to the other dimensionalities
D = {6, 8, 10, 15}, which the transparent area in the graphs for the reconstruc-
tion error and the total loss highlights. The same curves for the FactorVAE, gi-
ven by Figure 6 in Section 5.2, highlight a similar behaviour where the Kullback-
Leibler divergence seems to be high for especially representation dimensionality
D = 10 and D = 15. As we could see in Section 3.4.2, Equation (28), the
regularization weight γ isn’t immediately applied to the Kullback-Leibler diver-
gence between the posterior qφ(z|x) and the prior p(z), whereby it may seem
odd that the Kullback-Leibler divergence for the FactorVAE seems to be even
more volatile than its counterpart in the β-VAE framework. Even though they
may not be immediately related, we realize that the Total correlation regula-
rization and the regular Kullback-Leibler divergence are clearly correlated, a
matter that we mentioned in Section 3.4.2 when the posterior qφ(z|x) collapsed
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into the prior p(z) even when the Total correlation term was 0. The authors of
the FactorVAE [5] mention this behaviour and argues that for arbitrarily high
representation dimensionalities, one may need to weaken the discriminator by
inducing random noise to the representations. The authors of this paper would,
in hindsight, increase the batch size b mentioned in Equation (29) in Section
3.4.2, to be able to acquire more dissimilar permutations of the representations
and thereby complicate the classification for the discriminator.

The reconstructions for the β-VAE as well as the FactorVAE for representa-
tion dimensionality D = 4, given by Figures 7 and 8 in Section 5.3, show that
the reconstruction error is in fact fairly low due to the high similarity between
original input data x and its corresponding reconstruction x̂. The main is-
sue seems to be the generative factor shape. We can for example see that the
two models struggle to get the heart shape right. We can also note, perhaps
unsurprising, that the reconstructions get more detailed for representation di-
mensionality D = 15, given by Figure 9 for the β-VAE and Figure 10 for the
FactorVAE. When comparing the mentioned figures with each other, we can see
that the β-VAE has a lower reconstruction error and is close to attain perfect
reconstructions while the FactorVAE still is struggling with some of the shapes.
This could mean that we have either chosen a too low regularization weight β
for the β-VAE, or a too high regularization weight γ for the FactorVAE. We
have throughout this paper, for example in Section 3.4, mentioned that low re-
construction error doesn’t necessarily result in a high disentanglement degree
among the representations and it is therefore hard to draw any further conclu-
sion about the reconstructions themselves.

The latent traversals should however yield more information about the disen-
tanglement degree attained and we can see for the β-VAE with representation
dimensionality D = 4, given by Figure 11 in Section 5.4, that the disentangle-
ment is looking fairly promising. It does for example seem like z0 is correspon-
ding to a combination between the generative factors rotation and Y-position, z1

is corresponding to scale, rotation and Y-position, z2 is almost only correspon-
ding to scale and z3 seems to be picking up on mostly shape. The corresponding
latent traversal for the FactorVAE with representation dimensionality D = 4 is
given by Figure 12 in Section 5.4. This latent traversal is also considered as a
success by the authors of this paper, since we can extinguish that z0 is picking
up on the generative factors shape and Y-position, z1 is almost only reflecting
the rotation, z2 is perhaps the closest we have come so far to a perfectly disen-
tangled representation dimension since it is looking like it is only picking up on
scale and z3 is a combination of shape, rotation and Y-position.

The question that this paper was designed to address was however, to what
extent do the representation dimensionality D affect the disentanglement de-
gree attained in the representations. Further analysis of the latent traversals for
the β-VAE as well as the FactorVAE for representation dimensionality D = 15,
given by Figure 13 and Figure 14 in Section 5.4 does however not provide as
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much information as we were hoping for. From a disentaglement perspective, it
does look lackluster to say the least. For the β-VAE, given by Figure 13, one
could maybe make an argument that z0 seems to be capturing the generative
factor scale. The rest of the representation dimensions zj , j = 1, . . . , D − 1,
looks similar to each other with minor changes, suggesting that the regulariza-
tion weight β should most likely have been assigned higher than β = 4 for the
dimensionality D = 15. For the FactorVAE with representation dimensionality
D = 15, it seems like a lot of the dimensions appears to be unchanged. We hy-
pothesize that this suggest that in the FactorVAE framework, we should instead
have chosen a lower regularization coefficient γ rather than γ = 40.

The latent traversals looked somewhat disappointing for representation dimen-
sionality D = 15, but did the β-VAE score, FactorVAE score and the DCI score,
more deliberately discussed in Section 3.5.1-3.5.3, agree? We are tempted to say
no, much based on Figure 15 for the β-VAE as well as Figure 16 in Section
5.5. In fact, the difference between the disentanglement degree attained among
the representation for different representation dimensionalities D, based on the
scores, is not that high. The scores are indicating that the representation di-
mensionality D does not affect the disentanglement to the degree that one may
expect. In Section 1.3, we argued that the scores don’t necessarily agree with
each other, and we believe that this is both correct and incorrect. The disen-
tanglement scores in the β-VAE framework, given by Figure 15, seem to be
heavily correlated but definitely not agreeing with each other. This correlation
is not as prominent in the FactorVAE framework, given by Figure 16.

In comparison to the latent traversals in Section 5.4, we argue that the ove-
restimation of the disentanglement degree is heavily correlated with the simp-
lification of the classification. In Section 3.5, Definition 3.1, we concluded that
a single representation dimension should be responsive to one and only one
generative factor, while remaining invariant to the rest. Two of the disentang-
lement metrics, namely the β-VAE score as well as the DCI score, takes an
entire vector of dimensionality D in order to classify the generative factor k. Of
obvious reasons, this does simplify the classification problem and could be one
of the reasons to why those two disentanglement scores inherently overestimate
the degree of disentanglement achieved for high representation dimensionalities
D. The FactorVAE score is only taking a scalar as input in order to classify k,
therefore conforming more to the Definition 3.1. However, even the FactorVAE
score seem to overestimating the degree of disentanglement achieved among the
representations for large representation dimensionalities D, whereby the issue
must reside somewhere else.

The pioneers behind the DCI score [2] argue that the Hinton diagrams can re-
veal useful information about the disentanglement. In Section 5.6, we visualized
the Hinton diagrams for the β-VAE as well as the FactorVAE for representation
dimensionality D = {4, 15}. As one may expect, the Hinton diagrams for the
β-VAE as well as the FactorVAE with D = 4, visualized in Figure 17 as well

45



as Figure 18 appear to be rather accurate. The largest boxes in the Hinton di-
agrams, corresponding to the largest weights of the regressors proposed to use
for the DCI score, appears to be correlated with their corresponding latent tra-
versal, given by Figure 11 and Figure 12 in Section 5.4. Unfortunately, due to
our rather poor performance when using a higher representation dimensionality
D, it is hard to make any equivalent statement about this case. However, the
two Hinton diagrams for D = 15, given by Figure 19 and Figure 20 ”confirmöne
thing. The FactorVAE seems to be conserving a lot less information overall,
most likely due to its fairly high regularization. This can be seen when com-
paring Figure 19 and Figure 20 as the FactorVAE appears to have a lot more,
almost invisible weights.

When evaluating the disentanglement degree attained, one typically ends up in
a circular reasoning where the disentanglement scores need an evaluation from
the latent traversals, and the latent traversals for arbitrarily high representation
dimensionalities D are too abstract to evaluate. This happens to be the case
in this paper as well, and a proper answer to the research question, namely
if the representation dimensionality D affect the overall disentanglement, can
unfortunately not be given. Instead, we will from this point try to summarize
the reflections and conclusions that actually were drawn from this section.

6.1 Summary

1. The visual inspection heuristics, called latent traversals throughout this
paper, are too abstract to be able to evaluate in a proper manner for
arbitrarily high representation dimensions D.

2. The disentanglement scores have a tendency of overestimating the actu-
al disentanglement degree attained, and seem to be more accurate when
evaluating arbitrarily low representation dimensions D.

3. The Hinton diagrams appear to be a useful tool to evaluate the disentang-
lement, but the evaluation of the Hinton diagrams resides in an evaluation
of the latent traversals, which for arbitrarily high representation dimen-
sions D are too abstract to evaluate.

4. A proper analysis of different VAE models requires a gridsearch for the
regularization weights, in this case it was the β and γ for the β-VAE- as
well as the FactorVAE-framework.

5. The reconstruction capability of the VAE seems close to be non-correlated
with the disentanglement degree attained among the representations.

6. The batch size b of the FactorVAE happens to be a far more important
hyperparameter than expected and needs to be evaluated if one is ought
to alter the representation dimensionality D.
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6.2 Future work

To be able to evaluate disentanglement further, we believe that the disentang-
lement metric scores have to be more reliable. We believe that the FactorVAE
score is the most promising. We base this on the fact that it only uses an index
for the classification of the generative factor that was being fixed, a concept
we discussed more deliberately in Section 3.5.2. The FactorVAE score doesn’t
have any specific hyperparameters that needs to be optimized and is therefore
reproducible to a higher extent than the β-VAE score and DCI score. We would
therefore like to propose a minor modification of the FactorVAE score. The
modification resides in not only pruning dead representation dimensions (low
variance over a large random subset), but also to prune the ones that attain a
low variance over a batch with a fixed generative factor k for multiple batches
with different fixed generative factor k. The purpose of the modification is to
remove representation dimensions that matter for multiple generative factors k
in the attempt of approaching Definition 3.1 in Section 3.5. This is however left
for future work.

7 Sustainability, Ethical and Social considera-
tion

7.1 Sustainability reflection

Investigating disentanglement can be seen as a subcategory to Deep Learning.
Those tasks are often requiring extensive computer usage, and this paper is no
exception. I was able to utilize the KTH cluster in order to do this training,
which helped tremendously to speed up the results, but it does not lower the
environmental emissions. It took me about 180 hours to train the models that
were used in this paper, and an additional 120 hours producing faulty/unusable
models. An external GPU was also used during this time, namely my personal
computer, and a raw estimate of usage would be about 3000 hours. Roughly
estimating, 40 W/H for the external GPU that I was using, mostly under
calm conditions with internet browsing/debugging of code, and 300 W/H for
the cluster that KTH provided me. In total, this would summarize to about
3609000 W for the total project, or 3609 kW. This is above most countries ener-
gy usage/habitant·year according to [17] where the numbers are produced from
year 2014. There is a concern that an overconsumption of electricity will speed
up the ongoing climate crisis.

7.2 Ethical consideration

Artificial Intelligence has during the past decade received a lot of attention
and made tremendous progress such as the Generative Pre-trained Transfor-
mer n [GPT-n], specialized in language prediction and can be used to generate
likely but often not true texts. It may be far-fetched to connect this AI tool,
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in the form of GPT-n, with the research of disentanglement, but at the same
time, disentanglement is basically a branch to Representation Learning where
we anticipate that better representation organization would yield even better
classification. In turn, this typically increases the accuracy of AI inspired tools,
such as the GPT-n. We are not arguing that the GPT-n in particular is an
ethical hazard, but rather, we see an immediate connection to spreading texts
that none stands behind. In the case of the GPT-n, we believe that this will
increase the necessity of source criticism in all instances of the society.

7.3 Social impact

In a larger perspective, we have seen a lot of automation as science has progres-
sed in certain divisions or branches. If this is the case with disentanglement is yet
too early to conclude, one of the papers [3] that has been considered during the
writing of this paper concluded that betterdisentanglement didn’t necessarily
lead to higher classification. Thus, at this stage, we see minimal social impact
as of now.
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A Appendix

This appendix can be seen as an extension of Section 5.3-5.6, where we visua-
lize the reconstructions, latent traversals, disentanglement scores as well as the
Hinton diagrams for the remainder of the representation dimensionalities that
weren’t visualized in the main part, namely D = {6, 8, 10} for both the β-VAE
as well as the FactorVAE.

A.1 Further reconstructions

The original input x and its corresponding reconstruction x̂ visualized for the
representation dimensionalities D = {6, 8, 10} for both the β-VAE, given by
Figures 21, 23, 25 as well as the FactorVAE, given by Figures 22, 24, 26.

Figur 21: Ground truth x and reconstruction x̂ for the β-VAE with representa-
tion dimensionality D = 6, β = 4 and with random seed=0.

Figur 22: Ground truth x and reconstruction x̂ for the FactorVAE with repre-
sentation dimensionality D = 6, γ = 40 and with random seed=0.
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Figur 23: Ground truth x and reconstruction x̂ for the β-VAE with representa-
tion dimensionality D = 8, β = 4 and with random seed=0.

Figur 24: Ground truth x and reconstruction x̂ for the FactorVAE with repre-
sentation dimensionality D = 8, γ = 40 and with random seed=0.

Figur 25: Ground truth x and reconstruction x̂ for the β-VAE with representa-
tion dimensionality D = 10, β = 4 and with random seed=0.
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Figur 26: Ground truth x and reconstruction x̂ for the FactorVAE with repre-
sentation dimensionality D = 10, γ = 40 and with random seed=0.

A.2 Further latent traversals

The latent traversals visualized for the dimensionalities D = {6, 8, 10} for both
the β-VAE, given by Figures 27, 29, 31 as well as the FactorVAE, given by
Figures 28, 30, 32.

Figur 27: Latent traversal for the β-VAE with representation dimensionality
D = 6, β = 4 and with random seed=0.
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Figur 28: Latent traversal for the FactorVAE with representation dimensionality
D = 6, γ = 40 and with random seed=0.

Figur 29: Latent traversal for the β-VAE with representation dimensionality
D = 8, β = 4 and with random seed=0.
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Figur 30: Latent traversal for the FactorVAE with representation dimensionality
D = 8, γ = 40 and with random seed=0.

Figur 31: Latent traversal for the β-VAE with representation dimensionality
D = 10, β = 4 and with random seed=0.
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Figur 32: Latent traversal for the FactorVAE with representation dimensionality
D = 10, γ = 40 and with random seed=0.

A.3 Further Hinton diagrams

The Hinton diagrams for the dimensionalities D = {6, 8, 10} for both the β-
VAE, given by Figures 33, 35, 37 as well as the FactorVAE, given by Figures
34, 36, 38.
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Figur 33: The Hinton diagram for the β-VAE with representation dimensionality
D = 6, β = 4 and random seed=0.

Figur 34: The Hinton diagram for the FactorVAE with representation dimen-
sionality D = 6, γ = 40 and random seed=0.
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Figur 35: The Hinton diagram for the β-VAE with representation dimensionality
D = 8, β = 4 and random seed=0.

Figur 36: The Hinton diagram for the FactorVAE with representation dimen-
sionality D = 8, γ = 40 and random seed=0.
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Figur 37: The Hinton diagram for the β-VAE with representation dimensionality
D = 10, β = 4 and random seed=0.

Figur 38: The Hinton diagram for the FactorVAE with representation dimen-
sionality D = 10, γ = 40 and random seed=0.
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