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Abstract

Background. Prime numbers are integers divisible only on 1 and themselves, and
one of the oldest methods of finding them is through a process known as sieving.
A prime number sieving algorithm produces every prime number in a span, usually
from the number 2 up to a given number n. In this thesis, we will cover the three
sieves of Eratosthenes, Sundaram, and Atkin.
Objectives. We shall compare their sequential CPU implementations to their paral-
lel GPGPU (General Purpose Graphics Processing Unit) counterparts on the matter
of performance, accuracy, and suitability. GPGPU is a method in which one utilizes
hardware indented for graphics rendering to achieve a high degree of parallelism.
Our goal is to establish if GPGPU sieving can be more effective than the sequential
way, which is currently commonplace.
Method. We utilize the C++ and CUDA programming languages to implement
the algorithms, and then extract data regarding their execution time and accuracy.
Experiments are set up and run at several sieving limits, with the upper bound set
by the memory capacity of available GPU hardware. Furthermore, we study each
sieve to identify what characteristics make them fit or unfit for a GPGPU approach.
Results. Our results show that the sieve of Eratosthenes is slow and ill-suited for
GPGPU computing, that the sieve of Sundaram is both efficient and fit for par-
allelization, and that the sieve of Atkin is the fastest but suffers from imperfect
accuracy.
Conclusions. Finally, we address how the lesser concurrent memory capacity avail-
able for GPGPU limits the ranges that can be sieved, as compared to CPU. Utilizing
the beneficial characteristics of the sieve of Sundaram, we propose a batch-divided
implementation that would allow the GPGPU sieve to cover an equal range of num-
bers as any of the CPU variants.

Keywords: General Purpose Graphics Processing Unit, Parallelization, Prime num-
ber, Sieve.
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Sammanfattning

Bakgrund. Primtal är heltal enbart delbara på 1 och sig själva, och en av de äldsta
metoderna att finna dem är genom en process som kallas sållning. Ett primtalssåll är
en algoritm som producerar varje primtal i ett spann, vanligtvis från 2 till en given
gräns n. I denna avhandling så granskar vi Eratosthenes såll, Sundarams såll, och
Atkins såll.
Syfte. Vi jämför deras sekventiella CPU implementationer med deras parallella
GPGPU (eng: General Purpose Graphics Processing Unit, sv: Generellt Syfte Grafikpro-
cessor, författarens översättning) motsvarigheter. GPGPU är en metod där man ut-
nyttjar hårdvara avsedd att rendera grafik för att uppnå en hög grad av parallellism.
Vårt mål är att fastställa ifall att sålla via GPGPU kan vara mer effektivt än den
sekvensiella metoden, som i nuläget är vanligast.
Metod. Vi använder programmeringsspråken C++ och CUDA för att implementera
algoritmerna, och samlar sedan data kring deras exekveringstid och noggrannhet. Vi
sätter up experiment där vi samlar data för flera gränsvärden, det högsta gränsvärdet
givet av minneskapaciteten hos tillgänglig GPU hårdvara. Vi söker även att identi-
fiera vilka egenskaper som gör ett såll passande eller opassande till att implementeras
via GPGPU.
Resultat. Våra resultat visar på att Eratosthenes såll är långsamt och dåligt läm-
pat till GPGPU exekvering, att Sundarams såll är både effektivt samt passar bra för
parallellisering, och att Atkins såll är snabbast men har bristfällig noggrannhet.
Slutsatser. Slutligen noterar vi hur mindre minneskapacitet hindrar GPGPU im-
plementationer från att sålla lika stora intervall som är möjligt via CPU. Genom att
använda de förmånliga egenskaperna hos Sundaram’s såll, så utarbetar vi en kull-
fördelad implementation som tillåter GPGPU-baserade såll nå lika långt som CPU
varianterna.

Nyckelord: General Purpose Graphics Processing Unit, Parallellisering, Primtal,
Såll.
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Chapter 1

Introduction

Prime numbers are integers that can only be evenly divided by 1 or themselves, and
finding them has interested many mathematicians over the years. A wide range of
techniques has been applied in this endeavour, and in this thesis we shall examine
a set of algorithms known as prime number sieves. Sieves generate lists of prime
numbers within a chosen range, and the approach dates back as far as 200 years
B.C. when the sieve of Eratosthenes was developed in ancient Greece [10]. Since
then many other sieves have been invented, such as the sieve of Sundaram (1934) [35]
and the sieve of Atkin (2004) [3]. While their usage has historically mostly been of
interest to mathematicians, the rise of digital computing has brought forth new
areas of application. The uniqueness of prime numbers allows them to be used
as identifiers, usually when dealing with data-sets with a multitude of entries or
categories [31, 37, 38].

This thesis seeks to investigate the viability of prime number sieves implemented
using GPGPU (General Purpose Graphics Processor Unit), as compared to their
classic single-threaded counterparts. The sieves selected, those of Eratosthenes, Sun-
daram, and Atkin, all have been put under scrutiny in prior studies regarding their
computational efficiency [7, 14, 16, 30, 32]. However, with the rise of GPGPU pro-
gramming, new avenues for such algorithms have revealed themselves. A 2017 study
by Borg and Dackebro [8] concludes the classic CPU version of the sieve of Eratos-
thenes to outperform the GPGPU version. However, as we shall discuss in this
thesis, the other two sieves might be more qualified for GPGPU implementations.
Algorithms that are to benefit from GPGPU parallelization should have little to no
dependence on previous steps while executing. The sieve of Eratosthenes is how-
ever heavily sequential, while the other two sieves are not. This opens up for the
possibility that the sieves of Sundaram and Atkin are more suitable for GPGPU
parallelization.

As such, we define the main research question for this thesis:

RQ:1 Is a GPGPU approach appropriate for either of the sieving algorithms
of Eratosthenes, Sundaram, or Atkin?

We elect to define it unbiased towards any of the sieves and set out to implement
each sieve as both CPU and GPGPU variants. Each algorithm will then be executed
for the same range of sieving limits, and data collected regarding their completion
time and accuracy. The results of one sieve can then be fairly compared to the
results of the other sieves, allowing us to grade their performance. This comparison
will then be combined with observations regarding each algorithm’s adherence to

1



2 Chapter 1. Introduction

recommendations for GPGPU implementation, allowing us to conclude how suitable
each sieve is for GPGPU parallel execution.

1.1 Background

First, we shall introduce some base concepts that are relevant to the study: Prime
Numbers and GPGPU. Prime numbers are unique integers used in various mathemat-
ical areas such as for encryption and hashing systems. GPGPU is a programming
technique used to speed up computations involving repeated mathematical opera-
tions. Between these two concepts, we find prime number sieves, a set of algorithms
using a repeated process of mathematical operations to generate lists of prime num-
bers. Sieves are usually implemented as sequential algorithms, but some studies into
parallel sieving have been done in the past [7]. On the other hand, apart from a
study from Borg and Dackebro [8], the topic of GPGPU sieving has gone mostly
unexplored in current-day literature. There is a difference between using a multi-
threaded CPU for parallelization and using a GPU for parallelization. When using
a CPU one can exercise a high degree of control over a few threads, usually below
10. If one were to use a GPU instead, one would gain thousands of threads, but lack
direct control over them. Should an algorithm be able to bypass the need for con-
stant thread management, a GPGPU implementation could potentially be the more
efficient alternative. This could for example be used when hashing large data-sets
where we need separable identities for different entries. Constructing hashes from
primes can help to avoid collisions in various digital addressing systems [37], which
can be used in anything from categorizing geographical data [31] to structuring big-
data for itemset mining [38]. That is not to say that sieves are fit for finding prime
numbers for all purposes, however. Encryption methods, such as RSA [28], usually
utilize huge numbers up towards 10308 [2]. For a sieve generating a number of this
size is impossible due to its sequential nature. There is no algorithm that can store
that amount of numbers simultaneously. For numbers of such size, one is usually
better of picking random numbers of an acceptable size and wringing them through
a primality test such as Rabin-Miller [27].

1.1.1 Prime Numbers

A prime number is a natural number (greater than 1) that is not the product of
any other natural numbers apart from itself multiplied by 1. Conversely, a natural
number that is a multiple of at least two other natural numbers is known as a
composite number. In order to use prime numbers, one must first acquire them in
some manner. Below we list the methods of factorization, primality tests and prime
number sieves.

Factorization

Factorization is the process of breaking a number down into its natural factors. If
those factors only include the identity 1 and the number itself, the number is known
to be prime. Examples of such methods include trial division (described by Fibonacci
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in 1202 [23]) and Dixon’s factorization method [13]. Trial division is perchance the
most straight forward approach, which simply has us divide the number by every
possible denominator. Shortcuts include only dividing by one even number (namely
the only even prime: 2) and only listing denominators up until the root of the target
number. When a factorization method is used to verify a prime, it can be as a
primality test.

Primality Tests

Primality tests generally do not generate the prime factors of a number, but rather
directly tries to verify if a number is prime or not. This is especially useful for
large numbers with hundreds of digits [2], where finding the factors can be hard and
time-consuming. For example, as described above, trial division could be used as
a primality test, where identifying any other natural factor than the number itself
proves a number to be composite. Fully verifying a number as prime in the worst-
case scenario, makes trial division operate at a time complexity of O(

√
N × log(N)),

where N is the number tested [5].
There are other more complex methods, one of the most well known being the

Rabin-Miller (or Miller-Rabin) test. The test was originally derived by Miller from
Fermat’s Little Theorem in 1976 [22], and then later improved by Rabin in 1980 [27].
Rabin’s improvement circumvents the issue of carmichael numbers, which were "blind
spots" of the previous algorithm. However, the algorithm does not definitely prove
that a number is prime, but has a chance to prove that it is composite. By performing
the test k times on a number, one eventually concludes that it is probably a prime.
The larger the value picked for k, the higher the probability. The Rabin-Miller
primality test has an estimated time complexity of O(log3(N)) for one iteration [12],
and as such a complexity of O(k × log3(N)), where N is the number being tested k
times.

Since the Rabin-Miller test only identifies probable primes, it is worth noting
that there are non-conditional tests that always identifies a number as prime or not.
The AKS Primality Test [1] solves a polynomial equation to determine primality.
These polynomials can be quite daunting for big numbers, giving the algorithm a
time complexity of Õ(log6(N))1.

Prime Number Sieves

Prime number sieves generate all prime numbers in a range. They do so through
process of elimination, hence their name. Three well-known sieves have been chosen
for this project, namely the sieves of Eratosthenes, Sundaram, and Atkin.

The sieve of Eratosthenes is believed to have been developed by a Greek math-
ematician of the same name about 2000 years ago [7, 10]. It iterates over a span
[2, n] and eliminates all composite numbers [25], as shown in Algorithm 1. It is at
its core sequential, using previously identified primes to eliminate future composite
numbers within the span. The basic algorithm is known have a time complexity of
O(N × log(log(N))), where N is directly given by sieve limit n [16, 30].

1Õ denotes the "soft-O" notation, which basically equates to Õ(t(n)) = O(t(n)×poly(log(t(n))))
for a function t of n [1].
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Algorithm 1 Sieve of Eratosthenes Pseudocode
Input: Integer limit n
Output: Array with prime number positions marked true (i.e. if i is true, i is

prime)
1: Create binary array [2, n] with all values set to true
2: for i = 2, 3, . . . ,

√
n do

3: if Array value of i is true then
4: for j = i2, i2 + i, i2 + 2i, . . . , n do
5: Set value of j as false
6: end for
7: end if
8: end for

The sieve of Sundaram was presented by Indian mathematician S. P. Sundaram
in 1934 [35]. Unlike Eratosthenes’s sieve, Sundaram’s sieve immediately discards all
even numbers, including the number 2. Since 2 is known to be the only even prime
(as per the definition of even numbers) it is an easy matter to treat it as a special
case. A pseudocode representation can be seen in Algorithm 2. The time complexity
of this sieve is O(N × log(N)) for sieve limit N [20].

Algorithm 2 Sieve of Sundaram Pseudocode
Input: Integer limit n
Output: Array where an index i marked as true corresponds to the number

given by 2× i+ 1 being prime
1: Create binary array [1, (n− 2)/2] with all values set to true
2: for i = 1, 2, . . .; while i ≤ n do
3: for j = i, (i+ 1), (i+ 2), . . .; while (i+ j + 2× i× j) ≤ n do
4: Set value of (i+ j + 2× i× j) as false
5: end for
6: end for

The sieve of Atkin is the most recent of the chosen sieves, developed by Atkin
and Bernstein in 2003 [3]. The sieve presented by the authors utilizes patterns
around modulo 12 to identify prime numbers. It then eliminates any multiples of
squared numbers that have incorrectly been set as prime. A pseudocode notation
of the method can be seen in Algorithm 3. This approach has a time complexity of
O( N

log(log(N)
) for sieve limit N [3, 30].

1.1.2 GPGPU

GPGPU, short for General Purpose Graphics Processing Unit, is a technique where
one uses a GPU to carry out tasks not related to graphics computing. To see the
value in this, one must first understand the distinction between a GPU and a CPU.

A CPU (Central Processing Unit) has a small number2 of highly efficient cores. A
2As of writing, a regular personal computer CPU usually have between 2 to 8 cores, but due to

commercial drive and technological innovation higher numbers do occur.
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Algorithm 3 Sieve of Atkin Pseudocode
Input: Integer limit n
Output: Array with prime number positions marked true (i.e. if i is true, i is

prime)
1: Create binary array [1, n] with all values set to false
2: Set positions 2 and 3 to true
3: for x = 1, 2, . . .; while x2 ≤ n do
4: for y = 1, 2, . . .; while y2 ≤ n do
5: Set z = 4× x2 + y2

6: if z ≤ n AND (z mod (12) = 1 OR z mod (12) = 5) then
7: Flip the value on position z
8: end if
9: Set z = 3× x2 + y2

10: if z ≤ n AND z mod (12) = 7 then
11: Flip the value on position z
12: end if
13: Set z = 3× x2 − y2
14: if z ≤ n AND x > y AND z mod (12) = 11 then
15: Flip the value on position z
16: end if
17: end for
18: end for
19: for x = 5, 6, 7, . . .; while x2 ≤ n do
20: if Array value of x is true then
21: for y = x2, 2x2, 3x2, . . .; while y ≤ n do
22: Set the value on position y as false
23: end for
24: end if
25: end for
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GPU (Graphics Processing Unit) has thousands of simpler cores, intended to perform
vector calculations in parallel to allow swift graphics computing.

When faced with a task where one would normally have a CPU perform a repeated
pattern of computations, one can then instead consider if it would be more efficient
to divide the iterations between a multitude of GPU cores. This does at first glance
look like a simple matter of quality versus quantity, but due to the nature of parallel
computing, there are several aspects that determine if an algorithm is to benefit from
parallelization. To name a few, one preferably wants an algorithm where:

1. Each step is independent of the result of previous steps.

2. The code executed by the GPU kernel causes as little path divergence as pos-
sible.

3. The code executed by the GPU kernel mostly contains simple mathematical
operations.

Concerning the first item on the list, the reasons are rather apparent. One reaps
no benefit from parallelizing an algorithm where each operation needs to wait for
previous operations to finish. When choosing what is run by the GPU kernel, one
seeks to divide the code in such a manner that the kernel can compute its entire task
within its scope. At points synchronizing the GPU threads might be required, but
the longer the cores can run independently the better.

The second point is in regard to how a GPU schedules its tasks. For this project
a NVIDIA GeForce GTX 1060 3GB graphics card and the CUDA v10.2 language
were used. NVIDIA graphics cards schedule their threads in what is referred to as
"warps"3 [24]. The scheduling mechanism of the GPU then assigns instructions to
these warps, with divergence occurring when the instructions branch. This type of di-
vergence causes the threads executing one path to stall while the others execute, and
vice versa. Control-statements, such as if-cases or for-loops, impact performance
when the GPU tries to schedule them differently in different kernel launches [6]. As
such it is preferred to keep such expressions to a minimum, although their complete
exclusion is unfeasible.

The third and final point is similar to the second in that it regards the nature
of the GPU device. GPU cores are intended for data processing over thread exe-
cution [24]. Thread execution, which is the strong-suit of a CPU, focuses on being
able to cache and access data quickly, store states, and control flow. Data process-
ing is tasks such as floating-point operations and vector calculations. In essence,
algorithms that fit a GPU calculate rather than operate.

3Different GPGPU standards may refer to warps differently. AMD speaks of "wavefronts", whilst
in Open-CL it would be similar to a "sub-group".



Chapter 2

Related Work

Prior studies on the topic of prime number sieves tend to focus on the mathematical
aspects of the algorithms and provides little in terms of guidelines for implemen-
tation. That is not to say that no one has examined the performative aspects of
sieves before. As we will present in this chapter, most comparative studies tend
to focus on sequential CPU implementations of the sieves. Only one study [8] has
investigated the difference in performance between sieving via CPU and GPGPU,
and then only for the sieve of Eratosthenes. Furthermore, most of these studies tend
to focus only on the performance metrics, such as the execution time and accuracy
of the algorithms. This leaves a gap in current literature regarding the algorithmic
suitability for GPGPU of the different sieves. In this thesis, we seek to reiterate
over the purview of these studies, namely the sieves of Eratosthenes, Sundaram, and
Atkin implemented on CPU, and the sieve of Eratosthenes implemented on GPGPU.
Additionally, we seek to expand upon their scope by adding GPGPU variants for the
sieve of Sundaram and the sieve of Atkin.

2.1 Prior Studies

Borg and Dackebro

In Borg and Dackebro’s study from 2017 [8], they evaluate the performance of trial
division and the sieve of Eratosthenes when run on CPU versus GPU. The authors
implemented five different algorithms utilizing the C++ and CUDA, with the intent
being to factorize a given number. The sieving process is used to identify prime
factors that can be used for the trial division process. In two of the cases, they tested
performance when the sieve was not used to determine divisors. The following is a
brief summary of their presented algorithms:

• A: Sieve and trial division run on CPU.

• B: Trial division run on CPU.

• C: Sieve and trial division run on GPU.

• D: Trial division run on GPU.

• E: Sieve run on CPU, trial division run on GPU.

7



8 Chapter 2. Related Work

The results of the study show their algorithms C and D to be the slowest, E only
barely being faster, and A and B being the fastest. They conclude that the execution
time of the algorithms involving GPU increases faster than the ones omitting it, and
as such deem GPGPU usage as non-beneficial.

From Borg and Dackebro’s work, we can identify some areas that might warrant
further consideration. To begin with, their implementation of algorithm C is explic-
itly stated to "not wait with the Trial Division until the sieve has completed". This
would mean that they were subject to some manner of path divergence. Further-
more, the sieve of Eratosthenes is dependent on the results of previous iterations.
It is unclear from their report how they approach these hurdles, but as mentioned
in Section 1.1.2 these are hallmark issues for an algorithm intended to be executed
using GPGPU.

Hedenström

Hedenström conducted a similar study in 2017 [15] where they looked for ways to
improve the trial division algorithm using parallelization. They did not utilize a
GPU but instead divided the factorization workload onto six CPU strings using the
C++ language. For numbers of a size less than 1010, they found the single-threaded
implementation to be faster due to the overhead required to run the multiple threads.
For numbers beyond that, the parallel approach gained and surpassed the sequential
approach in efficiency. Similarly to Borg and Dackebro’s study [8], Hedenström
utilized the sieve of Eratosthenes in a subset of their experiments to achieve a faster
performance for the factoring algorithm.

Kochar et al.

Kochar et al. [20] investigated several primality tests as well as two sieves, namely
the sieve of Eratosthenes and the sieve of Sundaram. The sieve of Eratosthenes is
showed to be faster than the sieve of Sundaram on all ranges 103, 104, 105, and 106,
with the authors going as far as to claim the sieve of Sundaram to take "too long for
the range [1, 106]", after which they omit the results for the sieve on that range.

Harahap and Khairina

Harahap and Khairina published an article in 2019 [14] where they further expand
the comparison performed by Kochar et al. [20] by adding the sieve of Atkins to the
compared sieves. In their tests, they generate all prime numbers up to three different
limits: 103, 106, and 107. They then verify each sieve’s correctness using the Fermat
testing method [17]. While their results correspond to those presented by Kochar
et al. (the sieve of Eratosthenes being faster than the sieve of Sundaram), they do
claim the sieve of Atkin to be the slowest out of the three.

Tarafder and Chakroborty

Another 2019 study, performed by Tarafder and Chakroborty [32], compared three
approaches for finding prime numbers. The authors compared a "general" approach
based of trial division, the sieve of Eratosthenes, and the Rabin-Miller test [27].
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Effectively it can be seen as a comparison between a factorization method, a sieve,
and a primality test. They concluded that the sieve of Eratosthenes performed by
far better than the other two, out of which the "general" approach was the slowest.

2.1.1 Summary

From the studies of Kochar et al. [20], Harahap and Khairina [14], and Tarafter
and Chakrobory [32], we do note that the sieve of Eratosthenes seems to have won
most previous comparisons. Likewise, Borg and Dackebro [8] reached the conclusion
that the CPU variant of Eratosthenes’s sieve to be faster than the GPGPU version.
This gives the impression that further comparisons between the sieves are unneeded.
However, as we will argue in this thesis, the sieves of Sundaram and Atkin could
potentially benefit from parallelization in a manner that allows them to outperform
the sequential CPU-based variants. Neither of these sieves displays the troublesome
characteristics that hampered the GPGPU version of the sieve of Eratosthenes in
Borg and Dackebro’s study [8]. We acknowledge the necessity to test these GPGPU
implementations at a high sieving interval, as Hedenström’s [15] study showed that
CPU variants might initially be faster.





Chapter 3
Method

3.1 Research Question(s)
This thesis aims to evaluate the suitability of transferring sieving algorithms over to
a parallel GPGPU environment. We define a "suitable" algorithm to be one where
the implementation: has a fast computation time, no incorrectly labelled primes,
and displays characteristics aligning with the GPGPU recommendations presented
in Section 1.1.2. The main research question of this thesis, introduced in Chapter 1,
is stated as follows:

RQ:1 Is a GPGPU approach appropriate for either of the sieving algorithms
of Eratosthenes, Sundaram, or Atkin?

This research question is then further broken down into two more specific research
questions to be answered for each examined sieving algorithm.

RQ:1.a In what manner is each sieve fit or unfit for a GPGPU implementation?

RQ:1.b Which of the presented sieving algorithms performs the best, in terms
of execution time and accuracy, in a GPGPU parallel implementation?

3.2 Hardware and Software
This thesis was carried out using a computer with the following specifications:

• CPU: AMD Ryzen 5 1600X Six-Core Processor 3.60 GHz

• RAM: 16 GB

• GPU: NVIDIA GeForce GTX 1060 3GB

• OS: Windows 10 Home (version 2004, build 19041.63) 64bit

• Language(s): C++ & CUDA v10.2

Alternate hardware has not been available over the course of this study, meaning
that no consideration has been given to what type of CPU, RAM, and GPU to use.
Due to the computer being used for other purposes than conducting this study, no
alternate operating system has been an option either. However, when it comes to
programming languages, more choices have been available. C++ provides a solid

11
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foundation, as the language allows more detailed memory access than Java or var-
ious scripting languages. C++ is also one of the primary languages supported by
CUDA [24], which was chosen as the GPGPU API. CUDA is however exclusive to
NVIDIA’s GPUs, so at first, the open standard OpenCL [19] was considered. How-
ever, due to a bug in installation, the API failed to function. CUDA was selected as
an appropriate alternative, due to the rather expansive toolkit it provides.

3.3 Limitations

Various constraints were imposed upon the thesis. Some due to hardware limitation,
but others due to the scope and nature of the case study.

Selection of Algorithms

Many different methods are available for the purpose of prime number generation [1,
3, 5, 20, 27], many of which are not prime number sieves. However, in order to
streamline the thesis, the decision was made to focus on algorithms of similar nature.
Additionally, from previous studies utilizing or comparing sieves [8, 14, 20], a gap
was perceived in the discourse regarding implementation and suitability. As such,
alternate algorithm types such as factorization and primality tests were excluded
from this particular study. This focus lets the thesis cover gaps in regard to sieving,
leaving other approaches to be considered future work.

As there are more sieving algorithms available than can feasibly be examined
in one study, three rather famous ones were selected. From Borg and Dackebro’s
work [8], we already knew the sieve of Eratosthenes to have been considered for
GPGPU. Researching the topic, the other two most commonly mentioned sieves
were the sieves of Sundaram and Atkin.

Experiment Scope

As sieves need to store a multitude of numbers, the main restriction of how far the
experiments can reach will be available hardware memory. Some further restrictions
have been applied to this area. To allow for swift and effective implementation
with high modifiable, it was selected to use the same storage method for all sieves.
Additionally, since the sieves were to be compared with each other, the range upon
which the sieves operate need be no longer than that tendencies can be seen and
conclusions drawn. The exact manner in which these limitations were set is discussed
in Section 3.4.3.

3.4 Approach

In this section, we present the reasoning behind our chosen approach to answering
the research questions how the thesis. First, we will describe the means by which
literature of interest was identified, and how that influenced our choice of setting up
experiments. We shall then cover observations regarding the limit for how large of a
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span we can sieve, and from there briefly explain how each sieve transfers over from
CPU to GPGPU. Finally, we will introduce the metrics in more detail.

3.4.1 Literature Review Process

Before experiment design and implementation, several works on similar areas were
accessed. The main tools for this were BTH Summon1, Google Scholar, and Google
Search. BTH Summon is Blekinge Institute of Technology’s resident database search
service, and it allows simultaneous search of several scientific databases such as ACM
Digital Library, IEEE Xplore, and Springer. Google’s services were used to access
material that, while not showing up in any of the aforementioned databases, could
bring new perspectives and suggestions for how to approach the study. Addition-
ally, Some material was also found by examining references and recommendations in
previously conducted work.

What follows is a short list of some of the most prominent keywords entered into
the various search engines. Primary keywords have been present in almost every
query, while secondary have been used to expand coverage. Do note that the queries
have consisted of both singular keywords and various combinations between several.
Most searches have initially been limited to works no older than 5 years (published
2015 or later), and then progressively expanded to cover older works as well.

Primary Key Words: Atkin, CUDA, Eratosthenes, Sundaram, cpu, gpgpu,
gpu, parallel, prime number, prime number sieve, sieve.

Secondary Key Words: algorithm, data mining, encryption, factorization,
hashing, memory, multi-thread, primality test, time complexity

Only one study explicitly on the matter of prime number sieving using GPGPU
was found [8]. As such other material had to be selected from partial overlap via the
topics of GPGPU computing, prime numbers or sieving algorithms.

3.4.2 Experiment Design

In order to answer the research questions (see Section 3.1) we will in this study set up
experiments allowing us to compare the algorithms. Other scientific approaches are
not appropriate due to the lack of material on the specific topic of GPGPU sieving.
For example, a proper case study would require there to be earlier implementations
of the GPGPU sieves to examine. Furthermore, a fair and valid comparison between
all the sieves requires them to all be compared within a similar, but preferably the
same, environment. This requirement is especially prominent in order to be able to
answer RQ:1.b. Additionally, an experimental approach built of implementation as
part of the study cultivates a further understanding of the practicalities of sieving,
which will help our study to draw conclusions regarding RQ:1.a as well.

Several previous studies discuss sieving in mostly theoretical terms and compare
alterations of an updated sieving algorithm with its previous variant [16, 25, 30].
From this practical details and comparisons to other sieves is not given to the reader.

1http://bth.summon.serialssolutions.com.miman.bib.bth.se

http://bth.summon.serialssolutions.com.miman.bib.bth.se
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Conversely, of the studies that do compare sieves [8, 14, 32] most exclude the details
of their implementation. By choosing to implement experiments of our own, such a
gap will hopefully not be present in this study.

From the studies that do cover at least the results of implementations, we can
derive a set of metrics of interest. We see that completion time is often the primary
metric [8, 14, 32], while only one [14] accounts for the algorithms’ accuracy. In
general discourse, the accuracy is assumed to be 100% for any sieving algorithm.
However, since this thesis seeks to alter the manner in which the algorithms execute
via parallelization, we consider accuracy to be a valuable metric that can help us
notice potential changes in the outcome of each sieve.

Furthermore, we acknowledge the fact that our experiments will not be executed
on dedicated hardware, but rather a computer used for various other purposes as
well. The experiment results could potentially be affected by background processes
started by the operating system. As such we understand the need to run tests several
times and average the results to mitigate any irregularities.

The specifics for the experiments will be presented in Section 3.5.

3.4.3 The Highest Number

As mentioned in Section 1.1, some areas of application for prime numbers require
truly massive numbers. Storing such numbers is well within a computer’s capabilities,
but storing all of them is an impossibility. Due to sieves producing all prime numbers
from 2 up to the limit n, we cannot expect to reach numbers of that size. For
reference, a number with a magnitude of 10308 would require about 1024 bits, or
128 bytes, of storage. A sieve such as Eratosthenes, even with an optimization to
disregard all even numbers, would then attempt to store roughly 10285 yottabytes2 of
data. However, we know from earlier studies [8, 15] that we can expect to see different
rates of growth between sequential and parallel implementations. This means that as
long as the span of numbers we sieve is large enough that we can identify tendencies
in the sieves, the actual maximum does not matter.

Since it is possible to evaluate the sieves as long as the span is large enough, the
next step is to determine the achievable limit. This limit is determined by how we
choose to store numbers in memory.

Sieve Number Storage

As we noted in the Algorithms 1, 2, and 3 of Section 1.1.1 the numbers of the sieves
can easily be stored in any array-like memory structure as binary values. This could
be an array bool-values or just a section memory that can be accessed on the bit-
wise level. This approach means each number is "remembered" by the offset into its
memory space. The knowledge of if number x is prime or not would be stored at the
x-th byte or bit, and the actual number x is never stored in memory.

There are drawbacks associated with the approach described above, as intrin-
sically linking number representation to memory offset forces us to use contiguous
storage. This means numbers cannot be effectively excluded without requiring cum-
bersome overhead management. Due to this a considerable percentage of the numbers

2Yottabyte: a unit of information capable of storing 1024 bytes of data [36].
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stored will be composite numbers. Furthermore, to guarantee contiguous memory
from the operating system, allocation must happen at the same time. This means
expanding the sieving span also requires a fair bit of overhead management.

Alternate methods can provide smarter storage. A simple example of this can
be derived from a comparison between the sieve of Atkin and the remaining two
sieves in Section 1.1.1. The sieve of Atkin does, in difference to the others, start by
assuming there to be no primes, and then proceeds to fill that void. The process of
eliminations kicks in in the latter half of the algorithm when it removes false primes.
This means that the sieve could be implemented in a fashion where it does not require
the full memory space to be contiguously allocated from the beginning. Variations
like this could provide smarter storage, but has in the context of this thesis not been
implemented due to time restrictions. The contiguous memory space is functional
for all sieves and does provide us with an opportunity to check for both false primes
and false composites. As an effect of this, the same memory allocation and testing
functions can be applied to all sieves, making experiments easier to conduct, as well
as more comparable.

Furthermore, we choose to allocate the required memory space as Boolean values
rather than bits. This is due to two reasons. First, we do not need to spend time
on the calculations required to access the correct bits in the memory, saving us some
overhead costs. Second, Boolean values in C++ are stored in a single byte. This
means that a bit-wise implementation only increases the numbers that can be stored
by a factor of 8. While that would be an improvement, it is not necessary in the
context of this thesis.

Limit set by Storage

Having concluded that numbers will be stored contiguously using memory offsets
into a space of binary values, it is now possible to derive the maximum sieving limit
that will be possible for this study. Theoretically, the largest number that can be
indexed in the C++ compiler is given by the SIZE_MAX definition [11]. Based on used
hardware this would imply that the largest number is 264−1, a number of magnitude
1019 in base ten. However, with contiguous memory allocation, this would require
about 10 billion GB of memory, something that is simply not possible on current
hardware. As listed in Section 3.2, our system has a RAM of 16 GB. Contiguous
allocation then puts the sieving limit at magnitude 1010. However, as we shall cover
in the following sections, this limit is further lowered for our general tests, down to
109 due to restrictions set by our 3 GB GPU memory. Later in the thesis, a method
for bringing the GPGPU approach up to the same limit as the CPU approach will
be presented (Section 5.6).

3.4.4 Sieving on the CPU

Conducting the sieving process on a CPU is in the context of this thesis equivalent
to conducting it sequentially. It should however be noted that versions of parallel
sieves have been developed and studied in the past. Bokhari [7] conducted a study in
which they added additional cores to a single computer, and balanced the workload
between them, while Hwang et al. [18] took another route and added more computers
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to a cooperating network. The main difference between CPU multi-threading and
GPGPU multi-threading, however, is that when utilizing CPU multi-threading a
programmer can exercise more precise control over each thread launched, while for
GPGPU programming such scheduling is left to the program due to the massive
number of threads.

Another point regarding CPU sieving is raised in a previous study by Helfgott [16].
The author mentions the impact of computational overhead, as each thread will
require some memory space of its own for its variables, computations, etc. This
means that as more threads are added, this "run-time" memory space also grows,
and the interval that can be simultaneously sieved is limited. Since the CPU sieves in
this thesis are sequential this overhead cost relegated to the memory requirements of
one thread, and the impact is negligible. The observation is however of interest for the
parallel GPGPU sieves. CUDA grants us access to a variety of GPU memories [33].
The memory interval to be sieved will be placed within the global memory to allow all
threads to access it. Memory for thread variables will be placed within the registers
and shared memory. As such, the scheduling required to handle thread memory is
handled by CUDA, rather than the programmer. Effectively this means that while
the limit of the sieving interval is set by the size of the global memory, the limit for
how much the GPU can run in parallel is set by how many variables each thread
requires. Using few variables, or reusing already allocated ones, will allow for more
effective sieving.

3.4.5 Sieving on the GPU

Shifting the sieves over to a GPGPU requires us to give CUDA instruction about
how to run the kernel and access memory. Using CUDA, we can upload a sequential
chunk of memory using the cudaMalloc(...) and cudaMemcpy(...) functions.
This places data within the global memory of the GPU, which will be accessible
from all blocks during execution. Next, we launch the kernel functions with one
thread for every index in the memory structure. Each of the sieves has its own
separate kernel function.

Sieve of Eratosthenes

The sieve of Eratosthenes poses an immediate problem: it relies on previous steps to
determine which is the next number it should use. In a CPU based multi-threaded
implementation one could have simply waited with launching subsequent threads
until the previous one(s) would have confirmed which number is next to sieve with.
However, when utilizing GPGPU we may hand over some of that control over to
CUDA and instead launch several blocks of up to 1024 threads simultaneously.

Sieve of Sundaram

The sieve of Sundaram is straightforward to move over to the GPU. As can be seen
in Algorithm 2, the outer loop linearly covers numbers from 1 and upward. The
inner loop is mathematically dependent only on the outer loop, and is sequentially
independent. This means, in a GPGPU implementation, one simply can forgo the
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outer loop and instead launch the kernel solely holding the inner, using the CUDA
thread ID to determine the local i (see Appendix A.1.2).

Sieve of Atkin

The sieve of Atkin is far more complex than the other two. It also contains two
separate loops, in difference to Eratosthenes and Sundaram where the loops are
nested. This gives us two alternatives. Either run both the functionalities within
the same kernel or run the second loop separately in its own kernel. We choose the
former alternative to avoid having to launch two different GPGPU kernels and utilize
__syncthreads() to prevent the two loops to run simultaneously. Should they run
at the same time, we will risk having the first loop overwrite results from the second
since they access the same memory space.

3.4.6 Metrics

In order to evaluate the implemented sieves, we gather two metrics: execution time
and accuracy. Though computational time elapsed, we can see tendencies in the
effectiveness of the algorithms. Accuracy in the context of this thesis is as simple as
counting how many of the numbers generated by a sieve are actually prime. This
will simply verify that the implementation is working as intended.

Computational Time

High precision timestamps are gathered using the C++ chrono library, and stored
in a local vector structure during run-time. We ensure to only store the timestamps
(not processing them in any other way), in order to have them impact our execution
time as little as possible. Since both CPU and GPGPU implementations require
memory allocation locally, we can choose to omit this from our measured times.
After that, the areas of interest differ slightly. CPU sieves are directly run in regard
to the local memory, and as such we simply measure the algorithms’ execution times.
GPGPU sieves require data to be sent to the GPU and back, meaning we want to
separately measure GPU allocation, upload, download, and deallocation time in
addition to the execution time. After all of the timestamps have been gathered, we
format and compile them.

Accuracy

The accuracy of a sieve is determined by post-processing all the numbers it has
produced. We calculate this percentage as given by the following equation:

p = 1− primes identified as composite+ composites identified as primes
numbers in span [2, n], where n is any natural number ≥ 2

(3.1)

In order to identify a number as a "miss", we need to have a key with the correct
primes. We could use a primality test such as Rabin-Miller [27] to check every
number, but since it is possible for such a test to identify a composite as a prime
due to the random factor of the test it would only give us a general idea of how
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accurate a sieve is. Instead, we opt to utilize the Sieve of Eratosthenes implemented
on CPU. This algorithm is by far the most commonly referred to of the sieves and has
a very straightforward implementation. Comparing our implementation with other
sources [8, 25, 32] and verify it with a labelled set of 10 000 prime numbers acquired
from the internet [26], we now assume it to always be 100% reliable. We then use
this sieve to compute the number of misses in the other sieves.

3.5 Experiment Execution

Gathering data was done by queuing all sieves for several sieve limits and saving the
execution time and accuracy to a separate file after each execution. This process is
presented as pseudocode in Algorithm 4.

Algorithm 4 Experiment Main-function Pseudocode
1: Set nstart to 100
2: Set nend to 1000000000
3: Allocate memory space for [1, nend]
4: Run Sieve of Sundaram (CUDA) to limit 10
5: Save execution time to file
6: for each sieve do
7: for ni = 100(nstart), 200, . . . , 900, 1000, 2000, . . . , 1000000000(nend) do
8: for 10 iterations do
9: Sieve up until limit ni

10: Verify sieved range and calculate accuracy
11: Save execution time and accuracy to file
12: Reset memory
13: Wait 1 second
14: end for
15: end for
16: end for

Number of sieve executions

This code runs 10 iterations at each sieve limit for each sieve. The sieve limits are
each multiple a× 10b, where a = 1, 2, . . . , 9 and b = 2, . . . , 8, as well as 1× 109. This
gives us 64 different sieve limits in total.

Dummy call

Before we start iterating through the sieves, we make one dummy call to a CUDA-
based sieve. This is because there is an initial interfacing cost for calling CUDA the
first time in a program. We measure this separately to ensure as uniform conditions
as possible for our main tests.
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Dealing with fragmentation

When repeatedly allocating and deallocating memory in a program we run into the
issue of fragmentation [21]. This causes the process memory consumption to slowly
grow, potentially slowing down execution. In a worst-case scenario, the operating
system might terminate our process. We mitigate this by allocating local memory
only once and then having all sieves use that memory. We ensure to allocate enough
memory to hold the largest size required for a sieve, i.e. enough space to store all
numbers from 1 to our maximum limit n. After each iteration, we reset the contents
of that memory, but we do not deallocate it.

Accounting for OS background processes

Some memory consumption comes from variables or classes we do not store within
the aforementioned memory. These allocations are handled by the operating system
and does not contribute much towards the fragmentation of our process’s memory.
However, just to ensure that the operating system has finished background tasks
associated with our program once the next iteration starts, we let the program sleep
a second in between each test.

Additionally, in order to lessen the impact of other software on the computer
interfering with the experiments, all other programs were terminated prior to the
experiments being run.

3.5.1 Additional Tests

After gathering data, deviations in expected behaviour were observed. The GPGPU
implementation sieve of Atkin displayed a decrease in accuracy after a certain limit,
so a separate experiment was conducted in regard to only that sieve (see Algorithm
5). The sieve chosen to verify the correct results was the sieve of Sundaram (GPGPU)
due to displaying the fastest execution time with perfect accuracy in previous tests.
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Algorithm 5 Atkin Test-function Pseudocode
1: Set nend to 1000000000
2: Run Sieve of Sundaram (GPGPU) to nend

3: for Each range [100, 101[, [101, 102[,. . . ,[108, 109[ do
4: Count number of primes
5: Count number of false primes
6: Count number of false composites
7: end for
8: Save accuracy, total number of primes, and the data for each range to file
9: for 1, 2,. . . ,10 do
10: Run Sieve of Atkin (GPGPU) to nend

11: for Each range [100, 101[, [101, 102[,. . . ,[108, 109[ do
12: Count number of primes
13: Count number of false primes
14: Count number of false composites
15: end for
16: Save accuracy, total number of primes, and the data for each range to file
17: end for
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Results and Analysis

4.1 Experiment Results

4.1.1 Total Completion Times

Running the six sieves over the same ranges, we get results as presented in Figure 4.1.
However, since this data entails each GPGPU sieve’s time required for allocation,
upload, execution, download, and deallocation combined, it becomes harder to eval-
uate exactly how well the sieving algorithm itself contributes. We therefore choose
to separate the interfacing times (allocation, upload, download, and deallocation
times) from the execution times. The interfacing times, presented in Section 4.1.2,
indicate how time consumption increases with a sieve’s required memory space. The
execution times, presented in Section 4.1.3, display how well each sieving algorithm
actually performs on the GPU.

Figure 4.1: Average total completion time (allocation, upload, execution, download, and deallocation), between 10
runs per sieve, for all six sieves (across all limits: 102 to 109). Note that this graph is presented on a logarithmic
scale.

21
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4.1.2 GPU Interfacing Times

As was noted in Section 3.4.6, all sieves require the same memory allocation locally,
while GPGPU sieves need additional allocation on the GPU side. We therefore
choose to omit the time required to allocate memory locally on the computer and
instead present only the additional time required by the GPGPU sieves to interface
with the GPU. These interfacing times, containing the sum of times required to
allocate, upload, download, and deallocate memory, are presented in Figure 4.2.

Figure 4.2: Average interfacing time, between 10 runs per sieve, for the three GPGPU sieves (across all limits: 102

to 109). Note that the graph is presented on a logarithmic scale.

We observe that generally all of the sieves have similar interfacing times. This
is partly to be expected since they all use the same CUDA memory management
functions to interact with the GPU. However, we know that the sieve of Sundaram
only requires half as much memory space as Eratosthenes and Atkin (see Algorithm
2), but observe it to not gain any significant benefit from this until sieve limit 106.
Even then, it still lies just beneath the other two sieves’ interfacing times.

4.1.3 Execution Times

Examining only the highest limits (108-109) we note that Sundaram (CPU) and
Eratosthenes (GPGPU) perform the slowest. Following them we have Eratosthenes
(CPU) and Atkin (CPU), leaving two GPGPU sieves. Looking at Figure 4.4 it would
seem that Atkin (GPGPU) is faster than Sundaram (GPGPU). However, as can be
seen in Table 4.1, the sieve of Atkin (GPGPU) suffers from a drop in accuracy at
sieve limit 105 and higher. This will be further explored in Section 4.1.5.
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Figure 4.3: Average execution time, between 10 runs per sieve, for all six sieves (across all limits: 102 to 109). Note
that this graph is presented on a logarithmic scale.

Figure 4.4: Average execution time, between 10 runs per sieve, for all six sieves (across high limits: 108 to 109).
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Table 4.1: Average execution time and average accuracy for 10 runs of each sieve

CPU
Eratosthenes Sundaram Atkin

Sieve
Limit

Acc.
(%)

Time
(µs)

Acc.
(%)

Time
(µs)

Acc.
(%)

Time
(µs)

102 100.000 4.0 100.000 3.6 100.000 4.4
103 100.000 5.7 100.000 4.3 100.000 9.9
104 100.000 27.2 100.000 18.5 100.000 36.7
105 100.000 280.7 100.000 200.1 100.000 288.1
106 100.000 6 357.9 100.000 4 522.3 100.000 2 864.9
107 100.000 94 505.1 100.000 63 402.6 100.000 45 024.9
108 100.000 1 406 376.2 100.000 1 666 581.8 100.000 1 183 426.3
109 100.000 16 532 264.4 100.000 22 068 890.0 100.000 16 365 917.8

GPGPU
Eratosthenes Sundaram Atkin

Sieve
Limit

Acc.
(%)

Time
(µs)

Acc.
(%)

Time
(µs)

Acc.
(%)

Time
(µs)

102 100.000 136.7 100.000 130.5 100.000 135.2
103 100.000 148.1 100.000 138.9 100.000 149.3
104 100.000 370.7 100.000 250.9 100.000 235.5
105 100.000 2 408.1 100.000 1 010.6 99.996 495.1
106 100.000 23 005.9 100.000 8 882.1 99.996 2 680.3
107 100.000 197 611.8 100.000 75 712.5 99.996 19 477.9
108 100.000 2 043 399.4 100.000 757 681.4 99.996 161 875.0
109 100.000 21 334 130.2 100.000 7 772 701.0 99.998 1 627 766.4

Table Notes:
>"Acc." is shorthand for "accuracy".
>Bold entries mark the fastest execution time for any sieve at that sieve limit.
>Italic entries mark would have been the fastest execution time at that sieve limit, but are ignored
due to imperfect sieving accuracy.

4.1.4 Time Complexity for GPGPU kernels

Moving the sieves of Eratosthenes, Sundaram, and Atkin over to a GPGPU imple-
mentation means a shift in the time complexities of the algorithms. Upon running a
sieve on the GPU the following steps are taken in the presented order: allocation of
memory, upload of memory, kernel execution, download of memory, and deallocation
of memory. For all sieves step 1, 2, 4, and 5 use the same code. Step 3 calls for the
specific kernel function of that sieve, presented in Appendix A.1.

When we divide work evenly between multiple processors, the total cost of our
algorithm equals p×O(f(N)), where p is the number of processors and O(f(n)) is the
time complexity of the function [34]. However, purely from the standpoint of the time
complexity, it remains unchanged, as any constant multiplied into the Big-O notation
is disregarded [4]. This means we need only to consider the slowest CUDA thread’s
kernel function when determining the time complexity of our implementations.
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Sieve of Eratosthenes

As seen in the code in Appendix A.1.1, the Eratosthenes kernel function simply
replaces the outer loop presented in Algorithm 1. The area of interest becomes the
for-loop, which executes n−i2

i
, where n = sieve limit, and i = thread starting value

times for each thread. For the kernel thread with the shortest step length (i = 2),
this means n

2
− 2 executions, and as such gives the kernel function a complexity of

O(N).

Sieve of Sundaram

Much like the sieve of Eratosthenes, the sieve of Sundaram replaces its outer loop
with the GPGPU thread structure (see Appendix A.1.2). The inner loop executes
n−i

2×i+1
, where n = sieve limit, and i = thread starting value times for each thread.

Once again, the first thread (i = 1) has to cover the most numbers (n−1
3
). The

kernel’s time complexity ends up being O(N).

Sieve of Atkin

The sieve of Atkin requires by far the highest number of different operations out of
the three sieves. The code for the kernel is presented in Appendix A.1.3. The outer
loop from Algorithm 3 has been replaced with an if-statement, leaving us with two
non-nested for-loops.

The first loop executes
√
n times for every thread with a starting value x ≤

√
n.

Since the loop itself is not dependent on the starting value once it is running, this
grants it a consistent time complexity of O(

√
N).

The second loop executes n
x×x

, where n = sieve limit, and x = thread starting
value times for any x ≥ 5. As such, for the smallest value of x we get n

25
executions,

which corresponds to a time complexity of O(N).
Summarized, we then get the time complexity to be O(

√
N) +O(N) = O(N) for

the kernel as a whole.

4.1.5 Sieve of Atkin GPGPU Accuracy

The GPGPU implementation of the sieve of Atkin suffers an accuracy decrease when
sieving towards higher limits (105 to 109). In Figure 4.5 we can see that the average
accuracy dips just after 104. In Table 4.2 we examine the average results of ten
executions with the GPGPU version of the sieve of Atkin with sieve limit n = 109.
The algorithm identifies several composite numbers as primes (false primes), but no
primes as composite (false composites). Furthermore, we observe that it never fails
to identify numbers below 104 and that the false primes are not the same numbers
between all runs.
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Figure 4.5: The development of average accuracy and average execution time, between 10 runs, for the sieve of Atkin
(across all limits: 102-109). The average accuracy dips just after 104 when the algorithm starts producing false
primes. Note that the false primes produced are not the same between all 10 runs.

Table 4.2: Number of primes per span, as well as the average (between 10 runs) number of primes and misses per
span produced by the sieve of Atkin (GPGPU).

General Atkin GPGPU

Span
Number of
Primes

Avg. No. of
Primes

Avg. No. of
False Primes

Avg. No. of
False Composites

[100, 101[ 4 4.0 0.0 0.0
[101, 102[ 21 21.0 0.0 0.0
[102, 103[ 143 143.0 0.0 0.0
[103, 104[ 1 061 1 061.0 0.0 0.0
[104, 105[ 8 363 8 364.4 1.4 0.0
[105, 106[ 68 906 68 952.6 46.6 0.0
[106, 107[ 586 081 586 303.2 222.2 0.0
[107, 108[ 5 096 876 5 098 308.8 1 432.8 0.0
[108, 109[ 45 086 079 45 098 121.7 12 042.7 0.0
Total 50 847 534 50 861 279.7 13 745.7 0.0
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Discussion

In this thesis, we set out to evaluate the suitability of GPGPU implementations of
the three most well known prime number sieves. This suitability can be considered
a result of the performance, accuracy, and ease by which an algorithm could be
transferred to a GPGPU kernel function. In the following chapter, we shall discuss
the results in regard to the research question(s) posed at the beginning of Chapter
3.

RQ:1 Is a GPGPU approach appropriate for either of the sieving algorithms
of Eratosthenes, Sundaram, or Atkin?

RQ:1.a In what manner is each sieve fit or unfit for a GPGPU implementation?

RQ:1.b Which of the presented sieving algorithms performs the best, in terms
of execution time and accuracy, in a GPGPU parallel implementation?

5.1 General Performance Ranking
We can assess when which sieves start performing better by applying ranks to the
average execution times. Ranking each algorithm from 1 to 6, where the fastest
sieve is assigned the lowest rank, we get the graph presented in Figure 5.1. Sieves
implemented on GPGPU perform similarly enough that their ranks switch frequently
at limits below 104. Furthermore, we can see that the GPGPU sieves are slower than
the CPU sieves up until 105, after which the sieve of Atkin (GPGPU) start overtaking
them one by one. It is followed by Sundaram (GPGPU) just before 107. The sieve
of Eratosthenes (GPGPU) does however perform poorly at a pretty consistent rate,
ranking 6th during most of the runs.

5.2 Sieve of Eratosthenes
A GPGPU version of the sieve of Eratosthenes was previously implemented in Borg
and Dackebro’s study [8] and covered in Section 2.1. The authors claimed the CPU
version of the sieve to be superior to the GPGPU version. Although we in this thesis
made considerations to avoid path divergence present in their study, our results do
point towards the same conclusion. If we simply compare the average rank of the
CPU and GPGPU versions of the sieve in Figure 5.1, we can see that the GPGPU
implementation always performs worse than its CPU counterpart. Furthermore, we
note that it consistently performs the worst out of all sieves.

27
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Figure 5.1: Ranks for the average execution times, between 10 runs, for all six sieves. The faster the sieve, the lower
the rank. Note that the x-axis is presented on a logarithmic scale.

5.2.1 Suitability for GPGPU

So, why would this algorithm be unfit for GPGPU? Let us consider how the sequen-
tial version executes. We know that in its first iteration, the sieve has the shortest
step length it will ever have. This means the most number of operations, and conse-
quently the longest execution time. The second iteration starts with the first value
untouched by the first iteration. However, when running the iterations in parallel,
any subsequent iteration would need to wait until it knows the previous iterations
have passed the value it would start with.

Such an approach was considered by Bokhari [7], who describes a parallel sieve
of Eratosthenes implemented on a multi-processor CPU, using a "master process"
overseeing the general progression of the sieve. The author points out an implicit
issue with the dispatcher always being limited by the slowest sieving iteration. The
slowest sieving iteration is by nature the first, due to it having the shortest step
length. This type of dispatcher would function as a central controller, something
that we do not have available when utilizing GPGPU. With GPGPU, we launch a
multitude of threads simultaneously, and not one by one as proposed by Bokhari [7].

Being unable to manage which thread starts when, we end up in a situation where
a multitude of kernels run iterations that would normally have been skipped. This
turns the difference between CPU and GPU into a question of only doing what is
necessary versus using brute force to try to maximize throughput. Evidently, this
GPGPU approach is inferior, but a good way to solve this issue was not discovered
over the course of this study.

In summary, the sieve of Eratosthenes need to synchronize dispatches makes it a
poor fit for GPGPU.
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5.3 Sieve of Sundaram

Sundaram’s method is often mentioned in the context of sieving, but current litera-
ture rarely extrapolates on its capabilities. The CPU version performs well enough
early, being the fastest on average for limits below 105. As can be seen in both Fig-
ure 4.4 and Figure 5.1 it falls behind every sieve but Eratosthenes (GPGPU) by the
end. However, we can observe the GPGPU version of Sundaram’s sieve to perform
very well based on execution time and accuracy for higher sieve limits (107 to 109),
ranking it as the second-fastest.

5.3.1 Suitability for GPGPU

In difference to the sieve of Eratosthenes, the sieve of Sundaram has no dependence
on prior iterations when sieving. This means that the threads running the kernel
function could execute in any order, and we would end up with the same result.
Operations required by the algorithm are limited to addition and multiplication, and
since we run the same kernel function with no divergence, this means that the sieve
of Sundaram fulfills all three guidelines for a good GPGPU function presented in
Section 1.1.2.

As a consequence of this lack of dependence, as well as the simple maths that are
required, is that the sieve could be developed to allow segmentation of the range of
numbers to be sieved. This would allow the GPGPU sieve to reach as far as the CPU
version, i.e. beyond 109. A suggested implementation will be discussed in Section
5.6.

In summary, the sieve of Sundaram has several characteristics that make it fit for
GPGPU execution, providing fast and accurate results for high sieve limits (107 to
109).

5.4 Sieve of Atkin

The sieve of Atkin is quite complex in comparison to the sieves of Eratosthenes and
Sundaram. Its CPU version displays a consistent performance, as shown in Figure
5.1 never ranking worse than 3. The GPGPU version catches up and takes the rank
1 spot beyond sieve limit 106, but as mentioned in Section 4.1.5 the GPGPU parallel
implementation suffers from imperfect accuracy above sieve limit 104.

5.4.1 Suitability for GPGPU

Despite having several modulo-operations and if-statements, two for-loops, and a
synchronization barrier, the sieve of Atkin performs very well in a GPGPU context.
This was surprising, as we would have expected these characteristics to go against
the best practices back from Section 1.1.2.

The drop in accuracy does however point towards another key distinction from the
other two sieves. Observe the lines where the in_device_memory pointer is accessed
in the code of Appendix A.1.1 and Appendix A.1.2. Each access is a one-way write
operation, where the Boolean value false is written into the memory. As we can see
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Table 5.1: Number of false primes produced for each span by the sieve of Atkin (GPGPU) across 10 runs.

No. of False Primes

Run
Span

[10
0, 10

1[

[10
1, 10

2[

[10
2, 10

3[

[10
3, 10

4[

[10
4, 10

5[

[10
5, 10

6[

[10
6, 10

7[

[10
7, 10

8[

[10
8, 10

9[

Total

1 0 0 0 0 2 42 196 1 539 12 424 14 203
2 0 0 0 0 1 18 205 1 649 11 749 13 622
3 0 0 0 0 4 72 211 1 513 12 761 14 561
4 0 0 0 0 1 67 299 1 397 11 658 13 422
5 0 0 0 0 1 54 232 1 428 11 247 12 962
6 0 0 0 0 2 37 135 1 228 12 097 13 499
7 0 0 0 0 1 34 258 1 466 11 787 13 546
8 0 0 0 0 0 25 160 1 415 13 253 14 853
9 0 0 0 0 2 64 270 1 258 11 407 13 001
10 0 0 0 0 0 53 256 1 435 12 044 13 788

in Appendix A.1.3, in three out of four cases the memory is first read, the Boolean
value inverted, and then written back to memory. This introduces a potential race
error, where two or more threads might read the same memory address at the same
time. When this occurs, the first for-loop checks for an odd number of solutions
starts producing the incorrect results1. The occurrence of the race conditions seems
to depend on how CUDA schedules the threads and can vary from run to run. In
Table 5.1 we can see that the number of false primes per region is not the same
between all ten executions.

Correcting this run condition proved difficult, and in the final implementation,
the issue remained unsolved. It cannot be solved through the atomic operations
available in CUDA [24], as these do not support Boolean values. Neither can we
control the threads to never work within the same numerical region as they iterate
at different velocities.

In summary, the sieve of Atkin displayed excellent performance when it came to
execution time, but requires a solution to the run condition decreasing its accuracy
to be viable on GPGPU for sieve limits above 104.

5.5 Further Performance Improvements

At this point, we have seen the performance of the GPGPU sieves. The sieve of
Eratosthenes showed itself to be the worst out of the bunch, while both the sieves of
Sundaram and Atkin advertised significant time reduction compared to their CPU-
based counterparts when sieving high limits. However, this thesis did not explore

1We can deduce that the first loop must be the reason for producing erroneous data by observing
Table 4.2. Had the second loop produced errors, it would have set primes as composites (ergo, false
composites). However, we observe that there are no false composites, and as such the cause must
be the first loop.
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the topic of load-balancing, which could potentially improve performance further.
Bokhari [7] reports a situation where adding additional processors does not speed up
execution time by any considerable amount. This could apply to our GPGPU sieves,
where some threads run iterations with a lower velocity, and as an effect are more
likely to finish late during execution. The author presents dynamic load-balancing as
a solution, where a finished thread offloads a working thread. This causes a slowdown
for low sieve limits, but a speedup for high. Further work upon this area presented
by Chen et al. [9] suggests GPGPU variants using CUDA to be both possible and
beneficial.

Another area in which we could potentially lower execution time is in regard to
the operations we perform on the GPU. We will want to use as simple operations
as possible within our kernel functions. It should be noted, as Sorenson [30] points
out, that operations like addition and multiplication do not differ to any greater
degree. This means that the sieves of Eratosthenes and Sundaram lack much space
to improve in this regard, while the sieve of Atkin could potentially stand to benefit
from having some of its functionalities simplified.

5.6 Batch-Divided Sieve of Sundaram

Due to not being dependent on previous steps, the sieve of Sundaram becomes inter-
esting since we can divide it into several GPGPU kernel launches. This allows us to
swap the memory uploaded to the GPU, and as such reach for a sieving span equal
to the one possible on CPU. Let us call the sequential chunk of memory uploaded
to the GPU a batch. When executing the sieve on a span that does not exceed the
GPGPU global memory limit, we are only in need of one batch (and can use the
kernel function in Appendix A.1.2). For the sake of example, we now consider a
situation were we have a sieve span [1, n] that exceeds the size limit of one batch,
but would fit into three batches [1, a], [a+ 1, 2a], and [2a+ 1, n] (as shown in Figure
5.2). The first and second batch contains the same amount of numbers, while the
third batch is smaller.

When we launch the first batch, we can run the sieve as if the sieve limit would
be a. The sieve calculates which memory index it should access based on the thread
ID as normal, and the launch is functionally identical to a non-batch-divided sieve
of Sundaram (see Algorithm 6). Do note that if we would let the sieve reach further
than a, it would try to access values stored in memory not currently uploaded to the
GPU. Also note that for each kernel thread, the variable i remains constant.

Algorithm 6 Sieve of Sundaram Kernel
Input: Range start: s, Range end: e

1: n = e
2: i = thread id+ s
3: for j = i, (i+ 1), (i+ 2), . . .; while (i+ j + 2× i× j) ≤ n do
4: Set value of (i+ j + 2× i× j) as false
5: end for

For the second batch, we set the sieve limit to be 2a. We can sieve from a+1 and
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Figure 5.2: Structure for GPGPU sieving via batches.

onward, but must also account for which numbers the threads of the previous batch
would have marked. As such, we let each thread be responsible for the corresponding
value of i in the previous batch, e.g., thread ID 0 of batch 2 gets to iterate for i1 = 1
and i2 = a+1. We realize that for any i of a previous batch, we must calculate which
j would be the first to reach into the currently uploaded memory space [s, e]. We get
the equation for this by taking Sundaram’s second condition (presented in Equation
5.1) and replacing the n (the end of the range) with s (the start of the range). We
then solve for j and end up with Equation 5.2.

i+ j + 2× i× j ≤ n (5.1)

j ≤ s− i
2× i+ 1

(5.2)

Once the program reaches the third iteration, having threads responsible for
iterating over values untouched by previous threads forces us to launch an equal
amount of threads to the previous batches. The reason for this becomes clear by
observing the red area of Figure 5.2. While the sieve stops at n (thread ID x),
and anything further would lie outside allocated memory, the iterations handled by
threads of those IDs are required to finish the sieving process. Such a kernel function
is presented below in Algorithm 7, and it corresponding CUDA code can be found in
Appendix A.1.4.

Time Complexity

We now evaluate the time complexity of this batch-divided kernel function presented
in Algorithm 7. To begin with, we simply its behaviour into four points.
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Algorithm 7 Batch-Divided Sieve of Sundaram Kernel
Input: Range start: s, Range end: e, Generation number g

1: Set n = e
2: Set i = thread id+ s
3: for j = i, (i+ 1), (i+ 2), . . .; while (i+ j + 2× i× j) ≤ n do
4: Set value of (i+ j + 2× i× j) as false
5: end for
6: for each generation prior to g do
7: Set i back to the s of that batch
8: Set js to s−i

2×i+1
rounded up

9: for j = js, (js + 1), (js + 2), . . .; while (i+ j + 2× i× j) ≤ n do
10: Set value of (i+ j + 2× i× j) as false
11: end for
12: end for

• The function is called once for every batch.

• The first for-loop has a time complexity of O(N) (see Section 4.1.4).

• The outer nested for-loop executes once for each previous generation.

• The inner nested for-loop executes at the same rate as the first.

From this, we conclude that the time complexity for a first-generation batch is O(N),
the complexity for a second-generation batch is O(2N), and so on. This means that
the total time complexity for a single batch of generation k is equal to O(k). If we
summarize the complexities of a number of batches b, we end up with the expression
in Equation 5.3.

b∑
k=1

O(kN) = O(N)× b× (b+ 1)

2
(5.3)

Here it is important to note while each generation might have a linear time complex-
ity, the overall cost increase from adding batches (i.e. increasing the value of b) is
actually higher. We derive this time complexity from O(g(b), where g(b) = b×(b+1)

2
=

1
2
× b2+ 1

2
× b. Removing coefficients, our dominant term is b2, which means that the

time complexity imposed by variable b in Equation 5.3 is O(N2). This means that
the overall time complexity of the implementation is O(Nn×N2

b ), where Nn is based
on sieve limit n and Nb is based on number of batches b.

Results

As we now have explained design and expected behaviour can now move on to the
results of the batch-divided sieve of Sundaram, and put it in context with the other
sieves. The experiment structure for these tests was generally the same as the ap-
proach described in Section 3.5, with pre-allocation of memory, initial interfacing
sieve, and 10 tests run at each sieve limit (see Algorithm 4). However, to properly
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gain insight into the behaviour of the implementation, two slightly modified experi-
ments were run:

Exp. 1 Same as Algorithm 4, but only involving two sieves: Sun-
daram (GPGPU) and Batch-Divided Sundaram (GPGPU).
Tests were run for sieve limits [102, 106. The batch divided
sieve was allowed to upload 1 000 numbers (1 kB) to the
GPU at a time.

Exp. 2 Same as Algorithm 4, but only involving three sieves: Atkin
(CPU), Sundaram (GPGPU), and Batch-Divided Sundaram
(GPGPU). Tests were run for sieve limits [102, 1010] for
Atkin (CPU) and Batch-Divided Sundaram (GPGPU), while
it was only run for limits [102, 109] for Sundaram (GPGPU).
The batch-divided sieve was allowed to upload 2 000 000 000
numbers (2 GB) to the GPU at a time.

The first of these experiments grants us insight into the difference in completion
time between the ordinary GPGPU sieve and the batch-divided variant. As we can
see in Figure 5.3, the batch divided sieve has a constant increase to its execution time
before the batch limit (103) has been reached. This is due to the extra calculations
and interfacing required by the algorithm. Once the batch limit has been reached, the
batch-divided sieve starts launching additional batches, and as such its completion
time starts increasing at a higher pace than its basic GPGPU sibling. Given our
observations around the batch-divided algorithm’s time complexity in the previous
section, this is as expected.

Figure 5.3: Average total completion times (allocation, upload, execution, download, and deallocation), between 10
runs, for sieve of Sundaram (GPGPU) and sieve of Sundaram (Batch-Divided GPGPU) across limits: 102 to 106.
Note that the graph is presented on a logarithmic scale.
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The second experiment is set up to give us an idea of the algorithm’s practical
performance. The batch limit was set to 2∗109, which is a bit less than the amount of
free memory on the 3 GB GPU. We limit the comparison within this test to the two
best-performing sieves from the earlier experiments (see Section 4), namely the sieve
of Atkin (CPU) and the sieve of Sundaram (GPGPU). The decision to conduct this
comparison between only three sieves is based on two circumstances. For one, it saves
time, since verifying all sieves is a time-consuming matter. For two, previous results
already give us an understanding of the most efficient sieves. Since the purpose of
the batch-divided sieve is to see if it can compare to the CPU variants, it is enough if
we can see it to be slower or faster than the fastest CPU sieve at that range. We also
choose to include the sieve of Sundaram (GPGPU), to get an idea of the difference
between the two sieves when run over a larger span. Note that since the sieve of
Sundaram (GPGPU) is subject to the previously mentioned limitations, and cannot
reach further than 109, we do not iterate the algorithm beyond that point.

Results from the second experiment can be seen in Figure 5.4. We note that just
as for the first experiment, the sieve of Sundaram (GPGPU Batch Divided) has a
higher completion time early, as compared to the sieve of Sundaram (GPGPU). Some
irregularities push the non-batch-divided sieve above the former, but these irregulari-
ties can be dismissed as the effects of external factors caused by the operating system
rather than the algorithm. As the sieving limit increases, the impact of the constant
interfacing time diminishes. As can be seen in Figure 5.5, where we investigate the
higher region (sieve limits [108, 1010]), the sieve of Sundaram (GPGPU) and the sieve
of Sundaram (GPGPU Batch Divided) follow each other pretty much in parallel up
until 109. Beyond this point, the batch-divided sieve continues to follow the same
trend up until 3 ∗ 109 where there are notable shifts in its performance. Interest-
ingly enough though, is that the batch-divided sieve still manages to outperform the
sieve of Atkin (the fastest CPU sieve) at these limits. It should however be noted,
drawing conclusions from the algorithm’s time complexity, that we can expect the
batch-divided sieve to rapidly become more inefficient as the sieve limit rises.

In conclusion, our batch-divided algorithm does allow for us to sieve as wide
ranges as we can with any CPU implementation. In the practical scenario set up in
or experiments, the batch-divided sieve of Sundaram even outperforms the fastest
CPU sieve. However, the time complexity allows us to predict this advantage to be
lost at higher sieving limits.
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Figure 5.4: Average total completion times (allocation, upload, execution, download, and deallocation), between 10
runs, for sieve of Atkin (CPU), Sundaram (GPGPU) and Sundaram (GPGPU Batch-Divided) across limits: 102 to
1010. Note that the graph is presented on a logarithmic scale.

Figure 5.5: Average total completion times (allocation, upload, execution, download, and deallocation), between 10
runs, for sieve of Atkin (CPU), Sundaram (GPGPU) and Sundaram (GPGPU Batch-Divided) across limits: 108 to
1010. Note that the graph is presented on a logarithmic scale.
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5.7 Study Validity

Before we conclude this thesis, we shall discuss the validity of the study as a whole.
We have presented the method, the results, and observations around various imple-
mentations of prime number sieves. As with any implementation, variable aspects
like the hardware available or the proficiency of the programmer affects the outcome.
As such, we shall here at the end take one step back and regard the thesis as a
case study, and subsequently apply the validity framework of Runeson and Höst [29].
This will help us evaluate the choices of methods and approaches within the thesis.

Runeson and Höst [29] provide guidelines for what they consider a good approach
for research into software engineering, but acknowledge that there is no set recipe for
success. In their article, the authors present four aspects on which a study can be
evaluated: Construct Validity, Internal Validity, External Validity, and Reliability.

Construct validity regards if the method of the study provides the data required to
answer the research questions. In this thesis, we chose completion time and accuracy
as our metrics to answer questions about performance and suitability. Measuring
performance using time is a rather standard approach, and could potentially be
expanded by considering algorithm memory requirements. However, as we in this
study implemented the same storage type for all tested sieves, this extension of the
performance metric would not yield any further insight as it currently stands. Fur-
thermore, basing the algorithms out of shared functionalities when possible decreases
the risk of differences in performance results being based on unintended2 differences
between the implementations. This does in a sense affect the observations surround-
ing suitability, as various other approaches more unique to each sieve could increase
or decrease appropriateness. However, it does also help us build a functioning frame-
work for supporting functions to expedite implementation. The foremost example of
this would be the verification functionality that calculates the accuracy of a sieve,
as we can use the same verification process for all sieves. This ensures we know that
the metric of accuracy is comparable between all sieves. Accuracy itself is a metric
that, as mentioned back in Section 3.4.2, is expected to be 100% for all sieves. As
such, this means the metric only becomes of interest if it ever varies. In this study,
we used it as a safeguard to verify the implementation of each sieve. As was seen for
the sieve of Atkin (see Section 4.1.5) this allowed us to notice undesired behaviour
and make points about the algorithms’ suitability. Other metrics could perchance
give other insights, thus increasing construct validity, but the two selected has given
the thesis basis for its observations and arguments.

Internal validity concerns aspects of dependency between elements within the
study. In the case of this thesis, this mainly regards factors in our testing environ-
ment. This includes unrelated processes executed by the operating system during
experiments, or effects caused by how the experiments were designed. We have tried
to lessen the impact of these uncontrolled elements by running each sieving interval
for each sieve ten times, and then averaging the results. Likewise, by testing several
times during the development process, we could identify tendencies for sieves to have
a spike in execution times for early intervals, or a slow but steady increase in execu-
tion times for sieves run later in the experiment. We have adjusted accordingly, trying

2As in "not considered" or "overlooked".
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to mitigate the impact from dependant factors by implementing initialization steps
to our experiments, such as making an early CUDA call and re-using pre-allocated
memory.

External validity is an evaluation of how useful the findings are for other cases
within the same area as the study. We have in this thesis tried to cover both per-
formance and suitability, creating an association between theory and practice. Some
earlier comparative studies [14, 32] fall short in this regard, giving their reader little
insight into what differentiates the algorithms tested. This thesis has endeavoured to
give its reader a fair insight into the technicalities of the approaches covered, hope-
fully allowing the reader to form motivated opinions on the topic. The beneficial and
disadvantageous characteristics of each sieve have been discussed, and results have
been compared for a wide amount of sieving ranges.

Reliability is the final point raised by Runeson and Höst [29], and it pertains to
the topic of if results can be reproduced by repeating the study. The thesis has tried
to enable this by providing details about hardware, experiment design, and kernel
functions. Results are presented as comparative tendencies between the implemented
algorithms, allowing for potential repeated studies to easily compare their outcome
to the outcome of this thesis. Variable factors, such as operating system behaviour,
cannot be fully accounted for, but we have in Chapter 3 presented various ways this
study has tried to mitigate the impact from such. A repeat of this study should
therefore be able to produce proportionally similar results.

In summary, this thesis has attempted to resolve threats to its validity through
the selection of simple yet informative metrics (construct validity), offsetting conse-
quences from operating system interaction (internal validity), structured discussion
of each sieve (external validity), and documentation of the methodology (reliability).



Chapter 6
Conclusions and Future Work

Thesis Summary

Prime numbers are integers that can only be evenly divided by 1 or themselves,
and finding them has interested many mathematicians over the years. Over 2000
years ago, the Greek mathematician Eratosthenes developed the first prime number
sieve, an algorithm designed to produce a continuous interval of primes. Many other
sieves have been developed since then, among the most famous ones being the sieves
of Sundaram (1934) and Atkin (2004). While the usage and intricacies of these
algorithms have mostly been of interest to those studying pure mathematics, the
rise of digital computing has granted them a new purpose in various encryption
or hashing systems. However, in previous works where these algorithms have been
implemented and compared, few studies have covered the potential of GPGPU-type
parallelization. In difference to single-threaded or multi-threaded CPU, GPGPU
offers a large simultaneous throughput at the cost of direct management and control
of each individual thread. As such, we set out to explore the possibility to divide the
sequential algorithms into uniform segments to be executed in parallel on a GPU,
with the goal to improve their performance over their CPU counterparts. We have
evaluated which characteristics are beneficial or detrimental in this endeavour, and
compared execution times and accuracy on all implemented sieves on ranges from 102

to 109. Furthermore, this uppermost sieving limit was set by the memory size of the
available GPU hardware, which was smaller than the local memory available to us on
our system. We then presented the possibility to divide the sieve of Sundaram into
separate batches, allowing its sieving process to be segmented into several GPGPU
launches.

Research Conclusions

Throughout this thesis, we have examined the performance, accuracy, and charac-
teristics of the prime number sieves of Eratosthenes, Sundaram, and Atkin. We have
implemented each on both CPU and GPGPU, and concluded the following about
the parallel versions:

• The GPGPU version of the Sieve of Eratosthenes performs the slowest out of
all sieves at all sieve limits. The algorithm sequentially starts its iterations,
making it a poor fit for GPGPU-type parallelization.

• The GPGPU version of the sieve of Sundaram performs slower than its sequen-
tial counterpart at low sieve limits (102 to 107), but shows an improvement at
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higher intervals (107 to 109) where it ranks second fastest. The simplistic na-
ture of the algorithm combined with each iteration’s independence from other
iterations makes it a suitable fit for GPGPU execution.

• The GPGPU version of the sieve of Atkin overtakes the CPU version at higher
limits (106 to 109), executing the fastest out of all sieves. However, due to how
the algorithm accesses memory, it produces false prime numbers at any sieve
limit beyond 104. Therefore, the sieve of Sundaram’s GPGPU variant faster at
limits beyond 107

Furthermore, we found that the characteristics of the sieve of Sundaram allow
the algorithm to be segmented, and as such does not require the entire span to be
sieved to be uploaded into GPU memory simultaneously. While this would allow the
GPGPU sieve to sieve as far as a CPU-based sieve, it increases the overhead cost
from interfacing with the GPU, as well as grants the GPGPU algorithm a worse time
complexity (O(Nn ×N2

b )), when compared to the CPU version (O(N × log(N))).
Conclusively, between CPU and GPGPU versions of all six sieves, we found the

best-performing sieves when sieving prime numbers from limits between 102 and 109

to be: the sieve of Sundaram’s CPU variant (limits [102, 106[), the sieve of Atkin’s
CPU variant (limits [106, 107]), and the sieve of Sundaram’s GPGPU variant (limits
]107, 109]).

Future Work

From this thesis, a few future directions of research could feasibly be examined. The
thesis has focused on a comparison between three well-known sieves, leaving room
for alternate algorithms to be tested in a GPGPU environment.

For the tested sieving algorithms, there are a few ventures which could be ex-
plored. Two of the sieves, Eratosthenes and Atkin, display some manner of unde-
sirable behaviour. Due to its poor performance, any improvements to the sieve of
Eratosthenes might not yield any considerable result, but a solution to the race con-
dition displayed by the sieve of Atkin would be valuable. Likewise, we saw that the
sieve of Sundaram could be divided into batches, allowing it to reach as far as a CPU
sieve at the expense of a worse time complexity. Investigating if there exist other
sieves that need not increase the number of iterations performed for later generations
of batches could be of interest. Furthermore, pursuing a load-balanced approach for
either of the implemented sieves could enhance their performance.

Sieving algorithms do have the drawback that they require many iterations and
a lot of memory as they reach higher limits. This thesis chose to exclude alternate
prime identification methods, such as factorization and primality tests, for the sake of
focus. Conducting similar studies for either of the other algorithm types implemented
using GPGPU would be of interest.
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Appendix A
Code

A.1 CUDA Kernel Functions

A.1.1 Sieve of Eratosthenes

__global__ void EratosthenesKernel(size_t in_start, size_t in_n,
bool* in_device_memory) {↪→

//Get the thread's index
size_t i = blockIdx.x*blockDim.x + threadIdx.x;
i += in_start;

//De-list numbers
for (size_t j = i * i; j <= in_n; j = j + i) {

in_device_memory[j - in_start] = false;
}

}

A.1.2 Sieve of Sundaram

__global__ void SundaramKernel(size_t in_start, size_t in_n,
bool* in_device_memory) {↪→

//Get the thread's index
size_t i = blockIdx.x*blockDim.x + threadIdx.x;
i += in_start;

//De-list numbers
for (size_t j = i; (i + j + 2*i*j) <= in_n; j++) {

in_device_memory[(i + j + 2*i*j) - in_start] =
false;↪→

}
}
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A.1.3 Sieve of Atkin

__global__ void AtkinKernel(size_t in_start, size_t in_n, bool*
in_device_memory) {↪→

//Get the thread's index
size_t x = blockIdx.x*blockDim.x + threadIdx.x;
x += in_start;
//> For (x^2 <= n) and (y^2 <= n), x = 1,2,..., y = 1,2,...
if (x*x <= in_n) {

for (size_t y = 1; y*y <= in_n; y++) {
//> A number is prime if any of the following is

true:↪→

//>> (z = 4*x*x + y*y) has odd number of solutions
AND (z % 12 = 1) or (z % 12 = 5)↪→

size_t z = (4*x*x) + (y*y);
if (z <= in_n && (z % 12 == 1 || z % 12 == 5)) {

in_device_memory[z - 1] = !in_device_memory[z -
1]; }

↪→

↪→

//>> (z = 3*x*x + y*y) has odd number of solutions
AND (z % 12 = 7)↪→

z = (3*x*x) + (y*y);
if (z <= in_n && (z % 12 == 7)) { in_device_memory[z

- 1] = !in_device_memory[z - 1]; }↪→

//>> (z = 3*x*x - y*y) has odd number of solutions
AND (x > y) AND (z % 12 = 11)↪→

z = (3*x*x) - (y*y);
if (z <= in_n && (x > y) && (z % 12 == 11)) {

in_device_memory[z - 1] = !in_device_memory[z -
1]; }

↪→

↪→

}
}
//Wait for other threads to avoid race-condition
__syncthreads();
//> Multiples of squares might have been marked, delist:
//>> (z = x*x*y), x = 1,2,..., y = 1,2,...
if (x >= 5 && x*x <= in_n) {

if (in_device_memory[x - 1]) {
for (size_t y = x*x; y <= in_n; y += x*x) {

in_device_memory[y - 1] = false;
}

}
}

}
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A.1.4 Batch-Divided Sieve of Sundaram

__global__ void SundaramBatchKernel( size_t in_start, size_t
in_end, size_t in_generation, size_t in_batch_size, bool*
in_device_memory) {

↪→

↪→

//Get the thread's index
size_t i = blockIdx.x*blockDim.x + threadIdx.x;

//---CURRENT GENERATION---
i += in_start;
//De-list all numbers that fullful the condition: (i + j

+ 2*i*j) <= n↪→

for (size_t j = i; (i + j + 2*i*j) <= in_end; j++) {
in_device_memory[(i + j + 2*i*j) - in_start] =

false;↪→

}

//---EARLIER GENERATIONS---
for (size_t g = 0; g < in_generation; g++) {

//Jump back one batch size to find the i of the
previous generation↪→

i -= in_batch_size;

//Compute which j is the first to reach into the
current batch's memory space↪→

float j_start = ceilf((float)(in_start - i) /
((2 * i) + 1));↪→

//j >= i, so we never start from a j less than i
j_start = fmaxf(j_start, i);

//Run iterations until we reach the end of span
(in_end)↪→

for (size_t j = j_start; (i + j + 2*i*j) <=
in_end; j++) {↪→

in_device_memory[(i + j + 2*i*j) -
in_start] = false;↪→

}
}

}
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