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Abstract

Today, electronic healthcare still suffers from a lack of unified semantics and classifications
of patient data. Electronic health records may not be properly processed across the globe,
and if they are, data is often lost upon conversion. A way to tackle this problem is with
proper data classification using terminologies and by using terminology servers, which
map between terminologies.

In this thesis the focus lies on evaluating a set of open source terminology servers on
their qualities with respect to usability and performance. We evaluate them by finding out
how we can use and work with the SNOMED CT terminology through the servers.

This thesis uses a heuristic evaluation where it measures a set of criteria based on de-
fined properties of the servers and artifacts related to them. This way, a candidate server
for integration with COSMIC, a software solution by CAMBIO for the electronic healthcare
system which aims to conform to the idea of a global electronic health record standard, is
found.

The research finds both the Snowstorm and SNOW OWL terminology servers to be
viable options for CAMBIO, depending on their preferences. Both servers offer the raw
software services they require, however with a different degree of support.

This research took place during spring and summer of 2020 at Linkoping University
and CAMBIO'’s offices in Linkoping, Sweden.
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Introduction

Since decades ago, long before the birth of the internet, there has been a need to store medical
records of patients, both for statistical and practical use. As the industry became more dig-
italized, the desire to store and access records on computers, servers and database systems
became increasingly attractive. The systems, however, were developed and maintained by
different parties across the globe. The requirements for these systems were specified by the
medical field within their respective countries, which lead to great disparity between the
systems that were developed. The disparity did often exist within a single country as well,
because of several actors supplying the medical field with different software.

Standardization for disease classification has existed for more than a century. It is called
the International Statistical of Diseases and Related Health Problems (ICD) [1]], and is main-
tained by the World Health Organization (WHO). It took a long time for ICD to become
digitalized. In 2018, the WHO released ICD-11, which is a digital mapping of ICD-10, which
at that point was the most recent version of the ICD family of standards.

The ICD family was designed for statistical approaches and data analysis, but also sees
practical, daily use in the clinical field. In the paper by Jean-Marie Rodrigues et al. [2], it
is stated that ICD is the most important worldwide standard for mortality and morbidity
statistics. However, the paper also states that ICD is used for health care documentation and
billing. Furthermore, this usage extends down to several national adaptations depending on
where ICD is used in practice. This practice was not originally intended, and a terminology
(a way to classify data) more suited for the task of daily clinical triage was needed.

A classification aiming to improve the conformity of health records for practical work
with patients in daily use was created in 1999, iterated on, and finalized as a first version
in 2002. It is called the Systemized Nomenclature of Medicine - Clinical Terms (SNOMED
CT) [3], which has been translated to many languages, including Swedish. SNOMED CT
promises to provide an international standard for codes, terms and formalisms to represent
details of the health care process [2]]. Simplified, it can be said that SNOMED CT has the aim
of standardizing health record systems for practical use. Kathy Giannangelo and Jane Millar
at the International Health Terminology Standards Development Organisation (IHTSDO)
say that SNOMED CT is a comprehensive clinical terminology that provides the general core
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terminology for the electronic health record [4]. SNOMED CT aims to create a uniform clas-
sification which all third party developed systems should conform to, and it is also updated
regularly with new entries.

By conforming to this new classification, data for patients may be shared throughout
different regions and countries and be accessible by different authorities given the need.
The Swedish National Board of Health and Welfare (Socialstyrelsen) is currently working
towards putting SNOMED CT into use across the country [5]. However, the project is still
in its infant stages in Sweden. CAMBIO Healthcare Systems (CAMBIO) is one of the actors
within digital medical healthcare that has to conform to this new standard eventually and
therefore CAMBIO is looking to integrate their systems to comply with the use of SNOMED
CT. Because of that, the need for this research project arose, as CAMBIO wants to research
the feasibility of currently existing terminology servers, before developing their own.

In the planning phase prior to the start of this thesis, CAMBIO stated that they were looking
for a terminology server with the following features to satisfy their future needs:

¢ The possibility of using new or updated terminologies with the server’s existing con-
figuration.

¢ The ability of using an API to input new expressions to the server.

* The ability of using an API for searching with different criteria.

* The performance of the aforementioned APIs (e.g. response time of search results).
¢ The compliance with ICD-11.

¢ The possibility of using different terminologies all at once.

In the end, all of these things were not possible to study within the scope of a single master
thesis. 1 was able to study the ability of using different APIs, their performance and the
server’s usability, but not the compliance with ICD-11 or using different terminologies all at
once. See section [1.4]for more details.

1.1 Motivation

It was already estimated a long time ago that without a standard on international clinical
terminology, citizens’ lives would be put at risk [6], because of the increasing cost in devel-
oping electronic health records. Statistics from 2006 showed that the expenditure on health
related informative technology effectively doubled from 1997 to 2006 [6]. Because of the
rising costs, it was estimated that the risk of data conversion would become too expensive,
putting citizens’ health at risk. Without data conversion the harm caused by prescription
errors alone would be roughly 832 injuries in 100000 citizens, resulting in 20 deaths [6].

Converting personal healthcare records between systems requires semantic interoperability
between them. Aptly put, unless some form of standard is met, different applications are
unable to guarantee a correct processing of data. Meaning must be retained when the clinical
record is translated from one language to another [6]. The only way semantic interoperability
can be achieved is by providing standardized terminologies [7].

The heterogenity and complexity of specifications in terminologies has posed a signifi-
cant challenge of the widespread adoption of clinical terminologies, leading to significant
effort for implementors [§]. As an example, SNOMED CT is distributed in Release Format
2, a table-based format that is non-trivial to process, while other clinical terminologies may
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be modelled in a completely different format [8]]. This is followed by a lack of expertise in
the area (the SNOMED CT implementation guide is over 700 pages long), which usually
requires a wide range of knowledge, including programming, description logic and ontology
reasoners. A terminology server should be able to provide access to a clinical terminology in
a standardized manner and therefore shield the end users from all the underlying complexity
[8]. Furthermore, Alejandro Metke-Jimenez et al. conclude that for a terminology server to
be desirable in a practical use environment, it should have a distribution mechanism that
facilitates keeping clinical terminologies up to date, as well as being able to provide advanced
concept querying capabilities [8].

Terminology servers provide terminologies in a standardized format to users in a distributed
environment with the objective of fostering semantic interoperability [7]. The servers allow
the users to synchronize local variables with centrally managed ones. In a system where
updates to the terminologies happen frequently due to new medical discoveries, such syn-
chronization is vital for the semantic interoperability. Therefore, a terminology server is a
vital component when using clinical terminologies such as SNOMED CT. Several terminol-
ogy servers exist, and they have different qualities and characteristics. However, little is
documented about which server is most suitable given certain requirements on the health
care system that one seeks to integrate it with.

1.2 Aim

This thesis project aims to identify the feasibility of integrating CAMBIO’s digital health
record system application (COSMIC) [9], with a terminology server capable of querying the
SNOMED CT terminology, and by doing so conforming to Socialstyrelsen’s goal of having
all medical health records and systems in Sweden compatible with SNOMED CT. Meaning,
a system where certain codes map to certain information about patients, and where data
can be exported and imported both on a national and international level, while remaining
semantically correct.

The integration of a terminology server with COSMIC to provide support for use of the
SNOMED CT terminology is in theory achievable in several ways, given the fact that several
terminology servers exist. CAMBIO desires the best possible performance of the integrated
server given some criteria (e.g. how long it takes to get a return result of a query). This
requires the thesis to evaluate the terminology servers that support SNOMED CT and exist
on the market today, to find the server that in theory would generate the best possible per-
formance. Some of these terminology servers are open-source, while others are proprietary.
What they all have in common is that they are all rather complex. While the core purpose
stays the same for all of them, they come with different additional features, support and
requirements.

CAMBIO’s requirements in these servers revolves around their hardware and software
requirements, their available APIs, and their support. The APIs are central to the research
and they will be evaluated in detail. Furthermore, it is of relevance to find out whether the
server infrastructure needs to be updated when new versions of SNOMED CT are released.
SNOMED CT sees updates twice a year. The candidate server should not have issues run-
ning several different versions of SNOMED CT. In conclusion, the study intends to find out
which server is suitable with respect to CAMBIO’s needs, and to integrate that server with
COSMIC. In this research, this integration is done with a module in COSMIC called COSMIC
CONNECT PUBLISH (CCP), shown in figure
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Figure 1.1: The proof of concept of the integration with a terminology server that laid the
foundations for this thesis. The idea is that CCP’s arsenal of utility should be expanded
through the use of an integrated terminology server so that CCP can provide more and pre-
cise information to external and internal calls and requests.

1.3 Research questions

Based on the request to evaluate the APIs of the servers, as well as the general usability of
them, the research questions for this thesis were the following:

1. Which terminology server in this study is best suited for integration with COSMIC?

2. Which terminology server may handle query requests best with respect to the available
APIs?

3. Which terminology server has the best support for continuous usage?

The answer to these questions was partly provided by one or more metrics which tell how
well every server performed with respect to a set of criteria. The integration of the candidate
server did also require a brief study on COSMIC’s interfaces in addition to the results of the
experiments.

It is important to note that usability and continuous support was of importance to CAMBIO.
Therefore, the server chosen for integration with COSMIC would not necessarily be the one
that scored the best results purely based on performance. Ease of access, amount of docu-
mentation, usability features as well as community support were all very important aspects
to take into consideration for the scope of this thesis.

Finally, it was of some value to understand how easy it was for a deployed terminology
server to process an updated version of SNOMED CT. Here it was interesting to learn if
there would be crashes, interruptions, software incompatibilities, or otherwise performance
hampering issues that lead to a less desirable user experience. In conclusion, the performance
and user experience, along with the aspects mentioned before, would provide the answer to
which terminology server had the best support for continuous usage.
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1.4 Delimitations

When this research began, there existed several terminology servers on the market. Evalu-
ating all of them would be too large a task for the scope of this thesis. The servers selected
for this research were chosen based on the results from the paper by Zhou et al. [10], which
describes the performance of several SNOMED CT browsers based on the type of queries
given to them. The results of that paper were cross-referenced with the information available
in online documents from the IHTSDO [11], which maintains a knowledge-base of known
terminology servers and their respective browsers. A browser, in this context, is a means to
query SNOMED CT for results. All the browsers for the relevant servers may be found on the
web [12]] [13]] [14], and can illustrate how SNOMED CT is structured. This lead to the finding
of the three servers which are studied in this paper. They are Snowstorm [15], maintained by
the IHTSDO [16], SNOW OWL [17], maintained by B2i [[18], and the West Coast terminology
server [19]], maintained by West Coast Informatics LLC [20]. Other servers existed but were
either not as accessible, not as documented or yielded much less desirable test results based
on Zhou et al.’s resarch.

It quickly became very clear that evaluating several terminologies at once would be too
large of a project to research within the scope of a single master thesis. Therefore, other
terminologies such as ICD would not be considered for the scope of this study.

The APIs to be evaluated were limited to the SNOMED CT and FHIR APIs. E.g. while
SNOW OWL had support for the FHIR, SNOMED CT and other APIs, it would only be
evaluated on the first two. Moreover, API endpoints that existed for the sole purpose aiding
the configuring of a server would only be included as an addendum in the evaluation, and
would not be included in any performance study.

A brief literature study was made on the Snowstorm, SNOW OWL and West Coast ter-
minology servers in the beginning of the thesis. Technical documentation from Snowstorm
swiftly suggested that a Linux based operative system would provide the simplest instal-
lation and setup, as the process was quite clearly documented on their GitHub repository
[15]. The initial SNOW OWL documentation suggested that the terminology server also was
compatible to run on a Linux environment. However the official documentation [21] was
much more comprehensive for a Docker installation than a raw distribution from a zip file.

The reason for opting to run all the servers on the same Linux based operative system
was quite straightforward: to reduce the amount of variables that may affect the perfor-
mance review. All the servers in question are Java Applications, thus running on a Java
Virtual Machine (JVM). The performance of a compiled java byte code directly depends on
how optimally its various tasks are given by the JVM. The JVM in turn exploits the computer
hardware and operative system [22]. Therefore, any performance review involving a Java
Application has to include version, vendor, operative system and hardware architecture
of the JVM. Limiting the evaluation to one single operating system with one architecture
leaves parameters out of the question whether a server would have given better results in
comparison to a different server, had one of the servers been deployed with other hardware
and/or software specifics. This is why, for instance, SNOW OWLs extensive and easy-to-use
docker implementation was disregarded.

I did not have the possibility to set up a truly realistic situation where a terminology server
is accessed over a network for testing purposes within this research because of hardware
limitations. But, because I compared the servers to each other with respect to their response
time, running them on localhost still served as a good indicator of which one was faster
with respect to their back end computing needs. An exception to this hardware limitation
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appeared with the integration test however, where another computer on a LAN connection
became available. This other computer was used for the integration test.

Finally, I evaluated the usability of the servers with respect to some heuristics (see chap-
ters [2] and . These heuristics were obtained from Jacob Nielsen’s usability heuristics [23].
However, I only focus on some of the heuristics as there were too many to evaluate all of
them. Additionally, some of the heuristics applied very little to CAMBIO’s interests with the
servers.



Theory, Related Work

In this chapter the underlying key components to this thesis are explained. Previous work
that this research bases itself on is introduced and explained why it is relevant to us. The
terminology, the terminology servers, their APIs and their dependencies are described. The
idea of using SNOMED CT is to achieve semantic interoperability, so I describe the design of
the terminology itself. I then describe how this design is linked to its use in the terminology
servers, and it is explained why the design is relevant for human use. I also explain how the
evaluation method was selected and what I chose to evaluate.

21 SNOMED CT

SNOMED CT exists as a terminology since 2002, but originates all the way back to 1964, when
the College of American Pathologists (CAP) developed its first terminology, called the Sys-
tematized Nomenclature of Pathology (SNOP). SNOP provided pathologists with a clear and
consistent set of terms and codes for use in storing and retrieving medical data [6]. SNOP was
expanded into SNOMED in 1974, which later became SNOMED Reference Terms (SNOMED
RT) in 1999. SNOMED RT was the first edition to be released in electronic form only and
included more than ten times the content of the original SNOP that was released back in
1964 [6]. In 1999, the CAP reached an agreement with the United Kingdom National Health
Service (UK NHS) to merge SNOMED RT and the terminology that the UK NHS used into
SNOMED CT [24]. After the merge, the initial release of SNOMED CT contained over 300,000
medical terms. SNOMED CT was first released in January 2002 and has seen updates every
six months since then.

2.1.1 Concepts and Relationships in SNOMED CT

SNOMED CT provides codes, terms, synonyms and definitions for medical terms (called
“concepts”) that are used in clinical documentation. Every concept has a unique concept
identifier, and the concepts are linked to each other by a set of defined relations in the ter-
minology. The most basic relation is the “is a” relation, which relates a concept to a more
general concept [25], as seen in figure
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[ Wound Finding Is a Clinical Finding

Figure 2.1: An “is a” parental relation between two concepts in SNOMED CT [26]

SNOMED CT forms a directed acyclic graph when all the concepts are mapped out. The
concepts build a tree structure, using their “is a” relations to map from a lower level to a
higher level concept. All concepts descend from the “SNOMED CT Concept”, also called the
root concept, through at least one sequence of “is a” relationships. This means that the root
concept is a supertype of all other concepts and that all other concepts are subtypes of the
root concept [26]. SNOMED CT concepts can have more than one “is a” relation, and it is
very common that a concept has several different paths to a more general concept.

SMNOMED CT
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[ Clinical Finding ]1

Is a Irelations}

Finding by Site ]
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Figure 2.2: A part of the concept tree relating to the medical term “arthropathy”. The {parents}
concept as well as the {relations} relation is here an abstraction of other possible paths from
the concept below to the “Clinical Finding” concept. The graph was derived from querying
the IHTSDO browser [[14].
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Figure shows a part of the tree structure from the concept “Arthropathy” (which is a
disease of the joint) all the way up to the root concept, where it can be seen that a concept
can have several parent concepts. However, eventually all concepts converge into the root
concept. Directly below that root concept, 19 “Top Level Concepts” are defined, and “Clini-
cal Finding” is one of them. Thus, it can be said that there are 19 branches of the SNOMED
CT tree. The further down a branch one traverses, the higher the granularity of the concept is.

Concepts can also have relations that are called “attributes”, as illustrated in figures
and They are used to represent a characteristic of the meaning of a concept. Each
SNOMED CT attribute can be applied to concepts in one or more branches of the hierarchy,
and the set of concepts to which an attribute can be applied is called the “domain” of the
attribute [26]. The permitted set of values for each attribute is called the “range” of the
attribute. These attribute relations can inter-link branches between each other, as concepts
that are child concepts of different top level concepts are connected through these relations.

[ Domain ]—b Aftribute —)[ Range ]

Figure 2.3: The Domain, Attribute, Range model used in SNOMED CT. [26]

FINDING SITE acquired body

Anatomical or
Climical Finding

siructure

LATERALITY 4{ Side ]

Figure 2.4: Examples of the attribute relationships within their domains and ranges. [26]

1 1

[ Body Structure

Additionally, concepts have descriptions. Every description represents a synonym that de-
scribes the same clinical concept. Each translation of SNOMED CT includes an additional
set of descriptions, which link terms in another language to the same SNOMED CT concepts
[25]. Every description has a unique numeric identifier. Each concept has only one Fully
Specified Name (FSN) description and zero to many synonym descriptions. The FSN may
not be shown in clinical records, but it does serve to disambiguate the meaning of every dif-
ferent concept [[10]. It is very helpful in the situation that different concepts are referred to the
same commonly used word or phrase. Synonyms are not necessarily unique, and therefore
concepts may share the same synonym term, so the interpretation of a synonymous term
has to depend on the concept identifier. This is very useful in post-coordinated expression

querying, see section[2.1.2]

2.1.2 Expressions in SNOMED CT

SNOMED CT provides a mechanism that enables clinical phrases to be represented in search
queries, even when a single concept does not capture the requested level of detail. The
terminology achieves this because the concept identifier allows other related information to
be linked to a specific concept [27] [[10]. This linkage builds the foundation for what is called
“expressions” in SNOMED CT. Expressions allow a wide range of clinical meanings to be
captured in a record, without requiring the terminology to include a separate concept for
every detailed combination of ideas that may potentially need to be recorded [27].
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Clinical Expressions using SNOMED CT concepts can be of two types: precoordinated
expressions (as seen in figure 2.5), which use a single SNOMED CT concept identifier; and
postcoordinated expressions, which contain more than one SNOMED CT identifier [27] [10].

Precoordinated expressions serve to return a concept and its synonyms when searched
for in a query. As an example, searching for “fracture tibia” in SNOW OWL's search engine

returns “Fracture of Tibia”, “Closed fracture of tibia”, “Open fracture of tibia” and “Stress
fracture of tibia” [10].

[ Fracture of tibia ] 31978002 |fracture of tibia
imjury of tibia

Parent h g

relation . y

fracture of lower limb

% A

Associated
fracture
Attribute h g
relation . y

baone structure of tibia

% A

Finding site

Figure 2.5: A model of the precoordinated expression “fracture of tibia” with its associated
parent and attribute relations [27].

Postcoordination greatly increases the depth of detail that SNOMED CT can represent with-
out having to include every possible specific site for every possible disorder via a concept.
For example, the concept “bacterial pneumonia” has a defining relationship specifying its
“causative agent” as “bacteria”, and this can be refined to “Streptococcus pneumoniae” [27].

Coordination is what allows arbitrary queries in a browser to return specified results.
When arbitrary expressions are entered, such as “pain in the pharynx throat discomfort”,
pre- and postcoordination can achieve the goal of finding the target concept of “sore throat”
by looking at synonyms, their concept identifiers and their fully specified names to return the
concepts that are desired [10]. See section[2.4]for more information about querying SNOMED
CT. This is crucial for the testing purposes of the terminology servers in this thesis, allowing
us to query with human-understandable inputs, much like a Google search. Where the
servers differ is how their APIs handle the queries, which is what this thesis aims to find out,
among other things.

2.2 FHIR

Fast Healthcare Interoperability Resources (FHIR, pronounced “fire”) is a standard set in
place for describing data formats and elements [28]. The standard also defines how elec-
tronic health records should be exchanged. FHIR is defined and maintained by Health Level
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7 International (HL?), a not-for-profit, ANSI-accredited standards developing organization
[29]. HL7 also define how FHIR’s REST API (see section has to be structured to be in
compliance with the FHIR standard, by providing extensive guidelines and criteria for how
the REST API must be implemented.

The core parts of the FHIR functionality are made up of the Code System, Value Set and
Concept Map groups, see figure The Code System defines a set of concepts with a
coherent meaning, the Value set is a selection of a set of codes for use in a particular context,
and the concept map does mappings between code systems in the source and target value set
contexts. This makes it possible to map from one terminology to another, e.g. from ICD-10 to
SNOMED CT [30].

[ Concept Map ]

A

Source Target
¥

Binds
Naming System Value Set Element Definition

A

|dentifies Selects Conforms to

Refers to
Code System Coded Data Type

Figure 2.6: The HL7 FHIR structure with its core components [30].

The Coded Data Type is an instance of a coding, e.g. a concept in SNOMED CT (e.g.
31978002 |fracture of tibia ). The Code System refers to this coding, and therefore requires
a coding (Naming System) to be submitted in the API endpoint to return any results. The
Element Definition is a datatype, and defines an element in a resource or an extension. The
Element Definition contains, among other things, the terminology binding. The binding
follows an ANSI standard [31], and is closely aligned to ISO 11179, which defines metadata
registries. The Element Definition type is the core of the FHIR metadata layer [31].

FHIR’s usage with SNOMED CT has proven to provide better terminology binding [32].
The terminology binding quantifies how well an information model links to a terminology,
and is crucial to how well data can be captured and queried, directly contributing to se-
mantic interoperability [33]. The terminology binding of FHIR presents a rather significant
challenge, given that many elements in the FHIR resources have a coded value [34]. In this
research, this coded value comes in the shape of a “concept”, where the external terminology
of SNOMED CT is used.

2.3 Elasticsearch

Elasticsearch is a distributed, scalable, real-time search and analytics engine. It is built on top
of Apache Lucene, a full-text search-engine library [35]. It is argued that Apache Lucene is
the most advanced, high-performance and fully featured search engine library in existence
today [36]. However, Lucene is just a library. In order to invoke the power of Lucene directly,
you would need to work in Java and to integrate the library directly into the application.
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Moreover, Lucene is very complex [36]. Elasticsearch is also written in Java and uses Lucene
internally for all of its indexing and searching, but it aims to make full-text search easy by
hiding the complexities of Lucene behind a simple, coherent, RESTful API I explain only
the properties of Elasticsearch [37], and not other search engines like Apache Solr [38] or
Splunk [39], because the evaluated terminology servers in this research all use Elasticsearch
or directly access Lucene.

2.3.1 Searching with Elasticsearch

Elasticsearch uses something called indices (or indexes). Simply put, an index can be seen
as a database [36]. The act of storing data in Elasticsearch is called indexing. Documents
stored in an index belong to a type. Consequently, a type can roughly be seen as a table in
a database. To avoid confusion, the word “index” has two meanings in the Elasticsearch
language, both as a verb and a noun: to store, and as a storage (database). The act of in-
dexing in Elasticsearch is similar to using INSERT in a database, with the exception that
if the document already exists, the new document would replace the old one [36]. While
normal relational databases add another index to specific columns to speed up data retrieval,
Elasticsearch uses a structure called an inverted index to achieve the same goal. By default,
every field in a document is indexed (has an inverted index) and therefore searchable. A field
without an inverted index is not searchable. Searching for a specific word in a book with an
inverted index will let you find all the pages in the book where the word occurs with a very
low processing cost, as opposed to traditional iterational search.

Elasticsearch provides searching utility that a traditional database would struggle with
achieving on its own. This utility is very powerful for searching within SNOMED CT.
Shortly put, Elasticsearch will return documents based on relevance [36], which is crucial to
semantic interoperability. This is best explained by an example: if a doctor in France wants
to add an update in a health record of a Spanish patient for a specific chronic disease, then
the health record needs to present the correct information based on relevance of the doctor’s
query. It can be assumed that the health record (and thus, the properties) of the patient is
structured in a different way than what that of a French patient would be structured like. If
the doctor queries for “inflammatory bowel disease” then a traditional database would sim-
ply say that such a disease does not exist (but possibly return stored tables of descriptions).
A full-text search engine would be required to first interpret the input and then translate it to
a database query.

Elasticsearch, on the other hand, could be able to find targets such as Chron’s Disease
by relevance of the query, because of the properties of Chron’s Disease matching with the
doctor’s query. This, together with the coordination properties of SNOMED CT itself, makes
for a strong searching tool, because Elasticsearch is a full-text search and analytics engine
all by itself. Simplified, it acts as both the full-text search engine and the database at once,
because Elasticsearch returns records based on relevance.

It can be assumed that terminology servers using Elasticsearch will provide better preci-
sion and recall on queries than those using other search engines, possibly only rivaled by
Apache Solr [40] [41], since both Elasticsearch and Solr are built upon Lucene. The research
that Zhou et al. undertook hints at this. In the results of that study, there are instances of
servers with high precision values, but recall values (relevant results compared to actual
results) as low as zero for some terminology browsers [10]. The ones with high scores ei-
ther used Elasticsearch or directly invoked Lucene for their search engines. It is however
unclear exactly what search engines all the other terminology servers used at the time of this
study, as this was not documented anywhere accessible. Moreover, several of the servers are
proprietary and decline to share which engines they use.
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2.3.2 Elasticsearch performance tradeoffs

Elasticsearch prides itself with being scalable. This is because it is distributed by nature [36],
and puts all its effort towards horizontal scaling (adding more hardware where needed) in-
stead of vertical scaling (using more powerful hardware). Elasticsearch uses nodes, clusters
and shards to achieve this. A node is a running instance of Elasticsearch, while a cluster
consists of one or more nodes working together to share their data and workload. As nodes
are added to or removed from the cluster, the cluster reorganizes itself to spread the data
evenly. A shard is a low level worker. It holds just a slice of all the data in the index and is a
single instance of Lucene, and thus a complete search engine in its own right.

Documents are stored and indexed in shards, but applications do not access them directly.
Instead, they access an index. Elasticsearch distributes data around the cluster by using the
shards, which can be seen as containers for the data. Shards are allocated to nodes in the
cluster, and Elasticsearch will automatically move the shards around to re-balance the cluster
as it grows or shrinks. Additionally, shards can have replicas that serve as backups in case of
any hardware failure. While all shards have one primary shard for every instance of shard,
the replicas can just as well be used for search to return the results requested.

Because of this behavior of clustering with shards and indexes, Elasticsearch is scalable
without losses in search performance, but at the same time suffers a lot of overhead. In pre-
vious research it has been shown that Elasticsearch uses a lot more virtual memory than for
instance Apache Solr does [41]. This was an important factor to consider for the evaluation
of the servers in this study. A server running on Elasticsearch may need considerable more
hardware than one running without it.

Furthermore, Elasticsearch is intended for search. It is a document store NoSQL database,
but is not optimized for insertion operations. Other NoSQL databases (such as Couchbase)
could provide a better throughput with respect to files per second and latency, as seen in
previous research by Douglas Teodoro et al. [42], which uses electronic health records to
compare three different types of services in three different topologies. In this research, we
are interested in the power of searching, which is Elasticsearch’s primary goal. Douglas
Teodoro’s research does indicate that Elasticsearch has lower latency with respect to the
retrieval of documents, confirming the notion of its primary purpose.

2.4 Testing and Evaluating SNOMED CT Web Browsers’ Textual Search
Feature

In the research by Zhuo et al. [10] the three authors focus on the search quality of the
SNOMED CT browsers of several terminology servers. The browsers are based on tradi-
tional search algorithms for textual searching, made possible by search and analytics engines
like Elasticsearch, Solr and Splunk. They conclude that the browsers should provide more
accurate retrieval of concepts within SNOMED CT for the terminology to be useful, while at
the same time allowing for an approximate search function for users who are not experts in
the healthcare area. The research focuses on the textual searching feature on the browsers to
determine which one performs best with respect to some ambiguity in the search queries by
inexperienced users.

2.4.1 Problem formulation

The aim of the research was to reveal the browsers” accuracy on partial string and approx-
imate string search. To reveal this property, Zhou et al. generated test query designs and
performance evaluation methodologies which were based on the nature of different compo-
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nents of SNOMED CT. Their research included the browsers from IHTSDO (IHT) [14], B2i
[13], West Coast (WC) [12], MedNxt (MedN) [43], SnoChillies (SnoC) [44], NPEx [45] and
Shrimp [46].

The research queried pre and postcoordinated concepts with several types of ambigui-
ties, to see if they were still reachable. For example, the pre-coordinated expression “fracture
of tibia” was first tested by:

* Removing the preposition, resulting in the query “fracture tibia”
¢ Reversing the concept words, resulting in the query “tibia fracture”
* Replacing a key word of the FSN with a synonym, resulting in the query “break of tibia”

A pre-coordinated concept can be made up of several concepts in itself. For example, the
concept “laparoscopic emergency appendectomy” has its own identifier 174041007, but any
subset of those three words (e.g, “laparoscopic”, “emergency” or “laparoscopic appendec-
tomy”) also have their own identifiers. To make these searches more human-like, the research
added irrelevant words such as “using” between the concepts, as well as reversed their order
to find out if the target concept was still reachable. They tried to reach target concepts like

“laparoscopic emergency appendectomy” with queries like:
* “emergency appendectomy laparoscopic”
* “emergency appendectomy using laparoscopic”

Post-coordinated expressions were also tested in a similar way. The research exemplified
this by using the already mentioned concept of “laparoscopic emergency appendectomy”,
explaining how it is made up of three distinct facets: “removal of appendix”, “using a laparo-
scope”, and “emergency procedure”. These concepts may be referred in different ways: “re-
moval of appendix” as the concept “appendectomy” (which links to “Excision of appendix”,
a parent to the target concept), “emergency” is the same as the concept of “priority”, and
“laparoscope” can be defined as “using access device”. Therefore, they tried to reach target

concepts by randomizing these facets, resulting in queries like:

¢ input: “priority removal of appendix using access device”, target: “laparoscopic emer-
gency appendectomy”

¢ input: “removal of appendix using access device”, target: “laparoscopic appendec-
tomy”

e input: “removal of appendix”, target: “appendectomy”

They dived a bit deeper into the type of querying as well, looking into description based
and relationship based queries. For the description based ones, they queried with random-
ization. They removed and changed prepositions together with the FSN, just like with the
pre-coordinated expressed concepts. Furthermore, they queried with two synonyms to see
if the target was still reachable, with and without conjugates. Synonyms were also grouped
together. This resulted in description-based queries like the ones below:

* (no conjugate) input: “pain in the pharynx throat discomfort”, target: “sore throat”
* (with conjugate) input: “pharyngeal pain and throat discomfort”, target: “sore throat”

* (grouped together) input: “discomfort and soreness in throat”, target: “sore throat”
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Finally, the relationship based queries targeted the relations that concepts have to one an-
other. The most common one is the “is a” relation, defining a parent to a concept. But there
are other ones too, such as “finding site”, “causative agent” and “associated morphology”.
They tried to reach target concepts by querying concept FSNs as well as their relationship,
such as “bacterial pneumonia causative agent” with the target concept of “bacteria” (because

bacteria is what is causing pneumonia).

The research divided 90 queries into the three groups; 35 into concept-based queries (in-
cluding both pre and postcoordinated concepts), 35 into description-based queries and 20
into relationship-based queries. The authors expected each test query to return one target
concept and one to four additional relevant concepts (why they limited it to four is unclear).
The relevant concepts were either: a synonym of the target, concept sharing the same key-
word(s) as the target concept, or a concept with similar meaning as the target concept (but not
a synonym). The queries are summarized under the different top level concepts, and the vast
majority of them can be found categorized in the “Body Structure”, “Clinical Finding” and
“Procedure” concept branches. This was because the vast majority of synonyms to concepts
were found within those branches. The distribution of the queries can be seen in table
below.

Table 2.1: The number of test queries categorized into the branches of the top level concepts
in the research by Zhou et al.

Top Level # of concept # of description | # of relationship
Concept based queries based queries based queries
Body structure 11 3 6
Clinical finding 10 25 6
Procedure 5 7 0
Environment 3 0 0

or geographical

location

Social context 3 0 0
Pharmaceutical / 3 0 0
biologic product

Physical object 0 0 2
Qualifier value 0 0 3
Observable entity 0 0 1
Substance 0 0 1
Physical force 0 0 1

The results from the queries were divided into four groups: Retrieved and Relevant (RR),
Retrieved and Irrelevant (RI), Not Retrieved and Relevant (NR) and Not Retrieved and
Irrelevant (NI). These variables were used to define the Precision, Recall and F-score of the
query results:

RR
RR+RI

_ RR
Recall = RR+NR

2 X Precision X Recall
Precision~+Recall

Precision =

F —score =

Precision can be seen as the amount of correct items returned among the results returned for
a specific query. E.g. if 10 items were returned, how many of those were actually relevant?
Recall, on the other hand, estimated how many of the relevant results were actually returned.
A server unable to find many of the relevant results would have poor recall rates.
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The research also introduced another method of measuring overall performance which I
briefly introduce here, called Discounted Cumulative Gain (DCG). Shortly put, this was used
to measure desirable search results. As per the research, a desirable search result would
retrieve the target concept in top rank and retrieve and rank relevant concepts after the target
concept within the top 10 results. DCG can be seen as an extension of the recall metric, where
relevant related data was desired to be found with a query for a different concept instead of
measuring with a direct query if the relevant related data could be found. They also calcu-
lated a normalization of this score, called Normalized Discounted Cumulative Gain (NDCG),
that represented an obtained DCG value with respect to the maximum possible value. The
maximum possible value varied because queries sometimes only had one expected relevant
concept.

2.4.2 Results of the study

The results differed for the three types of queries across all servers. The research presented
the Precision, Recall and F-scores for concept-based and description-based query results only.
No scores were calculated for the relation-based queries, as their raw results were very poor.

The concept-based queries had the best success over all, see table From an ambigu-
ity perspective this was hardly surprising, because the fully specified name was always
present in these queries in some way (or at least partly). This removed a lot of ambiguity,
since the FSN has a one to one relationship with the unique concept identifier.

Table 2.2: The scores of the concept-based queries on the terminology servers.

B2i WC IHT MedN | SnoC Shrimp | NPEx

Precision 89.66% | 78.13% | 100% 100% 100% 100% 93.33%
Recall 100% 100% 66.67% | 58.06% | 63.64% | 63.64% | 43.75%
F-score 94.55% | 87.72% | 80.00% | 73.47% | 77.78% | 77.78% | 59.57%

The description-based queries had lower scores on average. Given more ambiguity because
of a larger use of synonyms, some browsers started to see performance losses, see table

Table 2.3: The scores of the description-based queries on the terminology servers.

B2i WC IHT MedN | SnoC Shrimp | NPEx
Precision 75% 97.14% | 100% 100% 100% 95.45% | 0%
Recall 100% 100% 18.75% | 18.18% | 19.35% | 65.63% | 0%
F-score 87.51% | 98.55% | 31.58% | 30.77% | 32.43% | 77.78% | N/A

Finally, the results of the relationship-based queries for all the servers were obtained, see
table Scores were not calculated, as most of the browsers completely failed to obtain the
target concept.

Table 2.4: The raw result distribution of the relationship-based queries on the terminology
servers, categorized by their relevance. Precision, Recall and F-scores were not calculated
because of the very poor average performance of the servers.

Query result category B2i WC IHT MedN | SnoC | Shrimp| NPEx
Retrieved, relevant 3 2 0 0 0 0 0
Retrieved, irrelevant 5 6 0 0 0 0 0

Not retrieved, relevant 0 0 16 18 18 18 20
Not retrieved, irrelevant | 12 12 4 2 2 2 0
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In the discussion of the research, the authors speculate that these over-all poor results
may be because the browsers interpret a query as concept + concept, instead of concept +
relation. It is unclear whether this remains an issue today or not.

Over all, the B2i, West Coast and Shrimp servers obtained the best results, with regards
to precision, recall, F-score and NDCG. NPEx was by far the worst performing server. The
IHTSDO, MedNxt and SnoChillies browsers did well on both concept and description based
queries with respect to precision, but bad with respect to recall. This meant that they were
either able to find the target which was queried for, or found nothing at all, implying that B2i,
West Coast and Shrimp being better at finding target concepts based on vague queries. This
also affected the NDCG scores in similar ways, mimicking the average performance of the
servers with respect to recall very much. The only real outlier was that NDCG score for B2i
was about half that of the recall one, for description-based queries. On all other data points,
NDCG scores point to the same strengths and weaknesses obtained by recall scores.

From this paper it can be concluded that B2i, West Coast and Shrimp are the most desir-
able terminology servers for an evaluation, based on their textual search engines. IHTSDO,
MedNxt and SnoChillies have desirable properties, but perform worse than the aforemen-
tioned with respect to the target concepts that they can find given more vague descriptions.

2.5 Terminology Server REST APIs

The API documentations on the targeted servers exist in the form of standardized, native
JAVA APIs. The aim of the APlIs is to tackle the challenge of working with clinical informa-
tion systems that are based on national classifications which are well-established in clinical
practice [47]. The APIs include, among other things, basic level management of SNOMED
CT concepts, such as querying, deleting or even adding new ones. Furthermore, administra-
tive tools such as the import and export of data are provided. The granularity of these APIs
vary, as not all of them follow a standardization and therefore are left for the developers to
implement as they wish.

2,51 Representational State Transfer

The Representational State Transfer (REST) API is an architectural style for the realization
of service-oriented architectures. It is based on the core technologies of the World Wide
Web, mainly the Hypertext Transfer Protocol (HTTP) together with the Uniform Resource
Identifier (URI) and the Multipurpose Internet Mail Extensions (MIME) types [48] [49]. All
the APIs documented on the terminology servers that are evaluated in this thesis use REST
in their implementation.

Unlike the Simple Object Access Protocol (SOAP) and Remote Procedure Call (RPC), REST
is not constrained to XML and can return JSON, YAML or other formats (including XML)
depending on what the client requests [50]. It takes direct advantage of the HTTP protocol,
and requires no external libraries to be used. Furthermore, users are not required to know
the request parameters in a specific order, unlike RPC.

Distributed software systems that follow the REST style are assumed to support software
longevity, independent evolution of its components, scalability and extensibility [51]. This
means that APIs that implement a RESTful architecture style to design their structure and
behavior should be “stateless”, so that any changes to their implementation does not cause
an APl user’s code to crash unexpectedly [52]. This was the design principle as stated by Roy
Fielding, the author of REST, in his PhD dissertation [49].
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The APIs documented on the three servers that are evaluated in this thesis are all in com-
pliance with the OpenAPI standard (formerly Swagger standard) for developing and docu-
menting REST APIs [53]. The REST APIs allow for simple execution of function calls, with an
inbuilt test environment where the user may try executing inputs and compare them to the
returns in a simple fashion, directly in the browser. In the case of the terminology servers, it
is frequently occuring that no documentation regarding the API calls exists at the provider,
and is instead found in the REST API call itself, in the form of example queries and responses.

2.5.2 SNOMED CT API

The REST documentation of the SNOMED CT APIs revolves around querying classifications,
concepts, relationships, reference sets and their members. There exists support for importing
and exporting SNOMED CT release files. Additionally, functionality to create, edit, delete,
compare and validate branches is also present. The branches should be seen the same way
branches are used with Git, where a different branch can hold a different configuration of
SNOMED CT Release Files.

COHCEPtS ShowsHide List Operations  Expand Operations
/browser/{branch}/concepts Load concepts in the browser format.
/browser/{branch}/concepts createConcept
/browser/{branch}/concepts/bulk Start a bulk concept change.
/browser/{branch}/concepts/bulk-load getBrowserConcepts
/browser/{branch}/concepts/bulk/{bulkChangeld} Fetch the status of a bulk concept creation or update.
/browser/{branch}/concepts/{conceptld} Load a concept in the browser format.

m /browser/{branch}/concepts/{conceptld}

Figure 2.7: A part of the Snowstorm REST API. This specific part highlights some operations
involving SNOMED CT concepts. Notably, loading a concept in the browser format that can
be seen at IHTSDOs browser [14], as well as updating a concept is possible through this APL

There is currently no standard in place for the SNOMED CT related APIs [54], thus making
the API calls more of an open interpretation to developers, as long as they follow the specifi-
cations of the terminology itself and do not break compatibility of its semantics. For example,
querying the GET /browser/{branch}/concepts/{conceptld} endpoint of SNOW OWL returns
a richer populated JSON object than the same endpoint at Snowstorm does.

2.5.3 FHIR API

The FHIR APl is central to terminology management. The FHIR API follows a standard [28],
unlike the SNOMED CT API. The FHIR API has extensive guidelines and criteria for how its
REST API must be implemented. Unlike SNOMED CT, the expectation here is that a query
towards the FHIR API will return the same JSON object regardless of who implemented the
API, provided that the queries are identical.

The FHIR API endpoints give access to the Code System, Value Set and Concept Map
endpoints, allowing for lookups of concepts, editing the sets of codes for use in a particular
context (e.g. sets like SNOMED CT fracture codes) and translating codes from one value set
to one another, even across different terminologies. Because of the well defined standard of
the FHIR API (unlike the SNOMED CT API), comparative testing of the API across servers
is more streamlined. Return results of the same endpoints should be similar if not identical
across different terminology servers, at least in format.
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Codesystem FHIR CodeSystem Resource N
/Thir/CodeSystem Retrieve all code systems 8
/fhir/CodeSystem/$lookup Concept lookup and decomposition Y
/fhir/CodeSystem/$lookup Concept lookup and decomposition a5
/fhir/CodeSystem/$subsumes Subsumption testing o
/Thir/CodeSystem/$subsumes Subsumption testing 8
/fhir/CodeSystem/ping FHIR REST API Ping Test @
/fhir/CodeSystem/{codeSystemId} Retrieve the code system by id a8

Figure 2.8: A part of the SNOW OWL REST API. This specific part highlights some endpoints
of the Code System functionality in the FHIR API. For example, looking up concepts of ter-
minologies through FHIR, provided an identifier, a terminology and its version are given.

2.6 Terminology Servers in the study

Out of the plethora of servers available [11]], three were selected for the research. These three
servers are all java applications, but come with different prerequisites to deploy. They vary
in requirements on the host OS. Most notably, there is a tradeoff in software and hardware re-
quirements. Less prerequisites may require more hardware availability to deliver a desirable
experience.

2.6.1 Snowstorm Terminology Server

Snowstorm is managed by the IHTSDO [16], whose purpose is to support safe, accurate, and
effective health information exchange according to themselves [55]. SNOMED International
is their trading name. The terminology server includes support for the SNOMED CT API
and the FHIR API The server indexes and accesses data using Elasticsearch.

Snowstorm has an OpenAPI REST-API documentation for SNOMED CT, but not for FHIR,
where an external resource like Postman [56] needs to be used to view the documentation.
Snowstorm has the dependency of an external Elasticsearch installation to run, as well as
Java 8 or higher and maven to build. Snowstorm sees regular updates in the back-end
development [15], as well as updates to the end user documentation.

2.6.2 SNOW OWL Terminology Server

SNOW OWL is owned by b2i healthcare [18] and provides the API for their browser [13].
Like Snowstorm, SNOW OWL provides an OpenAPI REST-API documentation for the
SNOMED CT AP], and is also built on top of Elasticsearch. They also provide a REST-API
documentation for FHIR. However, SNOW OWL comes with its own inbuilt Elasticsearch
package and has no external dependencies besides Java 11. Additionally, it has a SNOMED
CT Component Identifier Service APL

Like Snowstorm, SNOW OWL has an OpenAPI REST-API documentation for supported
APIs, including SNOMED CT, FHIR and CIS. SNOW OWL has an active developer scene,
as b2i is concurrently releasing updates to their server on their git repository [17]. They
have an open source version licensed under Apache 2.0, as well as a proprietary version.
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For the scope of this thesis, only the open source version is considered, as it provides all the
interfaces required for the testing that is done. This was confirmed by their own support
over email.

2.6.3 West Coast Terminology server

The Unified Medical Language System (UMLS) terminology server owned by West Coast
Terminologies, LLC, [20] is a terminology server which has support for several terminologies
besides SNOMED CT, including ICD-10 and many others. It comes with a simple REST-API
[57]] as well as a light-weight server structure. However, the server has several dependencies,
such as launching through eclipse with a Jetty or Tomcat configuration, several configuration
parameters and settings, as well as an old dependency on MySQL 5.6 for the reference files
import.

The terminology server uses Apache Lucene, as per the official (deprecated) documenta-
tion [58], but does not include Elasticsearch. Instead, it uses something called Hibernate
Search for its indexing [59] (also deprecated). Sadly, a lot of the official documentation on the
project was abandoned several years ago, and is largely left unfinished.

2.7 COSMIC

CAMBIO COSMIC [9]] is an electronic healthcare system developed by CAMBIO. It has about
100000 users across hospitals, nursing homes, receptions and specialists within the medical
field. The purpose of COSMIC is to provide a patient-centered approach within electronic
health records, focusing on the patient’s nursing history and needs. The users of COSMIC
range from various healthcare practitioners to other systems around the globe.

COSMIC has internal APIs that their services and other services can access when work-
ing with electronic health records. These internal APIs are also designed to support FHIR,
and CAMBIO continually develop and update them. For example, an external service may
call upon a patient’s healthcare record using the FHIR API which then translates to a series
of internal calls to retrieve the correct data.

The idea was that a terminology server could be integrated into this internal API to provide
back-end functionality for CAMBIO, replacing the need to develop FHIR API functionality
on their own. In the scope of COSMIC, more terminologies than SNOMED CT are supported,
but in the future the terminology usage is supposed to converge on SNOMED CT. Because of
that, the terminology server of choice only needed to provide support for SNOMED CT with
FHIR.

2.8 Evaluation Method

As of the date this research was made, no records of direct feasibility or best practices of
these terminology servers existed. Recently, only the quality research undertaken by Zhou et
al. [10] gave some insight on the back-end of the servers, as the front-ends were evaluated on
input and return values using a well thought out method.

CAMBIO spoke about the feasibility of the servers early on. The idea was to find a server
that is feasible to use in production. Therefore, having a server that can be easily deployed,
configured and maintained was very important, in addition to its raw functionality and
properties. Therefore, to figure out the feasibility of the servers, I chose to focus on their
usability and performance. These two artifacts were broken down into sub-groups to look at
more specific properties.
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2.8.1 Choosing the Usability Evaluation Method

Given the fact that the research aims to find a server appropriate for CAMBIO’s needs,
looking at usability was an obvious choice. According to the ISO standard 25010 on usability
in software and data quality, a part of it pertains to appropriateness recognizability, which
is described as the “Degree to which users can recognize whether a product or system is
appropriate for their needs” [60]. Furthermore, usability is defined in the ISO standard
9241-11 [61], which clearly says that “usability is a more comprehensive concept than is
commonly understood by ‘ease-of-use” or "user friendliness’”. In the domain of Computer
Science, usability may even be more regarded as “the capability of a software product to be
understood, liked, used and attractive when it is used under specified conditions” [62] [63].
Moreover, I look into the aspect of learnability, which also is a feature of usability according
to ISO standard 25010 on software and data quality [60]. Here, learnability is quantified as
the “Degree to which a product or system can be used by specified users to achieve specified
goals of learning to use the product or system with effectiveness, efficiency, freedom from
risk and satisfaction in a specified context of use”, which also is confirmed in the study by
Paz et al. [62].

Usability is a very broad term, and can range from how easy it is to learn to use a soft-
ware, how easy it is to navigate an interface to how well the software can respond to requests
in an intuitive way, and more. Given the amount of artifacts involved in the scope of usability,
there are several ways to measure them as well. In this research, I measure the usability of a
system, or more specifically, a software artifact. It is neither a raw computer system nor an
application in its purest form, but rather a path down the middle. To understand how these
servers can be evaluated for usability, I look at previous evaluations of both applications and
software artifacts, to converge somewhere in the middle for my evaluation.

To understand how I should evaluate the usability, I looked at statistics of previous evalua-
tions of usability. Statistics can be seen in the paper from Paz et al. [62], where a systematic
mapping of the type of usability evaluation methods for software development projects is
concluded. The most common area where usability evaluation methods are used is actually
in health informatics, according to the paper. The paper does not specifically say what was
evaluated, but it groups the evaluation of subjects into a few interesting groups. These groups
are Mobile, Web and Desktop applications, as well as Specialized Devices. Furthermore, the
research groups the type of usability evaluations. The five most frequently occurring ones
were questionnaires, user testing, heuristic evaluations, interviews and user testing thinking
out loud. These can all be seen in figure[2.9]

As can be seen in figure the most common usability evaluation method, by far, is
questionnaires, followed by user testing and heuristic evaluations. The applicability of all
methods of evaluation is relevant for all types of artifacts tested, as they have all at least hap-
pened once before. Moreover, the distribution is approximately the same across the different
artifacts tested with their respect to the methods of evaluation. As an example, usability
evaluations involving user testing or heuristics are carried out around 40-50% of the times
that evaluations involving questionnaires are carried out. This applies to all artifacts, with
the exception of specialized devices. However, the sample size of evaluations regarding spe-
cialized devices is a bit too small to get an approximate idea why they cause some deviations
in the distribution of evaluation methods. Therefore, I conclude that all ways of evaluation
would work in theory (but not in practice, see chapter 3).

I define a terminology server as a desktop application and as a specialized device. A

terminology server is a desktop application, but it is also not an application in the common
sense, where the user fires up some program and expects to interact with it. A terminology
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Figure 2.9: The five most frequently occuring groups of the usability evaluation methods as
seen in the research by Paz et al. [62], mapped to which type of software that was evaluated.
The numbers and the size of the circles highlight the frequency of every typichal mapping.

Table 2.5: The heuristic approach that Costin Pribeanu [64] based his own heuristic on, to
evaluate the usability of government web applications.

Usability Heuristics Ergonomic criteria

Visibility of system status Prompting, Immediate feedback

Match between system and the real Compatibility

world

User control and freedom Explicit user actions, User control

Consistency and standards Guidance, Consistency, Significance of
codes

Error prevention Error protection

Recognition rather than recall Guidance, Workload

Flexibility and efficiency of use Flexibility, User’s experience

Consiceness, Minimal actions, Informa-
tion density

Help users recognize, diagnose and re- | Quality of error messages, Error correc-
cover from errors tion

Help and documentation Prompting

Aesthetic and minimal design

server is a piece of back-end configuration requiring delicate and specialized use. The study
by Paz et al. does not expressively state what “specialized devices” means, but does state that
“most of the systems were related to health informatics”, and lists apps for health, hospital
management systems, clinical decision supports systems, electronic patient record systems
and software for specialized devices [62]. What a special device is, is left to interpretation. A
terminology server is a part of a system used with electronic patient records, and is a piece of
software for use within that area, so it can be seen as a specialized device in its own regard.
Heuristic usability evaluations regarding both desktop applications and specialized devices
have taken place before. Therefore, I deemed this approach feasible for my evaluation.
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The research by Paz et al. definies “heuristics” as “A group of usability specialists judge
whether each dialogue element of the software system follows established usability prin-
ciples”. The term “heuristic” is broadly used in Computer Science. The Oxford dictionary
defines “heuristic” as “Proceeding to a solution by trial and error or by rules that are only
loosely defined” within the field of computing [65]. A heuristic approach to quantify the
usability of an application can be seen in the research of Costin Pribeanu [64], where heuris-
tics are used to evaluate usability of government websites. Costin proposes a set of criteria
to evaluate the websites against, based on the ten heuristics defined by Jacob Nielsen [23].
These criteria can be seen in table[2.5] Costin revises his own method of how to evaluate these

Table 2.6: The heuristic approach proposed by Kumar and Goumar [66] to evaluate the us-
ability of mobile learning applications. Research specific developed heuristics highlighted
with bold text.

Usability Heuristics Explanation
Providing appropriate feedback when
Visibility of system status user is accessing a mobile learning appli-
cation

Use of text and icons which are intuitive
and easily recognizable

Allow individuals to go to different
menus with ease and ability

Mobile learning application having con-
Consistency and standards sistent and similar features to any other
mobile learning application

Users can complete tasks in a mobile
Error prevention learning application with minimum or
no errors and quickly recover from errors
Minimizing user’s memory load while
using a mobile learning application
Concentrates on the speed of interaction
to cater for both novice and expert users
Eliminating unnecessary information
from a mobile learning application

Help users recognize, diagnose and re- | To allow retention of mobile learning ap-

Match between system and real world

User control and freedom

Recognition rather than recall

Flexibility and efficiency of use

Aesthetic and minimal design

cover from errors plication users
Assist users in finding specific content,
Help and documentation learning the application and identifying

elements in the app

Users are engaged with selection rather
than typing or feeding data

The content needs to highlight key learn-
ing objectives

Use of pictures, icons, screen objects,
Visual representation sound, text color, background color and
animations to help user learning process

Selection driven commands

Content organization

websites on their usability, based on these heuristics. His approach of revising heuristics is
mimicked in more research, for instance the one by Kumar and Goundar [66], who create
their own heuristic of evaluating the usability of mobile learning applications based on Jacob
Nielsen’s ten fundamental heuristics [23]. The heuristics are applied, but the descriptions to
achieve these usability criteria are altered (and in the case of Kumar and Goundar, explained
in finer detail than in Costin’s table). Furthermore, they add three more heuristics, based on
their own research. These are highlighted in the bottom of table 2.6|(explanations shortened).
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Graphical User Interfaces of homepages or applications are not the only areas where usability
heuristics are applied. Desurvire et al. evaluate the playability of games with a heuristic
also inspired by Jacob Nielsen’s work [67]. They evaluate game play, game story, mechanics
and finally usability. In total, 43 different fields are described for the complete playability
evaluation, with 12 pertaining to usability. These 12 fields can be seen in table

Table 2.7: The areas that Heather Desurvire et al. evaluated to quantify the usability aspect of
the playability of games in the heuristic proposed in their research [67].

Usability Heuristics

Provide immediate feedback for user actions

The Player can easily turn the game off and on, and be able to
save games in different states

The Player experiences the user interface as consistent (in control,
color, typography, and dialog design) but the gameplay is varied
The Player should experience the menu as a part of the game.
Upon initially turning the game on the Player has enough infor-
mation to get started to play

Players should be given context sensitive help while playing so
that they do not get stuck or have to rely on a manual.

Sounds from the game provide meaningful feedback or stir a par-
ticular emotion

Players do not need to use a manual to play game

The interface should be as non-intrusive to the Player as possible
Make the menu layers well-organized and minimalist to the ex-
tent the menu options are intuitive

Get the player involved quickly and easily with tutorials and /or
progressive or adjustable difficulty levels

Art should be recognizable to player, and speak to its function

As can be seen from tables[2.5/and 2.6 they follow the same principle guidelines, with loosely
defined rules as to how the usability is measured. Table[2.7/has used the guidelines to build a
new evaluation heuristic. This was the case for the terminology servers as well. I defined my
own heuristic approach based on Jacob Nielsen’s ten original heuristics. I then applied them
to the servers and measured the degree of usability in that way with a metric, by looking at
the documentation and support. See chapter [3|for further details.

2.8.2 Evaluating the Usability of the Servers

James R. Williams’ book [68] provides a strategy to maximize the usability and learnability
of a computer system by the application of an integrated performance support systems
approach. These support systems include training, documentation and online help. This
suggests that usability is provided by learnability, which in turn is provided by documenta-
tion and online help. Therefore, I evaluate the level of documentation and support.

A part of the feasibility requirements as specified by CAMBIO is the existence of docu-
mentation (which goes hand in hand with Jacob Nielsen’s heuristics). Quantifying the
amount of documentation is quite simple. However, the usefulness of the documentation is
perceived by the reader only and subjective to a lot of bias and the competence of the reader,
making it more difficult to quantify.

For a developer, useful documentation is vital. The quality of code documentation is a

key attribute when successfully updating, removing or adding to existing code bases. Plenty
of research on the quality of code documentation has been done, for example the one by
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Aversano et al, where they delve into javadocs to find a metric-based quality model for the
assessment of the quality of the documentation of open source software systems [69]. They
defined a metric to assess the quality, and it was easily measurable (most of it was measured
using scripts). However, in the case of the documentation of the terminology servers with
respect to usability, we do not require code documentation, but rather a user manual. We
are interested in the documentation aimed at guiding the use of the software. There is no
well established domain that specifies to what extent a user manual should be documented,
unlike in java code documentation where there exists several best practices. This is backed
by mapping studies such as the one by Zhi et al. [70], which concludes that software doc-
umentation is an immature area, and that stronger empirical evidence is needed to gain a
deeper understanding of it.

A way to alleviate the issue of poor documentation is by using automatic documentation sys-
tems. These systems require a deep understanding of software practitioners’ needs, however
[71]. In the research by Aghajani et al, the limitation of understanding the needs is overcome
by qualitatively analyzing different types of artifacts of data sources and identifying the
issues that developers face when dealing with documentation [71]. They built a taxonomy
of 162 documentation issues linked to four groups, namely the information it contains, how
the information is presented, the documentation process and the documentation tool support.

The problem often stems from the fact that documentation is only written when there is
an actual issue requiring some sort of deeper understanding on how to tackle the problem at
hand [71]. Documentation users are not included in the loop. Information that is clear from a
developer’s perspective is not always easy to understand by the users of the system. Out of
the artifacts identified in the study by Aghajani et al, most of them have been labelled with a
lack of completeness.

Otherwise, a common occurrence is that documentation often reports incomplete exam-
ples rather than entirely runnable programs [71]. When documentation actually exists it is
often directly related to certain code snippets. For instance, only a part of an API is shown,
and there is no further documentation on how to use the API. This, as it turns out, was often
the case in my research as well.

Usability in documentation refers to the degree to which it can be used by readers to
achieve their objectives effectively. Most of the issues commonly pertain to findability [71],
meaning that users generally cannot find any information about what they are looking for.
The second most common issue was information organization, meaning how intuitive and
clearly the information was organized. Having to look in entirely different areas to find
necessary information on the same subject, or having conflicting information in different
areas that both talk about the same subject, would be a breach against proper organization.
Furthermore, poor or inconsistent formatting and accessibility were also issues, but rather
small in comparison to the first two.

2.8.3 Choosing the Performance Evaluation Method

CAMBIO mentioned early on that the performance of the terminology servers was crucial.
A terminology server could be receiving many requests in any given moment on a regular
basis, and had to be capable of serving a rather large workload if needed. In practice this
meant that if several doctors were trying to access health records at the same time, they
should not have to wait too long for responses. The user-oriented performance measures
typically include response time or turnaround time [72]], as well as if the request is serviceable
(a response is returned).
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Much of that which I learned in the selection of the usability evaluation inspired me for
the selection of the performance evaluation. For example, a metric to quantify performance
made sense because of the fact I was now measuring things that I could quantify more
easily with numbers. In his book, Paul J Fortier states that “Time is the most fundamental of
concepts needed for computer systems analysis” [72]. He states that without a clear concept
of time, performance studies cannot take on quantitative results.

There are many possible choices for measuring performance, but most fall into one of
two categories: system-oriented or user-oriented measures [72]. In the area of computer
systems, measures typically revolve around throughput and utilization, where throughput
is the average amount of processed items per time, and utilization is a quantification of the
time a particular resource is busy. In areas of applications, measures are more event-response
driven. The evaluation is about artifacts that can be seen as part application and part com-
puter system, so I converged in the middle, looking at both throughput and response.

To gauge an overview of feasibility of the servers I used metrics. Metrics are widely used
in the performance evaluation of computer systems. It is a well known method and has
been around for a long time. For example, Stijn Eyerman et al. propose a set of metrics to
evaluate the performance of multiprogram workloads at system level [73]. That research
was undertaken back in 2008. Metrics are still applied today, like in the research of Wei
Li et al. They construct a metric to evaluate the system performance of a three-tier system
architecture, to study the interplay and cooperation between the edge and core in the context
of Internet of Things [74]. Metrics are also used in a broad context and are not limited to
evaluating computer systems only. For example, the research by Kar and Corcoran evaluates
the accuracy of metrics used for Eye-Gaze Estimation [75].

2.8.4 Evaluating the Performance of the Servers

Evaluating the quality of a server APl is easily guided by biased expectations of what the API
should be able to do. Therefore, finding some sort of convergence for the evaluation of the
REST APIs was fundamental to provide a fair and unbiased answer to the usability of these
servers. CAMBIO had some wishes on what they wanted to be evaluated. Those wishes
were taken into account, but they were not the fundamental basis for the chosen method.

Due to the lack of standards with both REST and the SNOMED CT API, the APIs would have
to be evaluated given some set of higher level criteria. Only looking at the return objects
of the API queries would not be enough to justify whether one was better than the other.
The objects had to be placed in a broader perspective. For instance, if terminology server A
returned only the concept, its parents and children, while terminology server B also returned
details of whether the concept was active, its attribute relations and its fully specified name
(FSN), then the relevance of all the additional information had to be taken into context. A
part of Nielsen’s ten usability heuristics inspired me to look for consistency in the design of
the APIs. To give a less biased first part of the performance evaluation I also looked at best
REST API design practices that I could find, and not only the return objects themselves.

Guidelines for the design of REST APIs exist on a large scale today, as opinions differ
on how a REST API should be designed, given the lack of an official standard [76]. Attempts
to quantify what counts as good design as well as finding the common practices have been
made. A study by Lauren Murphy, et al. finds 32 API guideline sets [52]] and evaluates them
on specific properties. The research states that guideline sets disagree about what parts of
the URL should be called. Single objects are often referenced with the tag “identifier”, but
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also with tags such as “element”, “document”, “resource id” or a combination of these. In
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the same way, a collection in a URL is referenced with different tags, like “resource”, “col-
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lection” or the combination of these. Roy Fielding uses the term “identifier” and “resource”
to reference single objects and collections, respectively [49]. But the REST guidelines are not
standards, and therefore the different tags are allowed.

The research of Murphy et al. identified 27 topics of conventions that were apprehended in
the guidelines in some way, where every topic had a frequency of occurring anything from
2 up to 30 times within the 32 guidelines studied. The most common one was Status Codes,
followed closely by Response Structure/Format, Standard Methods, Naming Conventions
and Versioning. Other papers, such as the one by Polak et al [76], concluded that naming con-
ventions and versioning are essential practices to standardize in order to ensure backwards
compatibility, which is a key attribute to being RESTful, as per Roy Fielding’s definitions.

It is important to note that more is not always good, however. For example, depending
on what error or informative messages the REST API endpoint returns when queried it may
be suitable to have less status codes if the messages are informative, as Pascal Giessler et al.
state in their paper [77]. If the messages however are not, then more status codes may be
desired.

For the second part of the performance evaluation, I was interested in finding the properties
of two artifacts. First, I wanted to find out whether the servers were capable of answering
some sets of queries that were fundamental for normal operation. Second, I wanted to find
out what the expected response time was for a given server when confronted with a large
workload at the same time. While researching this last part, I also took notice to how many
requests a server could handle simultaneously before it stopped responding to one or more
of them, if at all.

The large workload was simulated by using a multi threaded process, querying the server
with many requests every second, one for every “client”. Simulating several clients is a
common way of evaluating the performance of an application or artifact, because it is very
rare that a massive cluster of actual computers are available for testing purposes. Examples
of this approach to simulate clients with multi threading are given by Lan Zhao, who does
this to study the performance of a real-time application interface of the Linux kernel [78], or
Margaritov et al, who show that it is safe to shift microarchitectural resources to a co-running
batch thread without compromising quality of service targets [79].

Simulating several clients with threads comes with several advantages; threads only carry as
much weight on the processor as the contextual information they need, the amount of threads
running is easily scalable, the threads can do varying tasks if needed and their execution time
from start to finish is easily measurable. There is no need for an entire grid of computers to
get an idea about how well the servers perform with respect to the given conditions.
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Method

Given the fact that this thesis is about evaluating terminology servers of unknown quality
and configuration to CAMBIO, and the fact that several feasibility criteria are of interest for
the final result, the method was divided into three stages. In these three stages I evaluated
the servers with a focus on usability and performance.

In stage one, a pre-study on the usability of the servers in question was made, where it
was evaluated if the servers were suitable for testing purposes or not. Aspects such as
documentation, support, external dependencies and ease of use were considered here. For
a server to get past this part, a complete deployment of the server had to be achieved. The
server APl interface had to be exposed and it had to be query-able.

In stage two, the deployed servers underwent a series of tests. The APIs were tested in
two stages. First, by using a model to evaluate the design of the APIs. Second, by using multi
threaded processes to simulate many clients requesting information at once. The information
gained through testing with these queries was recorded.

Stage three tied the first two stages together, with an evaluation of the feasibility of the
servers given the results gained from stage one and two. Using the proposed heuristic to get
resulting scores, combined with specific lessons learned, the most feasible server for integra-
tion with COSMIC was found. The scores should be seen as an overview only, because they
alone do not justify all the different strengths and weaknesses of the servers.

3.1 Stage one - Usability evaluation of documentation and support

In the first stage, I broke down the term feasibility into usability and performance. Since
usability is still a broad term in itself, I broke it down further into documentation, support
and deployment, and I explain the details of all those artifacts here.

3.1.1 Selecting the Terminology Servers

The selection of which servers to evaluate came from the IHTSDO since they provided the
initial knowledge of which servers even existed [11]. These servers, when cross-referenced
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with the testing by Zhou et al. [10], provided the foundation of which servers would be
included in this study. Precision and recall of queries were on average much higher for the
Snowstorm, SNOW OWL, West Coast and Shrimp terminology servers, according to Zhou et
al. [10].

There were several reasons for discarding the other servers encountered in the initial re-
search. They would either be proprietary, have much less precision and/or recall or simply
have no real documentation or support attached to them. Out of the seven servers in Zhou et
al.’s research, three were quickly discarded based on pure performance results. The fourth,
Shrimp, was discarded because it had no open source repository. Therefore, the selected
servers for evaluation within this research were Snowstorm, SNOW OWL and West Coast.

I assumed that the servers in this study had a different degree of usability and support.
Several ways of quantifying the usability of the servers would involve a set of test persons,
to either try and figure out how to deploy the servers into production while talking out
loud what they think they have to do or to interview them of their experiences. Once I did
deploy the servers however, it became very clear that this was way too large a task for any
type of human-based test. It would require many hours of testing time from the subjects
alone (a single deployment test would probably take several hours), not to even mention the
time it would take to set up such a test. Therefore, a more computerized way of evaluation
was needed. Out of the five evaluation methods proposed in figure only one was not
necessarily involving several different subjects, and that is the heuristic evaluation, requiring
only one expert and a set of rules guiding the evaluation. Therefore, I decided to base my
evaluation on heuristics as well. So, while all of the type of usability evaluations by Paz et al.
would work in theory, only the heuristic evaluation was feasible in practice.

3.1.2 Evaluation process of stage one

The heuristic I used to evaluate the usability of the servers was based on Jacob Nielsen’s ten
original usability heuristics. My adaptation from Nielsen’s heuristic can be seen in table
below:

Table 3.1: The usability heuristics that were evaluated for every terminology server.

Original Heuristic My adaptation Evaluated criteria
. . . Exi , ization,
Help and documentation Documentation of artifacts xistence,  organization
comprehensiveness

Help users recognize, diag-
nose, and recover from errors
Flexibility and efficiency of
use

Active development scene | The amount of git commits

Ease of deployment External dependencies

The documentation of artifacts would look at several details for respective parts of a given
server’s life cycle. These parts were features, deployment and use. All of them made up
crucial information to maintaining and configuring the servers. But instead of evaluating the
documentation on these two larger, more ambiguous groups, I decided that it was easier to
have them evaluated in their own regard, as they made up three different parts of the life-
cycle of a server. Briefly explained, features described the available APIs and the supported
terminologies, deployment described how to set up a server in working condition, and use
described how to use the APIs, loading SNOMED CT release files and more.

Whether the parts were comprehensive or not largely depended on the success of the
operations, and could be grained down into the answers yes, some and no. I also considered
if the information did not exist at all and if it was properly organized or not. I defined my
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metric for the documentation evaluation with the three parts, the three topics and the three
possible outcomes in mind.

The active development scene was obtained from measuring past and present activity
on the servers’ official GitHub repositories, and the flexibility and efficiency of use would
look at how many dependencies a server needed to reach a deployed state.

To give a fair evaluation of the usability of the servers based on the available documen-
tation and support, I proposed a range of items to check for every server:

* Did the documentation exist
¢ Was the documentation organized
* Was the documentation comprehensive

These three items were evaluated in three areas for each item (features, deployment and use),
providing a total of nine answers. It is worth noting that in this scope, comprehensive means
that the documentation achieved its purpose. The existence property implied the other two,
since if a documentation did not exist it could not be evaluated for its organization and com-
prehensiveness. Non-existing documentation was therefore considered as extra penalizing.

In all cases, the servers depended on external documentation (such as the specific prop-
erties of SNOMED CT or FHIR), and while these specifics were necessary to successfully
operate a terminology server, the only thing that I considered relevant was if the server
documentation linked to the proper third party when necessary.

The documentation evaluation matrix template can be seen in table (3.2 below. Every item
was answered with either yes, some or no.

Table 3.2: The stage one documentation evaluation matrix.

Area/Criterion | Existence | Organization | Comprehensiveness
Features

Deployment
Use

The metric for measuring the state of development was calculated via the GitHub reposito-
ries of the servers, by checking their commits. The activity of a repository was based on the
amount of commits within the last year, with respect to earlier years. Because of the nature of
software development, it is an ongoing debate of which way of committing and integrating
code is the best. Therefore, comparing the amount of commits of the possible reposito-
ries against each other is a very biased metric and therefore unsuitable. But comparing
a repository with the history of itself does not suffer the problem of different software de-
velopment practices across projects. Therefore, I devised a simple method to obtain this score.

All three repositories were cloned the same day. These repositories were then queried
on their commit history, using the following command (where YYYY is a four-digit year, DD
is day in a month, and MMM represents the first three letters of a month):

git rev-list —count HEAD —since="MMM DD YYYY" —before="MMM DD YYYY+1" —no-merges

This command returned all the commits within that specified year interval to the master
branch, without merges. This was repeated for all years that the repository was active, until
the current day. I did not consider calendar years for this evaluation, instead I used the date
when the experiment took place.
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Furthermore, I measured the amount of software artifacts necessary for a plain setup on
a Linux environment. External dependencies were considered a mitigating factor for deploy-
ment. A lot of dependencies generally meant a lot more time invested in reading documents,
setting up environments and configuring software. Therefore, less dependencies meant
better usability. Here it was better suited to compare the projects to one another. The server
with the least amount of dependencies was seen as the best case in this regard, and provided
a benchmark for the other servers to measure against. An external dependency was, in this
case, a piece of software referenced in the documentation of a given terminology server
needed some sort of interaction to set up. If this piece of external dependency required
another dependency, then that one would need to be included as well, and so on.

Finally, not measured by a metric but crucial to the evaluation: In order to proceed to
the next stage of the evaluation, a server had to be deployed. A server counted as deployed
once it was query-able through the REST APl in a browser and returned SNOMED CT data.
Deploying the servers ranged vastly in difficulty, from simply unpacking stable releases and
running some commands, to building large projects in eclipse with external configuration
requirements. To deploy servers, SNOMED CT data had to be imported. These data imports
are commonly known as release files, and were obtained from the U.S. National Library of
Medicine [80]. Then those release files were uploaded to the servers using REST API end-
points. More information regarding the specific experiences with the servers may be found
in the results, described in chapter 4]

3.2 Stage two - API design evaluation and performance testing

Provided that I was able to deploy a server, the next step was to look at the design and
performance of the APIs. This choice was made because of the fact that CAMBIO’s primary
interest was the server APIs. Here I considered best practices as those defined in chapter
for the design. Furthermore, I looked at both the structure and the contents of the
return objects of some of the endpoints in the API, the former by analyzing the REST-APIs as
outlined by the servers, and the latter by analyzing the response to requests to endpoints.

Because of the well defined standard of the FHIR API (unlike the SNOMED CT API),
comparative testing was more streamlined for that APL. Return results of the same end-
points should be similar if not identical across different terminology servers. What could
differ across the servers however, was the amount of endpoints implemented, as well as the
response time of the requests. Therefore, I took a closer look at those aspects.

3.2.1 Evaluating best REST-API practices

Based on the most common practices that I found, I concluded that the evaluation of the
design of the APIs would be about:

* What status codes they return

The richness of the returned JSON objects (mainly for SNOMED CT)

The amount of endpoints implemented

If they are versioned

How well they follow most common naming/tag conventions

I started with finding out how many different status codes that could be found in the API
endpoints (a status code is a response to an HTTP request). Some are more common and
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3.2. Stage two - API design evaluation and performance testing

some are more rare. I took a look at a few of the strictly necessary endpoints of the API to see
what status codes were implemented. A plethora of codes exist, with the more common ones
being those of the 2xx, 4xx and 5xx series [81].

The richness of the JSON objects was gauged for every specified endpoint, using the model
view of the REST APIs provided. The same endpoints of different servers were then com-
pared against each other. It is important to note that I considered every key value as one
item, even if the value returned happened to include a whole array of items. Furthermore, a
key value was only considered in the atomic sense, where some form of data was returned.
This means that a JSON object within a JSON object (meaning, the key value is another JSON
object with more keys and values) was NOT considered an item.

In the scope of measuring the design of the APIs, I decided to focus only on a select set
of the endpoints that overlap between the servers, crucial for fundamental use of SNOMED
CT and FHIR. Therefore, only a few core endpoints were considered, see table

Table 3.3: A few of the core functionality endpoints required to query SNOMED CT concepts
through the SNOMED CT and FHIR APIs, respectively. A “branch” in this scope can be seen
as a version of the state of the data loaded in the server, much like a branch in a git repository.
Concept properties refer to both its properties (e.g. id, FSN and active status) and attribute
values (e.g. parents and children).

Endpoint Purpose
SCT/branches/path Retrieving a single branch
SCT/path/concepts/conceptid Retrieve concept properties
SCT/path/import Import SNOMED CT content
FHIR /Codesystem /lookup Concept lookup and decomposition

Together, these endpoints made it possible to query SNOMED CT concepts through the
SNOMED CT and FHIR API, provided that the SNOMED CT release files had been loaded.
All these endpoints were evaluated on status codes, the richness of returned JSON objects,
versioning and naming/tag conventions.

Table 3.4: Measuring the amount of status codes and JSON object sizes of the sample end-
points in stage two.

Endpoint Status Codes | JSON object size
SCT/.../path
SCT/ .../ conceptid
SCT/.../import
FHIR/.../lookup

Versioning as well as naming/tag conventions of REST APIs follows different practices. For
versioning, the most common ones place the version in the URL or the header. Furthermore,
the version tag may either be a number or the date of release. What I consider is if versioning
is present. If it is, I consider if it follows one of the standard practices. If it does not, then
it is considered poor design, as HTTP requests may not know that a new version has been
uploaded when not specifying a version (e.g. implying latest version). If backwards compat-
ibility is not ensured, then requests may fail.

I did not consider versioning nor naming/tag conventions suitable for my metric, as measur-
ing it did not seem justifiable from a reasonable point of view. Simply put, if versioning was
in place, then all endpoints or none had it. Naming conventions were always in place as well,
since they were not even optional, unlike versioning (endpoints need to have names). Notes
of versioning and naming conventions were made and are further described in chapter 4
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3.2. Stage two - API design evaluation and performance testing

3.2.2 Evaluating the performance of the servers

In the performance evaluation, I looked a bit deeper than the richness of the JSON objects
returned through the APIs. Here the contents of the JSON objects were looked at, and this
mostly applied to the SNOMED CT APIL. Still, it was of interest to at least verify that the FHIR
API endpoints returned the same contents. If they did not, then it was very interesting to find
out why this was the case, as that could indicate some poorly designed and/or implemented
code with the server itself. Given the fact that FHIR is standardized and that both the servers
were using the same data set (SNOMED CT Release Files), the response should be identical
in a lookup.

The more hands-on approach to evaluate the performance of the APIs involved querying
them for responses. This was done by:

¢ Finding a set of sample questions that were of interest for CAMBIO

* Translating these questions to queries to relevant endpoints of the REST API
* Developing a testing tool that sends requests to the relevant endpoint(s)

¢ Collecting the return output and analyzing it

The sample set of questions to analyze for performance were given by CAMBIO. The ques-
tions were broken down into more computerized versions to better fit API calls, because I
did not have time to implement a translator from a user-friendly interface that looks human-
understandable (e.g. building an interface which maps full text questions to queries).

The testing tool was developed in Java. Not many external dependencies were required,
as all it needed to do was to spawn multiple threads that acted as stand-alone clients, using
the command prompt to issue CURL commands or similar to the server that was ran on
localhost at the same time. It is important to note that in a realistic real world approach, the
servers would be run over a network, and not localhost, see chapter [5| for more details on
this. Examples of the (human-readable) queries are given below:

* Which is the recommended term for the expression with the id 753670027
* Which expressions have a recommended term that contains the term “blood pressure”?

* Which expressions are clinical findings that are located on any part of an upper extrem-
ity?

¢ Which expressions are part of the refset with id 7232640017
¢ Is the expression with id 75367002 active or inactive?
* Which expression replaces the inactive expression with id 679240017

I varied the queries (meaning, which endpoints I used), the input parameters and the amount
of queries sent in a given moment to create a large amount of data points. The queries I used
for the performance review are given in table [3.5 below. Some other queries like the map-
ping between terminologies were also tested, but were not included in the metric to score
performance. Small endpoint ambiguities across servers such as paths or names including
genitives, nouns and pronouns were adjusted for the queries, as long as the endpoints served
the same purpose.

To find out whether I was able to correctly answer the queries I looked at precision and
recall, much like in the study undertaken by Zhou et al. [10]. The responses were compared

between the servers. For most of the endpoints, Ilooked at their precision, with the exception
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Table 3.5: All of the query types I used to measure precision, recall and response time. Every
row is one type of query, and the number of requests depicts how many times that query
was ran at once. The id 75367002 (blood pressure) should be seen as a placeholder for a
randomly chosen id out of a list of ids, where several different ids could be used at the same
moment. The search terms for the free text cases were “Blood Pressure”, “Shoulder Fracture”
and “Covid”.

Query (shortened) Sample Endpoint # Requests

Recommended term for id 753670027 FHIR /Codesystem /lookup 10
Is the expression a clinical finding? FHIR /Codesystem /subsumes 10
Expression with id 75367002 active? | SCT/path/concepts/conceptid 10
Expression is part of refset 723264001? | FHIR/ValueSet/validate-code 10
Top level concept of id 753670027 SCT/path/concepts/parent 10

Expressions from <search term>? SCT/path/concepts 1
Random queries All implemented endpoints 30

of free text search, where I looked at recall. I measured precision for every server with respect
to a certain query in the following way:

Relevant_results_returnedserver,query
Results_returnedserver,query

Query_precisionserver,query =

This resulted in a simple analysis of the results returned to see if they are all relevant (mean-
ing correct). I expected high to perfect scores here on most, if not all of the queries, because
they were concept based (they either used the FSN or the concept id). Just like in Zhou et
al.’s research, where the one to one ratio of the FSN or id to a concept gives high precision
for almost all servers.

The recall was gauged by free text searching. For instance, if I asked the server what
concepts that have a recommended term “blood pressure”, then I could make a rough es-
timation if the server returned all the terms, or only a handful of them. I had no golden
standard data set here (I did not know exactly what the “correct” answer to a given query
was), so I was limited to evaluate the servers against each other. As an example, the query
“Which expressions are clinical findings that are located on any part of an upper extremity”
might return more items on one server than an other. The missing items may either apply to
one or more servers, depending on what they missed that the other one caught. For example,
if server A returns items 1,2,4 but server B returns items 2,3,4 then they both miss one item,
and therefore have 75% recall. If server B returned 1,2,3,4 however, then it would have
100% recall and only server A would be at 75%, for that specific query. Like with precision,
very high recall values were expected, due to using relatively “simple” concept based queries.

In short: I obtained the recall results by comparing the free text search output of the servers
to each other. This gauged the recall for every server with respect to a certain search query.
First I retrieved all results for all search queries across all servers, as seen below:

servers
All_search_resultsguery = Z Search_resultsguery server

For all servers, all return output for every specific search query was analyzed and added to
the total amount of concepts returned for that specific query. For every search query, the total
amount of concepts returned across all servers was then compared to the results obtained
from a specific server:

Search_results ;
_ _ query,server
Query—recall‘i“”y'serve’ — All_search_resultsguery
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As for all the queries themselves (not just the free text search), I varied the following artifacts:
¢ The complexity.
¢ The endpoint accessed.
* The amount of clients sending queries per second.

The selected variations were used on all servers that I studied, to provide a more accurate
comparison. The result of these queries were then used to find out the following qualities:

¢ The precision, e.g. true positives relative to all results
* The recall, e.g. true positives found relative to all positives
¢ The time used to get a response

These artifacts were documented and later used in the metric that I used to evaluate perfor-
mance.

The complexity of queries varied; they could be as simple as finding an expression to
finding what concept types are located within a certain boundary. The HTTP method
(GET/POST/PUT etc.) was mostly limited to GET, due to the endpoints I selected for
testing. For every query, I collected the response time to find the average expected time:

SHreS Query_response_time
. — — uer
Average_response_timeguery,server = ey

Amount_of_queriesguery,server

I emphasize on the fact that I compared all the specific queries and their response times
between the servers, to find out if one server was better at answering a specific type of query
or if there were any other deviations.

To provide a fairer average response time, a sample set of queries was ran several times, and
the average time was measured. Additionally, when querying the servers, the first response
would always be much slower than consecutive responses. In a realistic scenario, the servers
keep getting polled for responses and therefore converge on a faster time. Because of this, I
chose to ignore the first response and only based the average on the second to final responses.

Furthermore, another type of query was ran, which randomly ran any type of valid query
for a total of 30 attempts. The average response time from this was gathered. The data that
was returned from these random queries was not collected, however. Once all relevant data
had been collected, a server was ready to be compared in the final evaluation.

3.3 Stage three - Final evaluation

With stage one and two complete, the results obtained from them was tied together here.
Based on the scores obtained and lessons learned, I made a final comparison here. From this
final comparison, a candidate server was obtained. This candidate server was the most fea-
sible one, based on my studies. An attempt to integrate the candidate server with COSMIC
was then made with the most feasible one.

All the data obtained in stage one and two was compared here to give a head to head

evaluation between the servers. This was done in several ways, and I outline these methods
here in this section.
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From table a total documentation score per server would be gained. The score was
calculated in the following way:

¢ Every yes granted 1 point.
¢ Every some granted 0.5 points.
¢ Every no granted 0 points.

e Accumulated_score = >, {yes, some, no}

e Normalized_documentation_score = Accumulated_score

The maximum possible accumulated score would be 9, if all categories returned the answer
yes, and 0 if all categories returned the answer no. Therefore, the normalized score would be
in the range of 0 < Normalized_documentation_score < 1.

To compare the active development scene, I devised this metric:

Last_year_score

Normalized_commit_score = Maximum score

Which would return a score in the range of 0 < Normalized_commit_score < 1. The
Last_year_score was the year leading up to the date the experiment took place, and the Maxi-
mum_score was the highest number obtained in any year interval queried.

The comparative dependency score was calculated in the following way:
* For every server, find all external dependencies
* The server with the least amount of dependencies became the benchmark
e For all servers, divide the benchmark with their amount of dependencies

And therefore I obtained the metric:

Benchmark

Normalized_dependency_score = Serverdependencies

Which would also be within the interval of 0 < Normalized_dependency_score < 1.

I calculated the design of the chosen API endpoints by measuring their richness with re-
spect to their status codes and JSON objects. The status codes conventions were calculated
as such:

¢ For all specified endpoints on a given server, count the amount of status codes, I call
this the individual Status_code_scoree,qpoint for a given endpoint.

o Status_code_scoresepper = 3P0 Status_code_scoreengpoint

* The server with the highest Status_code_scoreserver is declared the Benchmark.

Status_code_scoreserper

e Normalized_status_code_score = Sonchmark

JSON object sizes were calculated similarly:

¢ For all specified endpoints on a given server, count the size (all keys) of all JSON objects
returned, I call this the individual JSON_score, it for a given endpoint.

o JSON_SCOresproer = S .M4POMES | SON_score,pdpoint
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* The server with the highest JSON_scoreserver is declared the Benchmark.

. _ JSON_scoreserver
e Normalized_J]SON_score = orama

For the SNOMED CT AP]I, different practices regarding the amount of endpoints could be
identified very quickly. For instance, Snowstorm used two endpoints to complete an import
of SNOMED CT release files, while SNOW OWL only used one. Despite this, the amount of
endpoints documented in the REST API clearly showed a large difference across the servers,
and therefore the amount of endpoints were taken into account for the API usability crite-
rion. For every server, I calculated the amount of endpoints implemented, strictly for the
SNOMED CT and FHIR APIs. The one with the most endpoints implemented became the
benchmark, because more endpoints generally meant more support for different functional-
ity within SNOMED CT and FHIR. Therefore, I obtained the metric:

Amount_of_endpoints
Benchmark

Normalized_endpoint_score =

The query precision and recall were collected for every server where applicable. Pre-
cision and recall have, by nature, the delimitations of 0 < Query_precision < 1 and
0 < Query_recall < 1, making them ideal normalized scores for my evaluation in stage
three. In my final summarization, I present the average precision and recall from all end-
points.

The average query response time was normalized as well to provide a fair comparison
how well the servers did with respect to each other.

* For every query on every server, collect the average response time.

o Total_response_timeserver = Z“”dpomts Response_timeguery

Total_response_timeserver
endpoints

* Average_query_response_timeseryer =

This gave me every sever’s measured average response time. I obtained the normalized re-
sponse time by dividing the lowest average with every obtained time:

Lowest_average_query_response_time

Nomalized_averge_query_response_timeserper = Average_query._response Fmeseron

There were a few criteria that I also looked at in this stage without scoring them with a met-
ric. These were paid support availability as well as license and hardware requirements. It
was considered of interest to CAMBIO whether any contact was possible with any external
part responsible for each of the servers (e.g, in the case of Snowstorm, IHTSDO). I quickly
concluded that if there was any active development on the servers, then it would also be pos-
sible to gain support by opening issues on the servers’ GitHub repositories. If any server had
a licensed version however, this would also be included in the evaluation. This is because
licensed versions usually come with external guarantees of support and minimum deliver-
ables. Furthermore, the amount of hardware required to run a server (as per findings or the
documentation provided by the company managing the server) was also documented, to see
if there were any deviations somewhere that needed to be considered. To summarize, the
following items were documented:

¢ License requirements
¢ Paid support availability

¢ Hardware requirements
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These items were considered for the final choice of the most feasible server. They are de-
scribed in chapter [} along with the results of the usability and performance evaluation.

CAMBIO did not explicitly have any “showstoppers” defined, meaning findings that would
completely invalidate a server. They only stated that some findings would make a server
much less desirable. For example, finding that a server had no active development, or mas-
sive hardware requirements. More details on these findings may be found in chapter [4 as
well.

I evaluated the feasibility with the heuristic proposed for the usability part, as well as
extending it a bit to include the performance parts. These additional parts can be seen in
Jacob Nielsen’s ten original heuristics as well.

Table 3.6: The complete heuristic to evaluate the feasibility of the terminology servers, based
on their usability and performance.

Usability Heuristic Evaluated criteria

Documentation of artifacts Existence, organization, comprehensive-
ness

Active development scene The amount of git commits

Flexibility and efficiency of use External dependencies

Consistency and standards API Design

Error prevention and workload Query responses and response time

For every part, I obtained normalized scores within the value boundaries of 0 < score < 1.
The consistency and standards as well as error prevention and workload scores are displayed
with subgroups. The consistency score was obtained by calculating the average score of the
subgroups of the API design, but the scores of the query responses were all counted individ-
ually, as the performance weighed more towards the overall evaluation of the server. The
final score for comparison with the other servers was obtained as a sum of all the normalized
scores and would be within the boundaries of 0 < total < 9.

Table 3.7: The raw metric data collection. All scores are normalized.

Heuristic Area Score
Documentation of artifacts Documentation
Active development scene Commits
Flexibility and efficiency of use Dependencies
Consistency and standards Status codes
JSON objects
Endpoints
Error prevention and workload Precision
Recall
Response time
Sum Total: Number

In this part of the evaluation I also included specific lessons learned about the hardware re-
quirements of the servers, the licensing and other paid support available. This was provided
as free text.

3.3.1 Integration Test

The final task was to choose a candidate server for an integration test with COSMIC. This
server should be chosen based on the scores obtained and lessons learned from the servers.
After discussions with CAMBIO, this was to be done in the following way:
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* Deploy the server of choice on a Windows machine.

e Establish (verify) communication across LAN network to that Windows machine from
a different machine.

¢ On that other machine, run an instance of Cosmic Connect Publish (CCP), which is
CAMBIO’s tool for the communication of SNOMED CT concept codes among other
things.

¢ Use the tool that I developed for testing to communicate with the server. Inject this tool
as a JAR file into CCP.

* Run queries from CCP using methods from the tool and collect terminology server re-
sponse.

The criterion for a successful integration test had an open ending, since the test cases were
virtually unlimited. There was only a minimum criterion for success: the server should
respond with concept names and/or concept ids given the counterpart as a query, to ver-
ify working communication and intended usage. Meaning, verifying that “it works” was
enough for a successful test. The time budget for this integration test was quite limited so a
proof of concept test was all I could realistically do with the time given.

The actual procedure of the integration test deviated a bit from the method due to unforeseen
circumstances. These circumstances and the results of the integration test are described in

chapter
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Results

In this chapter I present the results from the study. The data collected in the separate stages
is presented and important key properties that were discovered during the research are ex-
plained more in detail here.

4.1 Stage one

Here I describe the quality of the support for every server. The amount of documentation,
support and general deployability of every server is presented here.

4.1.1 Snowstorm

Snowstorm is the terminology server hosted and developed by the IHTSDO, also known as
SNOMED International.

Documentation

The documentation of Snowstorm is largely found on their GitHub [15] repository, but addi-

tional information may be found in the confluence pages from the IHTSDO.

Table 4.1: The perceived documentation standard of Snowstorm.

Area/Criterion | Existence | Organization | Comprehensiveness
Features Yes Yes Yes
Deployment Yes Yes Yes
Use Yes Some Some

Since almost all of the documentation can be found on the GitHub repository it was easy to
navigate. However, for some of the usage of the APIs, both for SNOMED CT and FHIR, it
was necessary to look into the confluence pages of the IHTSDO, making the organization a bit
fuzzy. Generally however, Snowstorm documentation provided little trouble and was easy to
understand to get a lightweight version deployed fairly quickly, which table 4.1/ showcases.
All core features of the server could be found in the main readme of the GitHub repository
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(with specific features requiring more fine-grained lookup in their confluence pages) and de-
ployment had a whole readme for itself. The documents describing the use of the server were
found mostly in the API interface of the Swagger UI (see section [4.2) and some introduction
was given at the end of the deployment documentation. All in all, the documentation leaves
little to be wished for, Snowstorm is quick to pick up and understand from the documentation
provided.

Development scene

The development scene for Snowstorm is very active, as can be seen in table[#.2] The amount
of updates pushed onto the server is currently at an all-time high, averaging more than a
commit every day for the past 3 years.

Table 4.2: The amount of commits for the public Snowstorm GitHub repository for every year
interval specified.

Interval # of commits
2019-08-10 - 2020-08-10 542
2018-08-10 - 2019-08-10 491
2017-08-10 - 2018-08-10 352
2016-08-10 - 2017-08-10 205
2015-08-10 - 2016-08-10 45
2014-08-10 - 2015-08-10 0

Additionally, support was easy to obtain by opening issues on their GitHub repository. A
response would happen within hours of submitting the issue, provided the issue was de-
scribed properly. During the scope of this thesis Snowstorm received incremental updates
from version 4.8.0 to 4.12.1, and was migrated to newer versions along the way. At the time
of finishing the research, Snowstorm 4.13.0 was already out.

Deployment

Given the proper documentation, deploying Snowstorm was not difficult. It had three de-
pendencies if ran as a server without the ability to deploy directly from source code. These
were Java 8 or higher, the SNOMED CT Release Files (RF2) and an external installation of
Elasticsearch. Snowstorm is not up to date with Elasticsearch, and requires an older version
(6.8.0) to be used. Setting up Elasticsearch proved to be no difficulty at all however. If the
project was to be built from source, then Maven 3 was also required.

Therefore, I recorded 3 total external dependencies for Snowstorm. Deploying the server
after installing them was as simple as running two commands in the prompt (one for Elastic-
search and one for Snowstorm), and either using the REST API import endpoint or running
another command in the prompt (which was also provided in their docs) to upload the
RF2 files. After that, the server was fully operational and all REST API endpoints could be
accessed for testing.

4.1.2 SNOW OWL
SNOW OWL is the terminology server hosted and developed by B2i healthcare.

Documentation

The documentation for SNOW OWL is found in two places. First, their GitHub repository
[17], and second, their homepage [82].
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Table 4.3: The perceived documentation standard of SNOW OWL.

Area/Criterion | Existence | Organization | Comprehensiveness
Features Yes Yes Yes
Deployment Some Some Some
Use Yes Some Some

The documentation of SNOW OWL is not exactly as organized as the one for Snowstorm,
as can be seen in table Furthermore, it is a work in progress. During the scope of this
research, the documents have seen improvements and they keep getting improved to this day.

Given the fact that the documentation was a work in progress during this thesis, it was
more difficult to get the necessary information to set up SNOW OWL quickly. The features
of SNOW OWL were described nicely on the GitHub repository, which was the first logical
place to look. But as soon as any actual attempt was to be made to deploy the server, the
documentation became more scattered.

There exists a “Getting Started” section of the main page of their GitHub repository. How-
ever, all the links in that section either list outdated information or just plainly return 404
results. The deployment documentation would be straight up nonexistent as a result, if b2i
did not link to their homepage for this part. However, parts of the homepage which they link
to are nonexistent as well. A full deployment was achieved eventually, after plenty of effort.

The use of SNOW OWL is documented mainly on their homepage unless specified in
the Swagger UI of the REST API. Generally, when bounded together with the FHIR docu-
mentation [28]] and IHTSDO'’s glossary on SNOMED CT files it was possible to understand
the API calls. This was not much different than the experience with Snowstorm.

Development scene

Like Snowstorm, SNOW OWL'’s development scene is quite active, as can be seen in table
Notably the amount of commits is not as large as in previous years when the server’s
development first started, but plenty of updates still happen on the server.

Table 4.4: The amount of commits for the public SNOW OWL GitHub repository for every
year interval specified.

Interval # of commits
2019-08-10 - 2020-08-10 1420
2018-08-10 - 2019-08-10 1456
2017-08-10 - 2018-08-10 1726
2016-08-10 - 2017-08-10 1352
2015-08-10 - 2016-08-10 3199
2014-08-10 - 2015-08-10 712
2013-08-10 - 2014-08-10 0

The SNOW OWL developers were responsive on their GitHub respository as well, actively
replying to community issues and feedback. SNOW OWL is getting new versions released as
well, and during the scope of this research has migrated from version 7.6.0 to 7.8.4.

Deployment

Deploying SNOW OWL is not difficult in practice if the person in charge of deployment is
experienced. Without previous knowledge of how to set up terminology servers however, it
becomes problematic. Without the knowledge that was gained from setting up Snowstorm

42



4.1. Stage one

first, the deployment documentation would not have been sufficient to understand how to
set up the server without opening GitHub issues about it.

SNOW OWL has a number of prerequisites if building from source. It requires Maven,
just like Snowstorm. If building for development it also requires eclipse with a number of
configurations and plugins. The redeeming part about SNOW OWL as a standalone server is
that it has few other dependencies, it only needs Java 11. It comes with its own Elasticsearch,
so no external installation is required. It does need SNOMED CT Release Files (RF2) to pro-
vide any results when querying for concepts. Therefore I count 2 dependencies for SNOW
OWL in total.

Deploying SNOW OWL went well up until the point where the REST API had to be used.
There exists an import endpoint for the RF2 data, but it is not self explanatory to a new
technician and requires more in-depth knowledge of the RF2 files to supply the correct
parameters during import. Errors thrown were not very specific and crashes could happen,
such as when I mistakenly tried to import a full RF2 release instead of a Snapshot (and ended
up crashing my virtual machine). Furthermore, the docs on the homepage regarding the
imports endpoint existed but was completely void of any content. More problems arose
when specific FHIR API endpoints were unable to return data after a Snapshot import, but
these problems were corrected after a submitted GitHub issue on the matter [83]. All in all,
the documentation of SNOW OWL is comprehensive for the most part, but lacks in detail in
places. The ability to get help from their developers when problems arise can complement
this, however.

4.1.3 West Coast

The West Coast terminology server is owned by West Coast Informatics, LLC [20]. The
documentation for the West Coast terminology server [84] largely exists as a wiki on their
confluence pages. It is important to note that they have three different repositories, the cur-
rent terminology server, an instance made specifically for SNOMED CT and a newer server
which they have named TermServerV2.

All the links found online link to the older version of the terminology server, and since
the implementation and reference documentation for deployment was found only for that
version, this was the version that the thesis considered. The TermServerV2 project picked up
pace in 2020, and is to this date still listed as proprietary. West Coast say that they will release
the V2 project under an Apache Open Source license later on, but when is unclear.

Documentation

The documentation of the (old) West Coast Terminology Server is not comprehensive, as can
be seen in table While the reference deployment and other external things they link to
all provide a lot of detail on what the server can do, the actual server itself lacks a lot of vital
parts for deployment and use.

Table 4.5: The perceived documentation standard of West Coast.

Area/Criterion | Existence | Organization | Comprehensiveness
Features Some Yes No
Deployment Some Yes No
Use No No No

Documentation efforts were seemingly abandoned for the server early 2017. The organiza-
tion of the documentation that does exist is very good, as it is all gathered in one place and
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properly catalogued. But the contents of how to deploy the server are either deprecated or
simply left in a “TBD” state (meaning they are not written and likely never will be). There
is also some confusion regarding deploying the demo, seeing as there are two seemingly
identical guides. One is for deploying with eclipse, and one is supposed to be without.
Yet, the one without eclipse still uses eclipse in more than one step to deploy according to
instructions.

Features are described on the wiki as well but the documentation is also very sparse and/or
deprecated. Like deployment, much is left in a “TBD” state. The usage part of the API calls
exists in the form of some tabs about REST API documentation, but it is only a stub and
contains no relevant information at all. The whole documentation is basically left as an “as
is” from an internal state where it was simply abandoned. Even things like sprint plans from
previous development iterations are left completely exposed, and serve no purpose other
than to clutter up the documentation.

Development scene

West Coast’s development scene for their older, open source server is inactive. It has been
inactive for about three years, reflecting the state of the documentation from their homepage
very well. Details are provided in table

Table 4.6: The amount of commits for the public West Coast GitHub repository for every year
interval specified.

Interval # of commits
2019-08-10 - 2020-08-10 0
2018-08-10 - 2019-08-10 1
2017-08-10 - 2018-08-10 40
2016-08-10 - 2017-08-10 992
2015-08-10 - 2016-08-10 919
2014-08-10 - 2015-08-10 301
2013-08-10 - 2014-08-10 0

The GitHub repository is also left abandoned of other commentary, meaning the project
should be seen as deprecated in its entirety. Likely, all efforts of West Coast are focused
on their V2 server, which is still proprietary.

Deployment

The West Coast Terminology Server had plenty of external dependencies, and the nature
of these dependencies was not very forgiving either, as the server only worked with older
instances of software such as MySQL. All in all, to deploy a version of the server, it needed
Git, Java 8, MySQL 5.6 (specifically), Maven 3.3+, Tomcat 8+ or Jetty, and finally Eclipse,
making it require 6 external dependencies just to run.

Having installed the other software, MySQL, Tomcat (or Jetty), Eclipse and other config-
uration files (generated on maven compile) all needed plenty of configuration. In the end,
I did get the server to start, but without any loaded data. I could access some API calls but
could not get any responses because of this.

Due to the fact that a large part of the goal of this research was to find out the performance of
deployed servers, these deployment issues were considered mitigating circumstances, and
after email conversation with the National Library of Medicine (NLM) that are responsible
for the UMLS [85] and running into a roadblock where some verification codes from West
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Coast were required, the efforts to dive deeper into the APIs of this terminology server were
discontinued. To gain better insight into the performance of the West Coast server, a proper
proof of concept research is recommended, preferably with direct contact with West Coast
Terminologies, LLC. A running instance of their terminology browser can be found at their
homepage [12], so deployment is definitely possible, given the right amount of support.

4.2 Stage two

The richness of the API endpoints, the performance of them with respect to returns and their
response times are found here for all the evaluated servers.

421 API Design Evaluation

The API interfaces were examined for their quality with respect to status codes, JSON object
sizes, versioning and naming/tag conventions. I also examined the amount of implemented
endpoints to get a general feel of the quality of the APL This was especially relevant for the
FHIR API of the servers, given that it follows an ISO standard. This directly meant that if
more endpoints were implemented, the server had more functionality.

Snowstorm

The Snowstorm API documentation for the SNOMED CT API is managed using a Swagger
UL accessed through a browser. It is updated with every new change to Snowstorm when
required and easily managed. The FHIR API documentation is less accessible, but readable
given some sample API calls in Postman. Postman is a tool that lets you send REST API
requests within the tool directly [56].

The properties of most of the endpoints needed for a lightweight deployment of Snow-
storm can be seen in table 4.7 below.

Table 4.7: The API design properties of a few key endpoints used to deploy and test Snow-
storm. The documentation in Postman did not include any status codes or possible return
values, however it did include working calls to the reference deployment.

Endpoint Status Codes | JSON object size
SCT/.../path 4 13
SCT/ .../ conceptid 4 13
SCT/.../import 4 7
FHIR/.../lookup 0 0

The total amount of implemented endpoints documented in the SNOMED CT API of Snow-
storm was 96. Endpoints not associated to working with / maintaining anything related to
SNOMED CT and/or FHIR were not included. The FHIR API had 19 endpoints documented.
They were retrieved using Postman.

It is important to note that the SNOMED CT API of Snowstorm has many endpoints im-
plemented twice. Once, for the raw data, and twice, for the “browser” version (which is
used with their SNOMED CT browser [14]). The browser version provides a much larger
amount of information on return. For example, all the parents, ancestors and children may be
displayed through direct calls to a concept in the browser format, but not the raw data format.

Snowstorm does not have versioning present within the URL of their API calls, but does

have it present on their Swagger Ul in the form of a drop down menu where version can be
selected. In the local deployment, only one version, v2, was selectable. Furthermore, most
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common naming and tag conventions were followed to the extent that objects and collections
were both referenced in the proper way. Camel case was used to provide self describing
endpoint names within the docs. Within the URL itself, proper use of nouns was observed
to reference collections, and if an object was part of the URL call then it would be aptly
documented with {} surrounding the object.

SNOW OWL

The SNOW OWL API documentation is also managed using a Swagger Ul, meaning it can
also be managed in a browser. However, it suffers performance losses after prolonged usage,
requiring page refreshes. The FHIR API and Admin API are very accessible in comparison
to Snowstorm and do not require the usage of Postman. However, this brings with it that no
example calls to a reference deployment are available.

The properties of most of the endpoints needed for a lightweight deployment of SNOW
OWL can be seen in table .8 below.

Table 4.8: The API design properties of a few key endpoints used to deploy and test SNOW
OWL. The documentation of concept lookup using the FHIR endpoint was almost nonexis-
tent for correct returns, but included more detailed error descriptions with the status codes.

Endpoint Status Codes | JSON object size
SCT/.../path 2 9
SCT/ .../ conceptid 2 27
SCT/.../import 2 8
FHIR/.../lookup 3 1

The total amount of implemented endpoints documented in the SNOMED CT API of SNOW
OWL was 61. Endpoints not associated to working with / maintaining anything related to
SNOMED CT and/or FHIR were not included. The FHIR API had 24 endpoints documented.
They were all directly accessible in the browser of the deployed instance of SNOW OWL.

SNOW OWL’s SNOMED CT REST API design is centered around fewer endpoints in to-
tal, but the server returns much more information per endpoint for some certain endpoints.
This is most clearly observed with the conceptid endpoint, which returns a lot more informa-
tion than the one from Snowstorm does.

Versioning of the SNOMED CT API is done in the URL, by applying version tags, e.g.
<host>/snomed-ct/v3/<endpoint>. The naming and tag conventions of the endpoints of
the SNOW OWL SNOMED CT and FHIR APIs also follow the best practices outlined in the
guidelines. Much like Snowstorm, Camel case was used to provide self describing endpoint
names within the docs, and proper use of nouns was observed to reference collections within
the URL. Additionally, objects would be encased with {} tags if part of the URL.

4.2.2 Terminology Server Performance

To evaluate the terminology server performance with respect to different API requests and
when subject to a “heavy” load, I developed a tool to send queries matching those described
in chapter

Snowstorm and SNOW OWL

Recall from chapter (3| that I tried to find the answers to the questions stated in section
given the API endpoints in table The results of the research around these endpoints are
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given here. They are not given on a per-server basis (outside of the data in the tables, which
are listed per server), but rather on a per-endpoint basis, because a lot of the functionality
and intended usage overlaps.

To measure performance, the queries were ran as depicted in table The free search
query was tested using a single request per search term. All other queries besides the ran-
dom one were tested in batches of 10 at once, and 5 batches were ran per query. The random
one was tested in batches of 30 (queries chosen at random from all the other ones, includ-
ing free search with the parameter set to “Covid”) at once, and was ran for a total of 3 batches.

The average response times, precision and recall for all Snowstorm and SNOW OWL
endpoints are given in tables4.9] £.10} 4.11]and .12 below.

Table 4.9: The average response times of a single request within a batch using the listed
endpoints for Snowstorm, in milliseconds. The search terms included were “Blood pressure”,
“Shoulder fracture” and “Covid”. The concept ids were chosen largely at random from a
plethora of branches in the SNOMED CT concept tree.

Query (shortened) Used Endpoint R. Time
Recommended term for id <conceptid>? FHIR/Codesystem/lookup 1325
Is the expression a clinical finding? FHIR /Codesystem /subsumes 1061
Expression with id <conceptid> active? | SCT/path/concepts/conceptid 279
Expression is part of refset 723264001? | FHIR/ValueSet/validate-code | 22372

Top level concept of id <conceptid>? SCT/path/concepts/parent 353
Expressions from <search term>? SCT/path/concepts 738
Random queries All implemented endpoints 10681

Table 4.10: The precision and recall for the endpoints on Snowstorm. Note that the parent
endpoint does not directly access the top level concept, only the parent, which yields very
low precision when only querying once.

Query (shortened) Used Endpoint Precision
Recommended term for id <conceptid>? FHIR /Codesystem /lookup 100%
Is the expression a clinical finding? FHIR /Codesystem /subsumes 100%
Expression with id <conceptid> active? | SCT/path/concepts/conceptid 100%
Expression is part of refset 723264001? | FHIR/ValueSet/validate-code 100%

Top level concept of id <conceptid>? SCT/path/concepts/parent 8%
Query (shortened) Used Endpoint Recall
Expressions from <search term>? SCT /path/concepts 100%
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Table 4.11: The average response times of a single request within a batch using the listed end-
points for SNOW OWL, in milliseconds. The search terms included were “Blood pressure”,
“Shoulder fracture” and “Covid”. The concept ids were chosen largely at random from a
plethora of sub trees.

Query (shortened) Used Endpoint R. Time
Recommended term for id <conceptid>? FHIR/Codesystem /lookup 1132
Is the expression a clinical finding? FHIR/Codesystem/subsumes 679

Expression with id <conceptid> active? | SCT/path/concepts/conceptid 308
Expression is part of refset 7232640017 | FHIR/ValueSet/validate-code 595
Top level concept of id <conceptid>? SCT/path/concepts/conceptid 258
Expressions from <search term>? SCT/path/concepts 890
Random queries All implemented endpoints 1384

Table 4.12: The precision and recall for the endpoints on SNOW OWL. Top level concept
search was possible in an instant query on any concept, where as on Snowstorm it was nec-
essary to travel up the tree (parent by parent) to find the top level concept.

Query (shortened) Used Endpoint Precision
Recommended term for id <conceptid>? FHIR/Codesystem /lookup 100%
Is the expression a clinical finding? FHIR /Codesystem /subsumes 100%

Expression with id <conceptid> active? | SCT/path/concepts/conceptid 100%
Expression is part of refset 723264001? | FHIR/ValueSet/validate-code 100%
Top level concept of id <conceptid>? SCT/path/concepts/conceptid 100%
Query (shortened) Used Endpoint Recall
Expressions from <search term>? SCT/path/concepts 99.3%

The recommended term of a concept is easily found with Snowstorm and SNOW OWL.
With Snowstorm, the recommended term is part of the native API call. Simply accessing the
specific concepts endpoint in the SNOMED CT API will return both the fully specified name
and preferred term of the concept. Alternatively, this may be achieved by using the lookup
endpoint in the FHIR API, but will return less information about the concept in general. With
SNOW OWL, additional parameters have to be passed to the API endpoint as the preferred
term (PT) and fully specified name (FSN) are not returned by default.

Subsumption testing is a FHIR endpoint which returns whether a concept is a parent,
child or neither of another concept. This may be used to find out specifically if an expression
is a child of another, e.g. whether Hypothermia is a Clinical Finding or not. The endpoint
accepts two codes and finds the relation between them, if any. Code A is put into context to
Code B, and the endpoint will return whether Code A is subsumed by Code B (B is parent),
Code A subsumes code B (A is parent) or that it does not subsume if they are part of differ-
ent branches. This endpoint did not function properly in an earlier version of Snowstorm
(4.8.0), but after several API patches during the summer a working version was obtained in
version 4.12.1. SNOW OWL had little issue with this, in comparison. In the end, both servers
returned fully correct answers on what concept subsumed what on the data I gave them.

Querying whether a concept is active or not may be done with the same endpoint that
is used to query the concept properties, since activity is simply a property. The concept
finder may also be filtered on whether concepts are active or not. Therefore, it is an effective
tool to find inactive concepts. This applies to both Snowstorm and SNOW OWL.

Validating expressions against reference sets (refsets) is possible with both Snowstorm
and SNOW OWL. However, on Snowstorm, if the validation fails then it takes a very long
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time for a result to be returned, sometimes up to 40 seconds in single cases. This was tested
against the Snowstorm reference deployment as well. Additionally, many validations at
once slow down the server considerably. Testing with 10 accesses at once yielded an average
response time between three to four minutes for the ICD-10 refset, regardless of whether
the validation failed or not. Even if all validations succeeded, the return time was still
around three minutes. The open source deployment of Snowstorm carries more than one
refset however, so validation testing is possible in a larger scope. Validating expressions was
much faster on SNOW OWL, taking at most single digits amounts of seconds. However, my
deployment only had one refset, thus validation testing was much more limited and only
worked as a proof of concept.

Snowstorm does not contain a reference to the top level concept of a branch for any given
concept. The JSON object that is returned has references to parents and ancestors, but with-
out explicitly knowing which the 19 top level concepts are, it is impossible to directly query
the top level concept right away. There are two workarounds, which were both tested. To
find the top level concept one can either cross-reference the ancestors with the 19 top level
concepts and find a match, or traverse the tree towards the root node (called SNOMED CT
Concept), until the parent node becomes that root node. Once found, an additional query
can be submitted to find the properties of that top level concept. SNOW OWL, on the other
hand, does contain a reference to the top level concept of the branch that the queried concept
is found in. It may be found with a specific tag when querying the concept endpoint of
the SNOMED CT APIL From there, it is possible to submit one additional query to find the
properties of the top level concept.

Finding expressions from a search term is easy as well on both Snowstorm and SNOW
OWL. The root concepts endpoint will return whatever the RF2 SNOMED CT data can find
when a search term such as “blood pressure” is input. The result may be filtered, e.g. on
concept active state, acceptable reference sets and preferred reference sets. However, on
SNOW OWL additional arguments have to be passed to get the FSN and/or PT. Both servers
returned near identical results here, given that my queries were fairly simple. Snowstorm
returned a total of 560 entries, and 556 of these were returned by SNOW OWL as well. See
chapter 5| for further discussion regarding this.

Additionally, the translation tool used for mapping concepts from one terminology to an-
other was tested on both Snowstorm and SNOW OWL. The base deployment of Snowstorm
includes mappings to ICD-10. The FHIR endpoint was successfully queried for concept
translation and a translation was obtained if one existed. Additionally, it operated quickly,
requiring only around 0.18 seconds on average to return a translation, even when tested
exhaustively with 10 queries at once. This was tried on SNOW OWL as well, but the de-
ployment was not able to correctly translate anything due to the mapping not loading, as
confirmed by their developers on their GitHub repository [86].

An endpoint that describes which expression replaces a given inactive expression was
not found during the study for either Snowstorm nor SNOW OWL. There is a possibility that
it exists however, as all endpoints were not 100% covered in this study.

For the entire time of the study, no documented thread failures took place. All the threads
were always serviced, and even 30 simultaneous requests within the same second proved
to be no problem for either of the servers. The threads finished their queries and exited
normally in all cases. The exit order was directly proportional to how long the response time
was for a query in the normal case.
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4.3 Stage three

In this section I summarize the data I collected in stage one and two, and elaborate on cer-
tain experiences pertaining to other qualities of interest that I found out on the way. I only
factually present some findings here, and elaborate further on the results in chapter

4.3.1 Snowstorm

Snowstorm has no proprietary version and no paid support availability. The IHTSDO is a
non-profit organization, and deliver as such. Their software is free to use but is delivered
as-is, without any guarantees from the developers or similar that certain functionality or
criteria is met.

Snowstorm provides documentation on the minimum amount of hardware it requires to
run, specifying 2GB RAM for Snowstorm itself and another 4GB for Elasticsearch. Elastic-
search does also require plenty of free disk space to use for swapping, making a low disk
space environment a very bad candidate for Snowstorm. Generally, I observed no problems
running Snowstorm at all with the system consisting of up to 16GB RAM, minus the single
Elasticsearch crash (see Integration Testing).

All the normalized comparative scores that I collected about Snowstorm in stages one
and two are given in table f.13|below. Values are rounded to two decimals.

Table 4.13: The final comparative scores of Snowstorm. All scores are normalized.

Heuristic Area Score
Documentation of artifacts Documentation 0.89
Active development scene Commits 1.00
Flexibility and efficiency of use Dependencies 0.67
Consistency and standards Satus codes 1.00
JSON objects 0.73
Endpoints 1.00
Error prevention and workload Precision 0.82
Recall 1.00
Response time 0.14
Sum Total: 7.25

The average response time of all queries was 5258 milliseconds. The concept validation took
much longer than any other endpoint and therefore severely reduced the score accumulated.
However, a redeeming factor of Snowstorm is that it has more FHIR support. It was the only
server in this study which successfully managed to translate a code from one mapping to
another, in this case from SNOMED CT to ICD-10. This is because it included the reference
sets needed in the baseline.

Generally, I observed that Snowstorm has qualities unparalleled by any other server in
terms of availability and support (it took only minutes to get a response on a GitHub issue),
but due to lack of top level concept reference and the slow endpoint in concept validation
scored lower on the performance part of the study.

43.2 SNOW OWL

SNOW OWL does offer a proprietary version of the terminology server loaded with more
reference sets and other data than the open source version. Prices, support and further details
are available upon contact with b2i.
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There are no guidelines or specifications listed on their websites mentioning the hardware
requirements of the SNOW OWL open source version. I did however conclude that SNOW
OWL does run on a system using 16GB RAM, a dual-core processor and 64GB disk space, but
should definitely not be run like that in production. Elasticsearch requires a lot of swapping
space and will cause the system to crash if it cannot find enough. This happened frequently,
and while it did happen with Snowstorm as well, it caused problems more frequently with
SNOW OWL.

All the normalized comparative scores that I collected about SNOW OWL in stages one
and two are given in table [f.14]below. Values are rounded to two decimals.

Table 4.14: The final comparative scores of SNOW OWL. All scores are normalized.

Heuristic Area Score
Documentation of artifacts Documentation 0.72
Active development scene Commits 0.44
Flexibility and efficiency of use Dependencies 1.00
Consistency and standards Satus codes 0.75
JSON objects 1.00
Endpoints 0.74
Error prevention and workload Precision 1.00
Recall 0.99
Response time 1.00
Sum Total: 7.64

The average response time of all queries was 749 milliseconds. In comparison to Snowstorm,
concept validation was much faster on SNOW OWL. In contrast, SNOW OWL open source
documentation and development commitment is more lackluster than the Snowstorm one.
The SNOMED CT API of SNOW OWL has some certain qualities that the Snowstorm one
lacks (such as a reference to the top level concept), but has less support for the FHIR API in
the open source deployment.

4.3.3 West Coast

All the normalized comparative scores that I was able to obtain about West Coast in stage
one are given in table[d.15below. Values are rounded to two decimals.

Table 4.15: The final comparative scores of West Coast. All scores are normalized.

Heuristic Area Score
Documentation of artifacts Documentation 0.33
Active development scene Commits 0.00
Flexibility and efficiency of use Dependencies 0.50
Consistency and standards Satus codes N/A
JSON objects N/A
Endpoints N/A
Error prevention and workload Precision N/A
Recall N/A
Response time N/A
Sum Total: 0.83

More discussion on what could have been done to provide a better comparison given more
knowledge about West Coast may be found in chapter|[5]
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Since I was never able to fully deploy West Coast, an accurate depiction of how well it
performs given the set of hardware I had. No actual hardware requirements were found in
the documents on their wiki pages. However, West Coast Terminologies, LLC, do offer a
degree of licensing and support to set up a terminology server on an environment tailored to
the buyer. That instance of the server comes loaded with the data that the buyer desires.

4.3.4 Integration Testing

With the results given from the tables and as well as the experiences made with the
servers on the way, I opted to try and integrate SNOW OWL into COSMIC, as described in
chapter[3.3.1] However, due to circumstances that appeared during the integration, I tried to
integrate Snowstorm as well, despite not originally being the plan. The time budget was only
two days for this, so I explain what I concluded during those two days.

Day 1

I received help from my mentor at CAMBIO, Benny, with the integration of the server. This
is because knowledge of the interface of COSMIC CONNECT PUBLISH (CCP) was required,
which I did not have. Briefly recapped, this integration test was done by:

* Setting up SNOW OWL on a local Windows machine.
* Ensuring open ports and LAN connection from a testing machine.
¢ Running queries about concept ids extracted from COSMIC and analyzing output.

The tool that was developed for exhaustive performance testing was used for this task, but
refitted to single object usage instead of spawning several threads for no reason. This way,
the tool returned properties of concepts that CCP sent to the terminology server via the tool.
A brief description of the system can be seen in figure . T|below.

Test
ool
@ Inject as JAR
————— Clueries
[
Term
cer ] Semv
Returns

Figure 4.1: An overview of the integration testing with COSMIC, more precisely CCP. The tool
was injected as a JAR file, and the terminology server and CCP are on different machines.

Once the system was set up, properties such as names, parents and top level concepts were
easily retrieved when requested from SNOW OWL, making the integration a success. The
server responded as it should to CAMBIO’s internal system (CCP) when queried.
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Day 2

In the morning of the second day, as we got back into office to continue the testing, we saw
that the servers had suffered an unfortunate crash sometime during the night. No disk space
was was left on the Windows machine containing the servers, for unknown reasons.

The crash required a lot of the disk space to be freed up and also required a reinstalla-
tion of the servers, as Elasticsearch had put itself into a deadlock of some sort (I did not have
enough time to figure out how to fix Elasticsearch then and there, it was quicker to reinstall).
For some unknown reason, SNOW OWL took way too long to complete a SNOMED CT RF2
data import, and was not set to complete before 16:00 on the last day of integration testing.
Because of this, we attempted to connect via Snowstorm instead, which we had gotten back
up and running way before that time, since we would not be able to do anything meaningful
with SNOW OWL anyway in the one or two hours that would be available at maximum.
Deeper testing than just querying concepts was not undertaken with SNOW OWL because
of this.

Since we already had managed to do concept level testing of SNOW OWL at this point
and concluded a successful integration test with that server, we decided to try with Snow-
storm as well. We repeated all the steps for the integration testing that were done during day
1, but with Snowstorm instead of SNOW OWL. We were able to verify that the Snowstorm
terminology server was able to return the properties as requested, just like SNOW OWL did
the day before. This additional integration test was not intended at first, but undertaken
anyway given the otherwise wasted time and as a nice gesture to CAMBIO.
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Discussion

5.1 Results

Here I discuss the results obtained in chapter |4, Possible deviations, mitigating circum-
stances, bias and similar are explained and elaborated on here.

51.1 Documentation and development of the servers

I was not surprised that Snowstorm on average scored higher in these aspects of the eval-
uation. Snowstorm is fully open source and sees all commitment from the IHTSDO to that
project and nothing else. SNOW OWL and West Coast, in comparison, have proprietary ver-
sions that see a lot of developer effort and attention. Writing documents, is often neglected
in the scope of development. It is always necessary but is mostly done as an afterthought.
This is very true for both SNOW OWL and West Coast, where important parts are often com-
pletely left out, possibly because the developers had no issues with the topics (see section
2.8.2).

Furthermore, it is important to understand that the measurements of documentation are
a snapshot in time. The measurements I did were done in April and May when I was deploy-
ing the servers. Since then, I have seen noticeable changes in SNOW OWL’s documentation.
Because of that, it could score higher today with another evaluation, however the evaluation
is not repeatable with the same pretext from me, since I now know my way around the
servers and I am much less reliant on documentation to guide me forward.

Given that the IHTSDO fully focuses their development efforts on the open source project of
Snowstorm, it is not surprising at all that they also obtained the best developer score. How-
ever, had I measured differently then SNOW OWL could score high as well here, given that
they had a very consistent commit flow the past years, always delivering around 1400-1500
commits per year since fall 2016.
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5.1.2 API design

When I measured the design of the APIs I took note of that design specific approaches may
be considered mitigating factors for the JSON object size evaluation (for example, one termi-
nology server may want to represent SNOMED CT concepts with the full tree, creating larger
objects, while a different server may opt to only represent direct children and parents). CAM-
BIO was brought in to give feedback on this, and they said that a more complete view was
desired. In order to mitigate this to an extent, I compensated with accounting for the amount
of endpoints implemented as well, since functionality should be somewhat similar when the
total product of JSON objects and endpoints is accounted for. Indeed, the results show this.
Within the consistency and standards category, Snowstorm scored 2.75 and SNOW OWL 2.49.
When one does not count the status codes, they obtain near identical scores of 1.73 and 1.74,
thus confirming that the servers are on par with each other with respect to the tested features.

The absense of any older version(s) of the APIs on both servers indicates that the REST
API may not be fully backwards compatible, which goes against the principle guidelines
of REST API design that I found. While versioning was present, older versions were not
accessible. SNOW OWL had the better versioning according to the guidelines I found when
researching the design quality of REST APIs in the introductory part of the thesis. This is
because of the versioning being present within the URL of the API calls. It is a recommended
practice to explicitly change the version tags in the URL when new major updates to the
REST API are launched.

5.1.3 Querying the REST APIs

There are several things that may be considered about the results that I obtained from query-
ing the REST APIs. I try and give some insight to each and every one of them here.

Expectance and implementation differences

The results I obtained when I queried the REST APIs were in almost all cases in line with
what I expected when I designed the tests. The servers I ended up querying have similar
configurations and use identical key components contributing to the results. The FHIR APIs
delivered the exact same results where they were implemented. The SNOMED CT APIs
delivered near identical results as well, hardly surprising given that they both used Elas-
ticsearch as search engines, however Snowstorm used an older version (6.8.0) while all the
SNOW OWL versions I tested used 7.5.0 or higher.

The one real difference in the SNOMED CT API of the servers lies in the fact that SNOW
OWL manages almost everything concept-related by using only a single API endpoint which
returns enormous JSON objects. This makes that endpoint a little slower on average when
retrieving concept information compared to the same endpoint on Snowstorm.

Recall, Precision and outliers

The three search term queries returned a total of 560 entries on Snowstorm, using a RF2 data
set from the 9th of March (the interim corona virus update, normally new SNOMED CT
updates arrive the 31st of January and 31st of July). SNOW OWL was able to find exactly 556
of these (and no other entries). The search terms “Covid” and “Shoulder fracture” returned
identical data from both Snowstorm and SNOW OWL, while “Blood pressure” returned 483
entries from SNOW OWL, 4 less than Snowstorm which returned 487. What this difference
comes from is hard to say. Specifically, the items missing were “Systolic arterial pressure”
and “Invasive mean arterial pressure” plus both their fully specified names. This is really
odd, because they are both direct children of children of “Blood pressure”. Furthermore
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both servers were able to find “Non-invasive mean arterial pressure” and similar/related
concepts. However, the fact that SNOW OWL misses a few concepts even on a very simple
query goes hand-in-hand with the research with Zhou et al, where they show that SNOW
OWL performs worse on a direct concept-based query in comparison to Snowstorm. What it
depends on however cannot be determined from the results.

The assumption of that a near 100% precision and recall would be obtained from this
study was correct. On a basic level with very little ambiguity, both servers perform just as
they should, returning correct answers to the queries I gave them. Only formalities such as
the testing parameters demanding for a direct access to the top level concept of any given
concept made real outliers in the results, causing the precision rate of the Snowstorm server
to drop massively for that type of query. This was because that endpoint of Snowstorm
queried the parent only, and if the randomized concept was not the direct child of a top level
concept, then the returned concept would be wrong in the eyes of the test.

I could of course query top level concepts by iterating upwards to the root of the SNOMED
CT tree and find any node that had the “SNOMED CT CONCEPT” as parent concept, be-
cause then it would be certain that I had found the top level node. This was tested on both
Snowstorm and SNOW OWL and did always return the top level concept without failure.
However, for every iteration, a new API call had to be made (to retrieve the next parent) and
this was considered poor according to CAMBIO. Since SNOW OWL had a direct reference to
the top level concept within the returned JSON object of any queried concept, it was possible
to query the top level concept with only one more API call. If this design was intended or
not by SNOW OWL was unclear, because the JSON key for the top level concept was named
“iconld”, possibly referencing something else. I could not determine the intended use of this
design.

Other artifacts related to the results

What the difference in response time from the concept validation endpoint depended on is
difficult to say. The concept validation endpoint is part of the FHIR standard and should
behave similarly across servers. Apart from that, no major differences were detected among
the endpoints.

While no documented thread failures happened, it is important to note that the servers
were ran on localhost and a few crashes were experienced during the time of testing. This
may also be directly related to the fact that very little disk space was available and Elastic-
search uses up a lot of it.

The outcome of using Elasticsearch as opposed to a different searching and analytics en-
gine is something I would have liked to test, but all the open source terminology servers I

could find and deploy ran Elasticsearch. However, I did confirm that the results returned by
similar configuration servers did return near identical data.

5.2 Method

Here I discuss possible changes to the method which could have provided a better and/or
fairer result in the research.
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5.2.1 Evaluating Usability

I talk about the research of documentation, development and deployment here. I had vastly
different experiences with West Coast compared to the other two servers and explain a bit
why that was the case here.

Documentation and development

It is hard to quantify what constitutes a fair documentation evaluation. Like I mentioned
before in section the usefulness of the documentation is perceived by the reader. It
would have been better to have a broader user base to evaluate the documentation on, but
in the context of deploying a terminology server it is not even possible to have a few people
deploy the server based on the documentation. Besides that, the research was limited to only
figure out how to deploy the servers, not test the deploying aspect itself.

The development score could be improved with more in-depth analysis as well, such as
amount of code changes or at least the amount of newly added code in every commit. I
thought about also counting commits after a specific stage in a project, because of possible
migrations of previous repositories in current ones. But as it turned out from the results in
chapter [} none of the projects seemed to suffer from this as the amount of commits was
never the highest for the first year interval in any project. SNOW OWL got close however,
with the largest bulk of commits happening between 2014 and 2015. Snowstorm on the other
hand slowly raised the frequency of commits to their project and is currently at an all-time
high. Therefore I conclude that my way of measuring development should prove a fairly
accurate picture of the commitment to the respective open source projects.

Calculating the dependencies necessary for deployment was fairly accurate with respect
to the amount of time invested. However, the importing of RF2 data into SNOW OWL
turned out to be much more difficult than on Snowstorm and a good amount of time was
necessary for that alone. When I compare the setup of West Coast to SNOW OWL, it is
fairly accurate to say that double the amount of time was necessary to get West Coast up and
running (without imports) than the time used for SNOW OWL.

Deploying West Coast

I tried my utmost to deploy the West Coast terminology server. The deployment was only
discontinued after I ran into a dead end with the configuration files. More specifically, to
compile the tests and do a data import the server needed to authenticate against the Unified
Medical Language Systems (UMLS) servers of the National Library of Medicine (NLM). I
tried to access this using other sample authentications provided after searching through
countless of archived chat logs on the web, and while I did authenticate successfully using
another sample code using a POST request via Postman, the specific code I needed to authen-
ticate the West Coast server had to be provided by the team behind it. I had no such contact
with the team and seeing as the server was in a deprecated state for years, I abandoned the
quest of deploying it. This is why I suggest that if this be reattempted that sufficient contact
is established with the team behind West Coast first.

Given what I have learned about West Coast and its current status as proprietary towards the
end of the research I conducted here, I can conclude that the initial stages of the research mis-
fired a bit because of this. It is important to note that the documentation of the “new” server
from West Coast started appearing in April 2020, when I had already selected the servers.
Therefore I did not give much thought to do more research on possible server candidates,
and even if I had, the whole scope of the thesis would have had to be changed to include
more proprietary servers such as the one from the Commonwealth Scientific and Industrial
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Research Organisation (CSIRO), named Shrimp [46]. I conclude that a second research of
licensed (not open source) terminology servers would be useful here.

5.2.2 Evaluating Performance

The way I researched the precision and recall of returned objects leaves some open questions.
Traditionally, these properties are measured against a “golden standard”, meaning a data
set which is 100% accurate. Neither I, nor Zhou et al. had access to such a set within their
research. It is hard to say if such a set even exists. While it is true that certain concepts in
SNOMED CT belong to certain refsets [87] and it is possible to verify against them, it is very
unclear what the expected behavior should be when analyzing returns of a free text search.
To tackle this problem, I proposed to simply compare the output of the servers to each other
and verify with external deployment if the result was indeed correct.

Zhou et al. proposed a different way to handle precision and recall [10]. They based
their numbers on relevance. Here I give a more detailed explanation of their groups which
they divided results into in their research explained in section 2.4}

The relevance was defined as such: if the target was retrieved and within the top 3 re-
sults, it would be considered Retrieved and Relevant (RR). If the target concept was retrieved
and found within the top 4 to 100, then it would be considered Retrieved and Irrelevant (RI).
If a query returned “no results” (or the result was not within the top 100) then the result
would be marked as Not retrieved and Relevant (NR). Finally, if a concept list was returned,
but none of them are the target, the result counted as Not retrieved and Irrelevant (NI).

Relevant Irrelevant
Retrieved | RR(Ranking: 15 < iy, < 3'%) RI(Ranking: 47 < iy, < 1007")
Not “ ” ) i | NI(target concept not found but
Retrieved NR("no results” OR iy > 1007) other non-related concepts are)

Table 5.1: The definition of query result relevance in the research by Zhou et al.

The way their relevance is defined and then later on used to measure recall and precision is
questionable. While I understand their motivation to define relevance as they did, it is not
clear if this is a correct approach to the SNOMED CT terminology, since all results returned
may actually be relevant in the context of SNOMED CT. To find the real answer to this, it
would be necessary to consult one or more authorities on the semantics of the terminology.

Another important aspect to consider when analysing the performance evaluation is the
experimental conditions. I was adamant in ensuring that all servers ran under the exact same
conditions. The same amount of hardware should be available, and the same networking
layout should be used for all tests. What I really cared about was the server performance.
This had one pro and one con:

¢ I had no random network delay to impact my response time
¢ But I had the server and tester sharing the same machine

This meant that I obtained more accurate response times on the servers, but also received data
loss when threads crashed or memory ran out. When crashes occurred, the whole environ-
ment would crash, and data would be lost. This happened a few times, more notably when
testing SNOW OWL. Snowstorm behaved better in general with respect to random crashes.
It is impossible to tell if these crashes were random or if they had a correlation and therefore
I did not include those in my statistics.
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There were a few things I could not do given the time and resources available. One of those
things that stood out was that CAMBIO asked about verifying refset 447562003 (it is a refer-
ence set used for ICD-10 mapping). This was only possible with Snowstorm, as the sample
implementation of SNOW OWL did not include this refset. Instead, I changed the verifi-
cation to refset 723264001 since both servers had this refset, to provide a more fair compar-
ison. As it turned out, Snowstorm was much faster at verifying against refset 723264001
than 447562003, although still much slower than SNOW OWL. This was observed with the
concept-translation endpoint as well, which was brought up on their GitHub [86]. Because
of this, I never included the translation endpoint in my tests. If I had done this, Snowstorm
would have scored higher and SNOW OWL lower in comparison to the results I concluded in
stage 3. Because of the lack of available reference sets and functioning endpoints on SNOW
OWL compared to Snowstorm, the scope of the testing put SNOW OWL in a much better
light than a full comparison of all endpoints would have done, because we only tested end-
points that “worked”.

5.2.3 Theory

I'had first intended to include more about the design of the REST APIs in the evaluation, but
as it turned out the guidelines I found either disagreed too much or simply did not mention
relevant topics at all. This was the reason for not including more than some notes about
conventions such as naming/tags and versioning.

Evaluating a server or a piece of a software on its documentation scientifically is a very
abstract practice. As such, it becomes subject to many individual lines of thoughts and
applications giving the evaluation a lot of nuance, even in acclaimed studies. This nuance
could clearly be seen when I researched previous documentation evaluations and it made it
harder for me to converge on one method to evaluate. Therefore, the validity of the theory
associated with the documentation evaluation can be questioned from a scientific standpoint.

Besides the aforementioned REST API, documentation issues and how Zhou et al. mea-
sured precision and recall, I do believe that the sources which this thesis bases itself on have
a high degree of validity. It should be noted that the publications are either published at
relevant recent conferences or have a very broad and large amount of citations already (as
seen by Google Scholar), and therefore I assume that they have been properly peer-reviewed.
There was, however, a rather large void of performance research with respect to the termi-
nology servers themselves. I could not find anything connected to the servers in this study
besides the browser features. This hints at the fact that using terminology servers as an
integrated part of an other system is uncommon. Whether or not the terminology servers
will be a feature in future electronic healthcare systems (as a subsystem) remains to be seen.

5.3 The work in a wider context

I hope that this thesis may spark more interest in the field of using terminology servers as
a back end part and parcel of company IT solutions. As stated in the previous section, little
research on terminology servers themselves exists, indicating that using a terminology server
as an integrated part of a software solution is an infant area. I think that using them in this
way would be a great step towards semantic interoperability within electronic health records.

If the idea is adopted, terminology server business would likely expand as a long term
result. Wholesale back end solutions would more than likely become the norm, and this may
create a new type of business. Though, the area is very narrow, making it very likely that
only a handful of companies would provide such solutions (at least a few will be needed due
to international trade regulations and legislations for example).
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Finally, if CAMBIO would be the first supplier of electronic health records systems in
Sweden to fully conform to the wishes of the Swedish board of Health and Welfare (Social-
istyrelsen), then it is likely that their market share would increase as a consequence. A large
part of CAMBIO’s customer base is the municipalities. The municipalities desire semanti-
cally correct data, and if CAMBIO can offer that, then it seems likely that they may be more
inclined to buy their solutions from CAMBIO. Meaning, there may be economical motives
and incentives with being the first company to fully make use of SNOMED CT.
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Conclusion

Here I provide the conclusions of the findings of this thesis as well as elaborate on further
work in the field.

Findings

In this thesis I evaluated the feasibility of some terminology servers with respect to Usability
and Performance. I tested their SNOMED CT and FHIR APIs, and by doing so I evaluated
their support for the SNOMED CT terminology. I performed studies on the servers” docu-
mentation and support, I deployed the servers and finally evaluated them using a specially
developed tool to find their properties with respect to precision, recall and response time.

In the study I found that with respect to documentation and open support for standalone
issues, Snowstorm performed best. It clearly has the most documented features and also sees
very active support. However, with respect to handling query requests through the available
APIs (research question 2), SNOW OWL scored highest overall based on the requirements in
this study. Coupling usability and performance together, both servers perform well enough
to be feasible choices for continuous usage, depending on the environment, answering re-
search question 3. In a stressful environment where many query requests are to be served
very rapidly, SNOW OWL may be a better candidate given better response times on average
for requests than Snowstorm.

SNOW OWL offers a proprietary version. This is advantageous to companies looking to
integrate their software with a terminology server and not do any maintenance themselves.
Snowstorm, on the other hand, is completely open source and offer no such services. There-
fore, when making the choice of which server to integrate into COSMIC or similar products,
one should first and foremost consider if anyone within the company has the time to main-
tain the server or not.

Considering which terminology server in this study is best suited for integration with
COSMIC (research question 1), in the eyes of this thesis, SNOW OWL offers the best integra-
tion with COSMIC based on raw performance results and ease of deployment. Snowstorm
is a completely viable alternative however. It entirely depends on the preferences of CAM-
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BIO, whether they want to actively contribute to further the cause of terminology server
development or license a contractor.

Further work

I believe that further work would be useful on three topics. The first is to research the quality
of proprietary servers. Based on Zhou et al.’s research, West Coast and Shrimp should be
evaluated for their qualities. Contact with West Coast should be established in order to
evaluate their new server which they call TermServerV2, as mentioned before in chapter
Furthermore, the Commonwealth Scientific and Industrial Research Organisation (CSIRO)
may be contacted for the same type of research on their Shrimp terminology server.

The second topic is that a “real time scenario” evaluation may be useful as well. What I
mean here is that for example Snowstorm and SNOW OWL may both be evaluated using
their Docker containers, and be ran on different operative systems tailored to their specifics.
In this thesis, I limited ourselves to running everything on the same Linux virtual machine,
possibly affecting the evaluation negatively compared how a real scenario could play out.
Furthermore, an evaluation like this could also include a more realistic scenario of running
queries from a different machine than the one hosting the server.

Finally I believe that the focus of the evaluation should be shifted from the SNOMED
CT terminology and instead to testing the FHIR standard with a plethora of terminologies
as testing candidates. I believe that the FHIR standard has potential to become more than it
currently is, and that a unified way to handle classifications is the best way to start connecting
terminologies into a globally semantically correct system to help further medical practice
around the globe.
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