@ DEGREE PROJECT IN TECHNOLOGY,
S FIRST CYCLE, 15 CREDITS
o Q9

: 5 STOCKHOLM, SWEDEN 2020
FKTHY

VETENSKAP

28 OCH KONST %%

S Se

Virtual Assistants and Their
Performance In Professional
Environments

ERIK PERSSON
JOHAN TORSSELL

KTH ROYAL INSTITUTE OF TECHNOLOGY
SCHOOL OF ELECTRICAL ENGINEERING AND COMPUTER SCIENCE




Svensk Sammanfattning

Fran mitten av 1900-talet har virtuella assistenter utvecklats och forfinats dir teknologin gatt fran
en méingd regler till assistenter drivna av artificiell intelligens. Idag kan virtuella assistenter tillfora
vérde till organisationer och bidra till ett hallbart samhille bland annat genom att utféra enkla och
aterkommande uppgifter samt minska ojamlikheter orsakad av partiska radgivare i kénsliga fragor.
Trots framgéangen har nuvarande forskning inte fokuserat pa evalueringen av virtuella assistenter i
industriella sammanhang.

Syftet med denna rapport &r att utvérdera virtuella assistenter fran ett tekniskt, ekonomiskt och
organisationellt perspektiv for att forsta dess prestation i industriella miljer. Arbetet har genomforts
i samarbete med IBM och en av deras kunder som foredrar att forbli anonyma. I detta foretag &r tva
IBM Watson Assistant under utveckling; en for deras IT Service Desk och en for deras avdelning for
Ethics & Compliance. I studien har bade kvantitativa och kvalitativa metoder anvints, déribland
anvindartestning och frageformulir, for att inkludera alla aspekter av de virtuella assistenternas
prestation. I denna process har diskussioner forts med experter inom IBM samt medarbetare pa
foretaget for vilket den praktiska implementationen studerats for att fa en forstaelse for bade generell
och specifik kunskap ur olika perspektiv.

I denna rapport kan foljande slutsatser dras. Ett, den tekniska prestationen kan bestimmas med
kvantitativa mitetal sd som tdckning (coverage), sidkerhet (confidence), precision och hjdlpsamhet
(helpfulness), och kompletteras med kvalitativa mitetal som anvindarndjdhet och upplevd forstaelse
for anvindaren. Tva, specifik teknisk prestation &r relativ och de tekniska begrinsningarna samt
mognad bor anvdandas som komplement till utvdrderingen av assistenterna. Tre, identifierade
organisationsfordelar inkluderar:

« reducerad time-to-resolution,

o reducerad hanteringstid,

o support Oppen dygnet runt,

o skalbarhet, och

« anvindarforstaelse

Slutsatserna i de specifika fallen visar att en virtuell assistent som implementeras inom ett smalare
omrade, som en assistent for Ethics & compliance, enklare kan implementeras samt presterar relativt
bra dven i en mindre utvecklad miljo. Bredare omraden, som en assistent for IT-support, kriver
mer arbete fOr att prestera pa en hog nivd men kan vara dnnu mer virdefull #n assistenten i det
smala omradet nér den blivit tillrickligt utvecklad.
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Abstract—Contributors from the mid 20th century up to
now have developed and refined virtual assistants, taking the
technology from a set of rules to assistants driven by Artifi-
cial Intelligence. Today, virtual assistants can provide value in
organisation and support a sustainable society by conducting
basic and repetitive tasks, and help reduce inequalities caused
by biased advisors on sensitive topics. Despite its prosperity,
current research somewhat lack focus on the evaluation of virtual
assistants in industrial applications.

The purpose of this paper is to evaluate virtual assistants
from a technical, economical and organisational perspective, in
order to understand their performance and value in an industrial
environment. This has been done in collaboration with IBM
and a client company which prefers to remain anonymous in
this report. In this company, two IBM Watson Assistants are
under development; one for the IT Service Desk, and one for
the Ethics & Compliance department. To cover all aspects of
the virtual assistants’ performance, quantitative and qualitative
methods were used by conducting user testings and surveys. In
this process, discussions have been conducted with IBM experts
and employees of the firm for which the practical implementation
has been studied, to gain a general and specific understanding
from different perspectives.

From this paper, the following can be concluded. First, techno-
logical performance can be described using quantitative metrics
such as coverage, confidence, precision and helpfulness, and
should be complemented using qualitative measures such as user
satisfaction and perceived user understanding. Second, specific
technological performance is relative and the technical limitations
as well as it’s maturity should be used as a complement to
the evaluation of the assistants. Third, identified organisational
benefits include:

o reduced time-to-resolution,
« reduced handling time,

« all-hour-support,

« scalability and

« user understanding

Conclusions specific for the use cases show that an assistant
implemented in a narrower use case, that is the Ethics &
Compliance assistant, easier can be implemented and performs
relatively well also in less developed environments. A broader use
case, such as the IT assistant, requires more effort to perform at
a high level but may be even more beneficial than in the narrow
use case once sufficiently refined.

Index Terms—Virtual Assistants, Watson Assistant, Virtual As-
sistant Evaluation, Potential Cost Savings, Organisational Value

I. INTRODUCTION

N 1950, Alan Turing asked the question, “Can Machines

think?”, and proposed an experiment for this. He described
a game consisting of three entities - A, B and C where C is an
interrogator with the mission to identify the gender of A and
B. A’s objective is to deceive the interrogator while B’s is to
help the interrogator. The interrogator would write questions,
and A or B would answer. Turing then proposed the question,
“What will happen when a machine takes the part of A in
this game?”. This idea formed The Turing Test - a test of a
machine’s ability to display intelligence indistinguishable from
that of a human. [1]

Around the mid 1960s, MIT professor Joseph Weizenbaum
created ELIZA, an early Natural Language Processing (NLP)
computer program able to attempt The Turing Test. ELIZA

used keyword recognition and context identification to simu-
late an understanding of the users. [2] However, considering
the primitive version of NLP and Natural Language Under-
standing (NLU), the machine lacked the ability to uphold
a conversation and was limited to its narrow skills, thus
concluding The Turing Test unsuccessful. [3] Still today, NLP
is key for all modern virtual assistants. Virtual assistants have
a broad range of definitions whereas Cambridge Dictionary
defines it as “a computer program or device that is connected
to the internet and can understand questions and instructions,
designed to help you to make plans, find answers to questions,
etc.”. [4] Due to its wide definition, assistants are commonly
categorised as those purely driven by rules and those driven
by machine learning and artificial intelligence. The latter are
also divided into rule-driven dialog flows or machine learnt
stories. [5] [6]

From a socioeconomic perspective, virtual assistants can
help with unbiased information and advice on sensitive
subjects. For instance, it can advice on harassment in the
workplace and therefore indirectly reduce harassment and
inequalities. Moreover, it can respond objectively on questions
regarding career change that might otherwise be difficult to ask
a manager. It is notable however that assistants implemented
in industry, are not designed to pass the Turing Test, but
rather to answer specific questions or help users through
processes. This differs from general virtual assistants, such
as Google Assistant, Siri or Alexa, where part of the goal is
to be as human like as possible. Furthermore, considering the
assistants’ ability to perform simple tasks, the well-being can
improve as the tasks left for the employee are more complex
and thus stimulating. Undoubtedly, the benefits are important
worldwide and the value they can provide are aligned with
the UN’s Sustainable Development Goals, particularly (3), (8)
and (10). These concern Good health and Well-being, Decent
work and Economic growth and Reduced inequalities|7]

Despite the virtual assistants’ advantages and benefits for
society and firms, questions on technical aspects such as
implementation complexity and technological maturity arise.
Also, questions on the firms potential cost savings and intan-
gible benefits remain. Consequently, this paper will address
three key problem formulations:

1) How can virtual assistants’ performance be evaluated?

2) What value can virtual assistants provide to an organi-
sation?

3) What are the potential cost savings of using virtual
assistants?

In order to study the research questions, this paper is divided
into six parts. The first part deals with the technical aspect of
how virtual assistants work, as well as the current research
on organisational value and cost savings when using virtual
assistants. The next chapter covers this paper’s relation to
current research and focuses on how it distinguishes itself from
previous research. Next part is about the methodology used
for this study, which includes a summarised view on how this
paper’s research questions have been answered. The fourth
section presents the findings of the research, focusing on the
two key themes that have been taken into consideration, i.e.,
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the technical aspects of virtual assistants and what socioe-
conomic value they can provide to an organisation. Chapter
five provides a deeper discussion of the results and the paper
is summarized the conclusions from the study to answer the
research questions.

Thanks to the collaboration with IBM and the company
for which the implementation was studied, the problem for-
mulations are investigated using the IBM Watson Assistant.
In this case, two assistants are currently being developed for
the company in question; one for Ethics & Compliance and
one for the IT Service Desk. The work has been ongoing
for eighteen weeks with a small team of IBM consultants.
Both assistants are results of a pilot project, and are not yet
considered production ready. These two assistants are used for
this paper, both to gain insights in implementation processes,
as well as to evaluate them in an industrial environment.

II. BACKGROUND - TECHNICAL PERSPECTIVE

This section focuses on the two core challenges discovered
when creating virtual assistants: How to understand user
intents and how to perform the requested tasks. Due to the
complex nature of these key functions, the former is typically
solved using advanced and combined methods for Natural
Language Understanding. [6] [8]

To further break down the concepts of virtual assistants, a
range of terms are frequently used. These terms are described
below, using the example sentence “What are the opening
hours for the store in Silicon Valley?” to clarify them:

« Utterance. A user’s request or statement. In the example,
the utterance is “What are the opening hours for the store
in Silicon Valley?”.

o Intent. A specific goal or idea conveyed from the utter-
ance. The intents would be to find out the opening hours
of the store, in the example sentence.

« Entity. A term or object, which provides context for an
intent. [9] Here, Silicon Valley is recognised as a location.

e Domain of knowledge or Skill. A domain covers a
range of intents, which sets the limit of the assistant’s
ability. [10] [6] The Skill in the example could be
“customer_support”, including topics such as opening
hours, locations, return of goods et cetera.

Saloni Potdar, Senior Software Engineer in Cognitive An-
alytics and Deep Learning, identified some key factors to
consider on virtual assistants for this paper. Apart from in-
tent classification and entity-recognition, she acknowledged
offtopic identification to realise when not to answer, as well as
profanity filtering to avoid obscene language in conversations.
Furthermore, Potdar stated that algorithms for spellcheck
should be considered essential to make the intents and entities
easier identified.

A. Dialog Flow Configuration

One way to create dialog between the user and the virtual
assistant is by using predetermined rules. The rule-based
dialog flows are configured by first manually adding intents
and entities, and then building a conversation path for the

users. Example sentences for the intents are constructed, whilst
synonyms for the entities are added. After this process, the
assistant is trained to recognise and classify intents from the
user inputted utterance. The entities are either based on a list
of words, rule-based or machine learnt. In the first case, the
model is not trained but rather is a list purely maintained by
the developer, and in the latter the entities are apprehended
based on the context in which they are used. [9] [6]

Another less common way to configure dialogues is to
use machine learning. In this way, positive and negative
sample conversations are used to determine the conversation
with the user. At each conversational turn, the model uses
probabilistic estimations to determine the next direction of
development. Consequently, if a large amount of data and
labeled user conversations are present, the machine learning
approach might be more practical. In addition, the machine
will become more practical due to its ability to self-improve.
It can do so since it does not require an explicit dialog flow,
unlike the rule-based configuration. [6]

B. Comparison

The rule-based approach works well with incremental de-
velopment because of the straightforward process to create
predictable functionality and test the feature. Predetermined
conversation flows can be practical when there is little data on
user interactions, and the desire to create the system quickly
is present. However, rule sets tend to become large and im-
practical with more complex systems since the machine needs
to behave naturally towards the user. In contrast, an initialised
system with a large amount of available data works well with
the machine-learnt conversation flow. Due to its independence,
the model can be trained to create elaborate dialog. In spite
of its capabilities, this approach reduce the possibility of
controlling specific conversation flows. Additionally, a large
set of example stories would be necessary if one wants to
ensure that all entities for an intent are present, something
that could be faster configured with a rule policy. [6]

Admittedly, both approaches have advantages and disadvan-
tages. Therefore, a mixture of predetermined rules combined
with machine learnt stories can be used. However, the most
common configuration today, also used by IBM Watson As-
sistant, is rule-based. [6]

C. Limitations

Despite the prosperity and developments in the area, virtual
assistants still have limitations. For instance, a Domain of
knowledge or question category - such as email issues -
generally supports 10-50 intents, and if the number exceeds
600 the domain would typically become impracticable. [6]
Additionally, the different intents are not equally frequently
required. However trivial it might sound, the assistants are also
limited by the amount of topics they can cover. A key factor
in this is to not only consider how accurate and precise the
response is, but also how well the reply can help and satisfy
the user.

In addition to limitations specific to virtual assistants,
fundamental challenges are undoubtedly present in NLP and
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NLU. In particular, using multiple or conditional utterances
has proved difficult for the classifiers to identify. For example,
using the phrase “I want to buy an umbrella, unless you sell
rain jackets” a human would identify that the intent is to buy
a rain jacket. The virtual assistant would, however, typically
be confused by the sentence. Furthermore, intents can only be
trained using already existing data and phrasing. As a result,
if one were to write a completely different utterance than what
has been used to train the model, the virtual assistant might
have difficulties understanding the user’s intents.

III. BACKGROUND - ORGANISATIONAL VALUE

This section focuses on the organisational value a virtual as-
sistant can provide to an organisation in general as well as the
specific company studied. It includes the current process for
the studied use cases as well as their key challenges amongst
other common challenges discussed with the company. The
benefits of virtual assistants are divided into two parts where
the tangible section describes the benefits possible to quantify
and the intangible those who are not.

A. Ethics & Compliance’s Internal Investigation

Before deciding to implement a virtual assistant the Ethics
& Compliance department wanted insight on whether virtual
assistants would be beneficial, and made an internal investi-
gation by questioning nine employees within the firm. The
questions were created to receive information on what the
users’ consider important in a virtual assistant, what their
current frequencies of contact with the Ethics & Compliance
team were, sentiment towards virtual assistants in general, and
how experienced they were with virtual assistants.

As a result, some key conclusions could be drawn. First,
it was found that users value response speed as much as
receiving comprehensive advice. Second, users tend to have
psychological barriers to use a virtual assistant, hence wanting
to only use it as advice and not allowing the assistant to
take direct action. Third, it was concluded that users find
it difficult to search through the business practice policy,
something that a virtual assistant could simplify. In terms of
organisational benefits for the Ethics & Compliance team, it
was estimated that between 1/2 and 1 full-time equivalent
workload would be freed by using the virtual assistant to
answer questions of simpler character. Additionally, there are
intangible benefits such as getting insights from conversation
analytics which could be used to increase user understanding,
direct incremental improvements and to clarify the content.
Also, the research found that virtual assistants would be
valuable for users as it would be all-time available and be
able to provide answers instantly, as well as enabling users
to ask otherwise sensitive questions such as questions making
the employee appear incompetent or disloyal.

B. Current Process

1) IT Service Desk: The current process for the studied
company’s service desk is initialised by someone reporting an
issue using a self-service tool in their service portal. Next,

an IT Service Desk agent manually sets the category, priority
and other parameters based on the issue description. Based on
these parameters, the ticket is routed to the correct team to
handle the inquiry. If the inquiry is routed correctly, the agent
assigned starts working on a solution to the issue, otherwise,
it is transferred to the correct group. The service desk is open
24/7 where issues usually are being responded to within one
hour.

2) Ethics & Compliance: The current process for inquiries
regarding ethics and compliance begins with a generalist legal
counsel being contacted over email based on the division the
inquiry comes from. The counsel then searches the company
policy for relevant rules as well as assessing the question or
issue to make sure every aspect is covered. An answer is then
formulated with insights into best practice which may not be
available in the policy. If the generalist is in need of further
guidance, an internal specialist is contacted as a first escalation
and if necessary, an external expert is advised.

C. Key Challenges

A key challenge for the specified use cases is long time-
to-resolution. According to Forrester, One of the reasons for
long time-to-resolution is limited service hours, especially
for international companies operating in different time zones
with centralised service desks. Other reasons for long time-to-
resolution are queues and multistep routing between agents
which decrease the user experience as well as incurs cost
to the service organisation. [11] Furthermore, repetitive basic
tasks are common, time-consuming and costly. For instance,
password resets commonly account for 20 % - 50 % of the
IT-support requests. [12]

The key challenges for the company for which the practical
implementation was studied, differed between the use cases.
For the IT Service Desk, a key challenge was inconsistency
between different cases and countries which may be a result
from poor documentation and lack of predefined answers for
frequently asked questions. Due to lack of documentation
and the structure of the organisation with multiple different
IT Service Desks, new agents have a long learning process.
Furthermore, recurring simple tasks is a key challenge. The
global service desk manager mentioned that around 40% of
the inquiries are regarding outlook issues, distribution lists,
shared mailboxes or otherwise email related. Those inquiries
could potentially be automated using a virtual assistant.

For the team working with ethics and compliance, a key
challenge was lack of standardisation and consistency resulting
in answers to inquiries highly depended on the advisors’
individual interpretation of the policies. Moreover, as there
is no standardisation and as the team is spread out around the
globe with close to no native speakers in English, it requires a
lot of energy and time to keep the language at a professional
level and making sure it can not be misinterpreted. Another
key challenge is recurring questions regarding basic rules,
where even the simplest inquiries require at least 10 minutes of
time according to a legal counsel at the company in question.
Furthermore, availability is a key challenge as limited service
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hours and different time zones result in inconvenient waiting
times.

D. Use Cases

There are three general types of interactions for virtual
assistants:

o Agent assist
o Customer self-service
« Employee self-service [11]

Agent assist refers to a solution where service agents are
augmented by blending automation with human labour. One
approach to this is to let the virtual assistant handle routine
tasks like gathering relevant information, authenticating the
users and then routing them to a relevant human agent to
resolve the issue. A different approach is to have a virtual
assistant that monitors the conversation and provides the hu-
man agent with suggested responses. The suggested responses
can either be sent to the user by the click of a button, modified
or rejected. The agent’s decision can in this case be used to
further train the assistant to improve its accuracy. [13]

The second use case refers to customer-facing virtual assis-
tants that fully answers basic questions and runs predefined
dialog. More complex inquiries can be handled by searching
a knowledge base or handling the conversation to a suitable
human agent. [11]

The third use case is the one that is in focus in this report
and it refers to internal virtual assistants. The assistants are
designed similar to the virtual assistants in the customer self-
service use case with the exception of the audience. IT Service
Desk and human resources are common support functions
where virtual assistants are implemented. [11]

IV. THE PAPER’S RELATION TO CURRENT RESEARCH

Current research shows how virtual assistants function, and
key factors to consider in an assistant. From a technical
perspective, these key factors are good indicators to use upon
evaluating the assistants. [3] [6] When considering organisa-
tional value and cost savings, literature shows guidelines as
to how virtual assistants can be evaluated both using tangible
and intangible metrics. [11]

The purpose of this paper is to combine technical and
economical evaluations in order to cover virtual assistants from
both perspectives. Through this combination, the aim is to
understand virtual assistants using qualitative and quantitative
measurements to investigate their performance and value.

V. METHOD

The method was divided into 8 steps: (See figure 1)
1) Pre-study

2) Practical implementation

3) Understanding the organisation

4) Data collection by user testing

5) Performance evaluation

6) Calculations of key performance indicators

7) Calculation of potential cost savings

8) Analysis of deployment timing

Phase 1. To investigate and answer the research questions
quantitative and qualitative methods were combined. The
research was initiated by exploring current research on the
topic from an organisational and technological perspective.
The literature study was complemented by discussions with
IBM subject matter experts. In the next step, a team of IBM
consultants were followed in their practical implementation of
the virtual assistants to gain an understanding of the effort and
skills required for implementation. During this step, a deeper
understanding of the virtual assistants and Watson Assistant in
practice was acquired. Following, discussions and interviews
were conducted with employees of the firm to get a thorough
understanding of the organisation, their processes as well as
their key challenges. This was structured as multiple meetings
going from understanding their purpose of the project to
understanding their processes and key challenges in detail. The
meetings were conducted with the IT Service Desk managers,
an Ethics & Compliance legal counsel as well as the head of
Ethics & Compliance.

Phase 2. The second phase of the research method focused
on collecting, analysing and drawing conclusions from data.
Before collecting the data, research objectives and questions
were developed in a formulation stage. To reach the objectives,
a quantitative sampling method was used by conducting user
testing and sending out questionnaires (see appendix D and F).
The user was first asked to answer general questions regarding
their usage of the services provided by the IT Service Desk
and the Ethics & Compliance team. This part was followed
by a testing process where the user was asked to get familiar
with the virtual assistant by chitchatting, that is, writing things
such as "How are you?” or ”Tell me a joke”. Once the user
was familiar with the virtual assistant, it was asked to phrase
multiple questions within pre-specified topics. To help the user,
example questions on the topics were given. The reason for
dividing it into different topics was to get a broader range
of questions with a more realistic distribution. Otherwise,
the risk would be that some testers only asked questions
within a specific topic, for example email related issues or
corruption. The testing phase was followed by a survey about
their general experience of the virtual assistant and how they
thought they would use it. This survey and testing process was
sent to employees within the company for which the practical
implementation was studied, specifically a group of Ethics &
Compliance ambassadors working in various countries and
positions with a shared interest in ethics and compliance.
Furthermore, a questionnaire was sent out to the Ethics &
Compliance team as well as the IT Service Desk to collect
data regarding time spent on tasks on different complexity
levels (see appendix E and B).

Once the survey and testing process was completed, the
conversation logs were extracted from Watson Assistant and
cleaned. The full data cleaning process is described under Data
Cleaning.

The conversations were then analysed using existing tools
from the IBM Watson Assistant team, primarily the Measure
Notebook and the Effectiveness Notebook to calculate perfor-
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mance metrics such as precision and helpfulness. An estimate
on the amount of traffic that would go through the assistant
rather than a live agent was made based on historical statistics
and the questionnaire answers. [14] The results were then
combined with other contextual dimensions such as average
cost rate of the different divisions personnel to calculate
potential cost savings.

The report was then concluded in an analysis of whether
the virtual assistant were ready for deployment and if the
timing is right to invest in the technology. This was based
on performance, IBM expert statements, current research and
potential cost savings. The method is visualised under figure
1.

= Understan — KPI @

ding the caleulations Deployment
company timing

'
|

Data
collection
H i

Pre-study
! T
1
steg | (0) 1 2 3 4 5)
E : < :
|
!

7

5
|
=1

Cost savings

Performance
evaluation

°o0
am

Practical
implementation

User testing

Fig. 1: Visual representation of the applied method.

A. Technical Performance

To evaluate the virtual assistants’ technical performance in
the specific use cases, two IBM created Jupyter Notebooks
were used together with conversation logs from the conducted
user testings. The first notebook, the Measure Notebook,
contains a set of metrics to describe an assistant’s overall
performance, and was developed to identify well performing
areas as well as lagging areas. The second notebook, the Effec-
tiveness Notebook, is focused around the relative performance
of each intent and entity. For the technical evaluation, the
Measure notebook was first used. From this, an annotation
file was created and used for the Effectiveness Notebook. The
Effectiveness Notebook could then analyse the intents after
a partly manual annotation. From this several metrics could
be calculated, whereas the most relevant for this report was
precision and helpfulness.

1) Measure Notebook: This notebook gave two key perfor-
mance indicators, coverage and average confidence. Coverage
measures the system on an utterance level, compared to confi-
dence which measures the system on a conversation level. In
other words, the two metrics represent the portion of inquiries
it can respond to and how certain it is of the identified intents.
Coverage is measured based on a predetermined threshold
in confidence on the classified intents. [15] Another useful
measure based on helpfulness is task fulfillment rate, which
describes how well the assistant can help the users reach their
end goals without the help of a human agent.

2) Effectiveness Notebook: In this notebook a confusion
matrix can be built and used to calculate True Positives,
False Positive, False Negatives and True Negatives in the

intent classification. Other summary metrics such as number
of utterances, average helpfulness, precision and variance over
intents were displayed using the notebook. An important note
on helpfulness is that this measure has a subjective definition,
and can therefore vary depending on the goals of the assistant.
This notebook was modified for this paper to be able to
examine precision and helpfulness with and without chitchat
as a contributing factor. Chitchat is conversations containing
non-use case specific information and is often associated with
utterances such as "How are you?” or "Tell me a joke”. [16]

3) Data Cleaning: In order to use the Effectiveness Note-
book an annotation file created from the Measure Notebook
was used. This annotation file was partly generated by the
notebook but needed a human’s annotation to determine pre-
cision and helpfulness. The manual work consisted of noting
if the correct intent had been chosen, if the response was
correct and also if the response was helpful for the user.
For this paper, incorrect usage was removed from the logs,
for instance when users asked questions in not supported
languages or utterances incomprehensible to a human assistant.
Furthermore, the assistant’s user interface presents pre-written
response options in some dialog stories, instead of letting the
user writing freely and then recognising the intents within the
dialog story. When these alternatives occurred in the logs, they
were removed with the motivation that they would skew the
results and display a stronger intent classification, while the
user simply chose between alternatives in reality.

4) Assumptions: In the evaluation two primary assumptions
were made. First, the amount of low, medium and high
complexity tasks determined from the surveys is representative
in the logs. This means that the same complexity levels will be
used when calculating coverage on different complexity levels.
Next, the coverage and task fulfillment rate differs between
complexity levels by a factor of 1.7. That is, coverage and
task fulfillment rate is 70 % higher in low complexity tasks
compared to the metrics on medium complexity. The medium
complexity’s coverage and task fulfillment rate is consequently
70 % higher than for high complexity tasks. The numbers
have been determined with the help from the two contacts
in the company. These contacts have experience within their
respective fields and have been involved in developing the
virtual assistants hence being familiar with the assistants’
abilities and limitations.

VI. RESULTS

The following section displays the results from the practical
investigation and has been divided into two parts for each
assistant. The first part shows results from the user testings,
based on metrics from the two notebooks presented in the
Method section. The second subsection concerns the econom-
ical evaluation and displays results from the survey for the IT
Service desk and the Ethics & Compliance department.

A. IT Service Desk

1) Technical Evaluation: For this paper, there were initially
108 conversations logged from the user testings and roughly
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1000 messages. According to the results from the Measure
Notebook, 72 % of the questions were covered by the virtual
assistant. Furthermore, the assistant had an average confidence
of 61 % when determining the intents.

From the Effectiveness Notebook, as figure 2 below dis-
plays, precision was calculated to 55 % and helpfulness to 72
%.

Precision Helpfulness

100,
804
60 1 \
40 4
204

0 4

+15.1 +15.0

Fig. 2: Visual representation of precision, helpfulness and their
variances (red line) for the IT Service Desk virtual assistant.
In this representation, chitchat is included.

Next, all chitchat was excluded which resulted in the
precision calculated to 48 % and helpfulness to 69 % (see
figure 3).

Precision Helpfulness
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0

+14.7

+15.4
Fig. 3: Visual representation of precision, helpfulness and their

variances (red line) for the IT Service Desk virtual assistant.
In this representation, chitchat is excluded.

2) Economic Evaluation: This section focuses on the po-
tential cost savings of using virtual assistants, based on the
survey taken by 8 IT Service Desk agents as well as the
conversation logs extracted from the user testings.

TABLE I: IT Service Desk workload survey

Low Medium High

complexity  complexity  complexity
Average 46 % 35 % 19 %
percent
Standard
deviation 20 pp o pp 13 pp
Average 8 min 27 min 68 min
time on task
Range time 5 ) i 19-35min 48 - 88 min

on task

From the survey regarding the IT Service Desk virtual
assistant, the following results were acquired.

TABLE II: IT Service Desk virtual assistant survey

Average Range

IT related issues per quarter 7.1 5-9.1
Is.sues brought up with ser- 46 27 - 64
vice desk
Have jobs related to IT 53%
The Assistants overall un-

. 31%
derstanding
Assistant usage instead of 30%
own research
Will use assistant next time 43%
Overall satisfaction 44%

B. Ethics & Compliance

1) Technical Evaluation: The user testings for the Ethics
& Compliance assistant resulted in 90 logged conversations
and just under 700 messages. Of these, the virtual assistant
was able to cover 74 %. Also, the average confidence for this
assistant was 64 %, showing how certain the assistant was
when identifying the intents from the utterances.

From the Effectiveness Notebook, as figure 4 displays,
precision was calculated to 74 % and helpfulness to 73 %.

Precision Helpfulness
100,
80 1
60 {
40 1
201
74 73
0.
+15.4 +13.0

Fig. 4: Visual representation of precision, helpfulness and their
variances for the Ethics & Compliance virtual assistant. In this
representation, chitchat is included.
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Next, all chitchat was excluded, and the resulted, as figure 5
displays, in the precision calculated to 73 % and helpfulness
to 68 %.

Precision Helpfulness

1004

80 1

e

404

.

+16.3 +15.0

Fig. 5: Visual representation of precision, helpfulness and their
variances for the Ethics & Compliance virtual assistant. In this
representation, chitchat is excluded.

2) Economic Evaluation: This section focuses on the poten-
tial cost savings of using virtual assistants, based on the survey
taken by 7 legal counsels working in Ethics & Compliance as
well as the conversation logs extracted from the user testings.

TABLE III: Tangible metrics

Average salary 90 000 €

Vacation pay 9 000 €
Overhead costs 40 %
Average tax labor rate 40 %

CRgc

From the survey asked to the Ethics & Compliance team
about their workload, the following results could be acquired.

178 200 €/year

TABLE IV: Ethics & Compliance workload survey

Low Medium High

complexity ~ complexity = complexity
Average in-
quiries per 19 12.5 6.2
month
Standard 222 14.2 6.9
deviation
Average 24 min 22h 59 h
time on task
Range time 5 3 in 14-20h  44-73h

on task

From the survey regarding the Ethics & Compliance virtual
assistant, the following results could be acquired.

TABLE V: Ethics & compliance virtual assistant survey

Average Range

E&C related questions per ’ 09 - 3.1
quarter
Questions brought up with
E&C 1.4 04-25
The Assistants overall un-

. 51%
derstanding
Assistant usage instead of 50 %
own research
Will ask assistant next time 73 %
Overall satisfaction 63 %

VII. DISCUSSION

This section discuss the observed results divided into the
three key aspects mentioned throughout the paper. The first
part discusses the technical performance of IBM Watson
Assistant in the two specific use cases, the IT Service Desk and
the Ethics & Compliance department. The second part presents
the organisational value of the two virtual assistants examined
in regard to tangible as well as intangible benefits. Finally,
deployment timing and technological maturity is discussed for
the specific use cases and in a general perspective.

A. Technical Performance

1) IT Service Desk in Comparison to Ethics & Compliance:
The results show better coverage and precision for the assis-
tant implemented for the Ethics & Compliance department
compared to the one for the IT Service Desk. Indeed, equiv-
alent results could be seen in user satisfaction and perceived
understanding. This result can be caused by several reasons
divided into subtopics of Subject differences in IT and Ethics
& Compliance, Survey differences as well as Difference in user
groups.

Subject differences in IT and Ethics & Compliance. One
factor as to why the performance was better for the Ethics &
Compliance assistant could be due to differences between the
use cases. IT as a subject is broad and it therefore requires
more effort to cover all questions employees might have. In
comparison, Ethics & Compliance follows the company policy
with quite specific information. The number of topics and
questions are of less diverse nature, thus making it easier to
foresee what might be asked. In terms of independence, the
IT Service Desk assistant would be more independent once
sufficiently refined due to the nature of the questions. The
Ethics & Compliance assistant would in contrast be difficult
or impossible to make independent due the risks with giving
wrong or ambiguous answers.

Survey differences. Despite efforts to make the surveys
as similar as possible, difference could be found in terms
of example utterances. The virtual assistant in Ethics &
Compliance had more specific example questions on topics to
partly ease the process of inventing a new question for the user
and partly to make the topic itself easier understood. As an
example, to create a question on competition law can be con-
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sidered more difficult than a question on email issues. Unlike
email issues, competition law needs more specified example
utterances to avoid over-representation on utterances such as
”What is competition law?” or “Tell me about competition
law”. This might however skew the results, where the Ethics &
Compliance assistant test group displayed greater ability to ask
questions similar to those the Ethics & Compliance counsel
has foreseen and implemented. In contrast, the IT assistant
test group asked more general questions not foreseen by the
IT Service Desk, such as "How do I respond to an email?”.
Difference in user groups. Groups of testers will have
different experiences using the virtual assistants due to various
expectations and phrasing that may be more or less suited
for the assistant. These differences may be due to the users
background and experience in using similar technology. The
company where the practical implementation was studied
chose applicants for the user test groups after what they
thought were representative for future usage. Despite this fact,
the risk of over- and under-represented groups are still present.
Therefore, this evaluation could have been improved by taking
different user test groups and calculate an average over these
groups, to diminish over- and under-representation in the tests.

2) User Understanding: For the purpose of displaying
accurate measurements on the different metrics - that is,
coverage, confidence, precision and helpfulness - data cleaning
of various wrong uses and repetition errors have been made.
However, in reality one must also consider these when evaluat-
ing the assistant. In the user testings, cases of people using the
assistant as a search engine occurred. Queries such as “’covid-
19” and other utterances not specific to the use cases can
needlessly cause harm to user satisfaction. Users have also
been found to repeat the utterance instead of rephrasing it
when the virtual assistant displays a lack of understanding.
Due to this, one should consider the effects of an increased
knowledge on how to effectively use virtual assistants. This
would result in better performance which leads to improved
user satisfaction.

3) Confidence Threshold: When the virtual assistant con-
siders itself confident enough in its intent classification to
give a response, it does so based on a confidence threshold.
An increase of this threshold would in theory lower the
calculated coverage, but potentially larger satisfaction, since
a higher confidence in intent classification often is connected
to accurate responses. However, the analysed logs showed
that some intents with a confidence close to the threshold
gave a more accurate response than those with significantly
higher confidence. Consequently, an analysis in threshold
determination is left for future research, where focus should
be on choosing a threshold that gives least dissatisfaction.

4) Chitchat and How it Affects Performance: Another rel-
evant factor from a technical perspective is the precision and
helpfulness when evaluated with and without the presence
of chitchat. Chitchat is not necessarily considered a part”
of the assistant’s domain and would therefore arguably be
unnecessary to display. Furthermore, chitchat have intents

which are - in comparison - easy to classify and therefore
increase the overall performance. This could result in skewed
results with over-represented chitchat and thus higher scores.
For the assistant in the IT Service Desk, the precision was
significantly lower when chitchat was excluded from the
analysis. The assistant for Ethics & Compliance was however
only slightly affected. Notable however is the importance of
chitchat in a virtual assistant and that user satisfaction could
lessen without it. The primary reason for this is that chitchat
makes the assistant more human and fun to use. Furthermore,
the user might not understand the assistant without being able
to ask questions such as “what can you do?” or “who are
you?”. Chitchat is also especially important for a user in the
beginning when the user wants to know the assistant’s abilities
and discover its traits. When familiar with the assistant’s
limitations and possibilities, the users’ chitchat would decrease
and focus would be laid on the actual questions.

bl

5) Coverage, Precision and Helpfulness: In this paper, these
metrics have been used to evaluate the technical performance
and potential cost savings. The helpfulness has in this case
been used to understand how well the conversations could have
been contained, but can also be presented as a quantitative
metric on how satisfied a user would be of the responses from
the assistant. Precision has also been chosen over coverage
in this paper to understand how well the virtual assistant can
understand the intent based on the utterance. This is primarily
due to the fact that coverage was based on a threshold
rather than statistical facts and gold labels, unlike precision.
However, one could also combine this by either laying an
average between the two, or manually calculate coverage and
use it instead.

6) The Assistants’ Abilities over Different Complexity Lev-
els: One might argue that coverage and task fulfillment rate
based on the assumptions made under Assumptions could be
considered high, especially for low complexity tasks. However,
this assumption has been made based on the quantitative
analysis and from discussions with the contacts in the company
(see section Assumptions) and is therefore deemed reasonable
in this paper. To understand how much time the company can
save from using the assistant, one can see that the Ethics &
Compliance use case would result in 21 minutes saved on
average per low complexity task. Furthermore, 40 minutes
would be saved on medium complexity tasks, and 37 minutes
on high complexity tasks. Despite this, a deeper analysis on the
different complexity levels and how the assistant can perform
on each level should be made in future research.

B. Organisational Value

1) Tangible Benefits: Tangible benefits are defined as ben-
efits that can be measured within the organisation. This could
be potential cost savings in terms of reduced workforce or
the reduction of the average handle time. The main tangible
benefits are divided into 2 parts:

o Task fulfillment rate

o Benefits specific for the IT Service Desk use case
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Task fulfillment rate. Task fulfillment rate refers to the
portion of the task the virtual assistant on average can fulfill,
i.e how well the assistant can help the user reach its end goal
without the help of a human. The task fulfillment rate will
increase as the virtual assistant is improved and users are more
comfortable using the technology.

Benefits specific for the IT Service Desk use case.

Automatically setting ticket parameters As the virtual
assistant automatically can set parameters in the tickets for the
IT Service Desk, the manual labour required from the human
agents will decrease and lead to a potential cost saving.

2) Intangible Benefits: Intangible benefits are defined as
benefits hard or impossible to measure. This could be im-
proved user experience or decreased time to resolution. In this
section, the intangible benefits are divided into 2 parts:

o General intangible benefits realised by the entire firm
« Benefits Specific for the Ethics & Compliance use case

General Benefits

Reduced time-to-resolution and 24 x 7 x 365 support.
As the virtual assistant is available 24 x 7 x 365 and instantly
can answer questions, it will reduce the time to resolution,
especially for international companies operating in different
time zones with centralised service desks. Reduced time-to-
resolution increases the user experience and allows the user to
get back to their day-to-day activities quicker.

Competitive advantage as an early adopter. Being an early
adopter of virtual assistants and digitalisation in general yield
a competitive advantage as the company will be more adopted
to the technology and therefore use it more efficiently. This
is due to the technology being built into the organisational
structure, culture and processes. Furthermore, this will enable
user testing that generates statistics which can be evaluated to
improve the performance of the implemented virtual assistants.

Increased brand value. With the use of virtual assistants
companies are seen as innovative with their Al solutions,
something that could increase the brand value. This benefit
is more valuable for companies with client facing virtual
assistants but can be realised for internal roles as well.

Improved employee satisfaction. As the virtual assistant
will handle repetitive basic inquiries, human agents can focus
on the more advanced and challenging tasks. This will lead to
improved employee satisfaction and performance.

Statistics to further improve the way to work. The
virtual assistant generates valuable data that when analysed
could be used to optimise the way to work. This would
create more user-centered departments with an increased user
understanding and a better user experience. The data could also
be used to find out employee pain points and system flaws.
For example if many users ask questions on how to connect
to VPN, the VPN solution might need to be made more user
friendly. An example from the Ethics & Compliance use case
is if many users ask around offering gifts, the company might
want to include this into corporate training.

Scalability. An important factor for IT solutions is
scalability. As the virtual assistants can be scaled to handle

an unlimited number of users, the increase of workforce
needed for an increased service demand would be reduced.
Despite having an increased total service demand, the human
workload would be less affected, than without automation,
thanks to the virtual assistant’s ability to handle a portion of
the cases. This would result in fewer new hires and therefore
decrease the total cost for an increased service demand.
This will be especially important for the studied IT Service
Desk as one of their key challenges, a long learning process
for new hires due to lack of documentation and a complex
organisation, results in an expensive on-boarding process.
Furthermore, the process to find and hire new employees is
expensive in itself.

Benefits Specific for Ethics & Compliance

Increased awareness in ethics and compliance. By using
a virtual assistant, the user might feel more comfortable
discussing difficult topics such as suspected fraud, corruption
or harassment than if they were to speak with a human legal
counsel. According to a legal counsel at the studied company,
this also applies to non-difficult conversations since employees
do not wish to give the appearance of not understanding and do
not wish to consume too much of the counsels time. The use of
a virtual assistant will therefore lead to increased awareness
around ethics and compliance, an increased user experience
and an increase in reported cases of harassment, fraud and
corruption. Furthermore, this will increase the compliance of
the firm and help to reduce the amount of harassment, fraud
and corruption.

C. Deployment Timing and Technological Maturity

According to IBM Watson Assistant’s algorithm develop-
ment team lead Saloni Potdar, the technological advancement
has come far enough to be efficient in an everyday application.
Potdar recon it is time to implement a virtual assistant and that
the sooner the deployment has been made, the better. This
is due to two main reasons: internal technological maturity
and external technological expectations. On the first point,
she considers the technological maturity on IBM Watson
Assistant well enough to be deployed even if the assistant
is not fully developed. This way, the system can be provided
data to build up the service, while giving the advantages of
automation in the already developed areas. She explains that
a way to maintain a good outgoing impression while building
the assistant is to initially trust the system less and let a
human supervise its responses, and let the system be more
independent as it evolves. In terms of external technological
expectations, Potdar notes the technological hype which has
surrounded virtual assistants and concludes that the current
hype and therefore expectations are lower compared to a
few years ago. Due to a general acceptance of the current
limitations of natural language processing and understanding,
users accept failures today that might not be accepted in the
future.

Potdar’s statement is directly connected to the Gartner’s
Hype Cycle (GHC), a concept to graphically depicts the com-
mon pattern that follows with each newly arisen technology or
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other invention. Through GHC all new developments consist of
five phases, where emphasis is laid on the inflated expectations
from the invention. [17]

Gartner Hype Cycle for
Artificial Intelligence, 2019

Expectations

Peak of
Inflated
Trigger Expectations

Plateau of
Productivity

Slope of
Enlightenment

Trough of
Disillusionment

Time
® 2005 e a @ e 10 v @ ctusere o

gartner.com/SmarterWithGartner

Gartner

Fig. 6: The GHC for Artificial Intelligence in July 2019, with
Virtual Assistants circled. [18]

All rights reserved

According to Gartner (see figure 6), virtual assistants are
in the phase of Trough of Disillusionment. In this phase,
the investments are low as the interest wanes due to unmet
expectations. As a result, the investments are low, and are
only able to survive if the providers improve the product in
a manner that satisfies early adopters. However, in the next
phase - that is, the Slope of Enlightenment - the organisational
benefits of the technology become concrete and tangible
which leads to more enterprises starting pilots given that the
technology survives. [19]

This introduces a discussion on whether to deploy a virtual
assistant before the Slope of Enlightenment, or not. Gartner
estimates that the Plateau of Productivity will be reached
within two to five years, and so the time between phases
is thin. The risk of waiting would be that others have
developed and deployed their assistants. This would result
in both competitors already having developed assistants, as
well as increased customer expectations from the technology’s
maturity. In contrast, if one were to deploy today, the risks of
unmet expectations and a longer payback period is present.
However, if the implementation is successful, then there is the
clear advantage of a mature and experienced virtual assistant
as an early adopter of the technology.

VIII. CONCLUSION

The conclusions of this paper are the following. First, tech-
nological performance can be represented using quantitative
metrics such as coverage, confidence, precision and helpful-
ness, and can be complemented using qualitative measures
such as user satisfaction and perceived user understanding.
From a technical perspective, one should not only think about

the specific use case the assistant is implemented fore, but
also think about how chitchat can improve the user experience.
Furthermore, one should consider the effects of an increased
knowledge on how to effectively use virtual assistants. This
will result in an increased user understanding and better
performance which will lead to improved user satisfaction.
A deeper analysis on the confidence’s affect on coverage is
left for future research.

In terms of technological performance, one should also con-
sider the technology’s limitations and maturity. The specific
technological performance is subjective and the technology’s
limitations as well as its technological maturity can be used
to complement the virtual assistants’ evaluation. When con-
sidering the maturity, one should include the firms internal
technological and organisational maturity as well as the exter-
nal technological expectations. Further analysed was the entry
timing on the market, where one should especially consider
the Gartner Hype Cycle as well as the risks and advantages
of being an early adopter of the technology.

Next, the value a virtual assistant can provide to an organisa-
tion includes reduced time-to-resolution as well as having the
advantage of all-hour-support. Also, it can improve employee
satisfaction and simplify scalability. Moreover, the statistics
from the conversations is valuable for further improvements,
both for the virtual assistant and the way to work. Finally it can
be concluded that due to its ability to primarily help with low
and medium complexity tasks, a virtual assistant can make the
agents more efficient and satisfied with their workplace while
lessening their workload.

Conclusions specific for the use cases show that an assistant
implemented in a narrower use case, that is the Ethics &
Compliance assistant, can be easier implemented and perform
better in a less developed environment. As a result, the
potential cost savings for the Ethics & Compliance department
was calculated to 139 508 €/year. It is however difficult in this
use case to make the assistant independent on human legal
counsels, considering the importance of clear and unambigu-
ous replies. A broader use case, such as the IT assistant with
distinct questions within specific domains, requires more effort
to perform at a high level but may be even more beneficial
and independent once sufficiently refined. Consequently, the
potential cost savings were calculated to 65 958 €/year for
the IT Service Desk assistant in its current state.
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APPENDIX A Metric. . Source Ref. Value
IT SERVICE DESK COST SAVINGS CALCULATIONS Potential ~ savings CRyr - 30 458
. PSy,
Metric Source Ref. Value fow complexity VG Ty Slyear
Internal 95 600 Potential savings ?/]é; f : PSas 22 255
Total volume ticketing v per year medium complexity HT), €lyear
_ system Potential  savings CRr - P 10 606
Volume  requiring . 70 910 high complexity VCy-HTy T €lyear
manual parameter Interview Vin per year Potential  savings 5 639
set ;
automatic Voo -Rr-Co  PS,,
Percentage of traf- parameter set €lyear
fic to the virtual as- Survey VR 43%
sistant Total potential }fgL: 65 958
Percentage low otal potentia M
& Survey V Ry, 46% savings PSy + €/year
complexity P9
Percentage medium Survey VRas 359
complexity
Percentage high Survey VRy 19%
complexity
Coverage low com- Performance o 66% APPENDIX B
plexity IT SERVICE DESK AGENT SURVEY QUESTIONS
task fulfillment rate Helpfulness CRy 949%

low complexity
Coverage medium Performance
complexity

task fulfillment rate o Low complexity
medium complexity Helpfulness — C'fty 55% e Medium complexity

1) What amount of tasks (in %) do you deal with on the
Cu 39% following complexity levels?

Coverage high Performance c 239  High complexity
. H (4
complexity 2) How much time does it take for you on average to handle
Task fulﬁllment an inquiry of the following complexity? Please note that
rae high  Helpfulness ~ C'Rp 33% this is your total time spent on the question including
complexity reading and understanding the question, searching for
Percentage of sto- . . Ry 50% information on the topic, formulating an answer and
ries creating tickets following up. Please exclude waiting/idle time
Overall coverage Performance Co 48% o Low complexity
VRV — Less than 5 min
Volume contained L — 5-10 min
low complexity VRCL]%CL ‘ VL 11732 — 10 - 20 min
VR %/ - 20 - 40 min
Volume contained v R. ' Ve 3 086 — 40 - 60 min
medium complexit M- M — 1 h or more
PRy O - CRu . '
Volume contained VR-V - ¢ Medium complexity
i i VRy -Cp- VCg 593 — Less than 5 min
high complexit
s p Y CRu — 5-10 min
Volume tickets cre- VR-V - V. 7318 - 10-20 m?n
ated Rr-Co — 20 - 40 min
Handling time low . - 40 - 60 min
complexity Survey HTy, 9 min — 1 h or more
Handling time Survey HT)y 25 min « High complexity

medium complexity
Handling time high

Less than 5 min

complexity Survey HTy 62 min - 5-10 mjl?
- - — 10 - 20 min

Handling time .
. — 20 - 40 min

manual parameter  Interview HT,, 75 s .
set — 40 - 60 min
36 000 — 1 h or more

Average cost rate Interview CR;r

€/year
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APPENDIX C In the following steps, you are going to be asked 3 general
ETHICS & COMPLIANCE COST SAVINGS CALCULATIONS questions about how you work with IT related issues. You are
Metric Source Ref, Value thep going to be': guided j[hrough a te.stlng process to test 'the
1520 per assistant by asking a series of questions on different topics.
Total volume Survey v p After the testing process, we would appreciate if you could
year answer 3 questions regarding the virtual assistant and how

Amount low com- ioht utilise i

lexity Survey V Ry 50% you might utilise it.
pA T NOTE: The following will NOT be presented to your

mount. fmedium Survey VR 33% supervisor. When presenting the conclusions of this survey,
complexity 1 b
Amount high com- you will be anonymous.
plexity Survey VRy 16%

Percentage of traf- Surve VR 3 B. Survey Part 1, General Questions
fic y v 1) How many IT related issues do you have each quarter?
Coverage low com- o Less than 2
plexity Cr 7% «2-6
task fulfillment rate e 7-11
low complexity Chy 0% o 12-15
Coverage medium c 579 + 16 or more
complexity M ¢ 2) For how many of those issues do you ask the IT Service
task fulfillment rate Desk for assistance?
medium complexity CRu >3% o Less than 2
Coverage high «2-6
complexity Cu 34% o 7-11
task fulfillment rate o 12-15
high complexity CRu 31% e 16 or more
i . . 3) Is your job related to IT?
Volume cor}talned V-VRp Ve, 1 440 ) your j
low complexity CL-CRp, o Yes
Volume contained V -V Ry, - e No
medium complexity Chs - CRyy VCu 329
XOIEme clonFamed g : Vgg o vey 56 C. Testing Process

1gh complexit :

5 - p. ad il z 1) Begin with getting familiar with the virtual assistant by
Handling time low Survey HT; 24 min trying out general conversations, for example starting
complexity with:

Hagfﬂmg lt“?‘e Survey  HTy  22h « Hello!
Ee ;l]lm comp ?ltg « Who are you?

an l‘“g time hig Survey HTy 59 h « What can you do?
complexity 78 300 o Tell me a joke
Average cost rate Interview CRrr E/vear 2) Please ask 2-3  questions regarding email

- - y issues/inquiries, for example: T would like to create a
Potential ~ savings CRyr - 49 292 . o
1 lexit VO, - HT PSy, g/ shared mailbox
OW COMpIexIty L L year 3) How often did the assistant understand your email

. . C R[T . . 9
Potential  savings 61 941 related questions?

. ; VCy - PSSy
medium complexity HT €/year o Always
M

Potential  savings CR;r - Pg 28 275 ¢ élsmz?lit always
high complexit VCy-HT, S ° ctualy

£ comp exTy a a year « Sometimes
Total potential PSy, - 139 508 « Almost never
Savings PSy - PSu €lyear 4) Please ask 2-3 questions regarding MS Teams, for ex-

ample: ”I have audio issues in Teams”
5) How often did the assistant understand your Teams
APPENDIX D

IT SERVICE DESK ASSISTANT SURVEY & TESTING

A. Introduction

This is a survey and a testing process to gain valuable
insights how the IT Service Desk virtual assistant performs.

related questions?
o Always
o Almost always
o Usually
o Sometimes
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o Almost never

6) Please ask 2 or more questions related to IT issues, for
example: "I have received a suspicious email” or ’I need
WIFT access for a guest”

7) How often did the assistant understand your general IT
questions?

o Always

o Almost always
o Usually

« Sometimes

« Almost never

D. Survey Part 2, Questions Regarding The Virtual Assistant

1) How often will you use the virtual assistant instead of
searching for a solution yourself?
o Always
o Almost always
o Usually
¢ Sometimes
¢ Almost never
2) Will you ask the assistant next time you need IT-support?
o Very likely
Likely
« Neutral
o Unlikely
o Very unlikely

3) How satisfied are you with the virtual assistant?
e Scale from 1 - 10

4) Do you have any other comments? For example: What
functionality would make you use the assistant more?

o Free text

APPENDIX E
ETHICS & COMPLIANCE COUNSEL SURVEY QUESTIONS

1) How many tasks do you deal with of the following
complexity levels each month? (Examples were included
in the survey but those will not be presented here due
to confidentiality)

o Low complexity
o Medium complexity
« High complexity

2) How much time does it take for you on average to handle
an inquiry of the following complexity? Please note that
this is your total time spent on the question including
reading and understanding the question, searching for
information on the topic, formulating an answer and
following up

o Low complexity

Less than 15 min

— 15 - 30 min

— 30 - 60 min

- 1-3h

-3-5h

— 5 h or more

o Medium complexity

Less than 15 min
15 - 30 min

— 30 - 60 min

- 1-3h

- 3-5h

— 5 h or more

« High complexity
Less than 15 min
15 - 30 min

— 30 - 60 min

- 1-3h

- 3-5h

5 h or more

APPENDIX F
ETHICS & COMPLIANCE SURVEY AND TESTING PROCESS

A. Introduction

This is a survey and a testing process to gain valuable in-
sights how the Ethics & Compliance virtual assistant performs.
In the following steps, you are going to be asked 2 general
questions about how you work with Ethics & Compliance.
You are then going to be guided through a testing process to
test the assistant by asking a series of questions on different
topics. After the testing process, we would appreciate if you
could answer 3 questions regarding the virtual assistant and
how you might utilise it.

NOTE: The following will NOT be presented to your
supervisor. When presenting the conclusions of this survey,
you will be anonymous.

B. Survey Part 1, General Questions

1) How many questions do you have regarding the Business
Practice Policy each quarter?
o Less than 2
«2-4
e 5 or more
2) How many of those questions do you ask to the Ethics
& Compliance team each quarter?
o Less than 2
«2-4
e 5 or more

C. Testing Process

1) Begin with getting familiar with the virtual assistant by
trying out general conversations, for example starting
with:

« Hello!

e Who are you?

« What can you do?
o Tell me a joke

2) Please ask 1-3 questions about gifts and hospitalities,
for example: ”Can I invite a customer for dinner?”

3) Please ask 1-3 questions regarding corruption or conflict
of interest, for example: "I suspect corruption” or ”Can
I hire my brother?”
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4)

5)

6)

How often did the assistant understand your Teams
related questions?
Please ask 2 or more other questions regarding ethics
and compliance, for example: "What do I do if I have
been harassed?” or "What can I speak about with a
competitor?”
How often did the assistant understand you?

o Always

o Almost always

o Usually

« Sometimes

o Almost never

D. Survey Part 2, Questions Regarding The Virtual Assistant

1y

2)

3)

4)

How often will you use the virtual assistant instead of
searching for clarity yourself?
o Always
o Almost always
e Usually
« Sometimes
o Almost never
Will you ask the assistant next time you have a question
regarding ethics and compliance?
o Very likely
Likely
« Neutral
o Unlikely
o Very unlikely

How satisfied are you with the virtual assistant?
e Scale from 1 - 10

Do you have any other comments? For example: What
functionality would make you use the assistant more?

o Free text
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