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Abstract 

 

 This thesis focuses on a technical and conceptual exploration of interactions that can 

help engineers configure sensitive, precise data for industrial ABB robots using 

holographic technology. The purpose is to improve the precision of the process and 

speed up the commissioning of robots for clients. The author presents an analysis of 

various approaches to using holograms for industrial purposes which were trialed and 

tested using a holographic display headset called the HoloLens 2. Through a workflow 

of sketching, concept rendering, remote meetings with employees of the robotics 

company ABB and technical implementation of all ideas on the Unity 3D Engine, the 

author was able to deliver and present a complete demo of an application for the 

HoloLens 2 that allows an engineer to superimpose a robot hologram on top of a real 

world robot of the same model and verify that the robot passes all safety 

requirements necessary for it to be commissioned for shipping. This demo was 

showed off to the Design Master class of 2019 at Linkoping University, colleagues at 

ABB who don't have experience with verifying safe zone parameters, software 

engineers who actively work with robot safety parameters and designers who create 

the user interface for updated iterations of the programs currently used to verify and 

commission robots. 
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1. Introduction 

  

1.1 General information on communicating with ABB-developed robots 
 

 ABB-Group is a Fortune 500 multinational corporation that manufactures, configures and distributes 

indistrual robots to businesses across the world. ABB's list of available machines ranges from classic 

manufacturing line robots that functionally act as a human arm, to specialized robots that can paint 

surfaces, handle clinical and laboratory equipment and even collaborate with people working on the 

same task. Regardless of their role intended by the client, all ABB robots are configured using either 

RobotStudio, an internal offline robot programming platform developed by ABB, or FlexPendant, a 

physical computer device that connects to a robot via USB and acts as a robot controller (RC) for that 

particular machine. 

 

Example of a RobotStudio platform that features a robot model and a simple, predetermined path for 

the robot’s tool to follow. On the left is a snippet of RAPID (the programming language used to 

create RobotStudio platforms) code. 

 

 Robots can also be controlled over a wireless connection by using a RobotStudio environment as a 

virtual controller (VC) and then manipulating the parameters of that environment. For the purposes 

of testing the final prototype, the author used this method of communicating data to a real robot; 

however, it should be noted that this method is not used due to security issues and is supported by 

ABB for the purposes of research and development primarily. 

 

1.2 A primer on safety zones 

  

 All ABB robots operate within the confines of predetermined environments; these can be real 

closed spaces such as a working cell on a manufacturing line, or an imaginary volume that 

encapsulates the robot and whose boundaries determine the area inside which the robot can 

operate safely. These volumes are called safety zones and they are created as 3D shapes wrapped 
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around a robot using a RobotStudio framework called SafeMove. These zones can have any 

quadratic shape, however, due to software limitations, all walls of the resulting shape must have the 

same height along the Y axis. Safety zones can be multiple and they can be nested inside one 

another with each imposing new sets of rules on a robot's allowed movement. 

 ABB's robots are never commissioned without restrictions and, even in the absence of a client-

approved SafeMove configuration, will operate within reasonable predetermined boundaries. The 

purpose of establishing and verifying SafeMove restrictions is to make sure a robot will act safely in 

the unique environment it will be utilized in. 

 

 

An example of a safety zone configured in Safe Move. On the right, a robot is nested inside a safety 

zone; any instance where the blue cylindrical volumes that encapsulate the robot touch the wall of a 

safety zone would be considered a collision that would fail the validation procedure. In the middle, 

the safety zone’s coordinates are shown as a sorted table of vertices (the edges of the zone). On the 

left is a list of the robot’s joints, tool components and all the various safety parameters that Safe 

Move monitors (or “supervises”). 

 

 To give an example, assume that a client wants to purchase a robot that will be used in an assembly 

line where various objects are moving over and next to it and workers routinely walk by to check on 

the robot's progress. The client's brief to either engineers from ABB or internal engineers working 

with RobotStudio would be to create rules for the robot such that it avoids collisions with the 

moving objects during normal operation by stopping completely, but only slow down its movements 

if a person walks near unless that person walks too close in which a shutdown procedure should 

trigger for that scenario as well. The engineers would then create a RobotStudio environment with 

that robot model and configure a number of safety zones using SafeMove that meet the 

requirements laid out by the client. They would also create a path for the robot's tool to follow that 

mimics the motions of the robots in a real-life scenario at the client's assembly line. 
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 This configuration would then be loaded on and tested with a FlexPendant robot controller. If a 

certain motion of the robot makes a restriction impossible to satisfy or if a safety zone coordinate is 

positioned improperly, or if any number of issues pop up that would prevent the robot from 

operating safely, the SafeMove layout in RobotStudio would have to be corrected and tested again 

until the robot passes verification. 

 

An example of creating a safety zone for a robot using geometry; in this case, a simply polygon. It 

should be noted that SafeMove is an optional hardware feature on robots; not all ABB robots have 

the capability of having safety zones configured for them, only those which have the appropriate 

feature from the factory. 

 

1.3 Quick review of how robots are (presently) verified and commissioned 

  

 Safety zones and joint speed limitations are handled by SafeMove. An engineer uses this framework 

in other to lay out the vertices, or boundaries, of the desired safety zones, the speed at which joints 

can be allowed to move within the zones, the conditions a robot must adhere to when, for example, 

the robot's payload or a person enters a safety zone, the distance limit a robot has to come to a 

complete stop if such a stop is required, etc. Graphically speaking, this software resembles the 

professional sketching program AutoCAD.  

 Once the conditions are set, the engineer uses a FlexPendant with those conditions uploaded and 

then runs the robot through a series of tasks to determine whether the robot adheres to those 

conditions during its work. There is no real way to visualize where the safety zones are relative to 

the real robot's position, other than cross-referencing the virtual RobotStudio environment during 

real testing with the FlexPendant which is cumbersome and inefficient. The current approach to 

getting a real sense of where these zones are is by using physical string to indicate the boundaries of 

the zones around the robot. 
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 A robot is considered ready for commissioning if it passes the verification stage successfully. If all 

the conditions are met and the robot doesn't violate a restriction during its motions, then it's ready 

to do safe work for the client and it can be shipped. 

 

This figure shows a simple validation scenario that contains three safety zones, each close to the 

robot than the previous. The robot receives commands to reduce its speed to 5 meters per second 

should a human cross the first zone, 0.25 should they cross the second one and go to a complete stop 

if the third zone is bypassed. If the robot fails to adhere to these restrictions, the validation fails. The 

validation would also fail if, during the scenario on the far right, the robot fails to stop within the 

bounds of the square zone. 

 

1.4 Brief introduction to the HoloLens 2 platform 

 

 The HoloLens 2 is a mixed reality headset developed by Microsoft which, at the time of this writing, 

is not available as a consumer product and is only sold selectively to companies who request so. The 

HoloLens 2 generates holograms - two or three-dimensional objects which have physical properties 

such as surfaces, orientation, etc. - which can be viewed and interacted with as long as they are 

within the field of view of the front glass of the headset which acts as a camera's field-of-view. 

 Broadly, the device is a pair of glasses with cameras pointed towards the user's retinae and towards 

and to the sides of the user's immediate environment. This tracking provides a very broad horizontal 

field-of- view but, due to the placement of the cameras above the glass, limits vertical field-of-view 

to a lower- than-natural level. The internal cameras keep track of the user's eye gaze direction and 

are used for interactions via eye tracking. The HoloLens 2 also has an integrated microphone and 

comes with Microsoft's Azure Speech services and Cortana's speech processor. It accepts voice 

commands at any time if microphone listening is permitted by a launched application. 
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Picture of the company-provided HoloLens 2 headset that the author used to develop their thesis. 

Note the two cameras on either sides of the headset – these create the depth of view necessary to 

help the HoloLens 2 understand the dimensions of its environment and place holograms in 3D space. 

The central red-glowing camera is not used to assist with hologram placement; that is the recording 

camera. 

 

 The HoloLens 2 upgrades on the original's singular means of interaction - eye-tracking - by giving 

users a modality of interactive methods. The principle way of navigating the HoloLens 2's menus and 

applications is through hand gestures and hand-tracking; however, eye tracking and speech input 

can also be used in place of a hand selection or confirmation. The most common situations in which 

this trifecta of methods is useful are those that have interaction-limiting circumstances. If, for 

example, a hologram cannot be interacted with via hand tracking due to, for example, a real-world 

object obscuring it, a speech command can be invoked to accomplish the same result. Similarly, eye 

tracking can be used in cases where hand selection proves too inaccurate for the specific task. This 

adaptation from the original HoloLens makes the current version more flexible in terms of the 

diversity and accuracy of professional work that can be done from within a holographic platform. 

 In terms of ergonomics, the HoloLens 2 is far easier to equip and carry around than a similarly 

capable VR headset in terms of hardware. Microsoft's headset also recognizes a user's hands 

automatically and doesn't require tracking sticks to be held. The HoloLens 2 also isn't restricted by 

cameras which keep track of the headset's location in real space in order to accurately generate 

images around the user; rather, it can process the environment at the time an application is 

launched and make the appropriate calculations with regards to hologram positioning using a 

combination of environmental landmarks and lightmap reading (more on these concepts in the 

section titled "Unique features of the HoloLens 2). 
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1.5 Unique features of the HoloLens 2 

  

The HoloLens 2 has a number of advantages over traditional AR channels such as mobile applications 

developed on Vuforia. First, it does not require initialization from a specific place in a user's 

environment such as a QR marker; holograms can be generated and placed wherever a user desires 

thanks to the HoloLens 2's spatial awareness of all surfaces near it. The headset also recognizes hand 

motion and gestures, stare direction and voice commands. The last and most important benefit of 

using the HoloLens 2 platform is the ability to interact with holograms naturally; holographic objects 

are treated like real physical objects and can be placed on top of surfaces as well as moved, rotated 

and scaled in real space. 

 Similarly to other AR technologies on the market, the HoloLens 2 identifies distinct objects in the 

user's immediate environment in order to get a spatial sense of where AR imagery should be 

generated at. These are called environmental landmarks and can be any objects with a distinct color 

scheme or shape. An untidy desk, for example, is a good example of a landmark object since its 

layout would be completely unique from other objects in the camera's field of view. 

 Unique to the HoloLens 2 is the ability to generate a spatial awareness map of its entire 

environment, by using a combination of environmental landmark and lightmap scanning; the latter 

refers to the HoloLens 2's intelligent processing of the lighting in a room and the way it reflects off of 

other objects in order to gain a frame-by-frame understanding of where AR images are located in 3D 

space. As a quick example, the HoloLens 2 would be non-functional in a pitch-black room since its 

scanning cameras would not be able to distinguish the terrain around it and thus they would not 

have any reference points for positioning holograms around the user. No other AR solutions on the 

market have this feature and they all rely on variations of either image tracing or marker scanning in 

order to locate an environmental landmark and generate AR graphics. 

 

Spatial awareness allows a user wearing the HoloLens 2 to position holograms in 3D space precisely 

where they want to and irrespectively of the direction they are currently looking at. The graphics in 

the above image will persist in the room, even if the user left the room entirely and faced the 

opposite way. 
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 The HoloLens 2's spatial awareness creates unique opportunities for precise positioning of 

holographic objects in an environment and fixing them to a point in 3D space permanently, 

regardless of whether the object leaves the camera's field of view. Because the headset saves an 

accurate scan of the environment upon launch, the user doesn't need to keep an object or a marker 

in focus in order to see a hologram; the hologram will always be there provided initial tracking is 

established through the means mentioned in the beginning of this chapter. 

 There are three major means of interaction available on the HoloLens 2 - eye tracking, hand tracking 

for either near interactions or hand-casted rays for faraway interactions, and speech recognition. 

Speaking, change of eye direction or a hand entering the headset's camera field of view can all be 

used to select, confirm, adjust, etc. These actions can be used as triggers for events in a Unity 

platform, which is how the final prototype was broadly developed. 

 

  

On the left is an example of an emulated hand raycast being used to jog a component of a robot 

hologram. On the right, a user is interacting with a floating menu by selecting an option from a 

distance using a “real” hand raycast. 

  

1.6 Effects of the global coronavirus pandemic on the project 

 

 During the writing and development of this thesis, a worldwide healthcare crisis occurred which 

enforced strict social distancing in all European countries, Sweden included. As a result, the planned 

user testing phase suffered major setbacks and all physical sessions were pushed back for the month 

of June. 

 The author worked on the thesis remotely from Linkoping, Sweden, for a period of one and a half 

months before moving to ABB's office in Gothenburg. With very few exceptions, most employees at 

the company worked remotely during the thesis period, which meant that physical meetings and 

demo sessions were almost always impossible. Discussions over the progress of the demo took place 

remotely over Microsoft Teams. The pandemic also meant that there was no easily available access 

to assistance with technical problems in the office and the author had to schedule remote meetings 

over e-mail for question sessions. 
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2. Research Question 
 

2.1 Company objective 
 

 The author was tasked with designing a user interface for Microsoft's HoloLens 2 that would help 

maintenance engineers verify that the safety parameters of ABB robots are calibrated correctly by 

way of interacting with holograms. This interface would be part of an application that streams data 

from ABB's internal offline robot programming platform called RobotStudio and more specifically 

from an additional framework called SafeMove. The purpose of the thesis was to speed up 

commissioning of new robots by giving engineers a clear visual representation of the parameters 

they are configuring - safety zone coordinates, collision avoidance, joint speed, robot paths, etc. The 

main research question that the author formulated together with his university supervisor and 

company supervisor was how the Hololens 2's features - hand and eye tracking, speech and gesture 

recognition, spatial awareness and hand ray-casting - could be utilized to create a novel, mixed-

reality solution to safety data validation in the industrial sector. This project would ideally showcase 

a series of features that allow engineers to work with sensitive coordinates in a holographic 

environment and verify that a robot would be able to operate safely in its work cell. 

 

 

A screenshot taken from the final delivered demo which showcases a robot hologram surrounded by 

four preconfigured safety zones. 

 

 A secondary research topic was the application of such an application or software demo in settings 

where workers are situated in near proximity to ABB robots, particularly when a worker is in a cell 

where a single robot is operating. The author formulated a scenario where ABB employees equipped 

with the HoloLens 2 receive real-time indications of dangerous areas around a robot, as well the 
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robot's future pathing. The merits of both proposals are explored below in literature studies, 

interviews, concept renders and prototype work. 

 

An example of a sketch which explored multiple ideas to visualize dangerous areas around a robot 

and inform the nearby worker of whether they should relocate. HUD (heads-up-display) display 

notifications, wearable sensor-triggered bracelets and floor projections were all considered as 

potential techniques to achieve this. 

  

2.2 Determining the academic contribution of this project 

 

 Detecting violations of a safety zone's parameters or its set speed restrictions happens easily and 

automatically from within the FlexPendant. Issues arise when this data needs to be corrected since 

there's no real-world analog for what is essentially invisible information encircling the robot that 

needs to be adjusted depending on the robot's position. 

 There are no present AR or VR solutions that can accurately track a robot's position as it's moving 

and superimpose the invisible parameters of safety zones on top of it. The standard approach, which 

the author has explored further below, is to use marker-generated tracking or image tracking in 

order to get the updated position of the robot at set intervals of time so long as the AR-generating 

device's camera is observing the robot at all times. Assuming that approach would have likely led to 

a project that suffered from similar pitfalls to most AR and VR concepts generated for heavy industry 

settings – machines cannot practically be tracked for prolonged periods without losing tracking. 

Resuming the tracking introduces accuracy issues which renders the data visualized by AR or VR 

means useless for a professional. 
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A screenshot taken from the final demo build. A robot hologram is superimposed on a real robot 

using a set of positioning and orientation controls. The blue shapes represent the joints of the 

particular model. 

 

 This thesis work also analyzes what types of interaction are preferable or practical when using 

holograms to observe and verify very precise data. The HoloLens 2 is a niche product with a unique 

way of visualizing added digital images in real space that is wholly different from how AR is rendered 

by modern devices today.  Aside from general guidelines in Microsoft's official HoloLens 2 

documentation, what a developer or a designer chooses to do with the headset is up to their 

discretion. All design thinking and decisions made during the course of this thesis were done in order 

to advance the practical applications of an emerging technology in a real, professional setting. 

Ideally, the contents of this thesis should be viewed by other developers and designers working with 

the HoloLens 2 who want to gain insights on what modes of interaction worked best for the author's 

use-case scenarios and how precise data should be handled and interacted with in a holographic 

environment. 

 The HoloLens 2 is uniquely capable of superimposing data on a moving object without the need for 

constant tracking. After exploring traditional approaches with AR and VR concepts for industry work 

that utilize image tracking, the author reviewed the advantages of the HoloLens 2 and created a 

series of Photoshop renders that explore how a hologram of a robot can be superimposed on top of 

a real-world equivalent. Syncing the orientation of the robot joints, the coordinates of the safety 

zones and the motor commands for the robot joints with the holograms generated by a Unity 

application, the author would be able to track and observe the real robot's movement through the 
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safety zone volumes that derive their position from the in-app hologram. This concept, if prototyped 

correctly, would simulate in a holographic environment in real-time what engineers currently try to 

do by using string to mark safety zone areas around a real robot. Exploring this concept through 

technical, user-focused work was a unique opportunity to find how yet-unreleased holographic 

technology can be applied to solve a current problem in the industry. 

 

This is a screenshot of the surface scan of the author’s room (bed and desk are outlined), converted 

to a mesh for use in Unity. This mesh can be given physical properties such as a collider, in which case 

holograms which are also given physical properties (colliders and rigidbodies) can be placed like 

“real” objects around the room. 

 

2.3 Understanding what a HoloLens 2 “assistant” to RobotStudio should be capable of 

 

 The first demo presented to colleagues at ABB showed off the basic interactions with a robot 

hologram and how safety zones would be visualized, configured and verified. The demo lacked any 

menu setup or supporting interface for verification and was only a barebones implementation of the 

essentials in order to get a hologram loaded, superimposed on top of a real robot and manipulated. 

 During the session, the real world use-case scenarios for the prototype were discussed. Chief among 

the topics introduced was the idea that the HoloLens 2 solution for verifying and commissioning a 

robot's safety zones should be focused on working with set parameters from RobotStudio rather 

than setting these parameters from within the holographic environment. In effect, the prototype 

would show a HoloLens 2 environment that acts like a supporting tool for a loaded RobotStudio 

platform (and its associated limited interface for visualizing and verifying safety zones), rather than 

like a part of a stand-alone software. The initial demo showed off several functions which were 

subsequently cut (and ultimately put back in) as a result of these talks, namely the editing of safety 

zone coordinates and robot pathing using the headset. It was agreed that these features were 

outside the scope of the thesis and would need extensive validation and permissions from 

maintenance engineers to even be considered. 
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An in-emulator example of one of the features of the final demo. During a simulation of a robot path, 

the valid axis range is being monitored using a red arrow gauge. This was one of several features of 

Safe Move that was determined to be important to visualize using the HoloLens 2. 

 

2.4 Delimitations (or lack thereof) 

 

 The end project delivered to ABB did not compromise on any feature available in SafeMove other 

than configurations specific for the tool attachment of robots which could not realistically be 

implemented without substantial software engineer assistance. There were no real delimitations set 

on the prototype; the intent from the start was to use the HoloLens 2 to help with the whole safety 

validation process in all its specifics, from operational range monitoring of each joint to making sure 

that the robot correctly stops within the bounds of a zone. 

 One important exclusion from the thesis focus was the integration of the final Unity prototype with 

RobotStudio. While research was done and presented to ABB on what programming work should be 

done to achieve this, there’s no real code in the demo that allows Unity to communicate with a real 

RobotStudio platform or a real FlexPendant controller. Instead, a simulation of a RobotStudio 

platform was created and the user was provided the tools to input and observe custom validation 

scenarios, 
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3. Background Research 
  

3.1 Advantages and disadvantages of mixed reality over standard methods 
 

 AR excels at mediating the communication between technical workers and helping them pass visual 

guidance onto one another. Research on innovations in maintenance technology shows that AR 

increases the quantity of "terminated assignments", or completed goals that meet a realistic client 

request (Abramovici et al., 2017). An important interface feature that must be considered for an AR 

application to achieve this increase is a means of communication between all the employees who 

are seeing the same augmented space (Sanna et. al, 2018). In order for an AR implementation to 

achieve better results than existing non-AR practices, it's particularly poignant that workers are 

given the right "tools" in an AR environment to answer a question such that everyone participating 

can get a clear visual perspective on the solution. In cases where the task isn't seen as complex 

enough to warrant the use of AR, workers (in manufacturing) prefer to avoid the technology 

(Syberfeldt et. al., 2015). 

 Augmented reality and, by extension, mixed reality, tends to induce fatigue and eye strain in users. 

The time spent staring at an AR-capable device should be minimized as much as possible in order for 

the proposed mixed reality solution to be adopted over a conventional method that doesn’t suffer 

from these flaws. One study examines a novel process through which designers can determine 

whether AR technology for the purposes of industrial maintenance is practical for the end user 

(Palmarini et. al., 2016). It breaks down the experience of the user into categories which are filled in 

via a questionnaire form. These questions specifically target the user's comfort during their 

interactions with AR visuals – anything related to required wearables during the work process, the 

time it took to execute the task, security concerns, environmental hazards, etc. The goal of the 

research was to create a viable framework which designers could use to identify areas in industrial 

maintenance worth developing AR solutions for. AR and mixed reality are limited in both technical 

capacity and also ergonomics and feasibility when it comes to performing technical tasks. Therefore, 

it’s worth investigating ahead of time whether a product of service that requires AR or mixed reality 

can be viably implemented in an industrial setting. 

  

3.2 Image tracking in AR - research and conclusions 

 

Augmented reality is used experimentally in heavy industries; its most common application there is 

to give on-screen information to engineers and technicians engaged in technical support. The user 

scans an object of interest using a handheld and can observe generated holograms that 

contextualize what the camera is seeing - this approach is most effective when the scanned object 

has a number of distinct components that are easily recognizable by an image-processing algorithm 

(example: batteries, conductors and isolators on a circuit). 

 One example is the so-called ARMA project; its implementation includes a video screen with 

contextual information based on 3D models that a PC-mounted camera recognizes (Didier & et al., 

2005). Another recent product is the JoinPad for Alstom, an AR solution that is used to highlight and 

comment on real- world objects during remote technical support sessions (JoinPad, 2018). The last 

example case concerns a marker-based solution (physically printed barcodes that the camera scans 
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to initialize the AR holograms) to identify components on an assembly line and help workers 

navigate the space around a robot safely (Kollatsch & et al., 2014). 

 Researchers across all these examples share a similar finding that image tracking in the context of 

AR is unreliable and can cause the AR component of a maintenance task to be completely 

abandoned because of a brief desync which requires that the tracked objects be returned to their 

original states. A study on the industrial application of AR in the aerospace and automotive 

industries finds similar faults and more - lagging data streams, major inaccuracies in image tracking 

due to the instrumentation around the user and the highly complex nature of the environment 

they're working in (which also creates visual clutter), user confusion when an object overlaid with a 

hologram moves and the hologram doesn't follow, etc. (Regenbrecht, Baratoff & Wilke, 2005). 

  

Fiducial markers can be uniquely recognized among a cluster of similar looking imagery. They are 

traditionally used as anchoring points for AR imagery. 

 

 One older study on keeping augmented images synced with a moving object considers the best 

practices for this task (Kato & Blillinghurst, 1999). It concludes, based on an analysis of the math 

models behind image- based tracking and the automatic calibration that occurs when the user is 

moving and all the holograms / augmented images generated on the user's head-mounted display 

have to move accordingly, that the most reliable calibrator for image-tracking are black-and-white 

markers (or as they're called today, fiducial markers) that contain a distinct pattern which a camera 

can track in real-time. 

 One novel variation of this approach is using self-illuminated infrared light markers that are invisible 

to a person but can be tracked by a camera even at an angle (Yan and Hu, 2017). These are 

completely invisible markers that emit dots of infrared light for the camera on a head-mounted AR 

display to detect. They are more accurate than normal markers since they don't need to be scanned 

in their entirety and don't need to be facing the camera that's used for image recognition. 

 Another interesting take is a prototype that lets users sketch 2D objects and then convert them to 

AR holograms that can be overlaid on real-life surfaces (Zhang & Kwok Tsz-Ho, 2018). The study 

elaborates on how depth of field is detected and calculated by image-recognition software and how 

the researchers made user sketches "stick" to real objects.  This approach bypasses the need for an 

initial camera calibration by the user where the tracked object needs to be viewed from a specific 

angle in order for tracking to commence. The Oculus Quest VR headset has in-built functionality for 

this. 
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 The author has also explored two current means of image tracking that include Unity 3D engine 

integration. Vislab is a paid software that lets users calibrate their camera by importing a 3D model 

of a real-world object they wish to track. A 2D silhouette outline of the model can then be matched 

to wrap around the real object and this will initialize image tracking in real-time. This type of tracking 

is consistent and, due to the 3D-model scanning feature, will track the object even if it's turned 180 

degrees from the user's original point-of-view. However, Vislab's solution requires that the user keep 

the object within their line of sight at all times, otherwise tracking breaks and requires that the user 

move the real object back to its original position so the generated 2D silhouette can be wrapped 

around it. 

 

An example of VisLab’s image-tracking capabilities: a bouncing ball is being tracked at all times. This 

requires no prior setup other than giving the software an initial 2D outline of what the tracked 

object’s silhouette looks like. 

 

 The second approach is using the Visual Servoing Platform (ViSP), which is an open-source library for 

AR integrations with a fork for Unity support. ViSP requires a far lengthier setup than Vislab, but all 

of its features can be used for free. Rather than requesting a 3D model of the object that will be 

tracked, ViSP requires 2D scans of visually distinct features of the object. These are tracked in the 

same way that fudicial markers are tracked by current AR applications. This approach is naturally less 

precise than Vislab and camera calibration is quickly lost if the distinct elements of an object are 

obscured from view. 

  

3.3 Visualizing safety zones around a robot 

  

 The baseline graphic for an ABB robot's safety zone inside RobotStudio is a shaded polygon around 

a robot with set vertices (the walls created by the polygon's coordinates) and a certain level of 

transparency in order for the robot inside to remain visible. Further zones can be nested inside the 

original zone and are given different colors. 
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 Approximating the rough visuals of the safety zones as they are represented in RobotStudio seemed 

like the most obvious solution to the issue of holographic visualization. With some caveats, such as 

interacting with the boundaries of safety zones, this approach is what the final demo was built upon. 

The final visual representation of these zones in the demo was inspired by a mix of how the zones 

appear in VIsualStudio and some research on attempts in other industries to visualize data in AR that 

restricts the movement of a machine. 

 One case study talks about the attempts of researchers to find the best way to communicate a 

robot's planned movement to a user in AR (Ackerman, 2018). There are two concepts here that are 

immediately applicable to the author's thesis work. The first is a series of digital "walls" that spawn 

along the robot's path, indicating where the robot cannot go. The second draws the future path of 

the robot with arrows along the ground. Both ideas can serve to visualize SafeMove data using a 

holographic representation of that data rather than the numbers themselves. 

 Another concept of visualizing self-optimizing systems shows how engineers can monitor, using 

either augmented or virtual reality tools, the way train chassis optimize their position and lean angle 

based on the terrain (Gausemeier, Rammig, Radkowski, Krupp & Muller, 2010). A key takeaway from 

the case study is that a lot of data that can be readily visualized in these AR/VR interfaces is hidden 

from the user until it becomes relevant - in this particular context, it's when the chassis system isn't 

currently optimized and the engineer needs to see what the system does in order to self-optimize. 

  

3.4 Using the HoloLens 2 to enhance worker safety on-site 
 

Concurrently with the main research question of how best to utilize mixed reality to help 

maintenance engineers calibrate robots, the author also explored the idea of a user interface that 

will be used by workers equipped with the HoloLens 2 who are situated close to robots during tasks. 

Considerations for that scenario are very different from those concerning maintenance engineers 

calibrating a stationary robot. Workers in close proximity to active, already calibrated robots do not 

need to see RobotStudio parameters and so the visual noise of that data should be minimized. A 

solution was designed where the sillouhettes of 3D safety zones are drawn on the floor as colored 

2D projections (concept images below). Robot paths are similarly projected as 2D graphics at user 

eye level, which is configured using the HoloLens 2's eye tracking. 

 The spatial awareness capabilities of the HoloLens 2 allow for holograms to be tracked irrespectively 

of the user's current perspective; so long as the user remains in close proximity to a generated 

hologram, the headset "remembers" where that hologram is in 3D space. When applied to the 

concept of supplying workers with the Hololens 2 so they can keep track of paths and safety zones in 

real-time, this feature can allow for notifications and/or warnings when a worker is standing inside a 

robot's operational zone or a path. By wearing the headset, a worker can focus on their task and be 

informed of a robot's changing parameters without watching the robot. 

 Hazard perception in mixed reality environments depends to a large extent on the accompanying 

visuals that notify the user that something in their near vicinity requires their immediate attention 

(Meir, Parmet & Oron-Gilad, 2013). Research on how children can be taught, using mixed reality 

devices, to respect nearby passing cars while street crossing reveals the efficiency of dome 

projections and bright or even blinking graphics in quickly alerting a user who is watching AR imagery 

and not fully focusing on the real world. This study also suggests that mixed reality audiences should 

be carefully organized in age groups before being focus-tested, since their experiences will vary a lot 
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depending on this factor. The author can support this claim anecdotally, since young people at the 

company who were given the HoloLens 2 to test the demo were, on average, much quicker to pick 

up on the interaction methods and explore the prototype. Older engineers struggled with gestures 

and sometimes spatial perception. 

 

3.5 Exploring tactile communication beyond the HoloLens 
 

 The Hololens 2's field of view is narrower than a person's natural field, which means holograms 

located near or in a user's peripheral vision cannot be visualized. In this section the author explores 

additional means of providing a user with apt special awareness beyond just the headset. 

 

The HoloLens 2 has a somewhat narrow range for visualizing holograms perfectly. Ideally, a 

holographic environment can be complemented by normal, 2D projections that don’t require a 

headset and can be viewed naturally. 

 

 Vibrations and other physical feedback that triggers based on geospatial data can be used to guide a 

user's gaze toward a point of interest, helping an AR interface function properly. Research has been 

done on vibrating bracelets that work in tandem with AR visualization to train workers how to use 

the technology in maintenance scenarios (Peveri, Webel & Engelke, 2011). The idea is to provide 

users with real, physical input from the software which is more natural to process than digital 

notifications, especially for users who are not accustomed to working with AR. 
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 Real-life projections can also assist in areas where the Hololens 2 proves limited. These would come 

from separate projecting devices mounted in the cell where a worker operates and would visualize 

data independently of where the Hololens is currently aimed at. An example of this approach is one 

case study concerning ways to integrate AR in manufacturing (Caudel & Mizell, 1992). It details a 

technique of projecting graphical templates in front of the user based on image tracking. The user 

wears a heads-up display (a set of goggles) that has a camera or a position tracker; at the 

appropriate time, the goggles project images in front of the user in a manner similar to a portable 

projector user for presentations. 

 

Mixed reality interactions can also be complemented with real physical props. The above picture is an 

example of a soldering trainer for employees that uses an AR headset to create a fake trail behind 

the soldering gun prop. This is not particularly viable for interactions done with the HoloLens 2, since 

any handheld prop would prevent the user’s palms and joints from registering properly on the device. 

 

 This approach can be used to completely substitute certain 3D holograms that will not be visible at 

all times for 2D illuminations that can remain reliably in the sight of a worker who is calibrating 

SafeMove parameters. 
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4. Workflow and Project Focus 
 

4.1 General outline of the work process 
 

 In order to understand how safety zones are currently verified and how robots are cleared for 

commissioning at the company, the author had to learn the real process as it's done in RobotStudio 

by first acquiring a license for the software and then completing all the official tutorials on ABB's 

webpage. After an initial understanding of the thesis task was acquired, the author sketched out 

several possible approaches and created Photoshop renders that show an imagined version of the 

user interface of a holographic application used to verify safety zones, as well as the setup process 

for verification to begin. 

 Research was also conducted on current existing practices in the fields of AR and VR. Due to the 

extremely limited availability of the HoloLens 2, few if any studies on its applications exist. 

Therefore, most of the technical and design decisions were informed by a combination of 

Microsoft's official documentation, the author's own judgement, prototyping work and personal 

testing and remote user testing with colleagues at the company. Non-traditional sources include 

mixed reality presentations, talks with developers over Discord and Slack and forum searching on 

Microsoft’s (now archived) mixed reality forums. 

 

View from a Microsoft event that the author attended during the thesis period. This was a two-day 

showcase of various mixed reality features and topics, as well as a virtual reality gathering hub for 

mixed reality developers. 

 

 The nature of the HoloLens 2's generated environments and the methods of interaction available 

meant that concepts and renders would do a poor job of relaying the goal of the thesis to a viewer 

who’s unaccustomed to working with the HoloLens 2 or mixed reality in general. For this reason, the 
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author decided early on that all design work on the thesis would be implemented as part of a fully 

functioning demo which would be available for users to test using the headset. 

 

4.2 Ideation process 

  

 Work on the thesis began with acquiring a trial license for RobotStudio and learning as much as 

possible about how robot stations are configured; the relevant configuration elements studied were 

safety zones created via SafeMove and robot paths. After creating examples of robot calibrations 

using freely available tutorials, the author got an initial understanding of what this process broadly 

looks like for a maintenance engineer. 

 The next phase was a literature review of existing best practices in the field of mixed reality and 

studies on various mixed reality techniques. This helped frame the scope of the interactions that 

should occur in the HoloLens 2 and outline what a holographic user interface should be capable of in 

order to justify its professional use over standard procedures. 

 

These initial renders were created to get an idea for how the initial robot setup might look like. 
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Further renders elaborated on ways to manually jog the robot’s components. 

 

 

Visualizing safety zones and robot paths, both as 3D shapes and 2D projections on the floor, was a 

major challenge throughout the thesis work and the renders here represent only an initial idea on 

how they would appear in the prototype. 

 

 Research was followed up by concept sketching and Photoshop renders of what an eventual high-

fidelity prototype of a HoloLens 2 app would be capable of. The goal here was to identify the 

appropriate UI elements and interaction models for a maintenance engineer to be able to configure 

a precise piece of machinery. Working with very sensitive data like robot parameters means that 

simply moving holographic objects around would not be suitable for the target audience of the 
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interface; additional handles such as sliders, type fields, 2D visualizations of 3D holograms and data 

output would need to be implemented to give an engineer full control over calibrating a robot 

hologram. 

 The subsequent workflow process followed the pattern of personal testing and demoing to 

colleagues, followed by further changes to the final prototype. Rather than following a structured 

plan, the development was iterative and depended on user feedback and continued iterations over a 

prototype deployed on the HoloLens 2. Due to intermediary global events, it was vital to be flexible 

with interviews, testing opportunities and how knowledge from ABB professionals was gathered. It 

was therefore unwise to rely on scenarios about how the testing and iteration phases of the thesis 

work would play out. 

 The author also studied how web requests for RobotStudio environments are handled by an API 

developed by ABB called RobotWebServices. These web requests would be used to send joint 

orientation coordinates from RobotStudio to be parsed and read by the Unity application. 

 

4.3 Preliminary questions 
 

 After the introductory period to the topic, the author sketched out broad solutions to holographic 

verification of robots and narrowed the scope of the project by exploring specific use-case scenarios 

in Photoshop renders. Question sessions were also organized with employees at ABB to get a decent 

understanding of the existing needs of engineers tasked with verification and commissioning, as well 

as ABB's own experience with bringing the RobotStudio interface over to VR. 

  

Early sketches that explored the merits of tool-attached sensors and scannable QR codes taped to the 

arm of a robot in order to initialize the holographic visuals. 

 

 The goal of the interviews was to get an understanding of user expectations from a HoloLens 2 app 

designed to help with robot calibration. The results of these interviews were used to create personas 

for all the different types of users who would be evaluating the merits of the prototype. The answers 

to the questions below informed the initial prototype - further iterations were made based on 

feedback from user testing and new questions. 
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1. What is your professional role at ABB? 

2. What are the most important features that an interface for calibrating robot paths and safety 

zones should have? These can be anything, from ergonomic considerations to specific menu options. 

3. Have you used the HoloLens or the HoloLens 2? If so, did you enjoy the experience? What 

interactions stood out to you as natural or clunky? Can you point to a specific feature (hand tracking 

and raycast selection, eye tracking, voice commands, spatial awareness) that impressed you? Do you 

have any concerns with the device, particularly with regards to ergonomics, eye strain, target 

selection or typing? 

(Note: if the user has no experience with the HoloLens, the interview would begin with a brief 

walkthrough of the prototype at its current stage of development.) 

4. What are your expectations from a HoloLens 2 app that lets you calibrate a robot? Would you 

want to use it just to get a rough visual idea of certain parameters in RobotStudio and then do the 

precise data input on your desktop, or would you prefer that all calibration be done from within the 

app? 

5. Do you use RobotStudio VR in your work? If so, can you share what advantages and disadvantages 

it has for you compared to the mouse & keyboard version of RobotStudio? 

 

 After this information was collected, the author began implementing all concept ideas into a real 

testable Unity project that was deployed on the HoloLens 2. The rest of the work process involved 

continued iterating over this Unity prototype and some limited testing with real users at the 

company until the final demo was created, packaged and presented. 

  

4.4 Collecting feedback and narrowing the direction of the prototype 

  

 Almost all question sessions were handled remotely over Microsoft Teams calls. The main goal of 

these interviews was to understand the specific wants of engineers from a HoloLens program that 

helps them verify safety zones. These discussions led to a lot of feature trimming, such as safety 

zones being projected on the floor to inform workers of their location in 3D space. It was decided 

that the work should be focused on showing how engineers can configure safety zone parameters 

and joint speeds inside specific zones or along a specific axis. 

 

An early concept for a menu that housed the essential features of the demo, as determined by talking 

with colleagues at ABB Robotics. 
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 Setting up a safety zone from scratch from within the HoloLens 2 environment was also scrapped 

following discussions online. The engineers preferred to have the real data come from a verified 

RobotStudio platform because writing it there is already an established process within the company. 

In the final vision for the prototype, all data would be imported from RobotStudio to the Unity 

application. Nonetheless, the author has presented solutions for engineers to input this data using 

the holographic interface in the final demo. 

 

An example of another feature that was developed early and scrapped after feedback from the 

supervisor and other colleagues at the company. This was meant to represent a timeline of all 

updates that engineers working with the HoloLens 2 had done in their own holographic platforms. 

Red squares would indicate that the validation process for their platform had failed, green would 

mean the process was successful and blinking yellow icons meant that there were unread comments 

left by the engineer on their platform. 

 

4.5 Confirming the viability of a prototype using think-aloud and cognitive walkthrough 

methods 

 

 An initial prototype was demoed to users at the ABB office. Participants were guided by the author 

through all the functionality of the interface and were then asked questions after every interaction 

related to user comfort, practicality of the feature, visual clarity, technical issues such as failure to 

select/deselect/interact, etc. The goal was to get an accurate picture of how the user feels about 

each element of the interface. This approach was combined with a set of questions that the author 

answered for themselves about each interaction based on the feedback from users (Wharton, 

Rieaman, Lewis & Polson, 1994). Examples of such questions: 

1. Did the user know intuitively that the way to interact with this element was to press it/stare at 

it/perform a gesture or did they require further instructions? 
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2. Did the user realize on their own how to accomplish the task they've been asked to perform? 

3. Did the user want to use an element of the interface for a purpose that is currently missing from 

the prototype? 

 

An example of a cognitive walkthrough approach used to determine the benefits and functionality of 

a proposed new health information system (Khajoeui, Esfahani & Jahani, 2017). This list is very 

similar to what the author considered while creating the demo. 

 

 By combining these two techniques, the author was able to evaluate the pros and cons of each 

element of the prototype independently from one another, which was crucial for an iterative 

process where the prototype was being continuously built upon. 

 

4.6 Merits of coding and testing all concept interactions 

  

 Aside from Microsoft's official documentation on suggested practices when working with Mixed 

Reality hardware, there are very few online resources available to assist with HoloLens 2 

development. Two notable sources of information online that served as forums for dealing with 

technical issues were the official Slack group for HoloLens developers and the Discord channel for 

Mixed Reality Toolkit called "XRTK". The former forum was instrumental in solving an issue that 

prevented holograms from rendering at all, which if unsolved would had jeopardized the entire 

thesis project. 
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In addition to the above resources, the official Unity documentation was also instrumental in tackling 

certain programming challenges that arose during development of the prototype. Here’s a picture 

from the documentation explaining how to create anchoring points for holograms that would keep 

them locked in place in the real world. 

 

 The author leaned heavily on personal testing and so-called "code sketching" in order to get a feel 

for how the finalized prototype should behave. All sketched and suggested concepts were 

programmed, implemented and tested before being either rejected or added to the final project 

demo and continuously reiterated. 

 This process of diligently implementing every idea into the Unity prototype rather than discarding it 

at the concept stage allowed the author to get a feel for many different ways of interacting with a 

holographic environment in order to achieve one specific goal. As an example, leaving comments for 

other engineers to see involved two completely different approaches which were eventually merged 

into a hybrid solution. Both initial approaches were rejected not based on the premise of their 

concept, but on the way they felt when they were a real part of the demo. The HoloLens 2's hand-

tracking interaction method is without parallel in other mixed media devices and so the author 

believes that any interactions designed for those peripherals should be implemented, deployed to 

the headset and tested in order to get an accurate perspective on the validity of the design. 

 

Repeated trial and error consisting of overlaying interactable shapes with different colliders and 

testing from various angles yielded collision models that are responsive and universal enough to be 

interacted with from (almost) any angle. 
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5. Setup and Interaction Methods 
 

5.1 Technical landscape 
 

 Technical and design work on the project transitioned from sketches and renders to prototype work 

on an emulator the HoloLens 2; the demo was then loaded on the headset using an assisting 

program for the HoloLens 2 called "Holographic Remoting". This app, together with Unity's mixed 

reality packages, allows for communication between the headset and a Unity platform via a shared 

Wi-Fi network. Technical issues with the remoting app forced the installation and use of an older 

version of Unity and deprecated, legacy versions of the mixed reality packages. This resulted in a 

number of issues down the line which had to be resolved in order for the demo to be deployed and 

recorded on the HoloLens 2. 

 The most abstract version of the prototype was developed and demoed via Microsoft's HoloLens 

emulator. This framework creates articulated hands in a Unity environment which can be controlled 

with keyboard and mouse input; the range of motions of the hand and especially the wrist are 

limited, but it allows users to test all interactions as if they were occurring in a real holographic 

environment, including gestures made. One critical feature which was unavailable for a long time 

due to technical problems was the rendering of hand-attached menus. This was resolved during 

May, but it greatly slowed the testing and iteration of UI elements that are activated when the user 

flips up their palm in front of the rendering cameras. 

 

An in-emulator view of how safe axis range is configured using movable sliders. 

 

 The emulated version of the demo was used to showcase interactions ahead of schedule. Ideas that 

worked in principle, i.e. were coded correctly and responded correctly to input, but required more 

refining and testing on the HoloLens 2 were instead demoed with a mouse and keyboard. The few 

demo sessions which featured emulator footage over holographic footage felt too technical and 

their reception by participants reinforce the argument that concepts developed for the HoloLens are 
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best shown as fully functioning prototypes on the HoloLens, as any flat-screen, 2D-representation 

becomes too abstract for users to give feedback on. 

 The Unity application was also deployed to the HoloLens 2 as a standalone program that didn't 

require remote connections. This "live" build was loaded using the headset's limited mobile 

hardware and performance was, at first, unworkable. Microsoft's documentation on the HoloLens 2 

explains the importance of maintaining a constant framerate of near 60, both for user comfort and 

because the headset's cameras sync the positioning of holograms in the world every frame. If the 

application starts skipping frames due to bad performance, the holograms become mispositioned 

and can only be readjusted if the holographic environment is restarted. 

 

Unity’s performance debugger was frequently used to find optimization issues with the demo and 

find out what particular component(s) was causing issues on the standalone version of the HoloLens 

2 app. 

 

 In retrospect, too much priority was given to the optimization of the application's code so it would 

run better on the headset. Demo sessions should had been done exclusively through remoting, 

which uses the superior hardware specs of the author's laptop to render holograms. Instead, focus 

was placed on turning the HoloLens 2 demo into an optimized, standalone application which should 

never had robbed time from iterations on the design. One positive outcome of the work done in this 

field was it led to an accidental discovery of why hand-generated menus failed to render; when this 

was fixed, the entire demo could be shown using remoting and all user interface worked as 

intended. 

  

5.2 Technical setup and early demo features 

 

 The prototype for the final company deliverable was developed on Unity, version 2018.4.23 (LTS) 

with the addition of Microsoft's mixed-media framework MRTK and ABB's internal robot 

programming software RobotStudio. The initial prototypes were focused on deploying a technically 

functional app on the HoloLens 2 and basic interactions were tested and iterated upon. The project 

was developed via three separate channels: an emulator for the HoloLens 2 on Unity, a remoting 

setup for rendering the holograms via a laptop and displaying them via the HoloLens 2, and a stand-

alone build deployed remotely via VisualStudio 2019. The project also required the installation of a 

DotNet Adapter in order to test the prototype via remoting. 
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5.3 Hand tracking, raycasting from the palm and hand-attached interface 

 

 Interacting with holograms in the Hololens 2 is done primarily through hand gestures. The user's 

hands are automatically tracked without the need for any peripherals. Additionally, the Hololens 2 

recognizes air tapping and pinching gestures. This allows a user to press holographic buttons, rotate, 

scale and move objects at the point of grab and it allows a developer to tie events to specific 

gestures (example: air tapping on a robot part being associated with resetting the position of that 

part).  

 The HoloLens 2 uniquely features automatic raycasting from a user's palms. In terms of visualization 

engine logic, a raycast is a vector that derives its point of origin and direction from a specific object. 

Lighting in game engines such as Unity is done via raycasting from the source of light, for example. 

This technology has broad applications, but for the purposes of HoloLens development its most 

common use is for selecting holograms and points in 3D space. A raycast can intersect other 3D 

objects, prompting an event trigger in Unity (like selection). 

 

The hand raycasts projected with the HoloLens 2 are directly comparable to the handheld sticks that 

come with VR headsets such as the HTC Vive. 

 

 One oversight in this feature's design is that raycasts are projected from the palms and not the 

fingertips. This leads to awkward aiming with an open hand that is only somewhat accurate since it's 

difficult for a user to aim their palm at an object. The author therefore opted for eye gaze tracking 

and speech input (see below) in cases where interactions in the HoloLens 2 require precise user 

aiming. Hand tracking is therefore reserved for actions that have generous selection spaces such as 

selecting boundary boxes and movement / rotation handles, bringing up hand menus and interacting 

with safety zone coordinates. It's important to note that, unless explicitly designed not to, hand 

tracking can overlap with eye gaze tracking which can cause erroneous user input (example: user 

wants to select object A with hand raycasts but has currently selected object B next to it using eye 

tracking). For this reason, it was necessary to define during the concept stage what the intended 

mode of interaction would be for each point of the end user interface. 
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 Hand tracking is also used in the prototype for displaying hand-attached interface such as buttons 

and sliders. The position of these UI elements is crucial for making the end product reliable; a user 

must not be forced to intersect their arms in front of the HoloLens 2's cameras to interact with the 

hand interface, otherwise the headset loses tracking of the hands. Microsoft's official mixed reality 

documentation recommends that hand UI be placed above or next to the ulnar side of the palm at a 

distance of approximately 13 centimeters. The author's own experimentations with positioning 

these elements excluded other sections of the arm as viable places, such as on the fingertips and 

above forearm. In addition to Microsoft's recommendations, a third location for the interface - 

above the fist - was found to be comfortable. 

  

5.4 Eye gaze tracking 

 

 The HoloLens 2 has the in-built feature of tracking and displaying the focal point of a user's gaze; 

graphically, this appears as a glowing red dot akin to a laser pointer. This tracking beam functions as 

an invisible raycast that can collide with other objects. This collision can be used to trigger an event 

in Unity, such as a selection. Moving one's eyes to the left or right of a selected object can be used to 

move or rotate the object in the desired location. The eye gaze can be aimed much more precisely 

than the hand raycasts due to the fact that the latter originate from the user's palms. Raycasting 

from the hands can also be disabled unintentionally if the user moves their hands out of sight of the 

front-mounted cameras. 

 

How the HoloLens 2 processes its environment is dependent on a myriad of factors. Hand tracking 

gets around some of them, because the user’s hand silhouette is always visually distinct and the 

direction of the raycasts is mathematically determined. Eye tracking, on the other hand, is always 

tied to what the cameras on the headset are seeing. 

 

Eye tracking was explored for the purposes of letting a user position objects at the exact place where 

they are looking at. For example, rather than superimposing a hologram of a robot on top of a real 

robot, a user would be able to simply select the hologram with eye selection, look at the physical 

machine and the hologram would be overlaid automatically. 

 The author tested the feature extensively to interact with the joints and components of a robot as 

well as to scroll text up and down, select UI elements such as buttons and scaling/rotation handles 

and move sliders. Based on this technique of rapid prototyping, an initial decision was made to use 

eye tracking over hand tracking in cases where the user needs to scroll text or select a holographic 
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object. Eye tracking was scrapped altogether following feedback from demo users that they could 

not get used to switching between eye tracking and hand tracking.  

 

5.5 Eye gaze selection 

 

 Initial versions of the demo all relied on the user switching between hand tracking and eye tracking 

to handle interacting with objects up-close and far away. Eye tracking is accurate at long distances 

but prone to user input errors such as an eye flinch of a rapid glance prompted by a holographic 

object or an event in the real world. It is particularly unreliable in the context of observing an object 

with multiple moving components (such as a robot) since the human eye is naturally drawn to 

motion. 

 

The recommended size of holograms for comfortable eye selection is significantly smaller than what 

is required for hand tracking to feel adequate. Selection precision is the one major benefit of using 

eye targeting over hand raycasts. 

 

 Interacting with holograms via eye selection was eventually discarded from the demo altogether in 

favor of consistent hand-tracking interactions. The main flaw of eye selection was that its niche 

benefits over hand tracking but total inapplicability to other parts of the prototype meant that the 

user often had to switch from eye tracking back to hand tracking. This was not only taxing on the 

user but the switch from one mode of interacting to another introduced technical issues and 

occasional loss of hand tracking. 

  

5.6 Speech recognition 

 

 The HoloLens 2 uses the same voice recognition feature found in Microsoft's search assistant 

Cortana. The headset doesn't require speech calibration like most such software; it adapts naturally 

to a user's vocal shifts and pronunciation quirks. Integrating this feature in Unity requires a simple 

messenger script that relays a confirmation of a recognized speech command, which can then be 

used as an event trigger within Unity (such as activate additional user interface or reset a robot 

joint). The author used speech recognition during his prototype work to make certain interactions 

easier if eye tracking and hand tracking / gestures proved too impractical for the task.  Recognition 
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of speech input was split between global and local; global speech recognition can be triggered at any 

time, regardless of what the user is currently looking at. Local speech recognition is only triggered 

when the user has selected a hologram which allows for speech interaction. Below is a list of the 

current implementation of speech recognition: 

1. Resetting a robot model's initial position and orientation (global); 2. Displaying and hiding a 

robot's history of joint movements, as well as its pathing (global); 3. Displaying and hiding safety 

zone coordinates and handles (local); 4. Enabling interaction controls for the whole robot (global). 

Note: individual joints can be manipulated by default. 

  

5.7 Spatial Awareness 

  

 The HoloLens 2's hallmark feature is recognizing physical surfaces and creating a wireframe of the 

terrain around it. This lets the headset intelligently process the boundaries of the user's room space, 

identifying floors, walls, furniture, etc. An analogy can be made to a Unity environment where all the 

surfaces in a room are combined to create one single mesh with a collider. This would let a Unity 

designer put game objects on top of the mesh; similarly, the HoloLens 2's spatial awareness allows a 

user to stick holograms to surfaces. 

 In the context of the prototype for ABB, spatial awareness is used to recognize suitable areas in a 

user's room space for placing a robot hologram. Giving 3D objects in Unity physical properties (a 

rigidbody and a collider) lets them interact with the wireframe created by the Hololens 2 like real 

objects - they can be dropped on surfaces, moved along tables and floors, etc. 

 

In the final demo, the user can reposition their robot hologram along the floor of the room they’re in. 

 

 Spatial awareness has the added benefit of allowing the HoloLens 2 to track the orientation of the 

user relative to a holographic object. If, for example, a robot hologram is outside the user's field of 

view, the user can be navigated where to look for it via an on-screen arrow pointing in the proper 

direction. This feature is especially useful if work conditions demand that an engineer turn away 

from the hologram of a robot they are currently configuring. 
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6. Prototyping 
 

6.1 User alias, creating, saving and loading holographic environments 
 

 The Unity demo was envisioned as a collaborative space where multiple maintenance engineers can 

work independently on their own safety zone verifications while being able to contribute to each 

other's environments. For this reason, a sequence of menus was designed to allow users to select 

their own alias with which to save their work, leave comments and create ready-made holographic 

environments for other users. A lot of functionality had to be compressed into a single space to 

lower the number of menus the user had to bring up and hide. This meant that buttons would have 

to update their function depending on previous user input. 

 

A very early rendition of the setup information the user had to fill in before they could begin the 

superimposition process and the subsequent validation of safety parameters. 

 

 Another goal of this interface was to let engineers quickly access their colleagues' logs and 

comments without having to load an environment. For this reason, the buttons that're used to 

access saved holographic environments were split into three, with the main one loading an 

environment and the other two loading up the collision logs and comments made in that 

environment, respectively (more on logs and comments below). 

 

6.2 "Jogging" a robotic hologram using hand ray-casting 

 

 For the purposes of the demo, one model of a real ABB robot was imported and manually rigged. 

Unity does not provide a native way of creating pivot points (or joints) for objects, so all the 

individual robot parts had to be nested inside "parent" game objects which had the proper pivot 

coordinates. 

 The first attempt at robot manipulation with the HoloLens 2 relied on a mix of two-handed 

raycasting and eye tracking. The user was able to switch between the two modes depending on the 
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precision required for their task, with eye tracking being technically more precise but due to natural 

shifts in eye focus it ended up being the less precise manipulation method. The other approach 

involved the user "grasping" a robot's component by performing a pinch gesture with both hands 

and aligning both raycasts to fall on top of the component. The reasoning behind this interaction 

was that single-hand manipulation could easily overshoot a user's desired result and minor 

adjustments to the robot's joint orientation were almost impossible. With two-handed 

manipulation, the user could change the distance between the points where the two raycasts "grab" 

the component in order to fine tune its position; a shorter distance meant that moving both arms 

produced a very small rotation and vice versa. 

   

Early versions of robot jogging were incredibly clunky from a user-interaction standpoint and 

required that both hands be aligned and “holding” the same robot component. 

 

 In theory, the two-handed model was the perfect solution to allow the precise jogging of a robot, 

but repeating the interaction over several minutes in order to simulate the work of a maintenance 

engineer revealed a key flaw. Aligning the two hand raycasts on top of a robot's component each 

time it had to be moved was time-consuming and inefficient; the added precision of the method 

couldn't compensate for the vast increase in required time to complete a simulated robot motion. 

Further, any minor offsets in the origin of the raycasts from the user's palms due to lag made the 

task of selecting an object with both hands frustrating and often unsuccessful. It became clear that 

the robot components themselves should not be used as grabbing points due to their geometric 

complexity; rather, an area around each component should be manually created such that it's 

substantially easier to select with a hand raycast than the component it's attached to, yet not 

intersect the areas of the other components. 

 Further iterations on the jogging part of the demo made prolific use of bounding boxes or invisible 

polygonal areas with handles that enabled manipulation. Hovering over a component would reveal 

these handles only for the "selected" robot component; the user would then grab a handle with one 

hand to initiate rotation around the component's pivot point. In order for these interactions to feel 

good, it was critical to compromise between the size of the bounding boxes to prevent double 

selection of components and the ease with which the user would be able to select a component 

without looking for an invisible box. Many iterations were made on the shape, positioning and 

parameters of these boxes; eventually, the best option was concluded to be a small box with 

invisible extra padding for the handles. This made it easy for the user to aim for the handles of a 

component by naturally aiming at the joints of the robot. 
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Showcase of the final iteration of manual robot jogging: the user grabs small blue handles which 

appear next to the corresponding robot component. The part’s surface turns opaque yellow to signal 

that it’s being currently interacted with. 

  

 Color-coding was added in the final version of the demo for selecting and manipulating parts. 

Components would change to a blue color when hovered over by a hand raycast, yellow while they 

were being rotated and green when the manipulation was concluded. The goal of this feature was to 

give the user clear visual feedback on which parts of the robot they had successfully adjusted and 

which ones hadn't been worked on yet; a finished simulated motion would have the entire robot 

painted in green. 

  

6.3 Interacting with menus and their location in 3D space 
 

 The first prototype relied on a command panel which housed several buttons and sliders with 

functions relevant to the accurate jogging of a robot. This command panel was composed of a tilted 

stand and a rectangular "plate" on which all controls rested. The entire panel could be moved and 

rotated by the user freely; additionally, the plate could be detached from the stand and made to 

always face the user and remain perpendicular to the floor. The idea was to have all UI elements 

grouped together in one space so that the user would always know where to look for them. By 

making the panel a two-part solution, the user would be able to choose where the location of those 

UI elements should be and how they should be oriented. One immediate problem that was revealed 

during the first technical demo at ABB was the amount of unnecessary back-and-forth movements 

required by the user in order to perform a variety of tasks in the demo. Because all controls were 

located in the same physical place, it required the user to switch focus from their task and go back to 

the control panel if they wanted access to a particular function. 
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A screenshot of the command panel that was used in an early iteration of the prototype to house all 

important functions related to safety validation. 

 

 This feedback prompted the implementation of contextual menus, or "plates" with UI elements that 

only appeared when they were relevant for the user. These could be summoned through hand-

attached buttons (more on that below), speech input and tap gestures on specific holographic 

objects in the environment. 

  

6.4 Palm-activated menus and hand-attached gizmos 

  

 The implementation of menus which were triggered by the user upon flipping up a palm required 

jumping through several hoops with regards to Unity. Because the mixed reality framework could 

not remotely generate joint tracking, it meant that testing these menus had to be done by deploying 

the entire app onto the HoloLens 2. Any minor changes to the location or interaction with a palm-

activated menu required another full deploy. The most crucial upside of these UI elements was that 

they enabled the user to have immediate access to a set of functions that they could enable or hide 

at any time. Interacting with these menus was done at eye-level, by raising both hands and then 

holding one still while the other operated with the buttons and gizmos. This meant that the rest of 

the work environment would easily fit within the user's field of view, allowing a user to manipulate 

something in that environment from a hand-attached menu and observing the result in real-time. 
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On the left: an early stage of the prototype were data parameters were nested in separate floating 

menus. On the right: an example of a hand-attached menu which houses several functions and can 

be summoned and hidden at will with a palm gesture. 

 

 Getting these menus to work on a technical level alleviated a lot of UI concerns regarding the 

physical placement of essential controls. Enabling tooltips, for example, could now be done with a 

palm gesture rather than by looking for prompts in the environment to interact with tooltip triggers. 

A neat feature that was added in later iterations of the technical demo was a mini copy of the robot 

hologram the user was working with which would hover next to the user's left hand when activated. 

This copy could be spun around with a pinch gesture in order to manipulate the rotation of the main 

robot hologram without having to add extra controls to a 3D object that was already covered in 

points of interaction. 

 Microsoft's official documentation suggests that all palm-activated menus be positioned near the 

user's ulnar, on the bottom side of the hand. Extensive personal testing revealed that, while this 

placement was satisfactory, controls and gizmos could also be placed above the palm and in front of 

the fingertips if the interaction required that the space next to a user's arm be visible and 

unobstructed by UI elements. 

  

6.5 Near-menus, follow distance & orientation of UI elements that track the user 

 

 While early iterations of the Hololens 2 prototype relied on static controls located in user-controlled 

spaces in their work environment, the need for UI that was readily available without extra input 

mandated that certain menus should follow the user around and remain in their field of view until 

dismissed. This led to the implementation of pinnable menus which would hover next to the user 

and face the direction of their gaze unless they were "pinned" via a button which would make them 

stationary in the environment. This one feature solved two concerns - first, it enabled the user to 

customize their layout by letting them pick and choose which menus were relevant to them and 

where they should be located and second, it allowed for important UI elements to not be lost in the 

3D space and remain visible at all times. 
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A demonstration of different focus points and follow behavior applied to three different panels in the 

demo. Summoned menus follow the user at a fixed distance unless “pinned” to their current location, 

at which point they will both stop following the user’s movements and their head orientation. 

 

 Lots of testing was done to find the most appropriate parameters for these menus. Initially, they 

were positioned perpendicularly against the floor and at a far-enough distance that a user would still 

be capable of interacting with the rest of the environment while looking at a menu that was 

following them. It was subsequently concluded that the user's attention should not be divided 

between a UI element that was clearly demanding an action by following them and other holograms 

and menus. Further, a flat angle orientation (90 degrees) introduced major issues with visibility of 

the top parts of menus, requiring the user to tilt their head up and then lose sight of the bottom part 

of the menu. The solution was to tilt all following menus at slight varying degrees, between 10 and 

20 depending on the vertical size of the panel. 

  

6.6 Horizontal vs vertical spacing of UI elements 

 

 Having to angle menus such that they fit a HoloLens user's narrow field of view was not the only 

case where considerations of lacking vertical perspective had to be taken. A general rule was made 

that an interaction would be considered "failed" if it required the user to shift their point of view 

such that they lost track of the object or parts of the object they were interacting with. This 

extended to all menus, even those that were following the user at a slight distance. Experimenting 

with the user's field of view to remedy this revealed that the optimal split was a 110-degree 

horizontal FOV and a 60-degree vertical. 
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Iterations on one menu element in the demo. Comparisons were made for what size and format best 

fits within the user’s field-of-view. The competing concepts were loaded simultaneously next to each 

other in Unity in order to see which was the easiest to work with while wearing the HoloLens 2. 

 

 This led to the adoption of a general ratio of length-to-height ratio of 2:1 for most UI elements, 

including small buttons. It became clear through user testing that vertical space was precious and 

limited and horizontal space should be made ample use of instead to avoid requiring the user to lift 

their head up or down when interacting. Some elements in the demo might appear "stretched" or at 

least wider than equivalent elements on a flat screen platform; the reason for this is the HoloLens 

2's unique restrictions on a user's vertical FOV. 

 

6.7 Visual cues to verify safety zones 

 

 Arguably the most important function of the demo was to give accurate visual feedback to the user 

during safety zone calibration, including immediately notifying them of collisions with a safety zone 

and the point at which they occurred. The implementation borrows the principle of "hitboxes" from 

video games; robot components were given colorful cylindrical collision boxes which could "hit" the 

bounds of a safety zone during a robot's movement. The intersection of a safety zone wall with a 

cylinder would be considered a "hit" and would trigger a change in color of both the wall and the 

impacted cylinder.  

 This technique proved especially impressive during a simulation of a "real" robot manipulation 

procedure. The robot would be jogged around within the confines of its invisible safety zone and if a 

motion would overstep the robot's boundaries, the part of the safety zone that was impacted would 
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become visible and red. This was a perfect scenario from a maintenance engineer's point-of-view 

since the main goal of the thesis project was to visualize this invisible data for a user in real-time. 

 

An example of a collision with a safety zone during a simulated motion through a predetermined 

path. 

 

 Additional notifications were added to the demo following questions about the user's focus of 

attention. If the engineer is working in some other area in the room where they've aligned a 

hologram with a real robot, an invisible glove-shaped object around their hand would blink in red 

color to alert them that a collision had occurred. Further, any collisions or successful motions would 

be logged for the user to review after the jogging of the robot was completed. 

  

6.8 Collision logs and comments 

  

 One of the most useful features of the prototype came about as a suggestion during the first 

technical demo presented to employees at ABB. Upon completing a safety zone verification, the user 

would receive a movable "plate" containing all logs for the robot's motions, including collisions. 

These logs would mention all the parameters of the impacted safety walls, robot joints and 

cylindrical collision capsules. These parameters would be stored in arrays and would then be used, 

via a script, to recreate the circumstances during which a safety zone layout passed or failed by 

replacing all the joint values of the robot with the data from those arrays. This would essentially 

create "flashback" moments of the verification process which could be replayed and reviewed by 

maintenance engineers. 

 Additional functionality, which was again suggested during the first demo at ABB, was added in the 

form of comment boxes for users to fill out and attach to the relevant components of a robot or 
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locations in the environment. These would serve as holographic "sticky notes" and are split into two 

types, depending on their point of attachment. Object-specific notes stick to a selected object and 

are revealed by tapping on the object; the object produces a glowing notification visual to alert the 

user that it contains a comment from another user. Global sticky notes can be pinned to any location 

in 3D space; these are accessed via speech commands and through a hand-attached button. 

 

Comments can also be generated on specific points of a safety zone’s wall, The comment box can be 

positioned using raycasting at whatever distance from the safety zone the user desires. 

 

 The goal of these sticky notes was to create a separate, contextual-dependent environment for 

engineer feedback. Accessing these notes and seeing them in 3D space doesn't require that a 

hologram be overlaid over a real robot or any real setup; in fact, comments can be accessed without 

even accessing a saved environment. This make it very easy for engineers to coordinate between 

each other and very quickly get an idea of what work needs to be done before even booting up a 

holographic environment. 

  

6.9 Functionality of the end product 

 

 The final prototype is a Unity app for the HoloLens 2 and works as follows: a maintenance engineer 

wearing the HoloLens 2 types the model of a robot they wish to project into a search field and places 

a hologram of that robot somewhere within their line of sight using a hand raycast to determine the 

exact position. Using spatial awareness, the program would be able to determine whether the 

location for the hologram is valid. The intent is for the hologram to be placed in a way that matches 

up perfectly to a real robot in terms of scale and orientation; the hologram would thus be overlaid 

on top of the physical robot. 

 A virtual controller in RobotStudio would be controlling the real robot offline. All relevant data from 

that virtual controller - safety zone coordinates, robot speed, joint orientation and pathing - would 

be passed to the Hololens 2 Unity app using a RestAPI developed by ABB called Robot Web Services. 
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By inheriting these parameters from RobotStudio, the Unity app which determines the visualization 

of the holograms inside the Hololens 2 would be superimposed perfectly on top of the real robot. 

This approach circumvents the need for image tracking and allows the real robot and its holographic 

representation to move and have their parameters changed in unison. A maintenance engineer 

would therefore be able to perform accurate calibration on the generated HoloLens 2 hologram and 

this calibration will be translated to changes in RobotStudio to the real robot. A huge added benefit 

is that all the setup for syncing the hologram with its physical counterpart happens at the start of the 

user's interaction with the app. After the hologram has been overlaid perfectly on top of the physical 

robot, the user need not engage with any sort of image tracking and is free to look in any direction 

during their work. 

 The final prototype uses a mix of hand raycasting, speech recognition, spatial awareness, trace 

rendering and hand-attached menus to provide maintenance engineers with a practical user 

interface that conforms to best practices with the device. The end goal is for engineers to be able to 

do all their calibration on RobotStudio from within the Hololens 2. 

 

Another goal with the final prototype was to make sure that newcomers to the HoloLens 2 would 

have an easy time getting the hang of the interactions and using the headset for their professional 

purposes. An important topic discussed with HR at the company was that employees would undergo 

training sessions with the device; it was important to develop a comprehensive tutorial for those 

sessions. 
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7. Validation - Menus 
  

 All features in the final prototype were designed, implemented, tested, reworked and redeployed 

based on extensive personal testing and feedback from colleagues who were given the chance to 

test several iterations of the prototype during its development. Below is a walkthrough of some of 

the major changes that happened during the creation of the final, stand-alone application for the 

company, as well as limiting factors that had to be taken into account when designing for usability. 

 

7.1 Field of view real estate - opportunities and limitations 

 

 Due to its design, the HoloLens limits the user's natural vertical field-of-view. The "glass" just ahead 

of the user's eyes acts as a screen on which holograms are projected; as a result, the only parts of a 

holographic environment which are visible at all times are those caught within the boundaries of the 

glass surface. Any piece of environment outside the scope of the glass component is not visible to 

the user and since this component has a diagonal field-of-view of just 52 degrees, all holographic 

objects generated in the Unity project had to respect these tight constraints on user visibility. 

 One notable benefit of these dimensions is that the HoloLens 2 doesn't restrict peripheral vision in 

any way, which is not true of conventional VR headsets. This allowed for UI elements to be spread 

widely around the horizontal axis with the knowledge that they would be visible in their entirety. 

The proposed layout in the final demo also lends itself very well to the practical nature of 

troubleshooting tracking on the HoloLens 2; if tracking is lost, it's almost always due to limited 

vertical field-of-view causing the user to tilt their head up to look at a hologram properly and leaving 

their hands outside the camera's vision range which breaks tracking. Therefore, using horizontal 

over vertical space naturally reduces incidents of the program becoming unresponsive. 

 

 

The menu above is an example of a failed design that did not take into consideration the vertical 

field-of-view limitations of the HoloLens 2. Many hours were wasted on resizing this menu such that 

it fit fully in the user’s view without obscuring other holograms and in the end, no solution was found. 
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 In general, the low field of view presented more cons than pros and greatly limited the number of 

viable UI layouts that could satisfy engineers working with taller safety zones. A common trade-off 

during the development of the demo was to sacrifice large amounts of horizontal space for tiny 

amounts of vertical space. Most interactable elements created for the project are wider than their 

height and adjusting their position is almost always done along the X and Z axis rather than along Y. 

  

7.2 Raycast limitations and adaptations to collision size 

 

 Most interactable objects in the finished prototype share a similar structure when viewed as 

components in the Unity inspector window. They have a mesh filter and a material which are, 

respectively, the surface of the object and its color. They also have a collider which is almost always 

different than the object's normal shape and created by hand through a process of editing and then 

immediately testing the new shape by remotely connecting the Unity project to the HoloLens 2. This 

collider is what the hand-generated raycasts detect and respond to and they are used as the real 

"handles" of all the UI. The actual visuals of the UI don't match these colliders because aiming hand 

raycasts is not absolutely precise and requires a certain amount of padding around the edges of an 

object. This padding has to take other nearby elements into consideration or else an object's padded 

collider might occlude colliders behind it and prevent a hand raycast from reaching them. 

   

Through a process of trial and error, the correct value for box padding was reached. On the right is a 

case scenario where this padding value is relevant: from the user’s current point-of-view, the blue 

handles for the joints are too close to the options for the bottom joint. If the padding for the handles 

is too big, it would prevent the user from being able to select the buttons for the joint entirely. 

 

 The topic of different UI elements layering on top of one another as a consequence of moving 

around the environment to always be in the user's field of view was a constant concern throughout 

the development of the demo. The most common reason for a UI element to be reworked was it 

collided with a neighbouring element and prevented proper hand ray selection. All the interface was 

developed with the idea that it would spread away from the central robot hologram and to the side 

in order for all colliders in the environment to have some distance maintained between them. 
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7.3 Summoning, interacting with menus and attaching them to points in the environment 

 

 Menus were initially styled after official documentation from Microsoft detailing their appropriate 

size, shape and interaction points. This translated to tall rectangular plates laid with buttons which 

oriented perpendicular to the ground when stationary and at a 20-degree angle relative to the user's 

gaze when following them. To make it easier for users to customize the layout of their holographic 

work environment to suit their purposes, handles were added to the sides of each menu which 

allowed menus to be dragged around and rotated while remaining readable at all time. "Pin" 

buttons were added to the sides of the menus to allow users to freeze menus at a desired location in 

their 3D space and disable their following behavior. 

 During personal testing and subsequent demo sessions, the size and orientation of these menus 

proved inadequate. Buttons which were configured to match Microsoft's recommendations were 

too small and the angle of orientation relative to eye gaze was too steep for comfortable reading. 

The figures of 10 degrees of vertical rotation and 3.5 cm of button width were reached by virtue of 

trial and error.  One recurring issue with these uniform-sized UI elements was that the demo could 

not be tailored to a user's height off and the length of their arms; instead, all objects in the demo 

were designed around the author's proportions. This led to issues like certain users being uniquely 

unable to see a button or a handle from a specific angle due to their height or insufficient arm reach. 

A finalized version of the prototype should include an algorithm which takes in the user's submitted 

height and arm length and adjusts the size of all holographic objects respectively. 

 

It became clear during personal testing that menu panels had to tilt naturally to face the user. Here’s 

an example of a panel that was designed to float perpendicular to the floor and not tilt down. The 

user in the screenshot is trying to select the “Adjustments” log for the particular saved environment, 

but the 2D image mask for the “Collision Logs” button is in the way due to the orientation of the 

panel. As a result, the user erroneously selects the above option. 

 



   
 

50 
 

 One of the earliest ideas that spawned from the fixation on flat-sided panel menus was a button 

console which could be dragged around, rotated and placed wherever the user wished. This object 

contained most of the essential controls related to the verification and commissioning of a new 

robot. The logic behind this design choice was that buttons which all related to the execution of one 

particular task should be grouped together so that, if the user wanted to perform that task, they 

would know immediately where in the environment to look for it. This console concept was almost 

immediately rejected during the first demo session as adding unnecessary burden on the user to 

remember the location of interactable holograms in their environment. Indeed, the console would 

frequently end up lost in some corner of the environment the user didn't intend to leave it at due to 

the sheer number of other objects they had to keep track of. 

 The next iteration of panel menus involved flicking unwanted buttons and functions away with the 

swipe of a hand and summoning new menus via the same gesture but performed in the other 

direction. In order to clear up space for the proper registering of these gestures, the panels 

themselves only visualized the user's intended interaction and the buttons were laid flat in front of 

the panel like keyboard keys. The inspiration for this concept came from type machines, more 

particularly the way keys are laid out like a stairway on those devices. Buttons could not be placed 

flatly next to each other on the same height relative to the floor, otherwise the user would have to 

reach over them to select the buttons farther away from them. The stairway-type layout allowed 

users to have a taller, more narrow selection of buttons that were all in arms' reach.  

 A critical issue with this idea was its reliance on near interactions; rather than using hand-cast rays 

to select these buttons, users had to physically reach out with their arm and press down on the 

holograms in front of them. This created tracking errors: a user's vertical field of view is lowest for 

objects very close to their eyes, and so having them reach out to objects in near proximity meant 

they would often not have their hands at the appropriate height for the HoloLens to register and 

thus tracking would be lost. 

 

Flat buttons lose the tactile sensation that “real” 3D buttons provide; however, because they have no 

volume, they can co-exist much more easily in an environment with several other such buttons 

nearby. So long as the designer is mindful of the default distance that needs to be kept between all 

buttons so they don’t clip through each other, the user should have no problems pressing them from 

any angle. 
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 A secondary flaw of this interaction model was that the act of physically pressing down on objects 

which have no real weight or material associated with them was too confusing of a concept for some 

users to get accustomed to. They would often apply insufficient "force" on their finger taps to trigger 

a response in the prototyped environment, which would lead to them assuming the interaction was 

not working as intended. Additionally, any sort of nearby interaction with a holographic object 

involves the user understanding where that hologram is in 3D space relative to them. Since, for 

visibility purposes, certain menus and buttons in the demo had transparent surfaces, they 

sometimes gave the illusion of being closer than they actually were. Adding opaque colors to those 

surfaces fixed the problem of users being too far away from these objects to interact with them, but 

it reintroduced issues with UI elements obscuring important information in the environment. 

 

7.4 Constellation-type menus 

 

The purpose of having pinnable, adjustable flat menus that could follow the user around was to 

enable demo participants to customize the layout of their UI in the way that best suited them. Since 

a uniform solution that took into account all variables from the angle at which the user is looking at 

a hologram to their height couldn't realistically be developed, the author settled on providing users 

with the tools to make their environments fit their specific needs. 

 

The positioning of elements on a constellation-type menu can be customized by dragging the 

element with a pinch gesture. A fail-safe was added to this interaction that asks the user to confirm 

that they wish to move the element or revert back to its original location; this was meant to address 

cases of accidental grabbing of UI elements. 

 

7.5 Multi-layered hand-menu panels 

 

The interactions which must always be available to the user underwent the highest number of 

iterations. These functions were originally clustered together on several pinnable menus which could 

be summoned and moved about the environment. This contributed to a lot of clutter in holographic 

scenes, especially as the user progressed through the demo and had to interact with and leave by 
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the side several different panels. Efforts to consolidate these menus into a smaller amount of more 

comprehensive menus yielded little practical improvement to the situation, since these menus still 

suffered from the same flaw. Additionally, more functions meant smaller button size and more room 

for accidental input or failing to select a button due to it being obscured by another interactable 

object. 

  Hand-attached menus were an idea from the project’s inception, but several technical issues 

rendered them either completely invisible to the user or impossible to be play-tested unless the 

entire project was deployed as a stand-alone application on the HoloLens 2. This delayed their 

implementation significantly and led the author to search for alternatives, even though all concepts 

with a similar purpose had been rejected. Hand menus were eventually successfully implemented 

and tested. Having essential UI panels appear and disappear at the user’s request and having them 

appear precisely near the user solved all the issues that previous menu concepts suffered from. 

  This mode of interaction still had to be refined and it introduced new problems to the demo, one of 

which was the difficulty of interacting with objects with one hand and commanding their position 

with the other. It was necessary to find an anchor for the menus which the user could comfortably 

keep still in front of their eyes. The wrist, the thumb, all fingers, both sides of the palm and the 

under-wrist area were all explored as potential anchors for these menus. After repeated testing, the 

only viable location was proven to be the inner side of the palm; all other alternatives suffered from 

instability of the menus and cases of occlusion from the interacting hand hiding the other hand from 

the camera’s sight which triggers the menus to cease rendering. The only other potentially viable 

anchor spot was the thumb, if only for its unique ability to bring up an attached menu very close to a 

user’s eye level via a rotating motion. However, in the cases where the thumb was just lying flat 

sideways during a palm-triggered menu appearance, the menus attached to it were left so far away 

from the user’s center of view that they were well within peripheral vision. 

 

The main hand menu was designed with the goal of being usable both when it’s attached to the 

dominant hand and when it’s detached and left at a location in 3D space. To achieve this, both 

horizontal and vertical field of view had to be respected – this led to a lot of concessions regarding 

the appearance of UI elements. 
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 Another issue with hand-attached menus was that, unlike all other interactable elements in the 

prototype, they required near-interaction to work since hand-cast rays could not reliably be used to 

select objects that near. Menus had to be designed around the fact that the user’s hand would be 

hiding a big portion of them from view; buttons which were initially clustered in rectangular shapes 

had to be split up to prevent this and eventually, a round-dial shape was discovered which left 

enough space for buttons to be comfortably pressed individually. 

 It was also necessary to trim down the amount of time a user spends with one hand lifted up while 

interacting. A unique improvement to the hand menus was created as a solution to the common 

user complain that having to hold up your hand was both impractical and tiring during testing. Users 

could freeze the position of their hand menus anywhere they wished in their holographic 

environment by tilting their palm down.  

 The detection condition for triggering these hand menus was updated to a strict requirement for a 

flat-sided palm facing up. Since merely moving one’s hands out of the HoloLens 2’s camera field-of-

view caused the hand menu to disappear entirely, this gesture was seen as a technical compromise 

to make sure the menu would not be “deleted” from a user’s view by accident. Lifting a palm up in 

sight of the HoloLens 2 caused the static menu to move towards the user’s hand again and attach 

itself to the side of their wrist again. 

 This new function allowed for more liberal design of the supporting submenus. The hand-menu was 

no longer being developed around the intention of the user holding it up next to their wrist at all 

time; instead, it was expected that users would find a suitable location to leave their central menu 

up and running somewhere in their environment. The size of text, buttons and graphics contained in 

the hand submenus grew to accommodate a better reading and interaction experience, at the cost 

of practicality when holding the menu up with one hand. 

 Given the user feedback that prolonged interaction with a hand attached menu was frustrating and 

the necessity to interact with this menu for long periods due to the number of essential functions 

stored there, the choice between maintaining the current quality of hand-attached interactions or 

improving non-hand-attached ones was clear. 

 

7.6 Setup menus 
 

 The final demo features a constellation-type setup menu that guides the user through the selection 

of their profile, robot platform and data all the way to the positioning of their desired hologram. A 

lot of transitions had to be handled at this stage of the demo and the first iterations of it relied on 

separate menus flying in and out of view of the rendering camera. 

 One key consideration which had to be taken with this stage of the demo is that this was, for many 

users, their first introduction to holographic technology. While later interactions with the robot 

hologram and safety zones could be made more involved, the setup had to be easy to understands 

and go through even for a user who is unfamiliar with how to interact with holographic objects. For 

this reason, the setup features a number of colored indicators not present in later parts of the demo 

that indicate interaction points. The setup also allows users to pick a dominant hand, which visibly 

adjusts the location of certain interactable elements in the demo as soon as the option is selected. 

There is an abundance of text in the setup section in contrast with the remainder of the demo where 

text is used sparingly in order to reduce visual clutter. 
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 In general, the design goal with the setup menu was to make the interactions feel familiar and easy 

to do, even for people whose closest personal analog would be clicking on menus on a flat screen. 

The setup process also involves a substantial amount of classic UI elements such as two-dimensional 

buttons and scrollbars, which serves the same purpose of giving users familiar visuals to work with. 

 

A comparison of the size of the main menu relative to the “Control” submenu. Since the submenu 

pops up as an extension, it’s much smaller and fits within the frame of the main menu. This was all 

done to make sure that the main menu could reasonably be interacted with while staying attached to 

the dominant hand, even though the recommended method is to detach the menu and leave it 

somewhere in the environment where the user finds appropriate. 

 

  The ability to pull this menu up to the hand at any point with a simple palm-up gesture was a 

massive improvement over the initial flat menu panels, which had to be manually detached from the 

environment first. Additionally, this menu cut down on the amounts of interactable objects that had 

been given a follow behavior as a compromise to make sure they were always within a user’s field-

of- view when necessary. 

 In practice, flat panels took up a large amount of the available horizontal field of view real estate. 

They also could not be stacked vertically and remain practical to interact with. One of the first menu 

layout concepts that was tested in Unity involved covering the nearing environment's walls with an 

invisible magnetic surface that made menus "stick" to it when pushed close to it and released. This 

idea was inspired by fridge magnets and was meant to make environment organization easier for the 

user by not overwhelming them with menus hanging all around them. By magnetizing the walls 

around a user, the space at the center of the room (where the robot would most likely be located) 

would be free of interactable UI elements. 

 The layout of these menus eventually evolved from rectangular to more web-shaped, prioritizing 

horizontal over vertical spread and indicating via connecting lines how one step in the menu setup 

transitioned over to the next. 
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8. Validation – Robot Interactions 
 

8.1 Manipulating robot components 
 

 The method of jogging the robot hologram around was revised numerous times, beginning as a two- 

handed interaction whereby the user would grab a component of the robot with both hands and use 

one hand as an anchor point. The rationale for this approach was that using two hands increased the 

precision of each movement, which would eliminate the need for further tools to make more minor 

adjustments to the components. In practice, the two-handed grab method. Additionally, the 

Hololens 2 produces tracking errors when one arm occludes the other; two handed interaction often 

creates situations where the user puts one hand in front of or over the other which leads to hand 

raycasts disappearing until tracking is restored. 

 Further iterations employed the use of bounding boxes, or makeshift rectangular colliders with 

handles on their sides to indicate points of interaction. By pinching the handles, the user is able to 

rotate a holographic component around its pivot point. The colliders were initially made to wrap 

around the entirety of their respective component, meaning that if the user selected any point on 

the surface of the component or in its immediate vicinity, they would be able to interact with the 

bounding box handles.  

 This made selecting components fast, but the precision of selection varied from decent to 

unworkable depending on the angle from which the user was pointing at the robot hologram. 

Collision boxes would overlap due to their size and especially near the robot's joints, creating 

situations where the user's desired selection was physically impossible to register due to another 

collider being in the way of their hand raycast. 

 

Raycasting to handles specific for the purpose, rather than to the components of the robot 

themselves proved to be a massive improvement to the feel of manually jogging a robot. 

 

 Shrinking the components' bounding boxes and adding additional invisible surface area to the 

handles for easier selection remedied the problem to an extent. Overlapping issues at the joints, 

however, continued to plague the prototype and during demo sessions, users would still try to select 

components by aiming at their joints rather than the intended points-of-interaction which were 
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located around the middle of the components. This behavior was consistent between users 

regardless of whether they had experience working with SafeMove or RobotStudio VR, so a new 

model of interaction which took this common pattern into consideration had to be implemented. 

 The final idea for how robot jogging would be conducted in a holographic environment utilized 

colored, interactive shapes that indicated the position and orientation of robot joints. Rather than 

selecting the components themselves, users would aim for and tap the joint shapes, which would 

activate a bounding box for that particular component.  

 The users now had the freedom to enable and disable these colliders at will by performing the same 

action they had been naturally inclined to do before - select the joints of the robot. This new way of 

interaction was received positively by testers; as a byproduct, it made demo presentations go a lot 

smoother since robot jogging was one of the very first interactions users were tasked with and its 

unresponsiveness and selection flaws made them disinterested in continuing the testing. 

  

8.2 Selecting joint properties 

 

 Early iterations of this interaction involved the user tapping their finger at a selected robot 

component in order to access its properties. This method made the framerate dip as the program 

had to constantly check if the complicated surface of the robot was being selected by a hand ray. 

From a usability standpoint, this approach suffered the same flaws as the two-handed method for 

rotating joints - aiming for the joints of a robot produced terrible selection inconsistencies due to the 

clipping colliders of the intersecting components.  

 Additionally, asking a user who is unfamiliar with the individual components of a particular robot 

model to select those components in a holographic setting proved to be a confusing request at 

times. There was no clear visual indication of what part of the robot the user should aim at in order 

to select a component. 

 This was all remedied in a further concept that was motivated primarily by the author's previous 

work on an AR solution for remotely connecting Siemens engineers and technicians working on gas 

turbines. In that project, individual small components of the gas turbine received small pop-up 

visuals which were generated when a user selected their immediate area on a touchpad.  

 Similarly, in the final demo the joints of the robot all have visual indicators for the exact position of 

the joint. These indicators serve as holographic buttons which, when tapped, open the interactive 

elements associated with that joint – its bounding box used to rotate it, a slider which can more 

accurately adjust its rotation and its parameters. The individual components of the robot are no 

longer selectable in their entirety - instead, they are represented by the smaller joint indicators and 

it's only those indicators that can be selected. 



   
 

57 
 

  

Joint indicators underwent a lot of iterations, mostly because users found it hard to select objects 

nested inside other objects that could also be interacted with. It was important to establish a 

hierarchy of colliders so users wouldn’t lock themselves out of an interaction by looking at the robot 

hologram from an angle that made two colliders clip into each other. 

 

8.3 Sliders 
 

 Sliders are used in the final version of the demo to accurately adjust specific values whose updating 

requires a constant real-time visualization. Rotating joints via sliders, for example, makes sense since 

the rotation of a joint should be visible the whole time it's rotating and not just when the user is 

finished with the manipulation. Sliders were also used in the very early stages of developing the 

demo to maneuver the robot hologram along its X, Y and Z axes. These sliders were attached to the 

hologram and moved along with it in order to always be nearby when the user requested them. The 

intended outcome was for the sliders to move together with the robot as their values were being 

adjusted; this concept was quickly discarded as having the entire slider move together with the 

slider handle the user is interacting with felt unnatural and made users lose any sense of precision 

when adjusting the handle. 

 One neat idea involving sliders came about during experiments with manipulating the slider handle 

itself to get access to functions which would require separate buttons - undo and confirm. By 

mimicking the interface of most standard applications where the Undo feature is indicated by a left-

pointing arrow and the Forward feature - by a right-pointing one - a slider handle could be twisted 

like valve to the left or right of its current position, respectively, in order to undo a rotation or 

confirm it. After user testing, it was evident that some visual indication had to be made of this 

feature existing, otherwise its presence was confusing and often triggered by accident. 
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Sliders have an “Undo” and “Set” function that is triggered when the user grabs and rotates the 

slider handle to either the left or right, respectively. This interaction was developed in order to cut 

down on the number of buttons that could potentially block the user’s hand raycasts during 

interaction. 

 

Sliders also adjust the joint speed restrictions of safety zones, as well as the current speed of all 

robot joints. In RobotStudio, these parameters are set through input boxes and, while this function 

appears in the HoloLens 2 (users can select the inputted number above a slider to manually edit the 

figure), it was thought that sliders give engineers a more immediate feedback when they're 

oscillating between several different numbers and need to test lots of variations in realtime. 

 

8.4 Modifying imported safety zones 

 

 The feedback from sessions with supervisors and colleagues at ABB was that changing parameters 

taken from RobotStudio using the HoloLens 2 is not a priority and would require specific permissions 

from engineers. However, exploring the possibility of the headset being used to not only verify 

safety zones, but also set them up yielded some very positive results. The HoloLens 2 has the 

capacity to replace RobotStudio's existing interface for setting up safety zones with a more intuitive 

system that has immediate visual feedback since modifications to a zone can be seen in real world 

space around the robot as they are being made. 

 The demo features the ability for a user to rebuild any imported safety zone by pushing and pulling 

on its vertices - the sections of a shape where two or more sides come into contact -  along the X and 

Z axes and setting a height off the floor for the safety zone and a peak point. SafeMove and, by 

extension, RobotStudio are limited in that safety zones can only have one set height along all 

parameters, so both the bottom and top part of any safety zone is a flat shape that rests 

perpendicular to the ground. This limitation was faithfully reproduced in the demo as it made no 

sense for the prototype to be capable of something the software it derives data from isn't; even if a 

more detailed safety zone were to be made with the HoloLens, a robot with the SafeZone module 

wouldn't be able to accept it. 
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Safety zones can be modified with reference to their original coordinates. They can also be changed 

vertice by vertice, which is how modifications are done with the current SafeMove interface. 

 

 The real significance of this feature is that modifications to a safety zone can be observed 

immediately with dotted lines being drawn from the original point of a safety zone to the position 

the user is currently pushing or pulling it towards. In the context of the Unity project, this modified 

zone is a collection of walls and connecting lines between their corners and are their own separate 

objects that can be rendered alongside the original zone for comparison. The walls are nested under 

the original 

robot hologram so the updated zone can move and rotate in sync with the hologram. Additionally, 

when an updated wall is created it is given a collider and an identical material to the original zone, 

meaning a user can leave comments and review the parameters of the updated zone the same way 

these interactions occur with the imported safety zones. 

 

8.5 Selecting specific points along a safety zone and attaching comments 

 

 User comments in the final demo can be left in either the data submenu of any robot joint or at 

specific locations in 3D space which are anchored to a point on a safety zone that the user has 

picked by tapping a finger. A special transparent shader was created for the purposes of giving users 

an accurate idea of what place they are pointing at along a safety zone; hand raycasts leave a laser 

pointer-type effect on any wall of a zone. When the user performs a tap gesture, a bubble is formed 

at the location of the laser pointer. This bubble can be pulled to any location in 3D space the user 

desires and a comment can be typed using a holographic keyboard. This comment box will always 

orient itself to the user's eye gaze and can also be tapped to show the specific coordinates of the 

point at which the comment was left. 
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A showcase of the laser pointer effect that gives the user a clear indicator of which point of the safety 

zone they are aiming at. 

 

 This feature, beyond simply helping engineers communicate needed changes to safety zones among 

themselves, can also be used to guide modifications to a zone. Because these comment markers are 

always visible unless specifically disabled, they can also be seen while a user is editing the 

coordinates of a zone. This helps engineers get a spatial awareness of where the problem point or 

sector is and work with accurate knowledge of where that point is relative to the updated zone. 

   

8.6 Detecting and logging speed and boundary violations 

 

The most important function of the prototype is to provide visual feedback in the event where a 

zone is improperly configured. A system of blinking notifications was developed that is triggered by 

checks whenever a robot joint or collision capsule enters a zone. Zones can have individual pass 

permissions set - a robot can be allowed to go through a zone or it might not and if the latter is true, 

the robot would need to stop all motion within a certain distance. Speed limits are a softer form of 

zone restriction - they necessitate that joints entering a zone do so at either a minimum or maximum 

speed determined by the user. These parameters are initially imported from RobotStudio but can be 

modified using a hand-held verification panel. 

 The notification system is triggered by each joint and capsule individually and logs the position of 

said joint or capsule at the time of the error. This information is displayed above the robot and is 

anchored to a point that moves together with the joint or capsule that triggered it. This point will 

always attempt to orient itself towards the user's gaze and tries to avoid clipping with the robot 

hologram or falling below the user's eyesight. The model used for the demo is prone to being 

overwhelmed by multiple errors going off at once, but in a practical setting this is a very rare 

occurrence; issues with safety zone configuration are usually limited to a single offending factor and 

not several. 
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An example of a visualization for a speed violation of a safety zone. The red model of the offending 

robot component blinks above the robot and travels along its path while remaining adjusted to the 

user’s gaze direction. 

 

 All the information that is displayed above the blinking notification is also saved as part of the final 

error log that a user can request. This log can be attached as an overall comment for the holographic 

environment and users can access this log without even loading up the environment. Getting the 

accessibility of this log right was critical since a lot of the value of this project lies in its ability (or lack 

thereof) to relay realtime information to users that a flat-screen RobotStudio alternative isn't 

capable of. While the log lacks any notable visuals, it contains all the necessary information 

regarding issues that might have occurred during verification. It’s meant to be used in tandem with 

all the visual markers generated during the verification process; hovering these will highlight the 

information in the log that these markers have generated, which helps engineers quickly isolate the 

source of an error. 

  

8.7 UI with a follow behavior 
 

 These elements were numerous during early project versions but were all cut from the final demo. 

Their existence was based on the premise that a user should have some immediate way of gaining 

access to menus without having to walk around in their environment to get to them. To that end, a 

lot of interactable elements were given the property of following the user at a fixed distance in front 

of them, provided they had not been manually attached to a point in 3D space. In theory, this would 

allow the user to both have a customized holographic environment where menus were all placed to 

best suit their need, and an instant ability to summon the menu they needed when they needed it. 

 The first notable problem with UI elements following the player was they required manual input via 

either a button click or speech command in order to stop following. This taxed the user’s attention 

to always keep track of whether they had pinned menus they no longer wished to be followed by or 

risk having a “tail” of them following and stacking on top of one another. As a general rule, all 

interactions whose prolonged use could cause the holographic environment to become cluttered or 

confusing to the point of requiring a restart were scrapped. When menus were consolidated into a 

single hand-attached menu with multiple submenu triggers, the need for UI that could follow the 

user disappeared. 
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8.8 Tooltips and the “help me” button 

 

 The first few remote user demos were enough to demonstrate that users had to be given some kind 

of orientation tool whenever they got lost during the demo. The “help me” button, attached to the 

non- dominant hand and summoned by a palm up gesture, was designed to give users a suggestion 

on what to do next, depending on their progress in the demo. It’s heavily inspired by systems in 

video game that can be triggered to provide a suggestion to the player via a text message; these 

systems track how far the player has come to completing a certain task and identify the next step. 

 Tooltips were initially triggered by the same button, but due to the information overload that 

occurred from having both suggestions and tooltips pop into the environment at the same time, the 

functions were split into two separate buttons. Tooltips are text messages that explain the function 

of a holographic element and/or how it is meant to be interacted with. These messages are 

anchored to the object whose function they elaborate on and they follow the user’s gaze at all 

times. 

 These two features were initially positioned into the holographic environment as separate menu 

options that could be attached to the walls of the environment if the user wanted them available for 

a quick reference or minimized until they were necessary. During the course of developing the demo 

and heavily reducing the number of interactable objects which could end up near the robot 

hologram, these were made into buttons for a hand-menu. This change ensured that tooltips and 

helpful notifications were still readily available to the user, but their presence was completely 

hidden from the environment unless a specific gesture (palm up) was performed. 

  

8.9 Simulating RobotStudio paths 

 

In the final demo, the intended use case for the HoloLens 2 app is showcased through a looped 

motion of a real robot that is mirrored on the hologram. The assumption is that the real robot is 

given a motion path and safety zones via a RobotStudio platform and is being controlled via a 

physical controller (Flex Pendant). The hologram components take the parameters involved in 

moving the robot along a path (joint orientation and joint speed) and the coordinates of the safety 

zones around it and execute the same motions along the same zones. Since the hologram is 

superimposed on the real robot and the parameters are synced, the two move together. 

 Although the motion is predetermined and the parameters are hard-set by the Unity application 

and not requested from RobotStudio, the logic behind the motion was coded to be very similar to 

the RobotStudio equivalent. The user can control the speed of joints which has a real impact on the 

simulation. Early attempts at showcasing the idea of superimposing a robot hologram on top of a 

real robot confused participants at meetings in the ABB office and so the final simulation was 

developed to be as similar to a real RobotStudio platform as possible. The robot’s motions were 

exaggerated for the purposes of generating errors and showcasing the prototype’s visualization of 

collision and speed violations. 
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9. Conclusion 
 

9.1 A user-based perspective on the delivered prototype 
 

 All of the above functionalities (including the validation steps they were put through) were 

developed so that the end user would be able to setup their own robot safety environment with 

minimal need to refer back to the original RobotStudio platform that the Unity app derives its initial 

parameters from. The author’s vision for the software was that an engineer using the HoloLens 2 to 

validate that a robot is safe for commissioning would be capable of doing so entirely through a 

holographic interface. 

 The initial scope of the thesis positioned the HoloLens 2 as a minor assisting tool for the engineer; 

its use case scenario was relegated to simply visualizing the safety zones around a robot. However, 

during the course of development, the author found that a lot of SafeMove validation tools (which 

currently lack any visualization, let alone a holographic such) can be set up and simulated in a 

holographic environment. 

 A robot is only considered ready for a client if it meets a specific set of requirements which rely on 

spatial information. Whether a robot breaks within the boundaries of a safety zone is hard to 

process without a visual indication in real life of where that zone is. The author believes that, for the 

specific needs of ABB, the HoloLens 2 can be used for many purposes beyond simply indicating 

where those zones are. Getting realtime validation information that is generated using Unity physics, 

for example, is something that is also lacking from the company’s current validation process. 

 The author’s demo executes two main concepts: one, precisely positioning holographic imagery and 

syncing it to a real robot controller such that the superimposed hologram is analogous in motion and 

safety zone data to the physical equivalent. The second concept shows how safety issues during a 

simulated robot movement can be logged, visualized and presented to the user in a way that lets 

them quickly pick up on what needs to be fixed and, more importantly, where the problem is in real 

3D space. Neither of these two functions is possible with current mixed reality solutions; thus, the 

HoloLens 2 presents an incredible opportunity for the robotics industry in general to handle 

spatially-sensitive information using holograms rather than conventional interfaces. 

  

9.2 Lessons learned 
  

 This project was first and foremost an enormous technical challenge, which is partly due to the 

nature of working with new technology, but also due to the massive scope of the undertaking which 

should had been even further reduced during initial meetings with colleagues at ABB. The final demo 

is a combination of programming work to make all interactions real and not just faked for the 

purposes of a presentation, iterative design work that leveraged repeated trial and error and 

personal testing to make interactions with holograms as practical and easy to accomplish as 

possible. 

 Due to the coronavirus outbreak, a lot of user testing had to be performed remotely which required 

an easy-to-understand demo that would be intuitive with people who could not wear the HoloLens 2 

and had no experience interacting with holograms prior. This restriction significantly raised the 
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quality bar for every interaction point; all UI elements had to contain explanatory tooltips and the 

user had to be instructed on how interactions are handled in a holographic environment. 

 Organizing all elements of the project, from components in the Unity scenes to variable names, was 

a vital housekeeping task. The scope of the project quickly grew with user sessions and the sheer 

number of new elements added required that everything prior be sorted and re-sorted in order to 

make future work flowed easier. 

  

It was critical that all components and variables were named such that there would never be 

confusion about what they were referring to. The sheer amount of parameters and interactables in 

the final demo meant that everything had to be diligently organized before it could become a 

problem. 

 

 Good coding practices were also nurtured by necessity, since the deployed HoloLens 2 struggled 

with low framerate issues for a long time due to badly optimized code. Frame skipping on the 

HoloLens 2 affects the position of holograms in real space since they depend on a constant stream of 

lightmap data, so it was essential that the demo ran at an acceptable framerate (read: 60 or over). 

Repeated calculations were tied to events within Unity which were invisibly triggered over the 

course of the demo in order to save memory cycles and improve performance. 

 On the topic of technical knowledge, developing for the HoloLens 2 requires a good understanding 

of how local and world space coordinates relate to the “player” character (or the user) in a Unity 

project. In a HoloLens 2 project, the user does not move digitally through a Unity scene; instead, the 

entire environment is pulled towards or away from the user in response to image data streamed 

from the HoloLens 2 cameras. This unique quirk means that an object with defined coordinates 

cannot be reliably expected to maintain its coordinates. Its position must instead be referred via a 

vector whose orientation is occasionally updated. This is true of almost all elements of the final 
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demo and the practice gained from writing these nurtured a very good mathematical understanding 

of vectors.  

 In terms of design knowledge, the thesis encompassed a thorough exploration of interaction means 

in a holographic environment. Microsoft’s official documentation of best practices for HoloLens 2 

development was often unsuited for solving issues that arose as a result of either personal or user 

testing. UI elements had to be constantly moved apart, resized, given more lenient or more stringent 

triggers in order for an interaction to begin, reworked completely, etc. Creating any interaction for a 

holographic environment involves an extensive process of making that interaction, testing its basic 

functionality with an emulator, testing it remotely with a headset on, letting other users test it and 

then deploying it as an update to the stand-alone version to check for performance problems. This is 

doubly true for a project which involves very precise manipulation and benefits little from 

Microsoft’s default set of HoloLens 2 features which are more oriented for presentation or 

marketing purposes. 

 Assimilating user feedback and using it as a focal point of future changes, even if those changes had 

to involve scrapping or reworking already finished features, was another skill developed over the 

course of working on the thesis. The project was intended to be used by real engineers and so 

concessions had to be made over the development of features that were novel or interesting to use, 

but impractical in a real work setting. The focus of the thesis changed drastically from giving the user 

a completely new way of setting up SafeMove environments to using the HoloLens 2 as an assisting 

tool to verify already available data. This rendered a lot of sketched out and rendered ideas 

obsolete, but it also provided an opportunity to fully explore a holographic user interface with a 

niche focus on management and verification of a stream of commissioning-related data. It also cut 

down on the time spent on superfluous features which added little to the final design. 

  

9.3 Future ideas to explore 

  

 The HoloLens 2’s unique technology of accurate spatial awareness makes it a curious choice for 

development for the purposes of health and safety at the work site. The author’s prototype makes 

use of safety zone projections for selection purposes; these projections can similarly be used to 

inform workers whether they are currently inside the boundaries of a safety zone. This can be 

expanded to cover cases where the worker is approaching a boundary but hasn’t crossed it yet. The 

location of a worker wearing the HoloLens 2 can be matched against the location of the holographic 

projection of the safety zone’s boundary to provide an early warning via some visual or audio 

notification. 

 One idea that remained unexplored due to time limitations was the limited use of image tracking in 

order to automatically align the robot hologram with a real robot and superimpose it without any 

need for positional or rotational input from the user. The author envisions the use of a software such 

as VisLab which is given the outline of the particular robot model that engineers will be working 

with. This outline is then manually aligned with the HoloLens 2 to perfectly wrap around the real 

robot. An algorithm calculates the angle at which the holographic joints need to be positioned and 

where exactly in 3D space the hologram should be placed. This is possible, but would require 

extensive programming work and every robot model would require a unique algorithm to determine 

the orientation of its components. If done, this feature would significantly reduce the time required 

to set up a holographic environment with a robot hologram superimposed onto a real one. 
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The HL 2 is being used experimentally for surgery to superimpose holographic representations of 

organs or parts of the human body onto the real equivalent. This is currently being done manually in 

the same way that superimposition of a robot hologram is done on a real robot in the author’s demo 

project. Ideally, body and facial recognition can be used to overlay holograms on a patient’s body. 

 

 An intriguing avenue for innovation would be whether the HoloLens 2 can completely replace 

existing means of verification in an industrial setting. Contemporary AR software for use in such 

environments suffers from the common flaws of image tracking. The HoloLens 2 can bypass this 

issue entirely, provided the lighting in the environment is good enough for an accurate lightmap to 

be generated. By aligning holographic counterparts of real components, engineers can write their 

parameters into the hologram object and export this data into the software that’s traditionally used 

to verify the real part, rather than the reverse. If this alignment process is made accurate and fast 

enough, it might completely change how engineers interact with “invisible” data at the work site. In 

the case of static machinery such as gas turbines, aligning can be a simple one-time task. A 

holographic environment can be constructed by taking the static coordinates of this gas turbine 

within the factory or plant and superimposing holographic data on it by default. The HoloLens 2’s 

spatial awareness can be used to scan the terrain of the entire plant and create a 3D wireframe map 

of the entire environment. The user then wouldn’t need to perform any manual alignment of a 

turbine hologram since the location of the gas turbine within the factory never changes and thus the 

HoloLens 2 will always know where the turbine is relative to the user’s location. 

 One final consideration would be how the HoloLens 2 can allow engineers working in the same 

room to see the same holograms, edits and interactions. The original HoloLens supports a shared 

view for multiple HoloLens users connected over the same network. The new headset will likely be 

given the same feature, if not significantly improved. In the case of verifying ABB robots, this would 

mean that two engineers could review the same zones while looking at the generated holograms 

from opposite corners of the room. Saving and sharing these holographic environments is as simple 

as exporting a built Unity scene, so the prospects for effective collaboration between two or more 

HoloLens 2 users are very promising. 
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