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Abstract  

Edge AI is a growing area. The use of deep learning on low cost machines, such 

as the Raspberry Pi, may be used more than ever due to the easy use, availability, 

and high performance. A quantized pretrained SSD object detection model was 

deployed to a Raspberry Pi 4 B to evaluate if the throughput is sufficient for doing 

real-time object recognition. With input size of 300x300, an inference time of 

185 ms was obtained. This is an improvement as of the previous model; Raspberry 

Pi 3 B+, 238 ms with a input size of 96x96 which was obtained in a related study. 

Using a lightweight model is for the benefit of higher throughput as a trade-off for 

lower accuracy. To compensate for the loss of accuracy, using transfer learning 

and tensorflow, a custom object detection model has been trained by fine-tuning 

a pretrained SSD model. The fine-tuned model was trained on images scraped 

from the web with people in winter landscape. The pretrained model was trained 

to detect different objects, including people in various environments. Predictions 

shows that the custom model performs significantly better doing detections on 

people in snow. The conclusion from this is that web scraping can be used for fine-

tuning a model. However, the images scraped is of bad quality and therefore it is 

important to thoroughly clean and select which images that is suitable to keep, 

given a specific application.  

Keywords: Computer Vision, Object detection, Raspberry Pi, Image processing 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

Sammanfattning  

Användning av djupinlärning på lågkostnadsmaskiner, som Raspberry Pi, kan 

idag mer än någonsin användas på grund av enkel användning, tillgänglighet, och 

hög prestanda. En kvantiserad förtränad SSD-objektdetekteringsmodell har 

implementerats på en Raspberry Pi 4 B för att utvärdera om genomströmningen 

är tillräcklig för att utföra realtidsobjektigenkänning. Med en ingångsupplösning 

på 300x300 pixlar erhölls en periodtid på 185 ms. Detta är en stor förbättring med 

avseende på prestanda jämfört med den tidigare modellen; Raspberry Pi 3 B+, 

238 ms med en ingångsupplösning på 96x96 som erhölls i en relaterad studie. Att 

använda en kvantiserad modell till förmån för hög genomströmning bidrar till 

lägre noggrannhet. För att kompensera för förlusten av noggrannhet har, med hjälp 

av överföringsinlärning och Tensorflow, en skräddarsydd modell tränats genom 

att finjustera en färdigtränad SSD-modell. Den finjusterade modellen tränas på 

bilder som skrapats från webben med människor i vinterlandskap. Den förtränade 

modellen var tränad att känna igen olika typer av objekt, inklusive människor i 

olika miljöer. Förutsägelser visar att den skräddarsydda modellen detekterar 

människor med bättre precision än den ursprungliga. Slutsatsen härifrån är att 

webbskrapning kan användas för att finjustera en modell. Skrapade bilder är 

emellertid av dålig kvalitet och därför är det viktigt att rengöra all data noggrant 

och välja vilka bilder som är lämpliga att behålla gällande en specifik applikation.  

Nyckelord: Datorseende, Objekt detektering, Raspberry Pi, Bildbehandling 
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Terminology 

Acronyms/Abbreviations 

CV Computer Vision 

OpenCV Open Source Computer Vision Library 

AI Artificial Intelligence 

ML Machine Learning 

SSD Single Shot Multibox Detector (AI-model) 

YOLO You Only Look Once (AI-model) 

NCS2 Neural Compute Stick 2  

RP4B Raspberry Pi 4 Model B 

COCO Common Objects in Context 

CNN Convolutional Neural Network 

CVAT Computer Vision Annotation Tool 

IoT Internet of Things 

QT A cross-platform application development framework 

Edge AI AI algorithms are processed locally on a hardware 

device 

GUI Graphical User Interface 
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1  Introduction 
Real-time object recognition is a problem in the field of Computer Vision (CV) which deals 

with detection, localization, and classification of multiple objects within a real time stream of 

frames to be done as fast and accurate as possible. [1] [2] 

 

Figure 1: Overview of the tasks regarding real-time object recognition. Applying real-time object 

recognition applications to low cost Edge AI [3] platforms is a challenging task. An adequate inference time 

is needed to obtain the classification real-time. 

This thesis will study the performance of a state-of-the-art object detection model deployed to 

a Raspberry Pi 4 B (RP4B) [4] as a proof of concept. Since the model used is quantized to 

accelerate inference time, it comes with the cost of reduced accuracy.  

To compensate for the loss of accuracy, a custom model will be trained with the aim of 

increasing the accuracy of a pretrained model for a given application while remaining the same 

speed. A comparison between the fine-tuned model and the pretrained model will be done. 

 

1.1 Background  

Edge AI is growing. This thesis will focus on low-cost edge devices such as the Raspberry Pi. 

The RP4B is a small single board computer which is the newest version in the series of 

Raspberry Pi. Its small size and low cost are very appealing for being used on the edge. The 

problem of using these low-cost devices is the lack of processing power. This thesis will 

investigate the possibility to run advanced AI applications on up to date low-cost devices using 

a state-of-the-art machine learning algorithm.  

 

 Modern open source ML frameworks such as Tensorflow [5] makes it relatively easy to build 

and deploy AI models to edge platforms. Today it is easier than ever to exert advanced high-

performance AI technology on edge platforms using ML frameworks. 
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1.2 Related work 

A study from Linneuniversitetet [6] compared two object detection models deployed to a 

Raspberry Pi 3 B+ (~ 35$). The lowest inference time achieved was 238 milliseconds (~4.2 

FPS); input images, 96x96 pixels. Adam Gunnarsson concluded that the Raspberry Pi 3 B+, as 

a standalone device, is not sufficient for being used in high speed applications even by using 

state-of-the-art object detection models. The model that performed the best in his study is called 

Single Shot Multibox Detector (SSD) [7]. The other model he compared with is called You Only 

Look Once (YOLO) [8] which also performed well but slightly worse. 

1.3 Problem formulation 

Usually there is a tradeoff between speed and accuracy running ML on low-cost edge devices. 

The main questions to be answered is as follows. 

 

- Will it be possible to fine-tune an object detection model to improve the accuracy of 

a pretrained model for a given application? 

- How does the Raspberry Pi 4 B handle Edge AI applications such as object detection 

in terms of throughput? 

 

1.4 Objective 

 

Table 1: These are the main goals of the project. The custom model will be trained to better detect people 

in winter landscape. The throughput results on Raspberry Pi 3 B+ will be referenced from the related study 

(Section 1.2, [6]). 

 Objective Note 

1 Train a custom model Fine-tuned on; people in snow, winter 

2 Compare with a pretrained model Pretrained on; people in random environment 

 Testing accuracy  

3 Deployment to Raspberry Pi 4 Evaluation on pretrained model ↓ 

 Testing throughput  

 

1.5 Scope and limitations 

A major part of the time will be spent on building the custom model. The reason is that the 

process from data harvesting to model deployment is quite time-consuming.  

 

Training and testing the custom model will be done on images of people in winter landscape. 

The idea is that the mainstream pretrained models out there is trained on people in a variety of 

landscapes. It would be interesting to see the possibility of fine-tuning the model using simple 

tools to increase accuracy. 

 

Two custom made models were trained in this project. A visual presentation of the results of 

one of them, trained on a synthetical dataset (Sec. 2.1 ) will not be included in this thesis. 
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1.6 Target group 

The target group is anyone, companies to hobbyists, who wants to deploy deep learning 

applications to edge devices with the requirements of getting high performance at low cost.  

 

This could be a turning point for many businesses if the cost of the new platforms is lower and 

if the overall performance increases. 

 

1.7 Outline 

Section 2 gives a quick overview of the process of creating and cleaning a dataset, as well as 

some methods and a short introduction to object detection models and transfer learning. In 

section 3, the workflow for fine-tuning a model is presented, model deployment to the 

Raspberry Pi is also described here. Section 4 is presenting visual measurement results in the 

form of accuracy and throughput. In section 5 an analysis is made upon the results and a 

discussion about useful applications and cost savings of different methods in terms of 

engineering time. Section 6 answers the problem formulation and brings up possible future 

works and rounds of with a short discussion on ethical and social aspects. 
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2 Theory 
The process of creating a custom object detector is quite long. Some background knowledge of 

the tools and methods that will be used is presented below. 

 

2.1 Creating a dataset 

 

Scraping the web 

There are many ways to gather images from the internet. Writing a personal script for harvest 

data from the internet is possible to do using python as an example. Other ways are to download 

images manually or by finding a program made for web scraping. The process of cleaning the 

dataset, removing copies and similar images, is brought up in the next section. 

 

The manual way 

The best way of creating a dataset is usually to collect data manually. This method can work if 

the objects in question is present and if the time needed is available. This means to take your 

own images with a camera or record a video of the desired environment/objects.  

 

Synthetical data 

Saving data from a virtual animated simulation of objects in an environment is also possible. 

This method was used to capture images from a simulator provided by the project supervisor. 

The method can be found in section 3.1.3. 

 

2.2 Cleaning the data 
Table 2: The cleaning process is an important step which can be quite time-consuming. The main idea is to 

remove data of the types presented in this table. 

Irrelevant data 

Noisy/Low quality data 

Duplicates of data 

Data with similar information 

Data with non-valid format 

 

The process of cleaning means to solve all these problems and create a clean dataset with no 

unnecessary information. If a model is trained with data that has not been cleaned properly, it 

has a big risk of performing worse than it would have performed training with a clean dataset. 

A validation by the team members of the project should be done before moving forward to the 

next step. This is an effective way of not having to go back to this cleaning step again if it, later 

in the process, turns out that the data was not cleaned properly.  
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2.3 Image augmentation 

Using image augmentation can be a critical component when training deep learning models. In 

a recent study [9] done by the Google Brain team they investigated this thoroughly. They 

argued, based on their findings, that “learned augmentations policies are transferable and are 

more effective for models trained on limited training data”. 

 

In the SSD article ( [7] , p.8) they argue that, at least in some cases,  “data augmentation is 

crucial”. 

 

The main idea is to increase the size of the training dataset with doing augmentations on parts 

of the dataset. Later in the training process the neural network will have a data set with more 

information changing/adjusting properties of the images such as rotation, flipping, contrast, 

brightness, adding blur/noise, changing color and more. 

 

2.4 Labeling data 

The reason for labeling the images is to be able to train a model to both locate the objects and 

then classify what is inside each bounding. The labelled images are crucial for being able to 

train a detection model. Without them the AI model will have no idea what predictions to be 

made and how to evaluate what is right from what is wrong.  

 

2.5 Object detection models 

Much have happened since N. Dalal and B. Triggs published their article “History of Oriented 

Gradients” in 2005. [10] This was a study about image classification of either seeing humans 

inside an image or not seeing humans. 

 

Further advancements in research and development during the ten years that followed made it 

possible to use object detection models for detecting multiple objects simultaneously in real-

time. Models for object detection has for a long time been developed with the aim to get good 

accuracy. When the detection is to be used in real-time, the throughput is crucial. 

 

The two most popular methods to be used in real-time are the SSD and the YOLO models. After 

their release, improvements have been made to get lower inference time and better accuracy. 

2017 a version of the YOLO model called Fast YOLO [11] was announced which is presented 

to try out as a future work. However, only the SSD model will be tested in this thesis.  

 

Models deployed to edge devices is usually quantized to decrease the binary size which lowers 

latency and inference time. Another factor that also can lower the inference time as a trade-off 

with accuracy is to have smaller input size of the images.  
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Singe Shot MultiBox Detector (SSD) 

The SSD model mentioned before (Section 1.2) was announced in 2015. The years that 

followed, improvements were made. This model performs well overall which make it highly 

suitable to be used in real time object detection. 

 

To not lose track of the purpose of this thesis, the algorithm of the SSD model will not be 

described in detail here. Those who are interested can read the SSD reference article. However, 

one important thing to mention is that the SSD model is a fully Convolutional Neural Network 

(CNN). [12] Being fully convolutional means that the network can run inference on images 

with various resolutions. This is very convenient for real life applications. 

 

Single Shot 

• Object localization and classification is done in a single forward pass of the 

network 

MultiBox 

• A technique for bounding box regression. 

Detector 

• The network not only detect objects, but also classifies them. 

 

2.6 Transfer learning 

The learning technique used to fine-tune a model is called transfer learning. The principle is 

that a model can be trained several times with the use of checkpoints. The benefit is that a model 

does not have to be trained from scratch and can ‘learn’ new things over and over. The downside 

is that when fine-tuning, some functionalities from previous trainings can be lost. 

 

3 Method and Implementation 
A pretrained SSD model, trained on the famous COCO dataset [13] which can recognize up to 

80 classes, will be fine-tuned on images with people winter landscape. The process involves 

many steps, the methods and tools and implementation will be presented below. The motivation 

for using this model is that it is state-of-the-art when it comes to speed and accuracy. Not to say 

it is proven to be the best, but it looks promising and will therefore be used here. The inspiration 

of using this model comes from the related work done by Gunnarsson (Sec. 1.2).  

 

In Sec. 3.2, a quantified version of the above mentioned SSD model will be deployed to the 

Raspberry Pi 4.   

 

3.1 Fine-tuning the model 

The training was done in the ML research tool Google Colaboratory (Google Colab) [14] in 

combination with the ML framework Tensorflow [5]. Google Colab allow the use of free 

processing power on the cloud. For visualizing and keeping track of the training and evaluation 

process, a sub tool of Tensorflow was used called Tensorboard [15].  
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Many scripts that has to do with tensorflow is constantly updating due to new research which 

has led to some confusion on which version to use, since the newest ones are not always 

compatible with the object detection related scripts.  

 

Table 3: The workflow and methods used for each task. 

 

3.1.1 Dataset creation 

The visual data extraction tool ParseHub was chosen to scrape the URL of around 3k images. 

TabSave downloaded all the images with the provided URLs. The searches were made on 

search motors of Google and Bing. One important note, many of the images are copies or has 

similarities with the same or varying size. This will be taken care of in the next section. 

 

3.1.2 Cleaning (Image hashing) 

Image hashing is the process of filtering out copies and similar images. Two python scripts were 

used for this task. One script for finding copies and one for finding similar images. The code is 

available on GitHub [21]. After hashing the whole dataset only 428 images were left. Around 

90% were copies. Irrelevant images and some remaining copies were then manually deleted. 

This process was made twice, the first training attempt was a failure. The reason for this was 

that many images had low resolution in combination with much people inside. It was hard to 

properly label some of the images which led to making the dataset confusing. The solution was 

to delete the images that was not sufficient for labeling. In the final attempt a dataset of 349 

images were used. 

 

3.1.3 Cleaning application (Video→Image App) 

An application with a Graphical User Interface (GUI) was made to save frames from a video as 

images. This was done in QT [22] using C++ together with OpenCV. The reason for using QT 

is that it features simple tools for making a GUI. The cleaning application is very straight 

forward and simple to use, it has functions such as choosing source URL, either local or online. 

 Task Method Note 

1 Creating a dataset Web scraping using ParseHub 

[16] and TabSave [17] 

Keywords; people in 

snow, winter 

2 Cleaning the data Image hashing using two Python 

scripts. [18] 

And the cleaning tool 

Sec. 3.1.3  

3 Labeling the images Computer Vision Annotation 

Tool (CVAT) [19] [20] 

Annotation; bounding 

boxes 

4 Training  Tensorflow Tensorboard for tracking 

progress 

5 Evaluation/Deployment OpenCv/Tensorflow Inference test on separate 

images 

6 Repeat  Depending on the problem, start 

again from one of the tasks 

If the results are not 

appealing 
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The user can choose image resolution and desired framerate for the image capturing. The tool 

made it possible to collect data from a virtual simulator provided by the project supervisor. This 

tool was used for gathering synthetical data to train another model not included in this thesis, 

but also to convert a video of people in winter landscape to be used for evaluation. The code is 

available on GitHub [23] and the GUI is shown in Appendix A.   

 

3.1.4 Labelling (CVAT) 

CVAT can label both images and frames from a video using the tools annotation and 

interpolation, respectively. When labeling the data collected from the virtual simulator, 

interpolation was used. Interpolation lets you label a large dataset in a faster manner, cause then 

you do not have to label every single image manually. Annotation was used on the images of 

people in winter and snow. Labeling 400 images using annotation is very time-consuming if it 

is done manually. Labeling the same number of images from a video stream using interpolation 

usually takes less time. 

Fig. 2: A portion of the images scraped from the web. The images are here cleaned and labelled, ready for 

the next step. This figure comes from a site called Roboflow [24] where all images were uploaded for a 

simple format conversion.  

 

3.1.5 Format conversion and train/test split 

The labels created for every image can be exported in different formats. The framework used 

in this project is Tensorflow which uses ‘tfrecords’ as a file format for training models. These 

files include information of the images with its corresponding labels. When the annotation is 

done, and the label files is exported, they must be converted into tfrecord format.  

 

In this project an older version of CVAT was used which exported the label files in xml format. 

The xml file contains all the annotations from every image. The images and annotation file need 

to be converted into tfrecord format. The dataset also needs to be split up to a training and 

testing set. Fig. 3 below goes through the general conversion workflow. 
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Fig. 3: Flowchart describing the label and image format conversion for generating tfrecords with an 80/20 

ratio. The pascal VOC format is a xml file for each corresponding image. The tfrecord files will be used for 

training in the next step. Code for format conversions can be found here on GitHub. [25] The scripts are 

called xml_to_csv.py and generate_tfrecord.py. 

 

3.1.6 Training 

Table 4: The fundamental parts needed for training a model. 

Files Note 

Base model (pretrained in this case) ssd_mobilenet_v2_coco_2018_03_29 

Pipeline (configuration file) ssd_mobilenet_v2_coco.config 

Label map (text file containing classes) One label: ‘person’ 

Training dataset (tfrecords) 80/20% split 

A ML framework Tensorflow (Version 1.14.* was used) 

 

Table 5: The configuration parameters. The batch size is the number of training examples per iteration. 

The threshold refers to what predictions to keep or not keep. Each detection with scores higher than 0.6 will 

be accepted.  

 

train.py 

Tensorflow has automated the workflow for training models, a script called train.py is used 

together with the configuration file to start the training. The training process can be observed 

using tensorboard. After the training is done, an inference graph is created. This contains the 

trained weights obtained for the custom model. The fine-tuned model is basically the base SSD 

model together with the custom weights (inference graph). 

Batch size 12 

Number of classes 1 

Resize 300x300 

Training steps 10000 

Threshold  0.6 
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eval.py 

To evaluate the performance of the model, Tensorflow has a script called eval.py. This script 

together with the fine-tuned model and the configuration file used before, evaluates the 

performance of the model when it comes to accuracy.  

 

Both the train.py and eval.py scripts can be found in the tensorflow model repository publicly 

available on GitHub [26]: research/object_detection/legacy/. A tutorial on how to set up 

tensorflow and train custom models or use pretrained models can be found here: 

research/object_detection/README.md/. 

 

3.1.7 Evaluation 

The model was trained on 8366 steps with an average loss of 1.24 which took about 2 hours to 

train using the Google Colab API which offers free cloud CPU and GPU, this means that the 

processing is not done on the local computer. The reason for not training until 10k steps or more 

was that the loss fluctuated a lot. It was better to manually stop the process given a reasonable 

loss. The loss function determines how far the predicted values of the test data is from the 

ground truth values in the training data. Every training step, which length depends on the batch 

size, evaluates, and changes its weights before starting a new cycle.  

 

The evaluation was done on the fine-tuned model in the Google Colab API. The results of the 

measured accuracy are shown in Sec. 4.1. For testing the custom model, images (not included 

from the web scraping) was taken manually. A video of people in snow was also found and 

cleaned with the tool mentioned in Sec. 3.1.3 to get test images. 

 

3.2 Model deployment 

3.2.1 Using OpenCV 

OpenCV was used to run the pretrained object detector. A more lightweight version of 

Tensorflow was used called Tensorflow Light [27]. A tutorial was followed for running 

Tensorflow Light models on the Raspberry Pi. The tutorial is available on GitHub [28]. 

coco_ssd_mobilenet_v1_1.0_quant_2018_06_29 is the name of the model used for running 

throughput tests on the Raspberry Pi. This model is a quantized version of the SSD model. 

 

3.2.2 Evaluation  

Here, the throughput is of interest. Tools used from OpenCV made it easy to visually see the 

performance of both accuracy and throughput in a terminal window of the Raspberry Pi. The 

results are presented in section 4.2 and evaluated in section 5.1. 
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3.3 Hardware 

Table 6: This table includes information of the hardware used in this project. The operating system used on 

the Raspberry Pi is Raspbian GNU/Linux 10 (buster). 

 

3.4 Reliability and validity 

The entire experiment is done using one base type of model: SSD. One pretrained and on fine-

tuned model. Different images with various resolutions are the varying parameters. The images 

used in Sec. 4.1 is not part of the web scraped dataset. Running an inference test to compare the 

average mean precision is therefore not possible cause there is no ground truth to compare 

against. Therefore, looking for visual improvements, characteristics of the accuracy and analyze 

the observed results, is the intent. To try and validate the usefulness of the custom model when 

trying ‘real life’ images of people in snow, winter in various distances. 

 

The Raspberry Pi was booted clean without any unnecessary programs installed. A camera was 

used for this to evaluate real-time detection. A changing camera resolution is the only varying 

parameter. The purpose here is to observe the achieved throughput. 

 

4 Results 
4.1 Accuracy 

(a) Predictions using the pretrained model (b) Predictions using the fine-tuned model

Fig. 4: Running inference test on the manually taken images gave predictions shown in (a) and (b).  

 

The images presented in Fig. 4 is a portion of the evaluated images. The images are in various sizes 

and as mentioned before, these images are not part of the images scraped from the web. The 

Device Model 

Edge device Raspberry Pi 4 B, 2GB Ram 

Camera Raspberry Pi Camera V2.1 
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calculations of accuracy are presented in Table 7 and Table 8. A more detailed table of the data 

can be found in Appendix A.  

 

 
Fig. 5: This plot shows the overall performance comparing the fine-tuned model against the pretrained model. 

These results are based on the combined results presented in tables below. 

 

Table 7: Predictions using the pretrained model. 

Resolution Ground truth Predicted boxes Correct boxes Recall (%) Precision (%) 

720x480 33 27 18 54,5 66,7 

1600x900 4 1 1 25 100 

4032x3024 6 6 6 100 100 

Combined 43 32 30 58,1 73,5 
 

Table 8: Predictions using the fine-tuned model. 

Resolution Ground truth Predicted boxes Correct boxes Recall (%)  Precision (%) 

720x480 33 24 22 66,7 91,7 

1600x900 4 2 2 50 100 

4032x3024 6 6 6 100 100 

Combined: 43 32 30 69,8 93,8 

 

The terms used in Table 7 and Table 8 is as follows. Ground truth is in this context the number 

of people in each image that is clearly visible by the bare eye. Predicted boxes is the number of 

boxes that the CNN predicts. Correct boxes are the number of accurate predicted boxes. Recall is 

the ratio between correct predicted boxes and ground truth. Precision is the ratio between the 

correct predicted boxes and the predicted boxes. 
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4.2 Throughput (Lightweight model on RP4B)

(a) 500x500 (b) 400x400 (c) 300x300

(d) 1280x720 (default) (e) 1280x720 (default) 

Fig. 6: Screen-prints from the real-time tests done on the Raspberry Pi. The figure names are the input resolution 

from the camera. The bottom row is the detector running with the default camera resolution. An analysis will be 

drawn in Sec. 5.1. 

 

Table 9: Test results using the detector. Analysis of the results is discussed in section 5.1.  

Input resolution Throughput (fps) Inference time (ms) 

300x300 5.41 185 

400x400 5.32 188 

500x500 5.16 194 

1280x720 1.93 518 

1280x720 1.91 524 
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5 Analysis and discussion 

5.1 Detection performance 

Most information was found by evaluation the 720x480 sized images since they had more people 

inside. Evaluation on the 4032x3024 resulted in a 100% accuracy on both models. Looking at the 

results afterwards one could argue that it would be better to find higher resolution images with more 

people inside, to get a more satisfying comparison. However, the results obtained are still sufficient to 

prove that the fine-tuned model has a significantly higher accuracy than the pretrained model. 

 

The fine-tuned model was trained more than once before getting these results that outperformed the 

pretrained model. Data scraped from the web was primarily of bad quality. Images with people in far 

distance were therefore cleaned and deleted, since it was impossible to properly label them before 

training again. 

 

The pretrained model detects people further away while it sometimes can predict people close.  

If the object detector is to be used to detect people in shorter distance, like for warning cameras around 

trucks or automobiles, one would arguably benefit of choosing this finetuned model over the pretrained 

for detecting people in winter landscape. In those applications, perhaps it can be irrelevant to detect 

people far away. 

 

The throughput of running detection on the RP4B as a stand-alone device turned out to work 

surprisingly well. Comparing this with the results of the previous model (Gunnarsson, in Sec. 1.2), the 

performance is much better. A frame rate of 5.41 fps (input size: 300x300) compared with the 4.2 fps 

(input size 96x96) obtained running the lightweight model on the Raspberry 3 B+ is a clear 

improvement.  

 

5.2 Cost savings in terms of time 

The newer version of CVAT can export different formats. This was discovered by the project 

supervisor later during the project. Knowing this beforehand would have saved a lot of time since the 

process of converting the xml files into tfrecord format was quite time-consuming.  

 

A very crucial time-saving task is to evaluate the dataset before and after the labeling stage. This should 

be done by more than one person. 

 

6 Conclusion 
The custom model performs better overall 

Fine-tuning a model with images scraped from the web to increase the accuracy is possible. Even if 

the quality of the web scraped images is bad, they can still be useful for the right application. Specially 

to detect objects that are close, with higher precision. Since the pretrained model is trained on data of 

higher quality, the improvement using the scraped data can perhaps be looked at as sort of augmented 

data with the characteristics of people in winter landscape. 
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The image hashing played a big role 

Not hashing or cleaning the dataset did not turn out good. Without deleting images of people in far 

distance, the resulting model made very strange predictions. 

 

The Raspberry Pi 4 B is performing better than the previous model tested by Gunnarsson [6]. This 

performance boost can possibly make it suitable and makes it more attractive to be used in Edge AI 

applications compared with the previous version (Raspberry Pi 3B+).  

 

6.1 Future work 

• Throughput/Accuracy Improvements 

− Using image augmentation as mentioned in Sec. 2.3 for improvements on accuracy 

− Try out other state-of-the-art models such as Fast YOLO [11], Fast R-CNN [29], fine-tune 

them and compare against each other. Inception ResNet [30] would be interesting to try, that 

model is slow but one of the better ones in terms of accuracy 

− Converting the fine-tuned model to a lighter version and deploy it to the Raspberry Pi 

− A study made by one of the project supervisors where he compared different add-on hardware 

accelerators, [31] this can be a future work to build on. Several examples of add-on/evaluation 

hardware accelerators such as the Intel NCS2 [32] is on the market today for a relatively low 

cost (~100$), they are using custom processors made specifically for machine learning (ML).  

 

• Automating the training process 

Developing a more advanced cleaning tool would make the cleaning process more efficient. The image 

hashing and cleaning application could be merged into one with added features such as… 

− Possibilities of preprocessing images  

− Augmentation options  

− A more user-friendly GUI 

− Built in format conversion tools 

 

6.2 Ethical and social aspects 

When it comes to the ethical aspects on what is right and what is wrong, it does not take long time to 

realize that object detection can be used for both good and bad things. The creator of the YOLO model, 

Joseph Redmon, wrote on twitter [33] that he will stop doing CV research due to misuse of his and 

others open source contributions in the field. According to Redmon, the military applications and 

privacy concerns were impossible to ignore. If used in the right hands, object detection and AI can be 

used to accomplish good things. Misuse in the wrong hands can bring devastating outcomes.  

 

The use of surveillance systems in parts of the world can arguably be both good and bad. It keeps the 

people safer but at the same time it takes away privacy. These systems are more advanced than the 

methods presented in this thesis. However, using the results of this thesis proves that hobbyist now 

easily can build homemade IoT security systems using object detection technology instead of motion 

detection.  
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Appendix A: More detailed results 
 Table 10: Predictions from the Fine-tuned model. 

Input 

resolution 

Ground 

truth 

Predicted boxes Correct 

predictions 

Recall 

(%) 

Precision 

(%) 

720x480 7 6 5 71.4 83,3 

720x480 7 7 6 85,7 85,7 

720x480 7 5 5 62.5 100 

720x480 5 1 1 20 100 

720x480 7 5 5 71.4 100 

Combined 33 24 22 66,7 91,7 

1600x900 1 0 0 0 - 

1600x900 1 0 0 0 - 

1600x900 1 1 1 100 100 

1600x900 1 1 1 100 100 

Combined 4 2 2 50 100 

4032x3024 1 1 1 100 100 

4032x3024 2 2 2 100 100 

4032x3024 3 3 3 100 100 

Combined 6 6 6 100 100 

Total 

Combined 

43 32 30 69,8 93.8 

 
Table 11: Predictions using the pretrained model. 

Resolution Ground 

truth 

Predicted boxes Correct 

predictions 

Recall 

(%) 

Precision 

(%) 

720x480 7 5 4 57,1 80 

720x480 7 5 3 42,9 60 

720x480 7 7 6 85,7 85,7 

720x480 5 6 3 60 50 

720x480 7 4 2 28,6 50 

Combined 33 27 18 54,5 66,7 

1600x900 1 0 0 0 - 

1600x900 1 0 0 0 - 

1600x900 1 0 0 0 - 

1600x900 1 1 1 100 100 

Combined 4 1 1 25 100 

4032x3024 1 1 1 100 100 

4032x3024 2 2 2 100 100 

4032x3024 3 3 3 100 100 

Combined 6 6 6 100 100 

Total 

Combined 

43 34 25 58,1 73,5 
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Appendix B: Cleaning application code 
The code is written in the cross-platform API; QT, together with OpenCv for image/video processing. 

C++ is used for programming the multimedia processing. QT features QML bindings which made it 

easy to create GUI. This can be read about in in the QT reference page.  

 

I am not including the actual code in this appendix since it consists of various files and it would be 

very confusing for anyone to copy paste it from here. All the code is available on my GitHub [23]. If 

someone wants to modify and use the code. Feel free to do that.  

 
Fig. 7: This figure shows how to the app looks. The app is simple but effective, it gets the work done. Seeing it can 

give a fast overview of the functions.  


