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Abstract

Clojure is a relatively new functional programming language that can com-
pile to both Java bytecode and JavaScript(ClojureScript), with features like
persistent data structures and a high level of abstraction.

With new languages it is important to not only look at their features, but
also evaluate how well they perform in practice. Using methods proposed by
Georges, Buytaert, and Eeckhout [1], this study attempts to give the reader an
idea of what kind of performance a programmer can expect when they choose
to program in Clojure. This is done by first comparing the steady-state runtime
of Clojure with that of Java in several small example programs, and then com-
paring the startup time of Clojure with that of Java using the same example
programs.

It was found that Clojure ran several times slower than Java in all conducted
experiments. The steady-state experiments showed that the slowdown factors
ranged between 2.4826 and 28.8577. The startup slowdown factors observed
ranged between 2.4872 and 52.0417.

These results strongly suggest that the use of Clojure over Java comes with
a cost of both startup and runtime performance.



Sammanfattning

Clojure ir ett relativt nytt funktionellt programmeringssprdk som kan kompi-
lera till bdde Java bytecode och JavaScript(ClojureScript), med funktionalitet
som persistenta datastrukturer och en hog abstraktionsniva.

Med nya spréak dr det viktigt att inte bara kolla pd dess funktionalitet, utan
ocksé utvirdera hur dom presterar i praktiken. Genom att anvinda metoder
som foreslogs av Georges, Buytaert och Eeckhout [1], sd har den hir studien
forsokt ge ldsaren en uppfattning av vilken sorts prestanda man kan forvinta
sig ndr man viljer att programmera i Clojure. Detta gjordes genom att forst
jamfora steady-state-prestandaskillnaden mellan Clojure och Java i ett flertal
sma exempelprogram, och sen jamfora starttiden mellan de tvd programme-
ringsspriken i samma exempelprogram.

Man kom fram till att Clojure korde flera gédnger segare dn Java i alla ge-
nomforda experiment, for bide steady-state- och starttidsexperimenten. Steady-
state-experimenten visade nedsegningsfaktorer mellan 2.4826 och 28.8577.
Starttidsexperimenten visade nedsegningsfaktorer mellan 2.4872 och 52.0417.

Dessa resultat pekar pa att anvindning av Clojure kommer med en prestan-
dakostnad for bade starttid och kortid.
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Chapter 1

Introduction

Clojure is a functional programming language which had its initial public re-
lease in 2007 [2]. Clojure compiles to Java bytecode and runs on the Java
Virtual Machine (JVM) [3], making it available on all operating systems that
can run Java. Clojure attempts to deal with some of the problems that some
older languages have, such as concurrency issues and code complexity grow-
ing rapidly as the project size grows. Almost all built-in data structures are
immutable in Clojure, meaning that once the data is initialized it can, from
the programmer’s point of view, never be changed [3]. Immutable data struc-
tures can be shared readily between threads without the worry of invalid states,
which simplifies concurrent programming. An immutable object would never
have to be locked as it can never change. Because Clojure is built on-top of
Java, Clojure supports calling Java functions directly in Clojure code [3]. Clo-
jureScript, which is a version of Clojure can compile to JavaScript [4] which
allows it to be executed in any modern browser.

It is important that programmers that want to make use of Clojure and its
features are aware of the performance costs that come with it. With no such
scientific research currently available, this study researches the performance
cost of choosing the programming language Clojure over Java. Quantifying
the absolute performance of a language is an impossible task, so this study
instead attempts to give the reader an idea of what performance differences to
expect when choosing between the two languages. This is done by compar-
ing the steady-state execution times of several small example programs imple-
mented in the two languages and also the startup-time of a compiled example
program.
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1.1 Research questions

How does Clojure measure up against Java in terms of execution speed?
How does Clojure measure up against Java in terms of startup-time?

1.2 Hypothesis

The first hypothesis is that the steady-state execution speed of Clojure will be
significantly slower than Java in most experiments. (But could get close in
some cases as they both compile to Java bytecode and run on the same virtual
machine.) The second hypothesis is that the startup-time will be several orders
of magnitude slower for Clojure than that of Java.
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Background

2.1 Java and Clojure

2.1.1 Java

Java is a typed object-oriented language with a syntax derived from C which
was released by Oracle in January 1996 (version 1.0) along with the Java Vir-
tual Machine or JVM [5]. According to the TIOBE Index [6] Java is the most
popular programming language as of June 2019 and has been for the majority
of the time since 2002. Having the advantage of being so popular, and being
backed by a multi billion dollar company, Java and the JVM has since 1996
been updated and optimized many times [7].

2.1.2 Clojure

Clojure is a dynamically typed functional language with a Lisp syntax which
had its first public release in 2007 [2, 8]. Clojure is according to the TIOBE
Index [6] the 48th most popular programming language as of June 2019. With
Clojure being a younger language and much less popular, it has received fewer
updates [2] and is likely much less optimized than other languages. However,
as it compiles to Java bytecode, it can make use of the JVM that Oracle has
optimized for more than two decades and take advantage of the optimization
techniques that it uses, some of which are mentioned in 2.2.

2.1.3 Immutability

Clojure’s built-in data structures are immutable, which means that once ini-
tialized, they cannot change. As an example, adding the integer 3 to a list
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containing the integers 1 and 2 in Clojure will result in two lists, namely the
list prior to the operation (1, 2) and the list after the operation (1, 2, 3). In Java,
adding to a list will modify it and after the operation only one list will exist.
This system might sound very slow and memory intensive at first as one
might think that new memory would have to be allocated and the data from
the first list would have to be copied to create the new list. However, since
the data is immutable, we can use clever techniques to share the data between
different instances of data structures. Figure 2.1 shows how memory sharing
is possible for three immutable lists resulting from the following operations:

1. Define List a as (1, 2)
2. Add 3 to List a and save it as List b

3. Drop one item from List b and save it as List c

List a List b List ¢

Number of elements: 2 Mumber of elements: 3 Mumber of elements: 2

Pointer to Start: / Paointer to Sj_qg;f Faointer to Sj_a‘l-g'_f

Mode Mode Mode

Walue: 1 YWalue: 2 /k’alue: 3

Pointer to next node: Pointer to next node: Pointer to next node:

Figure 2.1: An example of how memory sharing between immutable lists sup-
porting adding-to-tail and dropping-from-head is possible. The squares repre-
sent Java objects. This example is not taken from any programming language.

This approach would result in constant time and space complexity for both
adding one item and dropping one item, whereas the unoptimized copying
approach would result in linear complexities relative to the length of the lists.

Clojure makes use of similar, but more complex approaches to reduce the
time and space complexity of functions that manipulate its immutable data
structures [9].

There are however exceptions to the immutability of Clojure’s data struc-
tures. For example, atoms are mutable and are designed to hold an immutable
data structure to be shared with other threads [10].
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2.1.4 Concurrency

Clojure was designed with concurrency in mind. On the Clojure website ! it
is claimed that mutable stateful objects are the new "spaghetti code" and that
they lead to a concurrency disaster. Immutability removes the need for locks
when programming concurrent code as the data can only be read and can not
be changed. Furthermore, Clojure has abstracted away the need of locks even
when writing to a mutable afom using its software transactional memory and
agent systems [8]. The syntax for concurrency in Clojure is more compact and
arguably simpler than that of Java. Figure 2.2 and 2.3 demonstrate how new
threads can be started in the two languages, but there are of course many other
ways to do so.

(future (dotimes [i 10] (println i)))

Figure 2.2: Clojure code that starts a new thread that prints the numbers 0 to
9.

new Thread ()

{
public void run() {

for(int i = 0; i < 10; ++i)

{

System.out. println (i);

}
}.start ();

Figure 2.3: Java code that starts a new thread that prints the numbers 0 to 9.

2.1.5 Types

The Clojure code compiled to Java bytecode that runs on the JVM makes use of
Java classes. However, this usage is abstracted away from the user and from the
programmers point of view the data structures are dynamically typed. When
calling Java functions adding type hints is optional which can help to avoid
reflection as discussed in 2.7.1.

'https://www.clojure.org/
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2.1.6 Motivation for Clojure

The reason that this work was conducted even though there was a strong ex-
pectation that Clojure would perform worse than Java was to confirm or refute
said expectations using scientific methods, giving the reader a scientific source
to use when arguing for which language is better for their use case. A result
where Clojure performed close to or better than Java would be useful for peo-
ple who prefer Clojure due to its functional approach, high abstraction level,
ease of multi-threading or personal preference, but who chose Java due to the
alleged performance problems. Since there were no previous scientific works
found that had done this kind of comparison before, this work will also give
a scientific ground for future scientific papers that touch on Clojure’s perfor-
mance.

2.2 The Java virtual machine

The Java virtual machine or JVM is a virtual machine which, like a real com-
puting machine, has a set of instructions, or bytecodes which it can execute.
As the JVM executes Java bytecode, and not Java, any language that can to
java bytecode, like Clojure, can execute on the JVM [11].

The execution on the JVM is non-deterministic. This means that execution
of the same code on the JVM can have different total runtimes. compile This
is not only due to the non-determinism of modern computer systems, but also
Just-in-time compilation, real-time garbage collection and class loading that
all are run on the JVM [12].

Changing settings such as object layout, garbage collection algorithm and
heap order on the JVM can have significant effects on the performance of a
program [1, 13].

2.2.1 Just-in-time compilation

A Just-in-time compiler compiles Java bytecode to native machine language
for faster execution. This is done during runtime, which can affect the total
runtime of a program by both requiring processing power to run the compila-
tion and by offering faster execution once finished.
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2.2.2 Garbage collection

Garbage collection is the automatic freeing of memory that the JVM offers.
As it runs non-deterministically at runtime, it can affect the total runtime of a
program by interrupting execution.

2.2.3 Class loading

Class loading happens when a class is referenced for the first time. As the
loading takes processing power, it can interrupt execution and affect the total
runtime of a program.

2.3 Steady-state

Steady-state exectution refers to the state of the execution of a program when
it is executing at full speed, or when the warm up of the program has finished.
This is when things such as class loading (2.2.3) and just-in-time compilation
(2.2.1) that run during the start of a program execution have finished and will
no longer require processing power. Steady-state execution can be reached
and measured by repeatedly running an experiment until the variance in exe-
cution times is under a set threshold. This is possible due to the fact that the
runtimes of programs running on the JVM suffer more from variance during
warm up. It is important to note that even though the post warm up state is
called "steady-state”, it still suffers from variance due to the non-deterministic
nature of modern computer systems as mentioned in (2.2). Figure 2.4 shows
an example of how warm up can affect the runtimes of an experiment. In that
example the first three executions are strongly affected by warm up and should
be discarded when steady-state executions are of interest.
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warm up visualization
0.08 23 T T T T T T

0.075
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0.065
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runtime(ms)
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* * Moty *

0.045
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Figure 2.4: A visualization of how warm up can affect the runtimes of an
experiment. The runtimes were gathered in the order of their index without
any restart of the virtual machine or the process running the experiment.

Figure 2.5 and 2.6 show how steady-state execution runtimes can be col-
lected for an experiment in Java. The example shown collects 30 steady-state
runtimes and considers steady-state to be achieved when the coefficient of vari-
ation is below 0.025.

0 10 20 30 40 50 60 70 80 90
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ArrayList <Double> times = new ArrayList <Double >();
while (true)
{

double time = runExperiment();

times.add (time );
if (times.size() > 30)
{
Iterable <Double> subList = times.subList(
times.size () — 30, times.size ());
if (cov(subList) < 0.025)
return subList;

Figure 2.5: Java code that collects 30 steady-state runtimes for an experiment
using the function from figure 2.6 to calculate the coefficient of variation.

private double cov(Iterable <Double> times)
{
double mean = O;
int count = O0;
for(double d : times)
{
mean += d;
count ++;

}

mean /= count;

double powsum = O0;
for (double d : times)
powsum += Math.pow(d — mean, 2);

double sDeviation =
Math. sqrt (powsum / (count —1));
return sDeviation / mean;

Figure 2.6: A Java function that calculates the coefficient of variation.
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2.4 Leiningen

Leiningen is a project manager for Clojure which can be used to compile Clo-
jure code into .jar (Java archive) files, among other things [14].

2.5 Previous research

There were no similar scientific works found where Clojure’s performance had
been measured and compared to that of other languages. In order to formu-
late a hypothesis, other sources were used to see how people have found that
Clojure performs in relation to Java. Surveying the web [15, 16, 17, 18, 19]
leads one to believe that Clojure is overall slower than Java. The main problem
people seemed to have was that the startup time of Clojure is extremely slow
compared to other languages. VanderHart and Sierra [20] say in their book,
which is mentioned more later (2.7), that

In principle, Clojure can be just as fast as Java: both are compiled
to Java bytecode instructions, which are executed by a Java Virtual
Machine ... Clojure code will generally run slower than equiva-
lent Java code. However, with some minor adjustments, Clojure
performance can usually be brought near Java performance. Don’t
forget that Java is always available as a fallback for performance-
critical sections of code.

2.5.1 Quantifying performance changes with effect size
confidence intervals

Kalibera and Jones [21] conducted a literature study of 122 papers posted at
Computer Science conferences and in journals. They found that the Com-
puter Science field lacks rigour when it comes to papers that do these kind
of performance measurements. Rigour that they say is expected in other ex-
perimental sciences. Of the papers that evaluated execution time, about 79%
failed to whatsoever mention the uncertainty of the execution times stemming
from the non-determinism of our modern day computers. And some only
included the uncertainty of one of the execution times (before and after the
performance changes) when calculating their confidence interval. They also
found that some papers did not mention how many times they ran their bench-
marks, which is worrying as performance of today’s computer systems are
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rarely deterministic and can vary from run to run. These mistakes severely
hurt the reliability and reproducibility of the results.

2.5.2 Statistically rigorous Java performance evalua-
tion

Another literature study was conducted by Georges, Buytaert, and Eeckhout
[1] where they examined 50 papers. Their study, similar to Kalibera and Jones
[21], shows that there is a lack of rigour in our field. 16 of the 50 papers even
failed to state their method of measuring performance, and in the remaining
34 they found that the data-analysis part was often disappointing, again, due
to ignorance of the non-determinism of the experiment runtimes. In the same
paper, they also proposed more rigorous methods for calculating performance
changes for Java. This source is mentioned more later as two of their methods
are used to gather experimental data and analyze the data gathered.

2.6 Runtime inconsistencies

Repeatedly running and measuring the execution time of almost any program
will yield a range of runtimes rather than the same runtime being measured
every time. This is due to non-deterministic factors such as memory placement
[21], scheduling and the startup times mentioned in the next section (2.6.1).
To deal with this non-determinism, we can run the experiments multiple times
and calculate a confidence interval.

2.6.1 Startup times

It has been observed that the JVM has a startup period, where runtimes are
likely to be bigger. This is most likely due to class loading and Just-In-Time
compilation. To deal with this you can repeatedly run your experiments, wait
until the startup period has passed and the runtimes have stabilized, only then

do you start saving the runtime data for your data analysis [1] as mentioned in
(2.3).

2.7 Practical clojure

VanderHart and Sierra [20] argue that Clojure runs slower than Java but that
optimized Clojure can be brought to near Java performance. With that claim
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they also presented some optimization techniques, some of which will be men-
tioned following.

2.7.1 Type hinting

As Clojure is not statically typed, it does not always know the types of objects
at runtime. To be able to call Java functions on objects, Clojure uses a Java
method called reflection which allows calling functions by name. Reflection
calls are slower than compiled calls, so we can optimize our Clojure code by
hinting what type the object of the method we are calling has when we want
to call a function. In some cases we also have to type hint the parameters of
the function calls and/or the return type.

(defn nth—char [s n] (.charAt s n))

Figure 2.7: Code that defines a Clojure function that gets the n-th character
in a string by using the Java function charAt. This code will need a reflective
call as the type of s is not known at runtime [20].

(defn nth—char [#" String s n] (.charAt s n))

Figure 2.8: The same code as above where s is type hinted. This will avoid a
reflective call [20].

Knowing when to type hint can be difficult, but turning on the flag *warn-
on-reflection® will let us know at runtime when we can optimize our code by
alerting us when a reflective call is made.

2.7.2 Primitives

In Clojure, numbers are Java objects and not primitives, which can make math-
intensive functions slower. To get around this problem we can coerce our pa-
rameters into primitives.

The following code has been observed to be 12 times faster than the same
code without primitives [20].
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(defn gcd [a b]
(loop [a (int a), b (int b)]
(cond (zero? a) b
(zero? b) a
(> ab) (recur (— a b) b)
:else (recur a (— b a)))))

Figure 2.9: Clojure code to calculate the greatest common divisor for two
integers. On row 2 the input integers are coerced into primitives [20].

Arrays can also be type-hinted to coerce the elements into primitives.

2.7.3 Dealing with persistence

Clojure’s built-in data structures are persistent, meaning that a version of the
data structure will persist when something is added or removed from it. This
makes building large data structures step-by-step slow. If we are working on a
single thread, we can make the building of data structures transient, meaning
we can add to the data structure without having it persist, and when we are
finished building we can return a persistent version of the data structure.

(loop [m (transient {}), i O]
(if (> i 127)
(persistent! m)
(recur (assoc! m (char i) i) (inc i))))

Figure 2.10: Clojure code that shows the use of a transient map [20].

2.7.4 Function inlining

Inlining is an optimization method where the compiler replaces function calls
with the compiled body of the function. This is done automatically on primi-
tives in Clojure. We can also force a function to be inlined.

(defn square [x] (¥ x X))

Figure 2.11: Clojure code that defines a squaring function [20].
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(definline square [x] ‘(% ~X ~X))

Figure 2.12: Same code as above where the function is declared as inline [20].
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Method

3.1 Sample programs

As it is impossible to construct a program that can be used to measure the
absolute performance of a language, it was decided that several small programs
that test the performance in fundamental areas of programming were to be
constructed. Namely, recursion, sorting, map creation, object creation, depth
first search and breadth first search. The idea behind this approach was that
seeing the way the languages perform in common fundamental tasks would
give the reader an idea of how the languages will perform in their application.
The reason that the fundamental areas selected were separated into their own
experiments rather than putting them all into the same program, was so that
the reader could more easily predict which language is better for their specific
tasks.

The experiments were implemented in both languages by the author to
the best of their ability, with the Clojure ones being implemented using the
optimization methods mentioned in (2.7) when appropriate.

The programs will be presented below, and the method of execution and
data analysis will be presented afterwards.

The Clojure sample programs were compiled to Java classes packed into
a jar file using the Leningen command lein uberjar. Only two source files
were present in the project at time of compilation, a main file and the sample
program file, for both languages.

15
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3.1.1 Recursion

The recursion experiment consisted of a number of recursion calls with only a
counter as a parameter and a simple exit condition. It was designed to test the
performance of function calls in the two languages. The counter was a prim-
itive integer in both languages and was decreased by one for each recursive
call. Once it reached zero it would return without a recursive call. Execution
times were measured for problem sizes of 2000, 20000, 200000, 2000000 and
20000000, and each run of the experiment measured O(n) function calls, O(n)
integer subtractions and O(n) integer comparisons. See A.l for the source
code of this experiment.

3.1.2 Sorting

The sorting experiment consisted of sorting a collection of integers. In Clo-
jure this was done by sorting a list of integers, shuffled by the shuffle func-
tion, using the sort function, all of which are included in the clojure.core
library. In Java this was done similarly by sorting an array of primitive in-
tegers, which was shuffled using java.util. Collections.shuffle, using the Ar-
rays.sort function. It is worth noting that Clojure’s shuffle function uses Java’s
java.util.Collections.shuffle function [22], meaning that the same algorithm
was used to shuffle in both languages. The sorting function used was a dual-
pivot quicksort algorithm which has an average time complexity of O(n *
log(n)) and a worst case of O(n?) [23]. Sorting mainly consists of integer
comparisons and integer swaps. Execution times were measured for collec-
tions with 2000, 20000, 200000, 2000000 and 20000000 integers. See A.2 for
the source code of this experiment.

3.1.3 Map creation

The map creation experiment consisted of adding integers as keys and values
to amap. InJava they were added to a HashMap from the java.util library, and
in Clojure they were added to the built-in persistent map data structure. As the
average time complexity of adding to a hash map is O(1), the time complexity
of the entire experiment is O(n) where n is the number of values added. This
experiment mainly consists of calculating hashes (integer arithmetic), com-
paring integers and memory allocation. Execution times were measured for
20000, 63246, 200000, 632456 and 2000000 different key-value pairs. See
A.3 for the source code of this experiment.
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3.1.4 Obiject creation

The object creation experiment consisted of creating a linked list without val-
ues. InJava a custom class was used to create the links while in Clojure nested
presistent maps were used. The links were created backwards in both lan-
guages, meaning that the first object created would have a next-pointer with a
null value, and the second object created would point to the first, and so on.
Object creation mainly consists of memory allocation and memory popula-
tion. Execution times were measured for 100000, 316228, 1000000, 3162278
and 10000000 linked objects, and the time complexity is O(n) where n is the
number of objects created. See A.4 for the source code of this experiment.

3.1.5 Binary tree DFS

The binary tree DFS experiment consisted of searching a binary tree for a value
it did not contain using depth first search. The depth first search was imple-
mented recursively in both languages. In Java the binary tree was represented
by a custom class while in Clojure they were represented using nested persis-
tent maps. This experiment mainly consists of traversing objects by pointers
and integer comparison. Execution times were measured for searches of com-
plete binary trees with depths of 18 to 24. Because the tree was a complete
binary tree, and every node was visited, the time complexity was O(n?) where
n is the depth of the tree. See A.5 for the source code of this experiment.

3.1.6 Binary tree BFS

The binary tree BFS, similar to the binary tree DFS experiment consisted of
searching a binary tree for a value it did not contain, but using breadth first
search. The breadth first search was implemented iteratively in both languages.
In Java the binary tree was represented by a custom class while in Clojure they
were represented using nested persistent maps. Like the above experiment, this
experiment also mainly consists of traversing objects by pointers and integer
comparison. Execution times were measured for searches of complete binary
trees with depths of 18 to 24. Because the tree was a complete binary tree, and
every node was visited, the time complexity was O(n?) where n is the depth
of the tree. See A.6 for the source code of this experiment.
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3.2 Steady-state experiments

The data gathering and analyzing was done using methods proposed by Georges,
Buytaert, and Eeckhout [1]. The methods presented in this section are those
used to measure steady-state performance of a program.

3.2.1 Measurement method

Measuring the CPU time of the executions was attempted using a library called
ThreadMXBean in order to get as an exact result of the execution times as
possible, but that method was quickly discarded as it appeared that it did not
measure all parts of the execution, resulting in some experiment having near
zero execution times. Instead the wall-clock time was used to measure the
execution times. This was done by calling System.NanoTime() before and af-
ter an experiment. This method introduces more noise into the data gathered
as it will also count the time that the thread that is running the experiment is
suspended, but it will make sure that every part of the execution gets counted
towards the runtime. The effect that this is anticipated to have is that the con-
fidence intervals will be larger. The same method was used in both Clojure
and Java.

3.2.2 Data gathering

Each experiment was run in 30 different JVM invocations, each invocation
measured the runtime of the experiment repeatedly until the coefficient of
variation (2.6) of the most recent 30 measurements was below 0.025. The
coeflicient of variation was calculated by dividing the standard deviation by
the mean.

After all the runtimes were gathered for an experiment, 30 means were cal-
culated, one for each JVM invocation. Finally a confidence interval for the 30
means was calculated using the method presented following.

3.2.3 Confidence interval calculation

The calculation of confidence interval for n measurements x, was done using
the following method.
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A mean T was calculated using the measurements z; to ,,.

Z:‘L:1 X

n

T =

A symmetric confidence interval was then calculated. With ¢, being the lower
limit and ¢, being the upper limit, for a significance level a.

_ Sz

Cl =T — Zl_a/gi\/_
n

L Sz

Co =X Zlfa/27
n

where s, is the sample standard deviation for x,

\/ZZ lxl_x
n—1

and z being defined such that for a random variable Z that is Gaussian dis-
tributed with mean 0 and variance 1 the probability that Z is smaller than or
equal to 21,/ is equal to 1 — a/2.

The significance level used was a = 0.05 giving zp975 = 1.96 for all ex-
periments.

3.3 Startup time experiments

The data gathering and analyzing was again done using methods proposed by
Georges, Buytaert, and Eeckhout [1]. The methods presented in this section
are those used to measure the startup time of a program.

3.3.1 Measurement method

As the time of the startup is measured, it can not be done in the program itself.
Instead, the time was measured using a .NET class called system.diagnostics.stopwatch
in powershell. Refer to figure 3.1 to see how the script to measure the startup

time was set up.
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$sw = [system.diagnostics.stopwatch ]::startNew ()
java —cp .\jarfile.jar package.core 17 0.025
$sw. Stop ()

$sw. Elapsed

Figure 3.1: A powershell script that measures the time of executing the main
function of class package.core with two arguments.

3.3.2 Data gathering

A total of 30 JVM invocations were run per experiment, in which the setup
necessary for the experiment, and the experiment itself was run once before ex-
iting. The 30 execution times were recorded and a confidence interval was cal-
culated using the same method as for the steady-state experiments, explained
in (3.2.3).

3.4 System specifications

The experiments were run on a personal computer with the following specifi-
cations.
Processor: Intel(R) Core(TM) i7-4790K CPU @ 4.00GHz
Graphics card: EVGA GeForce GTX 970 4GB
HDD: Kingston SSDNow V300 240GB
Motherboard: MSI Z97-G43, Socket-1150
RAM: (4x) Crucial DDR3 BallistiX Sport 1600MHz 4GB
Operating System: Windows 7 Professional, 64-bit
To minimize variance other heavy programs running on the computer were
shut off and the computer was not used while the experiments were running.

3.4.1 Software

The Java version that was used to execute both the Clojure and the Java code
was 1.8.0_60. The JVM was run with the arguments —Xmx11g and -Xssl1g
to increase the max heap and stack space to 11 gigabytes when needed for
the experiments. In order to simulate as real of an execution environment as
possible, the other settings were left at default.

The Clojure version used was 1.9.0. The Clojure code was compiled to
Java class files in a jar using Leiningen version 2.9.0.
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Results

The results of the experiments are presented in two ways, in a graph (Figures
4.1-4.12) and in a table (Tables 4.1-4.12). The graphs show only the points
and not the confidence intervals that are presented in the table below. The
slowdown factor presented in the table is simply the Clojure runtime divided by
the Java runtime. The runtime resluts are presented with 2 significant figures
while the slowdown factor is presented with 4.

4.1 Steady-state results

The results are presented below, one page per experiment.
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4.1.1 Recursion
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Figure 4.1: The mean steady-state runtimes of the recursion experiment.

Function calls 2000 | 20000 | 200000 | 2000000 | 20000000
Clojure 002 | 0.16 | 1.68 | 1828 | 20621

runtimes(ms)  40.00 | +£0.00 | £0.02 | +0.18 | 42.72
Java 000 | 0.05 | 045 570 8471

runtimes(ms) +0.00 | £0.00 | +0.01 +0.04 +1.35
Slowdown ¢ 103 | 34829 | 37531 | 32064 | 2.4343
factor

Table 4.1: The mean steady-state runtimes of the recursion experiment pre-
sented in milliseconds with a 95% confidence interval and their quotient as
slowdown.



4.1.2 Sorting

CHAPTER 4. RESULTS

23

- & Clojure
L |—-%-—Java

102;

10

runtime(ms)

100

1wy 7

1072
108

Figure 4.2: The mean steady-state runtimes of the sorting experiment.
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Array size 2000 | 20000 | 200000 | 2000000 | 20000000
Clojure 023 | 3.05 | 34.03 | 709.17 | 8903.12

runtimes(ms) +0.01 | £0.02 | +1.24 | +825 | +176.45
Java 006 | 078 | 957 | 11452 | 1327.87

runtimes(ms) £0.00 | £0.00 | £0.04 +1.87 +18.83
Slowdown 4 coe7 | 3.8833 | 3.5562 | 6.1928 | 6.7048
factor

Table 4.2: The mean steady-state runtimes of the sorting experiment presented
in milliseconds with a 95% confidence interval and their quotient as slowdown.
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4.1.3 Map creation
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Figure 4.3: The mean steady-state runtimes of the map creation experiment.

Map size 20000 | 63246 | 200000 | 632456 | 2000000
Clojure 2.13 746 | 25.01 | 129.62 | 542.01

runtimes(ms)  +0.01 | +0.04 | +£0.17 | +0.83 | +1.53
Java 0.16 064 | 289 | 506 | 24.64

runtimes(ms)  +0.00 +0.02 +0.05 +0.13 +0.38
Slowdown 15 o516 | 11,6448 | 8.6484 | 25.6313 | 22.001
factor

Table 4.3: The mean steady-state runtimes of the map creation experiment
presented in milliseconds with a 95% confidence interval and their quotient
as slowdown.
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4.1.4 Obiject creation
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Figure 4.4: The mean steady-state runtimes of the object creation experiment.

object count

Object count 100000 | 316228 | 1000000 | 3162278 | 10000000
Clojure 050 | 1.6l 537 17.03 53.85
runtimes(ms)  +£0.01 | 40.03 | +0.08 | +0.14 | +0.55
Java 021 | 0.0 2.44 747 23.59
runtimes(ms) £0.00 | +0.02 +0.04 +0.07 +0.24
Slowdown ) 211 | 20004 | 22061 | 22784 | 2.283
factor

Table 4.4: The mean steady-state runtimes of the object creation experiment
presented in milliseconds with a 95% confidence interval and their quotient
as slowdown.
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4.1.5 Binary tree DFS
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Figure 4.5: The mean steady-state runtimes of the depth first search experi-
ment.
Tree depth 18 19 20 21 22 23 24
Clojure 11.42 22.38 45.64 89.40 181.63 | 358.41 | 739.56
runtimes(ms) +0.06 +0.17 +0.12 +0.53 +0.73 +3.34 +5.53
Java 0.84 1.44 3.75 6.14 15.18 24.23 61.19
runtimes(ms) +0.01 +0.02 +0.02 +0.02 +0.06 +0.11 +0.17
Slowdown factor 13.6769 | 15.5117 | 12.1851 | 14.5652 | 11.9683 | 14.7902 | 12.0868

Table 4.5: The mean steady-state runtimes of depth first search experiment
presented in milliseconds with a 95% confidence interval and their quotient

as slowdown.
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4.1.6 Binary tree BFS
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Figure 4.6: The mean steady-state runtimes of the breadth first search exper-
iment.
Tree depth 18 19 20 21 22 23 24
Clojure 37.08 75.21 | 151.47 | 309.74 | 622.61 | 1234.86 | 2523.62
runtimes(ms) +0.71 | £0.86 | £2.06 | +£1.86 | £6.90 | £7.20 | £11.58
Java 3.23 7.92 16.67 | 33.83 | 68.47 | 136.82 | 274.32
runtimes(ms) +0.09 | £0.19 | £0.07 | £0.07 | £0.18 | £0.24 +0.37
Slowdown factor 11.4721 | 9.4968 | 9.0878 | 9.1559 | 9.0935 | 9.0257 | 9.1997

Table 4.6: The mean steady-state runtimes of the breadth first search experi-
ment presented in milliseconds with a 95% confidence interval and their quo-

tient as slowdown.
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4.2 Startup time results

The results are presented below, one page per experiment.
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4.2.1 Recursion
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Figure 4.7: The mean startup times of the recursion experiment.
Function calls 2000 20000 | 200000 | 2000000 | 20000000
Clojure 673.84 | 681.67 | 678.27 | 773.00 2889.13
runtimes(ms) +£15.62 | +16.69 | £15.98 | £10.63 +63.13
Java 91.41 99.64 98.77 114.05 352.79
runtimes(ms) =£12.64 | £14.08 | £13.40 | £10.67 +10.65
Slowdown - 4710 | 68412 | 6.8674 | 6.7778 | 8.1893
factor

Table 4.7: The mean startup times of the recursion experiment presented in
milliseconds with a 95% confidence interval and their quotient as slowdown.
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4.2.2 Sorting
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Figure 4.8: The mean startup times of the sorting experiment.
Array size 2000 20000 | 200000 | 2000000 | 20000000
Clojure 699.24 | 750.53 | 914.67 | 2848.65 | 34095.44
runtimes(ms) +17.78 | £26.29 | £25.97 | £35.66 | +1639.59
Java 9491 9421 | 123.89 | 314.89 8687.04
runtimes(ms) +15.41 | £13.95 | £8.90 | £+16.05 +90.99
Slowdown ;365 | 79665 | 7.3827 | 9.0465 | 3.9249
factor

Table 4.8: The mean startup times of the sorting experiment presented in mil-
liseconds with a 95% confidence interval and their quotient as slowdown.
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4.2.3 Map creation
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Figure 4.9: The mean startup times of the map creation experiment.

Map size 2000 6325 20000 | 63246 | 200000 | 632456 | 2000000

Clojure 714.85 | 708.97 | 735.06 | 785.17 | 869.32 | 1200.09 | 2553.61
runtimes(ms) +17.70 | £14.25 | £17.65 | £7.81 | £16.46 | £9.76 | £23.97

Java 88.35 86.49 89.73 99.03 | 117.51 | 125.31 679.88
runtimes(ms) +8.71 | £7.93 | £12.25 | £14.96 | £16.37 | £18.33 | +£185.46

Slowdown

8.0916 | 8.1972 | 8.1924 | 7.9288 | 7.3976 | 9.5767 | 3.756
factor

Table 4.9: The mean startup times of the map creation experiment presented in
milliseconds with a 95% confidence interval and their quotient as slowdown.
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4.2.4 Obiject creation
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Figure 4.10: The mean startup times of the object creation experiment.

Object count 100000 | 316228 | 1000000 | 3162278
Clojure 984.00 | 1464.66 | 3589.50 | 16071.02
runtimes(ms) +£10.31 | £68.32 | £443.61 | +£445.99

Java 96.68 100.64 113.51 308.81
runtimes(ms) +£19.63 | £20.13 | +11.05 +21.80
Slowdown

10.1779 | 14.554 | 31.6228 | 52.0417
factor

Table 4.10: The mean startup times of the object creation experiment pre-
sented in milliseconds with a 95% confidence interval and their quotient as
slowdown.
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4.2.5 Binary tree DFS

1047.IIIIIIIII""""'I----,..,,i
[ |----3 Clojure g
- | % —Java
» P .
E -
£ . nd
E r/
=108 o » t
Q e 0o / ]
=] Q- O ;
5 )
(%) /,
//I
7
7
7
¥
T
102%"-_'__—_.__*-. X L L
tree depth

Figure 4.11: The mean startup times of the depth first search experiment.

Tree depth 18 19 20 21 22 23 24

Clojure 762.04 | 791.17 | 855.92 | 956.27 | 2552.14 | 5345.51 | 8115.92
runtimes(ms) +11.34 | £11.39 | £13.31 | £21.68 | £77.91 | £671.45 | £378.94

Java 106.75 | 111.45 | 121.39 | 182.58 | 984.27 | 1867.73 | 1955.53
runtimes(ms) +12.34 | £18.13 | £17.69 | £16.07 | +£27.88 | £25.35 | £27.83

Slowdown

7.1382 | 7.0989 | 7.0511 | 5.2376 | 2.5929 | 2.862 4.1502
factor

Table 4.11: The mean startup times of the depth first search experiment pre-
sented in milliseconds with a 95% confidence interval and their quotient as
slowdown.
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4.2.6 Binary tree BFS
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Figure 4.12: The mean startup times of the breadth first search experiment.
Tree depth 18 19 20 21 22 23 24
Clojure 809.96 | 881.70 | 1035.27 | 1674.32 | 3049.96 | 6457.61 | 13644.65
runtimes(ms) +£15.90 | £13.92 | £22.71 | £20.49 | +20.96 | £391.31 | +853.38
Java 122.27 | 131.40 | 14495 | 210.79 | 1037.55 | 2133.03 | 5505.91
runtimes(ms) £18.79 | £16.38 | £13.72 | £14.10 | £13.58 | +42.77 | £273.63
Sl‘;l‘:;’r’“ 6.6246 | 67099 | 7.1424 | 7.9429 | 29396 | 3.0274 | 24782

Table 4.12: The mean startup times of the breadth first search experiment
presented in milliseconds with a 95% confidence interval and their quotient
as slowdown.
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Discussion

5.1 Steady-state results

The results were unanimous in that they all showed slower steady-state perfor-
mance for Clojure. The 95% confidence intervals never showed any overlap.
The smallest slowdown was that of the recursion experiment (see 4.1.1), which
reported a slowdown factor as low as 2.2061. The biggest slowdown was that
of the map creation experiment (see 4.1.3), which reported a slowdown factor
as high as 25.6313.

5.1.1 Irregularities

The zig-zag pattern evident in the Java results of the DFS experiment is seem-
ingly not due to experimental error or non-determinism. The experiment was
run additional times, all runs reporting the same zig-zag pattern. This is
thought to be due to memory placement, but it was not investigated any further.

5.2 Startup time results

The results of the startup time experiments show that Clojure had strictly
slower startup times than Java. The 95% confidence intervals never showed
any overlap. The smallest slowdown was found for large problem sizes in
the BES experiment (see 4.2.6), where the slowdown was as low as 2.4782.
The largest slowdown was found for large problem sizes in the object creation
experiment (see 4.2.4), which showed a slowdown as high as 52.0417. It is
important to note that the setup time, e.g. buiding of a tree in the DFS exper-
iment, and a single run of the experiment are counted in the startup times.
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5.2.1 Irregularities

The some graphs have clear irregular growth as the problem size grew for
example the DFS startup times for Java (see 4.2.5). These irregularities are
thought to be due to the non-deterministic JIT compilation, as they were not
present when the JIT compilation was turned off using the flag -Xint.

5.3 Threats to validity

5.3.1 Unfair testing environment

The method used in this study has been criticized by Kalibera and Jones [21]
for not being rigorous enough. The method of repeating the experiments a cer-
tain amount of times per JVM invocation and running several such invocations
per experiment is criticized for not covering all the non-deterministic elements
existing in modern computer systems. l.e. some of the non-deterministic ele-
ments present can be constant when using this method. They suggest that the
experiments include randomizing these non-deterministic factors, including
context switches, hardware interrupts, memory placement, randomized algo-
rithms in compilation and the decisions of the just-in-time compiler present in
the JVM. They also criticize the use of statistical significance saying that its
usage should be deprecated.

While their claims seem valid, the methods they suggest seem highly am-
bitious for a study of this nature. The methods used in this study have been
used in recent studies in the field [24, 25, 26]. It is also worth noting that
Kalibera and Jones [21] thought of this as the best quantification method so
far in our field before they presented their own.

5.3.2 Non-optimal code

All of the code tested was implemented by the researcher and it might not be
optimal for some experiments, meaning that there might exist faster solutions.

5.4 Future work

This study had the goal of evaluating the general execution time of Clojure.
It would be interesting to see how suitable Clojure is in specific areas like
high performance computing, parallel programming or database management
by running experiments targeting those areas. It would also be interesting
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to compare bigger programs implemented in the two languages by teams of
programmers, simulating a more real development environment.

5.5 Sustainability & social impact

This work is intended for private persons and companies to use when evalu-
ating which language to use for their programming projects. This saves time
and potentially money for the readers, benefiting the society’s economic sus-
tainability positively, albeit very little.

5.6 Method selection - Sample programs

The decision to create new sample programs from scratch rather than using
already established benchmarks such as SPEC [27] which has been used in
scientific works prior [1, 13], can be seen as questionable. The main thought
behind this approach, rather than the more common and bigger benchmarks,
was to test as little as possible per experiment as it would show how the lan-
guages performed in those specific fundamental areas. This was thought to
make it easier for the reader to evaluate how the languages would perform in
their specific use case. In retrospect this decision might not have been ideal as
the sample programs are likely far from covering all fundamental areas needed
to make such an evaluation. However, there is no benchmark or set of bench-
mark that can tell you exactly how your application will perform. The only
true benchmark is the application itself. Using larger benchmarking programs
would also increase the probability of non-optimal code when writing the code
for the experiments.
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Conclusion

It was found that Clojure ran several times slower than Java in all conducted
experiments, including both startup and steady-state experiments. The steady-
state experiments showed that the slowdown factors ranged between 2.2061
and 25.6313 while the startup experiments showed slowdown factors between
2.4872 and 52.0417. These results strongly suggest that the use of Clojure over
Java comes with a cost of both startup and runtime performance.

As the 95% confidence intervals had no overlap both hypothesis are ac-
cepted for the sample programs mentioned in this study.
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Appendix A

Experiment code

A.1 Recursion

(defn pure—recursion
[cnt]
(if (> cnt 0)
(pure—recursion (— cnt 1))))

Figure A.1: The Clojure code of the recursion experiment.

private void Recurse(int cnt)

{
if (cnt > 0) Recurse(cnt — 1);

}

Figure A.2: The Java code of the recursion experiment.
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A.2 Sorting
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private int[] createArray (int size)

{

int counter = Integer .MIN_VALUE;
ArrayList<Integer > arrList
= new ArraylList<Integer >(size);
for (int i = 0; i < size; ++i)
arrList.add(counter ++);
java.util . Collections.shuffle (arrList);

int[] retArr = new int[size];
for (int i = 0; i < size; ++i)
retArr[i] = arrList.get(i);

return retArr;

Figure A.3: Java array preparation for the sorting experiment.

Arrays.sort(array);

Figure A.4: The Java code of the sorting experiment.

(let [list (—> (create—list size
(atom Integer /MIN_VALUE))

(shuffle))

Figure A.5: Clojure array preparation for the sorting experiment.

(sort list)

Figure A.6: The Clojure code of the sorting experiment.
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A.3 Map creation

(defn create —map
[size]
(loop [map (transient {}), i (int size)]
(if (> 1 0)
(recur (assoc! map i (+ i 1)) (— i 1))
(persistent! map))))

Figure A.7: The Clojure code of the map creation experiment.

private HashMap<Integer , Integer > createMap(int sze)
{
HashMap<Integer , Integer > retMap
= new HashMap<Integer , Integer >(sze);
for (int i = 0; i < sze; )
retMap . put(i, ++i);
return retMap;

Figure A.8: The Java code of the map creation experiment.

A.4 Object creation

(defn create—objects

[count ]
(loop [last nil i (int count)]
(if (= 0 1)
last

(recur {:next last} (— i 1)))))

Figure A.9: The Clojure code of the object creation experiment.
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private class LLNode({
public LLNode next;
public LLNode(LLNode next)
{

this .next = next;

}

Figure A.10: The Java code for the object LLNode.

private LLNode createObjects(int count)

{
LLNode last = null;

for (int i = 0; i < count; ++i)
last = new LLNode(last);
return last;

Figure A.11: The Java code for the object creation experiment.

A.5 Binary Tree DFS

(defn create —binary—tree
[depth counter —atom ]
(when (> depth 0)
(let [val @counter—atom ]
(swap! counter—atom inc)
{:value wval
:left (create—binary—tree (— depth 1)
counter —atom)

:right (create—binary—tree (— depth 1)

counter —atom) })))

Figure A.12: The Clojure code of a binary tree creation.
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(defn binary—tree —DFS
[root target]
(if (nil? root)
false
(or (= (:value root) target)
(binary —tree —DFS (: left root) target)
(binary —tree —DFS (:right root) target))))

Figure A.13: The Clojure code for the depth first search experiment.

public BinaryTreeNode createBinaryTree (int depth,
int[] counter)
{
if (depth == 0) return null;
int value = counter[0]++;
BinaryTreeNode btn = new BinaryTreeNode(value);
btn.left = createBinaryTree (depth — 1, counter);
btn.right = createBinaryTree(depth — 1, counter);
return btn;

Figure A.14: The Java code of a binary tree creation.

public boolean binaryTreeDFS (BinaryTreeNode root,
int target)
{
if (root == null) return false;
return root.value == target ||
binaryTreeDFS (root.left , target) ||
binaryTreeDFS (root.right , target);

Figure A.15: The Java code for the depth first search experiment.

A.6 Binary Tree BFS

The tree was created using the same method as in A.5.
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(defn binary—tree —BFS
[root target]
(loop [queue
(conj clojure.lang.PersistentQueue /EMPTY root)]
(if (empty? queue)
false
(let [item (peek queue)]
(if (= target (:value item))
true
(recur (as—> (pop queue) $
(if (nil? (:left item))
$
(conj $ (:left item)))
(if (nil? (:right item))

$
(conj $ (:right item)
)))))))))

Figure A.16: The Clojure code for the breadth first search experiment.

public boolean binaryTreeBFS (BinaryTreeNode root,
int target)
{
Queue<BinaryTreeNode > queue
= new LinkedList<BinaryTreeNode >();
queue .add(root);
while (!queue.isEmpty())
{
BinaryTreeNode item = queue.poll ();
if (item.value == target) return true;
if (item.left != null) queue.add(item.left);
if (item.right != null) queue.add(item.right);
}
return false;

Figure A.17: The Java code for the breadth first search experiment.
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