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ABSTRACT 

Accurately learning what customers value is critical for the success 
of every company. Despite the extensive research on identifying 
customer preferences, only a handful of software companies suc-
ceed in becoming truly data-driven at scale. Benefiting from novel 
approaches such as experimentation in addition to the traditional 
feedback collection is challenging, yet tremendously impactful 
when performed correctly.  

In this thesis, we explore how software companies evolve from 
data-collectors with ad-hoc benefits, to trustworthy data-driven 
decision makers at scale. We base our work on a 3.5-year longitu-
dinal multiple-case study research with companies working in both 
embedded systems domain (e.g. engineering connected vehicles, 
surveillance systems, etc.) as well as in the online domain (e.g. de-
veloping search engines, mobile applications, etc.).  

The contribution of this thesis is three-fold. First, we present 
how software companies use data to learn from customers. Second, 
we show how to adopt and evolve controlled experimentation to 
become more accurate in learning what customers value. Finally, 
we provide detailed guidelines that can be used by companies to 
improve their experimentation capabilities. 

With our work, we aim to empower software companies to be-
come truly data-driven at scale through trustworthy experimenta-
tion. Ultimately this should lead to better software products and 
services. 

 
Keywords. A/B testing, customer feedback, data-driven develop-
ment,  Experimentation, Experimentation Growth 
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1 INTRODUCTION 

“Our success at Amazon is a function of how many experiments 
we do per year, per month, per week, per day…”  

-- Jeff Bezos, CEO @ Amazon [1] 
 

1.1 Software 
Software functionality was for decades predominately required in 
products to support the electrical, hardware or mechanical solu-
tions without delivering any other perceptible value [2], [3]. Com-
panies developed software as a necessary cost without exploring 
the value of software as such. Today, however, systems that were 
once built purely from hardware components such as e.g. connect-
ed cars and household appliances, nowadays contain software 
functionality that enables them to connect to the Internet, ex-
change information with other systems, adapt to our needs, and 
self-improve over time. Software in most products today enables 
individuals and businesses around the world to achieve more than 
what has ever been possible before. Swiftly, software is becoming 
the main competitive advantage in systems that previously existed 
without it [2], [4]–[6]. 

Furthermore, and with advances in software development such 
as Continuous Integration [7] and Continuous Deployment [8], 
adding new software capability to products has become easier than 
ever before. Consider for example the applications installed on 
your cell-phone or in your new car. Every few days new features 
are added to them, promising the many benefits for improving our 
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daily lives. Unfortunately, too often the value that new or updated 
features promise to deliver is merely a preposition that has not 
been accurately validated. One of the reasons for this is the lack of 
capability in software companies to systematically and continuous-
ly evaluate the value of the changes that they do to their products 
[9], [10]. Consider, for example, in how many different ways the 
applications that you use every day could be improved to better 
meet ‘your’ needs. The possibilities are endless, and some are more 
costly and less valuable than others [6]. The line between valuable 
software functionality and wasteful features is thin, yet being on 
the right side of it is paramount for the success of software compa-
nies [11].  

Thankfully to modern development approaches such as Agile 
Development [12] and technological advances such as Continuous 
Deployment, moving from one side of the line to the other is possi-
ble. For example, updating a sub-optimal ranking algorithm on 
Bing.com and make the update available to hundreds of millions of 
users around the world can be done in minutes [13]. Drawing the 
line to determine what is valuable, however, is difficult [14]–[16]. 
Accurately determining on which side of the line new changes are, 
is even more challenging [17]. Consider for example an improve-
ment to the product done by changing the way how an Artificial 
Intelligence (A.I.) algorithm behaves. Determining the success of 
such changes in the world where heuristics are increasingly more 
infused in the essential functionality of the product requires a con-
tinuous evaluation of product value through the data that is gener-
ated by the use of the products. Using the data to experiment with 
different variants and configurations is paramount to discover 
what delivers value to users [11].  
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1.2 Data 
In the same way as software became the ‘icing on the cake’ in most 
products and services, so has the data that is generated through its 
use [18]–[20]. At first, the data that software products created was 
used for debugging and understanding when a product crashed. 
Developers would analyze the output from trace statements or 
crashes in source code and use it to repair the product [21], [22]. 
Today, software logging practices have evolved in the orders of 
magnitude [22], [23]. Product logs now give data-driven companies 
the possibility to learn how their new features or product changes 
are accepted, and how much value they provide (if any at all). The 
use of data that describes how the product is actually being used is 
becoming a standard operating procedure in data-driven compa-
nies while prioritizing development decisions [11], [24]. 

Large-scale companies (e.g. producers of products used by thou-
sands, millions or billions of users) depend on learning from data 
being generated through the use of their products. Knowing what 
does and what does not deliver value empowers software compa-
nies to accurately prioritize the items on the product roadmap, ul-
timately leading to better products and services[11], [25]. Consider 
for example Amazon, Booking.com or Microsoft, where most 
changes to their products, from the smallest bug fixes to the most 
impactful new feature, are deployed to their customers in a con-
trolled and scientific process, guaranteeing that those that received 
the new updates really experience the expected benefits [11], [25]. 
Or, more common, to discover benefits that the companies did not 
know exist. Through experimentation and fast feedback loops, da-
ta-driven companies are transforming into experimental laborato-
ries, learning faster than their competitors and steadily growing 
their businesses [11].  

For many companies, accurately learning and benefiting from 
the data is challenging. First, the collection of the data needs to be 
implemented. The list of possibilities to learn from customers is 
long, the list of pitfalls and caveats while doing this even longer 
[16], [26]. Next, infrastructure to process and analyze the data 
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needs to be set-up. Moreover, technical challenges are not the only 
setback [27]. Consider for example the culture in companies that 
have for decades celebrated a new version or a new release of their 
product. At Microsoft, the practitioners received a “ship-it award” 
for successfully deploying their new features. Today, the reward is 
given when measurable value is confirmed. And as companies in-
creasingly shift towards services where revenue income is condi-
tional on customer retention and continuing use of the product, 
learning from customers with scientific accuracy is critical. 

In this thesis, we explore how companies collect and use custom-
er feedback and product data to better prioritize product develop-
ment activities for the long-term value of the products that they 
develop. We investigate how companies experiment with their 
products while they are in use, and we construct an understanding 
of how the experimentation capabilities can be improved to be-
come more effective. Ultimately, we show how to transform the 
software development process into an experimental laboratory, en-
abling practitioners to conduct decisions with scientific accuracy. 
  
1.3 Research Objective 
As described earlier, companies are successful only if they truly un-
derstand customers’ needs, and develop products or services that 
deliver value to fulfil them [6], [28]–[31]. Most software project 
failures are caused by value-oriented shortfalls such as the lack of 
customer or user feedback [32]–[35] that cause companies to deliv-
er features that do not add value..  

Learning from and about customers and their needs is the essen-
tial unit of progress for companies whether developing a new 
product or improving an existing feature. Unfortunately, efficiently 
and accurately learning from customer feedback and product data 
is challenging [10], [15], [36], [37]. To understand what the cus-
tomers say they value and make decisions based on the lessons 
learnt, companies have always been collecting feedback [38]–[41]. 
For example, interviews, surveys, observations etc. are techniques 
that are regularly used to involve with the customers and collect 
feedback. On top of these typically very qualitative techniques, and 

26



 
 

27 
 

 

with the capability to connect software products to the internet, 
new opportunities are emerging to learn from customers while they 
use of the product. Today more data can be generated than ever 
before to learn about customer habits, needs and preferences [20], 
[42], [43]. For example, telemetry data in connected cars can reveal 
in which way a vehicle is used and recommend maintenance activi-
ties, increasing the lifespan of the product. On the web, clicks on 
search results provide feedback to the ranking algorithm, improv-
ing the search algorithm for every next query, generating new hy-
potheses on how the product team can improve the system[44]. 
And as software products move away from large periodic releases 
(e.g. yearly versions) and closer towards continuous deployment of 
new functionality (e.g. daily builds), accurately evaluating what de-
livers value to the customers is of the paramount importance.  

The main objective of this thesis it twofold. First, we aim to ex-
plore how large-scale companies (companies that develop software 
products used by thousands, millions or billions of users) collect 
and use customer feedback and product data to become data-
driven. Our second objective is to provide detailed guidelines on 
how to become more accurate in this by adopting and evolving 
controlled experimentation. In our view, and as we discuss in chap-
ter 13.2, Data-Driven Companies can be seen as experimental la-
boratories that employ scientific trustworthy procedures to im-
prove their software products and data handling procedures. Inves-
tigating how to become data-driven through experimentation is 
thus of great interest for many companies.  
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1.3.1 Research Questions 
1.3.1.1 Data-driven development 
As demonstrated in prior research, companies today have the pos-
sibility to learn from large amounts of data [45], [46]. Ideally, 
companies should be able to utilize the feedback data that they col-
lect to accurately learn what products and features to develop, to 
what extent, and when to stop developing them. Data should drive 
discussions, improve the company, and be used to decide when and 
which teams to reward. Unfortunately, accurately learning from 
data is very challenging. The alternative is to use opinions and in-
tuition, however, the intuition of software development companies 
on customer preferences can be as much as 90% of the time wrong 
[32], [47], [48]. Software products are frequently overloaded with 
features that rarely even get used by customers [32].  

In order to effectively develop software products, and to help 
companies move away from assumptions that could be harmful, 
more knowledge is needed in how to use and collect feedback. For 
the purpose of this work, we define feedback as data that compa-
nies actively solicit or passively receive from users of their products 
or products directly, with the intent to understand what features or 
changes to the product deliver value to users. This led us to our 
first research question: 

 
𝑹𝑸𝑨: “How do large scale data-driven software companies learn 
from their customers to effectively develop software products that 
deliver long-term value?” 

 
We acknowledge that in some context ‘customer’ and ‘user’ can 
mean refer to different stakeholders. For example, a customer 
could be the entity purchasing the product which is then used by 
the users. However, in our research we use the terms interchangea-
bly to refer to the users of the product unless explicitly stated oth-
erwise.  

To address our first research question, we divided it into two re-
lated sub-questions, each addressing one of the dimensions of effec-
tive data-driven development: 
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• 𝑹𝑸𝑨𝟏: “: How do software companies collect customer 
feedback and product data? 

• 𝑹𝑸𝑨𝟐: “: How can software companies use the feedback 
data that they collect to effectively realize software fea-
tures? 
 

We answer 𝑅𝑄𝐴1by recognizing feedback collection techniques that 
are in use by large-scale software companies. We answer 𝑅𝑄𝐴2 by 
designing a model for feature differentiation and feature value 
evaluation in software product development.   
 
1.3.1.2 Data-Driven development through Experimentation 
At the time of this research, advances in Continuous Integration 
[7], [49], [50] and Continuous Deployment [51]–[54] enabled 
companies to quickly build enhanced versions and variants of their 
products, and deploy them to their customers over the Internet in 
several different domains. The notion of experimentation emerged 
as the natural next step in the chain of the software release steps 
[52], [55] by enabling companies to make causal conclusions be-
tween the changes introduced to their products (e.g. new features) 
and customer reactions on them (e.g. using the feature more or less 
frequently).  

Several large-scale online companies such as Google, Microsoft 
and Amazon previously reported on the benefits that they experi-
ence due to the adoption of the experimentation practices in their 
companies [25], [47], [56]–[58]. However, the reminder of the 
software industry continues to struggle to adopt and evolve their 
experimentation capabilities [4], [10], [36], [59]. In addition, the 
experimentation maturity of the companies that already experi-
ment is unclear, leaving us with vague understanding of experimen-
tation and its adoption in the software industry. The aforemen-
tioned challenges motivated our next research question. 

 
𝑹𝑸𝑩: “: How can large-scale software companies improve their data-
driven capabilities through experimentation? 
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To address this high-level research question, we divided it into 
three sub-questions, each addressing one of the aspects of data-
driven development though experimentation: 

 
• 𝑹𝑸𝑩𝟏: “: How can software companies adopt and evolve 

experimentation? 
• 𝑹𝑸𝑩𝟐: How can software companies improve their experi-

mentation capabilities? 
• 𝑹𝑸𝑩𝟑: How evolved are the experimentation capabilities of 

software companies, and what are the benefits of becoming 
data-driven at scale? 

We answer 𝑹𝑸𝑩𝟏by introducing the Experiment Lifecycle and the 
Experimentation Growth Model in chapters 7 and 8. We answer 
𝑹𝑸𝑩𝟐 by providing an architecture of a large-scale experimentation 
system and a tool that improves the experiment analysis effective-
ness in chapters 9 and 10. Finally, we answer 𝑹𝑸𝑩𝟑 in chapter 11 
by providing an overview of the current state of experimentation 
maturity among companies that already experiment, and demon-
strating what the benefits of this method are in chapter 12. 
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1.3.2 Mapping Of RQs and Chapters 
 
In this section we briefly summarize our research questions and 
map them to the following chapters of this thesis. 
HRQ Research Question CH 

𝑹𝑸𝑨 

𝑹𝑸𝑨𝟏: How do software companies collect  
customer feedback and product data? 

4 

𝑹𝑸𝑨𝟐: How can software companies use the 
feedback data that they collect to effectively 
realize software features? 

5, 6 

𝑹𝑸𝑩 

𝑹𝑸𝑩𝟏: How can software companies adopt and 
evolve experimentation? 

7, 8 

𝑹𝑸𝑩𝟐: How can software companies improve 
their experimentation capabilities? 

9, 
10 

𝑹𝑸𝑩𝟑: How evolved are the experimentation ca-
pabilities of software companies, and what are 
the benefits of becoming data-driven at scale? 

11, 
12 

 
In the next section, we summarize the key contributions.  
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1.4 Key contributions of this thesis 
The key contributions of this thesis are the following: 

 
1. Improved scientific knowledge about the collection of customer 

feedback and its use. 
• We provide a state-of-the-art review of techniques for the 

collection of customer feedback and product data. 
• We present a framework for feedback use in feature differ-

entiation and reasoning about long-term feature value. 
 

2. Novel scientific knowledge of experimentation and its adop-
tion in the software industry. 
• We present the Experimentation Growth Model (EGM), 

introducing the seven most critical dimensions of adopting 
and evolving experimentation. 

• We present the current state of Experimentation Growth 
based on the EGM. 

 
3. We provide in-depth guidance for improving three dimensions 

of the Experimentation Growth Model.  
• We provide a detailed architecture of an experimentation 

system, addressing the first dimension of the EGM. 
• We present and discuss the analysis of experiments at large 

scale, and develop and evaluate an artefact that improves 
the efficiency and the comprehensiveness of the analysis, 
addressing the fourth dimension of the EGM. 

• We present and discuss the impact and implications of ex-
perimentation at large scale, addressing the seventh dimen-
sion of EGM.  
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2 BACKGROUND 

In the previous chapter, we introduced our research objectives. In 
this section, we present the background and the context of the 
problem domain. To structure the section, we follow the steps de-
scribed in the “Stairway to Heaven” (StH) model [52]. StH model 
describes an evolutionary process of evolving from companies with 
traditional software development process towards an experimenta-
tion-focused process. We conclude the section with an emphasize 
on the final stage of the model – the experimentation stage – with-
in which our research is being conducted.  

 
2.1 Traditional Software Development (TSD)  
The first step of the StH model describes Traditional Software De-
velopment (TSD) [60]. TSD, also called waterfall or serial ap-
proach towards developing software, is based on the idea to organ-
ize the development of a software product into phases or stages. 
The stages of TSD span from the requirements stage, to architec-
ture, design, development, test, and finally towards the deployment 
of the product. Models that organize development following TSD 
have been used to manage the development of large projects for 
many years, and remain in some companies still in use (e.g. the V-
model [61] in the automotive industry, PRINCE2, etc.).  

In traditional waterfall development model and its improvements 
(e.g. the double-loop model introduced by Royce [60]) there is a 
large emphasize on learning from customers in the early stages. 
Companies using TSD should heavily invest into studying custom-
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ers to determine, as accurately as they can, what to develop before 
starting the implementation. Therefore, the topic of customer and 
user feedback has been increasingly studied in Requirements Engi-
neering domain [62]–[66], Information Systems [67], [68], Human-
Computer Interaction [69], [70], Product Management [40], [71], 
and Entrepreneurship [31], [72].  

Although very valuable in projects where requirements do not 
evolve, TSD approaches are subjects to many challenges and cri-
tiques. One significant challenge with TSD approaches is that due 
to the waterfall-style interactions, typically a substantial amount of 
time can pass between the time that requirements were collected 
and until the product was used by the customers for the first time 
[60]. This has implications to the way in which companies can 
benefit from the feedback and data that they collect, which we dis-
cuss next. 

 
2.1.1 Benefiting from feedback data in TSD 
In TSD and as described above, the first stage – Requirements –  
focuses on eliciting and collecting feedback. Asking customers 
about their needs and preferences has always been one of the most 
fundamental parts of any product development process [38]–[41], 
[73], [74]. Especially in those processes that are based on TSD. Ex-
amples of techniques for collecting feedback to create requirements 
on what to build are e.g. interviewing [40], [75], [76] conducting 
user studies [76], [77], experience querying [78], [79], usability 
studying [80], filming and conducting observations [75], [40], sto-
ryboarding [81], voting [82]–[84] etc.  

The strength of these collection techniques is their ability to pro-
vide rich typically textual descriptions, opinions, and information 
of how individuals experience a given situation [85]. The typically 
qualitative data collected through these techniques helps in creating 
requirements on how to design the product and what needs to be 
developed. As such, techniques collecting qualitative feedback pro-
vide in-depth information about the ‘human’ side of the product 
usage and their needs [85]. Another way in which such data can be 
used is illustrated by Kano [86], who recognized the need to use 
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the feedback to differentiate between product attributes (e.g. at-
tractiveness, satisfaction, must-be, indifferent and reverse attrib-
utes) based on their importance for the product and the stakehold-
ers.  

However, while qualitative feedback and requirements generated 
in this way often contain information about how much users like 
or dislike new features [59], they can be highly biased or incom-
plete. For example, users who disliked the feature are generally 
more likely to provide feedback than those that liked it [87]. 
Therefore, this type of feedback frequently does not provide an ob-
jective way to evaluate the overall impact of change in the software 
product. And in the case of Traditional Development Approaches, 
the feedback is infrequent and often too late [50], [88].  

The issues with late feedback and slow deployment cycles were 
partially mitigated with the introduction of the Agile approaches 
towards software development, which we briefly describe next.  
 
2.2 Agile Software Development (ASD) 
“Plans are worthless, but planning is everything”  

-- Dwight D. Eisenhower 
 

One of the main reasons why TSD approaches do not suffice in 
rapidly changing business environment is that requirements evolve 
quickly and become obsolete even before software product can be 
completed or delivered to the customer [89], [90]. The second step 
of StH model pinpoints Agile Software Development (ASD) as a 
response for business environments with high risk of change [75].  

In Agile development rapid delivery of an application in com-
plete functional components is emphasized. Instead of creating 
large tasks and schedules, work is done in “sprints.” Each sprint 
has a defined duration (usually a few weeks) with a running list of 
deliverables, planned at the start of the sprint. Deliverables are pri-
oritized by business value as determined by skid communicating 
with the customer.  ASD approaches reduce the cost of change 
throughout a development project by introducing short cycles be-
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tween planning, development and the deployment of the product 
prototypes. ASD approaches such as Extreme Programming, 
Scrum, and other similar methodologies such as Kanban [91], were 
adopted by many companies worldwide [92].  

To improve the ASD process even further, the concept of Lean 
thinking that originates from the Toyota Production System [93] 
was adopted in some organizations. The basic idea of the Lean 
concept is to optimize the development activities by identifying and 
removing process constraints [94] e.g. by bringing the testing of the 
software products closer to the developers), minimizing wasteful 
activities [95], [96] etc.  

The developments in this era enabled new possibilities for learn-
ing from customers and users of software products, which we de-
scribe next. 

 
2.2.1 Benefiting from feedback data in ASD 
In Agile development, the feedback is distributed across the com-
plete development of the product and different types of risks can be 
easier identified and managed [97]. For example, paper or mockup 
prototyping [98]–[101]  has always been useful to better under-
stand customer needs. However, in ASD and by delivering smaller 
chunks of working product incrementally to the customers, com-
panies could truly start to develop prototypes that can be used by 
customers and detect discrepancies that could be missed otherwise 
[76], [99], [102], [103].  

ASD overcomes the fallacy of TSD with collaboration, commu-
nication, incremental progress and continuous improvement. The 
emphasize and value of ASD methods is development-centered as 
they focus on how to efficiently develop new features [104], [105]. 
For example, ASD methods allow reprioritizing which features to 
develop during the development process by reordering the items in 
the product backlog based on the feedback received by asking the 
customers about the current prototype / version [10], [106]. One 
critical aspect of ASD are frequent releases of new code, which be-
came a reality with the introduction of Continuous Integration and 
Continuous Deployment. 

36



 
 

37 
 

 

 
2.3 The Continuous Integration and Deployment Step 
Building on the opportunity of Agile methodologies, Continuous 
Integration (CI) and Continuous Deployment (CD) have had a big 
impact on the way in which software products are being developed 
today[107]. Continuous Integration is a software development 
practice where software engineers integrate their work frequently 
into a central repository. Usually each person integrates at least 
daily - leading to multiple integrations per day [7]. Each integra-
tion is built an tested to detect integration errors as quickly as pos-
sible.  

Continuous deployment is the next step forward where software 
builds that were successful and passed the integration tests get de-
ployed to the production systems [51], [108]. In a scenario where 
production systems also adopt the new code, the process is com-
monly named Continuous Delivery [108], [109]. In this thesis, we 
do not differentiate between Deployment and Delivery, however, 
we acknowledge that in some scenarios delivering new software 
updates can be more challenging as deploying them.  

CI and CD can be considered as one of the key components of 
Development and Operations (DevOps) paradigm, which changed 
the way in which software products and services are developed 
[54], [88], [108]. Thanks to DevOps, disconnects between the peo-
ple developing a product and teams supporting its operation that 
exist in approaches prior to DevOps (see e.g. ITIL [110]) were mit-
igated through reorganization of work and ownership [51], [111], 
[112].  

In addition to many other benefits such as providing the possibil-
ity to realize frequent releases that are essential for ASD, CI and 
CD help companies become more data-driven. Through the con-
tinuous exchange of information, practitioners can collect meas-
urements from the product while being developed and used by cus-
tomers. This opens new possibilities of collecting and benefiting 
from data. 
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2.3.1 Benefiting from feedback data through CI and CD 
As opposed to TSD and ASD alone where the feedback is typically 
elicited and collected by communicating with the customer or user, 
CI and CD enabled the collection of data directly from the prod-
uct.  

Through the bidirectional channel established for the deploy-
ment of new code (e.g. the next release with new features), data 
about the use of the product can also be collected. For example, 
companies can collect static attributes (e.g. demographics infor-
mation), operational data (e.g. system load, performance insights, 
crashes, etc.) and product usage data (e.g. clicks, dwell times, etc.) 
[21], [33].  

Companies can learn from the product usage data that they col-
lect in several different ways [113]. One possibility is through ex-
ploratory data analysis, which helps understand the data when lit-
tle or no hypotheses exist, or when specific hypotheses exist but 
supplemental representations are needed to ensure the interpreta-
bility of the results [114]. For example, explorative data analysis 
can help in identifying, among others, customer demographics that 
use a certain feature more or less, how often they use the product, 
what version of the product is most popular in a certain segment of 
customers, and finding other useful insights [45], [114], [115]. 
Overall, the goal of exploratory data analysis in product develop-
ment is to identify insights that may lead to hypotheses about the 
products and customers using them [40], [116].  

To understand the customer behavior and discover relationships 
between multiple variables (for example, the version of a product 
and a customer segment), analysts can organize the data at hand in 
pairs (or even higher dimensions), and evaluate whether the evalu-
ated variables are correlated. To evaluate relationships, analysts 
can use common measures such as Person correlation coefficient, 
multiple regression, or other statistical techniques [117].  

An important limitation of correlational designs, however, is 
that they cannot be used to draw conclusions about the causal rela-
tionships among the measured variables [118]. For example, if 
practitioners were interested in knowing whether the impact that 
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was observed by introducing a new software is due to the feature, 
solely correlation cannot be used to infer this.  The next step in the 
‘stairway to heaven’ model is addressing this limitation, and aiming 
to bridge the gap between the development and operations organi-
zation through methods where causal inference can be detected – 
experimentation. 

 
2.4 The Experimentation Stage 
The final step on the “stairway to heaven” is where the  R&D or-
ganization responds and acts based on instant customer feedback, 
and where actual deployment of software functionality is seen as a 
way of experimenting. Companies that have adopted agile software 
development practices [90], and introduced continuous integration 
and deployment [108], [119], generally produce higher frequencies 
of software releases which are also smaller in size, compared to 
those following traditional software development methodologies 
[107]. This ability, to deploy and revert small changes to and from 
software products with high velocity, empowers software compa-
nies to start experimenting with the products that they develop 
while they are in the hands of their users [30], [46]. The goal of 
such experiments is to continuously identify what delivers business 
value to customers. Fitzgerald [88] coined the term BizDev to de-
scribe this process of aligning business strategy and development 
efforts, and stressing that the link needs to be continuous. Daven-
port [55] on the other hand, recognized that if a company does a 
substantial amount of prototyping by running frequent experi-
ments, it will increase the ability to correctly decide which initia-
tives to support in the future. Moreover, experimentation can pro-
vide companies with the ability to discover new business models 
[11], and empower individuals in organization to become 
intrapreneurial – turning ideas into value creating services and 
products [120].  
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2.4.1 Benefiting from data Through Experimentation 
In a typical experiment discussed in this thesis, quantitative data on 
product usage (clicks, dwell times, time spent, etc.) are collected 
and used to compute metrics [9], [121]. Most commonly, metric 
data is computed for every variant in order to determine whether 
they differ with statistical significance. Metrics are then used to de-
cide on future product development, to set team goals, decide 
which features should be released to customers, and how resources 
should be allocated [44], [122].  

As opposed to other techniques where data can be used to find 
interesting insights about customer habits or correlational connec-
tions, experimentation can be used to answer causal questions.  

We summarize the software engineering advancements presented 
in this chapter along with some of their benefits and challenges (for 
a detailed descriptions see e.g. [52], [123]) on an adapted version 
of the Stairway to heaven model on Figure 1 below. 

 

Figure 1. Focus, Benefits and Challenges of the advances 
based on an adapted Stairway to Heaven Model. 
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In the remainder of this chapter, we discuss the final step – Ex-
perimentation – in greater detail.  
 
2.5 Experimentation in Software Product Development 
Experimentation has been established in software engineering re-
search for many years (see for example Basili et al. [124], Wohlin 
et al. [125], Juristo et al. [126]). Systematic experimentation in 
practice, however, is relatively new and underexplored area. We 
start by introducing models for experimentation that were present-
ed in prior research, and introducing experimentation techniques. 
Next, we present one of this experimentation techniques - online 
controlled experimentation in greater detail.  We conclude the sec-
tion by discussing why is experimentation so challenging.   
 
2.5.1 Experimentation models 
There are a number of different models that embed the idea of ex-
perimentation with software features in software product devel-
opment. In this section, we briefly introduce four most relevant to 
the work in this thesis. 

 
2.5.1.1 Hypex Model.  
To our knowledge, the Hypothesis Experiment Data-Driven De-
velopment (HYPEX) model [30] is one of the first attempts to sup-
port companies in initiating, conducting and evaluating feature ex-
periments, focusing on shortening the feedback loops during the 
development of a feature. The Hypex model builds on the ‘Build-
Measure-Learn’ methodology presented by Ries [31] and Blank 
[127]. In this model, Olsson et al. suggest  to deploy a minimal vi-
able instance of the functionality under development to customers 
and collect relevant quantitative feedback through metrics (e.g. sys-
tem performance as % of CPU utilization). Next, collected data 
should be compared to previously defined and expected behavior 
and any difference examined. In this way, practitioners can con-
firm whether the feature that they developed delivered the expected 
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(e.g. decrease of CPU utilization), or if any other work such as fur-
ther feature improvement needs to be performed.  

 
2.5.1.2 QCD model 
The Hypex model introduced in the previous section favors quanti-
tative data collection and comparison for hypothesis testing. To 
contrast this, Olson et. all introduced the QCD model [46] as a re-
sponse to the needs to integrate qualitative customer feedback in 
the experimentation process. The QCD model combines different 
types of feedback data and leverages the strength of synthesis and 
triangulation. As opposed to the Hypex model, it enables the prac-
titioners to test their hypothesis also based on qualitative data, and 
to derive future feature development. Ultimately, it can help com-
panies move away from early specification of requirements and 
towards continuous validation of hypotheses.  
 
2.5.1.3 The RIGHT model 
In addition to Hypex and QCD models, Fagerholm et al. [4], [49] 
created a model for continuous experimentation with software-
intensive products that consists of building blocks. Their model - 
Rapid Iterative value creation Gained through High-frequency 
Testing (RIGHT) - consists of repeated Build- Measure-Learn 
blocks. These blocks  are supported by infrastructure (e.g. Experi-
ment database, analysis tools, etc.). The model  connects require-
ments, design, implementation, testing, deployment, and mainte-
nance phases of software development, and provides a general de-
scription of an experimentation process and needed infrastructure.  
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2.5.1.4 The Continuous* framework 
The Hypex, QCD and the RIGHT models focus primarily on the 
Research & Development part of software development. In con-
trast, the Continuous* framework introduced by Fitzgerald et al. 
[111] starts by introducing a need for a closer integration of the 
Business Strategy with the R&D. The Continuous* framework 
consists of a loop between Business Strategy, Development and 
Operations, highlighting the importance of information exchange 
across the organization. The close integration between Develop-
ment and Operation (DevOps) and Business Strategy and Devel-
opment (BizDev) is critical to enable, among others, continuous 
planning, budgeting , verification evaluation and improvement of 
software projects. The foundation of the framework, however, are 
continuous innovation and continuous experimentation. 

 
2.5.2 Online Controlled Experimentation 
In software product development, the term Experimentation can be 
used to describe different techniques for exploring the value of the 
changes introduced to a product [128]. For example, experimenta-
tion could refer to iterations with prototypes in the startup do-
main[31], [127],  canary flying [119] of software features (expos-
ing a small percentage of users to a new feature or a change), grad-
ual rollout [119]  (deploying a change to one customer groups and 
expanding to the next one), dark launches [8] (releasing new fea-
tures disabled and testing them in production), and controlled ex-
perimentation [129] (releasing multiple variants of the product and 
evaluate the differences between them through statistical tests).  

In this thesis, and when we discuss experimentation, we refer to 
controlled experimentation. Other labels that are frequently  used 
to describe controlled experimentation are also A/B testing, split 
testing, bucket testing and randomized trials.  
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Controlled experimentation is a scientific method that has been 
used for decades in the pharmaceutical industry to test the effec-
tiveness of new drugs [16], [130]. The theory of controlled experi-
ments dates to Sir Ronald A. Fisher’s experiments at the 
Rothamsted Agricultural Experimental Station in England during 
the 1920s [36]. In the simplest controlled experiment, two compa-
rable groups (hence the name A/B) are created by randomly assign-
ing experiment participants in either of them; the control and the 
treatment. The only thing different between the two groups is some 
change, e.g. a different design solutions, or the variants communi-
cate with a different back-end server. Through statistical testing, 
experimentation enables high accuracy of learning from customers 
that use the product [14]. External factors such as seasonality, im-
pact of other product changes, competitor moves, etc. are distrib-
uted evenly between control and treatment variants, and therefore 
do not impact the results.  

In a correctly performed controlled experiment, any difference in 
metrics between the two groups must be due to the change X or a 
random chance. The latter is ruled out using statistical testing 
through e.g. a student’s t-test or a chi-square test (the selection of 
the test depends, among others, on the metric design [17]). The 
controlled experiment design establishes a causal relationship be-
tween the change X made to the product and changes in user be-
havior measured through metrics. On top of the benefits of CI and 
CD, the high accuracy of learning can be done very frequently, en-
abling companies to be both fast and precise in evaluating how 
their changes to products satisfy their customers.  

Experimentation, however, is only gaining momentum across the 
software industry [10], [131]. In the next section, we discuss briefly 
its adoption and underlying challenges.  
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2.5.3 Why is experimentation so challenging? 
Conducting trustworthy controlled experiments at large-scale is 
hard. Among others, establishing experimentation requires com-
mitment from multiple roles in a company, and tremendous in-
vestment into experimentation infrastructure, education, and cul-
tural evolvement [13], [16], [132]. Many companies, including ma-
jor digital enterprises and smaller startups, are still haphazard in 
their experimentation approach, don’t know how to run rigorous 
scientific tests, or conduct way too few of them [10], [11]. We il-
lustrate why running experiments is so challenging with an exam-
ple of a single isolated experiment.  

Consider the following experiment that ran at one of our case 
companies which we introduce in Chapter 3.2. In this experiment, 
when the user of the app in which the experiment was run attempts 
a call but the caller does not answer, a dialog is shown prompting 
to leave a video message (as opposed to a control variant where 
such a message would not appear). Many steps need to happen to 
execute an experiment like this [13].  

First, the code that shows the message needs to be deployed to 
the clients in such a way that it can be turned on and off via the 
experimentation system. Next, the audience, the experiment de-
sign, the experiment steps, and the size and duration of each step 
need to be determined.  

During the experiment execution, correct configurations need to 
be delivered to the users' mobile and desktop apps, ideally in a 
gradual manner, while verifying that the experiment is not causing 
unintended harm (e.g. app crashes). Such monitoring should con-
tinue throughout the experiment, checking for a variety of issues, 
including interactions with other concurrently running experi-
ments. Various actions could be suggested to the experiment owner 
(the person who executes the experiment), such as stopping the ex-
periment if harm is detected, looking at surprising metric move-
ments, or examining a specific user segment that behaves different-
ly from others.  
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After the experiment, results need to be accurately analyzed to 
make a ship/no-ship recommendation and learn about the impact 
of the feature on users and business. The outcome of the experi-
ment should not only impact the current experiment but also to in-
form future experiments.  

Furthermore, systematically conducting hundreds or thousands 
of experiments like the one above and effectively learning from 
them is even more challenging [13], [14]. Companies that take on 
the challenge of introducing experimentation in their software de-
velopment struggle extensively and do not advance at a pace that 
they aim for [10], [27]. First, there are many technical challenges 
such as instrumenting products, building data-pipelines, developing 
experimentation platforms, etc. Next, there is the lack of skills for 
experiment analysis. The common role in 2017 with statistical 
skills for experimentation is Data Scientist [18], [133]. In fact, 
skills for experimental design have been mentioned as one of the 
most critical demands for Data Scientists in a recent survey [18], 
and this position is expected to be the most difficult to fill in for 
software companies in the next 5-year period [134]. Third, there 
are organizational challenges such as agreeing on what to optimize 
for in experiments, or how to organize experimenters and analysts 
[9], [37].  

Clearly, adopting or evolving experimentation remains challeng-
ing for many companies. Today, only a handful of companies suc-
ceeded in evolving their experimentation practices to the extent 
that allows them to run tens of thousands of experiments yearly 
(Amazon, Booking.com [135], Facebook [136], Google [58], 
LinkedIn [37], and Microsoft [11], to name a few).   

In the majority of this thesis, specifically in Chapters 7-12, we 
aim to help the remainder of the software industry to advance their 
experimentation practices by sharing our distilled learnings based 
on the experience of companies that have succeed in this. 

 
In the next section, we introduce our research approach.  
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3 RESEARCH APPROACH  

In this section, we describe our research approach. We conducted a 
longitudinal case study research with several companies working in 
the embedded systems domain, and companies working within the 
online services and products domain. We start by first introducing 
the case study research methodology. Next, we introduce our case 
companies, and present the type of collaboration with them. Final-
ly, we detail how we applied the described methodology in our re-
search, and possible threats to validity to this work.  

 
3.1 Case Study Research 
In our research, we followed case study research guidelines pre-
sented by Runesson and Höst [137]. Case study is a research strat-
egy used to investigate individual, group, organizational or social 
phenomena [138]. Typically this strategy is used to explain ‘how’ 
and answer ‘why’ type of questions, which require an extensive 
and in-depth understanding of the phenomenon being studied 
[138], [137]. Our research questions in this thesis aim for this type 
of understanding and individual studies attached to this thesis used 
linear-analytic approach [137] to case studies to construct new 
theories and knowledge about the phenomena under investigation.  

Case study research can provide descriptions, test theories, or 
generate new theories.  The case study strategy focuses on the dy-
namics within the setting and can involve either single or multiple 
cases, [137], [139]. Selection of cases is an important aspect of 
building theory from case studies. It is typical for case studies to 
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perform multiple techniques of data collection such as conducting 
interviews, writing field notes, conducting observations and focus 
groups, etc. [138], [139]. Both qualitative (e.g. interview state-
ments) and quantitative (e.g. frequency of counts of some variable) 
types of data can be collected while conducting a case study. To 
understand and detail every case being studied, a case study typi-
cally involves within-case studies, which are central for insight gen-
eration and help researchers to cope with the often large quantities 
of data [139]. And by capturing the collection and analyses process 
over a period of time, a case study can be developed into a longitu-
dinal case study [140].  
 
3.2 Case Companies 
In or research, we conducted a longitudinal multi-case study with 
companies working in the embedded systems domain and within 
the online services and products domain. In case study research, it 
is important to select cases that have suitable characteristics for an-
swering the research questions under investigation. In most of the 
studies that we include in this thesis, we conducted multiple-case 
studies. The rationale was that by doing so, we would increase the 
reliability and validity of the results.  

We engaged with the case companies in two different types of 
collaborations. First, and with the companies that primarily oper-
ate in the embedded systems domain, we collaborated within the 
Software Center collaboration. With companies that primarily 
work in the online domain we collaborated through internships 
and other types of engagements. We describe both types of en-
gagement in greater detail next. 

 
3.2.1 Software Center Companies Collaboration 
Software Center is an European collaboration [141] of companies 
and universities that consists of a wide range of projects. At the 
moment of writing this thesis, there are five universities and eleven 
companies collaborating in Software Center on multiple projects at 
the same time. The universities are the following; Chalmers Univer-
sity, Gothenburg University, Malmö University, Linköping Univer-
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sity and Mälardalen University. The companies, on the other hand, 
are the following: Axis Communications, Bosch, Ericsson, 
Grundfos, Jeppesen, Qamcom, Saab, Siemens, Tetra Pak, Volvo 
Cars, Volvo Trucks. As the name Software Center depicts, compa-
nies in this collaboration develop products and services that con-
tain software. Each of the companies employs several thousands of 
practitioners and has multiple sites around the world. For the pur-
pose of this research, we primarily collaborated with sites in the 
Nordics Region, and with two of the case companies in Germany.  

Our longitudinal multiple-case study has been conducted as part 
of this established collaboration with ongoing work with one of 
the Software Center projects. In this project, we worked with seven 
case companies that are involved in large-scale development of 
software products. Although we met with other companies that are 
part of the collaboration as well (and are involved in the same pro-
ject), we collaborated closely with seven of them. This is due to the 
availability of practitioners and the resources available. Four of the 
companies are based in Sweden and conduct work also in multiple 
sites around the world. The fifth company is based in Denmark, 
whereas the last two companies are based in Germany. We briefly 
describe the case companies next. 

Company A is a provider of telecommunication systems and 
equipment, communications networks and multimedia solutions 
for mobile and fixed network operators. It is a multinational com-
pany with headquarters in Sweden. The company employs over 
hundred thousand employees worldwide and owns several thou-
sands of patents. Throughout the longitudinal study, we met with 
representatives from their site in Sweden and in China.  

Company B is a software company specializing in navigational 
information, operations management and optimization solutions. 
Their focus is in providing software solutions with accurate and 
timely navigational information. The company’s headquarters are 
in the US and they have offices in more than fifty countries. 
Throughout the longitudinal study, we met with practitioners that 
primary work in Sweden. 
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Company C is a manufacturer and supplier of transport solu-
tions, construction technology and vehicles for commercial use. 
They specialize in producing transport solutions that optimize their 
customers’ needs in many different domains. The company’s head-
quarters are in Sweden, however, their products are sold and used 
in most of the countries worldwide.  

Company D is a world leading company in network video and 
offers products such as network cameras, video encoders, video 
management software and camera applications for professional IP 
video surveillance.  

Company E is a manufacturer and supplier of pump systems. 
They produce circulator pumps for heating and air conditioning, as 
well as centrifugal pumps for transporting liquids. The company’s 
headquarters are in Denmark. They employ about twenty thousand 
employees and for the purpose of this research, we met with repre-
sentatives of the company from their headquarters office. 

Company F  develops software systems for several different do-
mains, including healthcare, energy and infrastructure operations. 
Their portfolio is extensive and includes products and services for 
both B2B as well as B2C types of customers. They employ around 
400.000 employees worldwide. We collaborated with one of their 
sites in Germany.  

Company  G is a multinational engineering and electronics com-
pany headquartered in Germany. They develop components for 
different types of vehicles, industrial machinery and tools for de-
veloping large systems. Similarly as company F, they also employ 
around 400.000 employees worldwide. We collaborated with one 
of their sites in Germany.  
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3.2.1.1 Software Center Sprints 
The collaboration with the software center companies was con-
ducted in 6 month sprints. In a typical sprint, we closely collabo-
rated with a number of companies through workshops, meetings, 
interviews and other methods that we describe in greater detail in 
3.3. During a typical sprint, company practitioners and university 
researchers with similar interests meet on a regular basis to identify 
current research challenges, advance on-going research, coordinate 
work, or to present and validate the findings. As research projects 
normally do not have immediate impact, maintaining organization 
interest is essential with both presenting on-going work as well as 
communicating  results [142].  

A typical sprint starts with a joint “kick-off” workshop session 
where case company practitioners and researchers meet to agree on 
a research focus of the sprint. Multiple companies present their 
challenges related to the project domain and an agreement on a 
common and most important topic is selected for the focus of the 
sprint. In addition, activities for the rest of the sprint are planned. 
The focus of the sprint is then further discussed on individual 
workshops with each of the case companies that wish to partici-
pate in the sprint. Researchers in the sprint typically follow-up the 
workshop with a number of individual interviews with the partici-
pants. Aggregated data is analyzed by the researchers and findings 
are validated with each of the case companies in a validating ses-
sion. This session is typically near the end of the sprint and is in a 
form of a reporting workshop with all of the case companies. In 
addition to the research activities above, Software Center days are 
organized at least once per year where all of the companies and 
universities meet and discuss recent research and industry challeng-
es. 
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3.2.2 Online Companies Collaboration 
The case companies presented in the previous section provided the 
foundation for our research in the early stages of our research. By 
collaborating with them, we learned how they collect and use data 
to make better decisions, and also how they aim to improve to be-
come faster and more accurate. Within this context, we identified a 
common denominator – experimentation. All of our case compa-
nies strive to build capacity to learn faster and more accurately 
through experimentation. To enable them to progress faster, and to 
provide scientific knowledge on how to adopt and grow experi-
mentation, we expanded our research to companies that work out-
side of the embedded systems domain. Specifically, we established 
a collaboration with companies that primarily develop online 
products and services: 

Case Company  H is a large-scale multinational organization 
with headquarters based in the United States. The company devel-
ops software and hardware products, as well as offers many differ-
ent types of services spanning from web services and mobile appli-
cations to system drivers. The company has over 100 ,000 employ-
ees. For the purpose of this research, we engaged with practitioners 
working at their main site in Washington state.  

Case Company I is a large-scale online accommodation provider 
based in the Netherlands. The company has over 10.000 employees 
working across all of the continents. We engaged with practitioners 
working at their main site in the Netherlands.  

Case Company J is a large-scale online travel-fare provider based 
in Scotland. The company has over 1.000 employees, and they 
work in several sites across Europe, Asia and US. We engaged with 
practitioners working at their main site in Scotland. 

Case Company K: Our final case company is a large-scale busi-
ness and financial software company based in the United States. 
The company has approximately 10.000 employees working at 
several sites across the US. For the purpose of this research, we en-
gaged with practitioners working at the site located in California. 
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3.3 Data Collection 
During our longitudinal study, we carried a number of activities to 
collect data. First, we conducted joint and individual workshops 
with our case companies. Second, we conducted open-ended inter-
views with individual practitioners. Third, we conducted reporting 
workshops and evaluation sessions. Finally, we conducted two in-
ternships at one of the case companies. We describe the format of 
each of the data collection activities next.  
 
3.3.1 Joint Company Workshops 
We conducted joint workshops with practitioners from several case 
companies. During the joint workshops we asked open-ended ques-
tions and took field notes by writing our observations and what 
respondents answered. The joint workshop served to build an un-
derstanding of the needs and challenges experienced by several 
companies, and to establish a common agreement between the 
companies and researchers on the research focus. 

 
3.3.2 Individual Company Workshops 
Individual workshops served as an activity where more company 
specific questions could be asked. Typically, individual company 
workshops followed the joint workshop. At every individual work-
shop, we conducted focus groups sessions, where topics of interest 
typically identified in the joint sessions or prior research were dis-
cussed. At each of the workshops, we took field notes that cap-
tured not only what the participants answered, but also the way 
the said it (e.g. the emotional responses behind their statements). 
During the individual workshops, practitioners frequently shared 
in-depth insights about the studied phenomena. 

 
3.3.3 Reporting Workshops 
We reported our results to all of the case companies that partici-
pated in our research through reporting workshops. In the context 
of Software Center collaboration, the reporting workshops oc-
curred twice a year at the end of every sprint. With companies 
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working in the online domain we held individual reporting work-
shops (e.g. at the end of every internship, and per availability of 
practitioners). Reporting workshops were an opportunity to both 
communicate our analyzed results, but also to get feedback on our 
interpretation and the overall work that was conducted. In total, 
we conducted 7 reporting workshops.  

 
3.3.4 Interviews 
The interviews were an opportunity to collect data from practi-
tioners from another angle. Due to the natural distribution of par-
ticipants at workshops, some individuals might have abstained 
from speaking or sharing their thoughts. The interactive nature of 
the interviews was helpful to capture and develop interesting and 
unexpected themes brought-up by the interviewees in a private en-
vironment. Also, interviews can provide additional tacit infor-
mation through gestures, voice tone, facial expressions etc., and are 
important for the interpretation of the expressed words.  

The interviewers were chosen on the basis of their role, expertise 
and their relevance with respect to the investigation.  

 The typical interview format started with an introduction and a 
short explanation of the research being conducted. Participants 
were then asked on their experience with the focus of the research. 
Typically, we also asked for examples on successes, pitfalls, and 
pain points that they experience with the topic under investigation. 
We mostly used semi-structured interviews, in which we had pre-
defined topics, and a few open-ended questions to lead the discus-
sion. Following-up questions were frequently brought up us to 
probe the interviewees’ statements with concrete facts. Semi-
structured interviews were very useful for exploratory purposes 
[137] while for more confirmatory and evaluation purposes, struc-
tured interviews or questionnaires are more suitable. 

During the interviews, the participants had the opportunity to 
describe processes and organizational features (useful for under-
standing the context), or simply share their perspective on the stud-
ied phenomenon on top of answering our questions. 
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3.3.5 Internships 
The author of this thesis also conducted two internships at one of 
the case companies – Microsoft - in the greater Seattle area, USA. 
During the internships, we collaborated with the Analysis and Ex-
perimentation (A&E) team based in Bellevue. The A&E team con-
sists of approximately 90 people, who provides a platform and a 
service for running controlled experiments for their customers – 
the product teams within Microsoft. Overall, they conduct over 
10.000 experiments every year, engaging users of Bing, Xbox, 
Skype, Office and other products in different experiments every 
day. Throughout the internship time which lasted approximately 6 
months, we collected historical data about experiments conducted 
in the last ten years, participated and took notes at daily meetings 
where recent experiment analyses were discussed, interviewed case 
company participants, collaborated with product teams, and con-
ducted evaluation sessions of our work. The internships at Mi-
crosoft enabled us to conduct research work that goes beyond the 
traditional case study approach due to the magnitude of highly rel-
evant knowledge that we could obtain, the skills of practitioners 
that we could learn from and that provided feedback on our work, 
and opportunities to realize our ideas and validate them in a prac-
tical setting.  
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3.3.6 Tutorials 
In addition to the data collection techniques described above, the 
author of this thesis also conducted tutorials on experimentation. 
The tutorials were educational events focused on teaching the prac-
titioners on  how to build and evolve experimentation capabilities 
in their companies. A typical tutorial was 3 hours long, conducted 
in English, and was attended by between 10 to 25 practitioners. 
During the tutorial we shared our experience on evolving data-
driven capabilities and collected additional data from the attending 
practitioners that described their context, challenges that they ex-
perience and solutions that work for them. 

 
3.3.7 Prototyping  
Some of our data that we used for the analysis in this thesis has 
been collected through prototyping sessions. For example, to help 
companies advance one of the dimensions of experimentation 
growth discussed in several of the papers included in this thesis, we 
developed and prototyped with an artefact, which we integrated to 
the companies’ experimentation platform. We evaluated the proto-
type with a number of practitioners and improved it along the de-
velopment process.  

 
  

56



 
 

57 
 

 

3.3.8 Questionnaires 
Questionnaires are a tool that is especially applicable for confirma-
tory research, or to evaluate a certain phenomenon [137]. We used 
a questionnaire in two studies appended to this thesis. First, to 
evaluate how the company participants experienced the prototype 
that we implemented and integrated to one of the case companies 
systems. Second, in a study where we evaluated the current state-
of-the-practice of experimentation. 

Questionnaires suffer from construct validity threats. In both 
studies that use this data-collection technique, we ensured that the 
participants were familiar with the phenomena that was investigat-
ed. For example, the participants were solicited at conferences that 
are attended by practitioners that work in the field of the study. 
Our research was always presented to the participants upfront ei-
ther through a tutorial or through research material.  

 
3.3.9 Other data collection methods 
In addition to the data collection methods described above, the au-
thor of this thesis participated at hackathons at two of the case 
companies, conducted participatory observations during numerous 
visits and stays at the case companies, and exchanged e-mails and 
skype messages.  

We summarize the various data collection activities with respect 
to the results of our work through the included publications on 
Figure 2.  
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Figure 2. Overview of the Longitudinal Case Study. 
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3.4 Data Analysis 
We analyzed the collected data using a combination of qualitative 
and quantitative approaches, which contributed to apply methodo-
logical triangulation, as recommended in [143]. Qualitative analy-
sis gives in-depth understanding of a process or a system through 
interviews, workshops etc., while quantitative analysis strengthens 
the results, and is used to test hypothesis. We describe both types 
of analysis next.  

 
3.4.1 Qualitative Analysis  
Most of the raw data that we collected through interviews, work-
shop notes, documentation or other techniques described in the 
previous section is of qualitative nature. To analyze it, we first 
transcribed it when necessary (for example, the interviews were 
recorded and transcribed after the data collection activity). Next, 
we read the qualitative data word by word in order to derive codes 
through an open coding approach. In this process, we first high-
lighted individual phrases that captured our attention in the tran-
scriptions. We used color coding to highlight different topics that 
emerged during the analysis process. In this process, we reflected 
on the highlighted text several times and took notes. As this pro-
cess continued for a few iterations (e.g. by analyzing the first few 
interviews), codes emerged from the highlights. In the next step, we 
sorted these codes into categories (e.g. grouping them by color). 
This type of design is appropriate when striving to describe a phe-
nomenon where existing theory or research literature is limited. Af-
ter we emerged with a few codes, we created definitions for those 
codes and continued to code the rest of the data using the defini-
tions.  

As we show on the example in Table 1 below, The high-level 
category “Use of feedback data” was further deducted into subcat-
egories (“use purpose”, “use challenge”, and “use destination”). 
The advantage of this approach was that we gained information 
from study participants without imposing preconceived categories.  
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In the coding process, we frequently independently and then 
jointly analyzed the collected data by following the approach 
above, and derived the codes that were consolidated with an inde-
pendent researcher that also participated in joint data-collection 
activities. Researchers also added their notes (memos) to codes 
which were used in the next iteration of the analysis process.  

 
Raw Text And internally use it as powerful information to improve our 

products and features and align our offer with the actual 

needs.  

Code 

Tree 

USE OF FEEDBACK DATA 

USE PURPOSE 

USE CHALLENGE 

USE DESTINATION 

Table 1. Coding example. 

Most of the analysis in this study was done with the intent to iden-
tify new topics through hypothesis generation or to detail and con-
firm our findings. We used constant comparisons [137] for this 
part (as indicated by the coding of the data first and an analytical 
approach to build new hypothesis next). The constant comparative 
method is designed to aid the analyst who possesses these abilities 
in generating a theory that is integrated, consistent, plausible, close 
to the data, and at the same time generalizable to a certain extent. 
When we extended our studies with other case companies and oth-
er practitioners we performed hypothesis confirmations [137]. In 
this way we could improve the theory and further validate our re-
search contributions.  
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3.4.2 Quantitative Analysis 
Some of the research conducted in this research also involved 
quantitative data analysis. Specifically, we computed descriptive 
and causal statistics.. For this purpose, we used Microsoft Excel 
and R with statistical packages as standard tools.  

Most of the quantitative data analysis was conducted in order to 
aggregate the results or visualize them in some way. For example, 
and presenting survey results, we counted the frequency of times 
certain features are implemented. In one of the papers that are in-
cluded in this thesis, we also conducted a controlled experiment 
where we used a standard t-test [129] to measure the level of statis-
tically significant difference between our groups. Using the t-test, 
we computed a p-value. A p-value is the probability to observe a 
difference between the means of the two groups in the experiment 
equal to (or a larger one than the one actually observed) under the 
assumption that the two groups are not different. This was exactly 
the intent of the study that used this method, where we were eval-
uating whether there is a difference in the effectiveness between the 
group that used our artefact compared to the group that did not. 

 
3.5 Threats to validity 
Runeson and Höst [137] recommend the use of different kinds of 
triangulation in order to mitigate several kinds of threats to validi-
ty that exist in case study research. For example, using confirming 
evidence from multiple sources (source triangulation - getting the 
same answers from architects, engineers, and managers), using dif-
ferent methodologies (methodology triangulation - employing 
quantitative and qualitative methods), and having several data col-
lectors (observer-triangulation - several researchers simultaneously 
participate in an event and take notes).  

We applied all of the aforementioned triangulations in our re-
search. For example, we used interviews, workshops and other 
techniques to collect data, we collected different types of data, and 
frequently multiple people were involved in the data collection and 
analysis process.  
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Despite our mitigations, however, our research risks on having 
several threats to validity. In the following subsections, we discuss 
how we mitigated the threats to validity that are applicable for this 
type of research [137]. These are the construct validity, internal va-
lidity, external validity, and reliability.  

 
3.5.1 Construct Validity 
Construct validity is the level of joint understanding of the phe-
nomena being investigated, and it is of critical importance that the 
data collected is representative of the investigation. For example, 
when a research topic is being investigated through interviews, it is 
critical that both parties align on the topic of investigation. We 
mitigated this threat in a number of steps.  

First, we started and conducted this research with participants 
that were either already a part of the ongoing collaboration, or 
they became involved through our workshops and other collabora-
tions. This enabled us to ensure a prolong involvement [143] with 
practitioners. In this way, we could establish trustworthy environ-
ment in which concepts from academia were spread and under-
stood by the industrial representatives. At the same time, industrial 
jargon that differs between organizations, was better understood 
by the researchers. 

Second, we always conducted data collection with practitioners 
that work in different roles and that have various levels of experi-
ence. This enabled us to study the problem from viewpoints that 
differ in several ways. Any misinterpretation that occurred at indi-
vidual data collection sessions could be efficiently verified by trian-
gulating it with the other sessions, or by asking the company con-
tacts for clarifications.  

Third, and at beginning of every data collection activity, we in-
troduced the concepts under investigation to the participants along 
with the terminology that is being used. This could be considered 
conservative, however, aligning on the topic being investigated 
provided many benefits along the data collection sessions (for ex-
ample, it provided an ability to better focus the sessions). 
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3.5.2 Internal Validity 
Threats to internal validity are present when investigating a direct 
cause-effect relationship. In one of the studies attached to this the-
sis we studied a direct cause-effect of introducing an artefact into 
experiment analysis. Specifically, we were interested if experiment 
analysis that used our artefact together with the existing system 
performed a more comprehensive and effective analysis of experi-
ments,  compared to the experiment analysis instances that used 
only the existing system. We mitigated the threats to internal valid-
ity of this study in several steps. 

First, we designed the study as a controlled experiment where 
two options of experiment analysis were possible (with artefact 
and without). We randomly alternated the two options for every 
participant, giving every participant the ability to conduct an ex-
periment analysis through both approaches multiple times. The ex-
periments were given to participants with some context, and in or-
der that prevented learning effects. For example, consecutive exper-
iments differed on, at least, the product type, available segmenta-
tion, or types of metric movements that occurred. 

Next, the participants were not aware of the group that they 
were in, neither of the exact measures that we collected. The crite-
rion for every metric increase was defined upfront by the first two 
authors of the study, and the study was piloted on one Data Scien-
tist. Every data point contributing to a metric (e.g. every time a 
study participant mentioned a certain insight outload) was logged 
with its time of appearance both during the session itself and trian-
gulated with the recording after the session. 

Finally, we triangulated the quantitative results obtained by 
computing a p-value through a standard t-test with a question-
naire, to confirm the causal effect of our artefact. 
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3.5.3 External Validity 
This aspect of validity is concerned with the extent to which it is 
possible to generalize the findings, and to what extent the findings 
are of interest to other people outside the investigated case [137]. 
In case study research, we typically do not generalize to the overall 
population, but instead try to analytically reason to what extent 
are the findings applicable to other cases that have similar charac-
teristics as the ones that were part of the study. To improve the ex-
ternal validity of our research, we conducted a number of steps in 
our research. 

First, theory building in our case studies followed an inductive 
analysis of data obtained from practitioners working in different 
roles and with varying levels of expertise. Next, we collaborated 
with companies that are at various levels of maturity in respect to 
the phenomena that we studied, frequently extending our initial 
theory with confirmation studies with more cases. 

Next, the case companies that we collaborated with work in 
many different domains, including companies that are in the fore-
front of automotive, network equipment, online search, productivi-
ty tools, etc. The ability to discuss the same phenomena in many 
different domains improves the external validity.  

 
3.5.4 Reliability  
Reliability addresses researcher bias. It is important to address this 
threat in order to understand if the data and analysis are dependent 
on a specific researcher or if the same study would lead to the same 
results by other researchers. This threat to validity is especially pre-
sent when qualitative data is collected, since there are several 
points in which the researcher’s bias might be introduced in the re-
sults.  

To mitigate reliability threats, there were always multiple re-
searchers reviewing the results of a study, as well as multiple prac-
titioners from our case companies evaluating our findings. This 
member checking technique [143] was executed during interviews 
and workshops, and was one of the main focus of the preliminary 
findings reporting workshops. 
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3.6 Ethical Remarks 
The knowledge presented in this thesis enables companies to build 
platforms and tools to effectively learn about their customers and 
users. This can have ethical implications.  

The author of this thesis believes that as technology experts, we 
have the responsibility to not only improve the tools and build new 
platforms for data collection and analysis, but also to consider the 
aspects of their use for good. Consider for example the recent emo-
tional experiments at Facebook [144] briefly discussed in 8, the in-
cidents with Cambridge Analytica with respect to the 2016 US 
presidential election interference, or any other related data inci-
dent. The data is quickly becoming the epicenter of many business 
models, and suitable precautions need to be considered in how it is 
being handled [145].  

There are a number of ethical frameworks [146] that can be used 
to argue against or towards the use of data for the purpose of 
software product improvement. We take the consequence-based 
(utilitarian) viewpoints to argue for investing into the work de-
scribed in this thesis.  

In consequence-based (utilitarian) view [146], the morally cor-
rect action is the one that produces the most desired outcome. In 
our view and experience, it is as beneficial for the users of software 
products as it is for the companies to receive and develop experi-
ence that maximizes user needs. Moreover, and as we stress the 
importance of experimentation, decisions are made on aggregated 
samples in favor of the greatest number of individuals (for exam-
ple, when two ranking algorithms are evaluated, the one that pro-
duces valuable results for a greater number of users will be de-
ployed). The social utility (for example, user happiness) is therefore 
maximized through the use of data. Despite the positive implica-
tions, users of software product should, however, be informed 
about the data that is being collected about their activity when they 
use the product, and have the option to control and delete the data 
if they desire so. 
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4 COLLECTING FEEDBACK DATA 

Abstract 
With agile teams becoming increasingly multi-disciplinary and in-
cluding all functions, the role of customer feedback is gaining mo-
mentum. Today, companies collect feedback directly from custom-
ers, as well as indirectly from their products. As a result, compa-
nies face a situation in which the amount of data from which they 
can learn about their customers is larger than ever before.  In pre-
vious studies, the collection of data is often identified as challeng-
ing. However, and as illustrated in our research, the challenge is 
not the collection of data but rather how to share this data among 
people in order to make effective use of it. In this chapter, and 
based on case study research in three large software-intensive com-
panies, we (1) provide empirical evidence that ‘lack of sharing’ is 
the primary reason for insufficient use of customer and product da-
ta, and (2) develop a model in which we identify what data is col-
lected, by whom data is collected and in what development phases 
it is used. In particular, the model depicts critical hand-overs where 
certain types of data get lost, as well as the implications associated 
with this.  We conclude that companies benefit from a very limited 
part of the data they collect, and that lack of sharing of data drives 
inaccurate assumptions of what constitutes customer value. 
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This Chapter is based on 
A. Fabijan, H. H. Olsson, and J. Bosch, “The Lack of Sharing of Customer Data in 

Large Software Organizations: Challenges and Implications,” in Proceedings of the 
17th International Conference on Agile Software Development XP'16, 

(Edinburgh, Scotland, April 2016), 39–52. 
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4.1 Introduction 
Traditional ‘waterfall-like’ methods of software development are 
progressively being replaced by development approaches such as 
e.g. agile practices that support rapid and continuous delivery of 
customer value [53]. Although the collection of customer feedback 
has always been important for R&D teams in order to better un-
derstand what customers want, it is today, when R&D teams are 
becoming increasingly multi-disciplinary to include all functions, 
that the full potential of customer data can be utilized [52]. In re-
cent years, increasing attention has been put on the many different 
techniques that companies use to collect customer feedback. With 
connected products, and trends such as ‘Big Data’ [20] and ‘Inter-
net of Things’ [147], the qualitative techniques such as e.g. cus-
tomer surveys, interviews and observations, are being complement-
ed with quantitative logging and automated data collection tech-
niques. For most companies, the increasing opportunities to collect 
data has resulted in rapidly growing amounts of data revealing 
contextual information about customer experiences and tasks, and 
technical information revealing system performance and operation.  

However, and as recognized in recent research [42], the chal-
lenge is no longer about how to collect data. Rather, the challenge 
is about how to make efficient use of the large volumes of data that 
are continuously collected and that have the potential to reveal cus-
tomer behaviors as well as product performance [20], [148], [149]. 
Although having access to large amounts of data, most companies 
experience insufficient use of the data they collect, and as a result 
weak impact on decision-making and processes.  

In this chapter, we explore data collection practices in three large 
software-intensive companies, and we identify that ‘lack of sharing’ 
of data is the primary reason for insufficient use and impact of col-
lected data. While the case companies collect large amounts of data 
from customers and from products in the field, they suffer from 
lack of practices that help them share data between people and de-
velopment phases. As a result, decision-making and prioritization 
processes do not improve based on an accumulated data set that 
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evolves throughout the development cycle, and organizations risk 
repetition of work due to lack of traceability.  

The contribution of the chapter is twofold. First, we identify that 
‘lack of sharing’ is the primary reason for insufficient use of data 
and we provide empirical evidence on the challenges and implica-
tions involved in sharing of data in large software organizations. 
Second, and based on our empirical findings, we develop a model 
in which we identify what data is collected, by whom data is col-
lected and in what development phases it is used. Our model de-
picts critical hand-overs where certain types of data get lost, and 
how this causes a situation where data does not accumulate and 
evolve throughout the development process. By capturing ‘current 
state-of-practice’, and by identifying critical hand-overs where data 
gets lost, the model supports companies in identifying what chal-
lenges they experience, and what implications this will result in. 
The awareness that the model helps create can work as valuable 
input when deciding what actions to take to improve sharing of da-
ta in large software-intensive organizations. 

 
4.2 Background 
4.2.1 Collection of Customer Feedback 
In most companies, customer feedback is collected on a frequent 
basis in order to learn about how customers use products, what 
features they appreciate and what functionality they would like to 
see in new products [73], [148]. Typically, a wide range of differ-
ent techniques are used to collect this feedback, spanning from 
qualitative techniques capturing customer experiences and behav-
iors [59], [149] to quantitative techniques capturing product per-
formance and operation [150], [151].While the qualitative tech-
niques are used primarily in the early stages of development in or-
der to understand the context in which the customer operates, the 
quantitative techniques are used post-deployment in order to un-
derstand the actual usage of products. 

Starting with the pre-development stage, companies typically col-
lect qualitative customer feedback using customer journeys, inter-
views, questionnaires and surveys [59], [149], forming the basis for 
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the requirements generation [13]. At this stage, contextual infor-
mation on the purpose of the product or a feature with functional 
characteristics and means of use are typically collected by customer 
representatives. Typically, this information is used to both define 
functional requirements as well as to form customer groups with 
similar needs and priorities, also known as personas. 

During development, customer feedback is typically collected in 
prototyping sessions in which customers test the prototype, discuss 
it with the developers and user experience (UX) specialists, and 
suggest modifications of e.g. the user interface [59], [149], [152], 
As a result, developers get feedback on product behaviors and ini-
tial performance data. Customer feedback is typically mixed and 
consists of both qualitative information on e.g. design decisions 
and quantitative operational data.  

In the post-deployment stage, and when the product has been re-
leased to its customers, a number of techniques are used to collect 
customer and product data. First, and since the products are in-
creasingly being connected to the Internet and equipped with data 
collection mechanisms, operational data, and data revealing feature 
usage is collected [59], [152], [153]. Typically, this data is of quan-
titative type and collected by the engineers that operate the product 
and service centers that support it. Second, if customers generate 
incident requests and attach the product log revealing the state of 
the product, error message and other details. These are important 
sources of information for the support engineers when trouble-
shooting and improving the product [40]. Also, and as recognized 
in previous research [154], A/B testing is a commonly deployed 
technique to collect quantitative feedback in connected products on 
which version of the feature offers a better conversion or return of 
investment. And although increasing amounts of data are being 
collected, very little is actually being used. The challenges in aggre-
gating and analyzing this data in an efficient way prevent higher 
levels of the organization from benefiting from it [150].  
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4.2.2 Impact and Use of Customer Data 
Companies operating within transportation, telecommunications, 
retailing, hospitality, travel, or health care industries already today 
gather and store large amounts of valuable customer data 
[147].These data, in combination with a holistic understanding of 
the resources needed in customer value-creating processes and 
practices, can provide the companies that fully utilize it a competi-
tive advantage on the market [155].  

However, challenges with meaningfully combining and analyzing 
these customer data in an efficient way are preventing companies 
from utilizing the full potential from it [20], [42]. Instead of a 
complete organization benefiting from an accumulated knowledge, 
it is mostly only the engineers and technicians that have an ad-
vantage in using this data for operational purposes [150]. Higher 
levels in the organization such as product management or customer 
relationship departments need to find ways of better utilizing cus-
tomer data in order to unlock its potential and use it for prioritiza-
tion and customer value-actualization processes [155].  

 
4.3 Research Method 
This research builds on an ongoing work with three case compa-
nies that use agile methods and are involved in large-scale devel-
opment of software products. The study was conducted between 
August 2015 and December 2015. We selected the case study 
methodology as an empirical method because it aims at investigat-
ing contemporary phenomena in their context, and it is well suited 
for this kind of software engineering research [137]. This is due to 
the fact that objects of this study are hard to study in isolation and 
case studies are by definition conducted in real world settings.  

Based on experience from previous projects on how to advance 
beyond agile practices [45], [46], we held three individual work-
shops with all the companies involved in this research, following 
up with twenty-two individual interviews. We list the participants 
and their roles in Table 2. 
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Company Representatives 

Company A 

1 Product Owner 

1 Product Manager 

2 System Managers 

2 Software Engineer 

1 Release Manager 

1 Area Prod. 

Mng.* 

1 Lean Coach* 

1 Section Mng.* 

Company B 

 

1 Product Owner 

1 System Architect 

1 UX Designer 

1 Service Manager 

 

Company C 

 

1 Product Owner 

2 Product Strategists  

2 UX Managers 

2 Function Owners 

 

1 Feature Coord. 

1 Sales Manager 

2Technology Spec. 

Table 2. Participating companies and their representatives. 
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4.3.1 Data Collection 
During the group workshops with the companies, we were always 
three researchers sharing the responsibility of asking questions and 
facilitating the group discussion. Notes were taken by two of the 
researches and after each workshop, these notes were consolidated 
and shared to the third researcher and company representatives.   

First, we conducted a workshop with an exercise with the post-it 
notes that build our inventory of the customer feedback tech-
niques.  Second, we held semi-structured group interviews with 
open-ended questions [2] during the workshop. These questions 
were asked by on of the researcher while two of the researchers 
were taking notes. In addition to the workshops, we conducted 
twenty-two individual interviews that lasted one hour in average, 
and were recorded using an iPhone Memo application. Individual 
Interviews were conducted and transcribed by one of the research-
ers. In total, we collected 13 pages of workshop notes, 176 post-it 
notes, 138 pages of interview transcriptions, and 9 graphical illus-
trations from the interviewees. All workshops and individual inter-
views were conducted in English. 
 
4.3.2 Data Analysis 
During analysis, the workshop notes, post-it notes, interview tran-
scriptions and graphical illustrations were used when coding the 
data. The data collected were analyzed following the conventional 
qualitative content analysis approach where we derived the codes 
directly from the text data. This type of design is appropriate when 
striving to describe a phenomenon where existing theory or re-
search literature is limited. Two of the researchers first inde-
pendently and then jointly analyzed the collected data and derived 
the final codes that were consolidated with the third and independ-
ent researcher who also participated at the workshops. As soon as 
any questions or potential misunderstandings occurred, we verified 
the information with the other researcher and participating repre-
sentatives from the companies. 
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4.3.3 Validity considerations 
To improve the study’s construct validity, we conducted the exer-
cise with the post-it notes and semi-structured interviews at the 
workshops with representatives working in several different roles 
and companies. This enabled us to ask clarifying questions, prevent 
misinterpretations, and study the phenomena from different angles. 
Next, we combined the workshop interviews with individual inter-
views. Workshop and interview notes were independently assessed 
by two researchers, guaranteeing inter-rater reliability. And since 
this study builds on ongoing work, the overall expectations be-
tween the researchers and companies were aligned and well under-
stood. 

The results of the validation cannot directly translate to other 
companies. However, considering external validity, and since these 
companies represent the current state of large-scale software devel-
opment of embedded systems industry [3], we believe that the re-
sults can be generalized to other large-scale software development 
companies. 

 
4.4 Findings 
In this section, we present our empirical findings. In accordance 
with our research interests, we first outline the generalized data 
collection practices in the three case companies, i.e. what types of 
data that is collected in the different development phases, and by 
whom. Second, we identify the challenges that are associated with 
sharing of data in these organizations. Finally, we explore their 
implications. 
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4.4.1 Data Collection Practices: Current State 
In the case companies, data is collected throughout the develop-
ment cycle and by different roles in the organization. Typically, 
people working in the early phases of development collect qualita-
tive data from customers reflecting customer environments, cus-
tomer experience and customer tasks. The later in the development 
cycle, the more quantitative data is collected, reflecting system per-
formance and operation when in the field. In Tables Table 3 - Ta-
ble 5, we illustrate the data collection practices, together with the 
customer feedback methods and types of data that different roles 
collect in each of the development stages. 

 
 Roles that col-

lect customer 

feedback 

Common customer 

feedback collection  

techniques 

Common types of customer feed-

back collected 

Pr
e-

D
ev

el
op

m
en

t 

Strategy special-

ists, 

Product manag-

ers, 

Product owners 

Reading of industry 

press, 

Reading of published 

standards, 

Reading of internal re-

ports, Reading custom-

er visit reviews 

Customer wishes, 

Short/Long market trends, 

Competitors ability of delivering 

the product 

Strategy special-

ists, 

Feature owners 

 

Telephone interviews, 

Face-to-face interviews, 

Conducting group in-

terviews 

Existing product satisfaction, 

Future product specification, 

Personas and User Journeys 

Table 3. Customer data collection practices in the pre-development 
stage. 
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 Roles that col-

lect customer 

feedback 

Common customer 

feedback collection  

techniques 

Common types of customer 

feedback collected 

D
ev

el
op

m
en

t 

UX specialists, 

Software Engi-

neers 

 

System Usability Scale 

Form, 

Asking open ended 

questions, 

Demonstrating proto-

types, 

Filming of users' prod-

uct use 

Acceptance of the prototype, 

Eye behavior and focus time, 

Points of pain, 

Bottlenecks and constrains, 

Interaction design sketches 

System manag-

ers, 

System archi-

tects, 

Software engi-

neers 

Consolidate feedback 

from other projects, 

Reading prototype log 

entries 

Small improvement wishes, 

Configuration data, 

Product operational data 

Table 4. Customer data collection practices in the development stage. 
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 Roles that col-

lect customer 

feedback 

Common customer 

feedback collection  

techniques 

Common types of customer 

feedback collected 

Po
st

-D
ep

lo
ym

en
t 

Release manag-

ers, 

Service manag-

ers 

Software engi-

neers 

Reading of customer 

reports, 

Analyzing incidents, 

Aggregating customer 

requests, 

Analyzing product log 

files 

Number of incid. and req., 

Duration of incid. and req., 

Product operational data, 

Product performance data 

Sales managers Reading articles in the 

media, 

Sentimental analysis 

Customer events partic-

ipation, 

Reading industry press, 

Performing trend analy-

sis 

Opinions about the appeal of 

the product, 

Performance of the product, 

Business case descriptions 

Table 5. Customer data collection practices in the post-deployment 
stage. 

  

4.4.2 Data Sharing Practices: Challenges 
Based on our interviews, we see that there are a number of chal-
lenges associated with sharing of data in large organizations. For 
example, our interviewees all report of difficulties in getting access 
to data that was collected by someone else and in a different devel-
opment phase. Below, we identify the main challenges associated 
with sharing of data in the case companies: 

 
• Fragmented collection and storage of data 

Individuals independently collect increasing amounts of customer 
feedback, analyze the data they obtained, and store their findings 
on local repositories. Although these findings are occasionally pre-
sented at meetings, the lack of transparency and tools prevents 
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others in the organization to use and benefit from the data. With 
so many different roles collecting and storing data, systematic shar-
ing across development phases becomes almost impossible. As a 
result, only those roles that work in close collaboration share data, 
and benefit from the analysis of this data.  This situation is illus-
trated in the following quotes: 

 
“… it is all in my head more or less.” -Product owner, Company B 
“Information exists but we don’t know where it is.”  
  –UX Specialist from Company C 
“I do not know everyone... So I contact only the person who is 
next in line.”   -Sales manager from Company C. 

 
• Filtering of customer data 

People collect data, and share it only within the development stage 
they typically work in. For example, practitioners in the develop-
ment phase actively exchange product log data, interaction design 
sketches, quality statistics and trouble reports. Similarly, those 
working in the post-deployment phase exchange release notes, 
business case descriptions and management system issues. Attempts 
to communicate the significance of customer feedback and their 
findings across development stages are typically unsuccessful. 
Feedback that is shared is filtered quantitative data. 

 
“It is like there is a wall in-between. There is a tradition that we 
should not talk to each other.” -Product Owner from Company C. 
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• Arduous to measure means hard to share. 
The only data that is successfully shared among people and develop-
ment phases, is quantitative data representing those things that can be 
easily measured such as e.g. system performance and operation. The 
case companies are successful in sharing transaction records, incident 
figures, feature usage data and other technical feedback that can be 
easily measured. However, qualitative data such as user stories, fea-
ture purpose, or the intention of a certain requirement typically stay 
with the people that collected that feedback. As a result, and instead 
of benefitting from an accumulated set of data that evolves over time, 
companies run the risk of using fragmented data sets that misrepre-
sent the customer and provides an insufficient understanding of what 
constitutes customer value.  

 
“Maybe 10% of information is shared. It is very difficult. It takes so 
much time, to, you need to write a novel more or less and distribute 
it” 

 -Product manager from Company A. 
 
4.4.3 Data Sharing Practices: Implications 
Due to very limited amounts of data being shared among people and 
across the development phases, the case companies experience a num-
ber of implications. Below, we present the implications: 
 

• Non-evolving and non-accumulating data. 
Although quantitative data describing operational and perfor-
mance requirements is typically shared, the lack of qualitative in-
formation with the context describing where, how and why a cer-
tain feature or a product is needed and how it will be used cause 
discrepancies in understanding the overall purpose. As a result, the 
data forming customer knowledge across the development stages 
does not accumulate and evolve. Consequently, practitioners de-
veloping the product do not fully understand the overall purpose of 
the product or a feature under development and develop subopti-
mal products that can be different from the customer wishes. 
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“I think now a lot of thing are developed in a sub optimized way.”  
-Technology Spec.  from company C. 

 
“We get feature which is broken down and then this value some-
how got lost when it was broken down, then it is harder to under-
stand what they really need it for.”  

–Software engineer from Company B. 
 
• Repetition of work. 

Due to the lack of access to the qualitative feedback that is collect-
ed in the early stages of development, roles in later stages that seek 
contextual understanding of a feature are sometimes required to 
collect identical feedback to the one that was already collected. 
Consequently, resources are spent on repeating the work that has 
already been done once. 

 
“You cannot build on what is already there since you don’t know. 
You then repeat an activity that was already made by someone 
else.” –UX specialist from Company C. 

 
 
• Inaccurate models of customer value. 

Since the qualitative customer feedback is not shared across the de-
velopment phases, companies risk to use only the available quanti-
tative customer feedback to build or update the understanding of 
the customer. This results in inaccurate assumptions on what con-
stitutes customer value. And as a consequence of using the feed-
back for prioritization on the product management level, projects 
that create waste risk to get prioritized.  

 
“You think one thing is important but you don’t realize that 

there is another thing that was even more important.” -Technology 
Spec.  from company C. 
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• Validation of customer value is a “self-fulfilling 
prophecy”. 

Due to the fact that only quantitative customer feedback is ex-
changed across the development phases and development organiza-
tion, companies risk to validate their products using only the ef-
fortlessly quantifiable feedback, and neglecting the rest. Instead of 
using the accumulated customer feedback and holistically asses 
their products, the validation of customer value becomes a “self-
fulfilling prophecy” in that it focuses on developing and verifying 
things that can be quantified and provide tangible evidence.   
 
Challenge Description Company implica-

tions 

Product implica-

tions 

Fragmented 

collection 

and storage 

of data 

Sharing of data is 

limited across the 

development 

stages. 

No evolving and ac-

cumulating of cus-

tomer data and un-

derstanding. 

Suboptimal prod-

ucts are being de-

veloped. 

Filtering of 

customer 

data. 

Only roles that 

work in close 

cooperation ex-

change feedback. 

Inaccurate assump-

tions on customer 

value and repeating 

work. 

Risk of developing 

wasteful features. 

Arduous to 

measure 

means hard 

to share. 

What can easily 

be measured and 

quantified is 

shared.  

Validation of cus-

tomer value is a 

“self-fulfilling 

prophecy”. 

Product maximizes 

partial models of 

customer value.  

Table 6. The mapping of identified challenges to their implications. 

 
4.5 Discussion 
Multi-disciplinary teams involved in the development of a software 
product are using customer feedback to develop and improve the 
product or a feature they are responsible for. Previous research [42], 
[59] and our empirical findings show that companies collect increas-
ingly large amounts of customer data. Both using the qualitative tech-
niques are used primarily in the early stages of development [42], [59], 
[150] to construct an understanding of the customer and the context 
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they operate in, and quantitative techniques that are used post-
deployment to monitor the actual usage of products in the field [40], 
[150]. And although companies gather and store large amounts of 
valuable customer data [147], challenges with meaningfully combining 
and analyzing it in an efficient way [20], [42] are preventing compa-
nies from evolving the data across the development stages and accu-
mulating the customer knowledge.  
 
4.5.1 The Model: From Quantifiable Feedback to Partial Cus-

tomer Value 
In response to the challenges and implications presented above, we 
illustrate our findings and challenges in a descriptive model on Fig-
ure 1.  

In the development process, the model advocates an approach in 
which an internal model of customer value in companies is being 
created. We illustrate that companies in fragments collect a com-
plete understating of the customer and their wishes, however, bene-
fit only from a part of the understanding.  
In our model, we distinguish between three development stages, i.e. 
pre-development, development and post-deployment. Although we 
recognize that this is a simplified view, and that most development 
processes are of an iterative nature, we use these stages as they typical-
ly involve similar roles, techniques, and types of feedback collected.  

On Figure 3, we list a few roles that collect customer feedback (A) 
and different methods of how they perform the collection (B). Within 
each of the development stages we list the types of feedback being 
shared across the stages with a solid green lines and those that are not 
with a dashed red lines.  Between development stages we identify three 
critical hand-over points where customer data that could and should 
get shared, dissipates. Instead of accumulating data being handed 
over, gaps across stages appear (illustrated with “?”symbols in blocks 
on Figure 3). 
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Fig. 1.  

4.5.1.1 The Vaporization of Customer Data.  
We identify three critical hand-over blocks that cause data to dis-
appear and prevent practitioners on project to build-on.  

(1) The PreDev Block: While there is extensive collection of 
qualitative customer feedback such as user journeys and product 
satisfaction surveys (Illustrated with C on Figure 1), roles working 
in the pre-development stage do not sufficiently supply the devel-
opment part of the organization with the information they collect. 
Qualitative data that would inform the development stage on the 
context of the product under development, how it is going to be 
used, and who the different user groups perishes in the hand-over 
process between product owners and managers on one side, and 
software engineers and UX specialist on the other (Illustrated with 
D on Figure 1). Specifically, personas, user journeys and customer 
wishes are the types of feedback that should be handed over to the 
development stage, however, they are not. Consequently, the de-
velopment part of the organization is forced to repeat collection 
activities in order to obtain this information when in need, or con-
tinue developing the product following only the specifications / re-
quirements that were handed to them.  

(2) The DevOps Block: UX specialists and software engineers 
collect feedback on prototypes and their acceptance, as well as 

Figure 3. Customer feedback sharing practices model. 
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where the constraints are. However, this information is only used 
within the development stage. As a consequence of not handing it 
over to the post-deployment stage service managers and software 
engineers (Illustrated with E on Figure 1), operators of the product 
do not understand the reason behind a certain configuration when 
solving a problem, and at the same time, suggest alternative solu-
tions that were already known to be unacceptable to the develop-
ers.  

(3)The OpsDev Block: In the post-deployment stage, release and 
service managers collect and exchange operational and perfor-
mance data, hover, do not share it with the development stage to 
software engineers and system managers. (Illustrated with F on 
Figure 1). This prevents the roles in the development stage such as 
system architects from e.g. deciding on an optimal architecture for 
a certain type of product and customer size. 

 
4.5.1.2 Unidirectional Flow of Feedback.  
Illustrated with red and dashed arrows on Figure 1, the flow of 
feedback from the earlier stages of the development to the ones in 
the later stages is very limited. On the other hand, the flow of 
feedback from the later stages to the early ones is extensive. This 
both supports our finding about extensive sharing of quantitative 
data, which is typically available in the later stages, as well as im-
plies that it is easier to share data about earlier releases of the 
software under development compared to sharing feedback about 
the current release. Validating the value of the current release is 
consequently done very late. 
 
4.5.1.3 Shadow Representation of Customer Value.  
In the absence of the accumulated data being accessible and shared 
across the development stages (illustrated with missing data symbol 
“?” on Figure 1), people in later stages base their prioritizations 
and decisions on shadow beliefs existing in the organization. Con-
sequently, and instead of having a unique understanding of what 
constitutes customer value, individual development stages and roles 
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prioritize based on their best intuition and shared quantitative da-
ta.  If sharing of customer data in the direction towards the later 
stages is enabled, roles across the development stages will be able 
to conduct data-informative decisions. As seen in our findings, 
hazards of being purely quantitative data-driven are extensive. And 
with qualitative data being as accessible as quantitative, validation 
of customer data could be coherent, not a ‘self-fulfilling prophecy’ 
as it is today. 
 
4.6 Conclusion 
By moving away from traditional waterfall development practices 
and with agile teams becoming increasingly multi-disciplinary and 
including all functions from R&D to product management and 
sales [52], the role of customer feedback is increasingly gaining 
momentum. And although the collection of data has previously 
been identified as challenging, we show in our research that the 
challenge is not its collection, but rather how to share this data in 
order to make effective use of it. 

In this chapter, we explored the data collection practices in three 
large software-intensive organizations, and we identify that lack of 
sharing of data is the main inhibitor for effective product develop-
ment and improvement. Based on our case study findings, we see 
that currently (1) companies benefit from a very limited part of the 
data they collect due to a lack of sharing of data across develop-
ment phases and organizational units, (2) companies form inaccu-
rate assumptions on what constitutes customer value and waste re-
sources on repeating the activities that have already been per-
formed, and (3) validation of customer in companies today is a 
“self-fulfilling prophecy” in that it focuses on quantifiable things 
that provide tangible evidence. 
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5 DIFFERENTIATING FEATURE  
REALIZATION 

Abstract 
Software is no longer only supporting mechanical and electrical 
products. Today, it is becoming the main competitive advantage 
and an enabler of innovation. Not all software, however, has an 
equal impact on customers. Companies still struggle to differentiate 
between the features that are regularly used, there to be for sale, 
differentiating and that add value to customers, or which are re-
garded commodity. Goal: The aim of this chapter is to (1) identify 
the different types of software features that we can find in software 
products today, and (2) recommend how to prioritize the develop-
ment activities for each of them. Method: In this chapter, we con-
duct a case study with five large-scale software intensive compa-
nies. Results: Our main result is a model in which we differentiate 
between four fundamentally different types of features (e.g. 
'Checkbox', 'Flow', 'Duty' and 'Wow'). Conclusions: Our model 
helps companies in (1) differentiating between the feature types, 
and (2) selecting an optimal methodology for their development 
(e.g. ‘Output-Driven’ vs. ‘Outcome-Driven).  
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This Chapter is based on 
A. Fabijan, H. H. Olsson, and J. Bosch, “Differentiating feature realization in soft-
ware product development,” in Proceedings of the 18th International Conference 

on Product-Focused Software Process Improvement, PROFES'17, (Innsbruck, Austria, 
December 2017), 221–236. 
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5.1 Introduction 
Rapid delivery of value to customers is one of the core priorities of 
software companies [4]–[6]. Consequently, the amount of software 
added to products with attempts to deliver the value is rapidly in-
creasing. At first, software functionality was predominately re-
quired in products to support tangible electrical, hardware and me-
chanical solutions without delivering any other perceptible value 
for the customers. Organizations developed the software as a nec-
essary cost, leaving the prioritization part to the responsible engi-
neering, hardware and mechanical departments, without exploring 
the value of software features as such. Today, products that were 
once built purely from hardware components such as e.g. cars and 
household appliances, contain functionality that allows them to 
connect to the Internet, exchange information and self-improve 
over time. Software functionality is rapidly becoming the main 
competitive advantage of the product, and what delivers value to 
the customers [2].  

However, the way in which software features are being devel-
oped, and how they are prioritized is still a challenge for many or-
ganizations. Often, and due to immaturity and lack of experience 
in software development, companies that transitioned in this way 
(e.g. from electrical to software companies) treat software features 
similarly to electronics or mechanics components. They risk being 
unable to identify what features are differentiating and that add 
value to customers, and what features are regarded commodity by 
customers. As a consequence of this, individual departments con-
tinue to prioritize what they find the most important and miss the 
opportunities to minimize and share the investments into commod-
ity features  [104], [46]. Companies that are becoming data-driven, 
are exploring this problem and trying to learn from the feedback 
that they collect to optimize the prioritization decisions. The focus 
of software companies and product team that recognized the bene-
fits of being data-driven is to develop the product that delivers the 
most value for the customer [4]–[6]. For every feature being devel-
oped, the goal is to create clarity in what to develop (Value Identi-
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fication), develop it to a correct extent (Value Realization), and ac-
curately measure the progress (Value Validation).  

In our work, we perform an exploratory case study in which we 
were interested in (1) identifying how companies differentiate be-
tween different types of features and (2) how they prioritize the de-
velopment activities with respect to the type of the feature that they 
are developing. In this study, we identify that the lack of distin-
guishing between different types of features is the primary reason 
for inefficient resource allocation that, in the end, make innovation 
initiatives suffer. In our previous work [156], we confirmed that 
differentiating between the different levels of functionality is indeed 
a challenge that software companies face today. In this chapter, 
however, we further detail the feature differentiation model and 
evaluate it in two additional case companies.  

The contribution of this chapter is twofold. First, we provide de-
tailed guidelines on how to distinguish between different types of 
features that are being developed and we provide empirical evi-
dence on the challenges and implications involved in this. Second, 
we detail a conceptual model to guide practitioners in prioritizing 
the development activities for each of the feature types identified in 
our differentiation model. We identify in our work that for the 
successful development of innovative ‘Wow’ and ‘Flow’ features, a 
different methodology is required. We label this methodology 
‘Outcome-Driven development’ and demonstrate how it differs 
from ‘Output-Driven approach. With our contribution, companies 
can develop only the amount of feature that is required for com-
moditized functionality and, on the other hand, frees the resources 
to maximize their investments in innovative features that will de-
liver the most value.  

 
5.2 Background 
Software companies strive to become more effective in delivering 
value to their customers. Typically, they inherit the Agile principles 
on an individual development team level [12] and expand these 
practices across the product and other parts of the organization 
[52]. Next, they focus on various lean concepts such as eliminating 
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waste [95], [96], removing constraints in the development pipeline 
[94], and advancing towards continuous integration and continu-
ous deployment of software functionality [53]. Continuous de-
ployment is characterized by a bidirectional channel that enables 
companies not only to deliver new updates to their customers in 
order to rapidly prototype with them [31], but also to collect feed-
back on how these products are used. By evaluating ideas with cus-
tomers, companies learn about their preferences. In this process, 
the actual product instrumentation data (for example, features 
used in a session) has the potential to identify improvements and 
make the prioritization process of valuable features more accurate 
[157]. In fact, a wide range of different techniques is used to collect 
feedback, spanning from qualitative techniques capturing customer 
experiences and behaviors [40], [75], [148], to quantitative tech-
niques capturing product performance and operation [10], [57].  

However, this development of getting rapid feedback in real time 
is only possible today when software products are increasingly be-
coming connected to the internet. And as such data focuses on 
what customers do rather than what they say, it complements oth-
er types of feedback data [90] and improves the understanding of 
the value that the product provides [45]. For example, knowing 
which features are used in a certain context helps companies in 
identifying customer preferences and possible bottlenecks.  

The intuition of software development companies on customer 
preferences, can be as much as 90% of the time inaccurate [32], 
[47], [48]. In most companies, customer feedback is collected on a 
frequent basis in order to learn about how customers use products, 
what features they appreciate and what functionality they would 
like to see in new products [148]. This enables the companies to 
very quickly test new variants with the customers and explore how 
they perform with the respect to the metrics that are important. 
This concept is known as Continuous Experimentation [9] and its 
impact is extensive [25].  
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5.2.1 Business and Design Experimentation 
Davenport [55] suggests the design of smart business experiments 
to emphasize the need to bridge business needs closer to software 
design and engineering. The importance of running experiments to 
learn more about customer behavior is one of the core principles of 
the Lean Startup methodology [31], [158]. This idea is emphasized 
also in the product management literature by Bosch [40] who pro-
pose the need of constant generation of new ideas that should be 
evaluated with customers. Fagerholm et al. [4] suggest the RIGHT 
model for continuous experimentation and support constant test-
ing of ideas. In their view, this is essential to create the evaluation 
of product value as an integral part of the development process.  
The strength of experimentation is further accelerated with con-
trolled experiments. In controlled experiments (also known as A/B 
test), users of a software product or a feature are randomly divided 
between the variants (e.g., the two different designs of a product 
interface) in a persistent manner (a user receives the same experi-
ence at multiple software uses). Users’ interactions with the prod-
uct are instrumented and key metrics are computed [29], [56]. Re-
search contributions with practical guides on how to create con-
trolled experiments in software product development have previ-
ously been published both by Microsoft [154], [57] and Google 
[58]. The Return on Investment (ROI) of controlled experiments 
has been demonstrated and discussed a number of times in the lit-
erature [56], [154].  

 
5.2.2 Feature Differentiation 
Already in 1984, Kano [86] has identified the need to differentiate 
between product attributes (e.g. attractiveness, satisfaction, must-
be, indifferent and reverse attributes) based on their importance for 
the product and the stakeholders. One of the key characteristics of 
the Kano model itself is the notion of attribute drift (for example, 
an attribute such as camera resolution is expected to improve over 
time). Attribute drift is driven by customers’ expectations and 
changes over time. In this context, Bosch [159] developed the 
‘Three Layer Product Model’ (3LPM) on the idea that a return on 
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innovation requires differentiation [160]. The model provides a 
high-level understanding of the three different layers of features, 
i.e. commodity, differentiating and innovative, and it has been con-
structed for the purpose of reducing architectural complexity. And 
although these models can be applied to an industrial context, they 
do not provide guidance on how to differentiate between the dif-
ferent types of features, neither how to prioritize software devel-
opment activities based on the differentiation. At the same time, 
the pace at which we are becoming to be able to learn from the 
customers in the software industry is faster than anywhere else 
[57], [148]. The feedback that is available today (e.g. feature usage 
data while the product in the hands of the users) opens new possi-
bilities for understanding and differentiating features in products. 
Using existing models (e.g. such as the Kano model or the 3LPM 
model) and accommodating new dimensions of learnings that we 
discussed above is challenging for software companies, and it 
blocks them from fully benefiting from the new possibilities [10], 
[156]. The implications of limited customer learning are substan-
tive and can cause companies to inaccurately prioritize feature de-
velopment by e.g. develop the software features to the wrong ex-
tend in either direction.  

In our previous research [156], we developed a model in which 
four fundamentally different types of features are being developed. 
We name them “duty”, “wow”, “checkbox” and “flow” types of 
features. With “duty”, we label the type of features that are needed 
in the products due to a policy or regulatory requirement. “Check-
box” features are the features that companies need to provide to be 
on par with the competition that provides similar functionality. 
With “wow”, we label the differentiating features that are the de-
ciding factor for buying a product. Finally, and with “flow”, we 
label the features in the product that are regularly used.  

In this chapter, we address the new possibilities of learning from 
customers to (1) detail the differentiation of features for software 
products, and (2) to suggest on how to prioritize the development 
activities for each of them. Our model (1) helps companies in dif-
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ferentiating between the feature types, and (2) selecting a method-
ology for their development (e.g. ‘Output-Driven’ vs. ‘Outcome-
Driven’ development).  

 
5.3 Research Method 
In this section, we describe our research method. This case study 
[137] builds on an ongoing work with five case companies and it 
was conducted between January 2015 and June 2017. The goal of 
this study was to identify a state-of-the-art differentiation of soft-
ware features. Companies A-C were participating for the full peri-
od of the ongoing research while companies F and D joined in this 
research in April 2016.  

 
5.3.1 Data Collection 
We collected our data using three types of data collection activities. 
First, we conducted individual workshops with the companies in-
volved in this research. Second, we conducted joint workshops 
with participants from multiple companies discussing the focus of 
our research. Finally, we conducted semi structured interviews fol-
lowing a guide with pre-defined open-ended questions with partic-
ipants from each of the companies for in-depth analysis. During 
the group workshops, we were always three researchers sharing the 
responsibility of asking questions and facilitating the group discus-
sion. The data collection activities were conducted in English and 
lasted on average three hours (individual workshops and joint 
workshops), and one hour (interviews). Each of the data-collection 
activities was conducted with practitioners in different roles (soft-
ware engineers, project/product managers, sales specialists, and 
line/portfolio managers). In total, we performed 14 individual 
workshops, 7 joint workshops and 45 interviews.  

 
5.3.2 Data Analysis 
During analysis, the workshop notes, interview transcriptions and 
graphical illustrations were used when coding the data. The data 
collected were analyzed following the conventional qualitative con-
tent analysis approach [161]. We read raw data word by word to 
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derive codes. In this process, we first highlighted individual phrases 
that captured our attention in the transcriptions. We used color 
coding to highlight different topics that emerged during the analy-
sis process. In this process, we reflected on the highlighted text sev-
eral times and took notes. As this process continued for a few itera-
tions (e.g. by analyzing the first few workshop notes and inter-
views), codes emerged from the highlights. In the next step, we 
sorted these codes into categories (e.g. grouping them by color). 
This type of design is appropriate when striving to describe a phe-
nomenon where existing theory or research literature is limited. Af-
ter we emerged with a few codes, we created definitions for those 
codes and continued to code the rest of the data using the defini-
tions.  

 
5.3.3 Threats to Validity 
Internal Validity. As the participants were familiar with the re-
search topic and expectations between the researchers and partici-
pants were well aligned, this can be a potential source of bias and 
thus a possible threat to internal validity. We mitigate this threat 
by providing unbiased overviews of the research area at the begin-
ning of every data collection session, and avoiding suggestive inter-
rogation during the workshops and leading questions during the 
interviews. 

Construct validity. To improve the study’s construct validity, we 
used multiple techniques of data collection (e.g. workshops, inter-
views) and multiple sources of data collection (product managers, 
software engineers, sales representatives, managers, etc.). The 
complete meeting minutes from the workshops and interview tran-
scriptions were independently assessed by two of the researchers. 
This process was overseen by the third researcher for quality con-
trol.  

 
External validity. Our results cannot directly translate to other 

companies. However, we believe that certain software companies 
could benefit from studying our results. Specifically, the results of 
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this research are applicable for companies that are transitioning 
from mechanical or electrical towards software companies, which 
may experience similar issues in differentiating and prioritizing 
software features.  

 
5.4 Empirical Findings 
In this section, we present our empirical findings. First, and to un-
derstand the current development practices in our case companies 
to identify the type and the extent of the feature that they are de-
veloping, we outline the current customer data collection practices 
in the case companies. We recognize that the practices to collect 
customer data do not differ with respect to the feature being devel-
oped, but rather depend on the perceived need of information ad-
hoc. Next, we identify the challenges that are associated with dis-
tinguishing between the different feature types. Finally, we explore 
their implications.  
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5.4.1 Current State of Feature Differentiation 
In the case companies, products and features that are being devel-
oped are handed over from one development stage to another, to-
gether with their requirements and priorities. Although our case 
companies acknowledge that they are aware of the need for differ-
encing between the types of features, i.e. commodity, differentiat-
ing and innovative, the information that would help them achieve 
that does not circulate with the requirements. The differentiation 
strategy is unclear to the practitioners developing the features. And 
consequently, setting the development investment level for a fea-
ture does not vary with respect to the type of the feature, allowing 
the prioritization strategy to be in favor of commodity features. We 
illustrate and describe the current state with description and quotes 
from our case companies below. 

"Should we go into Maintenance budget? Or should it go to in-

vestment budget and we prioritize there?"  

- Product Strategist from Company B. 

 

“There is a lot of functionality that we probably would not 

need to focus on.”  

- Technology Specialist from Company B. 

 

“Customer could be more involved in prioritization that we do 

in pre-development. Is this feature more important that the oth-

er one?”   

- Product Owner from Company A.  
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5.4.2 Challenges with Feature Differentiation.  
The current state advocates a situation where features are not differ-
entiated in the strategy between being innovative, differentiating or 
commodity and, consequently, development activities do not differ 
between the features. Based on our interviews, we see that there are 
several challenges associated with this situation. Our interviewees 
report that the collection of feedback, which serves as the base for 
developing a feature is conducted ad-hoc and not following the type 
of the feature being developed. Second, the directives to differentiate 
the feature on a granular level are incomprehensible for our practi-
tioners. Therefore, it is very challenging for the R&D staff in our 
case companies to be effective in understanding which of the features 
are differentiating and innovative in the market.  

“We want to understand what the customer wants to hav and 

truly, what do they need.”  

- Product Manager from company C.  

 

 

 “Functionality is software basically and the features are more 

subjective opinions and things that we can’t really... it is hard to 

collect data. 

-Function owner from Company B.  

 

“Those are the things that worry us the most. All of us, since it 

is so hard, you need to gamble a bit. If it turns out that you are 

wrong, then you are behind.” 

–Product Manager from Company C.  
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5.4.3 Implications 
Due to an unclear differentiating strategy, our case companies ex-
perience several implications during the development process of a 
feature. The companies consider the stakeholders that the features 
are being developed for as a uniform group and not differentiating 
the development extent of the features based on the type of the fea-
ture and stakeholder. This leads to a situation where resources are 
used in developing and optimizing the features that might never get 
used by a customer to a similar extent as the ones that are regularly 
utilized. Consequently, commodity suppresses resources that could 
be better used to develop features in the innovation layer.  

 
“If you are sitting in a team and then you talk to maybe 2 or 3 

customers, then you see that this is the most important thing we 

need to do.”  

 -Product Manager from company C.  

 

“We tend to focus on the wrong things. We need to look at the 

benefit for their customers.”  

“In our organization is difficult to sew everything together, to 

make it work. That requires funding that is almost non-

existent.”   

–Software engineer from Company C.  

 

“We do also our own tests of competitors. We do feature 

roadmaps for [feature name] for example. And then we have a 

leading curve... We measure are we on track or not.” 

 -Product Strategist from Company B.  
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5.4.4 Summary of our empirical findings 
Vague differentiating strategy results in challenges with the pur-

pose of the feature being developed, implicating uniform treatment 
of features. Invariable investment levels into development activities 
results in incomprehensible directives, implicating arbitrary in-
vestments in development activities. Favoring commodity results in 
a challenge of identifying what innovation, implicating the sup-
pression of the actual innovation and projecting competitors cur-
rent state as the norm. We summarize them in Table 7.  
 
Current state Challenges Implications 

Vague differentiating 

strategy 

Understanding the stake-

holder and purpose of the 

feature 

Stakeholders treated 

uniformly, not reflect-

ing their differing busi-

ness value 

Invariable investment 

levels 

Incomprehensible high-level 

directives 

Arbitrary investments 

in development activi-

ties 

Feature prioritization 

processes is in favor of 

commodity 

Commodity functionality is 

internally considered to be 

innovative 

Commodity suppresses 

innovation 

Projecting competitors 

current state is the 

norm 

Table 7. Mapping of the current state, challenges and implications. 
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5.5 Differentiating Feature Realization 
In this section, and as a response to the empirical data from our 
case companies, we present and detail our model for feature dif-
ferentiation. The contribution of our model is threefold. First, it 
provides four different categories of features and their character-
istics to give practitioners an ability to better differentiate be-
tween feature types. Second, and as a guide for practitioners after 
classifying a feature, we provide a summary of development activ-
ities that should be prioritized for every type of feature.  

 
By going through the process of articulating different views on 

the characteristics below, product teams can make the most of 
their collective insight on classifying them into “duty”, “wow”, 
“checkbox” or “flow” type. What is important for the practition-
ers, however, is how to optimally prioritize the development activi-
ties for each of the features types. We present this in the next sec-
tion.  
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5.5.1 Feature Differentiation 
In our model (visible in Table 8), four fundamentally different 
types of features are being developed. 

 

St
ak

eh
ol

d-

er
 

We recognize four types of fundamentally different stakeholders that are targeted with new feature 

development. Product users, the competitor developing or already selling a similar feature, the cus-

tomer purchasing and asking for a feature, or a regulatory entity imposing it.  

Fe
at

ur
e 

E
ng

ag
em

en
t This characteristic describes the level of engagement expected with the feature. Features are primarily 

used by the end-users and occasionally by the customers directly. The engagement with the features is 

therefore expected for these two groups. Regulators and competitors, however, typically do not use 

the features directly. Instead, and what we see in our case companies is that verify the documents or 

tests demonstrating the existence or compliance of the feature. The expected exposure to the feature 

for regulators and competitors is therefore low. 

Fe
ed

ba
ck

 

Feedback data that is collected about features under development is of various types. For example, 

the “Flow” features’ will be regularly used by users and should be equipped with automatic feedback 

collection mechanisms to retrieve customer data about feature usage. The “Checkbox” features 

source are the competitors that are being analysed for a similar offering. In the case of “Wow” fea-

tures, the primary stakeholders are customers, whom companies study extensively through market 

analysis and available reports. Finally, and in the case of the regulation and standardization services 

(A), companies query regulation agencies for regulatory requirements. 

Fo
cu

s 

“Flow” features focus on the user and maximizing user value. Practitioners, in this case, develop and 

iterate features that are validated with the users. For “Wow” features, practitioners use their own 

technical ability to maximize the technical outcome of the feature. Here, for example, companies use 

their simulators to test the speed of the software or its stability. For “Checkbox” features, practition-

ers compare the feature under development towards the ones from the competitors. In this case, the 

objective of the development organization is to develop a feature that is matching or improving the 

competitors’ feature. Companies continuously compare towards competition and intentionally slows 

down if they are performing better as expected.  

Sa
le

s 
Im

pa
ct

 

The greatest influence on driving sales have the features that focus on the customer “Wow” features 

and features that focus on the user “Flow” features. Both types are differentiating or innovative. 

However, in B2B markets, the user of the product is different from the customer and hence “Flow” 

features are less of a deciding factor for potential customers. As an example, users communicate and 

show satisfaction with a product to their managers and departments that purchase the features and 

products. Their opinions have the possibility to indirectly influence the opinion of the customer. “Du-

ty” and “Checkbox” features have very low or no impact. 

Table 8. Feature Differentiation. 
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5.5.2 Activity Prioritization 
In this his section, we present the activities that should be priori-
tized for each of the four feature types. We suggest how to set the 
extent of the feature that should be developed. Here, the extent of 
the feature can be either defined once (constant) or dynamically ad-
justed during development and operation (floating alternates, fol-
lowing follows the competitors or open no limitation). Second, the 
sources that contain the information required to set the develop-
ment extent need to be defined. Next, we suggest the most im-
portant activities for feature realization. They are followed by the 
activities that do not deliver value and should be avoided. Finally, 
we suggest how to set the deployment frequency. For details see 
Table 9.  
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D
ut

y 
Fe

at
ur

es
 

The development extent for this type of features is constant and defined by the regulators. To identify 

it, practitioners can use research institutions, standardization industries and industry publishers as a 

source of feedback to get access to various standardization reports, vendor communications and ob-

tain the regulatory requirements. For this type of features, identifying regulatory requirements and 

developing them until they satisfy the requirements are the two main activities. UX optimization, in-

vestments in marketing activities developing infrastructure and other similar activities for this type of 

features should be minimized. Deployment of this type of features is single. 

W
ow

 F
ea

tu
re

s 

For this type of feature, development extent is dynamically set using the feedback from the market. 

Practitioners query social media, marketing agencies, customer reports, requests, and interviews to 

identify business cases and sentimental opinions about the product. The two most important activities 

of this type are the identification of technical selling points and selling characteristic of the product, 

and maximizing investments in the technical development of the feature and marketing it. The fea-

ture's quantifiable value should be maximized with periodically scheduled deployment increments. 

C
he

ck
bo

x 
Fe

at
ur

es
 

This type of features should be developed following a “sliding bar” extent that follows the competi-

tor’s trend. Practitioners should guarantee to be on par with the indicative trend collected from indus-

try test magazines and internal evaluation of customer products. It is essential to read articles in the 

media, consolidative question the customers, participate in customer events and perform trend analy-

sis. Practitioners should perform competitor analysis to determine feature characteristics and develop 

the feature incrementally following the trend. Since features of this type will not be used extensively by 

the actual users, investments in improving user experience and interaction with the feature can be min-

imized. Deployment should be frequent and scheduled. Although products typically require this type of 

features to be even considered by the customers, they are not the decisive reason for customers to 

churn or select a product over a competitor. 

Fl
ow

 F
ea

tu
re

s 

With this type of features and the ambition to discover new and innovative concepts, practitioners 

should continuously deploy changes to their products, collect product feedback, analyse it, and per-

form A/B test to rank alternatives. The two most important activities for this type of feature are the 

defining of evaluation criteria and maximizing the ability to experiment with them. Interviewing the 

stakeholders or gathering qualitative information should be of secondary value and used for interpret-

ing results. Also, and due to the continuous deployment, there is a high impact on the infrastructure. 

Table 9. Activity prioritization. 
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5.6 Model Evaluation 
We detailed our model and evaluated its feasibility with the five 
case companies in recent workshop and interview sessions. Our 
validation criteria were to identify whether companies identify the 
feature types that they develop (based on our model), and whether 
it helps them mitigate any challenges. Based on the evaluation, we 
identified that four of the five companies develop all types of fea-
tures, whereas company E does not develop “duty” features. They 
do, however, acknowledge that they developed duty features in 
their early stages of building the key products. 
 

Effortless Differentiation: One of the key challenges for compa-
nies is to identify whether a feature is a commodity, differentiating 
or innovative. With the feature differentiation model, practitioners 
felt empowered to perform this distinction based on the five key 
characteristics. By passing through the characteristics, practitioners 
can determine in which of the four quadrants their feature under 
development belongs to. We illustrate this with the two quotes 
next.  

 
“Now we talk about these differentiators. This is known now, 

the wow features... One of the wow features, that we are selling 

is that we change rules and we demonstrate it in front of the 

customers.”  

– Product Owner from Company B  

"We have a lot of checkbox features in our products that are 

only there because the competitors have them, but it is not di-

rectly the end user that wants them.”  

- Product Manager from Company D  
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Directive Comprehension: With the differentiation between the 
features (‘Duty’, Checkbox’, Wow and ‘Flow’) and the develop-
ment process (Output-Driven vs. Outcome-Driven), we give practi-
tioners in large software companies the ability to define the right 
ambition level for a certain type of the feature, the preferred meth-
ods of collecting customer feedback, and provide them with in-
structions on which development activities to focus on.  

 
“More experimentation is done in outcome-driven develop-

ment. Absolutely in the Flow type.”  

- Product Manager from Company D  

 

“For Duty and Checkbox features you know what you need to 

do, and you just have to do enough. You need to say that you 

have it, but it does not need to work that nicely.”   

- Product Manager from Company D  

 
Distinguishing Innovative Features: With a clear separation be-

tween different types of features, our model enables practitioners 
to prioritize innovative functionality and invest in relevant activi-
ties, e.g. running continuous controlled experiments with custom-
ers for “Flow” features, or prioritizing investments into identifying 
regulation requirements for “Duty” features.  

 
“You define the outcomes and see what activities contribute to 

that. 

- Product Owner from Company B  
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5.7 Output-Driven vs. Outcome-Driven Development 
In the previous sections, we provided guidance on how to differen-
tiate between the different types of features and which develop-
ment activities to prioritize for each of them. In this section, we il-
lustrate the differences in the development approaches (based on 
additional learnings during the validation sessions) for the three 
stages of feature development (Value Identification, Value Realiza-
tion, and Value Validation). For each of the stages, we provide in-
dications on what is beneficial and a drawback for this type of de-
velopment. For example, in the Value Identification phase (illus-
trated with 1 in Fig. 1), we discuss requirements freedom (the ex-
tent to which feature teams can interpret and  
change requirements) of both approaches. Next, we contrast ‘Val-
ue Realization’ phase (illustrated with 2 in Figure 4) by briefly pre-
senting the differences in the autonomy of the development teams. 
In the Value Validation phase (illustrated on Figure 4 below), we 
compare the extent to which a completion goal is known to a de-
velopment team, and how distant they are from the customer data 
(e.g. feedback that can be used to validate how well the feature sat-
isfies the objectives. 

Figure 4.  Feature development in Output-Driven and Outcome-Driven 
development. 
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5.7.1 Output-Driven Development 
Our findings indicate that ‘Duty’ and ‘Checkbox’ features devel-
opment follows a common process. We select this label to empha-
size the long-lasting tradition that our case companies followed in 
their transition from electronics to software companies. Companies 
that develop features in this way typically spend a considerable 
amount of time studying the requirements and/or competitors to 
determine what to develop in the Value Identification phase. Be-
cause of known policies, defined standards or competitor’s devel-
opment outcomes (for example, a feature that was realized), they 
fix the requirements on what they should develop and information 
to which extent is given (for example, a safety feature should acti-
vate under 10ms). This enables teams in the Value Realization 
phase to focus on meeting the requirements and following the 
standards and sparing the team from customer representative roles.  

The teams that develop these types of features have limited au-
tonomy and they do not re-prioritize development activities at exe-
cution. This is not necessarily a drawback. Certain approaches for 
feature development [162] reject the autonomy of teams and con-
sider it an overhead. Minimizing the number and significance of 
the prioritization decisions that the development teams must do 
makes teams more focused on the development activity at hand. 
Generally, the development team should be deciding on feature 
priority only after the priorities of regulations, the business, and 
the customer have already been addressed. Because of the Stake-
holder objectives, the teams in the ‘Value Validation’ phase can 
benefit from knowing what exactly satisfies the objectives.  

The resulting feedback used for evaluation, however, can be very 
distant. As described in the previous section, features developed in 
this way typically do not get instrumented with real-time feedback 
collection. This implies that development teams depend on the time 
distance of feature integration and deployment to the customer, 
and the time distance of feedback collection, which can be (and in 
several of features developed by our case companies is) significant. 
In this development process, our case companies define the follow-
ing question and strive to answer it: “Are the customers using the 

108



 
 

109 
 

 

system and how?” and answer it using typically qualitative feed-
back such as observations and interviews, and quantitative raw 
logs.  

 
5.7.2 Outcome-Driven Development 
We contrast the approach above by presenting how ‘Wow’ and 
‘Flow’ features are being developed. In what we label ‘Outcome-
driven development’ development teams work significantly more 
iteratively and autonomously. In the Value Identification phase, 
and due to the nature of ‘Wow’ and ‘Flow’ features, teams invest 
into identifying what customers and users expect as an outcome 
and outline a feature idea around this.  

As a result of studying the value as it will be experienced by the 
customer and not a requirement, it is very challenging to quantita-
tively describe the extent to which the feature should be developed. 
In the Value Realization phase, agile teams embed a customer rep-
resentative within the development team and the customer repre-
sentative determines the priorities for development. Therefore, the 
team has a high autonomy and ownership of the features that they 
are developing. This is, in principal different than traditional agile 
teams which follow the backlog items as defined and prioritized by 
a product owner. This is possible as the Value Validation phase is 
closely connected with the first two phases due to proximity to cus-
tomer data.  

In this development process, our case companies define the fol-
lowing question that they try to answer: “Are the customers effi-
ciently achieving desired outcomes with minimal blocking?” and 
measure their success with prescriptive analytics (for example ex-
perimentation) on customer value metrics (for example task suc-
cess, time needed to result). 
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5.8 Conclusions 
In this chapter, based on case study research in five large software-
intensive companies, we identify that companies struggle to differ-
entiate between different types of features, i.e. they don’t know 
what is innovation, differentiation or commodity, which is the 
main problem that causes poor allocation of R&D efforts and sup-
presses innovation. To address this challenge, we developed and 
detailed a model in which we depict the activities for differentiating 
and working with different types of features and stakeholders. Al-
so, we evaluated the model with our case companies.  

With our model, which differs from existing models and similar 
models (e.g. the Kano model [86]) in that it focuses on software 
products with rapid customer feedback capabilities, practitioners 
can (1) categorize the features that are under development into one 
of the four types and invest into activities that are relevant for that 
type, (2) maximize the resource allocation for innovative features 
that will deliver the most value, and (3) mitigate certain challenges 
related to feature differentiation.  

Our model, however, still requires an in-depth validation on a 
larger scale to claim its general applicability. The current evalua-
tion is based on qualitative impressions of the practitioners from 
our study, which is certainly a limitation. In future work, we plan 
to expand this model by studying how mature online companies 
differentiate between the different types of features that they devel-
op, how their activities are prioritized, and validate the model us-
ing quantitative metrics (e.g. counting the number of features of 
individual type in each of the case companies).  
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6 FEATURE LIFECYCLE 

Abstract 
With continuous deployment of software functionality, a constant 
flow of new features to products is enabled. Although new func-
tionality has potential to deliver improvements and possibilities 
that were previously not available, it does not necessary generate 
business value. On the contrary, with fast and increasing system 
complexity that is associated with high operational costs, more 
waste than value risks to be created. Validating how much value a 
feature actually delivers, project how this value will change over 
time, and know when to remove the feature from the product are 
the challenges large software companies increasingly experience 
today. We propose and study the concept of a software feature 
lifecycle from a value point of view, i.e. how companies track fea-
ture value throughout the feature lifecycle. The contribution of this 
chapter is a model that illustrates how to determine (1) when to 
add the feature to a product, (2) how to track and (3) project the 
value of the feature during the lifecycle, and how to (4) identify 
when a feature is obsolete and should be removed from the prod-
uct. 
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This Chapter is based on 
A. Fabijan, H. H. Olsson,  H. H. Olsson, and J. Bosch, “Time to Say ‘Good Bye’: 
Feature Lifecycle,” in Proceedings1 of the 42th Euromicro Conf. on Software 

Engineering and Advanced App., SEAA'16, (Limassol, Cyprus, Aug. 2016), 9–16. 
  
                                                   
1 © 2016 IEEE. With permission from the authors. 
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6.1 Introduction 
Starting with agile development [12] and evolving towards  Con-
tinuous Deployment [53], software companies seemingly improve 
existing functionality and deliver new features to products quicker 
than ever before. In this way, value is assumed to be generated to 
customers and users continuously with every update and deploy-
ment [53]. However, although companies are adopting techniques 
to validate the value of the features during development, shortly 
after and while they are being deployed [154], [163], [49], [46], 
[31], very little is known on how to track feature value over its life-
time and what actions to perform when a feature no longer adds 
value to the product.  

As new software features are being introduced, existing products 
and features age and become over time less and less amenable to 
necessary adaptation and change [164], [165]. And by fulfilling the 
functional requirements of a new feature, certain costs are typically 
introduced to a system. Let it be higher maintenance cost or in-
creased product complexity for the overall system, new functionali-
ty increases the complexity of managing and operating a product 
[159]. As a consequence, and what we explore in this chapter, is 
that the value of the feature changes over time and, eventually, be-
comes negative. In that case, it is more beneficial for a company to 
remove the feature from the system than to keep maintaining it.  

Based on the case study research in three large software compa-
nies, we study how feature value can be continuously validated 
during its lifetime and which actions to perform when the value 
that it delivers reaches or falls under a certain threshold. We rec-
ognize that the value of the feature is not measured over time and 
that it is not unique for all stakeholders across the organization. 
The contribution of this chapter is a model that illustrates how to 
determine (1) when to add the feature to a product, (2) how to 
track and (3) project the value of the feature during its lifetime, 
and how to (4) identify when a feature no longer adds value to the 
product and how it should be removed. 

113



 
 

 
 
114 

The remainder of this chapter proceeds as follows. In section II 
we present the background on product lifecycle and prior research 
on feature value. In III, we describe our case companies and the re-
search methodology that we applied in this chapter. In section IV, 
we present the findings of this study and their challenges, which we 
address in section V with the introduction of the feature lifecycle 
model. Finally, section VI discusses the conclusions and future 
work possibilities.   

 
6.2 Background 
 In software development a feature is a component of additional 
functionality, additional to the core software. Typically, features 
are added incrementally, at various stages in the lifecycle, usually 
by different groups of developers [166]. 

 Ongoing expansion or addition of new0features in software 
products, known also as feature creep or ‘featuritis’ , is a well seen 
pattern in software companies today, [167] [104], [52]. As new 
software features are being introduced, existing products and fea-
tures age and become over time less and less amenable to necessary 
adaptation and change [164], [165]. Norman [168] recognized that 
software complexity increases as the square of the new features be-
ing introduced. Therefore, and in order to control the evolvement 
of a product and manage its development, we investigate product 
lifecycle management research literature.  

 
6.2.1 Product Lifecycle 
Product Lifecycle Management is a business activity of managing, 
in the most effective way, the product all the way across its lifecy-
cle [71]. It is a process that starts with the very first idea about the 
product and lasts all the way throughout development and until its 
retirement. Although it is mainly associated with engineering tasks, 
it also involves marketing, product portfolio management [169] 
and new product development [170] activities.  

A traditional product lifecycle consist of four stages i.e. the in-
troduction, growth, maturity and decline [171]. In the introduction 
stage, the companies seek to build product awareness and identify 
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the market and potential customers. The value hypotheses about 
the features are proposed and being tested with potential custom-
ers, primarily with more qualitative feedback collection techniques 
such as interviews, focus groups etc. [59]. 

During the growth, the companies strive for reaching a wider 
market share by expanding their products and introducing new 
functionality. Customer feedback is typically collected in prototyp-
ing sessions in which customers test the prototype, discuss it with 
the developers and user experience specialists. At the same time, 
the initial hypothesis about product value are updated with new 
information [59], [152].  

When the product is in its mature stage, companies implement 
strategies to maintain the market share by e.g. promoting the dif-
ferentiating functionality that attracts and locks the customers. 
And although the companies are aware that more than a half of the 
features that already exist in their products are never used [172], 
they increasingly invest into developing new functionality. This re-
sults in a situation where many features attract similar amount of 
attention and receives an equal amount of R&D investments. As a 
result, more and more legacy exists in products, and companies 
spend increasing amounts of resources for managing the product 
and maintenance [164], [165]. 

The decline stage is where the cost and interest of investing into 
functionality that is not appreciated by the customers is being paid. 
At this time, companies are aware that functionality in the prod-
ucts is costing more to be maintained as it delivers revenue and are 
forced to either reduce costs and continue to offer it, possibly to a 
loyal niche segment, or completely remove it from the portfolio 
[171], [169]. 

And although the companies are aware that some features, at 
some point in time, cost more than what they add in terms of val-
ue, they do not have the data to support this and to understand 
when this happens. Assessing of feature value is, so far, an ad-hoc 
process with limited traceability and poor tool support [36].  
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6.2.2 Feature Value 
Value from the customer point of view is an increasingly studied 
concept in the literature [173], [174], [175]. Porter’s [174] value 
chain framework, for example, analyzes value creation at the com-
panies level that identifies the activities of the firm and then studies 
the economic implications of those activities. Hemilä et al. [175] 
divide the benefits of a product or a feature among four types, i.e. 
functional, economic, emotional and symbolic value.  

Functional feature value focuses on the functionality and offer-
ings. Traditionally, value preposition was based on the functional 
features of product or services. Here, the value for the customer is 
e.g. new feature in the product or an improvement of the existing 
solution. Economic feature value focuses on price. Here, customers 
are e.g. offered the product or service functionality under a lower 
price than before or compared to the competitor. Emotional fea-
ture value focuses on customer experience. The meanings of emo-
tions and feelings have already been important in e.g. automotive 
industry [175]. Today, however, they are increasingly becoming 
important also in the service system value creation [175]. Symbolic 
feature value focuses on the meaning. In the last years, consumers 
increasingly prefer to purchase products that are produced from 
recyclable material or run on green energy. 

To measure, asses and visualize how much of value a feature de-
livers over time, multiple approaches are seen in the literature. The 
single metric approach described by Roy [176] treats feature value 
as a weighted combination of objectives and is highly desired and 
recommended for situations with a clear strategy. A single metric 
forces tradeoffs to be made once for multiple goals and aligns the 
organization behind a clear objective [154]. On the other hand, 
and when there are multiple strategies in the company, Kaplan et 
al. [177] suggests a balanced scorecard approach. This approach is 
valuable when there are multiple objectives in the companies’ strat-
egy and need to be fulfilled independently [178]. These objectives 
can then be linked back to organizational strategies using, for ex-
ample, GQM+ concepts [179]. 
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In this chapter, however, we recognize that despite the awareness 
of the increasing system complexity, feature value is not being sys-
tematically and continuously validated. This results in a situation 
where features are never removed and start to have, after a certain 
time, a negative effect on the product. We propose a concept of 
‘feature lifecycle’ to demonstrate how the value of a feature in con-
nected products can be assessed over time in order to be more pro-
active in conducting feature management decisions. The contribu-
tion of this chapter is a model that illustrates how to determine to 
add the feature to a product, how to track and project the value of 
the feature during the lifecycle, and how to identify when a feature 
is obsolete and should be removed from the product. 

 
6.3 Research Method 
This research builds on an ongoing work with three case compa-
nies involved in large-scale development of software products and 
it was conducted between August 2015 and December 2015. For 
the purpose of this research, we selected the case study methodolo-
gy as an empirical method [137]. Since research in software engi-
neering is to a large extent a multidisciplinary area aimed to inves-
tigate how development and maintenance of software features is 
conducted from a value point of view, we found the case study ap-
proach appropriate for this research [137]. To objectively obtain 
the detailed information on how companies perceive feature lifecy-
cles, track and validated feature value, a real world setting was re-
quired.  

Based on experience from previous projects on how to advance 
in continuous validation of customer value [46], [163], we held 
three separate workshops with each of the companies individually. 
After the workshops, we performed an interview study in which we 
met with a total of 22 people from the companies involved in this 
study. We list the participants and their roles in Table on the next 
side. 
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Company and their domain Representatives 

Company A  
 

1 Product Owner 

1 Product Manager 

2 System Managers 

2 Sftw. Engineers 

1 Release Manager 

1 Area Prod. Mng.* 

1 Lean Coach* 

1 Section Mng.* 

Company B  

 

1 Product Owner 

1 System Architect 

1 UX Designer 

1 Service Manager 

Company C  

 

1 Product Owner 

2 Product Strategists  

2 UX Managers 

2 Function Owners 

1 Feature Coord. 

1 Sales Manager 

2 Technology Spec. 

Table 10. Description of the companies and representatives. 

 
6.3.1 Data Collection 
During the group workshops with the companies, we were always 
three researchers sharing the responsibility of asking questions and 
facilitating the group discussion. Notes were taken by two of the 
researches. After each of the workshops, the notes were consolidat-
ed and shared to the third researcher. 

We held semi-structured group interviews with open-ended ques-
tions [137]. These questions were asked by one of the researcher 
while two of the researchers were taking notes. In addition to the 
workshops, we conducted 22 interviews that lasted one hour and 
were primarily recorded using an iPhone Memo recording app. In-
dividual Interviews were conducted and transcribed by one of the 
researchers. In total, we collected 13 pages of workshop notes, 138 

118



 
 

119 
 

 

pages of interview transcriptions, and 9 graphical illustrations from 
the interviewees. All workshops and individual interviews were 
conducted in English and lasted three and one hour respectively.  

 
6.3.2 Data Analysis 
During analysis, the workshop notes, interview transcriptions and 
graphical illustrations were used when coding the data. The data 
collected were analyzed following the conventional qualitative con-
tent analysis approach [180] where we derived the codes directly 
from the text data. This type of design is appropriate when striving 
to describe a phenomenon where existing theory or research litera-
ture is limited. Two of the researchers first independently and then 
jointly analyzed the collected data and derived the final codes that 
were consolidated with the third and independent researcher who 
also participated at the workshops. For example, when the inter-
viewee referred to value of the feature, we marked this text and la-
belled it with a code ‘feature value’. Similarly, we labelled the re-
mainder of our interview transcriptions. As soon as any questions 
or potential misunderstandings occurred, we verified the infor-
mation with the other researcher and participating representatives 
from the companies. 

 
6.3.3 Validity considerations 
Construct validity: We conducted two types of interviews. First, 
the group semi-structured interviews at the workshops and second, 
individual interviews with representatives working in several dif-
ferent roles and companies. This enabled us to ask clarifying ques-
tions, prevent misinterpretations, and study the phenomena from 
different angles. We combined the workshop interviews data with 
individual interviews. Two researchers, guaranteeing inter-rater re-
liability, independently assessed the notes. And since this study 
builds on ongoing work on feature value tracking and validation 
throughout the product lifecycle, the overall expectations between 
the researchers and company representatives were aligned and well 
understood upfront.  
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External validity: The results of the validation cannot directly 
translate to other companies. However, and since these companies 
represent the current state of large-scale software development of 
embedded systems industry [46], [163] we believe that the results 
can be generalized to other large-scale software development com-
panies. 

 
6.4 Findings 
In this section, we present our empirical findings. In accordance 
with our research interests, we first outline the current state of as-
sessing feature value throughout the feature lifecycle in our three 
case companies. Second, we list the challenges that are associated 
with these practices. We support each of the sections with illustra-
tive quotes from our case companies.  

 
6.4.1 Current State  
In the case companies the value of the features is being assessed un-
systematically and ad-hoc. Consequently, features are added to the 
product when they are built and removed when the management 
assumes no one uses them.  

 
Tracking of feature value: Our case companies collect customer 
feedback as distinct points in the development cycle. They aggre-
gate these data to build an understanding of feature value at fea-
ture prioritization time and after it is deployed in the field. Howev-
er, and although various roles posses the partial data about indi-
vidual values of the feature, they do not consolidate this infor-
mation or monitor how it changes over time. As a consequence, 
and since every team looks at a different factor of the feature, the 
value differs throughout the organization, teams and units.  

An objective measure of the value is thus never calculated, leav-
ing the organizations with several different understandings of fea-
ture value for every factor that they analyze it for.  

 

 

 “The problem is that I don’t really see all the counters explicit-
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ly… I only see some specific parameters. It is not really all.”  

– System Manager from Company A. 

 
Adding features to products: Our case companies continuously de-
velop new features for their products. To validate the prototypes 
and steer development, they extensively collect customer feedback 
from the customers, users of the product, and directly from the 
products. When the development is done, this success typically be-
comes celebrated with as early deployment to the customers as 
possible.  

 
“When things are working good, we are having a launching cus-

tomer.”  

– System Architect from Company B 
 
Feature value is assessed ad-hoc: Initially validated value of the 
feature after its completion of development and deployment is as-
sumed to remain near constant throughout its lifecycle. The next 
time the value of the feature is assessed again is when a customer 
experiences a problem with the feature. 

 

“Normally we take the results that we see if we really deviate in 

one area, we hear it from customers”  

       – Product Strategists from Company C. 
 
Features are seldom removed from the products: Once the features 
are build and deployed to the customer, they typically stay in the 
product. This causes the companies an increase in complexity and 
expenses for operations of the product. 

 

“We could remove features. To remove the complexity! We 

are always increasing the complexity and that is a big problem.”  

– System Manager from Company A. 
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6.4.2 Challenges 
Based on our interviews, we see that there are a number of chal-
lenges associated with not being able to continuously asses feature 
value throughout its lifecycle. For example, our interviewees all re-
port difficulties in identifying the value of the feature and using this 
information to identify the next actions, i.e. when to deploy the 
functionality or remove it from the system.  
 
Tracking and projecting feature value over time: Since there is no 
traceability between one measurement of feature value and the se-
cond one, knowing whether a new version of the feature is better 
or not is not intuitive. This situation is illustrated in the following 
quotes: 

 
“We get feature which is broken down and then this value 

somehow got lost when it was broken down.”  

   – Software engineer from Company B. 

 
“I would like to be able to provide the sales force with more de-

scription of the actual features products benefits services in a 

simple speech, but also the quantitative figures, in what situa-

tion, what segment…” 

          - Sales manager from Company C. 

 
Identifying when it is valuable to deploy features: Although the 
principles of lean methodology stress early deployments and 
learnings, features should be deployed not when they are ready but 
when it is valuable to do so, i.e. when they will deliver value great-
er than a certain threshold defined by the strategy. Since the trace-
ability of feature value is limited, features in our case companies 
are deployed even though they don’t deliver enough value in that 
moment. We illustrate this situation in the following quote: 

 

 “It would be great if we could draw those possibilities on a 

whiteboard and get the percentage.” 

- Product Manager from Company A 
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Identifying when to remove features from the product: Due to a 
lack of objectively assessing feature value and projecting it over 
time, it is very difficult for our case companies to know when the 
feature does not deliver any more value as it costs to have it in the 
product.  Consequently, removing the features from the product is 
done unsystematically and with consequences. Moreover, our case 
companies report that features stay in the products even though 
they are aware that no one is using them, buying the product be-
cause of them, or serve any compliance purpose. This situation is 
illustrated in the following quotes: 

“A developer wants to know if the code is being used so he 

knows if he or she can remove the code. How big the impact 

will be or what value should we set for that. 

-Software Engineer from Company A 

 

“Can we obsolete certain parts of the system that we maintain 

for backward compatibility reasons but maybe they are not 

used or maybe they can be replaced by something else?” 

- Service Manager from Company B 

 

“If we go 5 years back, we see that we have many features that 

have never been tested or used. It is a beauty contest.” 

- Product Owner from Company A 
 
6.5 Feature Lifecycle Model 
To assess feature value and model how to track it over its lifecycle, 
we first provide a feature value equation. Based on a single metric 
approach that consolidates multiple factors, this equation captures 
quantitative value for features in their lifetime. Second, we present 
the general feature lifecycle model as a function of value equation 
over a typical lifetime of a feature.  
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6.5.1 Feature Value Equation 
Typically, companies initiate new feature development with a 
strategy decision. At this time, high-level requirements yield an idea 
about the feature purpose and what the net benefits will be for the 
company when this particular feature is in the product.   

 We describe the calculation of feature value ‘V’ over time ‘t’ as a 
single metric approach and define it as a matrix product between 
value factors ‘F’, their relative weights ‘W’ and an interaction ma-
trix ‘I’. We illustrate this with Equation 1 below.  

 
𝑉(𝑡)𝑖×𝑖 = (𝐹(𝑡)𝑖×𝑗  ∙  𝑊(𝑡)𝑗×𝑖)  ∙  𝐼𝑖×𝑖       Equation 1. 
 
The number of lines ‘i’ in factor Matrix ‘F’ equals to the number of 
features being assessed. Every line ‘i’ in matrix ‘F’ contains factors 
that relate to feature ‘i’. The number of columns ‘j’ equals to the 
number of these factors that constitute feature value. They origi-
nate from the Key Performance Indicators (KPIs) and high-level 
strategy guidelines that are available within the organization, and 
need to be normalized Examples of these factors are capacity, sys-
tem load, latency, net profit, market demand, feature usage, etc. 
Previous researchers abstract these factors and distinguish, as we 
describe above, between four different types: Functional, Econom-
ic, Emotional and Symbolic [175]. In our model, and in order to be 
aligned with the distinction, we recommend arranging related fac-
tors in matrix ‘F’ together (i.e. keeping columns that resemble func-
tional value on the beginning of the matrix, followed by columns 
with factors that resemble economic, emotional and symbolic val-
ue). 

Since not all of the factors are of equal importance, we weigh 
them with the corresponding column from matrix ‘W’. In each col-
umn in ‘W’, the weights represent the relative importance of each 
of the factors for a certain value. Although the weights can differ 
throughout the matrix ‘W’ (e.g. a certain factor can have more im-
portance for one feature, and another factor for yet another fea-
ture), the weights are required to be allocated in a normalized fash-
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ion. Consequently, the sum of values in every column in matrix 
‘W’ equals to one.  

We name the third matrix to be the interaction matrix ‘I’, which 
takes into the consideration the interaction between new and exist-
ing features in the product under development. Features are typi-
cally developed and tested in isolation, or with a particular product 
use-case. However, when several features are added to a product, 
there may be interactions (i.e. behavioral modifications) between 
both the features already in the product, as well as with features in 
a related product. Adding a new feature which interacts with other, 
existing features implies more effort in the development and testing 
phases .And although the focus of this research is not to study how 
features interact with each other (for that see e.g. [166], [181]), we 
believe that the possibility to take the interaction into the calcula-
tion of the feature value should exist. When the interaction is non-
existent, i.e. between features that do not change the behavior of 
each other, the interaction matrix is an identity matrix (ones in the 
diagonal and zeroes elsewhere). On the other hand, when the in-
teraction is recognized, the relative contribution between pairs of 
features increases from zero to the percentage detected in the inter-
action.  

We provide an example calculation of feature value using Equa-
tion 1 for three features that do not interact with each-other on 
Figure 5.  
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In this example, and by using standard matrix multiplication be-

tween the factor matrix ‘F’ weight matrix W, the factor line ‘F11, 
F12, F13’ is multiplied with its relative importance column ‘W11, 
W21, Wi3’. The result is a square matrix multiplied with an inter-
action matrix. The later in this particular case is an identity matrix 
as no interaction is assumed. The result is an array of values ‘V1, 
V2, V3’ for every feature. Should there be interaction between fea-
tures, the final calculation would capture the proportion of the in-
teraction in each of the values due to the matrix multiplication ef-
fect.  

 

6.6 Feature Lifecycle Model 
We focus on how value of a feature changes over time and what 
actions can be taken at certain milestones. We illustrate an exam-
ple lifecycle of a typical software feature on Figure 6. On the hori-
zontal axis we list the most important milestones in a feature 
lifecycle i.e. feature development start – t0, first deployment – t1, 
adoption – t2, peak – t3, equilibrium – t4, removal optimum – t5 
and finally, the removal of the feature – t6. 

Figure 5. An example calculation of feature value us-
ing Equation 1. 
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On the vertical axis, we plot feature value over its lifecycle. Alt-
hough illustrated as a parabolic arc for a better presentation, dot-
ted lines around the descending curve on Figure 6 should remind 

the reader that in practice the value does not necessary increase or 
descend as an exact parabolic function of time. Time segments be-
tween value changes can be shorter or longer, depending on practi-
tioners development practices, feature feedback collection intensity 
etc. Consequently, the value of the function may alternate to a cer-
tain extent within the segments, both due to the development prac-
tices and natural variation of the collected data.  

We describe the segments of the feature lifecycle model, which 
we label on Figure 6 with A-E, in the paragraphs below. 

 
A – Feature Infancy: In the early phases of pre-development, 

companies start to construct an understanding of what will the 
value of the feature constitute of. We label the time t0 to be the 
moment in time when feature first appears at the strategy level, 
where early hypotheses are being formed. During the period A, 
which lasts from the moment t0 until the feature is deployed to the 
first customer t1, companies collect qualitative customer feedback 
using customer journeys, interviews, questionnaires and survey 
forms to hypothesize what their customers’ needs are. At this stage, 

Figure 6. Feature Lifecycle Model. 
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contextual information on the purpose of the feature with func-
tional characteristics and means of use are typically collected by 
customer representatives. Typically, this information is used to 
form functional value requirements of the feature, which translate 
to factors ‘F’ in Equation 1. At the same time as the factors are de-
fined, weights in ‘W’ are determined. For example, if the feature is 
facing the user, more weight might be assigned to usability, experi-
ence and similar factors. On the other hand, and if the feature be-
ing modeled is satisfying a regulation, usability and experience re-
ceive less weight, which is instead assigned to i.e. compliancy.  

The development units in the company develop early prototypes 
of the feature and measure how close the realized product is in 
comparison to the requirements. Since no customer is actually us-
ing the feature in this period A, no value for the company is gener-
ated (illustrated with a flat line on Fig. 1). 

B - Feature Deployment: When a minimal feature instance is de-
veloped to the extent that it can be validated, practitioners can de-
ploy it to a test customer, and for the first time, asses how well 
their implementations realize the expectations in the field. Typical-
ly, at this moment companies would deploy the feature in a ‘silent 
mode’ to the customers to maintains integrity and activate it in-
crementally with the test customer. We label the point in time 
when the first real customers adopt the feature with t1. The feed-
back at this moment is typically mixed and needs to be quantified. 
Typically, it consists of both qualitative information on e.g. design 
decisions and quantitative operational data [59]. With new input, 
the values of the factors in matrix ‘F’ are continuously updated us-
ing the quantified customer input. As a result, practitioners get 
feedback on product behaviors and initial performance data that 
can be used to calculate the current value of the feature.  

C – Feature Inflation: After the first deployment t1, customer 
adoption of the feature intensifies. Companies strive to provide 
marginal improvements that will differentiate them from the com-
petitors. For this purpose, they continuously experiment with the 
customers to identify the version of the feature that delivers the 
most value. New iterations of the feature are continuously de-
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ployed and controlled A/B experiments can be performed to identi-
fy the gain [59], [40]. Due to the approach in Equation 1 with a 
single metric that forces tradeoffs to be made once for multiple 
goals, companies are enabled to determine whether the incremental 
improvement actually delivers more value compared to the version 
before [154]. Again, and with new input, the values of the factors 
in matrix F need to be continuously updated using the customer 
feedback. The feature development stops completely at the moment 
when there is no statistical difference in feature value between se-
quential iterative versions of the feature. 

D – Feature Recession: Customers will typically stop paying for 
existing features in favor of something newer and better. At a cer-
tain point in time, the value of the function will reach the peak, 
which we label on Fig.1 as t3. Finding the maximum of the value 
function is the goal of mathematical optimization. And since fea-
ture value is calculated on an ongoing basis, companies can store 
the historical values and use them for projection trends. By identi-
fying the equation of the curve using e.g. polynomial regression, 
practitioners can find the point when the value starts to steadily 
decline. The peak value t3 is the point where the first derivative of 
the regression function equals to zero and the second derivative is 
negative. From hereafter, the directional coefficient of the first de-
rivative is negative, projecting a decline of feature value.  

There may be several reasons for the value of a function to start 
steadily decreasing. Although the aim of this research is to confirm 
this phenomenon and not to address its causes, we name a few of 
them. Features age and occasionally loose their purpose over time. 
Customers might churn to the competitors or use existing alterna-
tive functionality. Also, and since new features are increasingly be-
ing introduced to the product, existing features get replaced or 
even interact negatively with the new ones [181]. Consequently, 
they cause increase in operational expenses [164], [165].  

As an example of reducing system complexity and consequently, 
lowering the costs of the operation, companies might consider to 
start commoditizing and opening the features to a wider communi-
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ty [159]. By open-sourcing the features, resources are freed from 
maintenance and support. Consequently, and by lowering the op-
erational costs, the derivative of the value function becomes less 
negative, which enables maintaining the value of the feature at a 
higher level for a longer time (the slope after t3 in Fig 2 is decreas-
ing at a slower pace).  

E – Feature Removal: Regardless of the restructuring and efforts 
made into reducing feature costs, the value of the feature essential-
ly becomes equal to the costs of its operation and maintenance. We 
label this point in time on Fig. 2 as t4 - value equilibrium. Alt-
hough not yet costing, product management should already con-
sider ways of removing this feature from the product. Ultimately, 
product managers should seek to identify any feature whose re-
moval would have no impact on the value of the overall product. 
When the monetary value of the feature falls bellow the maintain-
ing and supporting cost, as the feature presents a liability to the 
product and detracts the customers from other value-adding fea-
tures. At this time, and until point in time t5, the cost of removal 
of the feature is lower or equal to the operational costs of the fea-
ture. The point t5 is the point in time where the cost of removal a 
feature is lower as the interest the company will pay by not remov-
ing the feature after this time. 
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6.7 Discussion 
Ongoing expansion and addition of new software features in soft-
ware products is a well seen pattern in software companies today 
[167] [104], [52]. With many new features being introduced on a 
continuous basis, existing features age and become over time less 
and less amenable to necessary adaptation and change [164], 
[165]. And although the companies are aware that some features, 
at some point in time, cost more than what they add in terms of 
value, they do not have the data to support this and to understand 
when this happens. Assessing feature value has, so far, been an ad-
hoc process with limited traceability and poor tool support [36]. 
As a consequence, companies do not deploy features when they de-
liver value or remove them from the product when they stop being 
valuable.  

In response to the challenges and implications presented above, 
we suggest the feature lifecycle model. There, we illustrate how fea-
ture value can be defined as a linear combination of factors and 
weights and validated over time. This helps companies in knowing 
when to deploy a feature or remove it from a product. In particu-
lar, the model helps companies with: 

Validating feature value over time: The single metric approach in 
our value equation is a compact method of combining feature fac-
tors that constitute the value of the feature with their weights. In 
particular, this approach allows that there might be several varia-
bles that constitute feature value (factors), each with a different 
importance (weight). Moreover, the model combines in a single 
metric weights and factors for multiple features, taking into con-
sideration the possibilities with alternating weights and feature in-
teraction. As a result, the equation yields feature value as numbers 
which are effortless to compare in-between. This is especially use-
ful in situations when smaller increments of the feature are being 
tested and product management requires fast-feedback whether the 
new increment actually delivers more value in comparison to the 
old versions of the feature.  
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Projecting feature value over time: By accumulating feature value 
that was calculated using our model, practitioners are enabled to 
use the data to project future trends. For this, several supervised 
machine learning algorithms can be used. Polynomial regression, 
which we mention in our chapter is one of them. Essentially, the 
projection of feature value can both help companies to better plan 
their resources for possible feature maintenance or removal, as well 
as to better estimate the future gain or loss of value.   

Deploying features when it is valuable to do so: With a clear cal-
culation of feature value using a single metric, companies can de-
ploy features when they deliver the value, instead of when they are 
developed. Our model suggest the deployment in a ‘silent mode’ to 
allow for a timely validation with test customers and revealing the 
feature to other customers only when its value is above a treshold 
defined by the strategy. By projecting feature value over time, the 
practitioners are better aware how they are progressing and which 
factors require more attention.  

Removing features from the product: The feature lifecyle model 
raises awareness about software features and changes the percep-
tion about their lifecycle. It illustrates that the value of the feature 
not only drops over time, but also becomes negative. The model 
helps practicioners to identify when the equlibrium will change to 
imbalance, costing the product and organization. In particular, it 
enables practicioners to plan the removal before the negative value 
of the feature costs more than the actual process of removing the 
feature.   
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6.8 Conclusions and Future Work 
With continuous deployment of software features, a constant flow 
of new features to products is enabled. As a result, and with fast 
and increasing system complexity that is associated with high op-
erational costs, more waste than value risks to be created over 
time.  

To help companies asses feature value throughout the lifecycle, 
and to avoid situations with features in products with negative im-
pact, we propose and study the concept of a software feature 
lifecycle from a value point of view. Based on the three case com-
panies, we demonstrate how to track feature value throughout its 
lifecycle. The contribution of this chapter is a model that illustrates 
a feature lifecycle. It helps companies to determine (1) when to add 
a feature to the product, (2) how to track and (3) project the value 
of the feature during the lifecycle, and how to (4) identify when a 
feature is obsolete and should be removed from the product.  
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7 EXPERIMENT LIFECYCLE 

Abstract 
Online Controlled Experiments (OCEs) enable an accurate under-
standing of customer value and generate millions of dollars of ad-
ditional revenue at Microsoft. Unlike other techniques for learning 
from customers, OCEs establish an accurate and causal relation-
ship between a change and the impact observed. Although previous 
research describes technical and statistical dimensions, the key 
phases of online experimentation are not widely known, their im-
pact and importance are obscure, and how to establish OCEs in an 
organization is underexplored. In this chapter, using a longitudinal 
in-depth case study, we address this gap by (1) presenting the ex-
periment lifecycle, and (2) demonstrating with four example exper-
iments their profound impact. We show that OECs help optimize 
infrastructure needs and aid in project planning and measuring 
team efforts, in addition to their primary goal of accurately identi-
fying what customers value. We conclude that product develop-
ment should fully integrate the experiment lifecycle to benefit from 
the OCEs. 
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This Chapter is based on 
A. Fabijan, P. Dmitriev, H. H. Olsson, and J. Bosch, “The (Un)Surprising Impact of 
Online Controlled Experimentation,” in Revision in an International Software 

Engineering Journal. 
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7.1 Data-Driven Decision-Making 
Companies have always been collecting data to understand what 
the customers value and make decisions based on the lessons learnt 
[38]. Although techniques for collecting customer feedback have 
traditionally focused on the collection of what the customers say 
they do (for example interviews or focus groups) [182], the soft-
ware industry evolves towards complementing these with the col-
lection of data that reveals what customers actually do [10], [183]. 
This enables software companies to be more accurate in evaluating 
their ideas, and to move away from assumptions and towards 
trustworthy data-driven decision making. The internet connectivity 
of software products provides an unprecedented opportunity to 
evaluate hypotheses in near real-time. Consequently, the number of 
hypotheses that product management generates and aims to evalu-
ate can be tremendous. For example, there are billions of possibili-
ties merely to style a product (e.g. ‘41 Shades of Blue’ OCE at 
Google [57]). In fact, style and content management is only one ar-
ea for experimentation. Evaluating improvements to ranking algo-
rithms and recommender systems [15], [184] are popular applica-
tions of online experimentation, among others. And although there 
are several ways to evaluate hypotheses (with e.g. pattern detec-
tion, classification, etc.) none of them shows as direct causal and 
accurate impact of the idea on the customer value as Online Con-
trolled Experiments do [184].  

 
7.2 Online Controlled Experiments 
In an OCE, users of a software product are randomly distributed 
between several variants (e.g., different designs of a product inter-
face) in a persistent manner. The existing variant without the 
change is labeled as “control”, whereas the other variants as 
“treatments”. The goal of this set-up is to accurately evaluate ideas 
about software products (e.g. whether changing the checkout but-
ton color from gray to blue increases the number of purchases). 
While the user interacts with the product, activity signals (e.g. 
clicks, dwell times, etc.) are instrumented and key metrics (e.g. en-
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gagement, user satisfaction, etc.) are computed [29], [183]. If the 
difference between the metric values for Treatment and Control is 
statistically significant, the introduced change very likely caused 
the observed effect on the metrics. With this, OCEs provide an ac-
curate understanding of how much customer value the change in 
the products actually delivers.  

 
7.3 The Impact of Experimentation 
Incremental product improvements are not the only scenario in 
which OCEs impact product development. A number of benefits 
can be experienced as a result of OCEs [9], [25], [29]. This section, 
based on our analysis of several hundred experiments at Microsoft, 
summarizes those most commonly observed.  

First, OCEs have an impact on how work effort is (𝐼1) planned 
and (𝐼2) measured for feature teams. Predicting impactful changes 
to the product is very difficult without OCEs. By identifying the 
changes that showed the most impact on the product-wide metrics, 
teams learn from each other and re-prioritize their work. At the 
same time, teams’ contributions are measured not only by the 
number of changes they deployed but also with the exact amount 
of metrics’ improvements. With OCEs, performance goals for 
teams take on a new meaning. 

Second, OCEs impact how product teams ensure (𝐼3) incremen-
tal improvement of the product and (𝐼4) product quality.  By only 
deploying the changes that increase customer value, and since 
many quality issues can only be detected while the products are 
used by the customers, software products are becoming better in 
every sense. Also, OCEs enable companies to ( 𝐼5) optimize infra-
structure needs. By observing the effect of a treatment on a subset 
of users while in the Design & Execution phase, infrastructure ca-
pacity can be estimated for the full deployment.  

Finally, OCEs enable an accurate (𝐼6) discovery and validation 
of customer value.  Since they control for all other factors, they en-
able to accurately identify what the customers value, and which 
changes contribute to that. Knowing this is not only important for 
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the feature teams developing the features, but also for other prod-
uct-wide teams that are planning investments (see e.g. (𝐼1)). 

 
“We are often surprised by the impact of a change which we 

thought would be inconsequential, like changing the 

background color or adding a line on a web page, on the overall 

revenue.”  

- Data Scientist 

 
7.4 Experiment Lifecycle 
To derive the full impact of OCEs and understand how they enable 
large-scale companies do trustworthy decision making, we conducted a 
longitudinal in-depth case study [138] at Microsoft’s Analysis & Exper-
imentation group. We analyzed hundreds of experiments conducted at 
Microsoft between January 2015 and September 2017. Based on this 
study, which involved the review of data from eight different product 
teams, we present the experimentation lifecycle.  

In many teams, OCEs at Microsoft are an integral step of the 
feature release process handled by Experiment Owners (EOs). Ex-
periment Owners execute experiments to evaluate their ideas and 
are responsible for them throughout their lifecycle. An experiment 
lifecycle consists of three phases: (A) - Ideation, (B) - Design & Ex-
ecution, and (C) - Analysis & Learning. The focus of the Ideation 
phase is twofold: (1) Generating a Minimal Viable Hypothesis 
(MVH), and (2) developing a Minimal Viable Product (MVP). The 
Design & Execution phase is concerned with the (1) creation and 
(2) execution of the experiments. Finally, in the Analysis & Learn-
ing phase experiments are (1) evaluated and the learnings from 
them are (2) institutionalized. A thorough understanding of the 
phases and their integration in the product development process is 
critical to fully benefit from OCEs.  

 
On Figure 7, we illustrate this partition and discuss each of the 

phases in greater detail next. 
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7.4.1 Ideation 
Ideas for OCEs are inspired from past experiments, feature teams, 
management, etc. EOs devise and disseminate them, analyze the feed-
back on their development complexity, and decide whether and how 
to form Minimal Viable Hypothesis (MVH). An MVH consists of a 
treatment description (e.g. “changing the background from white to 
gray”) and success criteria (e.g. “increases user engagement by 1%”). 

The MVP is the implementation of the hypothesis in the product by 
focusing on the MVH ‘treatment description’ attribute. What distin-
guishes an MVP from a final product is not the lack of testing effort, 
but the difference in the implementation. For example, since the 
treatment variant will be initially exposed to a smaller subset of users, 
it does not need to scale in the same way as its final version. 

 
7.4.2 Design & Execution 
EOs design the experiment by specifying the customer segment in 
which the hypothesis will be evaluated (e.g. ‘the US’) and conducting 
the power calculation to determine the size and duration of the exper-
iment (see e.g. [185]). Typically, they also define the targeted experi-

Figure 7. Experiment Lifecycle: (A) - Ideation, (B) –Design & Execu-
tion, and (C) - Analysis & Learning 
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ment start date, number of variants, randomization units (e.g. users or 
devices), and design plan (e.g. A/B, multivariate, etc.). 

Once the experiment starts, EOs monitor it to detect large degrada-
tions. Automated alerts on key metrics can be configured for this pur-
pose. With a pervasive democratization of experimentation towards 
EOs without statistical background, new challenges emerge. 

 
7.4.3 Analysis & Learning 
When the statistical power of the MVH is fulfilled, the experiment 
is analyzed. The metrics are computed and analyzed for statistically 
significant changes. Specifically, success criteria of the MVH are 
compared to the actual experiment outcome, and a decision on 
whether the experiment was successful and which variant won is 
made. 

The impact of experimentation should extend beyond the deci-
sion on which variant of the experiment to deploy. By learning 
which type of changes influence the key success metrics and by how 
much, the prioritization in the Ideation phase is reconsidered and the 
cycle restarts with the next experiment in the queue based on the 
learnings obtained. 

 
7.4.4 Challenges & Mitigations 
First, MVH should be placed into a queue with the other hypotheses 
to get prioritized based on the expected impact and weighted against 
an estimated cost of developing. Such prioritization is more accurate if 
a relation between the effect of the experiment and product-wide met-
rics can be predicted (see ‘Institutionalization’ below). 

Next, MVP should be tested for stability and common issues that 
could cause bad user experience. It can be challenging to know when 
an MVP is ready for experimentation. Previous work addresses this by 
testing an MVP on smaller sample and gradually increasing the treat-
ment group (e.g. from minor to major markets) to get more sensitive 
results [9]. 

Concurrent experiments might interfere with each other (e.g. ex-
perimenting with text and background colors may result in devas-
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tating outcomes) and such interferences should be automatically 
detected and prevented. Related work discusses scheduling or isola-
tion groups to overcome this challenge [9], [57]. 

Eventually, EO’s need a platform that helps them initiate, iterate, 
and analyze experiments. Open-source or commercially available plat-
forms such as Wasabi or Optimizely can be utilized [25]. Over time, 
an in-house platform with advanced features may be needed [9]. 

Identifying experiment insights without tools that automatically 
find and highlight them can be challenging. Experiment results for in 
one user segment (e.g. the EU market) might differ the aggregated 
world-wide results.  More research is needed in this area to accelerate 
the analysis of OCEs. 

Experimentation at scale should enable EOs to step back and ques-
tion the underlying assumptions about and relations between the low-
er-level metrics that their experiments are impacting, and the higher-
level product-wide metrics that are difficult to move in a short-term 
experiment [15], [25], leading to better metrics. Although previous at-
tempts have been made to automate the institutionalization of experi-
ment learnings [9], more work is needed. 
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7.4.5 Example Experiments 
To demonstrate the efficacy of OCEs in relation to the presented 
impacts ( 𝐼1) - ( 𝐼6), we select four example experiments and present 
them in Table 2.  We visualize the ones with the user interface on 
Figure 8 below. 

We discuss each of the experiments in relation to our Experiment 
Lifecycle next.   

Figure 8. Office Word App OCE (A), Birthday Greeting OCE (B), 
and MSN Video OCE (C). 
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7.4.5.1 Office Word App OCE 
1. Context. Office mobile apps product team conducted an OCE 

with their Word mobile app. 
2. Ideation. MVP: Office team developed and introduced the con-

textual command bar (see Figure 8 (A)).    MVH: App users 
will do more editing on the phone because the new command 
bar will improve editing efficiency. Consequently, this will re-
sult in increased commonality and frequency of edits, and in-
creased user retention.   

3. Design & Execution. An OCE was designed with one treat-
ment (new bar) and one control, and sufficient power to detect 
1% changes in metrics. The OCE was executed once for 2 
weeks.   

4. Analysis & Learning. The results of the OCE indicated a sub-
stantial increase in engagement (counts of file edits), but no 
change in user retention.   The learnings were shared with oth-
er teams. The experiment was considered successful. In addi-
tion, a need to conduct more experiments of this type to un-
derstand the relationship between editing activity and user re-
tention was identified.    

5. Impact. ( I1) Work effort measurement: The team identified 
the exact impact of introducing this type of design change to 
one of their products on key metric. (I2) Work effort planning:  
These learnings were strong evidence to generalize the 
knowledge and confidently prioritize similar experiments in 
other related products.   
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7.4.5.2 Birthday Greeting OCE 
1. Context. Bing product team evaluated the impact of a feature 

that displays a birthday greeting. 
2. Ideation. MVP: For registered users on the day of their birth-

day anniversary they would display the animated birthday 
greeting (see Figure 8 (B)). The existing variant did not see this 
message. VH: The Bing team hypothesized that this feature 
would increase usage of Bing and will not introduce harm.   

3. Design & Execution. The OCE was designed with a control 
without - and a treatment variant with the birthday feature.     
Due to initial findings (see below), the experiment was iterat-
ed.   

4. Analysis & Learning. Several % of users that saw the promo-
tion, engaged with it. Offline data, however, showed abnor-
mally high number of birthdays on January 1st, likely most of 
which are not true. A follow-up iteration increased the promi-
nence of “Update your Birthday” link for January 1st birth-
days. About 1/5 of users who received this birthday wish initi-
ated the update.    

5. Impact. (I3) Incremental improvement: The team deployed the 
feature confident that it improves their product. (I6) Discovery 
of customer value: Entering the correct birthday is a clear sig-
nal of a stronger commitment to use the product, but it wasn’t 
part of the Bing key product-wide metrics before.    
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7.4.5.3 Bot Detection OCE 
1. Context. Finding search results is a computational operation that 

consumes resources. 
2. Ideation. MVP: Bing product team developed a more pervasive 

bot-detection algorithm. MVH:  The Bing product team hy-
pothesized that with an improved algorithm, (1) users will not 
be harmed and (2) fewer resources will be used for the compu-
tation of results. 

3. Design & Execution. An OCE was designed with one treat-
ment and one control. The OEC was iterated several times to 
tune the bot detection algorithm.    

4. Analysis & Learning. Initially, experiment results showed deg-
radations in key metrics. That indicated that real users were 
being harmed. After several iterations, no user harm was de-
tected while much larger number of bots were identified.    

5. Impact. (I5)Optimizing infrastructure needs: The results of the 
OCE indicated that by excluding any other factor beside the 
change in the prediction algorithm, a ~10% saving on infra-
structure resources is achieved.     
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7.4.5.4 MSN Video OCE 
1. Context. MSN evaluated the value of showing immersive vid-

eo experience. 
2. Ideation. MVP: MSN team created a version of the video play-

er that covers a larger area of the page (see Figure 2 (C)).    
MVH: Team hypothesized that the larger video player enables 
a more distraction-free experience.   

3. Design & Execution. An OCE was designed with one treat-
ment and one control. Experiment was iterated two times.   

4. Analysis & Learning. The first iteration of the experiment 
caused an alarm indicating a difference between the observed 
and the expected split of users between the variants. The anal-
ysis of the experiment data revealed a bug with the product’s 
configuration files.    

5. Impact. (I4) Product Quality. The MSN team learned through 
an experiment that a previously unknown bug exists in their 
product.    By removing the bug, they improved the quality of 
their product.    
 

7.5 Integration Yields Impact 
At Microsoft, OCEs are critical for consistent data-driven decision 
making. Their full impact, however, has become realized only 
when the phases of the experiment lifecycle became an integral part 
of the software development process [10]. For this to happen, the 
traditional "plan-build-test-deploy” process evolved into a data-
first development process, where decisions for a product, infra-
structure and the team are based on experiment evidence. Integra-
tion of the experiment lifecycle progressed gradually through a 
four-step evolution of the technical, business and cultural evolve-
ments described in [10], starting within a team of skilled data sci-
entists and pervasively expanding throughout the organization to-
wards non-experts. Although the experiment lifecycle partition 
might seem intuitive when considering a single experiment, a thor-
ough understanding and its alignment with product development 
cycles is crucial. For example, determining the final release date for 
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a feature or product is more challenging when doing OCEs, since 
multiple iterations may be required, and the process needs to ac-
commodate this. Investment in talent and infrastructure to conduct 
OCEs is needed as well, though for companies without internal ex-
pertise commercial and open source platforms are available to im-
plement parts of the lifecycle. Once integrated into the develop-
ment process, OCEs provide an unprecedented advantage that is 
difficult to sidestep and quickly become business critical. The gain 
of being able to continuously and accurately understand which 
ideas actually increase customer (and consequently business) value 
provides handsome return on the investment needed for the lifecy-
cle to be integrated. 
 
7.6 Conclusion 
The fact that OCEs enable software companies to accurately and 
continuously evaluate ideas with customers in product develop-
ment activities is not novel [4], [29]. What is surprising, however, 
is that the impact of experimentation extends beyond the tradi-
tional use in deciding whether to deploy a change or not. Our 
learnings show that software companies can efficiently learn more 
and more with every experiment. OCEs profoundly change how 
team effort is planned and prioritized, and how infrastructure ca-
pacity needs can be optimized and predicted. To benefit from the 
full impact, however, the phases of the experiment lifecycle need to 
be understood and fully integrated into the product development 
process. Despite many challenges with integrating the experiment 
lifecycle, mitigations have been made available for many of them. 
For the Big Rocks that still stand on our way, such as the automa-
tion of OCE analysis and institutionalization of learnings, more re-
search is needed.  
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8 EVOLVING EXPERIMENTATION 

Abstract 
Companies need to know how much value their ideas deliver to custom-

ers. One of the most powerful ways to accurately measure this is by con-

ducting Online Controlled Experiments (OCEs). Microsoft, Google, Ama-

zon, and many other companies are able to conduct thousands of OCEs 

per year engaging millions of users with different experiences. For product 

teams to be able to experiment at this velocity, however, companies need 

to develop strong experimentation practices as well as align their organi-

zation and culture to experimentation. The main objective of this chapter 

is to teach companies how to run OCEs at large scale using the experience 

of companies that succeeded in scaling. Specifically, we generalize our 

findings from prior research and provide detailed prescriptive guidelines 

that help to evolve experimentation capabilities. Based on an in-depth case 

study at Microsoft and three other software companies, we present our 

main contribution - The Experiment Growth Model. This four-stage mod-

el addresses the seven most critical aspects of experimentation. Companies 

can use the Experimentation Growth Model to evaluate the state of their 

maturity for experimentation. 
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8.1 Introduction 
Companies are successful only if they truly understand their cus-
tomers’ needs, and develop products or services that deliver value 
to fulfil them [6], [28]–[31]. The number of new features, product 
improvements, or other ideas that software companies in particular 
generate and hope they will impress the customers, however, can 
be tremendous [157]. And although some of them deliver as ex-
pected, most of the changes to the products either have no effect, 
or hurt the customers [186]. At Microsoft, only one third of ideas 
deliver the desired positive impact [11], [29]. Therefore, and to 
know where to invest, it is critical for companies to accurately 
measure how their customers react on the changes and features 
that they add and do to the products, and accurately interpret 
whether they are positive or negative.  

Context. To understand what the customers say they value and 
make decisions based on the lessons learnt, companies have always 
been collecting feedback data [38]–[41]. Traditionally, feedback 
collection techniques (for example interviews, focus groups, obser-
vational studies, etc.) have focused on asking the customers what 
they say they do with the product, and what they say they like or 
dislike with it [70], [182]. Today, however, the software industry is 
evolving towards complementing their learning process about the 
customers’ preferences with the collection of data that reveals what 
their customers actually do with the product [10], [59], [183]. 
Product usage data [21], [23], [33], [34] such as telemetry or prod-
uct logs enable software companies to be more accurate in evaluat-
ing their ideas, and to move away from assumptions and towards 
trustworthy data-driven decision making [29], [34], [55].  

The internet connectivity of software products provides an un-
precedented opportunity to evaluate hypotheses in near real-time, 
and make causal conclusions between the changes made to the 
product and the customers’ reactions on them [14], [18], [130], 
[136]. The way in which causal conclusions can be made in con-
nected products is through A/B testing, or more generally, Online 
Controlled Experiments (OCEs) [29], [130]. OCEs can transform 
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decision making into a scientific, evidence-driven process—rather 
than an intuitive reaction [11], [29]. And as many large online 
companies such as Google, Microsoft, Amazon report on the bene-
fits that they experience due to the development of the experimen-
tation practices in their companies [25], [47], [56]–[58], the re-
minder of the software industry struggles to learn how to evolve 
and grow their experimentation capabilities [4], [10], [36], [59].  

Systematically conducting trustworthy experiments at large-scale 
requires a transformation that is far from intuitive and easy to 
achieve. Conducting many OCEs annually requires technical capa-
bilities that need to be developed, organizational changes that in-
grain experimentation with companies’ culture and practices, and 
alignments of business objectives with experiment metrics [9]. For 
example, conclusions can be entirely wrong when experiments in-
terfere with each other, or when the randomization of users is bi-
ased by previous experiments [15], [16], [187]–[189]. 

Objective. The main objective of this chapter is to broaden the 
understanding of online experimentation and its evolution in the 
software industry. Specifically, we aim to (1) generalize our find-
ings from prior research, and (2) provide practitioners with pre-
scriptive guidelines that can help them in evaluating and evolving 
their experimentation capabilities. A capability in our context is 
the ability to effectively conduct large numbers of trustworthy ex-
periments with informative outcomes.  

The main research question that we strive to answer in this work 
is “how do large-scale software companies grow their experimenta-
tion capabilities?” 

We answer our research question by building on our prior and 
ongoing research with Microsoft, and conducting a multi-case 
study with three other large-scale software companies that have 
evolved their experimentation capabilities from being able to con-
duct a few OCEs per year to tens, hundreds and thousands of 
them.  

Contributions. The main contribution of this chapter, and the 
answer to our research question, is The Experimentation Growth 
Model. This model summarizes the prerequisites for conducting 
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OCEs, describes the seven most critical dimensions of experimenta-
tion, prescribes the actions that practitioners can do to further ad-
vance their experimentation capabilities, and discusses a few con-
cerns in conducting OCEs. This model extends our initial work 
that was induced from the single-case study at Microsoft with a 
new dimension of evolution (the impact of experimentation) and 
redefines existing dimensions of the model based on the feedback 
from several companies that applied our work to their context. 
Online software companies can use our model to assess their ma-
turity for experimentation, and to learn how to grow the experi-
mentation practices in their companies.  

 
8.2 Background 
8.2.1 Learning what customers Value 

The topic of customer feedback (in this chapter, and for the pur-
pose of our work, we use the terms ‘customer’ and ‘user’ inter-
changeably, however, we acknowledge that in some domains the 
two  terms can have different meanings) has been increasingly stud-
ied in Requirements Engineering [62]–[66], Information Systems 
[67], [68], Human-Computer Interaction [69], [70], Product Man-
agement [40], [71], Entrepreneurship [31], [72], and Big Data Ana-
lytics [29], [190]. The term feedback is widely used in Require-
ments Engineering research to refer to the comments and evalua-
tions that users express upon experiencing the use of a product or 
service [64], [65]. In the Data Analytics research, the term fre-
quently appears in the context of measuring customer satisfaction 
[14], [183].  

In previous work, researchers differentiate between expressed 
feedback (data that was either written, pronounced, or gestured in 
some way by the customers) [52], [62]–[66], [90], [182], [191] and 
measured feedback (data obtained by observing or measuring cus-
tomer actions) [9], [15], [57], [58], [154], [192], [193]. In the case 
of former, the feedback data is typically qualitative in nature and is 
rich with opinions, wishes, and ideas that customers have about 
their problem and the solution. In the latter, the data is typically 
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quantitative and consists of signals (aggregated clicks, dwell times, 
etc.) or metrics that compute these signals over some given units 
(for example, clicks per user, transactions completed) [44], [122], 
[183].  

Based on our empirical findings [9], [36], [156] and learnings 
from other researchers [10], [104], [113], [179], both types of 
feedback have their profound impact in the software development 
process and are important for successful software product devel-
opment. However, and although both types of feedback comple-
ment each other, there is a fundamental difference in their accura-
cy, and the types of conclusions that we can make when using ei-
ther of them. While the expressed feedback focuses on what the 
customers say they do, the measured feedback reveals what they 
actually do with the product [10], [40], [183]. A study on software 
privacy policies conducted in 2016 [194] further points out that 
there is a gap between what people say they wish and what they 
actually want. In this study, on a sample of (N=543) individuals, 
98% of participants stated that they agree on donating their 
firstborn child in exchange of an access to a social network. Again, 
what customers say can differ from their actual intent, and using 
measured feedback data (e.g. product logs) when making decisions 
is recommended on top of the expressed feedback [195]–[197].  

 
8.2.2 From Data to Valuable Insights 
Advancements in Continuous Integration [7], [49], [50] and Con-
tinuous Deployment [51]–[54]  enable companies to quickly build 
enhanced versions and variants of their products, and deploy them 
to their customers over the Internet. The ability to communicate 
with the product in the field, however, provides an unprecedented 
opportunity that enables software companies not only to deploy, 
but also to collect data (for example, product logs). Product log da-
ta can reveal the actual state of the product and its usage patterns 
[21], [23]. In the past, when software companies reasoned about 
“log data,” they often referred to the output from trace statements 
or crashes in source code, which help with troubleshooting and de-
bugging [22], [195], [198]. Today, the log data are typically com-
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plemented with telemetry, which normally consists of timestamped, 
customizable records that capture system and user events [23]. This 
setup enables software companies not only to identify the bugs and 
crashes in a particular version of a product, but also to reconstruct 
how their customers use the product [23], [57].  

Companies can benefit from the data that are being collected 
from the products in several different ways. One possibility is 
through exploratory data analysis, which helps companies under-
stand the data when little or no hypotheses exist, or when specific 
hypotheses exist but supplemental representations are needed to 
ensure the interpretability of the results [114]. Explorative data 
analysis can help in identifying, among others, customer de-
mographics, how often they use the product, what version of the 
product is most popular in a certain segment, and finding other 
useful insights [45], [114], [115]. To discover useful insights 
through exploratory data analysis (and also other ways of reason-
ing around data that we discuss further in this chapter), analysts 
can create diagrams, charts, histograms, or other types of visualiza-
tions. Overall, the goal of exploratory data analysis in product de-
velopment is to identify insights that may lead to hypotheses about 
the products and customers using them [40], [116]. To understand 
the customer behavior and discover relationships between multiple 
variables (for example, the version of a product and a customer 
segment), analysts can organize the data at hand in pairs (or even 
higher dimensions), and evaluate whether the given variables are 
correlated. To evaluate relationships, analysts can use common 
measures such as Person correlation coefficient, multiple regres-
sion, or other statistical techniques [117]. An important limitation 
of correlational designs, however, is that they cannot be used to 
draw conclusions about the causal relationships among the meas-
ured variables [118]. To make accurate decisions in product man-
agement, and conclude that a change to a product (for example, a 
new feature) is the cause that customers reacted as they did (for 
example, use the product more frequently), companies need to em-
ploy controlled experimentation [130].  
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8.2.3 Online Controlled Experimentation 
“Our success at Amazon is a function of how many experiments 
we do per year, per month, per week, per day…”  

-- Jeff Bezos, CEO @ Amazon [1] 
As highlighted in the previous section, classical knowledge discov-
ery and data mining techniques for data exploration can provide 
useful insight. However, the patterns discovered are correlational 
and therefore pose challenges in separating useful actionable pat-
terns from those caused by “leaks” [154]. To establish a causal re-
lationship between the changes made in the different variants of 
the product and the measures of interest (customer reactions), 
companies can conduct controlled experiments.  

A controlled experiment is a scientific method that has been used 
for decades in the pharma industry to test the effectiveness of new 
drugs [16], [130]. In a typical controlled experiment, two groups 
are created by randomly assigning participants in either of two 
conditions: the control and the treatment. The differences between 
the two conditions are formalized as independent variables. For 
example, if the two variants are software products, they might 
have different design solutions, communicate with a different serv-
er, or have another independent variable that has been changed. In 
a standard, online controlled experiment (also known as A/B test 
or online randomized trial), users of a software product are ran-
domly assigned between several variants of a product in a con-
sistent and persistent manner (a user receives the same experience 
multiple times). User interactions with the product (e.g. clicks, 
dwell times, etc.) are instrumented and key metrics (e.g. engage-
ment, task success, etc.) are computed [183]. The differences be-
tween the experiment variants (for example, the control and the 
treatment) are evaluated on a metrics level using statistical tests 
(for example, using a t-test).  

The aim of this setup is to identify which of the variants, if any, 
yields improvements to metrics that the product and portfolio team 
strive to impact [29], [56], [199]. Since the assignment to experi-
ment groups is random, the only things that could explain a differ-
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ence between them is either a causal effect or random chance. If we 
can effectively rule out chance, we can argue that we have evidence 
for causality. In this scenario, statistical significance serves to rule 
out chance. And although designing a few isolated experiments to 
compute statistical significance may be easy for companies with 
statisticians [18], [200], systematically conducting trustworthy ex-
periments at large-scale requires a transformation that is far from 
intuitive and easy to achieve [29], [189].  

As we learned in [9], conducting hundreds or thousands of 
OCEs annually requires technical capabilities that need to be de-
veloped, organizational changes that need to be done, and business 
alignment that needs to be achieved to experience the most benefits 
from experimentation.  Our initial work [9]  can help companies in 
evolving their experimentation practices. However, it is based on 
the experience of product teams from a single case company – Mi-
crosoft, and as we learned through feedback that we received from 
other software companies, it omits certain details and dimensions 
that characterize the growth of experimentation capability.  

In this chapter, and based on an in-depth case study at Microsoft 
and three other software companies, we generalize our findings 
from prior research. Specifically, we provide detailed prescriptive 
guidelines that help to evolve experimentation capabilities. Our 
main contribution is The Experiment Growth Model, which ad-
dresses the seven most critical aspects of experimentation. We start 
by first presenting our research approach in the next section.   
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8.3 Research Methodology 
The findings reported in this chapter build on case study research 
[137], [139] in close collaboration with four large-scale, multina-
tional, online software development companies. The study was ini-
tiated in April 2016, and the period we report on in this chapter 
covers April 2016 to October 2017.  

 
8.3.1 Research Process 
Our research process consisted of two major phases. In the first 
phase, we conducted an in-depth single case study at Microsoft. 
The outcome of the first phase was the Experimentation Evolution 
Model [9]. The second phase of this research consisted of a follow-
up multiple case study, where we worked with Microsoft and with 
representatives from three additional large-scale online software 
companies to further detail and generalize our initial findings from 
phase 1. The result of this phase 2 is a redefined and extended Ex-
perimentation Growth Model, which we present in detail in Sec-
tion 4.  

In the remainder of this section, we describe each of the two 
phases in greater detail. We introduce the objective and the context 
of each phase, present our data collection and analysis practices, 
and highlight the main outcomes. 

Figure 9. Research process. 
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8.3.2 Phase 1 --- In-Depth Single-Case Study at Microsoft 
Objective & Context. The aim of phase 1 was to understand how 
product teams at Microsoft evolved their experimentation practic-
es. To achieve this, we conducted an in-depth inductive case study 
with the Analysis and Experimentation (A&E) team at Microsoft 
(from hereafter labelled as case company H). The A&E team pro-
vides a platform and service for running controlled experiments for 
their customers (the product teams). Its data scientists, engineers 
and program managers are involved with partner teams and de-
partments across Microsoft on a daily basis. The participants in-
volved in this research phase were primarily collaborating with the 
following Microsoft product and services teams: Bing, Cortana, 
Office, MSN.com, Skype and Xbox.  

Protocol and Data Collection. The results of Phase 1 are based 
on historical data points that were collected over a period of two 
years at case company A, and complemented with a series of semi-
structured interviews, observations, and participatory meeting. The 
first author of this chapter worked with the Microsoft Analysis & 
Experimentation team for a period of 10 weeks. During that time, 
he collected documents, presentations, meeting minutes and other 
notes available to Microsoft employees about the past controlled 
experiments, the development of the experimentation platform, 
and of the organization, conducted at Microsoft A&E over the last 
5 years. In cumulative, we collected approximately 130 pages of 
qualitative data (including figures and illustrations).  

The second author of this chapter has been working with the 
Analysis & Experimentation team at Microsoft for seven years. He 
was the main contact person for the other researchers throughout 
the data collection and analysis period and advised the diverse se-
lection of data scientist, managers and software engineers that we 
interviewed. In total, we conducted 14 semi-structured interviews 
(1 woman, 13 men) using a questionnaire guide with 11 open-
ended questions. The participants that work with different product 
teams were invited for a half an hour interview by the first two au-
thors. The interview format started with an introduction and a 
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short explanation of the research being conducted. Participants 
were then asked on their experience with conducting controlled 
experiments, how they document learnings from those experi-
ments, and how their practices changed over time. We also asked 
for examples of successes, pitfalls, and pain points that they expe-
rience while conducting controlled experiments. 

Data Analysis. In this phase, we analyzed our data in two steps, 
following the thematic coding approach [180], [201]. First, we 
grouped the data that belonged to a certain product. Meeting 
minutes and interview transcriptions were independently assessed 
by three researchers. Next, we grouped products in 4 buckets 
based on the number of experiments that their product teams are 
capable of executing per annum (i.e. 1-9, 10-99, 100-999, and 
1000+). Second, and with the goal to model the evolution of con-
tinuous experimentation, we performed inductive category devel-
opment [161]. In the first step, six definitions of categories 
emerged, that represent our research interest. Next, we formalized 
the subcategories under each of the categories by reading through 
the collected data and assigning codes to concepts that appeared in 
it. Finally, we used the data collected to develop individual catego-
ries in greater detail.  

Outcome. The main outcome of phase 1 are the initial guidelines 
for the evolution of controlled experimentation [9].  

 
8.3.3 Phase 2 --- Multiple-Case Study 
Objective & Context. The main objective of phase 2 was to ex-
pand the knowledge of experimentation evolution and generalize 
our results from phase 1. In December 2016, we shared our re-
search results from phase 1 with other software companies that 
conduct OCEs and solicited their interest in providing feedback to 
our research. Three software companies expressed interest to col-
laborate with us in order to further detail and generalize our work 
findings from phase 1. 

Data Collection. In this phase, we collected the empirical data 
through workshops, meetings, emails, Skype, and direct messages 
with the individual participants. In total, we collected 235 pages of 
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qualitative data. The combination of the multiple data collection 
methods enabled us to explore the most critical aspects of experi-
mentation in width (e.g. at workshops & meetings), and in-depth 
(e.g. through emails and direct messages).  

Case Company H: The first author of this chapter collaborated 
with the second author for another three months in a similar en-
gagement that we described in Phase 1 above with the case Com-
pany A - Microsoft. We collected additional data by taking notes 
at internal meetings, team off-sites, by examining recent experi-
ments, conducting 22 additional interviews, and by engaging and 
solving challenges in experimentation. 

Case Company I: With Booking.com, which is a large-scale 
online accommodation provider based in Amsterdam, Europe, we 
held a full day workshop, communicated with them using Skype, 
and exchanged several emails and messages through LinkedIn. Spe-
cifically, we met and engaged with a Senior Product Owner for ex-
perimentation, Chief Technology Officer, and the Director of 
Product Technology. Booking.com is the world’s largest online 
travel agent and millions of users visit its e-shop to reserve their ac-
commodation. 

Case Company J: Our third company is Skyscanner, which is a 
large-scale online travel-fare provider based in Europe. With repre-
sentatives from this case company, we held a full-day workshop, 
and communicated with them through Skype, email and LinkedIn 
messages. In particular, we met and collaborated with the Director 
of Experimentation, Senior Data Scientist Manager, Data Scientist, 
and two software engineers. All of our meeting notes were shared 
on Google drive and examined, commented on, and complemented 
by the contacts that work at Company C. 

Case Company K: Our final case company is Intuit, which is a 
large-scale business and financial software company based in the 
US. With Intuit, we held a full-day workshop, and communicated 
with them through LinkedIn messages. In particular, we met with 
the Director of Analytics and Experimentation.  
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The workshops at the three additional case companies were simi-
lar in setup. We started by presenting our findings from phase 1 of 
this research. Next, we (2) asked the participants about the maturi-
ty and the growth process of the experimentation practices in their 
companies. Finally, we (2) asked for feedback on our initial find-
ings. Specifically, we were interested in discovering what requires a 
more in-depth explanation, what we may have missed, and what 
needs to be changed.  

Data Analysis. During the workshop, at least two authors of this 
chapter have been present, took notes, and have jointly analyzed 
the data using qualitative thematic synthesis [201]. Codes from 
phase 1 were used as the baseline, and new codes were created 
when the data that could not be semantically grouped under the 
existing codifications. In particular, one dimension of experimenta-
tion evolution that we did not create earlier was inductively de-
rived in this way, and a few other updates were made to the initial 
experimentation evolution guidelines from phase 1.  

Company representatives from the case companies constantly 
provided feedback on our analysis by clarifying any ambiguous 
term in the empirical data and confirming the most critical con-
cerns identified in our analysis. This is known as the ‘venting 
method’ [77] and is valuable in situations where multiple experts 
can judge the same evidence and provide clarifications on it.  
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Outcome. By collaborating with the additional three case com-
panies, we evaluated our initial recommendations on how to evolve 
experimentation practices in software companies. Along the way, 
we learned that our initial work omits an important dimension of 
experimentation evolution (the impact of OCEs), and that compa-
nies require more granular descriptions of the individual steps of 
the evolution. The main outcome of this research work, which 
spans across the two phases is the Experimentation Growth Model.  
 
8.3.4 Discussion on the Validity 
8.3.4.1 Construct Validity 
We did a number of steps to improve the construct validity of our 
research. First, we conducted this research with four case compa-
nies that evolved their experimentation capabilities from being able 
to conduct a few online controlled experiments yearly towards be-
ing able to conduct hundreds or thousands of OCEs. Second, we 
worked with representatives in different roles (in particular, with 
engineering, project management, data scientists, line management, 
product management and experimentation directors). All of the 
participants of this study are very familiar with OCEs.   In fact, the 
second, third and fourth authors of this chapter are permanently 
employed at the case companies. This setup enabled continuous ac-
cess, insight, evaluations and confirmation of our analysis. Howev-
er, and since this approach differs from a traditional case study 
[137], the contribution of our work risks in being biased as draw-
ing extensively from an inside view. Despite this concern, this setup 
enabled us to detail our main contribution to the extent and accu-
racy that would not be possible otherwise. 
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8.3.4.2 Internal Validity 
The threat to internal validity associates itself with the causal effect 
of the independent variables on the dependent variable. This effect 
can only be evaluated with the aid of a controlled experiment. Un-
fortunately, comparing the growth of experimentation practices 
through a controlled experiment would be very resource demand-
ing in practice. One way to evaluate this would be to monitor 
companies that used our model and companies that did not use our 
model in their experimentation evolution and report on the differ-
ence between the two groups. Since this was not the primary aim 
of our study, we did not evaluate the causal effect of our contribu-
tions and findings. 

 
8.3.4.3 External Validity 
The external validity is concerned with the extent to which the re-
sults of the study are generalizable. By conducting a multi-case 
study, we improved the generalizability of our work. Specifically, 
we believe that the main result of this chapter – The Experimenta-
tion Growth Model – is applicable to online software companies 
with many users. Our learnings are transferable also to other do-
mains, however, we cannot guarantee that our model captures all 
of the critical aspects in other contexts. 
 
8.4 Empirical Data 
In this section, we provide an insight into our empirical data. As 
described in the previous section, we analyzed hundreds of Online 
Controlled Experiments, word documents, emails, messages and 
meeting notes from the four case companies that are a part of this 
research. In our prior research [9], and to illustrate the evolution 
from the least to the most mature experimentation capabilities, we 
organized the empirical data following the capabilities of each of 
the product teams at Company A. In this chapter, and to further 
stress the insights that we learned by working with the case com-
panies, we organize the empirical data in learnings. This section is 
not exhaustive, however, it provides an insight into the empirical 
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foundations on which our Experimentation Growth Model is 
build. 

We illustrate each of the learnings with example experiments, 
quotes, and other insights from our empirical database. Although 
we could present many learnings and experiments, we (1) selected 
five learnings that are most frequently mentioned in our empirical 
data, and we (2) use illustrative experiments that our case compa-
nies are comfortable with sharing publicly.  
 
8.4.1 L1: Data Quality Fosters Trustworthiness  
One of the main reasons on why product teams in our case com-
panies conduct OCEs is their scientific trustworthiness. Trustwor-
thiness, however, is fostered with the data that need to be system-
atically collected and correctly analyzed. Data quality issues are 
common in experimentation, and detecting them during experi-
ment analysis is critical from the start, and growing in importance 
as companies scale their experimentation capabilities. 

“You have to constantly prove that the tool is accurate. It is 

easy to blame the data. When scaling, the accuracy of the exper-

imentation platform has to go much up.”  

--Case Company I 

 
We illustrate the importance of this learning with two example ex-
periments.  
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Office Contextual Bar Experiment. Microsoft Office is a well-
known suite of products designed for increasing work productivity. 
Data-driven practices in Office product teams were at the time of 
this experiment in the early stages. The product team responsible 
for the edit interface in Office mobile apps conducted a design ex-
periment on their Word, Excel, and PowerPoint apps. The teams 
believed that introducing a Contextual Command Bar (see Figure 
10 below) would increase the engagement compared to a version of 
the product without the contextual bar. Their hypothesis was that 
mobile phone users will do more editing on the phone because the 
contextual command bar will improve editing efficiency, which 
will result in increased commonality and frequency of edits and 2-
week retention. 

During the set-up of the experiment, the team ran into issues with 
measuring the number of edits. The instrumentation was still in the 
early stages, and the telemetry teams did not accurately log the edit 
events. These issues had to be fixed prior to the start of the exper-
iment. The results of a two-week experiment that could be con-
ducted after fixing the data-collection issues indicated a substantial 
increase in engagement (counts of edits), but no statistically signifi-
cant change in 2-week retention. The experiment provided the 

Figure 10. Office mobile contextual bar experiment. 
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team with a key learning that resonates across the product teams at 
Company A, and the learning frequently emphasized by the other 
case companies: proper instrumentation of features is essential for 
high quality data collection, which is needed for the computing ex-
periment metrics. 

 
MSN Carousel Experiment. In another experiment at MSN, the 
product team increased the number of its rotating cards on the 
MSN Carousel located on the MSN homepage (specifically, the in-
crease was from 12 to 16 cards). Contrary to expectations, the ex-
periment results were initially very negative. This suggested that 
the 16 cards carousel is worse than the carousel with 12 cards. Af-
ter performing a data-quality check that evaluates whether the ob-
served number of users in the treatment and the control group 
equaled the expected ratio (SRM check), the team learned that us-
ers in the treatment group were engaging with the cards to the ex-
tent that (1) they have been classified as bots, and they were (2) 
consequently excluded from the analysis.  

 
“The results were essentially flipped after accounting for the bot 

classification.” 

 --Case Company H 

 
The experiment provided a learning that is frequently emphasized 
by all of the case companies: every analysis requires data-quality 
checks to pass before the results of the experiment can be trusted. 
8.4.2 L2: Platform Accelerates Experimentation Growth 
All of the four case companies are constantly developing and im-
proving their experimentation platforms. An experimentation plat-
form enables to quickly start, iterate, and analyze experiments, and 
at the same time abstracts detailed experimental concepts from the 
experimenters. By improving the experimentation platform and its 
functionalities, the case companies could grow the number of ex-
periments that can be conducted in parallel and at the same time, 
improve their quality.  
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“The challenge first is to do experimentation. Next, the chal-

lenge is to do it easy.” 

--Case Company I 

 
Although there are many features that an experimentation plat-
form should have as companies grow their experimentation capa-
bilities (which we present in the next section in greater detail), we 
highlight one below.  
 
Learning from past experiments: One of the features that all of our 
case companies frequently emphasize as important at their stage of 
experimentation growth is the ability to accumulate the learnings 
from their experiments through the experimentation platform. This 
challenge is not novel neither specific to experimentation. Howev-
er, by enabling everyone to quickly learn what has been already 
tried, when, and how customers reacted on it, profoundly impacts 
the roadmap of future experiments.  
 

“People must find past learnings a few years from now. That 

knowledge should not be lost!” 

--Company I 
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“For any experiment, we can quickly see its scorecards, the 

change that was done, and the comments that the experimenters 

put in the system.” 

--Company J 

 

“There are two levels of knowledge here: how to do experi-

ments, and what we learnt from doing experiments.” 

--Company I 

 

“We have a timeline feature that enables us to quickly see the 

order of experiments and their impact” 

--Company J 

 
8.4.3 L3: Qualitative Insights Enrich Experiment Learnings 
Despite the accurate experimental methodology and millions of us-
ers that our case companies operate with every day, in reality many 
ideas yield no quantifiable impact to the key metrics. More precise-
ly, they don’t impact the metrics at hand. This leads into a situa-
tion where making a decision can be difficult: 

 
“Sometimes one can get stuck in a data paralysis…We have all 

the experimental data and we do not know how to take a deci-

sion.” 

   --Case Company I 

 
To address this limitation, our case companies consistently im-
prove their metrics as they evolve their experimentation, and the 
potential to detect changes that they have not considered previous-
ly as relevant could be detected. On the mid-term, however, quali-
tative customer feedback can be helpful to sidestep the data paraly-
sis. In fact, product teams in all of our case companies, regardless 
of their experimentation maturity, continuously collect qualitative 
feedback through surveys, emails, feedback options in their prod-
ucts, or in any other way that they can reach their users and ask 
them for their preferences.  
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The main use of these qualitative learnings in highly data-driven 
organizations is in interpreting ambiguous quantitative movements, 
improving metrics, and coming up with new hypotheses to test in 
an experiment. In the example below, we illustrate a controlled ex-
periment from company C that benefited from such qualitative in-
sight: 
 
Direct Flight Experiment. In this experiment (see Figure 11), the 
product team evaluated a new feature that reveals their app users a 
possibility of a direct flight between two destinations. By analyzing 
the experiment results, Company I learned that users of the appli-
cation do not find the new feature more helpful (for example, they 
do not change their initial date of travel to the days where direct 
flights exist) compared to the product without it. Even with large 
statistical power they could not detect an improvement to any of 
the key metrics for their product. Despite this neutral outcome, 
however, Company C decided to deploy the feature to everyone. 
The reason why this has happened is because they received large 
amounts of positive qualitative feedback from their customers that 
were exposed to the treatment, which gave the product manage-
ment the confidence that this is the right decision.   
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“Feature looks [based on experiment results] like a wash. How-

ever, people have written to us about how great this is. 

Skyscanner ships.”  

-- Company J 

 

Figure 11. Direct flight experiment from case company J. 
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8.4.4 L4: Iterating OCEs with Small Changes Yields Large 
ROI 

Product teams at our case companies frequently invest resources 
into developing new features for their products. What they learned 
through experimentation, however, is that small improvements to 
features, which are inexpensive to implement compared to the ini-
tial development of a new feature, can have a tremendous ROI. In 
some cases, the absolute impact of small improvements can exceed 
the impact of the initial feature introduction. Our case companies 
therefore frequently iterate their experiments to explore the impact 
of small and inexpensive changes in various segments. We illustrate 
this learning through an example experiment from case company I. 
 
Email Campaign Experiment. In an experiment conducted at case 
company I, the impact of an email campaign was evaluated [202]. 
Email campaigns are a direct and economical way to expose cus-
tomers to online products. In the case of case company I, these 
emails contained propositions of travel destinations and infor-
mation about special deals from partner hotels. Both personalized 
recommendations and deals have an obvious value to the user, 
however, the repeating nature of the emails makes the campaigns 
effectiveness wear-off over time. This particular experiment con-
sisted of two iterations. In the first iteration, 34 million users were 
exposed to two variations of the email. Variation A contained the 
most popular endorsements, whereas variation B was a personal-
ized email that used a Machine Learning algorithm to identify the 
best recommendations for the receiving customer based on their 
past trips.  
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The first iteration was very beneficial in multiple metrics, including 
users clicking on the campaign, interacting with the website and 
finally converting from visitors to bookers. More specifically, case 
company B observed an 18% uplift in clicks at the same bounce 
rate, 10% uplift in net conversion, and 14% increase in cancella-
tions (22% increase in gross conversion).  

The bold statement in variation B, however, caused vivid re-
sponses among the people who were exposed to the experiment. 
Specifically, the statement “our team of travel scientists ... based on 
your past adventures they think that you have a passion for.. ” 
caused, among others, skepticism about the data that case compa-
ny B access to (see Figure 13). Some customers also expressed con-
cerns around the idea that human beings were involved (even 
though an algorithm made the recommendations, the copy suggest-
ed "travel scientists" were involved) in reviewing their past trips 
and selecting the recommendations. 
  

Figure 12. Personalized email experiment. 
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Figure 13. Personalized email experiment – Customer Responses on 
Twitter. 

The qualitative insights were, as with many experiments, used to 
drive another iteration of the experiment. In a second iteration, 
customers were exposed to two variations that only differed in the 
way the copy that accompanied the personalized recommendations 
was phrased. The first variation was identical to variation B from 
the first iteration. Variation B in the second iteration of this exper-
iment, however, contained a less intrusive message promoting en-
dorsements in suggested destinations without a direct reference to 
how these endorsements were selected. Specifically, any reference 
to "travel scientists", or other humans involved in generating the 
recommendations, was removed. This minor adjustment caused an 
impressive additional increase in net and gross conversion (+7.14% 
and 10.5%) and a modest increase in cancellations (+4.39%), near-
ly doubling the impact of the original implementation. 
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“People think that we must have changed something about the 

model, made the recommendations smarter, something like 

that, but we didn't, the recommendations themselves were iden-

tical. Copy and framing have tremendous power, but you will 

not learn that unless you start measuring their effects.” 

   

-- Case company B 

 
To execute the first iteration of the experiment, the product 

teams had to (1) build a machine learning model and (2) design an 
email campaign. Without any doubt, this was a significant engi-
neering effort that resulted in an impressive impact. On the other 
hand, the second iteration of the experiment only improved the 
wording in an email. As a result, however, it nearly doubled the 
impact of the experiment. In fact, more and more recommender 
systems get evaluated not only on their accuracy, but also in their 
contribution to the user-satisfaction metrics. In this scenario, ex-
plaining recommendations to users can be as important as the rec-
ommendation itself [203].  

The example experiment above illustrates the potential of small 
ideas and improvements. Just as importantly, it demonstrates the 
benefit of having a capability for running many experiments cheap-
ly, concurrently, and in iterations where qualitative insights accu-
mulate and complement experiment learnings. 

 
8.4.5 L5: The Impact of Experimentation is Boundless 
Many experiments that are shared on conferences and in research 
papers typically showcase a few design variations that led to better 
conversion (e.g., online store checkout). Although this is one area 
where experimentation yields many benefits, mature case compa-
nies benefit from experimentation in many other ways. OCEs in 
our case companies are also commonly conducted to determine rel-
evance (e.g. in sorting search results on a page), projecting infra-
structure capacity (e.g. projecting the impact of the change), im-
proving the quality of their products, and planning team efforts 
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(e.g. deciding which features to add/remove/improve next). We 
present a few common examples of experimentation impact in 
greater detail next. 

Projecting Infrastructure Capacity: We illustrate this benefit with 
an OCE conducted with Skype at case company A. Skype is a well-
known product for video and audio communication. Recently, a 
feature team completed migration of the product to a new call-
routing algorithm. Among other effects, the team hypothesized that 
enough infrastructure capacity will be available to support the new 
approach to call routing. To evaluate their hypothesis, the Skype 
team conducted an OCE with only a few percent of Skype users. 
The difference in load on the infrastructure between the new and 
the old algorithm was estimated, and projected to 100% of user 
population, confirming that the capacity will be sufficient. With 
this, the Skype team learned that based on the effect of the limited 
treatment group, enough capacity is available within the new infra-
structure to continue with the transition. By identifying the exact 
effect on the infrastructure, the team was confident that the infra-
structure capacity is within the range needed for the complete 
product migration. 

Improving Product Quality: Contrary to intuition, conducting 
OCEs and acting on them accordingly can only increase the quality 
of the products that are being developed. As companies release new 
variations of the product to real-life customers, statistical signifi-
cance between them can reveal surprising bugs and issues that are 
very difficult to discover in a pre-production environment. We il-
lustrate this with an example experiment from case company A. 
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Figure 14. MSN Video Player OCE. 

 
MSN team at case company H created a version of the video player 
that covers a larger area of the page than its control variation (see 
Figure 14). The team hypothesized that the larger video player will 
enable a more distraction-free experience. An OCE was designed 
with one treatment and one control and iterated two times. The 
first iteration of the experiment caused an alarm indicating a dif-
ference between the observed and the expected split of users be-
tween the variants. The analysis of the experiment data revealed a 
bug with the product’s configuration files. The MSN team learned 
through an experiment that a previously unknown bug exists in 
their product. By removing the bug, they learned something that all 
of our case companies recognize: experimentation increases the 
quality of the product under an OCE.  
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Planning Team Efforts: Mature experimentation practices also 
profoundly change how feature team effort is planned and meas-
ured. Instead of ordering feature teams exactly what to develop, 
our case companies provide individual feature teams with metrics 
that they should target. As OCEs reveal the exact amount of con-
tributions to those metrics, feature team success can be accurately 
measured and rewarded. One example of this is Bing’s relevance 
team at case company H, whose yearly goal is set in terms of spe-
cific improvement to the metric measuring users’ search success. 
Each sub-team, e.g. core result relevance, related searches, query 
suggestions, etc. gets assigned a part of the goal, which is measured 
as the sum total of improvements to the metric over all the experi-
ments the team ran and deployed. 
On top of sharing the outcomes of individual OCEs within and be-
tween feature teams, our case companies evangelize their impact 
across the company and, in one of the case companies, even with 
the board of directors.  

 
"…If you recall the game plan that we shared at our Investor 

Day in the fall, we outlined the plan to extend our leadership in 

do-it-yourself tax, began transforming the assisted tax category 

and ran experiments to evolve beyond tax through a tested 
open platform. This season, we made progress across several 

fronts…."     

-- Case Company K [204] 

 
In the next section, we generalize our work based on all of the 

empirical data that we have collected and analyzed from out four 
case companies. As a result, we present a stepwise model to grow 
experimentation practices in online software companies. 
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8.5 The Experimentation Growth Model 
In this section, and to answer our research question - “how do 
large-scale software companies grow their experimentation capa-
bilities?”, we present our main contribution: The Experimentation 
Growth Model. With this label, we highlight the fact that experi-
mentation practice evolves and grows along multiple dimensions 
within the software company.  As indicated by the learnings in the 
previous section, companies that strive to conduct OCEs at scale 
should continuously develop and improve their experimentation 
platform, record experiment learnings, iterate experiments, and 
expand the impact of their OCEs. The Experimentation Growth 
Model summarizes these learnings in a progressive manner. The 
model consists of two parts; the prerequisites for experimentation, 
and the four stages of experimentation evolution. We discuss each 
of the two parts next, and follow up with a recommendation on 
how to use our model as guidelines in software companies.  

 
8.5.1 Prerequisites for Experimentation 
Based on our empirical data, we identified three prerequisites for 
conducting OCEs. To conduct trustworthy experimentation, com-
panies need to (1) understand the statistical foundations of con-
trolled experimentation, (2) ensure connectivity of to their prod-
ucts while they are in the hands of their users, and (3) have the 
psychological safety that will enable them to celebrate the actual 
success and learn from the experiments that do not yield the de-
sired outcome. 

Statistical Foundations. Experimentation is a scientific, evidence-
driven process that requires a profound understanding of statistical 
fundamentals of hypothesis testing. The common role in 2017 with 
statistical skills for experimentation is Data Scientist [18], [133]. In 
fact, skills for experimental design have been mentioned as one of 
the most critical demands for Data Scientists in a recent survey 
[18]. And since this position is expected to be  the most difficult to 
fill in for software companies in the next 5-year period [134], we 
highlight the essential statistical foundations for online controlled 
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experimental design. Specifically, Power Calculation, Chi-square 
test, and t-test. 

With the Power Calculation, experimenters identify the minimal 
number of experimental units (for example, users) that they need in 
the experiment groups in order to detect the desired difference (al-
so known as an effect size). For example, to detect a 1% difference 
between two groups, far more randomization units are needed in 
the experiment compared to if, say 10% difference is the objective. 
Power calculation is in detailed described in [205] and an open-
source calculator is available at [206]. 

Second, the chi-square test is used in experimentation to detect 
critical data quality issues, specifically, to perform the Sample Ra-
tio Mismatch (SRM) Calculation. In this calculation, expected dis-
tributions between the experimental groups (for example, 50% for 
the control group and 50% for the treatment group) are compared 
with the actual observed distributions (for example, 51%/49%) us-
ing the chi-square test. If the SRM calculation reveals a statistically 
significant difference (for example, the chi-square test returns a p-
value lower than conventional 0.05), experiment results should not 
be trusted as the number of units in each of the groups differs from 
the expected.  

Finally, and to compute the Statistical Difference between two 
groups with independently and identically distributed units, a stu-
dent’s t-test can be used. A student t-test in the OCE scenario takes 
a vector of values for each group (for example, a vector with a 
count of clicks for the control and the treatment groups) and com-
pares the means within the two groups, returning a p-value - the 
probability to observe a difference between those means equal to 
or larger than the one actually observed, under the assumption that 
there should be none.  

In both of the tests above, conventionally, a p-value lower than 
0.05 suggests statistical significance (the assumption that there is 
no difference can be rejected), and a p-value lower than 0.001 sug-
gests high statistical significance. Both chi-square and t-test are 
common in statistical packages and their implementations are 
available in most of the programming languages. As reported in re-
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cent research [189], companies risk experiencing many pitfalls of 
experimentation should they rely solely on use of the platform 
without a fundamental understanding of the underlying statistical 
concepts presented above. 

Connectivity of Products. To conduct OCEs with software 
products, companies should be able to establish, at least periodical-
ly, a bidirectional connection between the software product and 
the backend services in their organization. Some products are de-
ployed as web services in the cloud infrastructure by nature (e.g. 
Skyscanner.com search engine) and satisfy this requirement. Other 
products such as client applications (for example Microsoft Word) 
may traditionally not contain the capability to query the backend 
infrastructure for software changes or send contextual logs to the 
server. In the next section, we explain in detail what type of data 
exchange is required in a certain state of experimentation evolu-
tion. As a prerequisite, however, companies that wish to conduct 
OCEs should design their products in a way that enables them to 
(1) identify their product instances remotely (for example, by giv-
ing each instance a unique identifier), be (2) able to update the 
product remotely (for example, to deploy an incremental update), 
and finally (3) product instances should be able to send back the 
telemetry data.  

Psychological Safety. To enable a full integration of experimen-
tation into the software development cycle, companies should ex-
ercise and build psychological safety. Psychological safety is a 
shared belief held by team members that the team is safe (for ex-
ample, for interpersonal risk-taking and experimenting) [207]. For 
decades, companies have considered a deployment of a new version 
of a software product or a new software feature as a success. How-
ever, when experimentation is introduced, declaring success is re-
served for features that deliver measurable customer value. As 
many ideas will be disproven when experimentation is introduced, 
it is critical for engineers, designers, managers and project leaders 
to be prepared in learning from those experiments, to accept that 
most of the ideas fail to do what they were intended to do, and to 
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be nimble in what to try next. Most importantly, the experimenters 
need to be comfortable in sharing the work that they have done. 
Especially the work that does not have the desired impact on the 
product, or the work that harmed the product.  

To provide an illustrative example, we reference a recent study 
[208] that used controlled experimentation to disprove a decade 
known “truth”. For many years, the medical community believed 
that operating hearth patients using percutaneous coronary inter-
vention (PCI) in a stable angina provides the many benefits of bet-
ter quality of health. In this recent study, however, a randomized 
experiment indicated that there is no difference between the group 
that undergone the procedure (a stent was inserted in their artery) 
and the placebo group that did not. Should the doctors continue to 
suggest this risky operation to their surgeon colleagues and their 
patients? Luckily for most of the online software products, human 
lives are not at stake. However, and to disprove “truths” that exist 
within software organizations and learn from this, strong psycho-
logical safety is required.  In fact, strong psychological safety has 
proven to be the key factor that empowers teams to challenge 
known facts and collectively learn faster many years ago [207]. We 
observe in our case companies that the same holds today, especially 
with experimentation. Fortunately, there are multiple steps that 
companies can do to accelerate the growth of psychological safety 
such as actively replacing blame with curiosity, asking for feedback 
on delivery of product features, and in other ways described in 
[209]. 
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8.5.2 Experimentation Growth 
In the previous section, we described the prerequisites for experi-
mentation. In this section, we reveal how companies start and con-
duct their first OCE, and how they can grow their experimentation 
capabilities through the four stages of experimentation growth: 
‘Crawl’, ‘Walk’, ‘Run’ and ‘Fly’. These labels emerged in phase 1 
of this research to describe the four distinct stages of capability to 
experimentation: 

 ‘Crawl’ is the initial stage where software companies start to 
experiment, which typically happens within a single feature team 
and without an experimentation platform. 

In the ‘Walk’ stage, companies develop the capability to conduct 
tens of experiments per annum. 

In the ‘Run’ stage, multiple feature teams conduct hundreds of 
experiments yearly with an experimentation platform that controls 
for common pitfalls and alerts experimenters for bad experiments. 

Finally, in the ‘Fly’ stage, software companies are able to con-
duct thousands of OCEs yearly, evaluating every bug fix through a 
controlled experiment for unexpected outcomes.  

Below we will discuss these four stages of experimentation by 
elaborating on them according to the seven most critical dimen-
sions of experimentation identified in our data analysis process 
through inductive category development as described in the meth-
od section. Those seven dimensions can be summarized as follows: 
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DM1: ‘Technical focus of product development activities’: con-

sists in the engineering work that enables experimentation 
growth in a certain stage (for example, building a reliable 
data pipeline). 

DM2:  ‘Experimentation platform capability’: focused on the fea-
tures that companies need in their experimentation plat-
form. 

DM3:  ‘Experimentation pervasiveness’ assesses the extent to 
which experimentation is being conducted in software 
companies (for example, from a few user interface experi-
ments towards experimenting with every change). 

DM4:  ‘Feature team self-sufficiency’ assesses the extent to which 
individual feature teams manage the experiments without 
the Data Scientist involvement (for example, growing from 
creating- towards analyzing experiments). 

DM5:  ‘Experimentation team organization’ describes how to or-
ganize the experimentation experts in each of the four stag-
es, in order to experience the most benefit from conducting 
OCEs (for example, from no experimentation team to a 
center of excellence). 

DM6: The ‘Overall Evaluation Criteria (OEC)’ dimension entails 
how the key metrics are defined (for example, from a few 
signals to a structured and well-defined set of metrics).  

DM7:  ‘Experimentation Impact’ reveals the extent to which the 
experimentation impacts the software company at each of 
the four stages (for example, from an impact to a small fea-
ture, towards an impact that sets strategic and team goals). 

Those seven most critical dimensions of experimentation are used 
as rows in Figure 15, and we discuss in greater detail next how 
each unfolds on the four stages of growth. 
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Figure 15. Experimentation Growth Model – The Evolution of Ex-
perimentation. 

 
8.5.2.1 Crawl Stage  
Technical focus of product development activities. When initiating 
experimentation growth, the first technical focus of product teams 
should be on implementing contextual logging. Most software 
products typically have logging in place for debugging or testing 
purposes [195]. The challenge with this type of logging, however, 
is that it does not necessarily reveal how the products are used. 
Hard to use data limits the number and types of metrics that exper-
iment owners can define, and the number of ad-hoc analyses they 
will do, all resulting in sub-optimal decisions and fewer learnings 
obtained from the experiments. Therefore, logging procedures 
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should be updated by creating a centralized catalog of events in the 
form of class and enumeration, and implemented in the product 
code [23]. For having trustworthy analysis that can be reproduced 
overtime, the data should be stored in a standard and easy to con-
sume form with a standard schema which can be relied upon.  

The goal of such systematic logging is that a data scientist, ana-
lyst, or anyone else in the organization who is not familiar with the 
feature or the product itself, can understand what action or event 
was triggered by simply looking at the name of the event. Name of 
events should be consistent across products and platforms so that it 
is easy to search for them and link them with tangible actions in 
the product. Depending on the type of the product and the device 
that it is running on, different options for logging events may be 
available [21]. For products on the web or on mobile applications, 
events such as clicks, dwell periods (time spent on in a certain stage 
of a product), navigational actions (for examples mouse or finger 
position, scrolls or swipes) can be captured and recorded in a data-
base of events. Event information should be aggregated and 
anonymized for its use in computing experiment metrics. This pre-
serves privacy by enabling the deletion of raw events that could be 
associated with an individual user, or keeping the raw events only 
for a limited period. In the light of the data privacy and protection 
(for example, the EU GDPR policy) [210], the data collection sys-
tem should also accommodate for users to view and manually de-
lete the raw events on their request.  

Experimentation platform capability. To start experimenting, an 
experimentation platform is not required. An initial experiment 
can be performed manually using open source tools for statistical 
analysis. In principal, three calculations should be done to analyze 
the initial experiments: Power calculation to determine the length 
of the experiment and the split of users, the SRM calculation to 
control for an unexpected difference between the experimental 
groups, and finally the Statistical Difference calculation to deter-
mine whether the experimental groups differ. Each of these calcula-
tions are described in the prerequisites above, and can be done us-
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ing open source solutions that are available as statistical packages 
in most modern programming languages.  

Experimentation pervasiveness. In this first stage, the value of 
experimentation is under scrutiny. Product teams that code their 
first experiment should focus in communicating the aim and the 
value of their learnings from the first experiments to their peers 
and managers. As an example, product teams can start with an ex-
periment where multiple variations are already available and dis-
cussed among the team members. 

Feature team self-sufficiency. When software organizations start 
to adopt the experimental methodology, the individual feature 
teams typically do not have the skills that are needed for trustwor-
thy OCEs. Even if the teams early on decide for a commercial plat-
form that tries to abstract these, they will not be able to under-
stand the results of their experiments, nor if they should trust them 
[189]. One way to solve this challenge is to hire or educate a few 
individuals with the knowledge about the fundamental concepts of 
controlled experimentation (the ones presented in the Prerequisites 
section above). Individual feature teams will then rely on these in-
dividuals to setup, manage, and analyze experiments. 

Experimentation team organization. In this first stage, compa-
nies do not have an experimentation team that could consult with 
individual feature teams. Instead, the individuals interested in ex-
perimentation may emerge within existing feature teams, or be 
hired to them as part of a cross functional team.  These individuals 
should become very familiar with the prerequisites for experimen-
tation, and start sharing their knowledge to others interested in 
OCEs. 
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Overall Evaluation Criteria (OEC). Software companies starting 
to experiment typically define their OEC for every experiment. 
These are not necessarily related. For example, a feature team ex-
perimenting with a User Interface might decide that increasing the 
number of clicks in one part of their application could be a good 
goal for their first experiment. In the next experiment, the OEC 
might be very different and unrelated to the one in the first exper-
iment. The ideas for the initial experiments typically emerge organ-
ically within the feature team members, or have been expressed by 
the customers through interviews or other qualitative feedback col-
lection techniques [211]. Experimenting with different OECs is 
strongly encouraged in this initial phase in order to learn how cus-
tomers react to different types of changes, and to get an early indi-
cation on how much effort is needed to cause and detect a change 
in a certain metric. Prior research on pitfalls in metric interpreta-
tion provides valuable insights on choosing initial experimental 
metrics [16].  

Experimentation Impact. In this early stage, contrary to all of the 
following stages, the impact of the initial experiments typically re-
mains constrained to the feature that the OCE ran on. For exam-
ple, a team working on improving a classification algorithm might 
impact the accuracy of their classifier, and a back-end team might 
improve the time to compute a search result. Since the OEC met-
rics in this stage are experiment specific and typically not aligned 
with the core business of the organization [15], the improved fea-
tures are the main outcome of the first experiments, and their im-
pact is very limited compared to what the companies can achieve 
by evolving to the next stage(s).  
 
8.5.2.2 Walk Stage 
Technical focus of product development activities. In contrast to 
the “Crawl” phase where individual experiments were evaluated by 
comparing the volume and distribution of signals such as clicks 
and page views, the focus in this phase should be on standardizing 
metrics in groups. Metrics are functions that take signals as an in-
put and output a number per unit. Anonymized log signals should 
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first be categorized into classes and combined into metrics by being 
aggregated over analysis units (see e.g. Figure 16). Example classes 
are: action signals (e.g. clicks, views, visits), time signals (minutes 
per session, total time on site, load time), and value signals (reve-
nue, units purchased, ads clicked).  
 

Figure 16. Example of creating a metric for Experimentation. 

 
The units of analysis vary depending on the context and product. 
The following apply at Microsoft for web products: per user (e.g. 
clicks per user), per session (e.g. minutes per session), per user-day 
(e.g. page views per day), and per view (e.g. clicks per page view). 
For other types of products, units of analysis might be different. 
For instance, for a well-known video-conferencing Microsoft 
product, a useful unit of analysis may be “per call”. 

As the number of metrics grows, companies should organize 
their metrics in groups. Contextually the following four groups of 
metrics are useful for analyzing experiments: Success Metrics (the 
metrics that feature teams should improve), Guardrail Metrics 
(metrics that are constrained to a band and should not move out-
side of that band), Data Quality Metrics (the metrics that ensure 
that the experiments will be set-up correctly, and that no quality 
issues happened during an experiment), and Debug Metrics (the 
drill down into success and guardrail metrics). A research contribu-
tion from Google provides practical guidance on the creation of 
different types of metrics [183].  
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By grouping metrics together, deciding on experiment success 
can be done more accurately and effectively. For example, if data 
quality issues arise in an experiment, typically multiple metrics will 
respond and reflect on them. Examining these metrics together 
provides a quick insight into underlying conditions for the change.  

Experimentation platform capability. In this stage, and as feature 
team start to create many metrics, experiments are becoming more 
informative. At the same time, examining many metrics together 
introduces a data quality concern known as multiple comparisons 
problem (aka multiple testing). Experimentation platform should 
inform the experimenters about this concern or, better, correct it. 
One way to correct for multiple testing is to apply the Bonferroni 
correction [212], however, other approaches that are not that re-
strictive are also possible. 

Experimentation pervasiveness. In contrast to the “Crawl” phase 
where experiments are typically conducted between different de-
sign variants of a user interface or with the contents of the product, 
the main goal of this phase is to broaden the types of experiments 
on a selected set of features (e.g. from design to performance, from 
performance to infrastructure experiments). There are two main 
reasons why broadening the type of experiments in this stage is 
beneficial. First, by having feature teams experiment in different 
areas, the probability for experiments to interfere or interact with 
each other is low. Second,  

Feature team self-sufficiency. In the “Walk” stage, feature teams 
should setup and start experiments on their own. The first step in 
this process should be to start A/A experiments (configuring the 
same experience for both control and the treatment groups) and 
observing the results of their experiments. In this way, individual 
feature teams don’t risk in introducing harm to their customers.   

Experimentation team organization. A standalone, centralized 
experimentation team is created. No or very little experimentation 
skills in feature teams. 

Overall Evaluation Criteria (OEC). OEC is defined as a struc-
tured set of metrics consisting of Success, Guardrail and Data 
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Quality metrics. Guidance for good OEC design and pitfalls of this 
process are well discussed and can be found in [14], [15].  

Experimentation Impact. In contrast to the ‘Crawl’ stage where 
the impact of experimentation was limited to individual experi-
ments, in this stage existing experiments start to impact the team's 
activity planning (e.g. release cycle) for future OCEs. Predicting 
impactful changes to the product is very difficult without conduct-
ing a few OCEs. By identifying the changes that showed the most 
impact on the product-wide metric, teams learn from each other 
and re-prioritize their work. The impact is shared within the larger 
team and future experiments are better planned in this way. 

  
8.5.2.3 Run Stage 
Technical focus of product development activities. In this stage, 
hundreds of OCEs are conducted, many running in parallel. Some 
of the experiments, however, may bias future experiments. For ex-
ample, when users of a search application receive bad results, they 
bring their negative bias with them to the next experiment. This is 
known as a carry-over effect  [15], [187]. To counter carry-over 
effects from previously completed experiments, newly conducted 
experiments should follow a template that first conducts an A/A 
test with the experimentation units. If this quality check reveals 
statistical significance in the key metrics, the experiment template 
might suggest to locally re-randomize the randomization units be-
fore the actual A/B test starts. The standard approach to ensure 
even distribution of carry-over effect is to make sure every OCE is 
randomized independently. This can be achieved by appending a 
unique hash salt for the randomization hash function for each ex-
periment. When a subset of users for an experiment is selected, an-
other independent randomization to split those users into treat-
ment(s) and control may be needed.  

Experimentation platform capability. In this stage, the experi-
mentation platform should support iterating experiments (for ex-
ample, with a higher percentage of assigned users), control of car-
ry-over effects (detecting when users become biased due to a previ-
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ous, for example, bad experiment), easy creation of new metrics, 
and alerting. Configuration of features variants as described in 
[213] might be helpful in accelerating the growth of experiments. 
When many experiments are conducted in parallel, however, hav-
ing a manual overview of metric movements will become a re-
source-demanding task for experimenters. Automated alerting 
should be introduced together with the ability to divert traffic to 
control if an emergency situation occurs (e.g. a significant decrease 
of a success metric).  

Experimentation pervasiveness. In contrast to the previous stages 
where experiments were conducted on demand with the reasoning 
to decide between a few different variants, in this stage the Exper-
iments are conducted on the majority of new features developed 
for the product. Experimentation is seen as a vital step of the re-
lease cycle, approving feature deployments with positive effects, 
and preventing changes with negative or no effects on the OEC 
metrics to be deployed to the product. As seen in our empirical da-
ta, in situations where no OEC movement is detected, qualitative 
data can help feature teams to better understand the experiment 
outcome. 

Feature team self-sufficiency. In contrast to the previous two 
stages, teams in the ‘Run’ stage should be responsible for setting up 
and managing their experiments. Managing experiments consist of 
starting the experiment, making ramp-up decisions (for example, 
know that it is safe to increase the treatment group size from 5% 
to 50%) using the experiment iteration feature, shutting the exper-
iments down when they cause degradations, and deploying and ed-
iting metrics.  

To enable feature teams to make better decisions in experiment 
management it is critical to provide them with intuitive scorecards. 
In a typical scorecard, the most relevant information about exper-
iment metric movements should be displayed. If we take an exper-
iment with one control and one treatment as an example, the 
scorecard should display, per every metric, the result of the metric 
for the control and the treatment (for example, an average of 
clicks), the difference between the two (sometimes expressed as a 
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percentage of change relative to the control - %delta), and most 
importantly, the p-value. 

To make more informed decisions, useful breakdowns of metrics 
in scorecards are recommended. For example, and as visible in Fig-
ure 17 below, understanding why a success metric ‘Overall Clicks 
Rate’ has negatively reacted in the treatment group might be easier 
to interpret with the additional knowledge that it was caused by a 
decrease of clicks on ‘Web Results’, while other components of the 
page had click increases.  

 
Metric T C Delta (%) 𝒑-value 

Overall Click Rate 0.9206 0.9219 -0.14% 8e-11 

     Web Results 0.5743 0.5800 -0.98% ∼0 

     Answers 0.1913 0.1901 +0.63% 5e-24 

          Image 0.0262 0.0261 +0.38% 0.1112 

          Video 0.0280 0.0278 +0.72% 0.0004 

          News 0.0190 0.0190 +0.10% 0.8244 

    Related Search 0.0211 0.0207 +1.93% 7e-26 

     Pagination 0.0226 0.0227 -0.44% 0.0114 

     Other 0.0518 0.0515 +0.58% 0.0048 

Figure 17. Example Scorecard with metrics breakdown used in our 
case companies. 
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Scorecards with metric breakdowns enable experimenters to ob-
tain an in-depth understanding of what actually happened in an 
OCE, and as a result make the feature teams more self-sufficient in 
evaluating experiment results. In addition, and by highlighting sig-
nificant changes with colors, identifying a change and its direction 
is simplified.  

Experimentation team organization. Experimentation team data 
scientists are embedded into individual feature teams to become 
domain experts and grow experimentation in the team. The benefit 
of this model is that the embedded experimenters can become ex-
perts in each business domain. The main disadvantage, however, is 
the lack of a clear career path for these professionals, who also 
may not receive peer feedback and mentoring that help them 
evolve.  

Overall Evaluation Criteria (OEC). Evolved. OEC is validated 
over a large number of experiments and evolved with the findings 
from the learning experiments. For example, product teams should 
start running learning experiments where a small degradation in 
user experience is intentionally introduced for learning purposes 
(e.g. degradation of results, slowdown of a feature). With such 
learning experiments, teams will have a better understanding of the 
importance of certain features and the effect that changes have on 
the metrics. Knowingly hurting users slightly in the short-term 
(e.g., in a 2- week experiment) reveals fundamental issues and 
thereby improves the experience in the long-term. An OEC should 
become a single metric that consists as a weighted combination of 
other metrics (Data Quality, Success & Guardrails).  

Experimentation Impact. Experimentation impacts infrastructure 
planning, product quality and product complexity, which are areas 
that typically span over multiple teams. For example, when a fea-
ture in a product is updated (e.g. an algorithm is optimized) com-
panies risk introducing an effect on its underlying infrastructure. 
By conducting OCEs, practitioners can be more proactive and 
guarantee that (1) necessary capacity will be available for their 
changes, and (2) estimate the capacity cost/savings of the change 
before it is fully deployed. This can be achieved by measuring the 
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change in infrastructure load via an OCE on a small population, 
e.g. 10% vs 10%, and then project what will happen at 100% de-
ployment. A gradual ramp-up of the experiment can be used to es-
timate non-linear effects. Also, and by experimenting with custom-
ers in a gradual manner, the impact of changes that introduce 
product issues is limited to only a defined number of customers. As 
a side benefit of this impact of OCE, the investments into virtual 
testing infrastructure mimicking production environment can be 
minimized as quality issues in OCEs will be constrained and de-
tected very early.  
 
8.5.2.4 Fly Stage 
Technical focus of product development activities. In the previous 
phases, technical activities focused on implementing reliable in-
strumentation, creating comprehensive metrics and conducting 
learning experiments. This typically causes one-time metrics to be 
created, and many different types of scorecards to appear in vari-
ous teams. In the ‘Fly’ stage, feature teams should be able to agree 
on a standard scorecard (for example, one scorecard that can be 
used by all of the feature teams). To manage this situation, and to 
preserve only the metrics and scorecards that are useful, those that 
are not active (for example, have not been viewed on a scorecard, 
are not used in experiment hypothesis) should become labelled for 
deletion. Similar consolidation should happen for data pipelines. 

Experimentation platform capability. To conduct tens of thou-
sands of OCEs yearly, experimentation platform should become 
Intelligent and support features such as Interaction control and de-
tection (for example, detecting and correcting results when experi-
ments interact with each other), and near real-time detection and 
autonomous shutdown of harmful experiments. In addition, and to 
enable experimenters to better understand the experiment out-
comes, the experimentation platform should also support an accu-
mulation of institutional memory and have drill-down capabilities 
to reveal reasons for metric movements. We present the features in 
greater detail next:  
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Interaction control and detection: A statistical interaction be-
tween two concurrently running treatments A and B exists if their 
combined effect is not the same as the sum of two individual 
treatment effects. This is a feature that prevents such experiments 
with conflicting outcomes to run on the same sets of users (e.g. one 
experiment is changing the background color to black, another the 
text to gray). Control for such interactions should be established 
and handled automatically. After detecting an interaction, the ex-
perimentation platform should send an alert to the experiment 
owners via email or tools like Slack to get their attention. Detailed 
guidance on how to implement this feature is available in [57]. 

Near real-time detection and autonomous shutdown. In this 
stage, and with many experiments testing many metrics, the naïve 
approach to alerting and reacting on every statistically significant 
negative metric change will lead to an unacceptable number of 
false alerts.  The entire alerting system can become overloaded and 
hard to interpret for experimenters. To address this challenge, and 
before raising an alert and deciding on an action for it, the experi-
menters should take into consideration the following factors: (1) 
the type of the metric with the degradation, (2) the size of the 
change, and (3) the severity level. 

 
(1) Alerting should be configured on the success and data quality 

metrics. Alerting on various debugging metrics might be use-
ful, however, at the same time take away the attention from 
the really important changes.  

(2) The difference between the treatment and the control should 
not only be statistically significant, but also large enough in 
absolute magnitude to have a meaningful impact. For exam-
ple, an experimentation platform should not alert to a 1-
millisecond degradation to Page-Load-Time metric, even if the 
confidence that the degradation is a real effect (e.g., the p-
value is less than 1e-10) is very high. 

(3) Different magnitudes of changes of experiment metrics are 
categorized in specific severity levels based on the number of 
customers impacted, and the amount of business degradation 
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(for example, revenue lost might have high severity than Page-
Load-Time degradation). 

Based on these three factors, the action that the experimenters take 
can be decided. For example, the most severe changes may result in 
a shutdown of an experiment. On the other hand, less severe 
changes could result in notifying the team over a communication 
tool (for example, Microsoft Teams or Slack) about its status. 

 The accumulation of institutional memory: The large number of 
experiments conducted in this stage by many individuals in several 
feature teams makes it increasingly more difficult to remember 
what has already been tested, based on what qualitative insight, 
and what the outcome of those OCEs was. To enable feature teams 
to benefit from the past experiment learnings, a mature experimen-
tation platform should automatically capture the qualitative in-
sights that led to the design of the experiment, summary of the in-
dividual experiment, the hypotheses that were evaluated, the dif-
ferences between the variants, any special instrumentation or data 
that was captured specifically for the experiment and a definitive 
scorecard that was used to make the decision on. Most important-
ly, the decision whether any of the variants were deployed should 
be captured with qualitative insights that contributed to the deci-
sion. Capturing the learnings that we list above is critical for exper-
imenters to get an overview of the OCEs that were conducted in 
individual areas (for example, relevance or performance), and to 
form better hypotheses for future experiments. In addition, infor-
mation such as links to any other scorecard that was computed in 
an experiment and a screenshot of the change (in situations when 
the variations were visually different) may be helpful to keep. 

Deep-Dive analysis: To make more informed decisions and dis-
cover what impacted a certain metric to change, an experimenta-
tion platform should enable top-down and bottom-up deep dive 
analysis of experiments. In a top-down scorecard analysis of an 
experiment, a scorecard that contains the aggregate data can be 
further broken down into segment scorecards (for example, one 
scorecard per browser type) and time period scorecards (for exam-
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ple, a daily and a weekly scorecard). This type of breakdown ena-
bles experimenters to understand how homogeneous the treatment 
effect is across the different segments and time periods. Using this 
breakdown, experimenters might discover common heterogeneous 
effects in various segments (for example, a very old browser ver-
sion might be causing a high number of errors when new technolo-
gy is used to develop the site) and detect novelty and long-lasting 
effects (for example, the treatment group that received a new fea-
ture engages with it in the first day and stops using it the day af-
ter).  

In addition, and to further narrow the scorecard to the most crit-
ical changes, an experimentation platform should enable hiding 
non-significant changes, or showing the significant changes under 
different thresholds (e.g. 0.05 or 0.001 significance thresholds). In 
a bottom-up scorecard analysis, experimenters are concerned in 
debugging how individual log signals affected the metric computa-
tion. For example, to reduce the noise in the log data when a 
change to a product is done on a checkout page, a deep-dive analy-
sis might help in revealing the signal that triggers when users land 
on the page where the change was implemented. This signal can 
then be used (together with the counterfactual signal from the con-
trol variation) to provide experimenters with a triggered scorecard 
view where the test statistic is computed only on the affected 
(treatment) and ‘would be affected’ (control) users. This bottom-up 
analysis is also very useful in situations when debug metrics are not 
detailed enough to explain a change in a particular metric. 

Experimentation pervasiveness. Contrary to previous stages 
where experimentation is seen as a tool to validate improvement 
hypotheses to software products, in this stage feature teams exper-
iment with all changes, even bug fixes. In fact, many experiments 
in the ‘Fly’ stage could be no-harm experiments from the start. The 
view of experimentation is extended from value seeking activity to 
a safe-gate utility.  

Feature team self-sufficiency. No Data Scientist involvement 
needed for most experiments. On top of the effortless experiment 
creation and management, experiment results should be intuitive 
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for feature teams to interpret and make decisions on. In experi-
ments where additional help is needed from data scientists with 
experimental skills, feature teams contact a center of excellence 
(see below).  

Experimentation team organization. Feature teams have their 
own experimentation experts that create a strong unity with busi-
ness, and connect with a centralized experimentation team. On the 
other side, a centralized experimentation team serves as a center of 
excellence that partners with experimentation experts on feature 
teams in situations when help is needed. The primary focus of the 
center of excellence is, however, on improving the design, execu-
tion, and analysis of controlled experiments. A benefit of this or-
ganization is that by connecting the data scientists together, best 
practices can be spread throughout the organization and institu-
tional memory shared in another way. This can be further acceler-
ated by hosting classes for feature teams, labs, and creating internal 
conferences. The main disadvantage, however can be a lack of clar-
ity about what the center of excellence owns and what the feature 
teams own, who should pay for hiring more data scientists when 
various feature teams grow the number of experiments, and who is 
responsible for investments in checks and alerts related to experi-
mentation on the feature team’s components.  
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Overall Evaluation Criteria (OEC). In this stage, the OEC is used 
to set the performance goals for teams within the organization, and 
monitor their progress in reaching them. In contrast to the previous 
phases where the OEC was evolving, changes to the overall evalua-
tion criteria in the “Fly” phase should occur only periodically (e.g. 
once per year) and follow a standardized process. This gives inde-
pendent teams across the product portfolio a chance to focus their 
work on understanding how the features they own affect the key 
metrics, prioritizing their work to improve the OEC.  

Experimentation Impact. The impact of experimentation in this 
stage is widespread across the product. Teams working on the 
product are rewarded for experiment metric gains. At the same 
time, teams’ contributions are measured not only by the number of 
changes they deployed but also with the exact amount of metrics’ 
improvements. Impactful experiment results can be shared with top 
executives, board of directors, and externally. As illustrated in the 
empirical data section, experimentation and its impact may even be 
discussed on quarterly earnings calls. If experimentation growth 
starts with aligning the experimentation practices to the organiza-
tion, in the ‘Fly’ stage the organization becomes the one that is 
aligned to it. Humble, however, very impactful. 

 
8.5.3 Applying The Experimentation Growth Model 
In the previous section, we described in greater detail our guide-
lines towards evolving experimentation practices. To benefit from 
our main contribution, the Experimentation Growth Model, soft-
ware companies that are developing or growing their experimenta-
tion capabilities should first identify their current state of maturity 
for experimentation. By recognizing their current state, they can 
learn what to do in the short and long-term to grow their experi-
mentation capabilities using the guidance presented in the Experi-
mentation Growth Model and its evolutionary steps.  

 
Step 1: Exp. Growth self-assessment: To enable companies an ef-
fortless and consistent self-assessment of their current state of ex-
perimentation capabilities based on our model, we developed an 
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online application available online at ‘https://www.exp-
growth.com’ [214]. The first two authors of this chapter designed 
the application in a form of a survey questionnaire. The survey was 
refined based on multiple rounds of feedback collection from test 
respondents (in total 54 people working at four of our case com-
panies). Our questionnaire asks the responded 15 closed multiple-
choice questions, and an open-ended question. Based on the re-
sponses, the application calculates an overall Experimentation Ma-
turity score, and a score for every dimension of the Experimenta-
tion Growth model. At the same time, it visualizes the experimen-
tation maturity assessment (see example on Figure 18 in yellow). In 
this way, software companies can, with very little effort, consist-
ently evaluate the current state of their experimentation evolution. 

 
Step 2: Exp. Growth evolving: By assessing their maturity for ex-
perimentation for each of the seven dimensions of the growth 
model, software companies can draw the roadmap for the neces-
sary changes and investments that are needed to evolve and further 
develop their experimentation practices. For example, and as visi-
ble in Figure 6 from one of the anonymous software companies 
that assessed their current state of experimentation growth through 
our tool, this particular software company learned that they lack 
behind in 3 dimensions of experimentation growth. The company 
should 1) invest into standardizing their data collection practices 
and build informative metric groups, (2) form a centralized exper-
imentation team, (3) and invest into designing and selecting metrics 
for their OEC.  
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Figure 18. Experimentation Growth Maturity example. 

http://www.exp-growth.com/ 
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8.5.4 The Challenging Side of Experimentation 
Experimentation in software product development is frequently 
presented as a magic pill that cures many diseases ingrained in a 
software product. Our prior work is no exception to this [9], [25]. 
And although we did not conduct a thorough analysis of our em-
pirical data for the purpose to identify all of the current challenges 
in experimentation, we wish to contrast our overall positive view 
by presenting two concerns of experimentation that appeared in 
our discussions most frequently. The limitation with the low num-
ber of users and a concern with the ethics of experimentation. 

Randomization unit count: Not specific to experimentation, 
however in the essence of it, is the size of the population that com-
panies can sample from and randomize on (their customer base). 
To measure very sensitive changes to metrics, many randomization 
units are needed in the experiment variations. For example, to 
measure a subtle change to a key OEC metric, several millions of 
users might be needed over a period of a few weeks to get the sta-
tistical power that is required to detect the desired effect. Although 
there are a number of different ways to tackle this problem (for ex-
ample, to run experiments longer, to reduce noise in the data by 
analyzing only the units that were impacted by the change - known 
as triggered analysis, to make larger changes, etc.) many of them 
suffer from pitfalls that need to be carefully controlled for [15], 
[16], [187]. However, one way to really improve the accuracy of 
the analysis is to increase the number of randomization units as-
signed to an experiment. Assuming that companies have enough 
units (for example users), assigning more units to one experiment 
may block other experiments from starting, creating queues of ex-
periment variations that are waiting to be tested. In the scenario 
when this assumption is not true, a controlled experiment may not 
be helpful. In fact, for one of the case companies that we work 
with, experimentation is an activity  that can be used effectively 
only during the periods when many customers use their solution. 
Such limitations give the accumulation of OCEs learnings an ever-
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higher priority, and prioritization of experiment execution a new 
meaning. 

Ethics of experimentation: In some scenarios, OCEs can have a 
profound impact on the users that are exposed to different experi-
ences. For example, a software company might have an interest in 
tricking users into converting to something that they might not 
want to, removing features from some of their product users, or 
even changing how their customer base behaves. To provide a con-
crete example, we reference an experiment from Facebook [144] 
where positive news were suppressed from the treatment group, 
causing the users of Facebook in this group to express aggressive 
negative opinions on the social network site. Experiments that 
change user behavior to similar extent can be considered unethical, 
and software companies should take this into consideration when 
(1) designing experiments and (2) deciding in what way to use their 
results. We support this with an illustrative quote from one of our 
case companies:  

 
“Some experiments don’t ship because they are not good for us-

ers and impacting trust of users would make the cost of learning 

too high. Trust is the most important thing for us, that’s why 

we often make decisions against metrics and rely on our com-

munity to naturally police things” 

--Case Company J 
 
Without doubt, more discussion and research is needed to address 
the two considerations above, and to enable even more transparent 
and efficient experimentation for software companies with custom-
ers using their products around the globe.  
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8.6 Conclusion 
Learning from data has always been critical for software compa-
nies [6], [28]–[31]. More than ever, companies today realize the 
importance of using the data to reveal how their customers actually 
use their products [23], [133], [175], [198], in addition to data that 
reveals what customers say they do with these products [59], [64], 
[215], [216] 

At a time when online services are becoming vital to almost all 
businesses, rigorous online controlled experiments should be 
standard operating procedure in companies with many customers 
[14], [58], [189]. If a company develops the software infrastructure 
and organizational skills to conduct them, it will be able to assess 
not only product ideas, but also potential business models, strate-
gies, products, services, and marketing campaigns—all relatively 
inexpensively [11]. To achieve this level of maturity for experimen-
tation, however, companies need to grow and evolve their experi-
mentation capabilities.  

In this chapter, and based on case study research conducted with 
four large-scale software companies that are in the forefront of ex-
perimentation capability, we present the seven most critical aspects 
of experimentation, and explain in greater detail how to address 
them in each of the four stages of maturity for experimentation. 
Our main result is the Experimentation Growth Model, which ex-
tends and redefines our prior work. Specifically, we redefined pre-
viously recognized dimensions, extended our work with a new di-
mension of experimentation evolution (the impact of experimenta-
tion), we showcased learnings through examples of online con-
trolled experiments from four large scale case companies, and de-
scribed individual stages of experimentation in much greater detail. 
With our work, we aim to help other software companies in evolv-
ing their experimentation practices.  
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9 EXPERIMENTATION PLATFORM 

Abstract 
Online controlled experiments (e.g., A/B tests) are an integral part 
of successful data-driven companies. At Microsoft, supporting ex-
perimentation poses a unique challenge due to the wide variety of 
products being developed, along with the fact that experimentation 
capabilities had to be added to existing, mature products with 
codebases that go back decades. This chapter describes the Mi-
crosoft ExP Platform (ExP for short) which enables trustworthy 
A/B experimentation at products from web properties (such as 
bing.com) to mobile apps to device drivers within the Windows 
operating system. The two core tenets of the platform are trustwor-
thiness (an experiment is meaningful only if its results can be trust-
ed) and scalability (we aspire to expose every single change in any 
product through an A/B experiment). Currently, over ten thousand 
experiments are run annually. In this chapter, we describe the four 
core components of an A/B experimentation system: experimenta-
tion portal, experiment execution service, log processing service 
and analysis service, and explain the reasoning behind the design 
choices. These four components provide a system where ideas can 
turn into experiments within minutes and experiments can provide 
trustworthy results within hours.  
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9.1 INTRODUCTION 
Online controlled experiments (e.g., A/B tests) are becoming the 
gold standard for evaluating improvements in software systems 
[29]. From front-end user-interface changes to backend algorithms, 
from search engines (e.g., Google, Bing, Yahoo!) to retailers (e.g., 
Amazon, eBay, Etsy) to social networking services (e.g., Facebook, 
LinkedIn, Twitter) to travel services (e.g., Expedia, Airbnb, Book-
ing.com) to many startups, online controlled experiments are now 
utilized to make data-driven decisions at a wide range of compa-
nies [11]. While the theory of a controlled experiment is simple, 
and dates to Sir Ronald A. Fisher’ [129], the deployment of online 
controlled experiments at scale (for example, 100’s of concurrently 
running experiments) across variety of web sites, mobile apps, and 
desktop applications is a formidable challenge. 

Consider the following experiment that ran in Skype mobile 
and desktop apps. When the user attempts a call but the caller does 
not answer, a dialog is shown prompting the user to leave a video 
message. 

Many steps need to happen to execute this experiment. First, 
the code that shows the message needs to be deployed to the clients 
in such a way that it can be turned on and off via the experimenta-
tion system. Then, the audience, the experiment design, the exper-
iment steps, and the size and duration for each step need to be de-
termined. During the experiment execution, correct configurations 
need to be delivered to the users' mobile and desktop apps, ideally 
in a gradual manner, while verifying that the experiment is not 
causing unintended harm (e.g. app crashes). Such monitoring 
should continue throughout the experiment, checking for variety of 
issues, including interactions with other concurrently running ex-
periments. During the experiment, various actions could be sug-
gested to the experiment owner (the person who executes the ex-
periment), such as stopping the experiment if harm is detected, 
looking at surprising metric movements, or examining a specific 
user segment that behaves differently from others. After the exper-
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iment, results need to be analyzed to make a ship/no-ship recom-
mendation and learn about the impact of the feature on users and 
business, to inform future experiments.  

The role of the experimentation platform in the process de-
scribed above is critical. The platform needs to support the steps 
above in a way that allows not only a data scientist, but any engi-
neer or product manager to successfully experiment. The stakes are 
high. Recommending an incorrect experiment size may result in 
not being able to achieve statistical significance, therefore wasting 
release cycle time and resources. Inability to detect harm and alert 
the experiment owner may result in bad user experience, leading to 
lost revenue and user abandonment. Inability to detect interactions 
with other experiments may lead to wrong conclusions. 

At Microsoft, the experimentation system (ExP) [217] supports 
trustworthy experimentation in various products, including Bing, 
MSN, Cortana, Skype, Office, xBox, Edge, Visual Studio, Win-
dows OS. Thousands use ExP every month to execute and analyze 
experiments, totaling over ten thousand experiments a year.  

In this chapter, we describe the architecture of ExP that enables 
such a large volume of diverse experiments, explain the reasoning 
behind the design choices made, and discuss the alternatives where 
possible. While the statistical foundations of online experimenta-
tion and their advancement is an active research area [26], [218], 
and some specific aspects of experiment execution such as enabling 
overlapping experiments [58] were discussed elsewhere, to our 
knowledge this is the first work focusing on the end-to-end archi-
tecture of a software system supporting diverse experimentation 
scenarios at scale. 

The two core tenets of ExP are trustworthiness and scalability. 
“Getting numbers is easy; getting numbers you can trust is hard” 
[219]. Producing trustworthy results requires solid statistical foun-
dation as well as seamless integration, monitoring, and variety of 
quality checks of different components of the system. Scalability 
refers to the ability of a new product or team to easily onboard and 
start running trustworthy experiments on ExP at low cost, and 
then enable more and more ExP features as the experimentation 
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volume grows, until every single product feature or bug fix, as long 
as it is ethical and technically feasible, is evaluated via an experi-
ment [9]. 

The four core components of ExP are experimentation portal, 
experiment execution service, log processing service, and analysis 
service. Experimentation portal is an interface between the experi-
ment owner and the experimentation system, enabling the owner 
to configure, start, monitor and control the experiment throughout 
its lifecycle (see Figure 1). Experiment execution service is con-
cerned with how different experiment types are executed. Log pro-
cessing service is responsible for collecting and cooking the log da-
ta and executing various analysis jobs. Analysis service is used 
throughout the whole experiment lifecycle, informing experiment 
design, determining parameters of experiment execution, and help-
ing experiment owners interpret the results. 

The contribution of our chapter is threefold: We (1) describe 
the architecture of ExP, Microsoft’s large scale online experimenta-
tion platform, supporting experiments across web sites, mobile and 
desktop apps, gaming consoles, and operating systems. We (2)  dis-
cuss choices and alternatives, which, in other scenarios and for 
other companies, may potentially be better options when building 
their own experimentation platform. We (3) illustrate the discus-
sion with examples of real experiments that were ran at Microsoft. 

With increasing use of experimentation in software develop-
ment, more and more companies are striving to expand their ex-
perimentation capabilities. We hope that this chapter can serve as a 
guide, helping them build trustworthy and scalable experimenta-
tion solutions, ultimately leading to more data driven decisions 
benefitting the products and their users.  
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9.2 BACKGROUND & RESEARCH METHOD 
9.2.1 Online Controlled Experiments 
In the simplest controlled experiment or A/B test users are random-
ly assigned to one of the two variants: control (typically denoted as 
A) or treatment (typically denoted as B). Elsewhere in this chapter, 
we will use V1, V2, V3… to represent variants, and an experiment 
is defined as a set of variants, e.g. E = {V1, V2}. Usually control is 
the existing system, and treatment is the existing system with a 
change X (for example, a new feature). While the experiment is 
running, user interactions with the system are recorded, and met-
rics are computed. If the experiment were designed and executed 
correctly, the only thing consistently different between the two var-
iants is the change X. External factors are distributed evenly be-
tween control and treatment and therefore do not impact the re-
sults of the experiment. Hence any difference in metrics between 
the two groups must be due to the change X (or a random chance, 
that we rule out using statistical testing). This establishes a causal 
relationship between the change made to the product and changes 
in user behavior, which is the key reason for widespread use of 
controlled experiments for evaluating new features in software. For 
the discussion that follows, an important aspect is where an exper-
iment is executed. If the experiment is executed by the user’s mo-
bile/desktop app, gaming console, OS, etc. we label it a client-side 
experiment. If the experiment is executed by the web site, call rout-
ing infrastructure, or other server component, we label it a server-
side experiment. 
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9.2.2 Related Work 
Controlled experiments are an active research area, fueled by the 
growing importance of online experimentation in the software in-
dustry. Research has been focused on topics such as new statistical 
methods to improve metric sensitivity [188], metric design and in-
terpretation [44], [122], projections of results from a short-term 
experiment to the long term [15], [184], the benefits of experimen-
tation at scale [11], [25], experiments in social networks [37], as 
well as examples, pitfalls, rules of thumb and lessons learned from 
running controlled experiments in practical settings [154], [192], 
[16]. These works provide good context for our chapter and high-
light the importance of having a solid engineering platform on top 
of which the new research ideas, such as the ones referenced, can 
be implemented and evaluated. Our work describes how to build 
such a platform. 

High-level architecture of an experimentation system was dis-
cussed in section 4.1 of [57] and partially in [9], [135]. The discus-
sion, however, is very brief, and, most importantly, only concerns 
experimentation on web properties. Similarly this is the case in 
[58]. Supporting client experimentation, such as desktop or mobile 
apps, requires a different architecture. Moreover, since [57] and 
[58] were published, new experiment design and execution ap-
proaches were developed, e.g. [188], which also require a different 
architecture to support them. Therefore, to introduce a detailed ar-
chitectural design of an experimentation platform that supports the 
aforementioned experimentation scenarios, we conducted an in-
depth case study at Microsoft, which we briefly describe next. 

 
9.2.3 Research Method 
The result of this chapter builds on case study research [137] con-
ducted at Microsoft Corporation – Case Company H. 

Case Company. Microsoft is a multinational organization and 
employs over 120 000 people. Most of the authors of this chapter 
have been working at the case company for several years with 
many product teams (e.g. Bing, Skype, Office, XBOX etc.) specifi-
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cally focusing on enabling and advancing their experimentation 
capabilities.  

Data collection. The authors of this chapter have good access to 
the meeting notes, design documents, notebooks and the experi-
mentation platform itself. We collected and placed all existing doc-
uments that describe the ExP in a shared folder, and complemented 
them with a joint notebook with personal notes and insights about 
ExP that were previously not documented.  

Data Analysis. We aggregated the collected data describing the 
ExP platform, and jointly triangulated the historical data describ-
ing the reasoning behind the various architectural decisions of the 
ExP platform with our recent and extensive experience. In princi-
pal, we applied the thematic coding approach where we grouped 
similar concepts under categories, and aggregated these further un-
til we agreed on a level of abstraction. In this way, for example, we 
emerged with “Experiment Execution Service” label and other 
components that describe our platform. During the analysis pro-
cess, several people working at the case company reviewed our 
work and provided feedback on it. 

Threats to Validity. Construct validity: Our case company has a 
long tradition of experimentation research and applying it in prac-
tice. The authors of this chapter and others that contributed to it 
are very familiar with the architecture of the ExP platform, and the 
needs and challenges that it has to address. External Validity: The 
discussion in this chapter and its main contribution is based on a 
system implemented at a single company. This is a limitation that 
we acknowledge. Despite this concern, however, we believe that 
the diverse range of products that our platform supports make our 
contributions generalizable to many other scenarios across the 
software industry, including to companies developing web sites, 
mobile and desktop apps, gaming consoles, services, and operating 
systems.  
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9.3 ExP PLATFORM ARCHITECTURE 
The ExP platform aims to facilitate the experimentation lifecycle 
(see Figure 1), which is the basis of data-driven product develop-
ment at Microsoft.  

 
9.3.1 Experimentation Lifecycle 
All product changes (e.g. new features) should start with a hypoth-
esis, which helps explain the reasoning for the change. Good hy-
potheses originate from data analysis and should be quantifiable. 
In the Skype experiment example introduced in Section 1, the hy-
pothesis could be that at least 1 out 10 of users who had an unan-
swered call would leave a video message, leading to an increase in 
the number of calls (due to more returned calls) and an increase in 
the overall use of Skype.   

 

  

Figure 19. The experimentation lifecycle. 
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The hypothesis then goes through the steps of implementation and 
evaluation via an experiment. At the end of the experiment, the de-
cision is made to ship the change or abort. Regardless of the out-
come, the learnings from the experiment become the basis of a new 
hypothesis, either an incremental iteration on the current feature, 
or something radically different.  

In the remainder of this section, we discuss the end-to-end ar-
chitecture of the experimentation system, which we also depict on 
Figure 3 on the next page. 

 
9.3.2 Experimentation Portal 
Experimentation portal serves as an interface between the experi-
ment owner and the experimentation system. The goal of the ex-
perimentation portal is to make it easy for the experiment owner to 
create, configure, run, and analyze experiments. For experimenta-
tion to scale, we need to keep making these tasks easier.  

The three components of the experimentation portal are exper-
iment management, metric definition and validation, and result 
visualization and exploration. 

 
a) EXPERIMENT MANAGEMENT: Consider the following 
example of an experiment ran in Bing, aimed to understand the 
impact of changing the Bing’s logo, as shown in Figure 2. We will 
use this example to illustrate the key choices the experiment owner 
has to make when creating and managing an experiment. 

Audience often depends on the design of the feature. For the ex-
ample in Figure 2, since this is an English language logo, only users 
in the United States-English market were exposed to the experi-
ment. It is a common practice to hone your feature and learnings in 

Figure 20. An iteration of the Bing logo experiment. 
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one audience, before proceeding to expand to other audiences. The 
experimentation portal needs to provide flexible audience selection 
mechanisms, also known as targeting or traffic filters. Examples of 
simple traffic filters are market, browser, operating system, version 
of the mobile/desktop app. More complex targeting criteria may 
involve prior usage information, e.g. “new users” who started using 
the app within the last month. 

b) Overall Evaluation Criteria (OEC) is, essentially, the formaliza-
tion of the success of experiment hypothesis in terms of the ex-
pected impact on key product metrics. It is important that the OEC 
is determined before the experiment starts, to avoid the temptation 
of tweaking the ship criteria to match the results, and because it 
serves as input for determining the experiment size and duration. 
Ideally, most experiments should optimize for a single product-
wide OEC rather than individual experiment-specific OECs [9]. 
For the example in Figure 2, the OEC was the standard Bing OEC 
discussed in [220]. The experimentation portal should require the 
experiment owner to formally document the OEC when creating 
an experiment. 

Figure 21. Architecture of the experimentation platform. 
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c) Size and duration. The experiment owner needs to specify 
what fraction of the targeted population will receive the treatment 
and the control, and how long the experiment should run. The key 
tradeoff here is that the experiment owner would be risk averse 
and would want to exposure as few users as possible to the new 
feature but still be able to detect sizable changes in key metrics. 
Power analysis [205] helps in making this decision. Do note that 
running an experiment longer is not always better in terms of de-
tecting small changes in metrics [220]. One key input in power 
analysis is the coverage of the new feature: the proportion of users 
in treatment who will experience the new feature. In cases of small 
coverage triggered analysis can help improve the power of metrics 
[18]. Other factors like apriori expectation of novelty or primacy 
effects in features, or warm up period needed for machine learning 
models may also be a factor for determining the duration of an ex-
periment.  It is important to stick to the duration of the experi-
ment. Stopping the experiment early or increasing the duration af-
ter looking at the results can lead to wrong conclusions [16].  

d) Experiment template. While the basic experiment setup de-
scribed in Section II.A can be used, it may suffer from random im-
balance. When the users are randomized into variants, just by 
chance there may be an imbalance resulting in a statistically signifi-
cant difference in a metric of interest between the two populations. 
Disentangling the impact of such random imbalance from the im-
pact of the treatment may be hard. Following the idea of [221], 
ExP supports several types of experiments that use re-
randomization to alleviate this problem. The naïve way to detect 
random imbalance is to start an experiment as an A/A (treatment 
and control are the same in this stage), run it for several days, and 
if no imbalance is detected, apply the treatment effect to one of the 
A’s. If random imbalance is present, however, the experiment 
needs to be restarted with a re-randomization, resulting in a delay. 
When this experiment type was used in Bing about 1 out of 4 ex-
periments had to be restarted. Another option is to perform a ret-
rospective A/A analysis on historical data, the Pre-Experiment 
Analysis step in Figure 3. For example, we can take the historical 
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data for the last one week and simulate the randomization on that 
data using the hash seed selected for the A/B experiment about to 
start, as if a real A/A experiment ran during that time, and check 
for imbalance. Expanding on the above idea, we can perform many 
(e.g. 1000) retrospective A/A steps simultaneously and then select 
the most balanced randomization hash seed to use for the A/B step. 
We call this experiment type SeedFinder, referring to its ability to 
find a good hash seed for randomization. To implement 
SeedFinder, the experimentation portal needs to interact with the 
analysis service even before the experiment has started, and the 
analysis service needs to be able to precisely simulate offline the 
targeting and randomization as if it happened in the online system. 
Another aspect of experiment configuration is ramp-up: the se-
quence of steps the experiment will take to reach its final size. 
Ramp-up is particularly important for risky experiments, where the 
experiment owner may want to start them at a very small size and 
gradually move to the final desired size. ExP platform encapsulates 
different options for experiment types and ramp-up scheduled into 
experiment templates. Each product has its own set of templates 
that may include, in addition to the aspects described above, choic-
es for what randomization unit to use in the experiment and alter-
native experiment designs such as interleaving [222]. Each product 
has a default recommended template. 

e) Experiment Interactions. When many experiments configured 
as discussed earlier in this section are running concurrently, every 
user has a chance to be in any subset of these experiments at the 
same time. While often it does not create any issues, it is problem-
atic in cases where interactions occur between variants of different 
experiments. Consider a hypothetical example where one experi-
ment changes the font color on a web page to blue, while another 
changes the background color to blue. A mechanism to prevent the 
user from being in both of these experiments at the same time is 
needed. To address the need to execute multiple potentially inter-
acting experiments concurrently, we use the notion of isolation 
group. Each variant 𝑉 is tagged with one or more isolation groups, 

219



 
 

 
 
220 

denoted by 𝐼𝐺(𝑉). Isolation groups must satisfy the Isolation 
Group Principle: if 𝑉1 and 𝑉2 are two variants and 𝐼𝐺(𝑉1) ∩
𝐼𝐺(𝑉2) ≠ ∅, then a user can never be concurrently assigned to both 
𝑉1 and 𝑉2. To avoid assignment mismatches between the variants, 
we require all variants in the experiment to share the same set of 
isolation groups. The problem of taking a global set of variants – 
each with its own set of isolation groups – and providing a set of 
assignments for each user will be discussed in Section III.C. 

f) Variant behavior. Experiment owner needs to configure the 
behavior for each variant. For server-side experiments, where the 
product code can be updated at any time, configuration manage-
ment system such as the one described in [213] can be used to 
manage large amount of configurations. For client-side experi-
ments, where the software is only updated periodically, an online 
configuration system needs to be used to turn the features of the 
product on and off. Discussion of the design of configuration sys-
tems is beyond the scope of this chapter.   

 
2) METRIC DEFINITION AND VALIDATION: 
 To obtain accurate and comprehensive understanding of experi-
ment results, a rich set of metrics is needed [16]. Therefore, to scale 
experimentation it is important to provide an easy way to define 
and validate new metrics, that anyone in the company is able to 
use. The process of adding new metrics needs to be lightweight, so 
that it does not introduce delays into the experiment life cycle. It is 
also important to ensure that metric definitions are consistent 
across different experiments and business reports. 

To satisfy the above requirements, we developed a Metric Defi-
nition Language (MDL) that provides a formal programming lan-
guage-independent way to define all common types of metrics. The 
user-provided metric definition gets translated into an internal rep-
resentation, which can then be compiled into a number of target 
languages, such as SQL. Having a language-independent represen-
tation is particularly useful, because different Microsoft products 
use different backend data processing mechanisms, and sometimes 
the same product may use several mechanisms. MDL ensures that 
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the definition of a metric is consistent across all such pipelines. See 
Figure 4 for an example of MDL. 

Experimentation portal provides a user interface enabling every-
one to easily create and edit MDL metric definitions, test them on 
real data, and deploy to the Metric Repository. This repository is 
then used by all experiment analysis and business reporting jobs. 
On average, over 100 metrics are created or edited every day using 
the metric definition service.  

4) RESULT VISUALIZATION/EXPLORATION:  
While the experiment is running, and after its completion, various 
analysis results are generated: quick near-real time checks are per-
formed, large experiment scorecards with thousands of metrics are 
computed, alerts are fired, deep-dive analyses are automatically 
kicked off, and manually configured custom analyses are created. 
The goal of the Results Visualization and Exploration component 
is to serve as a single place where experiment analysis information 

Figure 22. MDL representation of the AvgClicksPerUser metric: definition 
(top), internal representation (middle) and auto-generated SQL (bottom). 
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is collected, providing visualizations and tools to help the experi-
ment owner explore the results learning as much as possible, and 
make the correct ship/no-ship decision. The portal also allows con-
figuring and submitting additional analysis requests.  

The simplest form of experiment results is an experiment score-
card – a table consisting of a set of metrics and their movements in 
an experiment. In a typical scorecard comparing two variants, con-
trol and treatment, the following minimal information should be 
displayed for every metric:  
• The observed metric values for control and treatment. 
• The delta between these observed values, both in absolute and 

relative terms. 
• The results of a statistical test to convey significance of the del-

ta, typically via a 𝑝-value from a t-test. 
At Microsoft, it is common for experiment scorecards to com-

pute thousands of metrics over dozens of population segments, 
making manual scorecard analysis tedious and error prone. Im-
portant insights can be missed, especially if they are not expected 
by the experiment owner or heterogeneity is present in the treat-
ment effect [223], and a large number of metrics gives rise to the 
multiple comparisons problem [224]. ExP provides a number of 
visualizations and analysis tools to automatically identify and high-
light interesting insights for the experiment owner, and help avoid 
pitfalls such as the ones mentioned above. Some of these solutions 
are discussed in [16]. 

In addition to helping configure, run, and analyze experiments, 
Experimentation Portal also acts as a central repository of all pre-
viously run experiments, collecting metadata about each experi-
ment and its results, and providing anyone an opportunity to learn 
about the past successes and failures, helping to disseminate 
learnings from experiments across the company.  
 
9.3.3 Experiment Execution Service 
The goal of the experiment execution service is generating variant 
assignments and delivering them to the product.  

1)  GENERATING VARIANT ASSIGNMENTS 

222



 
 

223 
 

 

At any given point in time, the system has its global experimenta-
tion state, which consists of the set of active variants, along with 
the following information about each variant: 
• The set of isolation groups. 
• The traffic filters. 
• The percentage of total traffic configured. 

An assignment request comes with a certain randomization unit 
(e.g. user id) and as well as other properties that allow resolving 
the traffic filters. Given this information, the goal of the experi-
ment assignment service is to compute the set of variants for this 
request. 
Let us first consider the scenario of one isolation group. The isola-
tion group has an associated numberline, which can be represented 
as a sequence of numbers (called buckets), with each bucket repre-
senting an equal portion of the population, and the whole repre-
senting 100% of the population. For any numberline, each user is 
consistently hashed into one specific bucket based on their user id, 
using a hash function such as [225]. For example, Figure 5 shows a 
numberline with ten buckets, where a user has been assigned to 
bucket 7. 

An experiment that utilizes this isolation group will be allotted a 
set of buckets, as determined by availability and granularity of the 
numberline. If an experiment were to utilize this isolation group 
and consisted of a 40% treatment and a 40% control, then buckets 

0 1 2 3 4 5 6 7 8 9 
Treatment Control  
 
 

0 1 3 4 5 6 7 8 9 
 
 Figure 23. Diagram of a numberline for a single isolation group. 

A user who hashes into bucket 7 will always hash into bucket 7. 

Figure 24. Diagram of a numberline where buckets 0-3 have 
been allocated to treatment and 4-7 to control. 
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0-3 could be allotted to treatment and 4-7 to control. In this case, 
the user who hashes into bucket 7 would be assigned to control for 
this experiment. This is demonstrated in Figure 6. 

Now that assignment for an individual isolation group has been 
established, we can provide assignment globally by instituting a 
priority order on isolation groups. Each experiment will utilize the 
numberline associated with the highest-priority isolation group in-
volved as long as all other isolation groups for that experiment are 
still available. Then we can iterate through the isolation groups in 
their priority order, assign on each isolation group, and remove 
from consideration lower-priority isolation groups that were part 
of the assigned variant. 

 
2) DELIVERING VARIANT ASSIGNMENT 

There are three ways in which a client can obtains a treatment as-
signment, depicted and compared in Figure 7. 

a)  Via a service call. In this simple architecture, the client/server 
is responsible for explicitly making a service call to the experiment 
assignment service to obtain treatment assignments. The advantage 
of this architecture is that it applies equally to sever-side and client-
side experiments. The disadvantage is that the service call intro-
duces a delay. Because of this care should be taken to select the ap-
propriate time to make the service call. The typical pattern is to 
make the call as soon as the application starts (in order to allow 
experimenting on first run experience), and then periodically, 
avoiding doing it during important user interactions (e.g. in the 
middle of a Skype call). Often the application may choose to delay 
applying the assignment until it restarts, to avoid changing the user 
experience in the middle of the session. 

 
b) Via a request annotation. In this architecture, the service is 

situated behind an Edge network (the network of servers responsi-
ble primarily for load balancing) and treatment assignment is ob-
tained as an enrichment when the user’s request passes through the 
Edge network. The service then obtains the treatment assignment 
from that enrichment, typically via added HTTP headers. This is a 
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common architecture for web sites because it does not require 
making an explicit service call. This architecture, however, is not 
applicable to client experimentation scenarios, because user inter-
action with clients are often local not requiring remote requests 
(e.g. editing a document on a PC.)  

 
c) Via a local library. In this architecture, the client utilizes sole-

ly local resources for treatment assignment. The local library relies 
on configuration that is periodically refreshed by making a call to 
the central variant assignment service. This architecture is the best 
for client experimentation scenarios, and applicable to server ex-
perimentation scenarios as well. An application does not need to 
deal with making service calls explicitly, and also does not need to 
pass the treatment assignments around the stack as every compo-
nent in the stack can call the library as often as needed without in-
curring the delay penalty. 
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Figure 25. Comparison of different variant assignment delivery 

mechanisms. 

3) CONFIGURATION  
In addition to obtaining its variant assignment, the client also 

needs to know how to change its behavior based on these assign-
ments. For server-side experiments, where the code can be updated 
any time, these variant configurations can be shipped as part of the 
code. For client-side experiments, updating the code may be a 
lengthy process, and a typical approach is to ship features dark 
(turned-off), and then utilize a configuration system to turn them 
on and off in response to different variant assignments. While vari-
ant assignment and configuration services have different goals, it is 
convenient to collocate them so that configurations are delivered to 
clients along with variant assignments.  

 
9.3.4 Log Processing Service 

The job of the log processing service is to collect the different 
types of log data (e.g. unique identifiers, timestamps, performance 
signals, context flags, etc.) and then merge, enrich, and join it to 
make it easier to consume by analysis jobs, the processed we call 
cooking. The data then becomes available for consumption by dif-
ferent data processing systems. Near real time processing system 
typically operates on small amounts of recent raw or lightly cooked 
data and is used to perform time-sensitive computations such as 
real-time alerts. Batch processing system operates on large volume 
of data and is used to perform expensive operations, such as com-
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puting a scorecard with thousands of metrics over the whole exper-
iment period. 

 
1) DATA COLLECTION 

From experiment analysis point of view, the goal of data collec-
tion is to be able to accurately reconstruct user behavior. During 
experiment analysis, we will both measure different user behavior 
patterns, and interpret them as successes and failures, to determine 
whether the change improves or degrades user experience. In data 
driven products that make extensive use of experimentation, log-
ging the right data is an integral part of development process, and 
the code that does it adheres to the same standards (design, unit 
testing, etc.) as the code that implements core product functionali-
ty.  

An important type of telemetry data is counterfactual logs. Hav-
ing such signal allows for triggered analysis, greatly improving the 
sensitivity of analysis [18].  

 Telemetry data is usually collected from both the client and the 
server. Whenever there is a choice of collecting the same type of 
data from the client or from the server, it is preferable to collect 
server-side data. Server-side telemetry is easier to update, and the 
data is usually more complete and has less delay.  

 
2) DATA COOKING 

The goal of data cooking is to merge and transform the raw logs 
from all the different sources into the form that is easy and efficient 
to consume by analysis jobs. For example, when a web page is 
shown to the user there’s a record about it in the server logs. When 
the user clicks on a link on the page, there’s a record for it in the 
client logs. During cooking these two records will be merged mak-
ing it much easier to compute metrics such as click-through rate.  

Since telemetry keeps evolving over time, the cooking pipeline 
needs to be designed in a way that easily accommodates new te-
lemetry events and changes to the existing events. Ideally, for most 
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common telemetry changes, no manual changes to the pipeline 
should be needed.  

An important property of the cooking pipeline is the “No data 
left behind” principle. It means that any event or event property 
that existed in the raw logs should, in one form or another, be pre-
sent in the cooked log. This property is essential both for ensuring 
the accuracy of analysis results, and for deep dive investigations of 
the reasons for metric movements. 

As discussed in section 4.3.1, data delay and loss are common in 
client experimentation, and it is the job of the cooking pipeline to 
handle correctly delayed and incomplete data, update the cooked 
data as delayed events come in, and enrich the cooked data with 
extra signals for measuring the rate of data loss. 

 
3) DATA QUALITY MONITORING 

A critical piece of log processing service is data quality monitor-
ing. Our experience is that intentional and unintentional changes 
to telemetry and cooking process happen all the time, impacting 
the correctness of the experimentation metrics. If such changes go 
unnoticed by experiment owners, metrics may be computed incor-
rectly, potentially resulting in wrong decisions on experiments. 

Typical properties of the data to monitor are volume, fractions 
of outlier, empty, and null values, and various invariants – the 
statements about the data that we expect to always hold. An ex-
ample of an invariant is “every Skype call with the status Con-
nected=true should have a non-zero duration”, and conversely 
“every Skype call with the status Connected=false should have 
zero duration”. Once the cooked data stream is produced, a sepa-
rate job needs to run to compute various properties of the stream, 
monitoring conditions should be evaluated, and alerts triggered if 
any issues are detected.  
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9.3.5 Experiment Analysis 
1) ANALYSIS LIFECYCLE 

Experiment analysis is conducted during the entire lifecycle of an 
experiment – hypothesis generation, experiment design, experiment 
execution, and post experiment during the decision-making pro-
cess.  

a) Hypothesis Generation. Results of historical experiments 
inform new hypotheses, help estimate how likely the new hypothe-
sis is to impact the OEC, and help prioritize existing ideas. During 
this stage, the experiment owner examines other historical experi-
ments similar to the one he/she is planning to run, as well as histor-
ical experiments that improved the metrics he/she is hoping to im-
prove.   

b) Experiment Design. During experiment design, analysis is 
performed to answer the following key questions: 

• What kind of randomization scheme to use?  
• How long should the experiment run? 
• What percentage of traffic should be allotted? 
• What randomization seed to use to minimize the imbal-

ance? 
c) Experiment Execution. While the experiment is running, 

the analysis must answer two key questions: 
• Is the experiment causing an unacceptable harm to us-

ers? 
• Are there any data quality issues yielding untrustwor-

thy experiment results? 
d) Post-Experiment.  At the end of the experiment, to decide 

on the next steps, analysis should answer the following questions: 
• Is the data from the experiment trustworthy? 
• Did the treatment perform better than control? 
• Did the treatment cause unacceptable harm to other key 

product metrics? 
• Why did the treatment do better/worse than control? 
• Are there any heterogeneous effects, with treatment im-

pacting different populations differently?  
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To answer these and other analysis questions analysis service 
runs a number of automated and manual analysis jobs, gener-
ates notifications and alerts for the experiment owners, and 
provides tools for deep dive analysis and debugging. We dis-
cuss several key analysis topics in more detail next. 

 
2) METRIC COMPUTATION 

Care needs to be taken to compute the variance correctly during 
the metric computation. While the variance of the count and sum 
metrics computed at the randomization unit level is straightfor-
ward, percentile metrics and metrics computed at other levels 
where units are not independent (e.g. average Page Load Time 
computed as sum of page load times over the number of pages 
loaded across all users) require the use  of delta method and boot-
strap [26]. Wrong variance calculation may lead to incorrect p-
values and potentially incorrect conclusions about the experiment 
outcome.  In [188] a technique was introduced that uses pre-
experiment data to reduce the variance in experimentation metrics. 
We found that this technique is very useful in practice and is well 
worth the extra computation time it requires, because in large 
products very small changes in the metric can have millions of dol-
lars impact on annual revenue. 

Another challenge with metric computation is computing large 
number of metrics efficiently at scale. With thousands of score-
cards computed every day, each often requiring to process tera-
bytes of data and perform sophisticated computations such as the 
one mentioned above, this is a non-trivial challenge. We have 
found that caching computations that are common across multiple 
experiments is helpful for reducing data size and performance.  
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3) SCORECARD ORGANISATION 
While the naïve view of the scorecard as an arbitrary organized 

set of metrics may work for products that are just starting to run 
experiments, the number of metrics grows quickly, with most 
products using hundreds to thousands of metrics. This makes ex-
amining the metrics table manually very time consuming. Several 
scorecard organization principles and analysis components can 
help make it easier for users to understand the results and highlight 
important information they should not miss.  

 
Metric T C Delta (%) 𝒑-value 

Overall Click Rate 0.9206 0.9219 -0.14% 8e-11 

     Web Results 0.5743 0.5800 -0.98% ∼0 

     Answers 0.1913 0.1901 +0.63% 5e-24 

          Image 0.0262 0.0261 +0.38% 0.1112 

          Video 0.0280 0.0278 +0.72% 0.0004 

          News 0.0190 0.0190 +0.10% 0.8244 

    Related Search 0.0211 0.0207 +1.93% 7e-26 

     Pagination 0.0226 0.0227 -0.44% 0.0114 

     Other 0.0518 0.0515 +0.58% 0.0048 

Figure 26. Example set of metrics between a treatment (T) and con-
trol (C). A full breakdown is shown, indicating and explaining the 
overall movement. 

Another important aspect of scorecard organization is providing 
breakdowns of key metrics. For example, Figure 26 shows that a 
success metric Overall Page Clicks Rate has moved negatively in 
the treatment group. Such movement is much easier to interpret us-
ing the breakdown shown below, which shows that the negative 
movement happened in “Web Results”, and that its other compo-
nents were in fact positive. 
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4) VERIFYING DATA QUALITY 
Data quality checks are the first step in analyzing experiment re-

sults [24]. One of the most effective data quality checks for exper-
iment analysis is the Sample Ratio Mismatch (SRM) test, which 
utilizes the Chi-Squared Test to compare the ratio of the observed 
user counts in the variants against the configured ratio. When an 
SRM is detected, the results are deemed invalid and the experi-
menter is blocked from viewing the results to prevent incorrect 
conclusions.  

Another useful data quality verification mechanism is running 
A/A experiments. In an A/A experiment there is no treatment ef-
fect, so if all the computations are correct, the p-values are ex-
pected to be distributed uniformly. If p-values are  not uniform, it 
indicates an issue, for example an incorrect variance computation.  

Given that data quality issues put in question the validity of 
OEC and other key experiment metrics, the platform needs to 
guarantee that these metrics are easily discoverable on the score-
card, and experiment owners are alerted of any degradations. 

 
5) ALERTING 

In the early stages of growing experimentation in a product, 
when only a few experiments are run, alerting is an optional fea-
ture of the platform as every experiment is carefully designed and 
monitored by the experiment owner. As experimentation scales, 
however, there is less scrutiny about every proposed experiment, 
and less monitoring. Experimentation platform needs to become 
more intelligent, automatically analyzing experiment results and 
alerting experiment owners, providing an important layer of live-
site security.  

Experimentation portal needs to provide functionality to config-
ure alerts for every product running experiments. Typically alerts 
would be configured for data quality metrics, OEC metrics, per-
formance metrics such as page load time, errors and crashes, and a 
few other important product characteristics.  

To make alerts actionable, statistical analysis needs to be done to 
determine when to trigger an alert. Note that the goal of analysis 
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here is different from that of understanding experiment results – 
alerts should only notify experiment owners of serious issues that 
may require experiment shutdown. It is important that alerts take 
into account not only the level of statistical significance, but also 
the effect size. For example, an experimentation platform should 
not alert on a 1-millisecond degradation to page load time metric, 
even if the confidence that the degradation is a real effect is high 
(e.g., the p-value is less than 1e-10.)  

Based on the severity of the impact, the system can simply notify 
the experiment owner, schedule experiment termination and let 
experiment owner cancel it, or in most severe cases it may termi-
nate the experiment. These configurations need to balance live-site 
security with allowing experiment owners to be the final authority 
on shutting down an experiment.  

 
6) DEEP-DIVE ANALYSIS 

While the overall scorecard provides the average treatment effect 
on a set of metrics, experiment owners should also have an ability 
to better understand metric movements. Experiment scorecard 
should provide an option to investigate the data by population 
segment (e.g. browser type) or time-period (e.g. daily/weekly) and 
evaluate the impact on each segment. Using this breakdown, exper-
iment owners might discover heterogeneous effects in various seg-
ments (e.g. an old browser version might be causing a high number 
of errors) and detect novelty effects (e.g. the treatment group that 
received a new feature engages with it in the first day and stops us-
ing it after that). This type of analysis, however, needs to be done 
with care, as it is subject to the multiple comparisons issue. Auto-
matically and reliably identifying such heterogeneous movements is 
an active research area. ExP platform employs one such method 
[223], notifying experiment owners if interesting or unusual 
movements are detected in any segment.  

To deeper understand the metric change in a specific segment, 
the system should provide tools to easily obtain examples of user 
sessions, containing the events that are used to compute the metric 
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of interest. For example, in an increase in JavaScript errors is ob-
served on a Bing search results page, it may be useful for experi-
menter to see examples of the error types and queries they trig-
gered on, and conduct simple analysis to see if a specific error type, 
or a specific query, is causing the increase. While such analyses are 
conceptually simple, implementing tools and automation to sup-
port them is important. Doing such deep-dive analyses manually 
requires deep understanding of how the data is structured, how a 
specific metric is computed, and how experiment information is 
stored in the data, which is beyond the level of knowledge of a typ-
ical experiment owner. 

 
9.4 CONCLUSION 
Online controlled experiments are becoming the standard operat-
ing procedure in data-driven companies [11], [57].  However, for 
these companies to experiment with high velocity and trust in ex-
periment results, having an experimentation platform is critical [9]. 
In this chapter, we described the architecture of a large scale online 
experimentation platform. Such platform is used by thousands of 
users at Microsoft, supporting hundreds of concurrent experi-
ments, totally over 10000 experiments per year. This platform en-
ables trustworthy experimentation at scale, adding hundreds of 
millions of dollars of additional yearly revenue for Microsoft. We 
hope that the architectural guidance provided in this chapter will 
help companies implement their experimentation systems in an eas-
ier, more cost-effective way, helping to further grow the experi-
mentation practices in software industry.   
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10 EFFECTIVE EXPERIMENT ANALYSIS 

Abstract 
Online Controlled Experiments (OCEs) are the norm in data-
driven software companies because of the benefits they provide for 
building and deploying software. Product teams experiment to ac-
curately learn whether the changes that they do to their products 
(e.g. adding new features) cause any impact (e.g. customers use 
them more frequently). To make informed decisions in product de-
velopment, experiment analysis needs to be granular with a large 
number of metrics over heterogeneous devices and audiences. Dis-
covering experiment insights by hand, however, can be cumber-
some. In this chapter, and based on case study research at case 
company H, we (1) describe the standard process of experiment 
analysis, (2) introduce an artifact to improve the effectiveness and 
comprehensiveness of this process, and (3) evaluate our work on 
86 experiment analysis instances. We demonstrate that with our 
main contribution which guides the experimenters to the most crit-
ical results, companies can accelerate the analysis of their experi-
ments and make the decision-making in software product devel-
opment more accurate. 
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10.1 Introduction 
Companies are successful only if they truly understand their cus-
tomers’ needs, and develop products or services that fulfil them [6], 
[28]–[31]. Accurately learning about customer needs, however, is 
challenging and has always been an important part of software 
product development. Although asking customers through inter-
views, focus groups or other similar approaches remains essential 
for product development, product usage data such as telemetry or 
product logs [21], [23] enable software companies to become more 
accurate in evaluating whether their ideas add value to customers 
[29], [34], [55]. More than ever, companies today realize the im-
portance of learning from data that reveal how their customers ac-
tually use the products that they develop [23], [133], [175], [198], 
on top of the data that reveals what customers say they do with 
them [59], [64], [215], [216]. One of the enablers of this evolution 
is the internet connectivity of software products, which provides an 
unprecedented opportunity to evaluate ideas with customers in 
near real-time, and creates potential for making fast and accurate 
causal conclusions between the changes made to the product and 
the customers’ reactions on them [14], [18], [130], [136]. One way 
in which causal conclusions (for example, introducing a new fea-
ture causes customers to use the product more frequently) can be 
made is through A/B tests, or more generally, Online Controlled 
Experiments (OCEs) [11], [29], [130]. Experiments reduce the risk 
from deploying software by minimizing the magnitude and dura-
tion of harm caused by software bugs, set directions and goals for 
product teams, help save infrastructure resources, and deliver many 
other benefits to data-driven companies [11], [25]. 

To efficiently and autonomously conduct many OCEs without 
costly data-scientist involvement, companies require solutions and 
processes in place to support experimentation [9]. To make in-
formed decisions in product development, individual experiments 
need to be carefully designed, correctly executed and most im-
portantly, thoroughly analysed. In this work, we focus on the anal-
ysis part of OCEs. As researchers in [223] have discovered, effects 
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of product changes can be heterogeneous across different segments 
(e.g. an old browser version might be causing a high number of er-
rors, impacting the overall results. Manually examining a large 
number of segments, however, is time consuming and, based on 
our experience, often is not exhaustive, missing important insights.  

In this chapter, and based on a case study at Microsoft where 
over ten thousand experiments per year are conducted, we (1) pre-
sent their current process and approach for analyzing OCEs, and 
(2) develop an artifact that improves the velocity and comprehen-
siveness of this process. We validated our artifact with 20 employ-
ees at the case company on 86 experiment analysis instances. Our 
findings indicate that our approach accelerates the analysis of ex-
periments, and improves its comprehensiveness. This can increase 
the accuracy of deployment decisions in software product devel-
opment, leading to better products and services. 

 
10.2 Background 
Experimentation in software product development is an increasing-
ly active research area [10], [14], [28], [29], [31], [55], [58], [144]. 
Prior research has been focusing on topics such as new statistical 
methods to improve metric sensitivity [188], metric design and in-
terpretation [44], [122], projections of results from a short-term 
experiment to the long term [15], [184], the benefits of experimen-
tation at scale [11], [25], experiments in social networks [37], and 
rules of thumb and lessons learned from running controlled exper-
iments in practical settings [154], [192]. In the subsections below, 
we briefly discuss the most relevant parts of prior work on experi-
mentation to provide the context for this research. 
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10.2.1 Online Controlled Experiments 
The theory of controlled experiments dates to Sir Ronald A. Fish-
er’s experiments at the Rothamsted Agricultural Experimental Sta-
tion in England during the 1920s [129]. In the simplest controlled 
experiment, two comparable groups are created by randomly as-
signing experiment participants in either of them; the control and 
the treatment. The only thing different between the two groups is a 
change X. For example, if the two variants are software products, 
they might have different design solutions or communicate with a 
different server. If the experiment were designed and executed cor-
rectly, the only thing consistently different between the two vari-
ants is the change X. External factors such as seasonality, impact 
of other product changes, competitor moves, etc. are distributed 
evenly between control and treatment and therefore do not impact 
the results of the experiment. Hence any difference in metrics be-
tween the two groups must be due to the change X (or a random 
chance, that is ruled out using statistical testing). This design estab-
lishes a causal relationship between the change X made to the 
product and changes in user behavior, measured through metrics.  

 
10.2.2 Experimentation Metrics  
For effective experimentation, a product team should identify and 
formalize a set of metrics that should describe long-term goals of 
the product. Typically, metrics are constructed by combining log 
signals (for example, clicks, swipes, dwell times, etc.) written in 
product telemetry and aggregating them over analysis units of in-
terest (e.g per user, per session, etc.) [9], [44], [122], [183]. In this 
way, informative metrics such as sessions per user or dropped con-
nections per customer can be created, measured, and impacted 
through experimentation. While designing metrics, it can be intui-
tive to measure and consider short-term effects [184]. For example, 
providing more weight to advertisement metrics increases short-
term business value and creates business more profitable momen-
tarily. On the long term, however, showing more advertisement 
could be dissatisfactory to users and increase churn to a competitor 
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with less advertisement, leading to lower value of the product. 
Therefore, companies that conduct OCEs invest into developing 
descriptive metrics that represent long-term product goals and ana-
lyze how they or leading metrics [226] that predict them are affect-
ed in experiments [227].  

As the number of metrics grows, companies organize their met-
rics in semantically meaningful groups. Conceptually, the following 
four groups of metrics have been recognized as useful for analyzing 
experiments in previous research [9], [16], [44]: Success Metrics 
(the metrics that feature teams should improve), Guardrail Metrics 
(the metrics that are constrained to a band and should not move 
outside of that band), Data Quality Metrics (the metrics that en-
sure that the experiments will be set-up correctly, and that no qual-
ity issues happened during an experiment), and Debug Metrics (the 
drill down into success and guardrail metrics) 

 
10.2.3 Experimental Design  

Experimentation is a scientific, evidence-driven process that re-
quires a profound understanding of related statistical fundamen-
tals. The most critical statistics are the power analysis, Sample Ra-
tio Mismatch (SRM) calculation, and the statistical difference test 
[9], [129]. With the Power Calculation, experimenters identify the 
minimal number of experimental units (for example, users) that 
they need in the experiment groups in order to detect the desired 
difference (also known as an effect size). Power calculation is in de-
tailed described in [205]. In the SRM calculation, expected distri-
butions between the experimental groups (for example, 50% for 
the control group and 50% for the treatment group) are compared 
with the actual observed distributions (for example, 
123456/126543) using e.g. the chi-square statistical test. If the 
SRM calculation reveals a statistically significant difference (for 
example, the chi-square test returns a p-value lower than conven-
tional 0.05), experiment results should not be trusted. Both power 
calculation and SRM test are data-quality checks [9], [29] that help 
experimenters build confidence in interpreting their experiment re-
sults. On the other hand, the actual significance between the two 
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group is typically a combination of a statistical test (e.g. student t-
test) that returns a p-value - the probability to observe the given 
difference (or a larger one) under the assumption that the two 
groups are not different), and an absolute or relative delta between 
the two variations [14], [29], [135].   

Despite the work described above, there has been no previous re-
search on improving the effectiveness of the experiment analysis 
process. To address this, we conducted a case study, which we pre-
sent in greater detail next. 

 
10.3 Research Method 
This case study research [137]  builds on an ongoing work with 
Microsoft. A single OCE at Microsoft can be started in a few 
minutes, most experiments have hundreds of thousands to millions 
of users, and the company has extensive automation in place to 
monitor the trustworthiness of experiments. 

 
10.3.1 Data Collection 
The study is based on historical data between 2007-2017, collected 
and analyzed at the case company. It consists of meeting notes, in-
terviews, observations, documentation, and validation recordings 
and questionnaires. The first author of this chapter has been col-
laborating with the case company for over two years. During this 
time, we collected historical data about experiments conducted in 
the last ten years, participated and took notes at daily meetings 
where recent experiment analyses were discussed, interviewed case 
company participants, and conducted evaluation sessions. The se-
cond author of this chapter is employed at the case company for 
over seven years and worked closely with many product groups to 
help them conduct OCEs. In Table 1, we present the case company 
participants from Engineering, Data Science and Management roles 
that were involved in this research. The participants marked with 
X in the (I) column were interviewed for 30 minutes, whereas the 
participants in the (E) column participated in the evaluation ses-
sions.  
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  Role (I) (E) 

1 
D

A
T

A
 S

C
IE

N
T

IS
T

S 
Data Scientist X X 

2 Data & Applied Scientist  X 

3 Software Engineer  X 

4 Data Scientist  X 

5 Data Scientist  X 

6 Data Scientist  X 

7 Senior Data Scientist X X 

8 Senior Data Scientist X X 

 Principal Data Scientist X X 

9 

M
A

N
A

G
E

M
E

N
T

 Principal Software Engr. Mngr.  X 

10 GPM PM Manager X X 

11 Principal Program Manager X X 

12 Principal Program Manager X X 

13 Program Manager  X 

14 Senior Software Developer Lead  X 

15 Principal Group Engineering Mgr. X  

16 

SO
FT

W
A

R
E

 E
N

G
R

. 

Senior Software Engineer X X 

17 Senior Software Engineer  X 

18 Software Engineer  X 

19 Senior Software Engineer  X 

20 Software Engineer  X 

21 Principal Software Engineer X X 

Figure 27. Case company participants that took part in Interviews 
(I) and Evaluation sessions (E). 
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10.3.2 Data Analysis 
First, and to discover how the experiment analysis process is con-
ducted at the case company, we analyzed our empirical data using 
thematic coding approach, and triangulated the notes from exper-
iment analysis observations with historical OCEs data and inter-
view notes. Specifically, we were interested in identifying the most 
common analysis steps used in this process. Second, and to evalu-
ate our approach to improve the analysis process, we implemented 
an artifact, and analyzed the empirical data related to its evalua-
tion through both thematic coding and statistical analysis. 
  
10.4 Analyzing Online Controlled Experiments 
In this section, we present the analysis of online controlled experi-
ments at our case company. The analysis of online controlled ex-
periments is a process where experimental data that were collected 
from the customer interactions with the product are investigated 
for their trustworthiness and data-quality, decision making, and 
insights discovery. Although some of the analysis is conducted be-
fore the experiment starts (e.g. computing the required sample 
size), most of the analysis happens after the experiment is stopped. 
In this chapter, we focus on the later, and present how our case 
company analyses experiments both using the Standard Scorecard 
Analysis (SSA) and through Guided Scorecard Analysis (GSA). 

 
10.4.1 Standard Scorecard Analysis  
At our case company, experiments are commonly analyzed through 
scorecards. In a typical scorecard, the most relevant information 
about experiment metric movements is displayed. If we take an ex-
periment with one control and one treatment as an example, the 
scorecard displays, for every metric, the result of the metric for the 
control and the treatment (for example, an average of clicks), the 
difference between the two (sometimes expressed as a percentage 
of change relative to the control - %delta), and most importantly, 
the p-value, denoting the level of statistical significance. 
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To make informed decisions, our case company organizes met-
rics in a scorecard in a semantically meaningful breakdown. For 
example, (see Figure 28), understanding why a success metric 
‘Overall Clicks Rate’ has negatively reacted in the treatment group 
is easier to interpret with the additional knowledge that it was 
caused by a decrease of clicks on ‘Web Results’, while other com-
ponents of the page had click increases. Furthermore, metrics are 
also grouped in similar conceptual groups as described in Section 
2. 

 
Metric T C Delta (%) 𝒑-value 

Overall Click Rate 0.9206 0.9219 -0.14% 8e-11 

     Web Results 0.5743 0.5800 -0.98% ∼0 

     Answers 0.1913 0.1901 +0.63% 5e-24 

          Image 0.0262 0.0261 +0.38% 0.1112 

          Video 0.0280 0.0278 +0.72% 0.0004 

          News 0.0190 0.0190 +0.10% 0.8244 

    Related Search 0.0211 0.0207 +1.93% 7e-26 

     Pagination 0.0226 0.0227 -0.44% 0.0114 

     Other 0.0518 0.0515 +0.58% 0.0048 

Figure 28. Example set of metrics between a treatment (T) and con-
trol (C). A full breakdown is shown, explaining the overall movement. 

During the analysis process, every experiment is being examined 
for (1) data quality issues, (2) decision making, and (3) deep-dive 
insight discovery through segment-scorecards similar to the one on 
Figure 1. We illustrate this with an extract from a document col-
lected at the case company intended for onboarding and guiding 
experimenters. We discuss each of the steps of experiment analysis 
in greater detail next. 
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10.4.1.1 Data Quality Analysis 
“To copy common parlance, ‘hope is not a strategy’ when it comes 
to ensuring that the resulting analysis is trustworthy and reliable 
enough to provide firm conclusions of your experiment. Various 
checks need to be performed on the data and the analysis.” 
  -- Case Company Documentation 

Data quality is critical for trustworthy analysis. Controlled exper-
imentation allows for detection of very small changes in metrics that 
may not be detectable by monitoring the metric over time in a non-
controlled setting. Thus, experiment analysis is very sensitive to data 
quality issues, even those which may not appear big in aggregate. 
One of the most effective data quality checks for experiment analysis 
is the Sample Ratio Mismatch (SRM) test, which utilizes the Chi-
Squared Test to compare the ratio of the observed user counts in the 
variants against the configured ratio. When an SRM is detected, the 
results are deemed invalid and the experimenter is blocked from 
viewing the scorecard results (in order to prevent false conclusion 
making). SRM data quality check is performed at many organiza-
tions that conduct OCEs, and is frequently highlighted in the related 
literature [11], [16], [26], [135], [187], [228].  

While the SRM check applies to all types of products, every 
product or feature also contains data quality metrics tailored for 
their unique purpose. For example, a scorecard for an online web 
page may contain metrics such as “number of JavaScript errors” 
and “page load time”, while a scorecard for a mobile app may con-
tain metrics such as “telemetry loss rate” and “number of app 
crashes”. These and other similar metrics would notify the experi-
menter about possible issues caused by their experiments. 

 
“Like all scalable systems, we need to design for failure, and 

part of designing for failure in experimentation is being able to 

debug and understand the anomalous phenomena that are ob-

served. This aspect of debugging is not necessarily code debug-

ging; it is also data debugging.” 

-- Case Company Documentation 
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Decision Making 

“That deeper understanding should drive subsequent decisions 

around whether to ship a change, iterate on it, or discard it.” 

-- Case Company Documentation  

 
Product teams experiment with their design decisions, relevance 
modifications, infrastructure changes and other types of features in 
order to conduct a decision. In the early stages of experimentation 
maturity [9], [229], experimenters optimize their products on ex-
periment specific metrics. Ideally, as companies mature, scorecards 
should clearly mark the subset of key metrics that the product or-
ganization agreed on being optimized for. Commonly, these are 
known as OEC (Overall Evaluation Criteria) and extensive re-
search exists on designing key success metrics for decision making 
[11], [16], [26], [29], [135], [187], [228]. A good OEC consists of 
success metrics - those that the experimenters are aiming to im-
prove and which lead to the long-term desired outcomes for the 
company, and guardrails – metrics that express business con-
straints that the company does not want to degrade. For example, 
for a web site a success metric can be “number of visits per user”, 
and a guardrail metric may be “ad revenue” (note that “ad reve-
nue” is not a good success metric since increasing it via, e.g., show-
ing users more ads may lead to users abandoning the site resulting 
in decrease in revenue over a long term [184]). 

The decision-making analysis is concerned with identifying how 
the success and guardrail metrics that the experimenter expected to 
be impacted in an experiment actually reacted to each treatment. 
For example, if an experiment changed the appearance of an item 
on a web page with the intent to increase the engagement of the 
customers visiting the site, has this in fact resulted in the expected 
outcome? Previous research shows that only one third of ideas de-
liver the desired positive impact and that about a third of them are 
counterproductive [11], [29]. Therefore, to get an initial under-
standing of an experiment, experimenters analyze individual suc-
cess and guardrail metrics. Although highlighting the metrics that 
actually changed in an experiment accelerates the analysis process, 
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understanding the impact on success and guardrail metrics over 
dozens to hundreds of segments becomes a challenge.   

We illustrate this with a quote from one of the case company 
representatives below. 

“Why do we do this to people? Our minds explode with so 

many metrics. It's like a mystery, like walking through a maze!” 

- Principal Program Manager 

 
10.4.1.2 Deep-Dive Insight Discovery 
In order to conduct informed decisions, experiments are typically 
examined beyond the aggregate analysis. At our case company, it is 
common for experiment scorecards to compute thousands of met-
rics over dozens of population segments, making manual scorecard 
analysis tedious and error prone. Important insights can be missed, 
especially if they are not expected by the experiment owner or het-
erogeneity is present in the treatment effect [223]. For example, 
product teams frequently segment their customer base in various 
ways in order to discover as many insights as possible to base their 
decisions on. Customers of a web application can be segmented by 
location, device type, gender, data center that they communicate 
with, to name a few. In practice, a scorecard similar to the one on 
Figure 1 needs to be reviewed for every segment, providing exper-
imenters information specific to the segment (e.g. segment size, 
metric behavior, stat. sig. level). 

Segmentation helps in better explaining how customer groups 
reacted on treatments, and in identifying heterogeneous treatment 
effects. For example, an experiment treatment can have a large im-
pact on customers accessing the same webpage on mobile in one 
direction, and on desktop devices in another direction. At scale, 
such movements are frequent and impact the correctness of deci-
sion making process. For example, if a certain segment of custom-
ers is more important for the organization from the business per-
spective, experiments should not degrade the experience of that 
segment, regardless of how they impact the rest of the customer 
base. Again, by examining only aggregate data such effects may be 
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missed. To mitigate this, our case company calculates the statistics 
for all available segmentations and offers experimenters a detailed 
scorecard view for both the aggregate data, and for every segment. 
The result of this is that experimenters need to examine many 
scorecards to identify insights leading to better decisions. At large 
scale where many experiments need to be analyzed, or at smaller 
companies with experimenters that might not have statistical back-
ground, this poses a challenge in trustworthiness of decision mak-
ing. 
 
10.4.2 Guided Experiment Analysis 
In the previous section, we described how experimenters examine 
individual experiments for data quality issues through standard 
scorecards, that they evaluate the success of their experiment based 
on success and guardrail metrics, and that they perform this analy-
sis on multiple levels (i.e. for every available segment in an experi-
ment scorecard). For reviewing a typical experiment, tens of differ-
ent segment slices could be reviewed. This is a cumbersome and er-
ror prone approach. In this section, we demonstrate a possibility 
for a more effective experiment analysis using descriptive visualiza-
tion for guiding experimenters to the most critical or interesting 
experiment scorecards, which we name Guided Experiment Analy-
sis (GEA). 

In our artifact (a mockup of it is visible on Figure 2), experi-
menter is presented with a graphical illustration of an experiment 
at a segment level for every pair of experiment variations. The arti-
fact consists of three columns. The first column depicts data quali-
ty behavior of the experiment, the second column contains the 
OEC behavior, and the third column depicts Segments of Interest 
(SOI) behavior. The number of rows is dynamic and depends on 
the available data collected from product telemetry. Every row rep-
resents a segmentation criterion which splits the experiment popu-
lation into multiple segments, for which experimenters at the case 
company examine individual scorecards. For example, the segment 
‘Data Center’ is divided into slice ‘1’ for the customers connected 
to the first data center, ‘2’ for those with the second, etc. The 
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“Gender” segment is also further segmented into “Male”, “Female” 
and “Unknown” slices, and so on with other segments. 

In the example from Figure 29, analysis is available for all of the 
product segments, on top of the “Aggregate” segment. An addi-
tional data point in this view is the size of the cell, which is propor-
tional to the size of the segment slice. For example, experimenters 
using our artifact quickly see that the Gender segment slices in this 
experiment had a similar number of users.  

Our artifact operates on sets of metrics. From the experimenter 
perspective, the artifact reveals whether there has been a significant 
change or not within a certain slice. At the same time, the experi-
menter has the ability to examine the slice in greater detail to iden-
tify which of the metrics contributed to the decisions by clicking on 
the individual slice and opening the Standard Scorecard for it. In 
this way, experimenters are guided from a ‘birds-view’ perspective 
to the segment slices where the likelihood of finding relevant exper-
iment findings is high. What differs between the columns, and the 
critical information that leads to an accelerated discovery of critical 
experimental insights is the way in which the cells are colored.  
 

Figure 29. Experiment Analysis Approach. 
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10.4.2.1 Data Quality View 
Experimenters analyze OCEs first for trustworthiness and data 
quality issues. Therefore, to provide trustworthy experiment analy-
sis, the first column in our artifact highlights data quality issues on 
a segment slice level. Our artifact colors a cell in the data quality 
view green when no statistical difference in data quality metrics has 
been detected. In contrast, when either of the data quality metrics 
has a statistically significant change above or below a certain 
threshold (for example, the “telemetry loss rate” increases or de-
creases), the cell is colored red. In a scenario of a SRM, the cell 
with its counterpart in the OEC view is disabled and colored black, 
which can be seen on Figure 1 for the second data center. As this is 
a critical issue, the experimenters are informed about it also in the 
OEC view. 

 
10.4.2.2 OEC View 
The second column in our artifact summarizes the key success and 
guardrail metric movement. When no guardrail or success metric 
movement is present, the cells are colored gray. This informs ex-
perimenters that the change in the experiment did not have an im-
pact on that segment slice. When an experiment treatment only 
positively impacts the success metrics and no negative movement in 
the guardrail metrics is detected, the segment slice cell is colored 
green. When there is only negative movement in success or guard-
rail metrics, the cell color is red. Finally, it is possible for the results 
to be mixed (e.g. success metrics improve but guardrail metrics de-
grade), in which case the cell is colored purple, indicating that the 
tool cannot automatically determine whether this is good or bad. 
On example from Figure 2, experimenters learn that the “Aggre-
gate” segment is positive, and that it was the male customers that 
contributed to this, whereas the female in fact reacted negatively. 
In such scenario, product teams can quickly start to form hypothe-
sis about the possible causes for such heterogeneous movements, 
and instantly expand the understanding of the impact of their 
product changes.  
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10.4.2.3 Segments of Interest View 
The third column in our Guided Experiment Analysis is the SOI 
view. Here, every segment slice is evaluated with an algorithm (de-
veloped prior to this research and also available in the SSA), and a 
score between 0 and 1 that depicts the relevance of its metric 
movement is assigned to it. Our view colors the cells based on this 
score. Darker shades of blue indicate segment slices with a high 
relevance of metric activity. In addition, the cells in this view dis-
play a number, indicating the count of metrics that have the activi-
ty recognized by the algorithm.  

 
10.4.2.4 Controlling False Discovery Rate 
With many metrics being computed in every experiment, the likeli-
hood for a statistically significant change by chance is high. There-
fore, we define thresholds to control the statistical significance and 
the practical significance of metric movements. For statistical sig-
nificance, we only react to highly significant metric movements 
(e.g. the p-value < 0.001). For practical significance, we set thresh-
olds on how large the change (%delta) for a certain metric needs to 
be (see e.g. Figure 1). The thresholds are defined by product own-
ers. For example, for “page load time” metric, experiment owners 
may decide that they only want to highlight the movement of 1% 
or higher. We tune the threshold experimentally, to provide opti-
mal balance between actual insight triggering and reacting to noise.  
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10.5 Evaluation & Discusion 
In this section, we describe how we evaluated our artifact. We de-
veloped our artifact in close collaboration with the study partici-
pants listed in Table 1. In the first phase, we interviewed ten partic-
ipants (see column (I) in Table 1) in order to induce the experiment 
analysis process, which we described in detail in Section IV.A. Dur-
ing the development, we presented prototypes of our artifact to a 
wider group of employees at the case company (approximately 45 
people) several times. Based on the collected feedback, we devel-
oped and integrated our artifact in the case companies’ experimen-
tation platform, and evaluated it in detail, which we describe next.  

 
10.5.1 Evaluating Guided Experiment Analysis 
We evaluated our artifact with 20 individuals working at the case 
company. Our goal was to determine whether the GEA approach 
together with the SSA improves the velocity of experiment analysis 
(the effort spent until a certain insight is discovered) and its com-
prehensiveness (the number of insights and their correctness).  
  
10.5.1.1 Evaluation Study 
During our study, we invited participants for an evaluation ses-
sions that lasted 30 minutes. We selected participants from three 
groups: Data Scientists, Software Engineers, and Managers. De-
tailed list of participants is visible in Table 1-(E). Experimenters 
were asked to analyze several OCEs spending about 5 minutes on 
each. Specifically, we asked them to speak outload, mentioning the 
insights that they discover, and to share when their initial impres-
sion of the experiment (e.g. experiment seems to have a positive 
impact without hurting any metrics) and their final hypothesis (e.g. 
experiment is positive and it should be deployed to everyone). The 
evaluation was designed as a controlled experiment; each experi-
ment participants was instructed to use either only the Standard 
Scorecard Analysis approach, or they could use the Guided Exper-
iment Analysis approach in combination with the SSA approach. 
We randomly alternated the two options for every participant, giv-
ing every participant the ability to conduct an experiment analysis 
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through both approaches multiple times. The experiments were 
given to participants with some context, and in an order that pre-
vented learning effects. For example, consecutive experiments dif-
fered on, at least, the product type, available segmentation, or 
types of metric movements that occurred. Every evaluation was 
recorded, capturing both the activity of the participant and their 
voice. At the end, the participants were given a questionnaire for 
feedback on the proposed GEA.  
10.5.1.2 Evaluation Metrics 
Based on the insights collected during the interviews and group 
meetings, we agreed on seven metrics as proxies for the two objec-
tives (velocity and comprehensiveness of experiment analysis) . We 
present them briefly in Table 11. 
 

 Metric Description 

TTIH 
Time To Initial Hypothesis. The time taken for the participant to 

form an initial hypothesis. 

TTSE 
Time To Segment Examination. The time spent until examining at 

least one segment on top of aggregate. 

TTDQ 

Time To Data Quality. The time spent until a participant recog-

nizes at least one data quality issue or declares no data quality is-

sues. 

TTFH 
Time To Final Hypothesis. The time that the participant needed 

to declare whether to ship the experiment or not. 

#DQI 
Number of Data Quality Insights. The count of data quality in-

sights that participants discovered. 

#OECI 
Number of Overall Evaluation Criteria Insights. The count of in-

sights related to the OEC metrics. 

#CEI 
Number of Critical Insights. The count of other insights that are 

critical for experiment interpretation.  

Table 11. Evaluation Metrics. 
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10.5.2 Evaluation Results 
Analysis Velocity. Through the evaluation studies, we learned that 
the participants using our artifact in combination with the existing 
scorecard analysis tools are 37% faster in providing an initial hy-
pothesis of the experiment outcome, that they are 75% faster in 
evaluating at least one individual segment than the aggregated data 
containing all of the segments. In addition, the participants were 
65% faster in declaring the data quality state of the experiment. 
The time to final hypothesis experiment, however, was nearly iden-
tical, which is likely due to the time limit (most participants used 
the full 5 minutes per experiment). To get significant results on 
TTFH, longer time would have to be allocated to individual analy-
sis instances.  

We depict the results of the velocity analysis in Table 12, and il-
lustrate the experience of the participants of the study with exam-
ple quotes next.  

 
Metric SSA (s) GEA(s) Delta(s) %Delta p-value 

TTIH 125 79 -46 37% <0.05 

TTSE 205 52 -153 75% <0.05 

TTDQ 203 70 -133 65% <0.05 

TTFH 222 227 +5 -2% 0.8033 

Table 12. Analysis Velocity. 

“I think that it took me like a minute on the existing tool to fig-

ure out which are the segments / metrics that are moving, and in 

the new tool it was immediately clear.” 

- Data Scientist 

 
“I think that the new artifact is a much faster way to see what is 

going on. I think a lot of people wouldn't look at [all] the seg-

ments in the existing tool due to the time constraints.” 

 - Data Scientist 

 
The quantitative results and qualitative impressions from our par-
ticipants favor GEA. On top of this, they also reveal another learn-
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ing. Many participants using SSA declared their initial hypothesis 
before examining any segments, and even before concluding that 
the data quality is fine and experiment results can be trusted. This 
is a very dangerous practice. In the GEA the analysis of segments 
happened before or closer to the initial hypothesis, which is a the 
correct order of trustworthy experiment analysis.  

Analysis Comprehensiveness. In relation to Analysis Compre-
hensiveness, we identified that the participants using our artifact in 
combination with the existing tool discover 112% more insights 
related to data-quality issues, they discover 113% more insights 
related to the Overall Evaluation Criteria of the product, and that 
they find double the number of critical insights. The results suggest 
that GEA positively and meaningfully impacts the analysis of 
OCEs. We depict them results in Table 13 below. 
 

Metric SSA GEA Delta %Delta p-value 

#DQI 25 53 +28 112% <0.05 

#OECI 12 28 +16 133% <0.05 

#CEI 7 21 +14 200% <0.05 

Table 13. Analysis Comprehensiveness. 

 
 “The GEA approach tells a much richer story compared to only 

the standard scorecard.” 

- Data Scientist 

 

“This summary tool is much clearer than the Standard Score-

card on its own.” 

 - Principal Program Manager 

 

“Even though the Aggregate is positive, it is critical for our 

partners to examine individual segments and make sure that we 

do not degrade experience for those in the key segments.” 

-Senior Data Scientist 
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After the study, the participants were invited to provide feedback 
on our GEA approach through a questionnaire (16 participants re-
turned the questionnaire out of 20).  From the results that we ag-
gregated, we learned that a large majority of the study participants 
agree that the proposed artifact improves the effectiveness of the 
experiment analysis process. In particular, 15 participants agree or 
strongly agree that the artifact enables the discovery of the insights 
that could otherwise be missed, and 14 believe that the artifacts ac-
celerates or strongly accelerates the experiment analysis process.  

 
10.6 Threats to validity & Limitations 
Construct validity. We conducted this research in a case company 
with over 12 years of research and development experience in the 
area of online controlled experimentation. Study participants and 
facilitators are all very familiar with the design, execution and 
analysis of OCEs. External validity. The main result of our paper is 
applicable for every company that already conducts controlled ex-
periments and has segment information available for their prod-
ucts. Despite its measurable impact and qualitative confirmations, 
however, GEA is not as powerful in every context of online exper-
imentation. For example, if there are very few segments available, 
experimenters can examine them individually. The benefit of our 
artifact is therefore greatest for product organizations with several 
informative segments, each containing enough data for statistical 
validity. Also, and in order to benefit from the proposed artifact, 
products need to be instrumented and informative metrics such as 
data-quality and success metrics need to be computed for every 
segment slice. The highest value of our work can therefore be expe-
rienced by product teams conducting large number of experiments 
or those companies that lack data-scientist capacity and aim to 
make the analysis interpretation more accessible to other roles (e.g. 
Software Engineers, Product Managers, etc.). 

Evaluation validity. The evaluation study that we designed risks 
of having participant selection bias, task-selection bias, evaluator 
bias, participant learning effect bias, and participant response bias. 
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To improve the evaluation validity, we selected divers partici-
pants to cover different roles, different levels of experience with 
experimentation, and that work with different products that use 
experimentation within the company. Experiments were selected 
by two of the authors based on diversity criteria (different prod-
ucts, different outcomes, etc.). and study participants received ex-
act instructions and help during the study. We controlled for learn-
ing effects between experiment analysis and designed the study as 
an experiment. The participants were not aware of the group that 
they were in, neither of the measures that we collected. The criteri-
on for every metric increase was defined upfront by the first two 
authors of this chapter, and the study was piloted on one Data Sci-
entist. Every data point contributing to a metric (e.g. every time a 
study participant mentioned a certain insight outload) was logged 
with its time of appearance both during the session itself and trian-
gulated with the recording after the session. We did not control for 
participant response bias, however, we acknowledge the possibility 
that no negative feedback on GEA was provided by the experi-
menters due to not being comfortable of sharing it. 
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10.7 Conclusion 
Interpreting the results of OCEs is challenging even for the most 
experienced in the field [16], [223]. Experiment insights can easily 
be missed in the vast sets of segments and metrics, data-quality is-
sues undetected, and the method of online controlled experimenta-
tion can quickly become untrustworthy. Efficient experiment anal-
ysis is thus critical for successful data-driven product development.  

In this chapter, we presented the analysis of online controlled 
experiments through Standard Scorecard Analysis, and how this 
can be improved through the proposed Guided Experiment Analy-
sis approach. We evaluated our work and learned that we can ac-
celerate experiment analysis and makes the process more compre-
hensive. We believe that other software companies that conduct 
OCEs at scale can achieve similar benefits by incorporating Guided 
Experiment Analysis. For those that are just starting, however, the 
Standard Scorecard Analysis might be helpful and informative.  
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11 THE BENEFITS OF 
EXPERIMENTATION 

Abstract 
Online controlled experiments (for example A/B tests) are increas-
ingly being performed to guide product development and accelerate 
innovation in online software product companies. The benefits of 
controlled experiments have been shown in many cases with in-
cremental product improvement as the objective. In this chapter, 
we demonstrate that the value of controlled experimentation at 
scale extends beyond this recognized scenario. Based on an exhaus-
tive and collaborative case study in a large software-intensive com-
pany with highly developed experimentation culture, we inductive-
ly derive the benefits of controlled experimentation. The contribu-
tion of our chapter is twofold. First, we present a comprehensive 
list of benefits and illustrate our findings with five case examples of 
controlled experiments conducted at Microsoft. Second, we pro-
vide guidance on how to achieve each of the benefits. With our 
work, we aim to provide practitioners in the online domain with 
knowledge on how to use controlled experimentation to maximize 
the benefits on the portfolio, product and team level.   
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11.1 Introduction 
Software development organizations and their product develop-
ment teams are increasingly using customer and product data to 
support their decisions throughout the product lifecycle [200], 
[59]. Data-driven companies acquire, process, and leverage data in 
order to create efficiencies, iterate on and develop new products, 
and navigate the competitive landscape [200]. This is reflected in 
the recent software engineering research with many publications on 
how to change and efficiently conduct controlled experiments (A/B 
tests) in product management to drive incremental and continuous 
product improvements [4], [9], [29], [30], [46], [49], [230], [231]. 
Although there are several ways in which software companies can 
use customer and product data [59], correctly conducted controlled 
experiments create a more accurate understanding of what custom-
ers value and provide sufficient evidence for concluding inference 
(for example, drawing a conclusion that a key metric has improved 
due to a particular change in a product) [29]. 

The benefit of Controlled Experimentation (CE) on continuous 
product improvement has been demonstrated a number of times 
both by research in the academia [49], [59], [230], and in the in-
dustry by Microsoft [154], [57], Google [58], Facebook [136] and 
other software-intensive companies [53], [57]. At Microsoft, and 
on top of several other benefits, hundreds of millions of dollars of 
additional revenue annually is generated as a result of controlled 
experimentation [29]. The impact of experimentation, however, 
extends beyond the direct revenue gain. CE fundamentally changes 
the way how the R&D work in product teams is planned, priori-
tized and measured.  

In this Chapter, we provide a case study conducted at Microsoft 
in which we observed that the benefits of controlled experimenta-
tion at scale are in fact threefold. First, on the product portfolio 
level, CE aids in accurately identifying what constitutes customer 
and business value, and how the work of product teams contribute 
to it. Second, CE impacts development on the product level where 
decisions on product functionality, complexity, quality and infra-
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structure needs are made. Third, and what can fundamentally be 
improved by CE is at the team level where R&D effort is planned, 
executed and measured. We illustrate our findings with five exam-
ple experiments conducted at Microsoft. With our contribution, we 
aim to motivate practitioners in software companies in the online 
domain to extend their data-driven practices and provide them 
with guidance on (1) where and (2) how to benefit from CE.  

The chapter is organized as follows. In section II we present the 
background and the motivation for this study. In section III, we de-
scribe our research method. We show illustrative examples of our 
empirical data in section IV. In section V, we present our main 
contribution – the benefits of controlled experimentation on the 
portfolio, product and team level. In section VI, we list a few chal-
lenges with CE. Finally, we conclude the chapter in section VII.  

 
11.2 Background 
Software companies have always been evolving their product de-
velopment practices. At first, they typically inherit the Agile princi-
ples on an individual development team level [12] and expand the-
se practices across the product and other parts of the organization 
[52]. Next, companies focus on various lean concepts such as elim-
inating waste [95], removing constraints in the development pipe-
line [94] and advancing towards continuous integration and con-
tinuous deployment of software functionality [53]. Continuous de-
ployment is characterized by a bidirectional channel that enables 
companies not only to deliver new updates to their customers in 
order to rapidly prototype with them [31], but also to collect feed-
back on how these products are used. By evaluating ideas with cus-
tomers, companies learn about their preferences. In this process, 
the actual product instrumentation data (for example, features 
used in a session) has the potential to identify improvements and 
make the prioritization process of valuable features more accurate 
[157]. As it focuses on what customers do rather than what they 
say, it complements other types of feedback data [90] and im-
proves the understanding of the value that the product provides 
[40], [45]. For example, knowing which features are used in a cer-
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tain context helps companies in identifying customer preferences 
and possible bottlenecks. The intuition of software development 
companies on customer preferences, can be as much as 90% of the 
time inaccurate [32], [47], [48]. To identify the 10% and reliably 
evaluate ideas with customers, CE is becoming the norm in pro-
gressive and large software companies [4], [29], [30], [46], [49], 
[230].  

 
11.2.1 Online Controlled Experimentation 
In a standard online controlled experiment (also known as A/B test 
or randomized trial), users of a software product are randomly dis-
tributed between several variants (for example, the two different 
designs of a product interface A and B) in a persistent manner (a 
user receives the same experience multiple times). User interactions 
with the product (e.g. clicks, dwell times, etc.) are instrumented 
and key metrics (e.g. engagement, task success, etc.) are computed 
[183]. The differences between the experiment variants (A/B/n) are 
evaluated on a metrics level to identify which of the versions yields 
improvements to key metrics that the product and portfolio team 
strive to impact [29], [56]. In case all the variants are identical, the 
experiment is known as an A/A test. Standard controlled experi-
ments are typically used in situations where features are added or 
altered. Special cases of an A/B experiment are experiments where 
the variants are identical, known as A/A tests, and experiments 
where instead of adding a new feature to the product, an old fea-
ture is removed, known as ‘reverse experiments’. In both cases, and 
to evaluate the results of the experiments, relevant product metrics 
are computed. We briefly describe their role in the evaluation of 
experiments next. 

 
  

263



 
 

 
 
264 

11.2.2 Metrics and Value 
The importance of metrics as a mechanism to measure behavior 
has been recognized and studied in the management domain more 
than fifty years [232]. Metrics are a powerful tool used in 
organizations to set team goals, decide which new products and 
features should be released to customers, and how resources should 
be allocated [44], [122].  

Ideally, a product team should identify and formalize a set of 
metrics for every product that describes long-term goals. These 
metrics are commonly labelled as ‘Overall Evaluation Criteria’ 
(OEC) [176]. An OEC should represent both the business value 
(i.e. a measure of changes that result in an increase of the revenue), 
and customer value (i.e. a measure evaluating customer satisfaction 
with the product). Dmitriev and Wu [44] have recently demon-
strated how to use past “experimentation corpus”, i.e. learnings 
from past experiments, to evaluate the sensitivity and other rele-
vant parameters of metrics, to help practitioners in selecting suita-
ble OEC metrics. 

To identify metrics that are key to the business can be 
challenging [44], [233]. It can be intuitive to measure and consider 
short-term effect in OEC metrics [184]. For example, providing 
more weight to advertisement metrics increases short-term business 
value and creates business more profitable momentarily. On the 
long term, however, showing more advertisement may annoy users 
and increase churn to a competitor with less advertisement, leading 
to lower customer value. Since the short-term effect is not always 
predictive of the long-term effect, it should not be the sole compo-
nent of an OEC [192]. Therefore, and to construct quality metrics, 
product and portfolio teams in software companies should differ-
entiate between leading and lagging indicators and understanding 
the mapping between them. 
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11.2.3 Leading and Lagging Indicators  
Motivated by the unpredictability of the market, researchers in the 
economics disciplines introduced a distinction between two types 
of indicators [226], [234]. A ‘leading indicator’ is a measurable 
metric that changes within a short period after a change of condi-
tions occurred, typically following a pattern or a trend. This type 
of indicators are predictive and lead to a goal that we can directly 
influence [235]. A ‘lagging indicator’ is an indicator that changes 
with a delay, typically after several other ‘leading’ indicators have 
already changed. In economic terms, it is a goal with consequence 
and value [235]. It consists of a performance gap (e.g. from X to 
Y) and a time (e.g. by 2020).  

Companies should focus in setting product team goals on lead 
measures and avoid lagging indicators for performance goals. Stud-
ies indicate that committing to an achievable goal help improve in-
dividual performance and that setting challenging and specific 
goals can further enhance employee engagement in attaining those 
goals  [236]–[238]. In practice, however, it is very difficult to iden-
tify which lead indicators are predictable of which lag indicators 
[29], [44], [184]. In our work, and as one of the benefits identified 
in this chapter, we demonstrate that CE enables R&D teams in 
creating a mapping between ‘leading’ and ‘lagging’ indicators. This 
has implications for product development. It enables agile teams to 
focus their work on development activities that improve low-level 
‘leading indicators’ which will in turn result in a definitive im-
provement of a high-level, and typically business value focused, 
‘lagging indicator’.  

 
11.3 Research Method 
In this chapter, we report on an inductive case study, which was 
conducted in collaboration with the Analysis and Experimentation 
(A&E) team at Microsoft. The study is based on historical data 
points that were collected over a period of two years and comple-
mented with a series of semi-structured interviews, observations, 
and meeting participations. In principle, it is an in-depth and single 
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case study [137], however, our participants are from different or-
ganizational units and product teams with fundamentally different 
product and service offerings. Several of the participants worked in 
other data-driven organizations before joining A&E team. The 
A&E team provides a platform and service for running tens of 
thousands of controlled experiments to customers across almost all 
major Microsoft products. Its data scientists, engineers and pro-
gram managers are involved with partner teams and departments 
across Microsoft daily. The participants involved in this research 
work are primarily collaborating with Bing, OneNote, Office, 
MSN.com, Xbox and Skype. The five experiments that we present 
in section IV are illustrative and representative examples of the 
work that our participants are involved with at Microsoft.  

 
11.3.1 Data Collection 
The data collection for this research was conducted in two streams. 
First, we collected archival data on past controlled experiments 
conducted at Microsoft. The first author of this chapter worked 
with Microsoft Analysis & Experimentation team for a period of 
10 weeks. During this time, he collected documents, presentations, 
meeting minutes and other notes available to Microsoft employees 
about the controlled experiments, the development of the experi-
mentation platform and organizational developments conducted at 
Microsoft A&E over the last two years. In total, we collected ap-
proximately 130 pages of qualitative data (including several figures 
and illustrations). 

 The second stream consisted of three parts. The first author (1) 
participated on weekly experimentation meetings, (2) attended in-
ternal trainings on controlled experimentation and other related 
topics, and (3) conducted several semi-structured interviews with 
Microsoft employees. In all the three data collection activities, the 
first author was accompanied by one of the other three authors (as 
schedules permitted).  

The second author of this chapter has been working with the 
Analysis & Experimentation team at Microsoft for a period of six 
years and he has extensive experience with controlled experimenta-
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tion. He was the main contact person for the other three research-
ers throughout the data collection and analysis period and advised 
the diverse selection of data scientists, managers and software en-
gineers that we interviewed. In total, we conducted 14 semi-
structured interviews (1 woman, 13 men) using a questionnaire 
with 11 open-ended questions. The participants that work with dif-
ferent product teams were invited for a half an hour interview. The 
interview format started with an introduction and a short explana-
tion of the research being conducted. Participants were then asked 
on their experience with CE, benefits, pitfalls, and the pain points 
that they experience while conducting controlled experiments.  

 
11.3.2 Data Analysis 
To obtain our learnings, we first organized data that belongs to in-
dividual experiments together. In total, we analyzed and grouped 
the data that relates to over 300 controlled experiments. These da-
ta were both qualitative descriptions of individual experiments as 
well as quantitative data related to individual metrics or metric 
groups. Next, we read the information about every experiment 
word by word and extracted commonalities and the differences be-
tween the experiments, focusing on the experiment learnings, ex-
pected outcomes and unexpected benefits. By extracting these, we 
constructed codes and emerged with individual benefits. This tech-
nique is similar to thematic coding [239] and can be used to identi-
fy a theory where existing knowledge is limited. All of our interpre-
tations were continuously discussed with the A&E team to clarify 
any misunderstandings.  
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11.3.3 Validity Considerations 
To improve the study’s construct validity, we complemented the 
archival data collection activities with individual semi-structured 
interviews, meetings and trainings. This enabled us to ask clarify-
ing questions, prevent misinterpretations, and study the phenome-
na from different angles. Meeting minutes and interview transcrip-
tions were independently assessed by three researchers. The first 
author conducted this research while collaborating with the second 
author who is permanently employed at the case company as a 
Principal Data Scientist. This set-up enabled continuous access and 
insight with the relative stakeholders. However, and since this ap-
proach differs from a traditional case study [137], the contribu-
tions of this chapter risk of being biased from this extensive inside 
view. Considering external validity, our study involved sub-cases 
that focus their work on products close to the online domain. And 
although Microsoft is one company, we emphasize that our sub-
cases (for example Bing, Skype, Office etc.) within the longitudinal 
study are diverse and could itself be considered their cases. Each of 
them has from several hundred to several thousands of employees. 
At the same time, several of the engineers, managers and data sci-
entists that provided feedback on our work have experience with 
CE from other large software companies (specifically from Ama-
zon, Google and Facebook). Taking this into consideration, we be-
lieve that the results of our study can apply to other large and 
software-intense companies that adopt the controlled experimenta-
tion methodology at scale.  

In the next section, we present five illustrative examples of con-
trolled experiments from our collection of empirical data. 
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11.4 Empirical Data and Findings 
Microsoft conducts tens of thousands of controlled experiments 
every year across dozens of products. In this section, we present 
five of these experiments in greater detail to give a flavor of the 
wide variety of experiments and their benefits. The space limita-
tions and proprietary concerns make it difficult to show all the 
depth and breadth of our empirical data. Due to these limitations, 
we select the illustrative experiments that are diverse and yield sev-
eral benefits, and present them in detail below.  

The first experiment with the Office Contextual Bar highlights 
the use of CE for discovery of instrumentation issues and the need 
for focusing the experimentation on leading metrics to identify the 
exact amount of impact on the value of the product. The second 
experiment illustrates how CE ensures software quality. Next, we 
show an example experiment with a birthday animation where CE 
enabled the product team to increase the customer and business 
value of Bing search page. Next, we present a design experiment 
with the Bing website where the effect of changing a background 
color was identified as negative. We conclude the section with an 
experiment from Skype where CE predicted infrastructure capacity. 

 
11.4.1 Office Contextual Command Bar Experiment 
Description: Microsoft Office for mobile is a well-known suite of 
products designed to increase work productivity. The product team 
responsible for edit interface in Office mobile apps conducted a de-
sign experiment with their Word mobile app. They believed that 
introducing a Contextual Command Bar (see Figure 30) would in-
crease the engagement (e.g. the number of times the users of the 
app edit their documents).  

Hypothesis: The hypothesis was that mobile phone users will do 
more editing on the phone because the contextual command bar 
will improve editing efficiency and will result in increased com-
monality and frequency of edits and 2-week retention.  

Outcome: During the set-up of the experiment, the product team 
experienced issues with measuring the number of edits. After a few 
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rounds of troubleshooting, they identified that the telemetry im-
plementation did not accurately log the edit events in the instru-
mentation pipeline, which resulted in inaccurate interpretation of 
the initial results. They resolved the instrumentation issues and 
confirmed this with an A/A test (exposing the control and the 
treatment group with the same version of the product). The results 
of a following two-week controlled experiment indicated a sub-
stantial increase in engagement (counts of edits), but no statistically 
significant change in 2-week retention metric.  

Learning: The experiment provided the team with two key 
learnings: (1) Proper instrumentation of existing features and the 
new feature is essential for computing experiment metrics, and (2) 
defining metrics that are good leading indicators and that they can 
expect to see a change in a reasonable timeframe is important.  

Benefits: Because of this experiment, the product team (1) re-
solved an instrumentation issue and (2) identified the exact impact 

of introducing this type of design change to one of their products 
on a leading metric. These learnings were strong evidence to gener-
alize the knowledge and prioritize a similar change to the other 
products in their portfolio.  

 
11.4.2 OneNote Publishing Pane Experiment 

Description: Microsoft OneNote is an information gathering and 
multi-user collaboration application. In one of the experiments 
with this application, the product team experimented with a modi-

Figure 30. Office Contextual Bar Experiment. 
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fication to the ‘Share Pane’. Hypothesis: The OneNote team sus-
pected many people wanted to share only a page of a notebook, 
and that the new feature and user interface would increase overall 
sharing. With the new experimental feature, the user is given the 
option to publish a page, rather than the entire notebook (see Fig-
ure 32). 

Outcome: The controlled experiment indicated positive results 
on the key leading metrics. The fraction of users that succeeded in 
progressing throughout the sharing funnel—defined as creating a 
share link or successfully sending a share e-mail – increased. Users 
in the treatment group also created fewer new notebooks. This 
suggested that some users that previously wanted to share a subset 
of a notebook’s content were going through the trouble of creating 
a brand-new notebook with that subset of content. The new fea-
ture clearly frees these users from going through that trouble. 
While overall the results were positive, the team saw a mismatch in 
the number of users in control and treatment for a small subgroup 
of users using a specific older OS version.  

Learning: By examining the experiment in detail, the team 
learned that instrumentation data was lost when the application 
crashed during the experiment on the older OS version. This 
caused unusual movements in metrics and the user mismatch. By 
investigating this experimental alert, the team discovered that a 
software bug in the new feature caused a crash in the code path re-
lated to the new feature.  

Benefits: With this experiment, the product team obtained an 
important learning. CE can help detect critical bugs that only ap-
pear with heavy usage in production, and that experimentation can 
help validate that a new feature or user interface helps customers. 
Although products under development traverse rigorous testing 
steps, many issues become visible only in a production environ-
ment, and controlled experiments are a great way to catch them 
before they hit all users of the product. As a benefit of detecting 
and mitigating such issues, product teams at Microsoft ensure bet-
ter quality of their software. 
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Figure 32. OneNote Share Pane experiment. 

Figure 31. Bing Search Results Birthday Greeting Ex-
periment. 
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11.4.3 Bing Search Results Birthday Greeting Experiment 
Description: In an experiment on Bing results page, a product team 
evaluated the impact of a feature that displays an animated birth-
day greeting for registered users on the day of their birthday anni-
versary (see Figure 31).   

Hypothesis: With this experiment, the team aimed to promote 
the feature on Bing search result page to users whom Bing knows 
they have birthday on the current day. The Bing team hypothesized 
that this feature would increase usage of Bing and will not intro-
duce any harm. 

 Outcome: After analyzing the results of the experiment, the 
team learned that several percent of users who saw the promotion, 
engaged with it. Since this was a good engagement rate, they decid-
ed to deploy the features.  The analysis of the offline data, howev-
er, showed that there was an abnormal distribution of birthdays on 
the first of January, likely most of which are not true birthdays.  

Learning: The product team considered not showing the birth-
day experience for users with birthday anniversaries on the first of 
January. However, the solution they selected was to show it any-
way, but increase the prominence of a link stating “Not your 
birthday?”. This link directs the users on a page to correct their 
birthday. The results of a follow-up experiment indicated that 
about 1/5 of users who receive the birthday wish on the first of 
January initiate the update of their birthday. Benefits: The team (1) 
improved their product and (2) increased its customer and business 
value. And even though the experiment didn't yield the exact ex-
pected result, valuable learnings were obtained leading to a new 
improved feature eventually deployed.  We illustrate this with a 
quote:  

 
“This is a general pattern with experimentation; finding a surprise that 

is still valuable.” 
 – Principal Data Scientist 
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11.4.4 Bing Background Color Experiments 
Description: Bing team conducted controlled experiments with two 
different background color variations: light grey and dark grey, 
and compared them to the regular white background. Their goal 
was to identify the effect of changing the background color on the 
key metrics.  

Hypothesis: Bing team hypothesized that experiments of this 
type will be successful and that the team should further invest into 
optimizing the background color of the product.  

Outcome: The experiments indicated a strong degradation in key 
metrics for both variants.  

Learning: In this experiment, the product team learned that (1) 
product changes of this type should not be deployed to the overall 
user base, and (2) further investment into optimizing background 
colors should not be prioritized.  

Benefits: The teams benefited from this by identifying that (1) 
changing background color in relation to the regular white version 
yields negative impact on the key business value metrics, ad that 
they should (2) prioritize other design ideas in the future. In gen-
eral, there are many possible user interface treatments that could 
be attempted, nearly infinite in fact, and this method of deciding 
which to pursue (and avoiding ones that might cause harm) is val-
uable across multiple products in the portfolio.  

 
11.4.5 Skype Infrastructure Migration 
Description: Skype is a well-known product for video and audio 
communication. Recently, the team completed migration of the 
product to a new call-routing algorithm.  

Hypothesis: Among other effects, the team hypothesized that 
enough infrastructure capacity will be available to support the new 
approach to call routing.  

Outcome: To evaluate their hypothesis, the Skype team conduct-
ed a controlled experiment with only a few percent of Skype users. 
The difference in load on the infrastructure between the new and 
the old algorithm was estimated, and projected to 100% of user 
population, confirming that the capacity will be sufficient.  
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Learning: The Skype team learned that based on the effect of the 
limited treatment group, enough capacity is available within the 
new infrastructure to continue with the transition.  

Benefits: By identifying the exact effect on the infrastructure, the 
team was confident that the infrastructure capacity is within the 
range needed for the complete product migration.  

 
11.5 The Benefits of Controlled Experimentation 
In the previous section, we presented five illustrative examples of 
controlled experiments conducted at Microsoft. In this section, and 
based on the analysis of several hundreds of experiments, interview 
and workshop notes, we provide (1) a comprehensive list of bene-
fits of controlled experimentation, and (2) guidelines on how to 
achieve them. We discuss these benefits in relation to example ex-
periments from previous section IV.  

In our work, we differentiate between three distinct levels of 
benefits. First, we describe how CE benefit the company portfolio 
level, which stretches across the organization and typically across 
several products. Second, we describe the benefits of CE on the 
product level. There, we show how CE controls product complexi-
ty, quality, instrumentation assurance, and how it can be used to 
predict infrastructure needs. Finally, and on the team level, we 
show that controlled experimentation impacts the planning of team 
activities and how it can be used to define measurable and realistic 
performance goals for teams. As illustrated with our examples 
from section IV, a single experiment can yield more than one bene-
fit. We present each of the identified benefits and how to achieve 
them in the remainder of this section.  

 
11.5.1 Portfolio Level 
Value discovery and validation: Effective portfolio development 
and identification of what delivers value to customers is vital to 
successful product innovation [29], [56]. By conducting a con-
trolled experiment, software companies can measure the exact 
amount of impact on the value from different features and prod-
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ucts. In this context, controlled experimentation forces product de-
velopment teams across multiple products in the portfolio to (1) 
define what the value is, and to (2) identify what changes across 
the product portfolio contribute to it. By conducting many con-
trolled experiments and analyzing their outcomes, companies can 
learn what is valuable for the business, and what is valuable for the 
customers. The procedure to discover and define business and cus-
tomer value is the following: (1) The portfolio team hypothesizes 
customer or/and business value, (2) value measurements are for-
malized in terms of leading metrics, (3) hypotheses are evaluated in 
multiple experiments across multiple products, and finally, (4) hy-
potheses that were accepted define customer or/and business value. 
Step (3) is crucial and typically consists of several learning experi-
ments (e.g. intentional degradations) where leading metrics that in-
dicated changes to lagging metrics in (2) are discovered (e.g. the ef-
fect of a performance slowdown on user satisfaction).  

The Office Contextual Bar Experiment and the Birthday Greet-
ing Experiment that we presented in section IV, for example, pro-
vided the Microsoft with knowledge of portfolio benefits about 
what customers of these products value. The learnings were vali-
dated and applied across the Microsoft portfolio. A team of data 
scientists is continuously working on improving the leading met-
rics, by analyzing past experiments and conducting new learning 
experiments to gain insights into metrics behavior and learn the 
mappings between ‘lagging’ and ‘leading’ indicators. Without CE, 
changes to metrics and correlations between metric movements are 
much harder to detect due to large variance, seasonality effects, 
and other factors, making establishing a clear relationship between 
‘leading’ and ‘lagging’ indicators nearly impossible. 
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11.5.2 Product Level 
Incremental product improvements: This is the most well-known 
benefit of A/B testing in software product development and there 
are several publications available that discuss it in detail [56], [58], 
[154], [192]. Causality with regular and incremental product im-
provements (e.g. what was the effect of introducing a new feature 
on the key metrics) is proved by running a controlled experiment. 
And by deploying the changes that increase the key metrics, the 
product is incrementally improved. The way how incremental 
product improvements are done is the following: First, (1) instru-
mentation data (e.g. clicks per user session, dwell time, etc.) are 
collected during an experiment, (2) key metrics are calculated 
based on the instrumentation data, (3) Statistical tests are conduct-
ed to detect the difference between the variants (e.g. the version of 
the product without a new feature and the one with the new fea-
ture) is measured. Finally, (4) variants with improvements to the 
key metrics are deployed. This benefit is illustrated in several ex-
periments in section IV. 

Optimizing and predicting product infrastructure and capacity 
needs: When a product is incrementally updated (e.g. an algorithm 
is optimized) companies risk introducing an effect on the infra-
structure. By using controlled experimentation, practitioners can be 
more proactive and guarantee that (1) necessary capacity will be 
available for their changes, and (2) estimate the capacity 
cost/savings of the change before it is fully deployed. This can be 
achieved by measuring the change in infrastructure load via an ex-
periment on a small population, e.g. 10% vs 10%, and then pro-
ject what will happen at 100% deployment. A gradual ramp-up of 
the experiment can be used to estimate non-linear effects.  

Skype infrastructure migration experiment described in section 
IV, for example, enabled the product team to predict infrastructure 
needs based on a smaller treatment and continue the deployment. 

Ensuring product quality: Although the changes to products are 
typically well tested using end-to-end and unit tests, certain scenar-
ios in product changes require validation with production custom-
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ers. By experimenting with customers in a gradual manner (e.g. 
starting with a low % in the treatment group and increasing expo-
sure over time), the impact of a change that introduces product is-
sues is limited to only a defined number of customers. As a side 
benefit, the investments into virtual testing infrastructure mimick-
ing production environment are minimized. The risk of exposing 
product changes with defects that could not have been detected 
through unit and pre-production testing to large sets of customers 
are lower with controlled experimentation than they would be 
without it. OneNote Share Pane experiment, for example, provided 
the evidence that product quality can be better assured using CE 
by, for example, alerting for instrumentation discrepancies during 
experiment execution. 

Stabilizing and lowering product complexity: Features are devel-
oped because teams believe that they will be useful and provide 
value. Yet in many domains, most ideas fail to improve key metrics 
[29]. Only one third of the ideas tested on the Experimentation 
Platform at Microsoft improved the metrics they were designed to 
improve [29], [154]. CE enables product development teams to (1) 
deploy only the changes (e.g. new features) that deliver an increase 
in business or customer value, and (2) to remove those that do not. 

The way in which this product benefit is achieved is twofold: (1) 
features that have no impact on the business or customer value 
(e.g. do not indicate a statistical significance in key metrics) are not 
deployed to customers. Second (2) by running reverse experiments 
(e.g. a feature is hidden from the treatment group), product teams 
get an indication on how much value the removed feature adds to 
the product.  

Product instrumentation quality assurance: As companies in-
creasingly rely on instrumentation to measure their successes and 
failures, controlled experiments should regularly be performed to 
identify whether the metrics are up to date and react as it is ex-
pected from them. This benefit can be achieved in two different 
ways: (1) A/A tests should continuously be conducted (e.g. every 
time before starting an A/B experiment). Second (2) by conducting 
experiments with known outcomes, the instrumentation quality 
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and logic can be verified by comparing the expected and actual 
outcome. At Microsoft, CE is used regularly to evaluate instrumen-
tation [44]. 

 
11.5.3 Team Level 
Team activity planning: Experiments provide learnings that consist 
of treatment and causal effect pairs. These learnings can be used to 
identify the development activities that should be prioritized (for 
example, the changes teams made that caused the most impact). By 
(1) knowing what changes improved the key metrics in the past 
and by how much, product development teams can (2) generalize 
and organize their schedule to focus their work on the type of 
changes that were shown to have the most beneficial effect on the 
product.  

The Successful Office Contextual Bar Experiment enabled sibling 
teams working on related products to prioritize their work and 
capture customer and business value earlier than they would oth-
erwise.  

On the other hand, the Bing Background Color experiments 
yield the negative learning and was used to deprioritize similar de-
velopment activities. 

Defining performance goals for teams: With CE, product man-
agement can express team goals in terms of changes to ‘leading 
metrics’, and their progress can be monitored over time. For exam-
ple, Bing’s ranking team has their goal defined by a single metric, a 
leading indicator for lagging metrics such as long-term query share 
and revenue. The team’s progress towards that goal is measured as 
a sum of the statistically significant changes to this metric from all 
the controlled experiments performed by the team over a period. 
Without CE, it is very difficult to accurately evaluate team progress 
since measuring the exact magnitude of impact from new features 
is hard, and the mappings between ‘leading’ and ‘lagging’ indica-
tors are unknown.  

We summarize the benefits that we described in this section and 
guidelines to achieve them in Table 14 
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  Benefits Guidelines to achieve the benefit 

Po
rt

fo
lio

 

Value discovery 
and validation 

(1) Customer and Business value are hypothesized on a portfolio level. 
(2) Measurement of the value is formalized in terms of leading met-
rics. 
(3) Hypotheses are evaluated in multiple exper. across multiple prod-
ucts. 
(4) Hypotheses that were confirmed indicate value on a portfolio level. 

Pr
od

uc
t 

Incremental prod-
uct improvements 

(1) Instrumentation data of a single experiment are collected, 
(2) Metrics are calculated based on the collected data, 
(3) Statistical difference between variants is measured, 
(4) Variants with improvements to key metrics are deployed. 

Optimizing and 
predicting product 
infrastructure and 
capacity needs 

(1) Change is deployed on a low % of treatment, 
(2) Changes in infrastructure are monitored, 
(3) Treatment group is gradually increased if resources allow. 

Ensuring product 
quality 

(1) Product changes that degrade key metrics are not deployed. 

Stabilizing and 
lowering product 
complexity 

(1) Product increments with no impact on the key metrics are not de-
ployed. 
(2) Product features with no impact on the key metrics are removed 
with reverse experiments. 

Product Instru-
mentation quality 
assurance 

(1) A/A experiments are conducted to identify noisy instrumentation.  
(2) Experiments with known outcomes validate instrumentation quali-
ty. 

Te
am

 Team activity 
planning 

(1) Changes/features that improve key metrics are shared among 
teams. 
(2) Teams generalize learnings to identify feature areas that should be 
prioritized. 

Defining perfor-
mance goals for 
teams 

(1) By measuring the exact amount of impact that changes of one team 
had on the leading metrics over a period, a realistic goal can be set for 
the next period. 

Table 14. Benefits of controlled experimentation and guidelines on 
how to achieve them.  
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11.6 Challenges with CE 
In the previous section, we demonstrated that the benefits of con-
trolled experimentation at scale extend beyond the recognized sce-
nario of incremental product improvements. To implement CE in a 
software company and experience the benefits, however, consider-
able effort and domain knowledge are required. In this section, and 
to contrast the positive implications of the benefits above, we pre-
sent and discuss several challenges with CE.  

Gradual realization of benefits: Several product teams at Mi-
crosoft experience the benefits that we present in Section V in their 
development process. The realization of them, however, is not in-
stant, but a gradual process of evolvement over time [9]. Compa-
nies typically start to conduct controlled experiments on significant 
changes (for example, a new interface) to gain traction and support 
for investments into A/B testing infrastructure. As they scale, and 
as we show in [9], every bug fix and minor change is a priori re-
leased through an A/B test. Optimizing the planning of team activi-
ties by using CE, for example, can only be achieved at scale [9], 
[57].  

Evolvement of skills and technology: To scale CE, several new 
skills such as Data Scientists and Data Engineers [18] are needed. 
At the same time, investments in an experimentation platform and 
instrumentation of existing products are needed [23]. And alt-
hough these are initially a cost for the company, a significant learn-
ing and ROI are seen over time at Microsoft and other companies 
[9], [154].  

Mitigating pitfalls: Related literature [14]–[16], [187] identified 
several pitfalls of using CE. As the usage of controlled experiments 
grows, it is becoming more important to understand the opportuni-
ties and pitfalls one might face when using CE in practice. For ex-
ample, survival bias detection in long-lasting experiments (i.e. ex-
periments that last over 10 weeks), underpowered experiments (i.e. 
example experiments with insufficient number of users), hypothe-
sizing after results are known, incorrectly computing confidence 
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intervals for percent change, etc. These are pitfalls that make CE 
less trustworthy and need to be controlled and mitigated.  

Prioritization of changes: Experimenting in production environ-
ment is becoming the norm for product changes in experimentally 
evolved online companies that operate in non-safety critical do-
mains [53], [57], [58], [136], [154]. Investments in existing parts of 
the development pipeline that are resource demanding today (for 
example in pre-production test systems) are becoming deprioritized 
due to CE. As a consequence, software companies that evolve CE 
will increasingly prioritize experimenting in the production. This 
introduces two types of challenges: (1) deciding which product 
changes to prioritize for CE vs. regular pre-production testing, and 
(2) timing the experiments. With CE, it is common to reveal fea-
tures under development to a large set of users. Companies that 
study their competitors can exploit this situation in order to earlier 
predict the direction of the software company.  
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11.7 Conclusions and Future Work 
The benefit of Controlled Experimentation (for example A/B test-
ing) in incremental product development has been demonstrated a 
number of times both by research in the academia [49], [59], [230], 
and in the industry by Microsoft [154], [57], Google [58], Face-
book [136] and other software-intensive companies [53], [57]. In 
this chapter, and based on a case study at Microsoft, we demon-
strate that benefits of controlled experimentation extend beyond 
this recognized scenario. First, we show the benefits on the product 
portfolio level, where CE aids in accurately identifying what consti-
tutes customer and business value, and how much exactly the work 
of product teams contribute to it. Next, we show that CE impacts 
development on the product level where decisions on product func-
tionality, complexity, quality and infrastructure needs are made. 
Finally, we show that CE benefits the team level where R&D effort 
is planned, executed and measured. We illustrate our findings with 
five illustrative experiments conducted at Microsoft at several 
product teams.  

Initial guidance on how to achieve certain benefits from contin-
uous experimentation has been presented in the literature both by 
us [46], [154] and other researchers [4], [10], [28]. In this chapter, 
we provide guidance also for achieving the benefits related to the 
portfolio and team level. In our opinion, however, more work is 
needed in this area. Specifically, we believe that the research and 
industry would benefit from (1) a deeper understanding of the ex-
periment lifecycle, (2) guidance on detection of patterns between 
leading and lagging metrics, and (3) providing automation and 
support for product teams in this process. Also, further studies are 
needed to identify in what contexts to allow CE, and where not to 
use this methodology.  
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12 THE CURRENT STATE OF 
EXPERIMENTATION MATURITY 

Abstract 
Online Controlled Experiments (OCEs, also aka A/B tests) are one 
of the most powerful methods for measuring how much value new 
features and changes deployed to software products bring to users. 
Companies like Microsoft, Amazon, and Booking.com report the 
ability to conduct thousands of OCEs every year. However, the 
competences of the remainder of the online software industry re-
main unknown, and the obstacles that stand in their paths ob-
scured. The main objective of this Chapter is to reveal the current 
state of A/B testing maturity in the software industry, and to dis-
cover the main challenges in growing experimentation. We base 
our findings on 44 responses from an online empirical survey. Our 
main contribution of this chapter is twofold. First, we reveal the 
current state of experimentation maturity in the online software 
industry. Second, we identify the key challenges in growing exper-
imentation as reported by the survey respondents. With our results, 
we hope to steer future research in the area of Online Controlled 
Experimentation, and to provide companies that are growing their 
capabilities a baseline for comparison.  
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This Chapter is based on 
A. Fabijan, P. Dmitriev, H. H. Olsson, and J. Bosch, “Online Controlled Experimen-

tation at Scale: An Empirical Survey on the Current State of A/B Testing,” in submis-
sion, shorter version of this paper to appear in Proceedings1 of the 44th Euromicro 
Conference on Software Engineering and Advanced Applications, SEAA'18, (Prague, 

Czechia, Aug. 2018). 
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12.1 Introduction 
The internet connectivity of software products provides an unprec-
edented opportunity to learn what customers value in near real-
time, and to make causal conclusions between the changes made to 
the product and the customers’ reactions on them [14], [18], [130], 
[136]. One way to achieve this in connected products is through 
A/B testing, or more generally, Online Controlled Experiments 
(OCEs) [29], [130]. OCEs transform decision making into a scien-
tific, evidence-driven process—rather than an intuitive reaction 
[11], [29]. And as many large online companies such as Google, 
Microsoft, and Amazon report on the benefits that they experience 
due to the growth of the experimentation practices in their compa-
nies [25], [47], [56]–[58], the ability of the remainder of the soft-
ware remains unknown [4], [10], [36], [59]. Conducting a few iso-
lated experiments is relatively easy. However, systematically con-
ducting trustworthy experiments at large-scale (e.g. hundreds or 
thousands of OCEs per year) requires a transformation that is far 
from intuitive and easy to achieve. For example, building data 
pipeline is challenging, and conclusions can be entirely wrong 
when experiments interfere with each other, or when the randomi-
zation of users is biased by previous experiments [15], [16], [187]–
[189].  

In our previous research, we described the evolutionary stages of 
experimentation growth in detail through the Experimentation 
Growth Model (EGM model) [9], [229]. Our experience from ap-
plying A/B testing in various Microsoft products for the last 10 
years, as well as the experience at other experimentation-driven 
companies that we collaborate with, has been that enabling and 
growing experimentation is a gradual process full of challenges and 
pitfalls [15], [16], [187]. For example, experimentation at scale re-
quires developing strong experimentation practices based on trust-
worthy statistical analyses, advanced engineering capabilities, set-
ting clear measurable business goals, and alignment of the organi-
zation and culture to experimentation. We are confident that due 
to the growing awareness of the need for trustworthy data-driven 
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decision making in software product development, and also due to 
the technical advances and challenges that accompany them (e.g. 
the complexities brought by AI services), companies will increas-
ingly adopt and evolve their experimentation capabilities in the fu-
ture. Evaluating ideas with OCEs, as illustrated in prior research 
[11], [25] yields benefits beyond finding out the better variation of 
a few software features. If a company grows the experimentation 
capability and organizational skills to conduct OCEs at large scale, 
it will be able to assess not only ideas for websites but also poten-
tial business models, strategies, products, services, marketing cam-
paigns, etc. [11], [25]. Knowing how well the companies that al-
ready experiment are evolved, and what challenges prevent these 
companies from advancing their experimentation capabilities is 
therefore of great interest for both researchers and industry practi-
tioners working in this area.  

In this chapter, we explore the current state of experimentation 
maturity based on the EGM model. Our main research question is: 
“What is the current state of experimentation maturity in online 
software companies that already conduct experiments?” 

To answer our research question, we conducted an online empir-
ical survey and analyzed the responses from participating compa-
nies. In total, we received 44 valid responses from product team 
working in companies worldwide. Based on the analyzed data, we 
present the current state of experimentation maturity, and identify 
the greatest challenges that prevent companies from advancing.  
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12.2 Background 
In this section, we present the related literature. We start by intro-
ducing the need for learning from customer feedback and product 
data. Next, we introduce experimentation and briefly discuss how 
companies use this methodology to make trustworthy decisions in 
software product development. Finally, we introduce the Experi-
mentation Growth Model, on which we base our work in this 
chapter. 

 
12.2.1 Learning From Data 
Companies have always been collecting data to understand what 
the customers value and make decisions based on the lessons learnt 
[38]. Although techniques for collecting customer feedback have 
traditionally focused on the collection of what the customers say 
they do (for example interviews or focus groups) [182], the soft-
ware industry evolves towards complementing these with the col-
lection of data that reveals what customers actually do with them 
[10], [183]. Also, the growing use of Machine Learning, Artificial 
Intelligence and other algorithms that result in non-deterministic 
behavior of the software make the use of quantitative feedback on 
top of the qualitative input even more important. The use of data 
collected directly from the products enhances the accuracy of eval-
uating ideas with customers and moves companies away from as-
sumptions and towards trustworthy decision making.  

The internet connectivity of software products provides an un-
precedented opportunity to evaluate hypotheses in near real-time. 
Consequently, the number of hypotheses that product management 
generates and aims to evaluate can be tremendous. For example, 
there are billions of possibilities merely to style a product (e.g. ‘41 
Shades of Blue’ OCE at Google [57]). In fact, style and content 
management is only one area for experimentation. Evaluating im-
provements to ranking algorithms and recommender systems [15], 
[184] are popular applications of online experimentation, among 
others. And although there are several ways to evaluate hypotheses 
(with e.g. pattern detection, classification, etc.) none of them shows 
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as direct causal and accurate impact of the idea on the customer 
value as Online Controlled Experiments do [184].  

 
12.2.2 Online Controlled Experiments 
The theory of controlled experiments dates to Sir Ronald A. Fish-
er’s experiments at the Rothamsted Agricultural Experimental Sta-
tion in England during the 1920s [129]. In the simplest controlled 
experiment, two comparable groups are created by randomly as-
signing experiment participants in either of them; the control and 
the treatment. The only thing different between the two groups is 
some change X. For example, if the two variants are software 
products, they might have different design solutions or communi-
cate with a different server. If the experiment were designed and 
executed correctly, the only thing consistently different between the 
two variants is the change X. External factors such as seasonality, 
impact of other product changes, competitor moves, etc. are dis-
tributed evenly between control and treatment and therefore do 
not impact the results of the experiment. Hence any difference in 
metrics between the two groups must be due to the change X (or a 
random chance, that is ruled out using statistical testing). This de-
sign establishes a causal relationship between the change X made 
to the product and changes in user behavior.  
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12.2.3 The Experimentation Growth Model 
In previous research, we inductively derived the Experimentation 
Growth Model (EGM model) from analyzing the experience of 
growing experimentation activities in over a dozen Microsoft 
products an further detailed our work through case studies 
at Skyscanner, Booking, and Intuit [9], [229]. 

The EGM model depicts experimentation growth as four stag-
es of evolution, starting from Crawl where experimentation is ad-
hoc, time-consuming, and provides limited value, to Walk to Run 
to Fly, where experimentation is integral part of every aspect of 
product development, enabling data-driven decisions at scale. 
‘Crawl’ is the initial stage where software companies start to exper-
iment, which typically happens within a single feature team and 
without an experimentation platform. In the ‘Walk’ stage, compa-
nies develop the capability to conduct tens of experiments per an-
num. In the ‘Run’ stage, multiple feature teams conduct hundreds 
of experiments yearly with an experimentation platform that con-
trols for common pitfalls and alerts experimenters for bad experi-
ments. Finally, in the ‘Fly’ stage, software companies are able to 
conduct thousands of OCEs yearly, evaluating not only new fea-
tures, but also every bug fix through experiments for unexpected 
outcomes.  

In the EGM model, the evolution of experimentation from one 
stage to the next advances along the seven most criti-
cal dimensions of experimentation, which we inductively derived in 
prior research:  
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DM1: ‘Technical focus of product development activities’: focuses 

on the engineering work (for example, building a reliable da-
ta pipeline). 

DM2:  ‘Experimentation platform capability’: focuses on the fea-
tures that companies need in their experimentation platform. 

DM3:  ‘Experimentation pervasiveness’ assesses the extent to which 
experimentation is being conducted in software companies 
(for example, from a few user interface experiments towards 
experimenting with every change). 

DM4:  ‘Feature team self-sufficiency’: assesses the extent to which 
individual feature team members manage most of the exper-
iments without the involvement. 

DM5:  ‘Experimentation team organization’: describes how to or-
ganize the experimentation experts in each of the four stages, 
in order to experience the most benefit from conducting 
OCEs (for example, from no experimentation team to a cen-
ter of excellence). 

DM6: The ‘Overall Evaluation Criteria (OEC)’: entails how the key 
metrics are defined (for example, from a few signals to a 
structured and well-defined set of metrics that are indicative 
of long term success of a change which is measured in a 
short-term experiment.  

DM7:  ‘Experimentation Impact’: reveals the extent to which the 
experimentation impacts the software company at each of 
the four stages (for example, from an impact to a small fea-
ture, towards an impact that sets strategic and team goals).  

For a detailed description of the dimensions see [9], [229].  
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12.3 Research Method 
In this section, we describe our research approach. 

 
12.3.1 Experimentation Growth Survey 
The first two authors jointly designed the questions for the survey 
based on the EGM model introduced in Section II.C, and imple-
mented it on the web. The survey [214] asks participants to com-
plete a questionnaire with 14 closed multiple choice questions and 
2 open-ended questions. The questions are designed to determine 
the stage along each of the dimensions of the EGM model. For ex-
ample, for the Overall Evaluation Criteria (OEC) dimension, the 
questions “Do you have a formally defined OEC?” and “Do you 
have a formal process to update the OEC?” are used. The results of 
the survey are auto-analyzed, and the user is presented with their 
Experimentation Growth Score, and an evaluation of their progress 
along each of the dimensions. The detailed breakdown along the 
dimensions allows the participants to identify those that are 
evolved, and those that lag behind (e.g. see Figure 1). 

We piloted the survey within Microsoft (51 test entries) with 
product teams at different levels of Experimentation Growth, and 
with two other companies. In our pilot rounds, the test participants 
were asked for feedback both on questions and options to answer 
them, as well as on the mapping of the results. Each of the partici-
pants that provided test entries was asked to qualitatively asses 
their products’ maturity with respect to experimentation prior to 
the automatic analysis of the results. During the design of the sur-
vey, we were constantly comparing the ground truth of the product 
experimentation maturity (which we had available for 12 product 
teams within Microsoft, and 2 other companies), and the results of 
our application.  
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12.3.2 Data Collection 
We published the survey at https://www.exp-growth.com/. The 
target audience for our survey were experimentation owners and 
experts within software organizations. To better reach the target 
audience, the first two authors advertised the survey through con-
tacts, on LinkedIn, and physically at two conferences (KDD17 in 
Halifax, Nova Scotia, and SIGIR17 in Tokyo, Japan). At both con-
ferences, the second author together with the Analysis & Experi-
mentation team from Microsoft hosted a tutorial on Online Exper-
imentation. This enabled us to further connect with the target au-
dience, and ask companies that conduct OCEs for feedback, and to 
fill-out the survey. 

In total, we received 44 valid responses (after removal of 5 dupli-
cates). For consistency, we will use the term “product organiza-
tions” to refer to each of the 44 individual entries as we captured 
multiple responses from one company (large companies have mul-
tiple business). The data were collected anonymously and cannot 
be tied to individual respondents. 

 
12.3.3 Data Analysis 
Collected data is both of quantitative and qualitative nature and it 
was analyzed by the first two authors of this chapter in two steps. 
First, for reproducibility and real-time feedback to survey respond-
ents, we programmed JavaScript code that computes the score for 
each dimension of the EGM model based on the responses and as-
signs it a score of 1 to 4 (crawl=1, fly=4). The final score (EG 
score) is then calculated by taking the scores along each dimension, 
adding a score for “scale” (the number of experiments run in a 
month) and a score for agility (how often the product deploys), 
and then normalizing the result to produce a value between 1-10. 
Visually, the values between [0,4) map to the ‘Crawl’ stage, values 
between [4, 6) map to ‘Walk’, the values between [6, 8) map to 
‘Run’, and finally the values between [8, 10] map to the ‘Fly’ stage. 
The EG score is an indicator of the capacity to run many experi-
ments in a trustworthy manner, and to derive value from their re-
sults.  
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In the next step, we analyzed these computations together with 
the raw data using descriptive statistics (e.g. counting the number 
of features reported in the companies’ experimentation platform). 
In addition, qualitative data collected in two of the questions in 
our survey were analyzed using thematic coding approach in which 
we grouped similar concepts together. 

 
12.3.4 Threats To Validity 
Construct validity. We conducted this research as part of an ongo-
ing work with Microsoft’s Analysis and Experimentation team, 
which has over 12 years of experience in the area of online experi-
mentation. Their input, as well as the feedback we received from 
other companies, improved the accuracy of the EGM model and 
the survey study. To assure the respondents familiarity with our 
work, the EGM model was presented to the survey participants (at 
the tutorials and on the web) first. They were asked to complete 
the survey next. We also introduced analytics and data-quality 
checks in the survey to prevent bots from submitting results and to 
detect duplicate entries. 

External validity. Our survey response solicitation was targeted 
to the participants from companies that conduct OCEs, and due to 
the nature of its collection suffers from selection bias. For example, 
we only captured the responses from companies that already run at 
least a few OCEs per year. Also, participants may have provided 
idealized data about their experimentation maturity, so we risk of 
having a self-reporting bias. For example, the respondents could 
assign a higher or lower ranking. Generalizing our results is there-
fore a limitation that we acknowledge, and future follow-up stud-
ies will be needed on larger samples. However, since we captured 
the experience of companies across the EGM model, i.e. from those 
that are less mature, as well as from the companies that are very 
well evolved, the findings in the chapter could be useful for a large 
number of companies to compare their experimentation capabili-
ties to the remainder of the industry.  
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12.4 Survey Findings & Implications 
In the previous sections, we introduced the dimensions of the EGM 
model along with other related works on experimentation, and de-
scribed our data collection and analysis steps. In this section, we 
present the results of our online empirical survey. We start by first 
presenting the product organizations that responded to our survey, 
and we reveal their aggregate results. Next, we discuss the results 
for each of the seven dimensions of the EGM model individually. 
Finally, we conclude the section by summarizing our key findings.  

Note that the results in this discussion will be reported per prod-
uct organization and that this should be taken into consideration 
when interpreting them. 
12.4.1 Product Organizations 
In our survey, we collected several data points that describe our 

sample. Specifically, we asked the respondents for their Monthly 
Active Users (MAU) count, and their Deployment Frequency. Nine 

Figure 33. Experimentation Growth Model [4] with an example of sur-
vey results for an anonymous product organization. 
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product organizations reported less than 10,000 MAU, three re-
ported between 100,000 and 1,000,000 MAU, and 32 product or-
ganizations report over 1 million Monthly Active Users. Four out 
of 44 product organizations need longer than a month to ship new 
code to customers, seven are able to deploy new code monthly, 
twenty-one deploy new updates weekly, and finally 12 organiza-
tions have an ability to ship new versions of their product daily or 
more frequently. These numbers show that, while our sample is 
small, it still captures quite a diverse range of product organiza-
tions. 

 
12.4.2 Experimentation Maturity 
The first step in our analysis is presenting the aggregate maturity 
results, which we summarize in Table 15. Our analysis reveals that 
the majority of product organizations (24 out of 44) classify within 
the Run stage – implying that the majority of them succeeded in 
implementing data-collection practices with a reliable data-
pipeline, enabling multiple feature teams to experiment on most 
new features added to the product. The aggregate data also reveals 
that at least five product organizations that responded to our sur-
vey succeeded in fully evolving their experimentation capabilities, 
enabling most individuals in product teams to autonomously con-
duct experiments with little or no support from the data scientist.  

 
Exp. Maturity Stage Crawl Walk Run Fly 

#Product Organiza-

tions 
3 12 24 5 

Table 15. Aggregate Experimentation Maturity. 

On the other hand, twelve companies classify within the “Walk” 
stage, and only 3 companies classifies under “Crawl”. To provide 
more insights, we discuss these results by drilling-down to each of 
the seven dimensions illustrated on Figure 34.  
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In the remainder of this section, and for every dimension of ExP 
growth, we (1) briefly repeat its role, (2) present the empirical find-
ings, and (3) prescribe the possibilities for companies to grow their 
experimentation capabilities. 

 
  

Figure 34. Experimentation Maturity Breakdown for 
every dimension of the Experimentation Growth Model. 
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12.4.2.1 DM1: Technical Focus of product development activities.  
The first dimension of the EGM model focuses on the engineering 
activities related to experimentation (e.g. coding the instrumenta-
tion of a product, building a data collection pipeline, computing 
metrics, and standardizing the engineering processes). Based on our 
survey, the large majority of product organizations classify in the 
‘Walk stage’. To arrive to this stage, companies standardized data 
collection and processing practices, and created standard sets of 
simple metrics. In our previous research [16] we learned that con-
ceptually, the following four groups of metrics are useful for ana-
lyzing experiments: Success Metrics (the metrics that feature teams 
should improve), Guardrail Metrics (the metrics that are con-
strained to a band and should not move outside of that band), Da-
ta Quality Metrics (the metrics that ensure that the experiments 
will be set-up correctly, and that no quality issues happened during 
an experiment), and Debug Metrics (the drill down into success 
and guardrail metrics). By grouping metrics together, deciding on 
experiment success can be done more accurately and effectively. 
For example, if data quality issues arise in an experiment, typically 
multiple metrics will respond and reflect on them. Examining these 
metrics together provides a quick insight into underlying change.  

In order to advance along this dimension, investments in auto-
mated reliable data pipelines that join data from multiple teams, 
designing a detailed breakdown of metrics, and experiment analy-
sis automation are needed from product teams. One example of 
how companies can advance along this dimension is to construct a 
detailed breakdown of metrics in a scorecard. The most critical in-
formation about an experiment (the metric result in the treatment 
and the control group, the difference between the two, and wheth-
er the difference is statistically significant) should be presented.  
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12.4.2.2 DM2: Experimentation Platform Capability.  
This dimension is concerned with the maturity of the experimenta-
tion platform (e.g. to what extent it automates various tasks and 
report generations). With respect to this dimension only one prod-
uct organization relies on manual data-collection and coding of 
experiments. Therefore, the majority of the product organizations 
use an experimentation platform which enables them to conduct 
trustworthy randomization of their customers and reliable compu-
tation of results. In Table 16, we present the distribution between 
the types of platform that the companies use, revealing that the 
majority of the product organizations uses an in-house developed 
platform for running experiments. 

 
Type of Experimentation Platform #PO 

No platform (manual coding of experiments) 1 

Third party platform 11 

Internally developed platform 32 

Table 16. Experimentation Platforms. 

The capabilities of the experimentation platforms between prod-
uct organizations differ significantly. Specifically, platforms sup-
port various functionality, enabling different levels of automation 
and trustworthiness. For example, to move from the ‘Run’ stage to 
the ‘Fly’ stage, the experimentation platform needs to support ad-
vanced features such as alerting on bad experiments, control of 
carry-over effects, experimentation iteration, etc., which only 2 out 
of 44 product organizations succeeded in implementing.  To fur-
ther understand the maturity of the experimentation platforms in 
the online industry, we analyze their common features (based on 
[229]), and provide frequency count of their integrations in Table 
17. 
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ExP Feature Feature Description #PO 

Randomization Assigning users/devices to variants 37 

Targeting Defining the audience for experiment 36 

Scorecard gener-

ation 

Automatically generates scorecards for an ex-

periment 

30 

Iteration Experiments can be started at small allocation 

and ramped up to larger all. in iterations 

29 

Isolation Concurrently run experiments can be config-

ured to not share users/devices 

29 

Configuration 

management 

Experiment variant is configured in the exper-

imentation system; configs are passed to the 

clients along with variant assignments 

26 

Rollout Supports rolling out the winning variant to 

100% of users 

25 

AA testing Pre- and post-experiment A/A  18 

Power analysis Helping determine experiment allocation and 

duration 

17 

Alerting Automatically alerts on significant negative 

metric movements 

15 

Drill-down ca-

pability 

Automated ways to diagnose a specific met-

ric's movement 

14 

Cross-

experiment 

analysis 

Collects and preserves sufficient metadata 

about past experiments for cross-experiment 

analysis 

14 

Near Real Time 

Alerting 

Alerts are generated in near real time 10 

Ship advice Automatically analyzes the results and makes 

ship/no-ship recommendation 

8 

Interaction de-

tection 

Interactions between experiments running 

concurrently on the same set of users are de-

tected 

7 

Auto-shutdown Harmful experiments are autom. terminated 6 

Table 17. Experimentation platform features and count of Product 
Organizations that implemented and integrated them (out of 44). 
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Based on our findings, it is evident that autonomous shutdown of 
harmful experiments, interaction detection, and ship recommenda-
tion are lacking from the majority of the platforms. 

 
12.4.2.3 DM3: Experimentation Pervasiveness.  
This dimension is concerned with the extent of experiment penetra-
tion in the software development organization. Products that are 
starting to adopt experimentation typically experiment with a lim-
ited amount of new features. In contrast, in mature products, every 
change including the smallest bug fixes is released to customers 
under an experiment. In our survey we measure the progress along 
this dimensions by asking for the fraction of features evaluated 
through an experiment (with options: less than 10%, between 10% 
and 50%, between 50% and 90%, and above 90%). The results 
visible in Figure 2 suggest that six product organizations evaluate 
over 90% of their features through an experiment, whereas nine 
organizations evaluate only 10% or less. We compared these data 
with the number of features in the experimentation platforms of 
our survey participants.  

 
% of features experimented with #ExP Features (AVG) 

< 10% 6 

10% - 50% 8 

50% - 90% 9 

>90% 11 

Table 18. % of features experimented vs. ExP feature count. 

As visible in Table 18 above - on average - organizations that inte-
grated more features into their experimentation platform release a 
larger percentage of product features through an experiment, and 
vice versa. These findings support our experience that making ex-
perimentation more efficient by introducing automation to de-
crease the load on data scientists can improve companies’ experi-
mentation capabilities. We illustrate this with the experience of 
Microsoft’s Bing product organization on Figure 35, showing that 
its experimentation growth was fueled (among other reasons) by 
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introducing new platform features (e.g. Isolation and Interaction 
detection). This growth, in turn, creates requirements for more ad-
vanced features. 

 

12.4.2.4 DM4: Engineering Team Self-Sufficiency.  
This dimension is concerned with the level of independent experi-
ment management within the feature teams. In our view, and as 
companies evolve, experimentation should become a standard op-
erating procedure for most engineering and product management 
professionals, which contrasts the early stages of experimentation 
where most of the OCEs are executed by data scientists or analysts 
with experimentation knowledge. Based on our data analysis, the 
majority of product organizations fall in the “Walk” stage (17 out 
of 44) along this dimension. In these organizations Engi-
neers/Program Managers configure and start the experiment on 
their own, however, analysts help compute, analyze and interpret 
the results of the experiments. Furthermore, in 8 product organiza-
tions analysts only supervise the analysis. 8 out of 44 product or-
ganizations classify in the “Fly” stage, meaning that they conduct 
most experiments end-to-end without any analyst involvement. 
Similarly, as with the previous dimensions, there is a correlation 
between the amount of functionality implemented in the exp. plat-
form and companies’ ability to self- experiment. 

Figure 35. The Growth of Experimentation at Microsoft Bing [6]. 
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Despite the fact that evolving DM1 impacts DM4, there is an-
other important factor that impacts the growth of DM4 – educa-
tion. Experienced analysts at Microsoft frequently organize tutori-
als, conferences, workshops and co-analysis sessions to train indi-
viduals in the product teams to become better and more accurate in 
analyzing experiments. And although this may be considered time 
consuming and expensive from the resource perspective, there are 
many pitfalls described in [189] that suggest to take the abstraction of 
experimental methodology with care, especially when only limited level 
of training is given to product teams. Our suggestion for companies in 
the early stages of this dimension is to jointly advance DM1 and DM4 
by providing trainings to product teams on how to run trustworthy ex-
periments with the functionality that is incrementally added to the plat-
form. 

 
12.4.2.5 DM5: Experimentation Team Organization. 
This dimension describes how companies organize their experimen-
tation teams. Our data visible on Figure 2 reveals that the ‘center of 
excellence model’ where experimentation experts (e.g. engineers and 
analysts working on the experimentation platform) work together in 
enabling other product teams across the organization run experi-
ments when needed is the most common organization of the experi-
mentation team (21 out of 44). Respectively, 7 product organiza-
tions classify in the “Crawl” stage, 11 in the “Walk”, and 5 in the 
“Run” stage. In contrast to other dimensions, the progression along 
this dimension does not necessarily imply that a product organiza-
tion is more or less mature for every type of company. In fact, hav-
ing a centralized team responsible for experimentation without a 
clear strategy introduces new challenges to the equation, e.g. the lack 
of communication and expertise sharing illustrated by quote:  

 

“Central teams are not communicating well with the individual 

teams and individual teams not having the required expertise.” 

--PO33 
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In some organizations, for example in those with multiple busi-
nesses, it may be very challenging to aim for a centralized top-
down strategy that dictates a center of experimentation excellence 
before the overall company is aligned and accepts to this path. In 
such scenario, multiple standalone teams for experimentation 
knowledge could be more efficient. In ourresearch, we have not 
collected information about the type of the business that product 
organizations operate, neither in how many verticals they work. 
Our findings for this dimension are therefore merely informative 
and should be taken into consideration with the context of the 
company.  

 
12.4.2.6 DM6: Overall Evaluation Criteria.  
This dimension is concerned with the development and improve-
ment of the key metrics that are used in experiments. In our expe-
rience and based on past case studies [16], [9] agreeing on a set of 
metrics which the overall product organization is optimizing for in 
experiments is critical. In prior research, several good and bad op-
tions for such metrics have been identified [122], [184], [220]. In 
our analysis of results visible on Figure 2 it is evident that only 2 
out of 44 organizations succeeded in creating mature metrics that 
capture the essence of their business, and that can be used in exper-
iments. Out of the collected responses, 21 product organizations 
conduct experiments with experiment specific metrics. Optimizing 
with ad-hoc metrics typically results in conflicts, or worse, in ex-
periments that produce significant results by cannibalizing each 
other. In our view, this dimension of experimentation growth re-
mains the most challenging, and more research is needed in order 
for product organizations to evolve. We support our reasoning 
with illustrative quotes captured through our online survey when 
asked for the greatest challenges:  
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 “Experimentation results are not translating to Business im-

pact. ”  

--PO41 

 

“Lack of aligned success criteria across the ecosystem.”   

--PO44 

 

“Lack of good OEC for most of experiments” 

--PO27 

 

“… sometimes key metrics are not well defined in a new type of 

features”   

--PO26 

 

12.4.2.7 DM6: Experimentation Impact.  
The final dimension of the experimentation growth is concerned 
with the level of impact that experiments have on the product or-
ganization. Eventually, the impact of OCEs should extend beyond 
deciding between the few variants of a software feature within a 
team that works on a product. For example, as OCEs reveal the ex-
act amount of contributions to the key metrics, feature teams’ success 
can be accurately measured and rewarded. Also, infrastructure capacity 
can be better planned and the quality of the product improved [25]. Only 
5 product organizations report that they measure the success of the 
company through comprehensive OCE metrics, and that they re-
ward their feature teams based on these improvements, or discuss 
the results revealing the understanding of their customer prefer-
ences with top executives. 17 product organizations reported that 
they run experiments in multiple teams, whereas only 3 organiza-
tions run experiments and experiment their benefits within a single 
feature team. Based on our experience, we believe that the reason 
why many companies do not experience the full benefits of exper-
imentation is due to a relatively immature DM5. Without a well-
defined OEC it is very difficult to measure the success of a product 
organization and provide rewards for it.  
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12.4.3 Key Findings and Challenges 
Findings presented in the previous section reveal insights into how 
companies organize their experimentation teams, how mature their 
experimentation platforms are, and how many product changes re-
sult in a controlled rollout through an OCE. In this section we 
briefly reflect on our findings and list the key findings and chal-
lenges that we see with the current state.  

 
12.4.3.1 Key Findings: 
In-house experimentation platforms are the norm. Engineering an 
in-house platform that integrates well with the product is the 
common pattern.  

Platform features are critical for EG score. Companies that inte-
grated more features in their platform achieved a greater level of 
experimentation when compared to those that developed fewer fea-
tures in their platform. 

Analyst Supervision in Experimentation is the norm. Most of the 
companies rely on data scientist skills for experiment management 
and analysis supervision.  

Experiments have a cross-team impact. Most companies report 
the capability to run experiments in multiple teams, impacting 
product roadmap and quality of the product. 

 
12.4.3.2 Key Challenges and Research Opportunities 
We list the key challenges by reflecting on the findings from the 
previous section, and the thematic coding analysis of the open-
ended questions in our survey.  

Defining and Agreeing on Key OEC Product Metrics. Despite the 
efforts[14], [15], developing the key metrics that efficiently meas-
ure the value of a software product remains one of the key chal-
lenges. As OECs are one of the best kept secrets of companies (and 
closely relate to business KPIs), it is unlikely that companies will 
share them, however, further research work on how to design 
OCEs is possible. 
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Engineering advanced features in the platform. Although imple-
menting features such as randomization or treatment assignment 
might be clear, many features in our list require a profound under-
standing of experimentation. Further research is needed on how to 
architecture an experimentation platform that can be support 
OCEs at scale.  

Hiring and Educating Experimentation Scientists. Recruitment 
for development teams is one of the most frequent challenges ex-
pressed by our survey participants. In fact, skills for experimental 
design have been mentioned as one of the most critical demands 
for Data Scientists in a recent survey [18], [133]. Many universities 
around the world have already adjusted their programs in order to 
educate and produce more Data Scientists, and we should consider 
having experimentation skills as a part of their curriculums. 

Fostering Exp. Culture and Sharing of Learnings. Institutionaliz-
ing learnings from OCEs in an “experience factory” fashion [216] 
remains is open challenge. When the number of experiments grows 
beyond a handful a year, there is less scrutiny and involvement of 
the organization, and OCE findings remains within the feature 
team that ran the experiment. More research is needed on how to 
efficiently share learnings in the context of experimentation. 
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12.5 Conclusion and Future Work 
Several large scale online companies such as Google, Microsoft, 
and Amazon frequently report on the benefits that they experience 
due to the growth of the experimentation practices in their compa-
nies [25], [47], [56]–[58]. However, the capabilities of the remain-
der of the software industry with respect to experimentation re-
main unknown [4], [10], [36], [59]. In this Chapter, we conducted 
an online empirical survey and learned what the experimentation 
maturity of the software industry that already conducts experi-
ments is, and which are they challenges that prevent those compa-
nies from evolving to the next stage. Most companies that re-
sponded to our survey classify within the “Walk” and “Run” stage, 
meaning that they are able to conduct tens or hundreds of OCEs 
yearly. By investigating further, we learned that there is large varia-
tion along the seven dimensions of experimentation, which we pre-
sented in greater detail in section IV. We hope that companies run-
ning experimentation can use the survey results as a baseline for 
comparison towards the remainder of the industry, and researchers 
to steer their future work within the area of online experimenta-
tion. We are leaving the online survey open and continue to solicit 
interests from companies for providing their input for future re-
search. Also, we aim to improve our online service to enable histor-
ical measurement of experimentation maturity, to better measure 
how and when companies move to the next stage.  
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13 DISCUSSION 

Delivering value to customers is paramount for the success of any 
company [6]. Software companies have always strived to learn 
what their customers value through interviews, questionnaires, fo-
cus groups, etc. [52], [62]–[66], [90], [182], [191]. Traditionally, 
however, feedback collection techniques have focused on asking 
the customers what they say they do with the product, and what 
they say they like or dislike with it [70], [182]. Today, the software 
industry is evolving towards complementing the learning process 
about the customers’ preferences with the use of data that reveals 
what their customers actually do with the product [10], [59], 
[183]. Product usage data [21], [23], [33], [34] such as telemetry or 
product logs can enable software companies to be more accurate in 
evaluating their ideas, and to move away from assumptions and 
towards trustworthy data-driven decision making through experi-
mentation[29], [34], [55]. Effectively learning from data and build-
ing experimentation capabilities, however, has proven to be very 
challenging[9], [10], [131]. The list of possibilities to learn from 
customers is long, the list of pitfalls and caveats while doing this 
even longer [16], [26]. 

In the remainder of this chapter, we discuss the main contribu-
tions of this thesis with respect to our research questions and re-
flect on our findings. 
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13.1 Research Questions and Contributions 
In Chapter 1.3.1, we introduced our research questions. Here, we 
summarize how we answered them in the preceding chapters. We 
start with an exploratory investigation of the different types of da-
ta handling techniques (𝑅𝑄𝐴1) and its use (𝑅𝑄𝐴2). Next, we dive in-
to on one of the techniques – experimentation. Specifically, we de-
scribe how to adopt (𝑹𝑸𝑩𝟏), evolve (𝑹𝑸𝑩𝟐), and make experimen-
tation effective 𝑹𝑸𝑩𝟑 in large-scale software development. Finally, 
we discuss the maturity of experimentation in practice (𝑹𝑸𝑩𝟒).  
 
13.1.1 𝑹𝑸𝑨𝟏: How do software companies collect customer 

feedback and product data? 
Our first research question is explorative and concerned with the 
general process of collecting customer feedback and product data, 
and its use. In our research, presented in chapter 4, we identified 
the different roles that conduct the collection and the different 
techniques employed for this purpose. In our research, we differen-
tiated between three stages of product development. Namely, the 
pre-development stage, the development stage, and the post-
deployment stage. In each of the three stages, we recognize a num-
ber of roles (e.g. product managers, Software Engineers, Release 
Managers, etc.), a number of different techniques that practitioners 
employ in order to learn from customers (e.g. reading of industrial 
reports, analyzing incidents, experimentation) and the types of data 
that are collected (e.g. incident duration, product logs, etc.).   

We summarize the identified techniques, types of data collected, 
and the roles of practitioners that are involved in this process in 
Table 19. 
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 Collectors Techniques Feedback Data Types 

Pr
e-

D
ev

el
op

m
en

t Strategy specialists, 
Product managers, 
Product owners 

Reading of industry press, 
Reading of standards,  
Reading of internal reports, 
Reading customer visit reviews 

Customer wishes, 
Short/Long market trends, 
Competitors ability of deliver-
ing the product 

Strategy specialists, 
Feature owners 
 

Telephone interviews, 
Face-to-face interviews, 
Conducting group interviews 

Existing product satisfaction, 
Future product specification, 
Personas and User Journeys 

D
ev

el
op

m
en

t 

UX specialists, 
Software Engineers 
 

System Usability Scale Form, 
Asking open ended questions, 
Demonstrating prototypes, 
Filming of users' product use 

Acceptance of the prototype, 
Eye behavior and focus time, 
Points of pain, 
Bottlenecks and constrains, 
Interaction design sketches 

System managers, 
System architects, 
Software engineers 

Consolidate feedback from other 
projects, 
Reading prototype log entries 

Small improvement wishes, 
Configuration data, 
Product operational data 

Po
st

-D
ep

lo
ym

en
t 

Release managers, 
Service managers, 
Software engineers 

Reading of customer reports, 
Analyzing incidents, 
Aggregating customer requests, 
Analyzing product log files,  
Experimenting 

Number of incidents., 
Duration of incidents, 
Product operational data, 
Product performance data 

Sales managers Reading articles in the media, 
Sentimental analysis, 
Customer events participation, 
Reading industry press, 
Performing trend analysis 

Opinions about the appeal of 
the product, 
Performance of the product, 
Business case descriptions 

Table 19. Feedback Collectors, Techniques, and Feedback Data 
Types. 

We recognized over two dozens of techniques used by practitioners 
to collect various types of feedback data. In addition to the tech-
niques themselves, we recognize a common pattern identified in 
our prior literature review [59], and in other prior publications (see 
e.g. [30], [40], [46]). The role of quantitative feedback as the prod-
uct development stages evolve increases. In the early stages compa-
nies rely heavily on the qualitative feedback obtained through read-
ing reports, asking customers through interviews, etc. When the 
product is in the hands of customers, operational data collected 
through product instrumentation or other channels is increasingly 
gaining momentum in informing the practitioners on the value of 
their product.  
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Along to recognizing the collectors and techniques, we identified 
a series of challenges that companies face while collecting and ben-
efiting from data.  One of those challenges is that the use of feed-
back lacks structure. Feedback data that is collected, does not suc-
ceed in being shared across the company in a way that others could 
benefit from it. We illustrate the challenges in the flow of feedback 
in a conceptual model in chapter 4. This disconnect creates a cycle 
where product features are becoming optimized based on what can 
easily be measured, instead of on what the customers value at the 
time. As we demonstrate later in chapter 8, sharing only a limited 
set of learnings can have profound implications in how metrics for 
measuring the value of a product is updated, and how the devel-
opment of the product continues. More research in integrating ap-
proaches such as Experience Factory [216] or learnings from Expe-
rience Management [240] with novel data collection and analysis 
practices is needed in order to enable software companies to bene-
fit from the full potential of the data that they collect.  

 
13.1.2 𝑹𝑸𝑨𝟐: How can software companies use the feedback 

data that they collect to effectively realize software fea-
tures? 

In our second research question, we address the use of feedback 
data in greater detail. We recognized two high-level uses of feed-
back data. First, companies can use feedback to differentiate 
among the software features that they develop and prioritize the 
development activities based on this. Second, feedback data can be 
used to efficiently measure and impact the value of software fea-
tures as they are used by the customers. Both uses of feedback data 
are presented in greater detail in chapter 5 and chapter 6. 

The notion of differentiating among software features is not 
novel (see for example the search on the Kano model [78] or the 
3LPM model [21]). Instead, and what we contribute with our 
work, is a complementary model to identify the different types of 
features developed in large-scale systems, and recommend actions 
on how to prioritize the development activities for each of the 
types. In summary (see chapter  5 for more details), we identified 
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four distinct types of features developed by large-scale software 
companies. First, we recognize “Duty” features. These are the 
components of a product that are required by policy makers and 
regulators. Second, we recognize “Wow” features. These are the 
features that the product is being sold for, however, are rarely used 
by customers. Next, we recognize “Checkbox” features - the fea-
tures that are needed in products because the competitor has them 
in their portfolio, however are not the decisive factor to select one 
product over the other. Finally, we recognize the “Flow” features, 
which are the components of the product most exposed to the us-
ers of the product.  

In our model presented in chapter 5 and visualized on Figure 36, 
we recognize characteristic points that enable the practitioners to 
differentiate between the four feature types. The characteristics are; 
the stakeholder (e.g. the requestor of the feature), feature engage-
ment (e.g. the expected level of feature usage), the source of the 
feedback (e.g. the stakeholder generating the most feedback), the 
focus of the feature (e.g. is the feature indenting to minimally satis-
fy a known need, or to innovate in a new area?), its impact on 
driving sales (is it a feature focusing on the customer paying for the 
product?) and the deployment frequency. Based on the outcome of 
the differentiation process, companies can prioritize their develop-
ment activities accordingly.  
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Figure 36. Feature Types Model. 
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In fact, by evaluating our model, we learned that ‘Duty’ and 
‘Checkbox’ features development follows a common process. We 
named this approach Output-Driven Development in order to 
stress that for these two types of features, companies spend a con-
siderable amount of time studying the requirements and/or compet-
itors (typically in the pre-development stages of product develop-
ment). In contrast, “Wow” and “Flow” features are being devel-
oped in a value-driven approach which we label as “Outcome-
Driven Development”. Here, feature ideas are expressed as hypoth-
esis about their value, and considerable amount of time is spent in 
evaluating whether and to what extent the hypothesis holds. Typi-
cally, and as we show in chapter 6, the hypotheses are based on 
metrics and evaluated throughout the lifecycle of a feature.  

One of the most accurate and effective approaches for hypothe-
sis testing is controlled experimentation. In the remainder of this 
chapter, we discuss this approach in greater detail by elaborating 
on how companies adopt it in order to evaluate their “Wow” and 
“Flow” features.   
 
13.1.3 𝑹𝑸𝑩𝟏: How can software companies adopt and evolve 

experimentation? 
One of the key questions frequently asked in software organiza-
tions is how do changes to products impact the product and the 
customers using it. To infer causality and conclude that the chang-
es are the reason for the change, companies need to conduct exper-
iments. In fact, many of them. In chapter 7, we introduce the no-
tion of experiment lifecycle, and discuss in detail how to enable 
experimentation in large-scale software organizations in chapter 8. 
One of our main contributions to this research question is the Ex-
perimentation Growth Model (EGM), which we inductively de-
rived from analyzing the experience of growing experimentation 
activities in over a dozen Microsoft products and further detailed 
through case studies at Skyscanner, Booking, and Intuit.  

The EGM model (see Figure 37) depicts experimentation growth 
as four stages of evolution, starting from Crawl where experimen-
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tation is ad-hoc, time-consuming, and provides limited value, to 
Walk to Run to Fly, where experimentation is integral part of eve-
ry aspect of product development, enabling data-driven decisions 
at scale. ‘Crawl’ is the initial stage where software companies start 
to experiment, which typically happens within a single feature 
team and without an experimentation platform. In the ‘Walk’ 
stage, companies develop the capability to conduct tens of experi-
ments per annum. In the ‘Run’ stage, multiple feature teams con-
duct hundreds of experiments yearly with an experimentation plat-
form that controls for common pitfalls and alerts experimenters for 
bad experiments. Finally, in the ‘Fly’ stage, software companies are 
able to conduct thousands of OCEs yearly, evaluating not only 
new features, but also every bug fix through experiments for unex-
pected outcomes.  

In the EGM model, the evolution of experimentation from one 
stage to the next advances along the seven most criti-
cal dimensions DM1-DM7: 
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DM1: ‘Technical focus of product development activities’: focuses on 

the engineering work (for example, building a reliable data 
pipeline). 

DM2:  ‘Experimentation platform capability’: focuses on the features 
that companies need in their experimentation platform. 

DM3:  ‘Experimentation pervasiveness’ assesses the extent to which 
experimentation is being conducted in software companies (for 
example, from a few user interface experiments towards exper-
imenting with every change). 

DM4:  ‘Feature team self-sufficiency’: assesses the extent to which in-
dividual feature team members manage most of the experi-
ments without the involvement. 

DM5:  ‘Experimentation team organization’: describes how to organ-
ize the experimentation experts in each of the four stages, in 
order to experience the most benefit from conducting OCEs 
(for example, from no experimentation team to a center of ex-
cellence). 

DM6: The ‘Overall Evaluation Criteria (OEC)’: entails how the key 
metrics are defined (for example, from a few signals to a struc-
tured and well-defined set of metrics that are indicative of long 
term success of a change which is measured in a short-term 
experiment.  

DM7:  ‘Experimentation Impact’: reveals the extent to which the ex-
perimentation impacts the software company at each of the 
four stages (for example, from an impact to a small feature, 
towards an impact that sets strategic and team goals).  

 
The seven dimensions of Experimentation Growth Model are in 

detail described in chapter 8, and briefly visualized on Figure 37.  
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 Figure 37. Experimentation Growth Model.

 
 

325 
 

 

 

320



 
 

321 
 

 

13.1.4 𝑹𝑸𝑩𝟐: How can software companies improve their ex-
perimentation capabilities? 

EGM model summarized in the previous RQ depicts the path that 
was taken by our case companies to evolve their experimentation 
capabilities. It has been adopted by companies worldwide to evalu-
ate the maturity of their experimentation capabilities. Progressing 
along each of the seven dimensions, however, is far from intuitive. 
Among others, it requires from companies to invest in standardiz-
ing data collection practices, develop and integrate an experimenta-
tion platform, organize data science teams, implement efficient ex-
periment analysis tools etc. We addressed a subset of these chal-
lenges in chapters 9 and 10, where we studied DM2 and DM3 of 
the EGM model. Specifically, our goal was to create an under-
standing of how to engineer an experimentation platform that can 
be used at large-scale, and furthermore, how to effectively analyze 
the results of the experiments. Our main contributions that address 
𝑅𝑄𝐵2 are the architecture of an experimentation system used at 
Microsoft and presented in chapter 9, and a development, integra-
tion and evaluation of a tool that improves the analysis of experi-
ments presented in chapter 10. 

 
  

321



 
 

 
 
322 

13.1.4.1 Experimentation Platform 
The four core components of an experimentation platform are ex-
perimentation portal, experiment execution service, log processing 
service, and analysis service.  

Experimentation portal is an interface between the experiment 
owner and the experimentation system, enabling the owner to con-
figure, start, monitor and control the experiment throughout its 
lifecycle.  

Experiment execution service is concerned with how different 
experiment types are executed. For example, experimentation exe-
cution service assures that experiment variants are delivered in the 
way that the system was configured. This can be done in three dif-
ferent ways which we described in greater detail in chapter 9.  

Log processing service is responsible for collecting and cooking 
the log data and executing various analysis jobs. For example, de-
layed logs that arrive to the system are merged by this service with 
previously arrived logs. 

Analysis service is used throughout the whole experiment lifecy-
cle, informing experiment design, determining parameters of exper-
iment execution, and helping experiment owners interpret the re-
sults. We examined this service in greater detail in chapter 10. 

We visualize the experimentation platform with the aforemen-
tioned components on Figure 38.  
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Figure38. Architecture of an Experimentation Platform.
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13.1.4.2 Effective Experiment Analysis 
In addition to the experimentation platform, and to provide in-
depth insights into one of the components of this platform, we 
studied the Experiment Analysis Services in greater detail. In order 
to effectively (accurately  and timely) analyze experiments, it is crit-
ical to have tools in place that enable practitioners to learn about 
the trustworthiness of the experiment (were there any data quality 
issues that skew the results?) and its outcome (has the proposed 
change improved the metric aimed to improve?).  
As we demonstrated in chapter 8, in order to evolve along the 
DM3: Experimentation Pervasiveness dimension of the EGM mod-
el, companies should invest into automation and tools for effective 
analysis of experiment data. One of the common approaches in 
experimentation to present analysis results is the balanced score-
card approach [177] visible on Figure 39 below (in this case indi-
cating that the Overall Click Rate metric did not move due to sta-
tistically significant change in the Web Results metric). 

 
Metric T C Delta (%) 𝒑-value 

Overall Click Rate 0.9206 0.9219 -0.14% 8e-11 

     Web Results 0.5743 0.5800 -0.98% ∼0 

     Answers 0.1913 0.1901 +0.63% 5e-24 

          Image 0.0262 0.0261 +0.38% 0.1112 

          Video 0.0280 0.0278 +0.72% 0.0004 

          News 0.0190 0.0190 +0.10% 0.8244 

    Related Search 0.0211 0.0207 +1.93% 7e-26 

     Pagination 0.0226 0.0227 -0.44% 0.0114 

     Other 0.0518 0.0515 +0.58% 0.0048 

Figure 39. Experiment Scorecard. 
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However, and as we demonstrate in chapter 10, by complement-
ing the balanced scorecard with our tool, companies that conduct 
experiments can make the experiment analysis process more effec-
tive. In our work presented in chapter 10, we studied in greater de-
tail the experiment analysis process, and we developed, integrated 
and evaluated a tool that improves this process. Our tool (a 
mockup of it is visible on Figure 40 below)  displays the most criti-
cal experiment data in a two dimensional visualization following 
the common experiment-analysis pattern that starts with data-
quality inspection and continues with key success metric examina-
tions (OEC). Our tool improves the velocity of experiment analysis 
(the effort spent until a certain insight is discovered) and its com-
prehensiveness (the number of insights and their correctness). 

By using our tool experimenters are guided from a ‘birds-view’ 

Figure 40. Effective Experiment Analysis. 
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perspective to the experiment segment slices (e.g. a certain age 
group), where the likelihood of finding relevant experiment find-
ings is the highest. Based on an evaluation that we conducted 
through a controlled experiment with over 20 practitioners 
through 86 experiment analysis instances (see chapter 10.5 for de-
tails), we confirmed that our tool improves the experimentation 
capabilities of software companies by increasing the accuracy and 
velocity of experiment analysis. 

 
13.1.5 𝑹𝑸𝑩𝟑: How evolved are the experimentation capabili-

ties of software companies, and what are the benefits of 
becoming data-driven at scale? 

We answered this research question in chapters 11 and 12, where 
we outlined the benefits of experimentation, and the current state 
of experimentation evolution. We learned in chapter 11 that by 
conducting experiments, companies (1) very accurately discover 
and (2) validate what their customers value, that (3) experiments 
increase the quality of the product that is being released, that (4) 
significant savings can be achieved on infrastructure resources 
when running experiments, and that work efforts of teams can be 
better (5) planned and (6) measured. The benefits of experiments 
therefore stretch well beyond just the common help in deciding be-
tween product variations identified in prior research [37], [154]. 
With experimentation, companies build a learning organization 
that is very difficult to sidestep and very quickly becomes business 
critical.   

Far from all of the companies, however, experience all of the 
benefits that we identified in our research. Based on findings in 
chapter  12 where we surveyed 44 product organization for their 
experimentation maturity status, we can conclude that majority of 
the surveyed companies that already conduct online controlled ex-
periments fit into either “Walk” or “Run” stages of our EGM 
model. Moreover, when we analyzed the detailed breakdown (see 
Figure 41 and Chapter 12 for greater detail), we learned which are 
the dimensions that require the most emphasis in our future re-
search. We briefly highlight these on Figure 41 below, illustrating 
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how the surveyed organizations classify with respect to each of the 
dimensions of our Growth Model. 

 
Figure 41. Experimentation Maturity Breakdown for every dimen-

sion of the Experimentation Growth Model (n=44). 

DM2 (Experimentation Platform maturity) and DM6 (OEC ma-
turity) are the least evolved dimensions among the surveyed com-
panies. For example, only two product organizations out of 22 
have fully evolved the experimentation platform. Our contribution 
in chapter 9 is directly addressing DM2 and aiming to provide 
guidelines of how to engineer an experimentation platform. How-
ever, future work is needed on improving DM6 in order to help 
companies design more informative metrics. Specifically, metrics 
that can be used as an Overall Evaluation Criteria that correctly 
captures the value of a software products. Although many metrics 
can be expressed in a way that we presented in chapter 6, OEC 
metrics should be broad and sensitive to changes.   
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13.2 From Data to Data-Driven Companies  
In the previous sections, we discussed the answers to our research 
questions. In this section, we reflect on our work and contributions 
by describing on a high-level what we consider as data-driven 
companies.  

Based on our accumulated knowledge, and after spending several 
years exploring and improving data-driven capabilities of large-
scale software companies, we define the concept of Data-Driven 
Companies (DDC). In our view, Data-Driven Companies can be 
considered as experimental laboratories that employ scientific 
trustworthy procedures to accurately, iteratively reproducible, and 
completely utilize data in order to continuously improve their 
software products and data handling procedures. We elaborate 
briefly on each of the highlights next.  

 
13.2.1 Accuracy 
With accuracy, we refer to the selection of the operational proce-
dure for collecting and analyzing the data, and the confidence that 
gets assigned to the findings when using the procedure. As we 
showed in chapter 4, there are a number of different techniques 
that companies employ today to collect feedback. The selection of 
the feedback collection and analysis method depends on the pur-
pose of the task, the capabilities of the company, and can vary 
throughout the product development lifecycle. DDC are aware of 
the limitations and biases of the data-handling methods that they 
employ.  

In addition, and as demonstrated in chapters 8-10, DDC contin-
uously scrutinize their data operating procedures and try to identi-
fy flaws in them. For example, when experimentation is being 
used, pre-experiment A/A tests [9], [14], [121] are being conducted 
before the experiment starts to select a distribution that is most 
balanced, post-experiment AA analyses are done after the experi-
ment is completed [9], [14], [121], and data-quality issues are in-
vestigated prior to the examination of experiment results. When 
novelty [57], [192] or primacy effects are detected, these are recog-
nized and highlighted. In summary, all aspects that impact the ac-
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curacy of the findings on the data are considered while conducting 
decisions. This is achieved through education and automation. 

 
13.2.2 Iterative and Reproducible 
DDC conduct multiple rounds of learning throughout the different 
stages of a product lifecycle, leading to reproducible results. For 
example, and as shown in chapters 4-7, DDC use data to make de-
cisions in the pre-development stage of the product, as well as in 
the development and post-deployment stages. In the pre-
development stage, the data is mainly used to build hypotheses 
about the value of the features being developed, and to differenti-
ate among the different types of software features. We demonstrate 
this in chapters 5 and 6. In the post-deployment stage, and as 
demonstrated in chapters 6-12 the data is used to test those hy-
potheses, or to learn about unexpected consequences that form 
new ideas. 

When the evaluations are repeated, the results need to be repro-
ducible in order for them to be trustworthy. For example, if a con-
trolled experiment was executed on a set of customers, any next 
experiment on another representative set needs to result in nearly 
identical outcome. At the same time, DDC are aware that customer 
preferences change over time and that proven hypotheses can ex-
pire. Therefore, metrics that are being used to measure the success 
of their product changes are under constant scrutiny and exposed 
to a similar continuous improvement process as the product fea-
tures itself.  
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13.2.3 Completeness 
With completeness, we aim to stress that DDC conduct decisions 
only when the complete data, that can impact the outcome, has 
been analyzed. In chapter 10, we illustrate in detail on how to ef-
fectively analyze data through experiment analysis. However, the 
analysis part is only one component in the data chain. To increase 
the completeness, an embedded awareness of data-driven develop-
ment is required in many different roles across the organization. 
Roles that both design and perform the data collection activities, as 
well with the analysts in charge of the data analysis process. We 
illustrate in chapter 8 the importance of organizing practitioners at 
various levels of maturity, and how to evolve the data collection 
and analysis practices. 

Similarly as scientific publications require triangulation of data 
collection, so do the product development data activities. As we 
learned in our research and demonstrated in chapter 4, even the 
most impactful methods such as experimentation benefit qualita-
tive data to become efficient. Also, the completeness relates to ac-
curacy; any analysis of data in DDC requires a thorough examina-
tion of both raw feedback that was collected (e.g. for outlier detec-
tion), as well as the computed results. For example, in experimen-
tation, power analysis needs to be conducted in order to determine 
the number of experiment participants in needed for a certain level 
of statistical significance, and significantly larger.  
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13.2.4 Continuous Improvement 
With improvement, we stress the need for continuous evolution of 
data-driven practices. This aspects has two dimensions.  

First, DDC automate the steps that need to be done when using 
a data collection and analysis procedure. In chapter 9, for example, 
we present how to automate the most critical components of the 
experimentation process by engineering an experimentation archi-
tecture. Automation impacts reproducibility as it enables not only 
faster, but also more accurate interpretability of results. As we 
demonstrate in chapter 12, companies that conduct many experi-
ments and benefit the most from the data that they collect, develop 
in-house experimentation platforms, and integrate them well with 
their products and processes. 

Second, DDC companies adopt new methods and analysis possi-
bilities to their toolbox as they mature. For example, DCC that 
collect operational data from their products, and are able to deploy 
configurations to them, can potentially introduce experimentation 
in their development process. At the same time, existing procedures 
are being improved. Through the improvement of data-driven ca-
pabilities, DDC experience benefits that span beyond determining a 
better version of a product. As we demonstrate in chapter 11, 
evolved DDC experience the benefits on the product, team and 
portfolio levels, enabling every individual in an organization to 
conduct more accurate decisions.  
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14 CONCLUSION 

In this thesis, we explored how data-driven companies collect and 
use customer feedback and product data to better prioritize prod-
uct development activities for the long-term value of the products 
that they develop. We investigated in detail how companies exper-
iment with their products while they are in use, and we constructed 
an understanding of how the experimentation capabilities can be 
improved to become more effective at large scale. 

In particular, we first explored the different ways that companies 
collect feedback and data from and about the products that they 
develop. Second, we examined how these data can be used to dif-
ferentiate between the different types of features that are being de-
veloped, and how to prioritize the development activities for each 
of the different types. Next, we analyzed and described in detail 
how companies adopt one of the techniques for becoming data-
driven - experimentation. We illustrated the most critical dimen-
sions of evolving experimentation capabilities and addressed two 
of those dimensions (Experimentation Platform and Experimenta-
tion Pervasiveness) in greater detail. Next, we presented an archi-
tecture of an experimentation system used at one of our case com-
panies and improved one of its components by developing an arte-
fact and evaluated its effectiveness.  
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Finally, we described the benefits of becoming data-driven 
through experimentation at large scale and outlined the current 
state of experimentation maturity based on surveying over 40 
companies that already run large-scale experimentation in practice.  

With our work, we hope to empower and guide software com-
panies in evolving their data-driven capabilities towards experi-
mentation at large scale. Ultimately, this should lead to better 
products and services for all of us. 

 
14.1 Future work 
In our research, we identified and addressed several challenges that 
prevented companies from scaling their data-driven capabilities. 
Some of these challenges, however, require future work. 

The first challenge that is likely to gain momentum in the up-
coming years is “per-tenant experimentation”. Companies that de-
velop products primarily bought by other companies (e.g. B2B 
org.) are sometimes not able to experiment due to a number of 
constraints. For example, an individual customer might require 
identical experience for all of their users. Or, the count of users to 
randomize on is too low (see for example the challenges in [241]). 
Such conditions prevent practitioners from randomizing within the 
same organization, making the traditional experiment analysis in-
accurate. To enable such companies to experiment and scale, more 
knowledge is needed on how to guarantee statistical significance 
while preserving customer-specific experience.  

Next, we see a number of research possibilities with respect to 
the EGM model and describing its dimensions in greater detail. In 
our research, we addressed in greater detail only two out of seven 
dimensions of Our EGM model visible on Figure 37. Our experi-
ence, however, is that maximum ROI from experimentation is de-
rived when all dimensions are advanced simultaneously. Compa-
nies adopting or evolving their experimentation capabilities could 
therefore benefit from future research on how to advance along the 
other five dimensions of the EGM model. Specifically, and as iden-
tified in our survey on the current state of experimentation maturi-
ty in chapter 12.4.3.2, research in designing metrics that can be 
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used as Overall Evaluation Criteria requires critical attention from 
the companies that already experiment.  

Finally, future work is needed on identifying accurate leading 
metrics to evaluate the progresses along the dimensions of the 
EGM model. Currently, the assessment can be done through quali-
tative questioning through our online tool [214], however, by 
complementing this with quantitative metrics (e.g. number of ex-
periments ran without data scientist involvement for DM4), we 
could automate this process and make it more accurate.  
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