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Abstract

Increasingly flexible and efficient industrial processes and automation systems are de-
veloped by integrating computational systems and physical processes, thereby forming
large heterogeneous systems of cyber-physical systems. Such systems depend on partic-
ular data models and payload formats for communication, and making different entities
interoperable is a challenging problem that drives the engineering costs and time to
deployment. Interoperability is typically established and maintained manually using do-
main knowledge and tools for processing and visualization of symbolic metadata, which
limits the scalability of the present approach. The vision of next generation automation
frameworks, like the Arrowhead Framework, is to provide autonomous interoperability
solutions. In this thesis the problem to automatically establish interoperability between
cyber-physical systems is reviewed and formulated as a mathematical optimisation prob-
lem, where symbolic metadata and message payloads are combined with machine learning
methods to enable message translation and improve system of systems utility. An au-
toencoder based implementation of the model is investigated and simulation results for
a heating and ventilation system are presented, where messages are partially translated
correctly by semantic interpolation and generalisation of the latent representations. A
maximum translation accuracy of 49% is obtained using this unsupervised learning ap-
proach. Further work is required to improve the translation accuracy, in particular by
further exploiting metadata in the model architecture and autoencoder training protocol,
and by considering more advanced regularization methods and utility optimization.
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Chapter 1

Introduction

Digitalization is becoming commonplace in the lives of most. The digital presence
shows itself in the increasing number of smart devices around us, as part of a Internet
of Things (IoT) [1]. Home assistants (like Amazon Alexa) allows easy access to infor-
mation produced by interconnected, smart devices, creating a network of information
simplifying home automation. A natural question is “why stop at home automation?”,
cannot such technologies be used in industrial environments to enable automation to
improve condition monitoring, increase production flexibility and cut costs? This idea
started the Industry4.0 movement [2], which seeks to enable large-scale interconnected
networks of industrial components, from sensors on the factory floor to business manage-
ment software. If all parts of a manufacturing process are monitored and connected, the
use of modern big-data analysis can be used to cut costs and reduce development times,
increasing revenue.

The rapid progress of IoT is one of the driving forces behind Industry4.0, but without
coordination and supervision IoT devices will not enhance industrial processes. The use
of the Industrial Internet of Things (IIoT) in Industry4.0 is enabled by the development
of system of systems (SoS) technologies and engineering [3], where the emphasis is put
on the interaction between autonomous and highly distributed systems instead of sub-
system integrated into monolithic computer systems. The Refence Architectural Model
Industrie 4.0 (RAMI4.0) is one effort to design an architecture that can take modern re-
quirements of life-cycle management, business layers, and hierarchy levels (see Figure 1.1
into account in a distributed fashion [4], in contrast to the ISA95 hierarchy. A commonly
used approach for SoS engineering are service-oriented architectures (SOA) [5], where
system functionality is subdivided into units called services which can be consumed by
other services to utilize that specific functionality. SOA is implementation-independent,
as in any service can be implemented using any language or technology, as long as the
described service interface is correct.

A central theme in SoS design and engineering is that the component systems are
allowed to be heterogeneous in terms of the communication technologies and standards
used. For example, the same SoS could contain a temperature sensor using CoAP over

3
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Figure 1.1: Illustration of RAMI4.0.

WiFi sending data to a database using HTTP over Ethernet. The problem of allowing
communication to take place despite varying assumptions about the data model, format,
and interfaces used is known as the interoperability problem, and is present in almost
every aspect in SoS design and engineering [6]. In this thesis the central problem is the
information interoperability problem, which concerns the ability of systems to exchange
information [7]. Efficient use of SoS principles has been shown to reduce interoperability
problems and therefore cutting engineering costs by as much as 80% for small- to middle
scale businesses [8]. Despite the current cost reduction provided by SoS and SOA, such
heterogeneous systems are subjected to various interoperability issues, which need to be
addressed for further adoption of SoS technologies.

Due to increased abilities to collect, store, and process large amounts of data [9], the
field of machine learning (and deep learning in particular) has seen a growth in popu-
larity and utility. Despite being based on research from the 1990s, it was only in the
early 2010s that computer hardware became fast enough to allow training of models with
high parameter counts on large datasets [10] while outperforming the previous state-of-
the-art (SotA) techniques. Industry 4.0 works in synergy with modern machine learning
techniques; vast amounts of data are expected to be produced in Industry 4.0 which can
be analyzed with machine learning methods, for example image recognition for manufac-
turing lines. Using machine learning solutions presents an interesting approach to solve
interoperability problems. However, such solutions have only recently gained some at-
tention, and it is this knowledge gap and opportunity to develop more efficient solutions
that this thesis focuses on.
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Figure 1.2: Informatiotn interoperability issues occur when a system has some informa-
tion or knowledge it wants to share with another system and the information is misin-
terpreted. Here the information to be shared is illustrated as a red apple. To share the
information, it needs to be encoded into a message, here illustrated as a table of nutri-
tion but it could be a binary format, human language or anything in between. When
the system receiving the information decodes the message, instead of getting a red ap-
ple it interprets the information as a green pear and the systems cannot be said to be
interoperable.

1.1 Problem Formulation

While it has been demonstrated that development costs can be reduced by adopting
SoS technologies, as the SoS size and number of available communication standards and
APIs increase [11], the problem to efficiently resolve interoperability mismatches is of
increasing importance and value [12]. Adhering to specific standards risks the creation of
data silos, i.e. parts of a SoS that are effectively locked away from systems not using the
same communication standards, data models and formats [13]. Resolving the resulting
interoperability inconsistencies requires engineering effort and is costly, thus scalable
solutions that automatically find mismatches and resolve them at runtime are required
[14] to enable large heterogeneous SoS.

This thesis concerns information interoperability between computer systems, where
two systems exchange information as messages where the messages are so different that
the systems are unable to interoperate, see Figure 1.2. Solutions to this interoperability
problem mainly fall into two categories. The first category includes systems based on
hand-made functions that work as proxies between sender and receiver systems, for ex-
ample application protocol translation [15], or data format conversion [16]. The second
approach uses semantic metadata from which conclusions about the data can be inferred
automatically, and those conclusions can be used to create data conversions dynami-
cally at run-time [17]. Both the hand-made approach and semantic metadata approach
tend to ignore the possibility to benefit from the information contained within messages.
The recent successes in data-driven methods [18] and deep learning [19] suggest that the
messages themselves could be used to optimize the translation of messages. Methods
combining machine learning, metadata, and engineering knowledge effectively have not
yet been developed in the field of machine-to-machine information interoperability.

Given the problem outlined above, the following research questions have been formu-
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lated:

Q1: How should messages and metadata be modeled and processed so that reliable func-
tions and system of systems behavior can be efficiently engineered using standard machine
learning tools and goals, e.g. specified in terms of an objective function.

Q2: How can translators be automatically inferred and assessed with the models obtained
when addressing Q1?

1.1.1 Delimitations

Interoperability within SoS is a challenging problem with wide knowledge gaps, each of
which could be the basis of a thesis. This thesis focuses on the interoperability of infor-
mation in message payloads, or messages as they will be referred to in the remainder of
this thesis. To contrast this focus with other works on message interoperability, [15] deals
with message interoperability at the protocol level, which is important for the correct
transmission of bytes but does not necessarily lead to correct interpretation of the infor-
mation conveyed by the messages. Thus, this thesis concerns message interoperability as
previously described and no other kind of interoperability present in SoS engineering.

Furthermore, the work presented in this thesis is based on the assumption that two
autonomous systems generate messages from which a translator optimized, with no par-
ticular assumptions on the data model used in the messages. Direct semantic-to-semantic
translation (e.g. SenML to SensorML) by text analysis of the standards was considered
early on in this work, but the general problem is considered to require a data-driven
approach, because in large-scale heterogeneous SoS the symbolic metainformation is sub-
ject to assumptions, uncertainties and human mistakes, which motivates a view similar to
natural language processing (NLP), where large corpora of are used to generate relevant
information and interpretations. Also, the SoS regarded in this thesis are all composed
of cyber-physical systems (CPSs), i.e. they have closely integrated cyber and physical
components acting on and sensing in the physical world.

Lastly, in the initial proof of concept experiments performed in this work only simu-
lated data is considered due to the lack of a suitable dataset. To the best of my knowledge,
no publicly available datasets of CPS messages exist that have the required properties
of a) systems sharing a physical environment, b) containing multiple data formats and
standards. Therefore, the experiments presented in this thesis are based on data from a
simulation model which contains two CPSs using two different data models in a shared
simulated environment.

1.2 Research Methodology

The work presented in this thesis was initially motivated by IoT and SoS interoperability
challenges described in the development of the Arrowhead Framework [20]. In that
context, it appears that standardization based interoperability solutions are insufficient
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for realizing the vision of a scalable SoS automation framework, and that new data-
driven interoperability automation methods and tools are needed. Therefore, a literature
review was performed to understand the state-of-the-art in machine-to-machine (M2M)
interoperability, to contrast the SotA with knowledge from other fields of research, and
to create specific research questions based on the findings of the literature review (Paper
A). Based on the understanding gained from the literature review and further analysis,
a mathematical machine learning model of the data-driven SoS message translation task
was developed. Lastly, a simplified case study, based on messages generated with a
simulation model, was used to test the feasibility of the idea to learn message translators.
The methodology used for the simulations falls under the experimental computer science
and engineering (ECSE) research category.

1.3 Thesis Outline

This compilation thesis consists of two parts; Part I being a compiled summary of the
work presented in the appended papers and Part II containing the appended papers.
The rest of Part I is organized as follows: Chapter 2 consists of three sections describing
background information and related work. Section 2.1 presents an overview of terms used
when discussing Industry 4.0. Section 2.2 details the interoperability problem discussed
in the appended papers. Section 2.3 presents some developments in machine learning
that are referenced in the appended papers. Chapter 3 contains an overview of the
contributions made in each of the appended papers and my contributions to each paper.
Chapter 4 concludes the thesis by discussing the contributions and presenting avenues
for future work.
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Chapter 2

Background

2.1 Concepts in Future Industrial Automation

2.1.1 System-of-Systems

The projected future needs of automation solutions show that industrial processes need
to have increased connectivity and cooperation, both within and between facilities, thus
SoS engineering methods and tools are increasingly relevant and need to be further de-
veloped. As the name suggests, a SoS is a system which itself consists of systems in
their own right, where the functionality of the SoS is unachievable by the constituent
systems themselves. While the term is apt for certain industrial systems, the term has
been subject to repeated misuse [3] by describing any system of sufficiently complex
constituent parts as a SoS. However, having complex constituent parts is only a neces-
sary but insufficient requirement to categorize a system as a SoS. Instead, a proper SoS
and its constituent systems have five particular properties [21]: Autonomy – constituent
systems can operate independently with goals separate from SoS-level goals; belonging –
constituent systems can belong to and operate in different SoS; connectivity – constituent
systems should be able to dynamically make connections at run-time with other systems,
achieving interoperability; diversity – constituent systems should be heterogeneous in
functionality and connectivity; and emergence – constituent systems can change their
connectivity at run-time, allowing SoS capabilities that were not deliberatly designed to
emerge.

In Figure 2.1, the house contains a SoS consisting of a heater, an AC, and control
systems. This system can be considered a SoS, but it falls into a gray zone, in regards
to autonomy, as the AC and heater can be considered necessary for the purpose of the
house, i.e. to provide a comfortable living environment.

9
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2.1.2 Service-Oriented Architectures

Service-oriented architectures (SOA) define a class of architectures that are commonly
being used to implement IoT and SoS seeing use in for example RAMI4.0 [4], OPC-UA
[22], and the Arrowhead Framework [20]. The idea behind SOA is to divide system
functionality into smaller units called services, where each service represents an interface
for a specific function or capability, which other services can consume and thereby utilize.
By creating specific interfaces for each capability, SOA can separate implementation
from an interface, so that different technologies and programming languages can be used
to implement systems, apart from the communication technologies used by the services
themselves. A description of the technologies and data formats used by the services forms
a service contract. Consuming services need to fulfill the service contract of the service
they are consuming [5]. To form a complete SOA architecture two additional systems are
needed; a service registry and a service repository. The service registry allows services to
advertise their functionality and location, which the consuming services use to find other
services. The service repository contains the service policies and contract descriptions of
all services, detailing how services can communicate and which services are allowed to
contact each other [23].

SOA can be used to implement any kind of system, but some properties make SOA
particularly suitable for implementation of SoS. These properties are loose coupling –
service consumption is decided at run-time depending on the needs of the system as a
whole (belonging); late binding – service consumption is established at run-time (connec-
tivity); interoperability – different services can use different standards, but they are all
described in the service contract (diversity); service composition – individual services can
be composed to provide functionality that any single service cannot provide (emergence)
[20, 24, 25]. If the services are also autonomous, a SOA appears as a subset of SoS.
While this is not strictly true (not all systems implemented using SOA are SoS) it is
assumed in this thesis that industrial automation systems employing SOA typically can
be considered as SoS.

Furthermore, when discussing SoS employing SOA, services are considered differently
compared to services in a classical SOA perspective. Services are considered as com-
munication interfaces of systems and not as the functionality or capability itself. Also,
systems are the producers and consumers of services, so in addition to saying “service A
consumes service B” it is appropriate to say “System A consumes Service B (of system
X)” [5, 20]. Figure 2.1 demonstrates how a particular SOA behaves, in this case the
Arrewhead framework. The solid lines within the heater and AC illustrate the normal
behavior, the temperature sensors provide temperature services (provided services de-
picted as a lollipops) which the actuators can consume (consumed services depicted as
half-open lollipops). When the heating temperature sensor fails, the actuator can ask the
orchestrator which other services provide that temperature reading (dotted line). In this
case, the temperature sensor in the AC provides the same temperature, and the actuator
can consume that service instead (dashed line) after security issues are solved (dotted
line).
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Service

Registry
Orchestration Authorization

Figure 2.1: An illustration of the differences between SoS, SOA, and CPS, using a house
as an example. Here, the house illustrates the SoS, consisting of a retrofitted AC, a
heater, and a SOA. The AC and heater are two different and independently autonomous
CPSs, consisting of actuators and temperature sensors. These systems are managed by
the service-oriented Arrowhead Framework, which control the configuration and security
of the SoS.

2.1.3 Cyber-Physical Systems

As industrial automation systems grow in complexity and become more interconnected,
cyber systems will be more closely integrated with the physical components in the future,
leading to the development of large, industrial cyber-physical systems of systems [26, 27].
A CPS at its core is a system where cyber and physical components are integrated to a
higher degree than the embedded computer systems of today [28], see the heater and AC
in Figure 2.1. In a CPS, all physical components have some cyber capability which are
connected through networking on multiple scales, allowing the physical processes to be
dynamically reorganized and reconfigured. The components should have a high degree
of automation, be dependable and be able to adapt to increase performance [29]. These
properties make CPSs similar to SoSs in most regards, except autonomy. While self-
adaption can be considered as autonomy, from the definition in Section 2.1.1 the systems
are autonomous only if the system purposes are different from the purpose of the SoS.
If all parts of a CPS fulfill the autonomy criteria, that system is a SoS, but this is not a
requirement, a distinction not always made in the literature [30].

Tighter integration between computational and physical processes will lead to issues
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if engineers are not working together to jointly consider the physical and computational
requirements. Computer systems are modeled with discrete states and state changes,
whereas control loops are modeled using differential equations (difference equations when
discretized) [31]. Additionally, the requirements of the computational side (functional
requirements) and the physical side (non-functional requirements) may be very different
or even in conflict, as computer programs are deterministic but physical processes are
stochastic. If improperly modeled, a task that is correct for the computational parts
might be incorrect for the physical parts, for example due to timing requirements [32].

2.2 Interoperability in Systems of Systems

Interoperability is the central topic in this thesis, and this chapter provides the back-
ground required to describe the SoS interoperability problem, and the related methods
and technologies.

2.2.1 Interoperability Classes

A general definition of interoperability is ”the ability of two or more systems or compo-
nents to exchange and use the exchanged information in an heterogeneous network” [33].
This definition is too broad to describe the various interoperability settings that exist and
further categorization of interoperability is needed to discuss the interoperability prob-
lems presented in this thesis. Thus, I focus on four types of interoperability: Information
interoperability, semantic interoperability, dynamic interoperability, and operational in-
teroperability.

Information interoperability. Messages sent between systems contain information
which the provider is trying to convey to the consumer. Information interoperability is
the ability of systems to exchange and use that information. The difficulty in achieving
information interoperability lies in the extraction of information from the message. If the
consumer does not understand the symbols, data formats or data models, a message full
of information from the producer’s point of view might be useless noise to the consumer
[7].

Semantic interoperability. Semantic interoperability is the shared understanding
and knowledge of designers and engineers about the meaning of pieces of data and how
it relates to other data [34]. Unlike the use of the term in the Semantic Web community
which relates semantic interoperability to the meaning of data expressed as semantic
metadata [35], I adopt the human-centric view of semantic interoperability where se-
mantics is about understanding and meaning, and not about machine interpretability of
data.

Dynamic interoperability Currently, interoperability between systems is established
mainly at design-time. Such static integration and configuration of systems is called
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static interoperability. Due to the need for engineers when reconfiguring such systems,
static interoperability is inflexible and costly to maintain in a rapidly changing indus-
trial environment. The ability to achieve interoperability at run-time is called dynamic
interoperability, which requires the development of new methods and tools, for example
so that errors that appear due to unexpected information in data and messages can be
handled dynamically.

Operational interoperability Systems are designed to perform certain tasks with
some efficiency, i.e. systems are designed to fulfill a particular goal. Operational interop-
erability is the ability of systems to work together to achieve a goal [6] For example, if a
temperature sensor for a heating system fails and the system can find another sensor that
measures the same temperature, the system has achieved operational interoperability (cf.
Figure 2.1).

These interoperability classes cover three different aspects of SoS engineering: De-
sign (semantic interoperability), function (operational interoperability) and adaption
(dynamic interoperability), with information interoperability being the most challenging
aspect because it is necessary to achieve information interoperability to build a functional
SoS.

2.2.2 The Information Interoperability Problem

Information interoperability as a concept covers information exchange between humans,
machines, and any combination of them. In M2M communication, information is trans-

Listing 2.1: Two semantically similar but machine-incompatible messages. Parts with
the same color describe the same concept, property or object.

# System A message:

[

{"bn":"127.0.0.1/temp-service","bt ":1549359472} ,

{"u":" lon","v":65.61721},

{"u":" lat","v":22.13683},

{"u":"K","v":253}

]

# System B message:

[

{"n":"office-A2312-temp-sensor",

"u":"Cel",

"v":-20.4,

"t":1549359472}

]
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ferred as data encoded in messages which can be divided into specific aspects, namely
data format interoperability, data model interoperability [5], and semantic interoperabil-
ity. These three aspects are illustrated in Listing 2.1, where messages in system A (here
system is a shorthand for a CPS in a SoS) and system B both refer to the same tem-
perature measured at the same location at the same time. Despite the same meaning
(to engineers), the same data format (JSON), and the same data model (SenML), the
messages are dissimilar in terms of the units used, naming convention and location rep-
resentation. Thus the two systems can only exchange and correctly interpret messages
from the other system if the engineers designing systems A and B took interoperabil-
ity into account. Predicting and solving all possible information interoperability issues
in dynamic SoSs where systems can be added, removed, and modified at run-time is a
difficult problem.

Unlike the simple message examples illustrated in Listing 2.1, real systems can use
many different data formats, data models, and different semantics. In real applications,
there can exists many data formats (JSON, XML, CSV and more), many data models
(SenML, SensorML, OPC-UA1), and the meanings behind objects vary due to the differ-
ing perspectives of the designers. The task identifies information interoperability issues
is difficult due to the many unknowns [14].

2.2.3 Information Interoperability Solutions

Various ways to achieve information interoperability are practiced and described in the
literature. The common way to achieve information interoperability is to enforce systems
to comply with certain standards, achieving static interoperability. Enforcing standards
and static interoperability is undesired in large SoS due to the resulting low flexibility,
higher development costs, and increased time to deployment [8] due to the creation of
so-called information silos [13].

A popular approach to enable information interoperability is to add semantic meta-
data [35], enabling what the Semantic Web community calls semantic interoperability
(although it includes dynamic interoperability as described in Subsection 2.2.1). Seman-
tic metadata is typically extra information encoded in an ontology, which describes the
relationships between concepts, encoded as symbols, and their instantiations in first-order
logic, and are encoded in the Resource-description format (RDF)2 or higher-order on-
tology languages like Web-ontology language (OWL)3. Technologies using such semantic
metadata are often called semantic technologies and can be used to describe taxonomies
of concepts, classes, and encode human knowledge by the relations of symbols in a graph.
Example ontologies are the Semantic sensor network (SSN) [36] which describes the rela-
tion between sensors and their measurements, and DBPedia [37], which encodes general
knowledge from wikipedia.

Using semantic technologies to support and establish SoS data interoperability is a

1While OPC-UA includes data models, it is an architecture that covers much more than that.
2https://www.w3.org/TR/2014/NOTE-rdf11-primer-20140624/
3https://www.w3.org/TR/owl2-overview/
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natural step, and several frameworks and systems implementing such capabilities have
been developed or suggested, see for example [38, 39, 40, 41]. While the adoption of stan-
dardized ontologies allow the data to be varied, many systems require the use of some
standardized ontology or a set of standardized ontologies [42]. A criticism often brought
up is that standardizing the use of certain ontologies only pushes the interoperability
problem from the data level to the metadata level [18]. Techniques to make ontolo-
gies interoperable exist, often under the moniker ontology alignment [43], and might be
hand made, based on graph theory, or data-driven based on auxiliary datasets needed to
address inconsistencies at the discrete symbolic level with subsymbolic approximation.

Another category of interoperability solutions are the goal-driven solutions, where
system configurations and connectivity are changed according to the goal of a SoS. In
other terms, goal-driven interoperability solutions work towards achieving operational
interoperability. The goals can be given by engineers and users [11, 42], or automatically
created through monitoring [41]. The solutions mentioned above implement goal-driven
solutions using semantic technologies, but the concept of goal-driven interoperability
solutions is not dependent on the implementation details, and could, in theory, be used
to enhance other interoperability solutions to increase their performance.

2.3 Interoperability and Machine Learning

2.3.1 Embeddings

It is often the case that the information in certain data can be compressed to take less
space, reduce noise and make the perceived meaning of the more data clear. In image
classification with deep neural networks, where the task is, for example, to take an image
of size 256 × 256 × 3, and turn it into a 10-dimensional vector representing ten classes
of objects appearing in the images, the activations of lower-dimensional hidden layers
are compressed representations of the input image, [10]. Such compressed vectors are
called embeddings, and they are at the heart of deep learning techniques, where each
subsequent layer produces representations of higher abstraction than those before it. For
example, convolutional networks work by successive filtering of an image, where the early
layers will produce heatmaps of simple features like lines or circles, but higher layers will
show complex structures like faces and cars, [44]. Usually, the features of the lower layers
depend on the images, and the representations of higher layers depend on the target
classes. The fact that lower layers learn generic useful image features can be used in
transfer learning, where a pre-trained network is used to find the important features
of an image, and the classification part of the network is retrained for some particular
domain. Utilizing transfer learning reduces training time and the can also reduce the
size of the datasets necessary as the network only needs to be fine-tuned for a particular
task and not trained from scratch [45].

In classification tasks, the representations learned can be useful for transfer learning,
but the embeddings of the input data are not extracted for use in other tasks. This is
because the embeddings are a consequence of how the network functions; embeddings
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5-Dim 2-Dim 5-Dim
Figure 2.2: Illustration of embeddings learned with autoencoding. The 5-dimensional
data is embedded onto a 2-dimensional space using the encoder E(·) (dashed lines).
The data can be reconstructed back to the 5-dimensional space using the decoder D(·)
(filled lines). Depending on the construction of E and D, the data might be imperfectly
reconstructed.

are a means to a particular end. However, some architectures have the explicit goal of
producing embeddings to be used for other tasks at a later time [46]. Autoencoders are
the simplest of these architectures. An autoencoder consists of two parts, an encoder
and a decoder, and it produces two outputs: One from the encoder (embedding) and
one from the decoder (reconstructed input). The task for an autoencoder is to get the
reconstructed input as close as possible to the actual input [47], via the embedding which
needs to represent the essential information, see Figure 2.2 where 5-dimensional data is
embedded onto a 2-dimensional space. Often, the embedding is a chokepoint where the
dimensionality is reduced compared to the input, but the embedding can have any di-
mensionality and should be chosen according to the purpose of the embedding. However,
when the dimensionality is larger than the input dimension, there is a risk of learning to
pass the input through unchanged at each stage. To avoid learning a trivial mapping,
noise can be added to the encoder input to regularize the embedding towards encoding
useful features of the input data. Such autoencoders are called denoising autoencoders
[48]. Other interesting developments include the variational autoencoder, where noise is
added to the decoder input in addition to a loss function derived from variational analysis
to optimize the embeddings so that similar inputs have similar embeddings.

Autoencoders are good for creating embeddings, but they are restricted to that unsu-
pervised task. Going one step further is the encoder-decoder architecture, which is similar
to the autoencoder in structure, but the input and task differ in that encoder-decoder
architectures are used to transform or translate data from one format to another. The
input to an encoder-decoder is data of format A, the output is an estimation of that data
in format B and the target is the known representation of the data in format B. The
encoder-decoder also produces embeddings as an intermediary step between the encoder
and decoder, and those embeddings can be used for similar purposes as the embeddings
produced by autoencoders. Encoder-decoder architectures have been used successfully
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with convolutional networks [49], recurrent neural networks (RNN) [50], and attention
based models [51]. Google’s translation service is based on a neural network encoder-
decoder architecture since 2016 [52].

While the encoder-decoder architecture can perform a more complicated task than a
simple autoencoder, the architecture is supervised and requires pairs of input-output data
from parallel corpora. In applications, there is typically little parallel data, consisting of
pairs curated by experts, compared to the amount of data produced. Natural language
is a good example, as most texts are never translated by hand. But even in these cases
there can be needs for translation, and this is where backtranslation can be of use [53].
Backtranslation is simple, first transform the data from A to B, then transform it back
from B to A, and update the weights of the model (and vice versa for B to A to B). This
can be done without any translation pairs, and how successful the approach depends
on the similarity of the representations produced in each encoding step. When using
backtranslation with autoencoding, the backtranslation can be seen as a regularizer that
aligns the embedded representations of format A and B. Using this, translations of natural
language have been produced without or with very little parallel data [54].
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Chapter 3

Contributions

3.1 Paper A

Semantic Interoperability in Industry 4.0: Survey of Recent
Developments and Outlook

Paper A presents a literature survey of developments related to semantic interoperabil-
ity in Industry4.0, including a qualitative analysis of limitations of the current major
developments. In the survey we found that most of the recent developments to impose
interoperability between heterogeneous data are based on metadata in the form of on-
tologies. When analyzed, the proposed solutions were found to have two common weak-
nesses: Impractical to use in SoS with over 103 component systems, and susceptibility
to the symbol grounding problem. The concept of goal-driven interoperability solutions
described in the literature was identified and found to motivate a machine learning ap-
proach, in particular using a loss/objective function, which can potentially also alleviate
the symbol grounding problem. In Paper A, we propose that a machine learning ap-
proach guided by a SoS-level optimization goal is a possibility to automatically establish
semantic interoperability, and that there so far has been little work investigating such
solutions.

Personal contribution: I performed the literature review and wrote most of the first
draft of the paper. The findings were discussed and analyzed together with Fredrik
Sandin.
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3.2 Paper B

Interoperability and Machine-to-Machine Translation Model with Mappings
to Machine Learning Tasks

Paper B is a further development of paper A, which refines the description of different
kinds of what kind of interoperability, and presents a deeper investigation of what meth-
ods deep learning could be useful to address the task. First of all, this paper represents a
shift in focus away from SoS message interoperability on a data model level, and instead
describes translators that are independent of the data model. The main contribution
of this paper is a mathematical model describing messaging within CPS and between
heterogeneous CPS. Motivating this development of the approach was the understanding
that most interoperability models for CPS and SoS focus almost exclusively on cyber
requirements, thus excluding the data describing the physical domain and limiting the
usefulness of data-driven methods. Furthermore, this model different message-translation
architectures were described and analyzed. A review of developments in NLP and graph
neural networks is also presented, with a discussion of how such methods could be used
to incorporate both data and metadata in a translator.

Personal contribution: I came up with the general idea for the translator framework
and performed an extended literature review with corresponding analysis. The concep-
tual translator architecture and the machine learning task were developed together with
Fredrik Sandin.

3.3 Paper C

Towards Autoencoder Based Adapters for Run-Time Interoperability in Sys-
tem of Systems Engineering

Paper C presents the first numerical experiments with a message translator optimized
using the concepts developed in Paper B realized with small neural networks, developing
the ideas presented in Paper B. The task is to translate messages sent within one CPS
to the format of another CPS, using an unsupervised training procedure similar to the
autoencoder based architectures presented in Paper B. Instead of trying to translate
between the latent spaces of the autoencoders, the latent spaces are aligned using during
training backtranslation in an attempt to make the representations of two autoencoders
similar. In the best case, the model achieves just below 49% translation accuracy for
the categorical terms, meaning that it translates the sensor name, location, and unit
accurately. The continuous variables did not converge to accurate translated values. We
further experimented with different sizes of the latent representations and regularization
but did not find any strong correlation between these parameters and the translation
accuracy.

The data used in this experiment was obtained with a simulation model of a corridor
with 6 offices, affected by an outside temperature obtained from real temperature data
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from SMHI. There are two CPSs in the model, one for the heating system (one heater
and temperature sensor in each room), and the other represents a cooling system. These
systems produce two kinds of messages, one sensor message and one actuation message
where only the sensor messages are directly translatable, complicating the learning of the
translator.

With this translation model, we envision that multiple translators can be trained to
map to and from the same latent space, and when a new system is added the encoder and
decoder modules can be aligned with the representation system used. A translator can
then be used and further fine-tuned whenever an interoperability mismatch is noticed.

Personal contribution: The general idea of translator optimization and the architec-
ture were proposed together with Fredrik Sandin. I performed simulations, data process-
ing, and translator optimization. Evaluation of results together with Fredrik Sandin.
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Chapter 4

Discussion

4.1 Discussion

The aim of this work is to explore possibilities to develop data-driven interoperabil-
ity solutions for industrial SoS, in particular translation of messages used in one CPS
to messages used in another CPS. This research is motivated by the observation that
most current research in this field of information interoperability disregards the actual
messages sent, instead focusing on the translation of data formats and models using
combinations of engineering knowledge and computational methods driven by ontolog-
ical metadata. The hypothesis guiding this research is that the messages sent within
CPSs can be utilized to automatically optimize translators using modern machine learn-
ing methods. The appended papers provide descriptions of methods using ontological
metadata, the shortcomings of such methods relying on symbolic information, and how
a data-driven approach could alleviate some of the issues. Further, a possible model
describing CPS messaging is presented to conceptually describe both methods relying on
symbolic metadata and methods optimized using data while also distinguishing between
the cyber and physical. The results when testing a translator based on message data
shows that such a translator works with a translation accuracy just shy of 50% in the
best case, but the average results are much lower at around 7%.

4.2 Contributions

In this section, the research questions are revisited and answered by a summary of the
current research findings and research hypotheses.

Q1: How should messages and metadata be modeled and processed so that reliable func-
tions and system behavior can be efficiently engineered using standard machine learning
tools and goals, e.g. specified in terms of an objective function.
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Messages consist of strings of characters, often encoded in JSON or XML-format. Thus, a
valid candidate for message processing is to use character-level RNNs. However, as JSON
and XML have structures defined by context-free grammars, using a recurrent architec-
ture that takes that grammar into account, like the grammar variational autoencoder
[55], should be the first choice for such messages.

Metadata comes in many forms, but the focus here is on ontological metadata which
can be described as a graph. Utilizing such the knowledge in this graph can be done using
graph embeddings as extra inputs to the translator, or to directly input the graph and use
graph neural network (GNN) architectures [56]. These methods would directly utilize the
knowledge graphs in the learned embeddings and manifolds. A second option would be
to use metadata to reorganize the translator architecture, either dividing the architecture
into subunits that will only take part in the translation when certain classes or relations
are present in the graph, or to use different objective functions during optimization
depending on the graph. However, these ideas are not yet implemented and further work
is needed to investigate the utility of including graph metadata in the architecture.

Q2: How can translators be automatically inferred and assessed with the models ob-
tained when addressing Q1?

Unlike in machine translation of natural language, due to the large variety of data stan-
dards used in, and amount of data produced by SoS, it will likely be too expensive to let
engineers create translation pairs. Instead, the inference of translators should be done
in an unsupervised manner without pairs, as described in Paper B. Autoencoder-based
translators, like the backtranslator tested in paper C, are probable candidates as mes-
sages are encoded into a latent representation that in principle is optimized with respect
to autoencoding, transcoding, SoS utility and symbolic relations defined at the metadata
level. Thus, implemented in an effective way, such latent representations are more general
than translation by intermediate ‘pivot’ formats, and autoencoder based translators are
also more straightforward to generate automatically. However, more work is required to
implement and evaluate a translator learning model including all these aspects.

The results presented in Paper C show that our first partial implementation of this
model, which only includes a basic autoencoder and transcoder mechanism, makes it
possible to achieve nearly 50% translation accuracy in a heating and ventilation sim-
ulation model. Although this accuracy is not sufficient, further improvements can be
made as outlined in the next section. Assessment of translators is complicated with un-
supervised training as the actual goal is not tested, and the tested translator shows little
correlation between the chosen score and the translation performance. In principle, the
translator performance could be evaluated using the utility of the SoS, J , in a simulated
environment, but at this time this solution only conceptual.
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4.3 Future Work

The work in this thesis is the initial investigations into machine learning solutions for
message translation within SoSs. Most of the work done so far is conceptual, studying
the literature and framing SoS interoperability as a machine learning task with well-
defined variables, and future work will mostly concern the implementation of translator
architectures and translator optimization. The following points provide some detail into
possible future work.

• Model exploration – Metadata. Despite claims that the presented framework can
combine data and metadata in machine learning models, the tests in Paper C
incorporates this knowledge crudely. Future work includes finding how metadata
can be included in translator learning and testing what representations of metadata
are suitable for translator models. As indicated in Paper B, a possible approach is
to use metadata represented in RDF-triplets, due to their ubiquity in representing
ontologies and their graph structure, allowing them to be used with graph neural
networks [56] or other graph methods.

• Model exploration – More parameters. The model tested in Paper C was as sim-
ple, meaning that the number of layers and dimension of the latent space were kept
low to gain an initial understanding of the problem, rather than trying to maximize
the translation accuracy. New models using more parameters and layers should be
tested to see if the performance issues depend on the training procedure or trans-
lator model.

• Optimization exploration – Utility functions. In the model presented in Paper C,
the utility function only considers autoencoding-, backtranslation- and latent space
losses, using an unsupervised objective function completely independent on engi-
neering knowledge, system constraints, and system performance. Going forward
tests should include such information in the utility function to further improve the
translators learned.

• Optimization exploration – Other scores. The validation score used in Paper C
did not work as intended, neither did the extra loss term that makes the latent
representations of forward- and backtranslation more similar significantly improve
the translation accuracy. Different losses and scores should be evaluated and tested
to increase performance and better differentiate between good and bad translators.

• Application – Real data. Current tests are performed on simulated data only, in
the future tests using data from actual systems should be performed if a suitable
data source can be found.
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[24] J. V. Esṕı-Beltrán, V. Gilart-Iglesias, and D. Ruiz-Fernández, “Enabling distributed
manufacturing resources through soa: The rest approach,” Robotics and Computer-
Integrated Manufacturing, vol. 46, pp. 156–165, 2017.

[25] A. Charfi, T. Dinkelaker, and M. Mezini, “A plug-in architecture for self-adaptive
web service compositions,” in 2009 IEEE International Conference on Web Services.
IEEE, 2009, pp. 35–42.

[26] J. Lee, B. Bagheri, and H.-A. Kao, “A cyber-physical systems architecture for in-
dustry 4.0-based manufacturing systems,” Manufacturing Letters, vol. 3, pp. 18–23,
2015.
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Semantic Interoperability in Industry 4.0:

Survey of Recent Developments and Outlook

Jacob Nilsson and Fredrik Sandin

Abstract

Semantic interoperability is the ability of systems to exchange information with unam-
biguous meaning. This is an outstanding challenge in the development of Industry 4.0
due to the trend towards dynamic re-configurable production processes with increasingly
complex automation systems and a diversity of standards, components, tools and services.
The cost of making systems interoperable is a major limiting factor in the adoption of new
technology and the envisioned development of production industry. Therefore, methods
and concepts enabling efficient interoperation of heterogeneous systems are investigated
to understand how the interoperability problem should be addressed. To support this
development, we survey the literature on interoperability to identify automation ap-
proaches that address semantic interoperability, in particular in dynamic cyber-physical
systems at large scale. We find that different aspects of the interoperability problem are
investigated, some based on a conventional bottom-up standardization approach, while
others consider a goal-driven computational approach; and that the different directions
explored are related to open questions that motivates further research. We argue that a
goal-driven machine learning approach to semantic interoperability can result in solutions
that are applicable across standardization domains and thus is a promising direction of
research in this era of the industrial internet of things.

1 Introduction

The rapid digitization of society and the economy is driving the development of the
industrial internet of things (IIoT) and the current manufacturing development era called
Industry 4.0, where production methods are combined with state-of-the-art automation
technology to offer customized products with superior quality and a competitive price
[1]. This development requires that information is accessible and synchronized between
the physical world and the cyber-computational space [2], and that system-of-systems
[3] automation architectures that can meet the challenging requirements are developed
and implemented [4]. One such initiative is Arrowhead [5], a service-oriented system-of-
systems architecture. In general, the vision of the internet of things (IoT) is to seamlessly
connect everything to form a virtual continuum of interconnected and addressable objects
in a worldwide cyber-physical system [6]. For example, cities will become smart cities,
where data from sensor networks are used to monitor the environment and optimize
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transportation [7], and heterogeneous data sources are combined to offer more effective
health care [8].

There are several challenges that must be addressed before the IoT can fulfill this vi-
sion [6, 9, 10, 11]. In particular, heterogeneous computer systems that were not designed
to work together must interoperate, which is a challenging problem given the complex
ecosystem of standards, legacy systems, tool environments and smart components – natu-
ral consequences of the rapid and competitive development, and the relatively long system
life cycles. An increasing number of systems and APIs mean that reprogramming systems
by hand is increasingly time-consuming and expensive [12]. Furthermore, large-scale sys-
tems are inevitably dynamic because subsystems change with some finite probability (due
to reconfiguration, replacement, wear, maintenance, etc.), which introduces inconsisten-
cies in and between the cyber-level descriptions and the physical environment. The labor
and number of experts required to resolve such inconsistencies, and thereby maintain
interoperability, should increase with the system size and the probability of inconsisten-
cies. Thus, the cost of maintaining interoperability will increase with the probability of
inconsistencies and the size of the systems, see Figure 1. A scalable interoperability so-
lution requires capacity to automatically (without significant labor) adapt the semantic
relations in dynamic information systems [13] when inconsistencies in and between the
cyber- and physical domains appear, see [14] for a similar way of reasoning.

In this paper, we survey recent developments in the field of interoperability research
to understand how different groups address the semantic interoperability problem and to
what extent the proposed solutions are expected to generalize to large-scale automation
systems-of-systems when the complexity increases. In particular, we are interested in
semantic interoperability principles that are applicable in the dynamic regime [13] that do
not require the adoption of one particular data standard (like eCl@ss1, AutomationML2,
etc).

2 Background

Interoperability is defined in different ways in the literature, and different models for
interoperability assessment have been proposed, see for example the recent review by
Gürdür and Asplund [15]. In line with that review we consider interoperability as “the
ability of two or more systems or components to exchange and use the exchanged in-
formation in a heterogeneous network” [16]. We focus in particular on the problem of
semantic interoperability, which is the ability of systems to exchange information with
unambiguous meaning. This is different from interoperability at the protocol level, for
example enabling system A using HTTP to communicate with system B using CoAP
[10]. Semantic interoperability is a prerequisite of correct use of information in a deter-
ministic setting (systems function correctly and achieve specified purpose), and it is a
conceptually challenging aspect of interoperability. In particular, automating semantic

1https://www.eclass.eu/en/standard/introduction.html
2https://www.automationml.org/o.red.c/organisation.html
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Figure 1: Level curves of constant interoperability cost versus the system-of-systems size
and probability of inconsistencies introduced in and between the cyber- and physical lay-
ers, for example due to reconfiguration, component replacement, wear and maintenance.

interoperability involves knowledge representation problems studied in cognitive science
and artificial intelligence, where bottom-up inference of symbol content from sensory
inputs (symbol grounding) is an issue that has been researched over several decades [17].

There are several aspects of interoperability in cyber-physical systems, and depending
on the context the problem is conceived differently. The interoperability problem can
be broken down to different types like: System-, data-, information-, technical- and
enterprise interoperability [15].

Semantic interoperability is the ability of communicating entities to infer the correct
“meaning” of messages. For instance, consider the gap between a field “p = 10.2” in
a message communicated between entities and the understanding of this message by
an engineer who knows what that message represents and what the essential relations
between p and the physical and cyber levels are. The engineer interprets the message
using additional information about the cyber-physical system and it’s purpose, which
extends beyond the content of the symbol p and associated labels like “pressure”, “return
pipe” etc.

In the context of Industry 4.0 the term semantic originates from the semantic web
community [18], where the idea is to manage the knowledge on the web by tagging
web content with metadata in the form of ontologies. This way, reasoning rules and
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methods can be applied to extract and derive new information. For example, if we want
to create a list of color names, we can query the semantic web to find named colors and
combine the search results. In the IoT/IIoT, ontologies and reasoning are applied in a
similar manner. For example, IoT services are tagged with attributes, which are then
used by other systems to solve tasks like for example finding all temperature sensors in
Beijing [19]. Similarly, information can be tagged with attributes to enable systems that
communicate with dissimilar data structures to interoperate [20].

To facilitate the growth of the IIoT, two reference architectures have been developed.
The goal of these architectures is to create an environment where all parts of a business
can be connected in the form of a cyber-physical system. The Reference Architecture
Model Industrie 4.0 (RAMI 4.0) [21] focuses on how to merge the physical assets with
their cyber information through an administrative shell. This administrative shell con-
tains all terms and properties needed to interact with the asset. The administrative shell
of asset X can then form relationships with asset Y , which describes their interoperation.
A central theme of RAMI 4.0 is standardization. The terms, properties and relationships
should confirm to specific industrial standards. It is through these standards that inter-
operability is achieved in RAMI 4.0.

The Industrial Internet Reference Architecture (IIRA) [22] is similar to RAMI 4.0
with a similar structure but different goals. Instead of having all assets being integrated
in an administrative shell, IIRA looks at the asset from the business, usage, functional
and implementation viewpoints. Different definitions and relations can be described in
terms of these viewpoints, but system-specific details are left to the system designer. This
is because IIRA focuses on supporting the design process rather than specifying how the
design should be. The IIRA is less focused on specific standards, but standardization
plays a central role and several alternative standards are referenced.

3 Recent Interoperability Research Directions

In this section, we present a short summary of recent developments in the field of interop-
erability, which were selected to represent the major approaches to implement interoper-
ability. These approaches are further discussed and analyzed in Section III. Furthermore,
the (simulated) scalability tests presented in each work and the research focus of the so-
lutions are presented in Table 1.

Mayer et al. [20] presents the Open Semantic Framework (OSF), a modular approach
to semantic interoperability using ontologies. They consider the problem of implementing
expert knowledge into semantic frameworks. Their approach is to use a set of small
and specific ontologies (called core ontologies) to fit the need of specific systems (e.g.,
sensors) or concepts (e.g., time-keeping) that find use across many different industries.
To enhance the core ontologies, they introduce knowledge packs that add domain specific
knowledge. For example, in a construction company the knowledge packs can include
safety regulations and country-specific building regulations. This allows for a higher
degree of heterogeneity, as systems can use knowledge packs suited for their needs.

In the healthcare domain, Ullah et al. [28] propose the SIMB-IoT model. The idea
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is to let users input descriptions of symptoms into an IoT device that is connected to
the SIMB-IoT model. The symptoms are translated into technical medical language by
tagging the data with ontologies and adding health data based the tags. A doctor can
use an IoT device to get the data, which the SIMB-IoT model translates into medical
language. The doctor can then give a diagnosis and recommended treatment based on
the information given. The diagnosis and treatment is then sent back to the user.

Maree and Belkhatir [23] propose a framework for domain-specific ontology alignment.
The framework can create a new ontology that captures the similarities between two
other ontologies. The alignment is achieved by using a mix of large knowledge bases and
statistical methods. The framework provides alignment comparable to state-of-the-art
methods for ontologies with up to thousands of entries.

Wu et al. [19] presents a solution for the context-awareness problem. In IoT systems,
the context of a device is either hard-coded into the system or contained as metadata
in the device. Considering the second case, it is possible that two metadata entries
symbolizes the same physical object. The example used is that location:Beijing and
location:Peking refers to the same city but have different entries. Also, location:Beijing
and location:Shanghai both refers to cities in China. They have designed the SWoT4CPS
framework, which can infer these relations using common-sense information from databases
like DBPedia. The framework can also symbolize more detailed parts of the process, like

Table 1: Selected Works Surveyed

Authors Research focus Scalability

Maree and Belkhatir [23],
2015

Ontology alignment 103 entries

Chen et al. [24], 2016 Ontology learning

Tomlein and Grønbæk
[25], 2016

Desai et al. [26], 2015

Ruta et al. [27], 2017

Mayer et al. [20], 2017 Semantic annotation Not tested

Wu et al. [19], 2017

Ullah et al. [28], 2017

do Esṕırito Santo and
Medeiros [8], 2017

McLean et al. [14], 2017 Disturbance mitigation

Kovatsch et al. [29], 2015 Exec. planning < 103 systems

Mayer et al. [30], 2016 Productivity tool < 103 systems

Kolbe et al. [12], 2017 Productivity tool < 102 systems
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monitor-control relationships and cause and effect relations. The framework is not yet
completed and no scalability tests are presented as far as we know.

Kovatsch et al. [29] use ontologies for service composition, so-called mashups. They
consider a smart home use case. Smart home users are in most cases not experts on
IoT automation, thus creating a need for simplified service composition. They improve
upon existing ontologies by introducing the replaced keyword. This keyword makes it
easier for the system to deal with changing states. They also introduce the concept of
open questions, which are human-readable static queries that should simplify the setup
process of the smart home. Combining these open questions with a knowledge base and
proof engine, the system can figure out the answer and send it to the system that asked
the open question. The same proof engine, combined with goals given by the user, was
also used to dynamically make execution plans. This makes this system an example of
a goal-driven approach, i.e., one where the system figures out execution with respect to
a goal, unlike a process-driven approach where the user designs all interaction of the
process. The scalability of this system was tested with respect to execution plan length.
The test was performed in a simulated environment. If the number of services is below
1000 and the execution plan length is below 16, the system can produce execution plans
in less than 3 seconds. If the number of services grows beyond 1000, the time to produce
execution plans is about 2 seconds for plan length of 3, which they consider too expensive
for generating usable execution plans.

Mayer et al. [30] build on the work in [29]. Their focus is to improve the usability
of the execution planner by introducing a program, called ClickScript, which an inexpe-
rienced user can use to create goals. The use case considered is smart homes, as most
users are expected to be inexperienced in system design. The program provides a visual
programming language in which the user can set up goals for different parts of the en-
vironment. The output of the program is a goal that is compatible with the execution
planner in [29].

The approach in Kolbe et al. [12] is similar to that in [29]. They come to similar
conclusions, that it is hard to manually program interoperability between web APIs. This
is due to the sheer number of APIs, which at the time when they wrote the article was
more than 17000 APIs in the ProgrammableWeb3 database. This makes standardization
difficult, and the number of APIs are steadily increasing (around 19000 in 2018, one year
later). Their solution to this problem is not to force standardized APIs, but to create
a tool, called PROFICIENT, that helps to deal with the heterogeneity. This program
allows people to define semantic based data-structures and map them to entities in a
schema. The program provides a visual programming language for ease of use. The
schema is then uploaded to a gateway that systems can interact with. The program
works in a simulated environment, but it is very slow with response times running from
one second up to three minutes when the number of concurrent users is less than 50.
When increasing the number of users and payload sizes, the response time increases
further. However, they suggest that a smarter gateway architecture can decrease the
response times.

3https://www.programmableweb.com/category/all/apis
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Figure 2: Generic goal-driven automation system-of-systems architecture with symbol
grounding. Goals and requirements defined at the user level influence the function of
the system of systems and the adaptation of symbol contents, for example with machine
learning methods.

McLean et al. [14] note that the available solutions for agile manufacturing are un-
stable and cannot handle disturbances well. They found that, due to short production
periods, the optimization that is usually performed after a reconfiguration of the process
cannot be done. The lack of optimization means that the production is more expensive.
To solve this issue they investigate the possibilites of using machine learning combined
with expert knowledge. The idea is that a knowledge-based system will handle most of
the adaption to a new production period, with a neural network to handle the unforseen
disturbances that the expert systems do not model.

4 Analysis of Current Research

We find that most work on semantic interoperability within the IoT and IIoT are based
on ontologies in some way, although exceptions exist [31]. For example, the articles sum-
marized in Table 1 involve the use of ontologies. The focus on ontologies apparently origi-
nates from the semantic web, where ontologies are the preferred knowledge-representation
basis used for reasoning about and derivation of semantic relations. Ontologies can be
used to organize and describe labeled knowledge and relate such labels to other label
structures in a logically consistent way. Thus, a tagged message or system description
can be related to other related messages and systems in a larger system-of-systems. Using
these relations, messages can be translated and execution planning can be done using
knowledge intensive and rule-based AI [32]. Though, as [14] argues, this will only be true
to some extent, as the expert knowledge cannot accurately model all relevant aspects
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of the system. If conditions/states that are not modeled occur, there is little reason to
think that systems relying on such expert knowledge will work reliably. Individual sys-
tems may still work by themselves, but when the system-of-systems is scaled up, small
discrepancies and errors associated with individual systems may accumulate and cause
decreased performance and possibly failure.

There is a difference between reasoning about the meaning of tagged cyber entities
on the semantic web and tagged physical entities and measurements in a cyber-physical
automation system. It is not clear that the meaning of things like a measured pressure or
a control signal, as understood by an expert engineer, can be accurately described with a
few such metadata tags [17]. In particular, if a standard vocabulary and semantic struc-
ture is defined, it is inevitable that meaning is incompletely described and is inconsistent
with the physical layer, because there are no exact cyber descriptions of physical reality.
Furthermore, physical processes and systems are non-static over time. Thus, additional
inconsistencies are introduced over time and that is a basis for incorrect and unexpected
function of cyber-physical systems, which will be increasingly relevant when the system
size increases and system changes/reconfigurations are more frequent. This problem is
extensively studied in cognitive science and artificial intelligence and the proposed so-
lution is to autonomously infer and update symbol content from the intrinsic semantic
structure of the cyber-physical system itself and its uses, in particular from sensor-motor
interactions with the environment/process. This concept is referred to as grounding of
symbols [17] and it is as relevant for cyber-physical process automation architectures and
systems as it is for cognition, robotics and other kinds of intelligent agents; see Figure 2
for an illustration of this concept. Symbol grounding takes place at the interface between
physical devices, like sensors and actuators that interact with a physical process, and
the systems at the cyber level including APIs, services and information representations
(data). Thus, the idea to derive meaning in cyber-physical systems from standardized
ontologies has been criticized for not considering symbol-grounding issues, since it relies
on the same model for all systems using that ontology; see for example [31].

We have not found evidence in the literature suggesting that technical solutions based
on ontologies will scale reliably. Of the 13 solutions presented in Table 1, only four present
scalability simulations. Thus, it is still unclear if an ontology-based approach is feasible
and sufficient in principle to enable interoperability in the complex cyber-physical au-
tomation systems of the future. In particular, tests of proposed interoperability solutions
beyond proof of concept are rare, and the tests performed are typically based on synthetic
data in a simulated environment. Further work is needed to evaluate technical solutions
and find a way forward, especially as there are few places where such interoperability
experiments can be performed.

Standardization plays an important role for developing interoperability solutions and
enable migration of new technology in the near future. With the use of ontologies part
of the interoperability problem in heterogeneous systems can be addressed; if messages
are tagged with metadata based on a standard ontology, systems using different data
formats can in principle interoperate in the sense that data can be correctly interpreted.
However, the choice of ontology matters, as two different ontologies are rarely compatible
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with each other. This leads to another interoperability problem in making systems with
ontology differences interoperable. Thus, in a sense, the interoperability problem has just
been moved from the data level to the metadata level [33]. In [12, 20] different ways to
help system designers to integrate different standards are presented, though the solution
is essentially manual.

5 Discussion and Conclusions

We find that the problem of communication in heterogeneous cyber-physical systems is
shifting from interoperability at the data level towards more abstract semantic issues,
using methods that require considerable human effort at design time. The scalability
of the investigated interoperability approaches suggest that currently, a maximum of
about 103 connected devices can be handled. Thus, in the perspective of the envisioned
development of the IoT, IIoT and production industry introduced above, it is natural to
ask how we can automatically establish semantic interoperability in such complex and
dynamic automation systems?

One potential answer to this question can be found in the literature in form of goal-
based methods. For example, [29] and [30] show how such an approach can be used to
autonomously generate execution plans for smart devices. Using a goal-driven approach,
the user of a system-of-systems defines a goal to achieve. In contrast to a process-driven
approach, where the user would design interactions bottom-up, the goal-driven approach
lets the system autonomously adapt to achieve the goal. However, at the implementation
level there are still open issues that needs to be addressed, including scalability and
adaptation of symbol content to enable reliable operation of large-scale and dynamic
cyber-physcial automation systems.

With a goal-driven approach the time that programmers spend on achieving interop-
erability can potentially be spent on defining the functionality of the systems in a more
top-down fashion. With a high degree of autonomy and adaption, such an approach
could also be feasible for highly dynamic cyber-physical systems like those envisioned
in Industry 4.0. Furthermore, the layers in RAMI 4.0 and viewpoints in IIRA fits well
with a goal-driven approach. The higher layers/viewpoints provide goals for the lower
layers/viewpoints, which in turn can provide feedback to the higher layers/viewpoints to
adjust the goals depending on what is considered possible. This would allow for a highly
adaptive industrial environment that can adjust to both large and small changes, which
are always present due to reconfiguration, wear, maintenance etc.

So how should these goal-driven solutions be implemented? One solution would be to
implement algorithms with enough complexity to find a solution, like the proof-engines
in [29, 30]. These systems rely on ontologies hand-crafted by experts that are later imple-
mented by someone else. Thus, when the scale increases, the probability of introducing
errors at design time increases. However, in large-scale systems there can be another ba-
sis for a flexible and efficient solution. When many systems are connected there will also
be many communicated messages that can be analyzed and correlated. With millions
of devices, the interoperability problem can be turned into a big-data problem, which
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makes it possible in principle to apply machine learning methods to automatically de-
rive semantic relations and optimize function. See [14] and [24] for examples of machine
learning used with ontologies.

According to Halevy et al. [33], once the volume of data reaches a certain point,
the information contained within the data itself is sufficient for extraction of semantic
relations statistically. This way machine learning methods have been used to great ef-
fect for example to play games [34] and translate languages [35]. These methods can
possibly alleviate the symbol-grounding problem, as the meaning of the symbols can be
learned from the context defined by the data and the goals. Furthermore, it is possible
to speed up the learning process and generalize from relatively few training samples [31]
with an appropriate choice of architecture. However, great care must be taken in design-
ing the architecture and learning process. We should strive to integrate the views and
state-of-the-art developments in the fields of cognitive science, artificial intelligence and
cyber-physical automation system architectures, using state-of-the-art machine learning
methods to develop technical solutions that are well motivated conceptually, mathemat-
ically and experimentally. Clearly, further research is needed to develop such solutions
that are sufficiently transparent and reliable to be trusted in automation systems and
operational technology, but this is an interesting opportunity to develop a solution that
is applicable across standardization domains.
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[4] M. Foehr, J. Vollmar, A. Calà, P. Leitão, S. Karnouskos, and A. W. Colombo,
Engineering of Next Generation Cyber-Physical Automation System Architectures.
Springer Inter. Pub., 2017, pp. 185–206.



References 47

[5] J. Delsing, Iot automation: Arrowhead framework. CRC Press, 2017.

[6] E. Borgia, “The internet of things vision: Key features, applications and open is-
sues,” Computer Communications, vol. 54, pp. 1–31, 2014.

[7] B. Ahlgren, M. Hidell, and E. C.-H. Ngai, “Internet of things for smart cities: In-
teroperability and open data,” IEEE Internet Computing, vol. 20, no. 6, pp. 52–56,
2016.
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model with mappings to machine learning tasks

Jacob Nilsson, Fredrik Sandin and Jerker Delsing

Abstract

Modern large-scale automation systems integrate thousands to hundreds of thousands
of physical sensors and actuators. Demands for more flexible reconfiguration of produc-
tion systems and optimization across different information models, standards and legacy
systems challenge current system interoperability concepts. Automatic semantic transla-
tion across information models and standards is an increasingly important problem that
needs to be addressed to fulfill these demands in a cost-efficient manner under constraints
of human capacity and resources in relation to timing requirements and system complex-
ity. Here we define a translator-based operational interoperability model for interacting
cyber-physical systems in mathematical terms, which includes system identification and
ontology-based translation as special cases. We present alternative mathematical defini-
tions of the translator learning task and mappings to similar machine learning tasks and
solutions based on recent developments in machine learning. Possibilities to learn trans-
lators between artefacts without a common physical context, for example in simulations
of digital twins and across layers of the automation pyramid are briefly discussed.

1 Introduction

Automation systems in Industry 4.0 [1, 2] and the Internet-of-Things (IoT) [3] are de-
signed as networks of interacting elements, which can include thousands to hundreds
of thousands of physical sensors and actuators. Efficient operation and flexible produc-
tion require that physical and software components are well integrated, and increasingly
that such complex automation systems can be swiftly reconfigured and optimized on
demand using models, simulations and data analytics [4, 5]. Achieving this goal is a non-
trivial task, because it requires interoperability of physical devices, software, simulation
tools, data analytics tools and legacy systems from different vendors and across stan-
dards [4, 6, 7, 8]. Standardisation of machine-to-machine (M2M) communication, like
the OPC Unified Architecture (OPC UA1) [9] which offers scalable and secure communi-
cation over the automation pyramid, and development of Service Oriented Architectures
(SOA), like the Arrowhead Framework [10], are developments supporting the vision of
interoperability in Industry 4.0 and the IoT.

However, in addition to data exchange by protocol-level standardisation and trans-
lation [8], information models are required to correctly interpret and make use of the

1https://opcfoundation.org/about/opc-technologies/opc-ua/
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data. There are many different information models and standards defining semantics of
data and services, which are developed and customized to fit different industry segments,
products, components and vendors. This implies that the problem to translate data
representations between different domains is increasingly relevant for robust on-demand
interoperability in large-scale automation systems. This capacity is referred to as dynamic
interoperability [4], and operational interoperability [7] meaning that systems are capable
to access services from other systems and use the services to operate effectively together.
Thus, focus needs to shift from computing and reasoning in accordance with a represen-
tational system to automatic translation and computing over multiple representational
systems [4, 11] and engineers should operate at the levels where system-of-systems goals
and constraints are defined.

In this paper, we outline a mathematical model of the problem to translate between
representational systems in cyber-physical systems (CPS) with integrated physical and
software components, and we map some alternative definitions of the translation problem
in this model to machine learning tasks and the corresponding state-of-the-art methods.
In this model, concepts like symbol grounding, semantics, translation and interpretation
are mathematically formulated and possibilities to more automatically create semantic
translators with machine learning methods are outlined.

2 Interoperability Model

When integrating SOA systems and services, which are designed according to different
standards and specifications, various interfaces that are also subject to domain-specific
assumptions and implementation characteristics need to be interconnected. It is com-
mon practice to engineer the connections between such interfaces in the form of software
adapters that make different components, data, services and systems semantically inter-
operable, so that functional and non-functional system requirements can be met. This
way, a modular structure is maintained, which makes testing and the eventual replace-
ment of a module and updates of the related adapters tractable in otherwise complex
systems, at the cost of a quadratic relationship between the number of adapters and the
number of interfaces.

In deterministic protocol translation, where representational and computational com-
pleteness allows for the use of an intermediate “pivot” representation of information, the
quadratic complexity of the adapter concept can be reduced to linearity, see for example
[8] and [12]. However, in the case of semantic translation considered here, it is not clear
that such universal intermediate representations exist and constitute a resource-efficient
and feasible approach to translation. Furthermore, the research field of dynamic and
operational interoperability in SOA lacks a precise mathematical formulation and con-
sensus about the key problem(s). Therefore, we approach the translation problem by
formulating it in precise mathematical terms that can be mapped to machine learning
tasks.

We define the M2M interoperability problem in terms of translator functions, TAB,
which map messages, mA, from one domain named CPS A to messages in another domain,



2. Interoperability Model 55

CPS A

xA, GA,mA

uA, yA

CPS B

xB, GB,mB

uB, yB

TAB
mA m̂B

u, y

Figure 1: Model of communicating cyber-physical systems (CPS) with different data
representations and semantic definitions that interact in a physical environment (gray)
and service-oriented architecture (white) via messages m translated by a function TAB.

mB, named CPS B, see Figure 5. The translators can be arbitrarily complex functions
that are generated as integrated parts of the overall SOA, thereby maintaining a modular
architecture as in the case of engineered adapters. In general, the translated messages,
m̂B, cannot be semantically and otherwise identical to the messages communicated within
CPS B, mB, but we can optimize the translator functions to make the error small with
respect to an operational loss or utility function. In the following, we elaborate on the
latter point and introduce the additional symbols and relationships of the model as the
basis for defining translator learning tasks, which in principle can be addressed with
machine learning methods.

The model is divided in three levels: cyber (white), physical representation (light
gray) and the shared physical environment (gray), see Figure 5. At the cyber level, the
graphs GA and GB define all discrete symbolic and sub-symbolic metadata that is specific
for CPS A and CPS B, respectively. For example, the nodes and edges of these graphs
can represent subject, predicate, and object semantic triples defined in the Resource
Description Framework (RDF). Each CPS also has discrete internal states, xA and xB

respectively, such as the computer program variables of all devices in a CPS, which are
not directly readable or writeable in the SOA but may be read and modified indirectly
via the messages and services. The environment has inputs, u, which can be affected by
actuator devices, and outputs, y, which can be measured with sensor devices. In CPS A,
the outputs of the sensor devices are represented at the cyber level as discrete variables
yA and the actuators are controlled by discrete variables uA, and similarly for CPS B.
From the viewpoint of causality, u influences y and thus changes of elements of uA may
influence the values of elements in both yA and yB, and vice versa.

Messages are generated by encoder functions on the form

mA ← EA(uA, yA, xA;GA), (1)

which typically are implemented in the form of computer programs. Similarly, the internal
states are updated by decoder functions

(xA, uA)← DA(mA;xA, uA, yA;GA), (2)

which are matched to the corresponding encoder functions. However, a decoder DB can
in general not be combined with an encoder EA, and vice versa.
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Listing B.1: Two semantically similar but machine-incompatible messages. Parts with
the same color describe the same concept, property or object.

# System A message:

[ {"bn":"127.0.0.1/temp-service","bt ":1549359472} ,

{"u":" lon","v":65.61721},

{"u":" lat","v":22.13683},

{"u":"K","v",253} ]

# System B message:

[ {"n":"office-A2312-temp-sensor",

"u":"Cel",

"v":-20.4,

"t":1549359472} ]

Although some technical details and challenges are hidden in this abstract model (an
example of the details and challenges using a rule-based approach can be found in [13]),
the model enables us to define concepts and relationships that otherwise are ambiguous
and described differently in the literature depending on the context. The task to model
dynamic relationships between u and y in terms of uA and yA (or uB and yB etc) is the
central problem of system identification [14]. The task to model and control one CPS in
terms of the relationships between uA, yA, xA and sometimes also GA is more complex
[15] and typically involves hybrid models with state-dependent dynamic descriptions.
This is a central problem in automatic control and CPS engineering.

Symbol grounding [16] refers to the relations between a symbol defined by GA and
the related discrete values of {xA, uA, yA} (similarly for GB) and the property of the
environment {u, y} that the symbol represents. A grounding problem appears when a
symbol defined in GA have an underfitted relationship to the referenced property of the
environment represented via {xA, uA, yA} (similarly for GB), such that symbols in GA

and GB cannot be conclusively compared for similarity although both systems are defined
in the same environment. Therefore, symbol grounding is just as relevant for translator
learning as it is for reliable inference in cognitive science and artificial intelligence.

Listing B.1 presents two examples of SenML messages that are constructed to illus-
trate the character of a semantic translation problem, m̂B = TAB(mA). Both messages
encode information about the temperature in one office at our university and thus rep-
resents related physical properties. A and B can for example refer to the heating and
ventilation systems in the office, respectively, and thus the temperatures are not nec-
essarily identical. The message from System A includes the service URI and the time,
longitude and latitude of the temperature measurement with unit ‘K’ for Kelvin and
numeric value 293. The message from System B includes the name of the temperature
sensor, the unit “Cel” for Celsius, the value −20.4 and the time of the temperature
measurement.

A translator, TAB, could in this scenario for example be used by an indoor climate
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Table 1: Examples of loss/utility functions.

Type Function Example

Causation J(yA, uB), J(uA, yB) Step responses
Correlation J(yA, yB) Related measurements
Abstract J(xA, xB) Efficiency optimization

and energy optimization service that is capable to interpret messages of the second kind
in Listing B.1, but not of the first kind. By using the translator this service could for
example improve the quality of the indoor climate, further reduce the energy used, or
be more fault resilient in case of a sensor fault. As outlined above, messages encoded by
CPS A in Figure 5 can in general not be correctly interpreted by CPS B, and vice versa.
How can a translator that solves this problem be automatically generated?

We approach this problem by defining a computable function, J , that determines to
what extent the system-of-systems (SoS) formed by CPS A, CPS B etc fulfils particular
operational requirements and goals. For example, the function J could be formulated as
a loss function in machine learning, or a utility function of a multi-agent system, and
the translator learning task is to minimize the loss or maximize the expected utility.
Some possible definitions of the function J are listed in Table 1. The key points are that
engineering resources are focused on defining J in terms of SoS goals and requirements,
and that it is possible to optimize J by defining and updating TAB using machine learning
methods on the form

m̂B = TAB(mA;GA, GB; . . .), (3)

TAB = arg min
TAB

J
(
yA, uB(mB; . . . ; m̂B)

)
, (4)

and similarly for other choices of J and in the case of expected utility maximization.
For example, in the office example introduced above, J could be a causality type

loss and TAB could be a recurrent neural network, which is trained until the ventilation
system decodes m̂B so that the effects of varying uB(mB; . . . ; m̂B) on yA are correctly
predicted across instrumented offices.

In general, the translator function should depend on symbols in GA and GB, and it
can depend also on other information sources, like public datasets [17] and historical CPS
data used to fit sub-symbolic relationships more accurately. In principle, the translator
TAB can be considered to perform three tasks:

1. Estimate the decoder, DA.

2. Map information from domain A to domain B.

3. Estimate the encoder, EB.

Like in the field of machine translation of natural language we can attempt to explic-
itly model these individual mappings, or we can model the overall mapping TAB. We
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elaborate on machine learning tasks and methods that may be useful to address the
translator learning task outlined above after briefly introducing some related work in the
next section.

3 Related Work on Interoperability Solutions

To fully exploit the potential of the IoT and Industry4.0, engineering resources should
to a larger extent be focused on high-level benefits of interoperability and system inte-
gration [4]. Automated approaches to establish and maintain interoperability are needed
to enable on-demand service composition and meet the demands for flexible production
and high efficiency given the high complexity and diversity of automation systems driven
by the rapid technological development [6]. Architectures similar to the model presented
here have been independently developed by Maló [12] who describe architectures that
allow for maximum interoperability. Our model describes the specific task to translate
between services and data formats, but can in general be considered as a special case of
the architectures considered in that work. Concepts and methods developed for the se-
mantic web [18] are widely used to integrate human- and machine-readable metadata to
support the adapter engineering and system integration processes, such as ontologies, on-
tology alignment and ontology-based reasoning engines. The semantic web tags websites
with ontological metadata, typically encoded in RDF or higher-level ontology languages
like the Web Ontology Language (OWL). The Semantic Sensor Network (SSN) [19], an
ontology specialized for describing sensors, is one example of a domain-specific ontology.
The Open Semantic Framework (OSF) [20] combines many such specific ontologies into
an extendable framework, fusing both general and domain specific knowledge. Ontolo-
gies form the core of semantic technologies, but not all ontologies can be combined and
function together. Ontologies that are based on different standards and definitions can
model related physical and cyber entities in different ways, thus leading to contradic-
tions and under-determined relationships between symbols when different technologies
are combined.

In addition to semantic interoperability, which focuses on supporting the engineering
process with such standardized metadata models, methods and tools for automatic on-
demand dynamic interoperability [4] and operational interoperability [7] are developed.
Symbolic reasoners can be applied to create Web-like mashups in highly dynamic environ-
ments [21], but suffers from state-space explosion when physical states are included. This
challenge is recognized also in the domain of symbolic artificial intelligence. Furthermore,
automatic reasoning in terms of symbolic metadata is unreliable in complex and uncertain
real-world environments because symbolic data does not include all necessary informa-
tion about the context, environment and system (cf. comments on symbol grounding
and underfitted symbol relationships in the former section). Therefore, ontology-based
translation is extended with sub-symbolic mapping and reasoning mechanisms. A recent
example in this direction is deep alignment of ontologies [17]. Deep alignment enables
discovery of sub-symbolic mappings between elements of ontologies by a data-driven op-
timization method, where textual descriptions are represented by word-vectors learned
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from an auxiliary data set, similar to techniques used in natural language processing.
The development of more potent interoperability methods and technologies are of

central importance for modern SOA, like the aforementioned Arrowhead Framework.
For example, ontology-based XML-message translation has been extended with semantic
annotations [13], see also former work in [12]. That translator can map elements, perform
unit conversion, detect missing data and, in certain cases, find and add the missing data.
Another example is the architecture for device management using autonomic computing
[22], where a manager monitors and plans execution using ontologies and a reasoning
engine.

Data lakes, like the The Big Data Europe platform2, is another approach where het-
erogeneous data annotated with RDF metadata are combined to allow querying, machine
learning and inference across different representational domains. The metadata model
considered in this context is based on similar concepts, but the problem addressed is
different compared to the problem of dynamic and operational interoperability of SOA
services in CPS systems.

4 Mapping to Natural Language Processing

Vector embedding of sub-symbolic relations is a powerful concept often applied in natural
language processing (NLP). Vector embeddings of words, sentences and contexts enable
mappings between words in terms of vector operations in an n-dimensional space, where
typically n > 100. Initially, relatively simple vector space models [23] were used and
can represent some important word and document relations [24]. Lately, neural network
based approaches like Word2Vec [25] have shown great performance, and thereby the
use of simpler embeddings like one-hot vectors have mostly disappeared. Word2Vec
maps the words (symbols) to a manifold in a vector space, thereby creating model with
sub-symbolic representations. Recent advancements have been achieved using attention
models [26] to create embeddings that produce different mappings for the same word
given different contexts [27]. Sub-symbolic vector embeddings of this type has recently
been used for ontology alignment purposes [17].

Work in the field of machine translation is another important source of examples
and guidance. Translation based on traditional statistics have recently been outdated by
neural machine translation (NMT) as the state of the art. This switch was exemplified
by Google, who have been using NMT for their translation service since 2016 [28]. An
upgrade to the translation system allowed them to translate between unseen language
pairs [29], a process they call as zero-shot translation. The translation system in [28]
uses recurrent neural networks with attention. More recent translation systems use pure
attention models based on the transformer model [26] to achieve state-of-the-art results
[30]. All translation systems referenced above are based on word or sub-word input
features. There are also examples of fully character-level convolutional approaches [31].

To achieve good results on NLP tasks, the training protocol is of key importance.

2https://www.big-data-europe.eu/platform/
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A major recent advancement in NLP is the step to semi-supervised pre-training. With
pre-training, a language model in the form of a neural network is created using a large
dataset, which can subsequently be fine-tuned for other problems with little data and
computational resources. One of the latest improvements in semi-supervised pre-training
is BERT3 [27], which can be downloaded in pre-trained form. It is an exciting open
problem to adapt these concepts and recent technological advancements to the problem
of sub-symbolic ontology alignment and more generally to the M2M translator learning
task introduced in Section II.

5 Mapping to Graph Neural Networks

Graph neural network (GNN) models are relatively new in the machine learning field.
Conventional architectures like recurrent- and convolutional neural networks are based
on the assumption that there is repetitive structure in the input. In contrast, GNNs
cannot be based on that assumption because graph data is more irregular in nature, see
[32] and [33] for an overview of the field. Several concepts from the image recognition
and NLP fields have been adapted to GNNs, like graph convolution [34], graph attention
[35] and graph embeddings [36]. The resulting methods have been successfully used for
example to study molecule structures in chemistry and perform traffic route planning
[32].

An interesting development in the field of semantic technologies is RDF2Vec [36],
which is an extension of the Word2Vec model to graph embeddings. Much like word
embedding, graph embedding is a powerful tool to represent graphs in a metric space,
where for example graph clustering and similarity tasks can be addressed. The Relational
Graph Convolutional Network (R-GCN) [37] is another interesting recent development for
processing of RDF-graphs, which is based on the message-passing network architecture
in [34]. By allowing for different convolution operators for different kinds of edges the
R-GCN represents RDF-data more effectively than if all edges are treated the same. The
R-GCN is validated on entity classification and link prediction tasks.

GNNs are currently actively developed and offer interesting new possibilities to per-
form graph embeddings and data-driven ontology alignment and mappings between GA,
GB, GC etc needed to address the M2M translator learning task outlined in Section II.

6 Discussion: Translator Learning Strategies

Inspired by the recent developments in NLP it is tempting to adopt an encoder-decoder
translation scheme, similar to that in [28] or [31] (see Figure 2a). These models are
typically trained end-to-end (E2E) with pairs of known translations, using a message re-
construction loss on the form J(m̂B,mB). This is feasible in NLP where large repositories
of such translation pairs have been developed. The M2M translation case is challenging
because the repertoire of input representations, “languages” and “dialects” is diverse

3http://jalammar.github.io/illustrated-bert/
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and more quickly growing, and data sets contains information about production and
operations that typically cannot be publicly shared for the collection of such large data
sets. Thus, we will likely have access to less data and relatively few known translation
pairs, since identifying and tagging these pairs is costly and time consuming, which is
challenging for obtaining a scalable on-demand interoperability solution.

Accurate one-to-one word translation is not always possible in NLP. For example, a
round-trip translation of the Swedish word “Lagom” to English with Google Translate
results in “Moderate”, followed by “Måttlig”, which is semantically related albeit different
(sub-symbolic representations are different in most Swedish native speakers). This is
expected because there is no one-to-one mapping between that Swedish word and a word
in the domain of English language. However, the meaning of the word “Lagom” can
essentially be explained to an English native speaking person by a longer description, with
one or a few follow-up questions needed to validate and further align the interpretation
of the concept. Similarly, some messages in CPS A might require several messages to be
accurately represented in CPS B, and vice versa. That is why we define the translators,
TAB, as an integrated part of the overall SOA of the SoS, such as the aforementioned
Arrowhead Framework. This way it is possible, in principle, that the translator requests
or provides additional information needed to proceed with a translation. For example,
although the messages in Listing B.1 refer to the same location, an external information
source is needed to identify this relationship, for example as described in [13]. It should
be noted that NLP translations of this type are currently challenging to learn.

Instead of learning the translators in an E2E fashion, it is possible to use the messages
communicated within each system as a starting point. Even if we cannot expect to have
access to large data sets of prealigned A–B message pairs, we do expect high rates of
internal messages in each CPS. Thus, we can optimize the embeddings of the messages in
each domain separately and make use of the common environmental degrees of freedom
to learn relationships between such embeddings. For example, vector space embeddings
can be learned in the form of latent representations of autoencoders as illustrated in
Figure 2, and in this context methods and concepts that are successfully used for NLP
can be reused and further developed. Translations between the latent spaces of the CPS A
and CPS B encoders can for example be learned by solving Equation 4 using loss/utility
functions of the type listed in Table 1. Such an autoencoding scheme does not solve
the problem of missing translation pairs. However, with sub-symbolic representations
of symbols that are optimized with metadata and data from the physical domain, the
problem to learn mappings between symbols is simplified and enables faster convergence
and learning with less data. It also enables clustering and classification of messages,
which is useful to improve training and testing protocols. The use of auxilliary goals
have for example helped when solving NLP tasks [27].

A final remark in this discussion concerns the nature of the environment, which up to
this point was considered to be reality, so that the mathematical relationships between u
and v can be described in terms of physical models. The translator learning task intro-
duced in Section II is not limited to natural environments because it only requires that
the systems have related degrees of freedom in the environment. If the transformations
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Figure 2: Examples of autoencoder translation models. (a) End-to-end translator. (b)
Latent representation translator.

from {u, v} to {uA, vA} and {u, v} to {uB, vB} are orthogonal there is little that can be
learned using the approach proposed here. However, in systems of our primary interest
correlations between some yA and yB are expected and causal relationships are expected
between some uA and yB, and vice versa. This is the case also for interconnected sim-
ulation models like digital twins and at higher levels and across levels of the (ISA-95)
automation pyramid because most systems and services do not function independently
of the others.

7 Concluding Remarks

Industrial IoT and Industry 4.0 require adaptable solutions to deal with the high hetero-
geneity of systems and data. In this paper, we have presented a mathemathical interop-
erability model in which we can describe data-, dynamic- and operational interoperability
as machine learning tasks. Unlike previous works, which focus on interoperability as an
engineering task, our model allows engineers to define operational goals which can be
used for automatic optimization of translators. The model is flexible and can be used
with a variety of machine learning tools and methods.

Using the model, we propose learning strategies based on advances in natural lan-
guage processing and graph neural networks, allowing for grounded translators. Symbol
grounding is achieved using sub-symbolic representations learned in a shared environ-
ment. In this paper we have mostly assumed that the shared environment is physical,
but in principle the shared environment could be any environment suitable for fitting
sub-symbolic relationships, for example simulations involving digital twins. Using digital
twins, translators can be trained and tested virtually, potentially reducing the time-to-
deployment and probability of errors.

While engineered adapters based on ontology alignment and proof engines are explain-
able, and eventual problems that occur at runtime can be analyzed and solved by the
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engineers, translators generated with machine learning methods can be more challenging
to comprehend. This is something industry often find undesirable. Data availability is
also an issue since there are no large public data sets of semantically dissimilar M2M-type
messages available as far as we know.

In future work we aim to address these issues and provide proof of concept of the
model and translator learning task using a simulated environment.
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Towards Autoencoder Based Adapters for Run-Time

Interoperability in System of Systems Engineering

Jacob Nilsson, Fredrik Sandin, and Jerker Delsing

Abstract

A system of systems requires communication and collaboration between otherwise
independently operating systems, which are subject to different standards, changing
conditions and hidden assumptions. Thus, interoperability approaches based on stan-
dards and metadata-driven engineering of system adapters are expected to have limited
generalization and scalability in the system of systems engineering domain. Here we
formulate the adapter generation problem as an unsupervised machine learning task,
where the latent spaces of message autoencoders are to be aligned by optimization using
message data and symbolic metadata to enable transcoding of information. If this task
can be addressed, system adapters producing syntactically correct and semantically ex-
plainable interpolations can in principle be generated at runtime by combining encoders
and decoders of different aligned autoencoders. Furthermore, a system of systems utility
function can be used to automatically optimize the adapters for improved collaboration,
thus providing a model for run-time engineering of a system of systems. We present simu-
lation experiments performed to address the proposed task with message data generated
with a heating and ventilation system simulation. Up to 49% translation accuracy is
achieved with low-capacity autoencoders and basic alignment via back-translation. We
discuss possibilities to extend and further improve the model on the proposed task to
reach higher translation accuracy.

1 Introduction

The digitalization of society and production implies that different systems can be inter-
connected to improve flexibility and efficiency, and to enable new services and products.
In particular, this is the case in Industry 4.0 [1, 2] and the Internet of Things (IoT)
[3], where different systems with sensors and actuators need to be interconnected. This
requires purposeful communication among operational techology (OT) and information
technology (IT) systems that otherwise operates independently and are subject to dif-
ferent standards, changing conditions and hidden assumptions made by the engineers
and users. The problem to enable such systems to interoperate and collaborate at run-
time to meet higher-level goals through communication and emergent behavior is a core
problem in System of Systems (SoS) engineering [4, 5, 6, 7, 8]. This calls for dynamic
connectivity and interoperability among different autonomous systems, with interfaces
and links forming and vanishing to enable the SoS to achieve and sustain its capabilities.
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Achieving this goal is a challenging problem, see [9, 10, 11, 12] for references and further
details.

The problem to automatically translate symbol and information representations be-
tween different domains of reference [13] is well studied in the field of natural language
processing, where increasingly flexible and potent machine learning methods have set
the standard for accurate translation over the last few years [14]. In the field of IoT
and industrial automation, the work has focused on translation based on discrete sym-
bolic metadata [15, 16], with relatively few [9, 10] recent investigations of subsymbolic
data-driven methods, like deep alignment of ontologies [17]. It is common practice to
engineer software adapters when interconnecting systems and components with different
representational systems, so that a modular structure is achieved that makes testing and
replacements of parts tractable. In the search for an efficient SoS engineering solution to
the dynamic interoperability problem, we propose to consider this problem as a machine
learning task [9] and to investigate how, for example, unsupervised and reinforcement
learning can be used to generate and optimize communication adapters automatically
at run time. Thus, instead of considering translations to and from one particular kind
of intermediate representation, which is useful to reduce the complexity of deterministic
translation tasks like protocol translation [18], more general intermediate representations
can be considered to enable optimization of the semantic interpolations across different
representation systems.

For example, such intermediate representations could be generated with special au-
toencoders [19] that are optimized to encode and decode messages communicated within
each system. In general, the encoder and decoder of an autoencoder are trained so that
an input encoded in a latent representation zt can be decoded and thereby reconstructed
from the latent representation. With an appropriate input-output architecture, or the
use of grammars [20], it is possible to guarantee that the decoded messages are syntac-
tically correct. Like many other machine learning models, autoencoders are based on
the assumption that data typically concentrates around low-dimensional manifolds with
particular structures that can be exploited in various ways. The latent representation
zt of a particular input example on the manifold is also referred to as the embedding
of the input. Manifolds can have complicated structure, which implies that distributed
representations and properly regularized deep learning encoders and decoders often are
required.

In general, the latent representations of messages encoded in one domain would not
automatically be correctly decoded in another domain because the autoencoders are
trained independently with messages in different domains, see Figure 1. Here, the sys-
tems/domains are referred to as a CPS, denoted by CPS A, CPS B, etc, to emphasize
that we are dealing with systems that have closely integrated cyber and physical degrees
of freedom. How can the embeddings, zt, of different encoders and decoders be aligned so
that they become compatible, meaning that an embedding of a message encoded by EA
(EB) is correctly decoded or estimated by DB (DA)? If this alignment task can be solved,
adapters that translate messages between domains could be generated automatically by
combining encoders and decoders from the different domains. Furthermore, the resulting
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Figure 1: Encoding and decoding of messages with autoencoders trained on messages/in-
formation communicated within each domain (CPS A, CPS B, etc). Encoders (EA, EB
etc) transform messages into latent representations, zt, that are transformed back to the
original messages by decoders (DA, DB etc). Some messages may contain information
related to inputs, u, or outputs, y, of the shared physical environment.

EA–DB (or EB–DA etc) adapter could be further optimized with a SoS utility function
[9], J , that defines the purpose of the SoS to be engineered.

The physical environment with relations between inputs, u, and outputs, y, defines
common ground from which relations between different symbols appearing in the mes-
sages can be constrained and potentially determined. Furthermore, structure at the
symbolic metadata level can also be exploited to address the alignment task. Such sym-
bolic information is typically represented in the form of a graphs [9], GA, GB etc, which
can be processed and integrated with the autoencoders using for example graph neural
networks [21]. Thus, we propose to consider the dynamic interoperability problem as an
autoencoder alignment task, see Figure 2, where the embeddings of different autoencoders
are aligned by exploiting structure at both the continuous physical level and the discrete
symbolic metadata level. Here the term autoencoder is used in a broad sense for any type
of data-driven autoassociative model, which is capable of generating effective embeddings
that are suitable for translation, such as Grammar VAEs [20]. Character-level models for
natural language translation [22] can also provide interesting insights into the problem of
message autoencoding and transcoding. The problem to efficiently align the embeddings
of the different autoencoders using semantic level metadata and causal actuator-sensor
information is an open problem and the core challenge of the machine learning task and
approach to dynamic information interoperability that we outline here. Furthermore, we
propose that the related problem to finetune alignment by defining and optimizing a SoS
utility function J is an approach that can enable the high level of abstraction required to
efficiently engineer large scale evolvable SoS. Utility optimization may also be required
to resolve otherwise ambiguous relationships between representations.

How can such aligned autoencoders be generated with unsupervised learning? Guided
by the intuitive observation in Figure 2 that the encoded latent representation of a
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Figure 2: Aligned autoencoders. The latent subsymbolic message representations, zt, are
aligned across domains by optimizing symbol representations and SoS utility to enable
message translation by combining EA (EB) and DB (DA). The graphs GA and GB

defines a semantic space of discrete symbol relations, and J is a system of systems utility
function. Symbols are indirectly related to properties u and y of the environment via the
optimized subsymbolic latent representations.

message (solid arrows) should be similar to the backtranslated latent representation of
the message (dotted arrows), we focus our first investigation presented in this paper to
autoencoder alignment by backtranslation optimization. In backtranslation, a message
is first translated, then translated back, and the difference between the untranslated
message and the backtranslated message is used to improve the translation model, thereby
aligning the latent spaces to some extent [23, 24]. In the following, we present our
first numerical experiments performed with backtranslation to investigate whether the
alignment approach outlined here is at all feasible. We introduce the autoencoder model
considered and a heating and ventilation system simulation model used for generation of
messages. Although much work remains before industrial grade adapters can be generated
using an unsupervised learning approach, we obtain up to 49% translation accuracy with
this relatively simple model and implementation, and we describe several ways to improve
on this result.

2 Methods

The task is to translate machine messages sent within one CPS to that of another CPS,
assuming that both systems share a physical environment, cf. Figure 2, and that there
are no A–B message pairs (parallell corpora) available. The absence of parallel corpora
exclude the possibility of supervised learning and motivates an unsupervised approach.
Our approach is similar to that in [24], where autoencoders that encode messages are
aligned using backtranslation as outlined above.
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Figure 3: Simulation model corridor room layout. The corridor contains three rooms
on the north and south sides, with a cyclic boundary condition where the east and west
rooms are side by side, effectively creating an infinitely long corridor. The offices are
labeled NE, NN, NW, SE, SS, and SW. The corridor is labeled CC, and the outside is
labeled OO.

2.1 Message Data Generation

The data used for training and evaluation is generated with a simulated model. The
model simulates the temperature of a building with six rooms, a corridor, and the outside
temperature, with temperature sensors, heaters, and coolers to regulate the temperatures.
Each room is assumed to have a uniform temperature that depends on the temperature
in neighbouring rooms, the heater output and the cooler output. The one-dimensional
heat equation,

dTi
dt

=
αA

C ρV b︸ ︷︷ ︸
λ

∆Tj, (1)

is used to model heat transfer between the rooms and the equation

dTi
dt

=
Pi
Ci

(2)

is used to model the effect of ventilation and heating within each room. The room
layout is shown in Figure 3. The offices contain heaters and coolers, while the corridor
and outside do not. The outside temperature does not depend on the temperature of
the other rooms, and is instead set based on real temperature data from the Swedish
Metereological Institute, SMHI1. Furthermore, this corridor is modeled cyclically, i.e.
Offices NW/SW connect to offices NE/SE. Although such cyclic boundary conditions
are unphysical, this approximation is introduced to increase the interactions between
office temperatures and decrease the effect of the outside temperature on the corridor.

The data modeled using this simulation divides the heating and cooling systems into
separate CPSs, where each room has a temperature sensor and controller for the heating
and cooling system. Thus, there is a common physical environment in which the heating

1www.smhi.se
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Figure 4: Samples of temperature values obtained from the simulation.

and cooling CPSs interact regardless of whether they have a capacity to communicate
in the cyber domain or not. The controller for heating and cooling in each room is a
PID-regulator that keeps the office temperatures at one setpoint during the day and a
lower setpoint during the night. Figure 4 shows the temperature sensor values for a small
section of time.

The messages sent between the systems, shown in Listing C.1, share the same SenML
format for both temperature sensor messages and heater/cooler messages within a CPS.
For CPS A, the "n"-field contains a name describing the system type (temperature sensor
or heater), the "u"-field contains the unit (Cel or W), the "t" field contains the current
time in seconds (starting at 0 from simulation start), and the "v"-field contains the
sensed temperature or actuation strength. the messages of CPS B are similar, with the

Listing C.1: Example messages.

CPS A message:

[

{"n": "OO_temp_sensor",

"t": 318350 ,

"u": "K",

"v": 263.4948599934143}

]

CPS B message:

[

{"bn": "temp_sensor", "bt": 321680} ,

{"u": "Cel", "v": 20.970178532724503} ,

{"u": "Lon", "v": "1"},

{"u": "Lat", "v": "-1"}

]
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Figure 5: Model of CPS that interact collaboratively in a physical environment (gray)
via some service-oriented architecture (white) by exchange of messages m translated
by a function TAB that we propose to compose of encoders and decoders of aligned
autoencoders.

"bn"-field containing the system type (temperature sensor/cooler), "bt" containing the
current time. However, while messages in CPS A consist of a single SenML measurement,
messages in CPS B consists of several measurements. In the two measurements where
the "u"-fields correspond to "Lon"- and "Lat" the "v"-fields denote the longitude and
latitude of the sensor. In the measurement where the "v"-field corresponds to either "K"
or "/", the "v"-field contains the measured temperature or actuation strength. In total,
there are 14 different kinds of messages being communicated within each CPS, sensed
temperature for all rooms, with additional actuations for the offices.

The messages were transformed from SenML/JSON format to a vector format for
convenience, where the categorical data (names, units, longitude and latitude) was turned
into one-hot vector representations; the value was used as is; and time was put to 0 for all
messages. This vectorization of the strings was made to simplify the representations used
as inputs and outputs in the model. If the string format had been used, the model would
have had to learn how to represent strings and the information held within them, which is
possible but undesirable as we want to examine a simple translation case first. Time was
omitted for all messages because it complicates learning in this simplified model. The
message representations for CPS A consisted of 18-dimensional vectors, and the message
representations for CPS B consisted of 14-dimensional vectors.

The dataset was then divided into training, validation, and test sets of size 60000,
10000, and 10000 samples. The training data samples were chosen randomly from the
first half of the week of simulation messages, and the validation and test sets were taken
from the later half of the week. Validation and test samples were also chosen randomly
(with no overlap between these sets), but the same samples were taken from messages
in CPS A and CPS B. After splitting the data into smaller sets, the value terms in each
message was normalized such that the training data had mean zero and unity standard
deviation.

2.2 Model Architecture

The model is based on the mathematical definitions introduced in [9], see Figure 5, and it
includes four essential building blocks: Encoders and decoders for messages in domain A
and B. Each of these encoder/decoder blocks consists of an input layer, hidden layer and
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Figure 6: Illustration of the backtranslation architecture for CPS A. A similar structure
is used for CPS B.

output layer, and the number of units in each layer is mirrored for each encoder decoder
pair. For example, the A encoder has 14 input, 8 hidden, and 2 output units, the A
decoder has 2 input, 8 hidden and 14 output units. These building blocks are then used
to create A and B autoencoders, and A and B backtranslators, as shown in Figure 6.

This model produces 10 outputs, four latent spaces (autoencoder and backtranslation
latent spaces) and six messages (autoencoded, translated, and backtranslated messages).
These outputs were used to calculate the training loss .6

L =
∑

S={A,B}

∑
P={auto,back}

ML
(
mS, m̂S

P

)
+

∑
S={A,B}

λMSE
(
zSauto, z

S
back

)
, (3)

where the message loss, ML, is the sum of the categorical terms’ cross-entropy loss and
value terms’ mean square error. In addition, we introduce an optional regularization term
in the loss function that is parametrized by λ. This term is motivated by the idea that
the mean square error of the latent representations zSauto and zSback should vanish in the
ideal/lossless backtranslation case, see Figure 7, and that this error should be minimum
for aligned autoencoders in general. Furthermore, a validation score .6

V =
∑

(1− cat. acc.) +
∑

value MSE (4)

is used to validate the models.

2.3 Training Protocol

As described above, the training protocol of this translation model need to be unsuper-
vised because we want to enable future work with data from realistic scenarios where
it is costly and challenging to generate data sets with translation pairs. Inputs to the
training algorithm consisted of the tuple

(mA
train,m

B
train,m

A
val,m

B
val), (5)

the training set and validation set. The training protocol used minibatches of size 50 and
the Adam optimizer with a learning rate of 0.005. Adam was chosen after first testing
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Figure 7: The latent representation for translation from A to B (bold arrow) should in
the ideal/lossless translation case be the same latent representation as for backtranslation
from B to A (dashed arrow).

Figure 8: Training loss, bars show 95% CI.

SGD with momentum, which on average converged to low accuracies on the categorical
scores.

Validation results were saved for each epoch, including the pre-training epoch 0,
whereas the training results were saved as the average training results every 200 mini-
batch. The translation score evaluated was the accuracy, where a hit is defined as having
all categorical terms correct. The continuous value was disgarded post-hoc as the trans-
lation error for that score was too high to be useful.

An early stopping criterion was used to choose what models were evaluated, and was
based on the validation score. Of the 30 epochs trained, for each choice of dimensionality
of latent space dz and latent factor λ the epoch which scored the best validation score
was chosen. This choice of early stopping will potentially miss the very best translator,
but it is a stopping criterion which can be validated during training, unlike translation
accuracy. The tests comparing results for different dz and λ used the early stopping
criterion. Lastly, each set of parameters dz and λ was trained 30 times for different
random initializations.
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Figure 9: Translation accuracy over epochs.

3 Results

The losses and validation scores are presented in Figures 8 and 10, with 95% confidence
intervals shown. Comparing the reconstruction task to the translation task presented in
Figure 9, it is clear that the translation task converges after a single epoch on average,
despite only one of the validation scores, namely unit accuracy, converging so quickly.
The best translator, taken per epoch, shows slower convergence at around 7 epochs which
is faster than most of the validation scores. Furthermore, on average the translation
accuracy lies around 7%.

Such low translation accuracies are likely due to convergence issues as 47% of transla-
tors have 0% translation accuracy, and many translators fail to find a better translation
accuracy than their random initialization, cf. Figure 11. The orange bars and dots show
translators whose highest translation accuracy at some point during training was higher
than the random initialization, and blue shows translators who failed to find a better
translation during training.

Translation accuracy is presented in more detail in Figure 12 (a), demonstrating the
dependence on the parameters dz and λ. While Figure 12 (a) does not demonstrate any
dependence on translation accuracy and the tested parameters, Figure 12 (b) shows that
the similarities between autoencoder latent spaces get more similar at lower dimension-
alities and higher latent factors. However, the results also show a positive correlation
between similarity between autoencoder latent space similarity and translation accuracy,
see Figure 13. Latent space similarity is calculated as the average of the norms between
the compared latent spaces divided by

√
dz to make low- and high dimensional latent

spaces comparable. Furthermore, the panels in Figure 14 demonstrate that the latent
factor does regularize the latent spaces in the backtranslation step to be more similar,
the backtranslation latent space similarities for λ = 0 are spread evenly, whereas the
similarities for λ = 1, 2 are mostly confined to the space between 0.9 and 1. However,
there is no strong correlation between the backtranslation latent space similarity and the
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(a)

(b)

Figure 10: (a) Individual validation results, (b) Validation score during training.

translation accuracy nor the autoencoder latent space similarity.

Lastly a comparison between the best translator, 49% translation accuracy with dz =
4 and λ = 2, with a worse one for the same parameter values is shown in Figure 15.
As the spaces are 4-dimensional, PCA is used to visualise the global structure of the
latent spaces. The best translator, panel (a), has a more compact and clustered latent
space than the worse translator. These figures also show that the temperature values are
encoded in the latent, cf. the long pink line for outside temperatures in panel (a).
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(a)

(b)

Figure 11: (a) Distribution of maximum translation accuracies. (b) Initial translation
accuracies versus maximum translation accuracies. Orange shows models whose max-
imum translation accuracy was higher than the initial translation accuracy, and blue
shows models whose maximum translation accuracy did not increase after random ini-
tialization.
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(a)

(b)

Figure 12: (a) Translator accuracy compared to latent factor, (b) Autoencoder similarity
compared to latent factor.
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(a)

(b)

Figure 13: (a) translation accuracy vs autoencoder latent representation similarity, (b)
translation accuracy vs autoencoder latent representation similarity.

4 Discussion

While the overall translation accuracy was lower than expected, our findings show that
it is possible to generate translators with a translation accuracy just below 50% with
relatively simple autoencoder networks using the approach presented here. Over half of
the trained models have improved accuracy after unsupervised learning when an early
stopping criterion is used. This demonstrates that translations can be learned to some
extent, and also that the network architecture and training needs to be further improved
since the translation accuracy either converges to some value higher than the initial score,
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(a)

(b)

Figure 14: (a) Translation accuracy vs backtranslation latent space similarity, (b) sim-
ilarity of autoencoder latent representations compared to backtranslation latent space
similarity dependent on latent factor.
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(a)

(b)

Figure 15: (a) PCA of the latent representations of the best model, (b) PCA of a model
with the same parameters as the best model, but with worse performance.
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or remains close to zero. This could be related to the rapid convergence of the translator
accuracy. The results reported are obtained using the Adam optimizer because the
resulting training loss and validation scores converged smoothly, which was not the case
for stochastic gradient descent with momentum. Perhaps a different optimizer, which
converges more slowly on the translation score, could further improve training score that
corresponds to maximum translation accuracy, as a perfectly translated message would
make it easier for the backtranslation step to produce good messages.

In contrast, the translations of the numerical variables in the messages are poor, which
shows that the architecture fails to accurately map the simulated physical environment
onto the latent spaces. A likely reason for the low performance is that the model maps
both the temperature and actuation values to the same output unit, making that unit
work in two modes with different ranges. Further complicating the problem are the
shallow encoder and decoder networks, in combination with narrow ranges of temperature
values available during training, and the difference in temperature ranges between indoor
and outdoor temperatures, making generalization difficult. A third reason could be that
the actuation values between CPS A and CPS B do not have any correlation. When the
actuators for CPS A (heating) are on, the actuators for CPS B (cooling) are off and vice
versa. This will either break the backtranslation process, or lead to incorrect values in
the translated messages, thus introducing errors in the translator. Since the temperature
messages activate the same input and output nodes of the autoencoder, their accuracy
are likely affected by these inconsistencies of the actuations.

Related to the question about how the dimensionality of the latent representations
affect translation accuracy, our working hypothesis was that a lower-dimensional rep-
resentation should simplify the alignment problem for this relatively simple translation
task, and therefore would produce better translations. Figure 12 shows that more similar
latent representations are obtained at lower dimensionality, but the translation accuracy
is not higher. Thus, with this low-capacity autoencoder model there is no clear preference
for the latent dimensionality, but this may not be so with a more complex model. The
extra latent loss term affect the results in a similar way as varying the dimensionality,
as the translation accuracy does not change when the latent loss is introduced. The la-
tent loss term has little effect on the models with low-dimensional latent representations,
while the higher-dimensional representations are more similar when the latent loss term
is applied than those without (Figure 12 (b)). This means that the latent term does
have the intended effect of making the representations more similar, but the effect on
the translation accuracy is marginal, although the highest translation accuracy of 49%
is obtained with the highest latent loss of λ = 2. Figure 14 demonstrates this point; the
plots show that high similarities between the latent reperesentations in the case of back-
translation does not correlate with high translation accuracy, nor does it correlate with
high autoencoder latent representation similarities. Thus, we conclude that a regularizer
that punishes dissimilar autoencoder latent representations should be used.

To improve these results, we suggest to consider autoencoders with additional hidden
layers. With a higher capacity the autoencoder should better approximate the two oper-
ational modes of the continuous variable, and also improve the translation accuracy for



86 Paper C

the categorical values. Sharing of additional hidden layers of the autoencoder can also be
investigated, as such architectures have been demonstrated to yield more similar latent
representations in natural language translation [25]. Metadata described with a graph
structure, like RDF-triplets, could be incorporated directly into the network using graph
neural networks [21], which would enable the use of information about the representa-
tions that are not available in the messages. Furthermore, the structure of the network
could be adapted to the metadata of the messages. For instance, initial weights could
be generated and connections added depending on which metadata fields are present
and which ones are not. With a combination of data- and metadata-driven learning at
large scale, it may be possible to learn latent representations suitable for translation via
flexible high-level cognitive processing [26].

Lastly, the transformation of the data from text to vector format was done to simplify
the experiment, but a more general method would be to consider character level encoding
and decoding. The problem is further complicated if a translator need to output different
kinds of messages given different inputs and states/context. Messages are typically in
some particular data format, like JSON or XML, which are described with grammars.
Thus, grammars can be exploited using for example grammar variational autoencoders
[20], to guarantee that the decoded messages are syntactically correct. When the mes-
sages are syntactically correct by construction, the translator doesn’t have to learn the
syntax, and the training time and accuracy can thereby potentially be improved.
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