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Abstract

Global Navigation Satellite Systems (GNSS) are used in a multitude of civilian as
well as security related applications. GNSS-receivers are vulnerable to different
types of spoofing attacks where the receiver is “tricked” to provide false position
and time estimates. These attacks could have serious implications; hence, it is
important to develop GNSS-receivers that are robust against spoofing attacks.

This thesis investigates the use of multiple GNSS-receivers that exchange in-
formation such as pseudorange or carrier phase measurements in order to per-
form spoofing mitigation. It has previously been shown that carrier phase mea-
surements from multiple receivers can be used to identify spoofing signals. The
focus in this thesis is on investigating the possibility of using pseudorange mea-
surements from two receivers to perform spoofing mitigation. The use of pseudo-
ranges to perform spoofing mitigation is compared to the use of carrier phases.

The spoofing attack is assumed to be performed using a single transmission
antenna. This is exploited in order to identify the spoofing signals. The spoof-
ing mitigation algorithms compute, for a pair of receivers, either pseudorange or
carrier phase double differences. A double difference is the difference of two sin-
gle differences for a satellite pair, where the single difference is the difference of
pseudoranges or carrier phases measured from one satellite by a pair of receivers.
The spoofing mitigation involves the identification of spoofing signals based on
these calculated pseudorange or carrier phase double differences. The measure-
ments obtained from identified spoofing signals are not used by the receivers in
subsequent computations of position, velocity and time, thereby mitigating the
effects of the spoofing attack.

The spoofing mitigation algorithms were evaluated with the help of the soft-
ware-defined GNSS-receiver GNSS-SDR, which was modified to acquire and track
both authentic signals and spoofed signals. The spoofing mitigation algorithms
were implemented and evaluated in MATLAB. Simulated meaconing attacks were
created using a Spirent GNSS simulator.

The evaluations indicate that spoofing mitigation is possible using pseudor-
ange measurements from two receivers. However, the performance of the spoof-
ing mitigation algorithms deteriorates for short distances between the receivers
when pseudorange measurements are used. The use of carrier phase measure-
ments for spoofing mitigation appears to be more appropriate for short distances
between the receivers. The use of pseudoranges enabled quite fast identification
of the spoofing signals for larger distances between the receivers. Most spoofing
signals are identified within 30 seconds using pseudoranges and for distances
larger than 20 meter between the receivers.
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Notation

Mathematical Notation

Notation Meaning

c speed of light
δti clock error in receiver i = 1, 2, . . .
δT k clock error in satellite k = 1, 2, . . .
δTs clock error in spoofer (s not number here)
dk falsified range for satellite k at the transmission an-

tenna of the spoofer
H

Rxi ,SVk
0 hypothesis when a measurement in receiver i, for satel-

lite k, is computed from a spoofed signal
H

Rxi ,SVk
1 hypothesis when a measurement in receiver i, for satel-

lite k, is computed from an authentic signal
Iki ionospheric delay (in meter) between receiver i and

satellite k
rki geometric distance between receiver i and satellite k
r̃i distance between receiver i and the spoofing transmis-

sion antenna
r̃k the geometric range from satellite k to the spoofing re-

ception antenna
ζki tropospheric delay (in meter) between receiver i and

satellite k
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x Notation

Acronyms

Acronym Meaning

C/A-code Coarse/acquisition code
cdma Code-division multiple access
cots Commercial off-the-shelf
enu East, North, Up
fdma Frequency division multiple access
gnss Global Navigation Satellite System
gps Global Positioning System
prn Pseudorandom noise
pvt Position, Velocity, Time



1
Introduction

Mitigation of GNSS (Global Navigation Satellite System) spoofing using multi-
ple civilian GNSS-receivers is investigated in this thesis. The possibility of using
pseudorange measurements to perform spoofing mitigation is investigated and
compared to using carrier phase measurements. The case of two receivers ex-
changing these measurements is considered.

Multiple GNSS-receivers could be carried by personnel, be mounted on vehi-
cles, or be mounted with fixed (known) relative positions on a platform. This
chapter presents the background and motivation for the thesis, followed by a pre-
sentation of the aim of the thesis. Limitations of the thesis are specified next. An
outline of the thesis is given in the final section of this chapter. A GNSS provides
the possibility to compute accurate three-dimensional position and time contin-
uously all over the globe. The most known example of a GNSS is the Global
Positioning System (GPS).

1.1 Background

Nowadays GNSS-receivers are integrated into most positioning and navigation
systems, and they are used for position computation and/or time synchroniza-
tion in important modern infrastructure [23]. GNSS-receivers are used for timing
in financial systems such as stock exchange and in automatic trading system [21].
Cell phone towers, for example, that use GPS time to stay synchronized can start
experiencing problems if they are more than 10 microseconds off from GPS time
[14]. GPS-receivers are used by government and private actors and they are im-
portant tools to the police, ambulance, in the agricultural industry and the cargo
industry [33]. There are several billion GNSS enabled devices currently in use
and this number will likely continue to grow [18].

GNSS-receivers are vulnerable to different types of attacks. The authentic
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2 1 Introduction

GPS signals are weak at the earth’s surface and they can therefore be easily jammed
or overpowered by false (spoofing) signals that can induce a receiver to compute
incorrect position and/or time [33].

Researchers have on multiple occasions demonstrated successful spoofing at-
tacks against GNSS-receivers [10, 23, 26]. It was previously hard and expensive
to perform these kinds of attacks, but it has become easier and cheaper in recent
years due to the rapid development in the area of low-cost software defined ra-
dios, combined with freely available software [23, 26]. Today, it is possible to
build portable spoofing devices with inexpensive off the shelf hardware, see for
example [10].

Several cases of real-world attacks against GPS have been reported [26]. These
cases include jamming of GPS which in several occasions since 2017 have caused
GPS-receivers on airliners in Northern Norway and Finland to stop working. Sev-
eral hundred cases of GPS spoofing have also been reported influencing ships in
the Black Sea close to the harbour Novorossiysk in Russia. One ship reported that
the navigation system gave a position fix that was supposed to be certain within
100 meters, but was really 25 nautical miles1 off from the correct position [26].

1.2 Motivation

Spoofing attacks are seen as serious threats against the open signal GNSS-receivers
[26]. The threat from spoofing attacks has increased during recent years and
the risk of jamming and spoofing against GPS-receivers is considered high today
[26]. Hence, it is important to develop protection schemes against GNSS spoof-
ing attacks since GNSS-receivers are vulnerable to different types of attacks. Even
though the spoofing threat has gained more attention lately, no COTS (Commer-
cial off-the-shelf) GNSS-receiver is known to be able to defend itself against a
state-of-the-art spoofing attack [23].

Considering the spoofing threat, it is first of all important that techniques
for detecting spoofing attacks are developed and implemented in receivers [26].
The purpose of spoofing detection is to warn the user not to trust the position
and clock fix. However, there is also a need to develop GNSS-receivers that can
recover a reliable position and time in the presence of spoofing signals [23].

1.3 Aim and Problem Formulation

The aim of this thesis is to investigate the possibility of mitigating spoofing at-
tacks against a GNSS-receiver by sharing pseudorange or carrier phase measure-
ments with other GNSS-receivers. The case of two receivers exchanging these
measurements will be investigated. The mitigation approach should identify
measurements from spoofing signals and omit them from the computation of
position, velocity and time (PVT). The focus is on the use of pseudorange mea-
surements to perform spoofing mitigation, but it is compared to the use of carrier

11 nautical mile = 1852 meters



1.4 Delimitations 3

phases. The central questions investigated in this thesis are:

• Is it possible to use pseudorange measurements from two receivers in order
to mitigate a spoofing attack?

• How is the ability to perform spoofing mitigation using pseudoranges af-
fected by different distances between the receivers and by different power
levels on the spoofing signals?

• How does the performance of spoofing mitigation using carrier phases com-
pare to using pseudorange measurements?

1.4 Delimitations

The thesis considers only the civilian, open (unencrypted) GNSS signals. The
developed algorithms are general and applies to different GNSS; however, eval-
uations have been performed exclusively with the GPS C/A signal on the L1
(1,575.42 MHz) carrier frequency. Furthermore, only spoofing attack types that
have already been publicly described are considered. For a more detailed descrip-
tion of these attack types, and the spoofing attack that is utilized in this work, see
Section 2.6.

The spoofing device is assumed to have one transmission antenna. It is also
assumed that the spoofing device neither transmit too much power, nor nulls the
authentic signals. It would not be possible to recover the true signals if either of
these two cases were true. Finally, it is assumed that all visible authentic satellite
signals are spoofed during an attack, and that receivers can acquire and track
both the authentic and the spoofed signals in each case.

1.5 Thesis Outline

This introductory chapter is followed by Chapter 2 that introduces relevant GNSS
background knowledge and describes spoofing attack types considered in this
thesis. Different spoofing detection and mitigation methods are also described in
Chapter 2, focusing on methods that utilize information from multiple receivers
or antennas. Chapter 3 describes the spoofing mitigation algorithms that are
used in this thesis. The use of pseudorange double differences for detection of
spoofing is extended to spoofing mitigation, using a similar apporach that has
been used to identify spoofing signals based on carrier phase double differences.
This work is focused on using the pseudorange double difference algorithm to
identify the pseudorange estimates belonging to spoofing signals. Identification
of spoofing signals based on carrier phase double differences is also described in
Chapter 3. Implementation and tests of the mitigation algorithms are presented
in Chapter 4. The chapter describes how data is generated using a GNSS Signal
Generator and how it is recored. It also describes in short the modification and
use of a software-defined GNSS-receiver to compute the pseudorange and carrier
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phase measurement that are used in MATLAB where the spoofing mitigation al-
gorithms are implemented. The chapter finally outlines the different scenarios
that are used to evaluate the algorithms. Chapter 5 provides results and discus-
sions of evaluations of the mitigation algorithms. Finally, concluding remarks as
well as recommendations for future works are presented in Chapter 6.



2
GNSS Background

This chapter presents a background of GNSS in general and GNSS spoofing in
particular. The GNSS background (Section 2.1–2.4) is based on [18], unless other-
wise stated. The description of spoofing attacks types is based on [23]. The other
sections are mainly based on various research papers, referred to in the respective
sections.

2.1 Overview

This section introduces first the different segments a GNSS can be divided into
and their functions, and then different GNSS:s. There are four major systems,
the most known is the Global Positioning System (GPS). Galileo is the European
system, while GLONASS and the BeiDou Navigation Satellite System (BDS) are
the Russian and Chinese systems, respectively.

2.1.1 Segments

Global navigation satellite systems are typically divided into three segments, namely
a space segment, a control segment, and a receiver/user segment. Figure 2.1 il-
lustrates the segments in the case of GPS.

Space Segment

The space segment consists of satellites arranged in different orbital planes. The
satellites have accurate atomic clocks that are in effect synchronized to a system
time. The satellites transmit ranging codes and navigation data. Figure 2.2 shows
an illustration of the GPS constellation and its satellites.

5



6 2 GNSS Background

Figure 2.1: Illustration of the three GPS segments [22].

Figure 2.2: Illustration of the GPS constellation and its satellites (Public
domain).

One modulation scheme commonly used to encode navigation data such as
satellite ephemerides into GNSS signals is a type of digital phase modulation
called binary phase shift keying (BPSK). It can encode two possible values by
either transmitting the carrier as is or by phase shifting it 180 degrees.
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Ranging from a receiver to the satellites is made possible with the use of direct
sequence spread spectrum (DSSS) modulation, which is used by the four GNSS:s
mentioned above. DSSS is the modulation of the carrier with a spreading code al-
ternatively called pseudorandom noise (PRN) code or ranging code. The ranging
codes are continuously broadcast by the satellites.

The spreading codes are periodic and unencrypted in the case of open GNSS
signals. The spreading codes are deterministic, have finite lengths, and have
similar properties to random binary sequences. That is, their autocorrelation
functions are non-zero for zero delay, while they are close to zero for non-zero
delays. Furthermore, the cross-correlation of different spreading codes is close
to zero. This enables satellites to transmit at the same time with same frequency
if it uses different spreading codes. That is called code division multiple access
(CDMA). There are other methods that allow for transmission of multiple signals,
for example frequency division multiple access (FDMA) that uses different carrier
frequencies rather than different spreading codes.

Control Segment

The control segment monitors and uploads data to the satellites, through ground
stations at different locations around the world. It monitors parameters such as
the health, status and orbits of the satellites, and also updates the satellite clocks,
ephemeris, almanac, et cetera. It also sends other information to the satellites.
The control segment maintains system time and generates navigation messages.
The GPS control segment is shown in Figure 2.3.

User Segment

The receiver segment consists of end user devices that receive the satellite signals.
There is no limit on the number of simultaneous users in the four GNSS:s men-
tioned earlier. The receivers process the ranging codes and navigation data in the
satellite signals to determine position, time et cetera. The receiver has to have
a clock for this to work. In most cases it is a fairly inexpensive clock that is not
synchronized to the system time. The trend is for receivers to use signals from
multiple GNSS:s, and they are then called multi-GNSS receivers.

2.1.2 Different Global Navigation Satellite Systems

The different GNSS:s have similarities, but some of them use different signals.
The systems have open and encrypted signals respectively. There are different
services such as open services available for all, authorized services, commercial
services, et cetera.

There exist several regional satellite based navigation systems with coverage
for that particular region. There are also satellite based augmentation systems
(SBAS) in the form of extra satellites. An example of a SBAS service that covers
a wide area is The European Geostationary Navigation Overlay Service (EGNOS).
Differential GNSS (DGNSS) uses references stations to improve performance.
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Figure 2.3: Illustration of the GPS control segment (Public domain).

GPS and GLONASS are the oldest of the four systems mentioned earlier. They
are undergoing and have undergone improvements and modernizations. Galileo
and BeiDou are undergoing construction.

GPS

The GPS started in 1970:s by the U.S. and has two primary services. One of
them is an open service called Standard Positioning Service (SPS) that is widely
used all over the globe and is free. The other service is called Precise Positioning
Service (PPS) and it is encrypted. The PPS is available to the U.S. military and
allies of the U.S. The GPS space segment nominally has 24 satellites, but the GPS
constellation consisted of 31 operational satellites in April 24, 2019 not counting
decommissioned satellites1. Current status of the GPS constellation is found at
the website of the U.S. Coast Guard Navigation Center2.

The original signals used in GPS are the coarse/acquisition code (C/A code)
and the P(Y) code. They are the legacy signals and are transmitted by all satellites
in the GPS constellation. The legacy signals use two carrier frequencies: L1 on
1,575.42 MHz and L2 on 1,227.6 MHz. L1 is the primary frequency. CDMA is
used to modulate the carriers with PRN codes. The L1 carrier is modulated by
the C/A code and the P(Y) code which is normally encrypted. See Figure 2.4

1https://www.gps.gov/systems/gps/space/
2http://www.navcen.uscg.gov/?Do=constellationStatus

https://www.gps.gov/systems/gps/space/
http://www.navcen.uscg.gov/?Do=constellationStatus
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for the spectrum of these two signals. The C/A code has a length of 1023 chips
(called chips instead of bits to indicate that no information is encoded), with a
chip rate of 1.023 Mchips/s meaning that the code repeats itself every 1 ms. The
bandwidth of the C/A code is approximately 2 MHz. The P(Y) code has a chip
rate of 10.23 Mchips/s and its bandwidth is approximately 20 MHz. Navigation
data is also modulated onto the L1 carrier with 50 bps (bits per second). There
are different modulation options for L2.

The GPS is currently being modernized, new satellites are launched that trans-
mit modernized signals and navigation data that provide better positional accu-
racy, are more robust towards interference et cetera. Three of the new signals
are for civilian use: the L2C signal, a signal on L5 (1,176.45 MHz), and the L1C
signal. The L2C signal is civilian and free. The L5 signal is also a civilian sig-
nal, but it is designed for aviation applications. There is also a new military
signal called M-code that is transmitted on L1 and L2. The modernized signals
have new data messages with more flexible structures, improved error detection
and correction codes. The L2C signal and the signal on L5 are considered pre-
operational3. There has been one satellite launched that can transmit the L1C
signal4.

Figure 2.4: Spectrum of the GPS legacy signals – the C/A code in blue and
the P(Y) code in red [22].

GLONASS

GLONASS is similar to GPS. It has a similar history to GPS and relies on the
same principles. There are some differences to GPS, one is that it for some of
its signals uses FDMA as modulation scheme rather than CDMA that GPS uses.
GLONASS has newer signals that uses CDMA for modulation. GLONASS has an
open service for civilian use, and a dedicated service for military use. GLONASS
is also being improved and undergoing modernization, and new satellites are
being launched, albeit at a slower pace than GPS. The GLONASS constellation
has at the time of this writing 24 operational satellites5.

Galileo

Galileo is the system of the European Union and the development started in 1998.
It is owned by the European Union and the system is under civilian control. It

3ftp://tycho.usno.navy.mil/pub/gps/gpstd.txt
4ftp://tycho.usno.navy.mil/pub/gps/gpsb3.txt
5https://www.glonass-iac.ru/en/GLONASS/

ftp://tycho.usno.navy.mil/pub/gps/gpstd.txt
ftp://tycho.usno.navy.mil/pub/gps/gpsb3.txt
https://www.glonass-iac.ru/en/GLONASS/
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relies on similar principles as the other GNSS:s, and efforts have been taken to
make it interoperable with GPS.

The Galileo system will provide multiple services. The Open Service (OS)
that is free to use, the High Accuracy Service (HAS) that complements the OS
and has better accuracy and can be encrypted, the Public Regulated Service (PRS)
that is encrypted and has better robustness, availability, and protection against
for example jamming. The PRS will be available only for users authorized by
different EU governments. There is also the Search and Rescue Service (SAR) that
is a service to help locate people in need. [2, 18]

It is possible to use the Galileo signal, but the system is still being built and
Galileo is planned to reach full operational capacity (FOC) within a few years [1,
18]. Current constellation status is provided by the European Global Navigation
Satellite Systems Agency6 and there are currently 22 operational satellites, with
the status “usable”, in the constellation.

BeiDou

The BeiDou Navigation Satellite System (BDS) is developed and run by Chinese
authorities. The system uses the same principles as the other systems do. It was
initially a regional system but it is currently being expanded to global coverage.
The global functionality is projected to be completed within a couple of years.
The system has multiple services and is constructed with the intent for the system
to be compatible with the constellations of other GNSS:s. Current constellation
status of the BDS is provided by the Test and Assessment Research Center of
China Satellite Navigation Office7 and there are currently a total of 39 satellites
in the constellation of which 33 satellites are operational.

2.2 Fundamentals of Position Computation

GNSS-receivers relies on one-way time of arrival (TOA) ranging to multiple satel-
lites to determine position. The ranging codes in the GNSS signals are used to
compute the satellite-to-receiver ranges. The principle of TOA-based ranging to
determine the three-dimensional position of a receiver is easiest to understand
when it is synchronized to system time. Then the position can be thought of as to
be determined via the intersection of multiple spheres. This principle is easiest
illustrated in two dimensions as the intersection of circles, see Figure 2.5. Ranges
are determined from a position P representing a receiver, to S1, S2 and S3 repre-
senting different satellites. The ranges correspond to circles that intersect in the
point P .

The ranges from the satellites to the receiver are measured by determining the
propagation times of the satellite signals to the receiver. The navigation data in
the satellite signals is used to compute when the signals were sent. The satellites
are in effect synchronized to the system time. Assume first that the receiver is

6https://www.gsc-europa.eu/system-status/Constellation-Information
7http://www.csno-tarc.cn/system/constellation&ce=english

https://www.gsc-europa.eu/system-status/Constellation-Information
http://www.csno-tarc.cn/system/constellation&ce=english
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Figure 2.5: The distances from position P to S1, S2 and S3, respectively are
determined yielding circles. The intersection of the circles is the position
P . [18]

synchronized to system time. By comparing the transmission time with the re-
ception time a satellite-to-receiver range can be calculated. Based on a measured
satellite-to-receiver range, the receiver is located on a sphere with its center being
the satellite and radius being the determined range. Using measurements from
multiple satellites, the receiver will be in the intersection of the corresponding
spheres. The spheres will intersect in two points in the case of three satellite
measurements of which only one is correct. In the case of a receiver on the sur-
face of earth it is easy to deduce which of these two positions that is the correct
one. When the receiver is not synchronized to system time the spheres will not
perfectly intersect and a measurement to a fourth satellite is necessary to deduce
the receiver clock offset from system time. See Section 2.2.1 for a short analytical
description of how the position can be computed in a GNSS.

2.2.1 Computation of Position Based on Pseudoranges

The aim is to determine the position vector u of the receiver, see Figure 2.6. The
satellite position vector is s and can be computed from the navigation data that
is encoded in the satellite signals. The range vector from the user to a satellite is
r = s − u. The norm r of r is obtained using the ranging codes.

The satellite-to-receiver range that is used in the computation of the receiver
position is determined (simplified) as follows, see Figure 2.7: the satellite trans-
mit the ranging code at t0 and it is received at t1. The receiver generates a local
copy of the ranging code, shifts it and correlates it with the received ranging
code to find the propagation time ∆t = t1 − t0. The propagation time is used to
compute the range.

The computed range is not the true geometric distance between the receiver
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Figure 2.6: Position vectors u of the receiver, s of a satellite, and the range
vector r between the receiver and satellite [18]. The position vectors u and s
are given in relation the Earth.

Figure 2.7: Ranging code used to determine propagation time [18]. The
ranging code is generated at time t0 on the satellite, and received at time t1.
The receiver correlates a local copy of the ranging code to find the propaga-
tion time ∆t.

and the satellite if the unsynchronized receiver clock is taken into account. The
range is in this case called pseudorange ρ. The pseudorange contains bias due to
satellite and receiver clock offset, respectively.

The satellite clock offset is monitored by the control segment and corrections
are included in the navigation data. The satellite clock offset can easily be com-
pensated for using these corrections and it is therefore assumed that it has been
removed below given the following expression for the pseudorange. Let tu de-
note the receiver clock offset from system time, then a simplified model of the
pseudorange is

ρ = r + c · tu
where c is the speed of light and r is the true geometric range between the re-
ceiver and a satellite. Errors such as measurement errors, and delays have been
neglected here, since clock errors often are the largest error sources. Other types
of error are mentioned later.

Now, pseudoranges are computed for multiple satellites. Four or more satel-
lites are needed to compute the position and clock offset of a receiver. Let sj be
the position vector of satellite j, then

ρj = ||sj − u|| + c · tu (2.1)
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is the pseudorange between the receiver and satellite j where || · || denotes the
Euclidean norm (distance).

The norm in (2.1) can be expanded, for j = 1, 2, 3, 4, . . . , yielding a set of
nonlinear equations. There are closed form solutions to them, but a linearisation
approach can be used if an approximate position of the receiver is known, and an
approximate time bias is available. Let the true user position be u = (xu , yu , zu),
the approximate position be (x̂u , ŷu , ẑu) and define the offset as (∆xu ,∆yu ,∆zu) =
(xu , yu , zu) − (x̂u , ŷu , ẑu). The time bias estimate is t̂u and the offset is defined
as ∆tu = tu − t̂u . Let ρ̂j be the pseudorange computed from the approximated
position and time offset, and define ∆ρj = ρ̂j − ρj . A Taylor expansion of (2.1) for
j = 1, 2, . . . , S where S ≥ 4 about the approximate position and time offset yields

∆ρ = H∆x (2.2)

where ∆ρ = [∆ρ1,∆ρ2,∆ρ3,∆ρ4]T , ∆x = [∆xu ,∆yu ,∆zu ,−c∆tu]T and H is an
observation matrix easily obtained from the linearized equations. The equation
is easily solved for ∆x. The process can be iterated to successively get better
estimates.

There are in reality measurement errors that perturb these equations. It is pos-
sible to minimize these errors by using pseudorange measurements from more
than four satellites, and then use for example least squares (LS) estimation to
solve the overdetermined equation system. It is also possible to use a weighted
least squares (WLS) approach that takes into account the uncertainty of the re-
spective measurement. See for example [19] for a treatment of LS and WLS
approaches to estimation. The LS and WLS approaches use pseudorange mea-
surement from one time instance, and initial estimates of the position and clock
offset. In practice, some kind of Kalman filter is normally used in computing the
position of the receiver.

2.3 GNSS-Receiver

There are five major components in a GNSS-receiver: antenna, front end, pro-
cessor, input/output device, and power supply. See Figure 2.8 for a simplified
block-diagram of a GNSS-receiver. The antenna receives GNSS signals plus noise
and converts the electromagnetic signals to electrical signals (voltages). The an-
tenna is right-hand circularly polarized.

The front end takes care of conditioning the signals by performing functions
such as analog bandpass filtering, amplification and antialiasing filtering. The
front end performs downconversion of the signals to an intermediate frequency
(IF) or to baseband signals consisting of in-phase (I) and quadrature (Q) com-
ponents. Conversion of the analog signal to a digital signal (digitalization) is
performed after the downconversion. The receiver commonly has one front end
for each carrier frequency that it supports.

The digitized samples from the front end are processed in multiple parallel
digital channels. Each channel acquires (detects) and tracks a single satellite
signal. Each channel tracks the carrier of the signal and the phase of the ranging
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code. The channels also perform data demodulation, that is, they demodulate
the navigation data to extract information such as satellite positions and signal
transmission time. Satellite-to-receiver measurements such as pseudoranges are
computed for each channel. These channel measurements are then combined and
used to compute a PVT (position, velocity and time) solution. It is common that
an independent PVT solution is computed with a frequency of 1 Hz but some
receivers work at 5 Hz or higher.

Next, the input/output device is the interface to the user and to external in-
terfaces. The receiver can be controlled through the input/output device, and it
is also used to display PVT solutions to the user. It can also provide the interface
for integration with other sensors, such as an inertial measurement unit (IMU).

Figure 2.8: Simplified block-diagram of a GNSS-receiver [18, 22].

2.3.1 Acquisition

A received GNSS signal yi(t) can be described as follows [23]:

yi(t) = Re
{
AiDi[t − τi(t)]Ci[t − τi(t)]ej[ωct−φi (t)]

}
(2.3)

where Ai is the signal amplitude, Di(t) is the signal data stream, Ci(t) is the
spreading code, τi(t) denotes code phase, ωc is the nominal carrier frequency, and
φi(t) is the carrier phase. The Doppler shift is −φ̇i(t) and is caused by the relative
motion between the satellite and the receiver. The dot denotes a derivative with
respect to time t.

The function of the acquisition module is to check the presence of satellite
signals. It should also output initial coarse estimates of the Doppler shift and the
code phase τ̂ if it detects a signal from a particular satellite [12].

The intuition for the acquisition search process is as follows: a local reference
signal is generated (a copy of the spreading code for the particular satellite that
it is trying to detect) which is time shifted and has a Doppler shift added to it.
This reference signal is then correlated against the received signal. The corre-
lation is performed for different code phases and Doppler shifts resulting in a
two-dimensional search. A satellite signal is declared present if the correlation
exceeds a threshold. The acquisition process can more formally be explained us-
ing detection theory, see for example [12], but this is omitted here. Examples
of the correlation result from the two-dimensional search are seen in Figure 2.9.
The acquisition result in an unspoofed scenario is shown in Figure 2.9a.
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(a) Unspoofed scenario.

(b) Spoofed scenario.

Figure 2.9: Examples of correlation functions from the acquisition search
process.
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There are normally more than one correlation peak present in the case of a
spoofing scenario, generated by the authentic signal and the spoofing signal, in
the acquisition search, see Figure 2.9b.

2.3.2 Tracking

When a satellite signal is detected in the acquisition stage, its code phase and
Doppler shift estimates are passed to a tracking module. The tracking module
improves these estimates and tracks their variations over time. It also tracks the
change of the carrier phase over time. [12]

The tracking is typically performed in a closed loop structure that synchro-
nizes a local signal replica to the received signal by minimizing the error in car-
rier frequency, carrier phase and code phase of the local replica. The tracking
module also includes detectors that test the performance of the tracking using
code and carrier lock detectors. [12]

2.4 Error Sources

The GNSS signals are influenced by different types of errors such as interference,
atmospheric errors, and receiver noise. Other examples are relativistic effects and
errors in satellite orbits. These errors affect the receiver measurements and the
PVT solutions it computes.

2.4.1 Radio Wave Propagation Effects

The GNSS signals can be disrupted in different ways. One way is by signal block-
age (shadowing) caused by obstacles such as buildings or vegetation in the line-
of-sight path that block or attenuate the signal. There are also multipath effects
that are the reception of reflectioned or diffracted GNSS signals that can be re-
ceived in addition to the line-of-sight GNSS signals. Multipath and shadowing
errors are generally two of the dominant error sources. These multipath signals
have longer travel distances than the line-of-sight signals and are thus delayed.
The multipath signals are quite easy to reject when the delays are large. The cor-
relation function is distorted when the delays are short. This causes errors in
pseudorange and carrier phase which in turn causes errors in position and time.

2.4.2 Errors

There are different types of errors that affect pseudorange and carrier phase mea-
surements. There are clock errors in the satellites and the receiver that produce er-
rors in pseudorange and carrier phase measurements. There are also other types
of measurements errors, caused by e.g. thermal noise in the receiver.

Atmospheric errors, due to radio wave propagation in the ionosphere and
troposphere, cause additional delays that cause pseudorange and carrier phase
measurement errors. The ionosphere is located approximately 70 km to 1000 km
above the surface of earth. It contains ionized gas that affects the GNSS signals.
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The ionospheric delay depends on the signal frequency, and it is therefore possi-
ble to almost eliminate this error with a dual-frequency receiver (L1 and L2 for
example). Receivers operating on a single frequency rely on corrections included
in the navigation message. The troposphere resides in the lower part of the at-
mosphere. The tropospheric error is compensated for using corrections based on
models of the troposphere.

2.5 Jamming

Interference is unwanted RF signals that affect the receiver. Interference can be
unintentional out-of-band from other RF transmitters, which can overpower the
receiver front-end. Intentional interference is referred to as jamming. Jamming
can use for example wideband noise or sweeping narrowband signals [26]. In-
terference can disrupt the acquisition and tracking modules in the receiver [15].
It can also cause the receiver to stop producing position and time solutions, or
increases the uncertainties in them.

Jamming is believed to be common today, both in civilian circumstances like
stealing expensive cars and in military circumstances [26]. There are several dif-
ferent methods that can be used to detect interference in the GNSS frequency
bands. It is possible to detect different types of jamming signals that can have
narrow bandwidth or wide bandwidth based on received energy, variations in au-
tomatic gain control (AGC) values, or carrier-to-noise ratio (C/N0) estimates [3].
An automatic gain control (AGC) is used in a receiver to control the amplifier
gain in order to keep the output signal at a constant level [3]. The C/N0 ratio
measures the power ratio of GNSS signal to noise power, and it is an indication
of signal quality [3].

Detection of jamming is also possible with integration with other sensors such
as inertial navigation systems or a secure reference receiver, or using antenna
arrays that exploit the spatial characteristics of the jamming signals [3]. Spectral
monitoring can also be used to detect jamming [15].

Jamming can be mitigated in a number of ways. An efficient means to mitigate
narrowband jamming is to use notch filters [15]. Antenna arrays can be used to
mitigate jamming by spatial filtering (nulling) [3]. Antenna array processing is a
powerful method to mitigate wideband noise like jamming [9]. A problem is that
the authentic satellite signals can be attenuated in the nulling process, but there
are some methods to handle that [9].

2.6 Spoofing Attack Types

This section provides a description of spoofing attacks against GNSS based on
[23] followed by measurement models for pseudoranges and carrier phases. A
spoofing attack is the transmission of false satellite signals with the intent to
deceive GNSS-receivers into believing they are at a position and/or have a time
that the spoofing device chooses.
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The received GNSS signals are, considering only one carrier frequency, the
combination of multiple signals as described in (2.3) and can be described as
follows [23]:

y(t) = Re

 N∑
i=1

AiDi[t − τi(t)]Ci[t − τi(t)]ej[ωct−φi (t)]


where N is the number of GNSS signals and ωc is the nominal carrier frequency.
Ai is the signal amplitude, Di(t) is the signal data stream, Ci(t) is the spread-
ing code, τi(t) is the code phase, and φi(t) is the carrier phase, respectively for
each signal i. A spoofer transmits similar signals, where it tries to reproduce the
carrier and the spreading codes [23]:

ys(t) = Re


Ns∑
i=1

Asi D̂i[t − τsi(t)]Ci[t − τsi(t)]ej[ωct−φsi (t)]


where τsi(t), φsi(t) and Asi are the code phases, carrier phases, and amplitudes,
respectively of the spoofing signals. Their values will depend on the type of spoof-
ing attack, and will probably differ from the true values. The spoofer most likely
tries to estimate the data streams as well as possible. These estimates are de-
noted D̂i(t). The spreading codes of the spoofing signals need to match the real
spreading codes in order to enable successful spoofing. These spreading codes
are sometimes known as in the case of the civilian GPS signals, for example. A
spoofer could also perform meaconing to ensure transmitting the correct spread-
ing codes, see Section 2.6.2. [23]

The received signal during a spoofing attack can be described as [23]

ytot(t) = y(t) + ys(t) + ν(t)

where ν(t) denotes received noise. The received noise can sometimes include a
noise component that is added from the spoofer.

2.6.1 Self-Consistent Spoofing

A self-consistent spoofer transmits signals with false code phases that produce
a position and time fix chosen by the spoofer [23]. The false code phases are
chosen in a way that ensures that the pseudorange residuals will be small. Thus,
it will beat the RAIM (receiver autonomous integrity monitoring) defense that
looks for inconsistencies in the pseudoranges. The carrier phases are normally
chosen to vary consistently with the code phases. It is straightforward to obtain
a self-consistent set of spoofing signals with a sufficiently good GNSS signal sim-
ulator. [23]

A central problem for the spoofer is how it should force the tracking loops
of the victim receiver to lock onto the spoofing signals [23]. There are two main
methods. The first is to begin with jamming the victim receiver to cause it to go
into reacquisition mode. Then the spoofer will transmit stronger signals so that
they are more likely to be acquired compared to the authentic signals. [23]
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The second method is more advanced and involves capturing the tracking
loops of the victim receiver [23]. The spoofer broadcasts its spoofing signals such
that they are code phase and Doppler synchronized with the authentic signals
at the victim receiver antenna position. It will start out with low power, then in-
crease the power of the spoofing signal, thereby causing the tracking loops to lock
onto it. Thereafter, the spoofer will change the code and carrier phases “dragging”
them off from the true values. This second method is more likely to avoid detec-
tion since no jamming and reacquisition is needed, but it is significantly more
complicated to perform. It requires the spoofer to be a receiver and to know its
relative position to, and the velocity of, the victim. [23]

2.6.2 Meaconing

The spoofer could resort to meaconing to avoid having to generate the spreading
codes and data streams of the GNSS signals [23]. Meaconing is the recording and
rebroadcasting of authentic GNSS signals. The meaconer will amplify the signals
to overtake the victim receiver. A code phase computed from a spoofing signal
will be the sum of the value at the reception antenna of the spoofer, a processing
delay, and the time delay due to the propagation from the spoofer to the victim.
The code phases computed from spoofing signals will thus be larger than the true
phases, resulting in larger pseudorange measurement. The victim will compute
a position fix corresponding to the position of the meaconing system reception
antenna, and a clock fix that is earlier than actual time. [23]

The most basic meaconer uses a single reception antenna [23]. A more ad-
vanced meaconer could use multiple reception antennas and multiple channels to
receive and broadcast GNSS signals. The signals could be delayed independently,
that way the different spoofed code phases can be set independently, which would
allow the victim to be spoofed to any false position. But since the code phases
computed from spoofing signals still will be larger than the true code phases,
there will be a constraint on the relation between the position and the clock
fix. [23]

2.6.3 Models of Authentic and Spoofed GNSS Measurements

Having introduced different spoofing attack types, this section describes more
complete measurement models of pseudoranges and carrier phases that also in-
cludes measurements computed from spoofing signals. The pseudorange and car-
rier phase measurements are important in GNSS and have been used for spoofing
detection and mitigation, see Section 2.7 and will be used in this thesis. The cen-
tral assumption made here is that the spoofing signals are transmitted from one
location. The spoofer will for each spoofed satellite signal k provide a falsified
range dk . These distances could be set freely by the spoofer if it synthesizes the
GNSS signals itself, but they should be set consistently. In the case of a basic
meaconing attack that uses one reception antenna and one transmission antenna,
dk will vary for different satellite k but will have a common term corresponding
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to a spoofer delay. A simplified expression for the falsified range dk is

dk(t) = r̃k(t) + c · δ(t)

where r̃k(t) is the geometric range from satellite k to the meaconing reception
antenna and δ(t) is processing delay, extra added delay, et cetera, which is the
same for all satellite signals. That is, the meaconer receives satellite signals and
then retransmit them, with some delay added.

The term baseline is useful when measurements for two receivers are consid-
ered. The baseline between two receivers refers to the line between the receivers
and its length (and direction). A short baseline means that the receivers are close
together.

Pseudorange Measurement Model

For receiver i and for each satellite signal k the pseudorange measurement can
either be authentic or spoofed (adapted from [32]):

ρki (t) =

r̃i(t) + dk(t) + c(δti(t) − δTs(t)) + εki (t), H
Rxi ,SVk
0

rki (t) + c(δti(t) − δT k(t)) + Iki (t) + ζki (t) + ε̃ki (t), H
Rxi ,SVk
1

(2.4)

where rki (t) is the geometric distance between receiver i and satellite k. The dis-
tance between receiver i and the spoofing transmission antenna is denoted r̃i(t).
The falsified range for satellite k at the transmission antenna of the spoofer is
dk(t) and δTs(t) denotes a clock error in the spoofer. The clock error in receiver i
is denoted δti(t) and the clock error in satellite k is denoted δT k(t).

Furthermore, Iki (t) is the ionospheric delay (in meter) between receiver i and
satellite k. ζki (t) is the tropospheric delay (in meter) between receiver i and satel-
lite k. εki (t) and ε̃ki (t) are the noise terms of the measurements and are assumed to
be Gaussian measurement noise with zero mean similarly to [32]. The hypothesis
H

Rxi ,SVk
1 indicates that the corresponding pseudorange measurement in receiver

i to satellite k is computed from an authentic signal and HRxi ,SVk
0 that it is com-

puted from a spoofing signal.
It is in the case of a short baseline possible to assume similar propagation

channels from satellite k to receiver i and j, respectively. That is, it can be as-
sumed that Iki ≈ I

k
j and ζki ≈ ζ

k
j [32].

The variance of εki (t) and ε̃ki (t) are assumed to be approximately the same.
Therefore, εki (t) is used to denote the noise term under both hypotheses in the rest
of the thesis. This is done to simplify the equations of the double differences that
will be defined later on. There could of course be some differences between εki (t)
and ε̃ki (t), but they are neglected here. The noise term could be receiver noise, or
it could also include extra noise introduced by the spoofing system which would
be the case in a meaconing attack.
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Carrier Phase Measurement Model

The measurement model for the carrier phase measurement is similar and can be
expressed as

φki (t) =

r̃i(t) + dk(t) + c(δti(t) − δTs(t)) + λN k
i + εki (t), H

Rxi ,SVk
0

rki (t) − Iki (t) + ζki (t) + c(δti(t) − δT k(t)) + λÑ k
i + ε̃ki (t), H

Rxi ,SVk
1

for receiver i and satellite k, with ranges, delays, clock offsets similar to the pseu-
dorange measurement model. The model for the unspoofed case is taken and
adopted from [17] while the spoofed model is modification of the unspoofed
model similarly to the pseudorange measurements. The measurement errors are
εki (t) and ε̃ki (t) and they are assumed to be Gaussian noise with zero mean. The
carrier wavelength is denoted λ. N k

i and Ñ k
i are integer corresponding to a cy-

cle ambiguity between receiver i and satellite k. The cycle ambiguity is constant
as long as the receiver keeps track of the satellite [4]. The variance of εki (t) and
ε̃ki (t) are assumed to be approximately the same, similarly to the pseudorange
measurements. Therefore, εki (t) will be used to denote the noise term under both
hypotheses.

Single and Double Differences of Measurements

Differences of pseudorange measurements or of carrier phase measurements from
two antennas or receivers have been used for spoofing detection and mitigation
in several papers, see Section 2.7. Two types of differences are defined here. Let
the single difference “operator” be ∆( · )kij (t1, t2) = ( · )ki (t1) − ( · )kj (t2) and the dou-

ble difference “operator” be ∇∆( · )klij (t1, t2) = ∆( · )kij (t1, t2) − ∆( · )lij (t1, t2). This
notation is adpoted from [17, 32]. It is usually assumed that t1 = t2.

These two differences are in the case of pseudoranges

∆ρkij (t1, t2) = ρki (t1) − ρkj (t2)

and

∇∆ρklij (t1, t2) = ∆ρkij (t1, t2) − ∆ρlij (t1, t2)

where ∆ρkij (t1, t2) is the differences of two pseudorange measurements for two
separate receivers/antennas i and j making pseudorange measurements for the
same satellite k. The individual pseudoranges can be measured from either au-
thentic or spoofed signals, see the measurement model (2.4). The double differ-
ence is the difference between two single differences ∆ρkij (t1, t2) and ∆ρlij (t1, t2),
for two different satellites k and l. The same principle applies for the carrier
phases.

The corresponding measurements in a double difference are illustrated in Fig-
ure 2.10 in the case of only authentic pseudoranges.
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Figure 2.10: Pseudorange measurements used in a double difference in the
case when only measurements computed from authentic signals are used in
the difference.

2.7 Spoofing Detection and Mitigation Algorithms

This section describes different algorithms for detection of spoofing attacks as
well as mitigation of them. The first level of protection against spoofing is to
detect the attack. The second level of protection is to recover from the attack,
that is to recover true position and time. Most reported work and results have
been on detection of spoofing attacks. [23]

2.7.1 Spoofing Detection

Spoofing detection algorithms has been a relatively vivid research area the last
years, but more research is still needed [26]. Simple spoofing detection algo-
rithms are already integrated into some new GPS-receivers [21].

There are two basic detection approaches. The first is to look for signals that
have differences to the authentic signals [23]. Even though the open service GNSS
signals are openly available, it can be hard to replicate all characteristics of au-
thentic signals, especially when using low-cost spoofing equipment [23]. The
second approach is to look for interactions between authentic and spoofed sig-
nals [23]. There are different approaches to spoofing detection: using a single
receiver, an antenna array, multiple receivers, or integration with other sensors
to name some of them. An IMU on a ship is used to detect spoofing in [30]. Spoof-
ing defense based on encryption is also possible. Encryption based defenses can
be used for detection and authentication, but their drawback is that most of them
require modifications to the satellite signals [23].

One spoofing detection approach that can be used in a single receiver could
be to look for distortions during a drag-off spoofing attack [23]. The simplest ap-
proach would be to look for discontinuities in amplitudes, code phases, or carrier
phases, for example [23]. Another spoofing detection technique is to monitor the
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total received power, and to detect unrealistically high power levels [23]. A third
method is to look for distortions to the complex correlation function that is used
to compute discriminators for the tracking module. Distortions can occur during
drag-off, due to interactions between misaligned authentic and spoofing signals
[23]. Another spoofing detection approach can be based on monitoring drifts
and look for unrealistic or strange changes in position or clock of the receiver to
detect spoofing [23].

Spoofing Detection Based on Multiple Receivers or Antennas

An overview on detection, classification and mitigation of GNSS spoofing using
spatial processing, which is one of the most powerful methods, is given in [8]. The
spatial processing could be done using an antenna array, a moving receiver, or
multiple receivers connected over a network [8]. Using an antenna array is more
complex than a single moving receiver [8]. A moving receiver collects spatial
samples over time while in an antenna array spatial samples are collected at the
same time.

Many research papers make the assumption that the spoofing signals are
transmitted from a single transmission antenna. Detection of spoofing based
on carrier phase measurements from multiple antennas is discussed in [24] ex-
ploiting the spatial correlation of the spoofing signals transmitted from a single
antenna. The detection algorithm was implemented and tested in real-time on
live spoofing signals and it was possible to detect a spoofing attack within sec-
onds.

Reference [32] also assumes that the spoofing signals are transmitted from a
single antenna. The spoofing detection is based on double differences of pseudor-
ange measurements and carrier phase measurements respectively from a double-
antenna. Both synchronized and unsynchronized measurements are analysed. It
is shown that pseudoranges and carrier phase measurement are not suitable for
detection when the antennas are not synchronized. A detection method is then
developed based on power measurements that relies less on accurate time syn-
chronization. It was also found that detection of spoofing based on pseudoranges
is not suitable with a short baseline [32].

Another approach to spoofing detection compares position solutions from
multiple COTS receivers [28]. The basic idea of the method is that when the
receivers are spoofed, their position solutions will be related in a way that is dif-
ferent from normal operation. Basically, spoofing is declared if the positions are
too close together given the known relative positions. The analysis is given in two
dimensions, but the receivers could have an unknown horizontal rotation. The
work in [28] is extended in [29] to three dimensional relative antenna positions,
more realistic assumptions on the errors, and sequential processing.

Instead of using position solutions from multiple receivers to detect spoof-
ing, pseudoranges are used in [25]. The receivers are arranged in a horizontal
configuration. The detector compares computed differential pseudoranges to ex-
pected values based on the geometry of the receiver configuration. The detector
estimates the spatial correlation of the pseudoranges.
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Detection of spoofing in a similar scenario as in [28] and [29] is analysed in
[6] but with some extensions, improvements and additional detectors. The exten-
sions include allowing for unknown three-dimensional rotation and correlated
errors. The work of [6] is extended in [5] to allow for the use of pseudoranges
in the detectors. The detectors are also tested on a meaconing attack performed
with a GPS simulator and using COTS receivers.

2.7.2 Spoofing Mitigation

Most published papers concerning spoofing are about detecting spoofing attacks,
but some of them focus on mitigating spoofing attacks [23].

It should first of all be mentioned that there are two types of spoofing attacks
that are not possible to recover from. They are nulling of the authentic signals
and spoofing with high power, which make the authentic signals unusable since
they are effectively jammed [23]. The much more powerful spoofing signals basi-
cally make the authentic signals appear as noise. Spoofing with high power can
be detected using power monitoring as mentioned earlier.

There are, similarly to detection of spoofing attacks, different approaches to
mitigation of spoofing attacks. An architecture for a moving receiver that can de-
tect, classify and mitigate spoofing is investigated in [7] where it is assumed that
all spoofing signals are transmitted from the same antenna. The spoofing signals
are identified based on the spatial correlation of their signal parameters when
the receiver moves. Spoofing mitigation techniques inspired by the similarities
between spoofing and multipath effects are discussed in [13] and [31]. Spoofing
can be similar to multipath errors in the respect that both distort the peaks in the
correlation function.

Spoofing Mitigation Based on Multiple Receivers or Antennas

A method using two antennas to detect, classify and mitigate spoofing is pre-
sented in [16]. It uses carrier phase measurements and exploits that the double
difference of the carrier phases does not vary with time in the spoofed case, with
the assumption that all spoofing signals are transmitted from the same antenna.
The spoofed signals are identified, tracked, estimated and then removed from
the received signal. The spoofing free signal is then used to determine the PVT-
solution. The approach was tested on real data, and it was able to distinguish
spoofing signals from authentic signals in less than four minutes with a two me-
ter baseline in a stationary situation. The method has short discrimination time
with larger baseline and moving antennas. The method does not require informa-
tion about the distance or orientation between the two receivers.

GNSS signals are authenticated and classified using carrier phase measure-
ments from multiple receivers in [17]. It can be a receiver with two antennas, or
two receivers with single antennas. In the case of multiple receivers being used,
they have to be time synchronized. The method does not rely on knowledge of
the distance between the antennas and their orientation. The central assumption
made is that the spoofing signals are all transmitted from the same source, and
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that there are at least four spoofing signals present. Following this assumption,
spoofing signals are identified by investigating the carrier phase double differ-
ences. This double difference will be time-invariant in the spoofed case. The
double difference is in the authentic case modelled as a ramp with an offset for
a sufficiently short observation period. The hypothesis tests of the carrier phase
double differences are investigated using graph analysis. There was no overlap of
authentic and spoofed PRNs in evaluations in [17]. Simulations and evaluations
on real data showed that the authentication and discrimination takes a couple of
minutes. It was also shown to work in dynamic scenarios.

Spoofing signals are identified using multiple receivers in [27]. Carrier phase
double differences are used and the receivers are assumed to be time synchro-
nized. The focus of the work was to shorten the time required for identification of
spoofing signals. The receivers have multiple correlators which are used to track
the correlation peaks for both authentic and spoofing signals. It is performed
as follows for each satellite: the first correlator acquire and track the strongest
signal. Thereafter, the strongest signal parameters are estimated and the signal
is subtracted from the received signal, and the resulting signal is sent to the sec-
ond correlator that can acquire and track a second signal if present. The signals
are first classified into two groups – authentic signals and spoofed signals – in
each receiver. It is not known at this stage which group has the authentic sig-
nals. This grouping is performed based on the residuals in the computation of a
position solution when different tracked signals are combined. The norm of the
difference of baseline vectors (NDB) is estimated from the double differences of
the carrier phase measurements for each signal group. The NDB is used to form a
test statistic that is used to identify the spoofing signals. Evaluation showed that
the method has fast identification time and low probability of false identification.
Furthermore, it can be use with a short baseline.





3
Spoofing Mitigation Using

Pseudorange or Carrier Phase Double
Differences

This chapter develops algorithms for spoofing mitigation that are implemented
using a software defined receiver. The focus is on the use of pseudorange mea-
surements to mitigate spoofing, but a comparison to the use of carrier phase mea-
surements is also made. The work in this chapter is inspired by the work on
spoofing detection and mitigation presented in the previous chapter.

The spoofing mitigation will be based on two receivers. The receivers are
assumed to be tracking multiple signals (correlation peaks) for each satellite sig-
nal and have therefore access to multiple (at least two) pseudoranges or carrier
phases, corresponding to the authentic and spoofed signals, per satellite. The re-
ceivers are also assumed to be time synchronized alternatively that their measure-
ments have time stamps that have been used to interpolate their measurement to
common time epochs.

The spoofing signals are identified using double difference tests of the pseu-
dorange or carrier phase measurements. Identified spoofing signals, or rather
their corresponding measurements, are omitted and not used in the subsequent
computation of PVT.

3.1 Identifying Spoofing Signals Based on Double
Differences

Consider the single and double differences of pseudoranges or carrier phases for
receiver i and j as defined in Section 2.6.3. The pseudorange single difference for
satellite k is

∆ρkij (t1, t2) = ρki (t1) − ρkj (t2) (3.1)

and the pseudorange double difference for satellite pair k and l is

∇∆ρklij (t1, t2) = ∆ρkij (t1, t2) − ∆ρlij (t1, t2). (3.2)

27
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The carrier phase single and double differences are similarly

∆φkij (t1, t2) = φki (t1) − φkj (t2) (3.3)

and
∇∆φklij (t1, t2) = ∆φkij (t1, t2) − ∆φlij (t1, t2). (3.4)

Next, considering two receivers i and j and a satellite pair k and l, let

H0 = H
Rxi ,SVk
0 ∩ H

Rxj ,SVk
0 ∩ HRxi ,SVl

0 ∩ H
Rxj ,SVl
0 (3.5)

signify that all measurements (pseudoranges or carrier phases) in the double dif-
ference are computed from spoofed signals. Then let

H1 = ¬H0 (3.6)

signify that not all measurements in the double difference are computed from
spoofing signals.

The double difference measurements are formulated as a linear model (see
Appendix A) and the Generalized Likelihood Ratio Test (GLRT) is used to de-
cide between the hypothesis H0 and H1, for all double differences. That is, the
test determines if all measurements in the double differences are spoofed or not.
See Appendix A for a summary of the GLRT approach. In short, the double dif-
ferences are modelled as x = Hθ + w with a so called observation matrix H , a
parameter vector θ and a noise vector w. The hypothesis test is then formulated
using a matrix C and a vector b as

H0 : Cθ = b

H1 : Cθ , b
(3.7)

with the noise variance being known or unknown depending on the assumptions,
see (A.2) and (A.6). A GLRT approach for a linear model was used in [32] to
perform spoofing detection based on pseudorange or carrier phase double differ-
ences. Reference [17] used a GLRT approach with a linear model to authenticate
GNSS signals based on carrier phase double differences.

Note that the reason for not testing if all measurements in the double dif-
ferences are authentic is because it is not necessarily possible to differentiate a
double difference with only authentic measurements from a double difference
with mixed authentic and spoofed measurements.

The basic idea is to test if each double difference consist of only spoofed mea-
surements or not. The corresponding individual measurements in the double
difference are marked as potential spoofing if H0 is decided. A count is kept on
how many times a measurement is marked as potentially being computed from a
spoofing signal and is “removed” (omitted from the computation of PVT) if the
count reaches a limit that is specified later on. This will, in the ideal case, leave
only the authentic measurements in the case of there being one authentic and one
spoofed signal per satellite. See Section 3.2 for a more detailed description of the
spoofing mitigation process.
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3.1.1 Identification Based on Pseudoranges

Using the assumption that the receivers are synchronized or that their measure-
ments have been interpolated to common time epochs, the double difference is

∇∆ρklij (t, t)|H0 = ∇∆εklij (t, t) (3.8)

under H0, that is noise with zero mean. See Appendix B for a derivation of the
double difference under H0 and for possible expressions of the double difference
under H1. Note that εki (t) is used to denote the noise term for measurements com-
puted from an authentic signal as well as from a spoofed signal, see Section 2.6.3.

The double difference ∇∆ρklij (t1, t2) under H1 is generally not noise with zero
mean for t1 = t2 as can be seen in Appendix B, but it can be close to zero for some
degenerative cases or for short baselines (short distance between receivers). There
is not a single expression for the double difference under H1 since it encompasses
multiple cases. However, the double difference under H1 will not be zero with
noise and its value might change over time. Hence a simple model of the double
difference under H1 is

∇∆ρklij (t, t)|H1 = Aρ + Bρt + ∇∆εklij (t, t) (3.9)

where Aρ is an non-zero constant and Bρ is the slope of the difference. The double
difference can in come cases and for some satellite pairs be close to zero under H1.
That is, Aρ and Bρ might have small values, and it will then be hard to distinguish
H1 from H0. A degenerative case could be when the values of ∆ρkij and ∆ρlij are
similar leading to a small value of Aρ. The slope Bρ will be small if the trends of
the two single differences ∆ρkij and ∆ρlij are similar. This depends on the current
receiver location and the satellite geometry. The mean of the double difference
under H0 could deviate from zero due to different error sources or if the receiver
measurements are not sufficiently time synchronized.

The time is now discretized and represented by the sample index n rather than
the continuous variable t. The pseudorange double differences are computed
based on the individual measurement and are collected over time in a vector xρ =
[xρ[1], xρ[2], . . . , xρ[N ]]T = [∇∆ρklij [1],∇∆ρklij [2], . . . ,∇∆ρklij [N ]]T with N different
double differences. N defines the length of the observation window.

The pseudorange double differences are modelled using (3.8) and (3.9) as

H0 : xρ[n] = ∇∆ρklij [n] = wρ[n]

H1 : xρ[n] = ∇∆ρklij [n] = Aρ + Bρn + wρ[n]

where n = 1, 2, . . . , N . Aρ and Bρ are an unknown offset and a slope coefficient,
respectively, and wρ[n] = ∇∆εklij [n] is assumed to be white Gaussian noise with

zero mean and variance σ2
ρ similarly to [32]. Let the parameter vector be θρ =
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[Aρ, Bρ]T . The observation matrix becomes

Hρ =
[
1 1 · · · 1
1 2 · · · N

]T
and the double differences can be written as

xρ = Hρθρ + wρ

where wρ = [wρ[1], wρ[2], . . . , wρ[N ]]T .
The hypothesis test is given by (3.7) when the noise variance is assumed to

be known or unknown, respectively, with C = I2 (identity matrix of size 2) and

b =
[
0 0

]T
in the GLRT framework for a linear model.

Let test 1 be the GLRT when the variance is known. It is given by (A.4) and is

T1(xρ) =
(Cρθ̂ρ − bρ)T [Cρ(HT

ρ Hρ)−1CTρ ]−1(Cρθ̂ρ − bρ)

σ2
ρ

> γ1 (3.10)

where Cρ = I2 and bρ =
[
0 0

]T
. θ̂ρ is the maximum likelihood estimate (MLE)

of θρ under H1.
Let test 2 be the GLRT when the variance is unknown. It is given by (A.8) and

is

T2(xρ) =
N − p
r

(Cρθ̂ρ − bρ)T [Cρ(HT
ρ Hρ)−1CTρ ]−1(Cρθ̂ρ − bρ)

xTρ (I − Hρ(HT
ρ Hρ)−1HT

ρ )xρ
> γ2 (3.11)

where r is the number of rows in Cρ and p is the number of columns in Cρ.
The theoretical values of the thresholds γ1 and γ2 are given by (A.5) and (A.9),

respectively, for a false alarm rate PFA. Note that test 1 uses a fixed given variance
for both hypotheses while the variance is estimated under each hypothesis when
test 2 is used, see Appendix A.

3.1.2 Identification Based on Carrier Phases

The single differences and double differences of the carrier phases measurements
are similar to the pseudorange equivalents. The carrier phase double difference
is given in [17] and is

∇∆φklij (t, t)|H0 = λ∇∆N kl
ij + ∇∆εklij (t, t) (3.12)

under H0, where λ∇∆N kl
ij is assumed to be constant for the observation window,

as in [17]. Note that εki (t) is used to denote the noise term for measurements com-
puted from an authentic signal as well as from a spoofed signal, see Section 2.6.3.
The double difference is a time-invariant offset under H0 and is modelled as a
ramp with an offset similarly to [17] under H1, that is

∇∆φklij (t, t)|H1 = Aφ + Bφt + ∇∆εklij (t, t). (3.13)
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The variables Aφ and Bφ are an offset and a slope coefficient, respectively.
There can be an offset Aφ due to the cycle integer ambiguities that do not cancel
when separate receivers are used. The ramp can be small for some cases under
H1 (small Bφ), that is if the corresponding single differences have similar trends
[17]. This can cause false spoofing detections. However, it is the value of Bφ that
makes it possible to distinguish H0 from H1.

The time is again discretized and represented by the sample index n rather
than the continuous variable t. The double differences are collected in a vec-
tor xφ = [xφ[1], xφ[2], . . . , xφ[N ]]T = [∇∆φklij [1],∇∆φklij [2], . . . ,∇∆φklij [N ]]T . N is
again the number of double differences that should be processed. The aim now
is to test if the double difference is time-invariant (all four carrier phases in the
double difference are computed from spoofing signals) or a ramp (not all carrier
phases in the double difference are computed from spoofing signals).

The carrier phase double differences are modelled using (3.12) and (3.13) as

H0 : xφ[n] = ∇∆φklij [n] = Aφ + wφ[n]

H1 : xφ[n] = ∇∆φklij [n] = Aφ + Bφn + wφ[n]

where n = 1, 2, . . . , N . Aφ and Bφ are unknown offset and slope, respectively.
wφ[n] = ∇∆εklij [n] is assumed to be white Gaussian noise with zero mean and

variance σ2
φ. Let the parameter vector be θφ = [Aφ, Bφ]T , then the observation

matrix is

Hφ =
[
1 1 · · · 1
1 2 · · · N

]T
and the double differences can be written as

xφ = Hφθφ + wφ

where wφ = [wφ[1], wφ[2], . . . , wφ[N ]]T .
The hypothesis test is given by (A.2) or (A.6) when the noise variance is as-

sumed to be known or unknown respectively with C =
[
0 1

]
and b = 0.

The case of known variance is considered in [17] where the GLRT is used. It
is given by (A.4). Let it be test 3. It is given by

T3(xφ) =
(Cφθ̂φ − bφ)T [Cφ(HT

φHφ)−1CTφ ]−1(Cφθ̂φ − bφ)

σ2
φ

> γ3 (3.14)

where Cφ =
[
0 1

]
and bφ = 0. θ̂φ is the maximum likelihood estimate (MLE) of

θφ under H1.
The noise variance can also be treated as unknown. The GLRT is given by

(A.8) in that case. Denote it test 4. It is

T4(xφ) =
N − p
r

(Cφθ̂φ − bφ)T [Cφ(HT
φHφ)−1CTφ ]−1(Cφθ̂φ − bφ)

xTφ(I − Hφ(HT
φHφ)−1HT

φ )xφ
> γ4 (3.15)
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where r is the number of rows in Cφ and p is the number of columns in Cφ.
The theoretical values of the thresholds γ3 and γ4 are given by (A.5) and (A.9)

respectively for a false alarm rate PFA. Note that test 3 uses a fixed given variance
for both hypotheses while the variance is estimated under each hypothesis when
test 4 is used, see Appendix A.

3.2 The Spoofing Mitigation Process Based on
Double Difference Tests

The overall spoofing mitigation process for two receivers i and j, given that there
are pseudorange or carrier phase measurements from both authentic and spoof-
ing signals available, is:

1. Compute all possible pseudorange single differences ∆ρkij or carrier phase

single differences ∆φkij according to (3.1) or (3.3), respectively, for all satel-
lites k (t1 = t2). There are four single differences per satellite if each receiver
tracks two signals per satellite.

2. Compute all possible double differences ∇∆ρklij or ∇∆φklij according to (3.2)
or (3.4), respectively for all possible combinations of satellite pairs k and l
using the single differences computed above. Decide betweenH0 andH1 for
each double difference using one of the corresponding GLRT:s introduced
in Section 3.1. Either (3.10) or (3.11) for pseudoranges and either (3.14) or
(3.15) for carrier phases. Mark the signal and the corresponding individual
pseudoranges or carrier phases as potentially being computed from spoof-
ing signals if H0 has been decided. Count the number of times a signal and
its measurements is marked.

3. After all double differences tests have been performed, check for each pseu-
dorange or carrier phase measurement the number of times it has been
marked as possibly being computed from a spoofing signal. Classify the sig-
nal and its pseudoranges or carrier phases as spoofed if it has been marked
as a potential spoofing signal more than or equal to K − 1 times. K = 4 is
used in this work, see below.

4. Remove measurements from signals that have been decided as being spoofed
from the previous step. Measurements from both signals are removed for
satellites where there are multiple (two) signals available for that particular
satellite, but none of them have been classified as spoofed in the previous
step. This is done since this method cannot decide which of them is correct
if none of them has been classified as being spoofed.

5. The remaining signals after the previous step are used in subsequent PVT
computations.

It has previously been assumed that the spoofer has one transmission an-
tenna. K = 4 in the process above was chosen based on the assumption that
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Table 3.1: Number of times a signal is classified as being spoofed based on
double difference tests. There are two signals per satellite in each receiver.

Receiver i Receiver j

Satellite Signal 1 Signal 2 Signal 1 Signal 2
1 . . . .
2 . . . .
...

...
...

...
...

the spoofer transmit four or more spoofed satellite signals from a single transmis-
sion antenna. Other values of K could be used, but was not investigated further.
Measurements (pseudoranges or carrier phases) computed from a spoofing signal
should ideally be detected in a double differences test above S − 1 times, where
S is the number of spoofed signals transmitted from the same antenna. Due to
errors sources less than S − 1 can be detected. Authentic signals may also be
classified as spoofed due to degenerative cases, error sources, short observation
intervals, the satellite geometry, a short baseline et cetera. In the ideal case, this
process should remove the pseudoranges or carrier phases from the spoofing sig-
nals and leave the measurements from the authentic signals. Note that testing
all the double differences individually does not take into account the correlation
between the double difference.

The number of times the pseudorange or carrier phase of a signal is marked as
potentially being computed from a spoofing signal for a particular satellite can
for example be kept track of in a table like Table 3.1.

This process of deciding if measurements are computed from spoofing signals
or authentic signals based on multiple pseudorange or carrier phase double dif-
ference tests is similar to the graph analysis described in [17]. The GLRT is used
in [17] to find potential spoofing signals by testing the carrier phase double differ-
ence as described earlier. These candidates are analysed using graph theory. Con-
ceptually, a graph with PRNs being vertices is constructed. The vertices (PRNs)
are connected if the test statistic identifies them as potentially being spoofing sig-
nals. Then the graph analysis finds the maximum subset of connected vertices
in the graph. This subset represent PRNs that have been identified as coming
from the same transmission source. The subset should consist of at least four
vertices since it was assumed that at least four PRNs where spoofed. The PRNs
of this maximum subset are considered spoofed if the subset is of a certain size
or larger. The other PRNs are considered authentic [17]. The graph analysis miti-
gates the problem of deciding H0 when H1 is true, and also reduces time needed
for authentication of the signals [17].
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Implementation and Tests

Data was generated using a hardware simulator and recorded using a USRP1

(Universal Software Radio Peripheral). The recorded signal was processed in a
modified version of GNSS-SDR2 which is a software defined GNSS-receiver. The
double difference spoofing mitigation algorithms were implemented in MATLAB.
The spoofing mitigation algorithms uses the processed signals (in the form of
pseudoranges and carrier phases) from GNSS-SDR and removes (omits) measure-
ments from identified spoofing signals, then forwards the remaining measure-
ments to RTKLIB3 (Real-Time Kinematic Library) for PVT computation. RTKLIB
is an open source GNSS positioning software. The PVT solution computed in
RTKLIB is then visualized in MATLAB. See Figure 4.1 for an overview of the
implementation. Several different receiver positions were simulated and then
combined into different scenarios. Scenarios with spoofing signals with different
power levels were also simulated.

4.1 Data Generation and Collection

Authentic GPS L1 C/A signals and spoofing data was generated using the GNSS
Signal Generator Spirent GSS9000. Only the L1 C/A signal was simulated. The
simulator uses the nominal satellite orbits. The simulation was set up to mimic
a meaconing attack, but noise is not amplified as it would be in a real-world
meaconing attack. This is due to the set-up of the simulator and how it is used
to generate the signals. The hardware simulator outputs the authentic and the
spoofed signals separately on two RF output channels. These signals are com-
bined to create the final signal containing both the authentic and spoofed signals

1https://www.ettus.com/
2https://gnss-sdr.org/
3http://www.rtklib.com/
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Figure 4.1: Overview of the implementation.

as it would be received by the receiving antenna. The spoofing signals are cre-
ated by delaying GNSS signals received at the meaconer/spoofed position based
on the distance to the victim receivers and an extra delay. The spoofing signals
were not attenuated to reflect the propagation path loss when the signals propa-
gate from the meaconer to the victim receivers. The simulated spoofing attacks
can also be seen as self-consistent spoofing (Section 2.6.1).

The generated GNSS signals were recorded using a USRP of model B210. Gain
loss due to propagation in a long cable and passing a combiner was compensated
for by adding 7 dB to the signals in the simulator. The USRP recorded the hard-
ware simulated signals and saved them as complex baseband samples at 4 MSPS
(Megasamples per second) in interleaved 16 bit IQ format.

4.2 Modification of GNSS-SDR

The spoofing mitigation algorithms require the use of multiple receivers that
track both authentic and spoofed signals. This was achieved by modifying a
GNSS-receiver to acquire and track multiple correlation peaks (corresponding
to both authentic and spoofing signals) per satellite. Then, given that multiple
signals have been acquired and are being tracked for each satellite, the primary
objective is to identify spoofing signals. The identified spoofing signals (their
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pseudoranges estimates et cetera) are then omitted from the subsequent PVT
computations. The open source software defined GNSS-receiver GNSS-SDR was
modified and used for this work4. The GNSS-SDR project is described in [11] and
its source code is available on GitHub5. GNSS-SDR was modified to acquire and
track multiple correlation peaks for each satellites L1 C/A code. These correla-
tion peaks originate from the authentic and the spoofing signals. The software
saves internal data such as pseudoranges and carrier phases in MATLAB data
files (.mat).

GNSS-SDR was modified to allocate extra channels to acquire and track ex-
tra signals (correlation peaks) for each satellite, in addition to the strongest sig-
nal. Each channel has an acquisition module and a tracking module. The modi-
fied version of GNSS-SDR allocates primary channels that acquire and track the
strongest signals and allocates secondary channels that look for additional signals
for each satellite. The secondary channels use a modified acquisition module that
searches for the second strongest signal (correlation peak).

4.3 Implementation of Algorithms and Position
Computation

The spoofing mitigation algorithms were implemented in MATLAB and they use
the observables data (pseudoranges et cetera) generated from the modified ver-
sion of GNSS-SDR. Pseudorange and carrier phase measurements are provided
from GNSS-SDR in its “observables”-block that collects data from all its channels.
This is done prior to the PVT computation in GNSS-SDR. The measurements
have time stamps that are initial receiver time estimates. GNSS-SDR sets this re-
ceiver time common for all channels, based on a reference satellite. These time
estimates are then used in MATLAB to synchronize the measurements from the
separate receiver runs. It would in reality be desirable with more accurate time
stamps, see the suggestions for future work in Section 6.2. These time stamps
are used since the spoofing mitigation algorithms are implemented in MATLAB
prior to the PVT computation in GNSS-SDR.

There were some “issues” with using GNSS-SDR. It sometimes introduced
extra jumps in the time stamps for the pseudorange and carrier phase measure-
ments that caused extra jumps in the pseudorange measurements. This seemed
to happen when it changed reference satellite. These jumps were removed in
MATLAB prior to synchronizing the measurements and computing the double
differences. Furthermore, the pseudorange and carrier phase measurements from
GNSS-SDR were mostly provided at 50 Hz, but the rate was sometimes off from
50 Hz probably due to the extra time jumps that were sometimes introduced. This
was considered in MATLAB to make sure that the measurements from GNSS-SDR
were taken at 50 Hz.

The spoofing mitigation algorithms in MATLAB identify spoofing signals based
on their pseudorange or carrier phase measurements. The measurements from

4Version 0.0.10 of GNSS-SDR was used as the basis for the modification.
5https://github.com/gnss-sdr/gnss-sdr

https://github.com/gnss-sdr/gnss-sdr
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Table 4.1: Global scenario parameters for the simulations. The base position
refers to the position that the positions of the receivers and the meaconer are
defined in relation to.

Parameter Value

Start time 01-Jul-2012 20:00:00 UTC
Simulation time 20 min
Base position 59◦, 17◦, 100 m (lat., lon., height)
Simulated signal GPS C/A code on the L1 frequency
Satellite orbits Nominal

identified spoofing signals are omitted and not used in the following steps. Re-
ceiver data such as pseudoranges, carrier phases, and Doppler shifts of the re-
maining signals that have not been omitted is written to file in RINEX observa-
tion format. This data is then loaded into RTKLIB where the PVT is computed.
This is done to verify that the correct signals were chosen. Only the position was
verified to be correct. It was also done to test that it is possible to use receiver
data that has been created in a scenario where multiple signals are tracked for
position computation. PVT is computed in RTKLIB based on the observation
file written from MATLAB. A RINEX navigation file is also needed (containing
satellite information), and this was generated using GNSS-SDR.

4.4 Simulated Scenarios

This section describes the different scenarios that were simulated. Parameters
such as start time, length of scenario, signal power, receiver positions, delay of
spoofing signals, et cetera are described. Only stationary scenarios have been
generated.

4.4.1 Different Receiver Distances

The spoofing attacks were simulated for different receiver positions using param-
eters specified in Table 4.1. The meaconer adds a delay corresponding to 400
meters (distance equivalent of the delay). This delay corresponds to a processing
delay and the distance between the reception and transmission antennas of the
spoofing system. Both authentic and spoofing signals are present from the begin-
ning of the scenarios and they are of approximately equal strength. The power
of the signals were simulated to correspond to the nominal signal power at the
surface of earth.

The receiver positions shown in Figure 4.2 were first simulated. Receiver i
is denoted by Rxi . Receiver 1 was placed in the base position as specified in
Table 4.1 and all other receivers are positioned relative to receiver 1 in an ENU
(east-north-up) coordinate system with the position of receiver 1 as the origin.
Thereafter, a few additional receiver positions were simulated, with different dis-
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tances to receiver 1, as illustrated in Figure 4.3. The simulated receiver positions
were combined into different scenarios, see Table 4.2, to investigate the impact of
the geometry of the receivers and distance between receivers.

Figure 4.2: The placement of the meaconer and the simulated receiver po-
sitions specified in an ENU coordinate system with its origin in the position
of receiver 1. Receiver i is denoted by Rxi .

4.4.2 Different Power Levels

The receiver positions of Rx1 and Rx10 described above were simulated for differ-
ent power levels of the spoofing signals. The power level of the spoofing signal
is specified relative to the authentic L1 C/A signals. The following power levels
were simulated: -3 dB, +3 dB, +10 dB and +20 dB. All other simulation parame-
ters were set as specified in Table 4.1.
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Figure 4.3: Additional simulated receiver positions specified in an ENU
coordinate system with its origin in the position of receiver 1.

Table 4.2: Receivers used in each scenario and the distance between the re-
ceivers in each scenario. The figure that is used to define the receiver posi-
tions in each scenario is also specified. The direction that the receivers are
located on is specified as either SE–NW (southeast to northwest) or SW–NE
(southwest to northeast).

Scenario Receivers Receiver Figure Direction
distance (m)

Scenario 1 1,2 100 4.2 SE–NW
Scenario 2 3,4 100 4.2 SW–NE
Scenario 3 1,5 1 4.3 SE–NW
Scenario 4 1,6 5 4.3 SE–NW
Scenario 5 1,7 10 4.3 SE–NW
Scenario 6 1,8 20 4.3 SE–NW
Scenario 7 1,9 35 4.3 SE–NW
Scenario 8 1,10 50 4.3 SE–NW
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Results

This chapter evaluates the spoofing mitigation methods described in Chapter 3
using the implementation and simulation set-up described in Chapter 4. The
modified GNSS-SDR tracked seven satellites in these simulation. The receivers
were pre-set to track these satellites. Different processing windows are evaluated,
for different distances between two receivers. Spoofing mitigation using pseudo-
ranges is the main focus, but the use of carrier phases is also evaluated.

Different processing lengths were evaluated as follows. The scenario data was
divided into intervals corresponding to the processing window that should be
evaluated. Thereafter, the spoofing mitigation was applied to these intervals and
the results were averaged over all the different intervals. Hence, for the longer
processing windows that were evaluated, less averaging was performed which
could result in potentially lower accuracy.

The spoofing mitigation algorithms identifies spoofing signals based on pseu-
dorange or carrier phase double differences. The measurements made from the
identified spoofing signals are omitted and not used in the computation of the
PVT solution. Let one of the primary performance measures be how many of the
signals that are left that are authentic. It is the number of correctly authenticated
signals. The spoofing signals could potentially fail to be classified as spoofing
signals. These signals can in some cases be left after the step where identified
spoofing signals are omitted and they will then be used in the subsequent PVT
computation. They are the incorrectly authenticated signals.

5.1 Position Estimation After Spoofing Mitigation

Identification of spoofing signals is possible using either pseudorange or carrier
phase measurements as outlined in the previous chapters. The spoofing mitiga-
tion is evaluated based on the ability to provide a correct PVT solution. All au-
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Figure 5.1: Position estimation after spoofing mitigation in scenario 1. Test
statistic 2 was used. Rx1 is receiver 1 and Rx2 is receiver 2. Estimated re-
ceiver positions and true positions of the receivers and the meaconer.

thentic signals can be successfully extracted in the case of for example scenario
1 without having to discard any authentic signals, for an observation interval of
30 seconds, using test statistic 2 on pseudorange double differences. The theoret-
ical threshold was used with the probability of false alarm set to 10−2. Position
computation using RTKLIB was performed with the position mode set to “Single
Point Positioning” where RTKLIB performs an iterative WLS estimation of the
position, see Figure 5.1.

The position was also computed using the inverse selection of signals, which
yielded the spoofed position (the position of the meaconer). This test was per-
formed for all simulations to verify that both the authentic and the spoofing sig-
nals are correct and produce reasonable positions.

5.2 Verification of Properties of the Double
Differences

It was shown that the pseudorange double differences are zero over time with
zero mean Gaussian noise under H0 given the assumptions that have been made
and using the measurement models. Similarly, the carrier phase double differ-
ences were shown to be time-invariant offsets with zero mean Gaussian noise
when the receivers are time synchronized. See Figure 5.2 for histogram and nor-
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mal probability plot for the pseudorange and carrier phase double differences
under H0 in scenario 1 respectively. The mean was removed from the carrier
phase double differences to facilitate comparison. The normal probability shows
how well the data fits a Normal Distribution. It is approximately Gaussian if it
is a straight line. The result for the other scenarios were similar, but the fit to a
normal distribution varied for the different scenarios and was slightly worse for
some of them compared to scenario 1. However, the Gaussian assumption is a
reasonable approximation.

The pseudorange double differences in scenario 1 for one of the satellite com-
binations are shown in Figure 5.3a. The double difference under H0 is the red
dashed line and can be seen to be close to zero over time. The differences under
H1 are non-zero and some of them have a slope as well. It is clear in this case
that it would be possible to identify the double difference that stems from pseu-
dorange measurements that are computed from the spoofing signals as outlined
in Chapter 3.

However, more of the pseudorange double differences under H1 get closer to
zero for short distances between the receivers. This is illustrated in Figure 5.3c
and 5.3d, which shows the pseudorange double differences in scenario 1 and 3 for
one satellite pair (PRN 5 and 30). The distance between the receivers is 100 meter
in scenario 1, and one meter in scenario 3. The double difference values under
H0 are well separated in scenario 1, but there are three H1 pseudorange double
differences close to zero in scenario 3. Hence, it is hard to separate H0 from
H1 in this case. The hypothesis test will falsely decide H0 for these H1 double
differences. Shorter baselines make it more difficult to distinguish pseudorange
double differences under H0 from double differences under H1.

Estimated values of the mean and standard deviation of the pseudorange dou-
ble differences under H0 and the standard deviation of carrier phase double dif-
ferences underH0 are given in Table 5.1. The mean is not displayed for the carrier
phases double differences since it varies for different scenarios and satellite pairs.
The mean in the case of the pseudorange double differences is close to zero for the
different scenarios with some variations. The standard deviation also has some
variations for the different scenarios, as does the standard deviation in the case
of the carrier phase double differences. There can be some difficulties using the
test statistics that assume the standard deviation is known since the standard
deviation varies for different scenarios for both pseudorange and carrier phase
measurements.

That the pseudorange double differences get closer to zero for short distances
between the receivers can crudely be shown by taking the mean over time for
each double difference and then the mean of those for all satellite pairs for each
scenario, see Figure 5.4.

Next, consider the carrier phase double differences. Figure 5.3b shows the car-
rier phase double differences in scenario 1 for one satellite pair. The figure shows
that carrier phase double differences under H0 potentially can be identified as be-
ing time-invariant. Double differences under H1 have in some cases weak trends
making them hard to distinguish from H0 as mentioned in Chapter 3.

Another problem for some of the scenarios in some cases is that the carrier
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(a) Histogram and fitted Normal
distribution for pseudoranges double
differences.

(b) Normal probability plot for pseu-
dorange double differences.

(c) Histogram and fitted Normal dis-
tribution for carrier phase double dif-
ferences.

(d) Normal probability plot for car-
rier phase double differences.

Figure 5.2: Histogram with probability density function (pdf) normaliza-
tion with fitted Normal Distribution, as well as normal probability plot for
pseudorange and carrier phase double differences under H0. Scenario 1.

Table 5.1: Mean µρ and standard deviation σρ of pseudorange double dif-
ferences under H0 and standard deviation σφ of carrier phase double differ-
ences under H0.

Scenario
1 2 3 4 5 6 7 8

Pseudorange Double Differences
µρ 0.009 -0.136 -0.006 -0.086 -0.088 -0.049 0.070 0.105
σρ 5.470 6.140 7.554 6.497 5.455 6.100 6.245 6.044

Carrier phase Double Differences
σφ 0.018 0.060 0.041 0.054 0.053 0.058 0.062 0.065
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(a) Pseudorange double differences
in scenario 1 (100 meter).

(b) Carrier phase double differences
in scenario 1 (100 meter). Each dou-
ble difference has had its start value
removed to facilitate comparison.

(c) Pseudorange double differences in
scenario 1 (100 meter).

(d) Pseudorange double differences
in scenario 3 (1 meter). Three differ-
ent H1 double differences, and the H0
double differences, have values close
to zero.

Figure 5.3: Pseudorange and carrier phase double differences for satellite
pair PRN 5 and 29 are shown in (a) and (b), respectively. The pseudorange
double differences for satellite pair PRN 5 and 30 in scenario 1 (c) and sce-
nario 3 (d) are also shown where the distance between the receivers is 100
meter and 1 meter, respectively. The y-axis has been limited and does not
show all double differences.
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Figure 5.4: The mean over time and over all satellite pairs of the pseudor-
ange double differences, for scenario 1 and 3–8.

phase double difference under H0 is not entirely time-invariant, it has in some
cases a slight trend. This is most likely due to the time synchronization of the
measurements, for the two receivers, not being entirely perfect. The results in
[32] indicate that spoofing detection based on carrier phase double differences re-
quires better synchronization compared to using pseudorange double differences.
This presents some challenges in using these double differences for spoofing mit-
igation, especially if the theoretical threshold is used, see Section 5.4. However,
it should be possible to discern a carrier phase double difference under H0 from
a carrier phase double difference under H1 because the trend of the double dif-
ference under H0 is in most cases significantly smaller than those of the double
differences under H1.

5.3 Spoofing Mitigation Using Pseudoranges

The pseudorange and carrier phase measurements are taken from GNSS-SDR at
a rate of 50 Hz. The sampling rate was decreased to 1 Hz to make samples of the
double differences less correlated for different time instances and to correspond
to a more realistic scenario. The two receivers have to be able to exchange the
pseudorange or carrier phase measurements and the rate depends on the commu-
nication channel. Receivers exchanging measurements at 1 Hz is more reasonable
than 50 Hz, especially for two receivers located at separate platforms. The sam-
ple rate was decreased by simply picking every 50th measurement and discarding
the rest.

Spoofing mitigation using pseudorange double differences with test 1 (3.10)
and test 2 (3.11) worked well using the theoretical threshold given by (A.5) and
(A.9). They are therefore used below where the pseudorange spoofing mitigation
algorithm is evaluated in different scenarios. The thresholds are set using a prob-
ability of false alarm of 10−2 as default. The probability of false alarm is to say
H1 while H0 is true which could be a serious mistake. The overall probability
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of falsely deciding that a signal is spoofed is reduced by using multiple double
difference tests to decide if a signal is spoofed or not.

Better performance might be possible for the pseudorange double difference
tests if the thresholds are set in some other way that takes into account model
errors et cetera, but this was not tested since using the theoretical thresholds
worked quite well.

5.3.1 Known Versus Unknown Variance

Test 1 that is given by (3.10) is first compared to test 2 that is given by (3.11). The
variance of the double differences varies for the different simulated scenarios as
can be seen in Table 5.1. It is therefore hard to use a single value of the variance
if it is assumed to be known. It might be possible to have a model of the variance
for different scenarios that could be used to derive the variance of the double
difference, but it would be hard to have such a model for all scenarios. One dif-
ficult scenario is the case with multipath environments. Assuming the variance
is known would also not work in cases where the spoofer introduces additional
noise.

The performance of test 1 does not provide consistently better results all the
time (different scenarios) compared to test 2 when a fixed value of the “known”
variance has been used. An average variance from the different of scenarios was
extracted from Table 5.1 and used in test 1. See Figure 5.5 for the performance
of the two tests in scenario 4 and 7. The number of incorrectly authenticated
signals were zero for these two scenarios and all processing lengths. The results
were similar for the other scenarios. Test 1 is only in some scenarios better than
test 2. It was also tested to use the maximum of the variances in Table 5.1 to get
some margin, but the result was similar. The “known” variance was next varied
according to Table 5.1 and used for test 1 in each corresponding scenario. The
performance was compared to that of test 2. Test 1 was not consistently better
than test 2 and the performance of test 1 did not significantly improve compared
to using a fixed variance.

Test 2 will be used for the evaluations from here on based on the results above,
assuming that the variance is unknown. Using a test statistic that assumes the
variance to be known might be hard in practice.

5.3.2 Different Processing Window Lengths

Different observation lengths are evaluated next for test 2. The performance
should, in theory, improve with an increasing observation windows. Figure 5.6a
shows the performance of test 2 for different observation windows. The perfor-
mance is measured as the average number of correctly authenticated signals for
each length of the observation window. The average number of incorrectly au-
thenticated signals were zero in all cases, except for scenario 4 (5 meter receiver
distance) and for the shortest observation window of 10 s for which it was 0.0091.
It can be seen that the performance improves for longer observation windows in
general. There is a slight decrease in performance for scenario 3, but is not very
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Figure 5.5: Performance of test 1 and 2 using a fixed variance for test 1.
The number of correctly authenticated signals (of total 7) are shown versus
observation time for scenario 4 and 7.

significant. The slight decrease in performance in scenario 2 for the longest obser-
vation interval should be investigated further. It could, for example, be caused
if the time synchronization error of the two receivers was slightly larger in that
scenario.

The data set is approximately 20 minutes. The 30 second observation window
is averaged up to 40 times, while the 5 minutes observation interval is averaged
approximately only four times. The results can be improved and made more
accurate by averaging more times. The scenario data is divided into intervals
corresponding the lengths of the observation intervals that are to be tested. The
intervals can be defined starting from 50 different successive time indexes when
the data is used at 1 Hz resulting in additional intervals to average over. This can
improve the accuracy of Figure 5.6a. This is not shown since it is not consistently
used in the following evaluations due to it taking 50 times longer to compute.

It can also be seen in Figure 5.6a that, in general, longer distance between
the receivers enables faster authentication of most of the signals. However, note
also that the results in scenario 7 (35 meter) is slightly worse than for scenario
6 (20 meter), see Section 5.3.3 for a discussion of this result. It is also clear that
the performance in scenario 1 is better than in scenario 2. This means that the
performance can also depend on the geometry.

Most signals, on average more than 6 of 7, are correctly authenticated within
one minute for distances larger than, or equal to, 10 meter, using the pseudorange
double difference test. It generally takes a longer time to authenticate a specified
number of signals for the shorter distances.

5.3.3 Comparing Different Distances

This section presents results for different receiver distances. The results indicate
that the performance deteriorates for smaller distances. The number of correctly
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(a) Performance as a function of obser-
vation time.

(b) Performance as a function of the dis-
tance between the receivers.

Figure 5.6: The performance of test 2 as a function of observation time for
scenarios 1–8, and as a function of the distances between the receivers where
scenario 2 has been excluded. Number of correctly authenticated signals (of
total 7).

authenticated signals versus the distance between the receivers are shown in Fig-
ure 5.6b where scenario 2 was excluded. The same data as in Figure 5.6a is used,
but shown as an function of distance instead. It is clear that there is a general
trend of improved performance for larger distance between the receivers. How-
ever, there is a clear decrease in performance for the 35 meter distance (scenario
7). The reason for scenario 7 (35 meter) being worse than scenario 6 (20 meter) is
most likely due to the receiver to satellite geometry in that particular case. More
pseudorange double differences under H1 are close to zero in scenario 7 com-
pared to scenario 6. This can be caused by the particular satellite geometry in
relation to the receiver positions in scenario 7.

It is evident that spoofing mitigation based on pseudoranges performs poorly
for short baselines. Shorter baselines require longer identification time, but longer
observation windows does not necessarily help for distances shorter than 5 meter.
The geometry also plays a part in addition to the distance between the receivers.

The authentication time is shown as a function of the distance between the
receivers in Figure 5.7 for test 2 using theoretical thresholds with PFA = 10−2. It
was computed as the first shortest observation length that yielded an average of 7,
6, 5 and 4 (100 %, 86 %, 71 %, and 57 % of the signals respectively) correctly au-
thenticated signals for each respective scenario (distance). Observation windows
between 10 seconds and 360 seconds were evaluated in increments of 10 seconds.
The number of tracked satellites were 7. Note that no data points are available for
the 1 meter distance (scenario 3). That particular distance is too short for reliable
authentication using pseudoranges as discussed above. Scenario 2 was excluded
in this evaluation. It can again be seen that the distance 35 meter (scenario 7) has
slightly worse performance compared to what is obtained at 20 meter.
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Figure 5.7: Authentication time for test 2 versus distance between the re-
ceivers for scenario 1 and 3–8. The number of tracked signals were 7.

Figure 5.8: Performance of test 2 for scenario 4 shown for different proba-
bility of false alarm. Number of correctly authenticated signals (of total 7)
versus observation time.

5.3.4 The Effect of the False Alarm Probability

The probability of false alarm was varied, resulting in different thresholds, and
evaluated for test 2 for scenario 4, see Figure 5.8. The number of incorrectly
authenticated signals were zero in all cases except for PFA = 10−2 and the shortest
observation time 10 seconds where it was 0.0091. It can be seen that the required
observation time is reduced when accepting higher probability of false alarm.
The other scenarios display the same property. A lower probability of false alarm
yields a higher threshold that increases the likelihood of falsely deciding H0 for
the double differences. The use of multiple double difference tests, to decide
which pseudorange measurements that belong to spoofing signals, reduces the
number of pseudoranges that are falsely classified as being spoofed.

The trend is again that performance improves for longer observation windows
in general as can be seen in Figure 5.8, but there is a slight decrease in perfor-
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mance for PFA = 10−3 and one of the longer observation intervals. It could be
due to random variations in the data and that the performance results for longer
observation windows are less accurate since it is averaged over less intervals com-
pared to the short observation windows. This might be improved by averaging
more times as mentioned earlier.

5.3.5 Spoofing Signals With Different Power Levels

The unmodified GNSS-SDR was first evaluated on the simulated signals with
spoofing signals having different power levels as specified in Section 4.4.2. The
unmodified GNSS-SDR computes the correct position when the spoofing signal
power level was −3 dB lower than the authentic L1 C/A signal. It does not com-
pute any position in most cases when the spoofing signals have the same strength
as the authentic signals. GNSS-SDR reports a position error (“RTKLIB rtkpos er-
ror”) due to the residual test of the pseudoranges failing. This is likely caused
by the receiver having acquired a mix of spoofed and authentic signals. The mea-
surements from these signals form an inconsistent set of measurements (pseudo-
ranges) that GNSS-SDR detects. The unmodified GNSS-SDR computes the incor-
rect position (the position of the meaconer) for power levels +3dB, +10dB and
+20dB.

Next, consider the modified GNSS-SDR. It was modified to acquire and track
both the authentic and the spoofed signals for all the different power levels. The
probability of false alarm was lowered to 10−3 to produce a higher threshold to
partly accommodate for the effect from using spoofing signals with higher power
that can deteriorate the accuracy of the double difference since the correlation
peak of the stronger spoofing signals can “interfere” with the correlation peaks
of the authentic signals. This could for example increase the errors in the pseu-
dorange measurements from the authentic signals. The number of correctly au-
thenticated signals is shown in Figure 5.9 as a function of observation time for
different power levels of the spoofing signals. The number of incorrectly authen-
ticated signals was zero for all power levels and all observation intervals. The
cases of spoofing signals that are +10 dB or +20 dB stronger than the authentic
signals have slight negative effects on the performance for shorter observation
intervals. This method can successfully mitigate the effects of spoofing when the
spoofing signals are up to 20 dB stronger than the authentic L1 C/A signals.

These spoofing attacks that were simulated are probably slightly easier on the
algorithms compared to a “real” meaconing attack that would also amplify noise.
Amplified noise would most likely further increase the errors in the pseudorange
measurements. These results are only based on one simulation per receiver po-
sition and power level. In order to perform a more thorough evaluation, multi-
ple simulations should be performed with different satellite geometries. Shorter
distance to the meaconer would probably also lead to deteriorated performance
since the correlation peaks would be closer and interfere more with each other.
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Figure 5.9: Performance of test 2 for different relative power levels on the
spoofing signals. Number of correctly authenticated signals (of total 7) ver-
sus observation time.

Figure 5.10: Estimated autocorrelation for one pseudorange double differ-
ence under H0 in scenario 1.

5.3.6 Different Sampling Rates of the Pseudorange
Measurements

Initial tests were performed using the pseudorange measurements at 50 Hz for
spoofing mitigation. This did not work well with the theoretical thresholds (A.5)
and (A.9). Their values were too small for pseudoranges supplied at 50 Hz. The
GLRT:s assumes that the noise components in the pseudorange double differ-
ences are uncorrelated over time which is not the case for the 50 Hz data. See
Figure 5.10 for an estimate of the autocorrelation function of one pseudorange
double difference under H0 for scenario 1. It shows that the double differences
are clearly correlated for lags less than one second. The correlation is reduced by
decreasing the sampling rate.

The receivers might use all its measurements to produce better estimates and
transmit those estimates at 1 Hz as not to throw away information. It was tested
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to fit a line to the measurements using least squares estimation for each 1 second
interval and then using these estimates to sample the data at 1 Hz. This did not
noticeable change the performance of the spoofing mitigation. Ways to improve
the measurements by using all 50 measurements to produce one estimate for each
second could be investigated in future work.

5.4 Spoofing Mitigation Using Carrier Phases

The spoofing mitigation algorithms were evaluated on the carrier phase double
differences using test 3 (3.14) and test 4 (3.15). The theoretical threshold was eval-
uated first, using different probabilities of false alarm. The theoretical threshold
was however too small for most scenarios (or rather, the test statistic values were
too large under H0). This is probably due to the carrier phase double differences
under H0 having small trends in some cases, which likely was caused by receiver
time synchronization errors. This problem did not occur when the pseudoranges
were used. The distribution of the test statistics under H0 versus H1 is however
separate enough that detection should be possible, but the threshold has to be
set in another way. The threshold was instead set empirically by investigating
the distribution of the test statistics under H0 and setting the threshold to yield
a false alarm rate of 10−2. Another approach for setting the threshold would
have to be adopted if the tests were to be used in a real application. Note that
the theoretical threshold in (A.5) for the test statistic assuming known variance
does not depend on the length of the observation window, while the threshold in
(A.9) for the test statistic estimating the variance does depend on the length of
the observation window.

The variance can be set to one for test 3, since the threshold is set empirically.
This empirically set threshold is kept the same for all scenarios and different
observation lengths when test 3 is used. The threshold for test 4 was also set
empirically, but individually for each processing length. The performance of test
3 and test 4 is shown in Figure 5.11. The number of incorrectly authenticated
signals were zero for all scenarios and all processing lengths.

It is evident from Figure 5.11 that it is possible use the carrier phases for spoof-
ing mitigation, but the thresholds had to be set empirically. The performance of
test 4 is slightly more consistent than for test 3, and test 4 can authenticate the
signals faster in most cases. This could be explained by the fact that the threshold
for test 4 was set for each processing length individually. Hence, test 4 can have
better performance for each processing length considering all scenarios. Test 3
uses a threshold that has to work for all scenarios and all processing lengths. The
performance of test 3 is therefore more varied and less consistent, which can be
seen for the longer processing lengths.

The same trends apply here as for the pseudoranges. A longer observation
window generally mean better performance, that is faster authentication of sig-
nals and more signals authenticated faster. The trend is also that larger distances
between the receivers yields better performance. The decreases in performance
for the longer observation intervals can be due to that the slight trends of some of
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(a) Test 3. (b) Test 4.

Figure 5.11: The performance of test 3 and test 4, using carrier phases. Num-
ber of correctly authenticated signals versus observation time for scenarios
1–8.

the double differences under H0 are more noticeable for longer observation win-
dows. These trends can be more noticeable in some scenarios. The model of the
carrier phase double differences as being straight lines with an offset under H1 is
also less accurate for longer observation lengths, which can negatively influence
the performance of the test. However, test 3 is better than test 4 at authenticat-
ing signals in scenario 3 for longer observation intervals. The fixed threshold for
test 3 performs well in scenario 3 seemingly at the cost of worse performance for
some of the other scenarios for the longer observation windows. This is the result
of setting the threshold for test 3 to accommodate all processing widows and all
scenarios, which partly favours scenario 3 here.

The performance of test 4 can be improved in scenario 3 by setting its thresh-
olds to take scenario 3 more into account. This can improve the performance of
test 4 in scenario 3, but worsen the performance in some of the other scenarios.
This is shown in Figure 5.12 where the thresholds for test 4 are set considering
only scenario 3 for each processing length. The number of incorrectly authenti-
cated signals were zero for all scenarios and all processing lengths in this case.

Figure 5.13 shows the authentication time as a function of the distance be-
tween the receivers for test 3. It was computed in the same way as for the pseu-
dorange test 2 as the first shortest observation length that yielded on average 7,
6, 5 and 4 (100 %, 86 %, 71 %, and 57 % of the signals respectively) correctly au-
thenticated signals for each respective scenario (distance between the receivers).
Observation windows between 10 seconds and 360 seconds were evaluated in in-
crements of 10 seconds. Note that no data points are available for the 1 meter
distance (scenario 3) for the case of 7 signals. Scenario 2 was again excluded.
Notice that the 35 meter (scenario 7) distance does not have a decrease in per-
formance compared to 20 meter distance as is the case for the pseudorange test,
see Figure 5.6. This could mean that the use of carrier phases is less sensitive to
receiver-satellite geometry. The authentication time to achieve at least 6 signals
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Figure 5.12: The performance of test 4 using carrier phases. Number of cor-
rectly authenticated signals versus observation time for scenarios 1–8. The
threshold are set considering only scenario 3.

Figure 5.13: Authentication time for test 3 versus distance between the re-
ceivers for scenario 1 and 3–8. The number of tracked signals were 7.

on average is less than 100 seconds for distances larger than 10 meter. Test 4
was not evaluated here to avoid having to set the threshold for each of the eval-
uated observation windows. Approximate authentication times for test 4 can be
extracted from Figure 5.11b.

5.4.1 Comparison of Using Pseudoranges or Carrier Phases

Test 3 and 4 using carrier phases with the same thresholds as above are now com-
pared to test 2. Test 2 uses pseudorange double differences as before and the
theoretical threshold is set using a probability of false alarm of 10−2. See Fig-
ure 5.14 for performance results comparing these tests. The performance of test
3 and test 4 are similar to test 2 for the larger distances between the receivers and
longer observation windows. The authentication time of test 4 is similar to that
of test 2 for the larger distances between the receivers. However, test 3 and test
4 have an edge in scenario 3 (1 meter) where they are able to authenticate more
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signals than test 2 is able to do. A benefit of using test 2 is that its performance
is consistent using theoretical thresholds.

The authentication times of test 2 and test 3 are compared in Figure 5.15. The
1 meter distance is not used since the pseudorange tests had problems authenti-
cating signals in that scenario. The times needed to authenticate 7 and 4 signals
are shown. Test 3 was used rather than test 4 to avoid having to set the thresh-
old for test 4 for all evaluated observation windows. Refer to Figure 5.14 for
comparisons of test 2 and test 4. The authentication time of 4 signals is shorter
using pseudoranges (test 2) compared to using carrier phases (test 3). The time
to authenticate 7 signals is only slightly shorter using test 2 compared to test 3,
except for the 5 meter and 35 meter distance. Better performance of the carrier
phase tests compared to the pseudorange tests might be possible with better time
synchronization of the measurements.

The pseudorange tests are also evaluated by setting their thresholds empiri-
cally for a more fair comparison to test 3 and 4. That is done similarly to how
the thresholds were set for the carrier phase double differences, for both test 1
and test 2. See Figure 5.16 for performance results comparing test 1, 2, 3 and 4
all using empirically determined thresholds. The average number of incorrectly
authenticated signals using test 1 were zero in all cases, except for scenario 3
and 4 for the shortest observation window of 10 s for which is was 0.0541 and
0.0182, respectively. However, the number of incorrectly authenticated signals
were zero for all scenarios and processing lengths using the other tests. The re-
sults are quite similar to those above where test 2 used its theoretical thresholds,
except that the performance of test 2 is slightly worse in some scenarios. Test 3
yields the best performance for the shortest distance between the receivers and
the longer observation intervals.

5.5 Comments

This idea of spoofing mitigation that has been tested above will not work for all
cases. It should be combined with other methods like energy detection in a real
implementation, but this is not the focus of this thesis. Energy detection could
warn against spoofing attacks with high power, where the performance for this
spoofing mitigation method can deteriorate.

5.5.1 Potential Effects of Multipath Errors

Difficult environments such as cases when multipath errors are present should
also be considered. Multipath signals with short delays will distort the correla-
tion function which will cause errors in pseudorange and carrier phase measure-
ments. This is expected to degrade the performance of the spoofing mitigation
algorithms. Multipath signals with larger delays might instead cause separate
correlation peaks. These might be acquired and tracked, and then considered
in the spoofing mitigation algorithms. The spoofing mitigation algorithms pre-
sented here does not remove them, but they should be able to remove spoofing
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Figure 5.14: Performance of tests 2, 3 and 4 for all scenarios. Number of
correctly authenticated signals versus observation time. Thresholds set the-
oretically for test 2 and empirically for tests 3 and 4.
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Figure 5.15: Authentication time for versus distance between the receivers
for scenario 1 and 3–8. Test 2 and test 3 are compared for the authentication
time of 7 and 4 signals respectively. The number of tracked signals were 7.

signals when multipath signals are tracked in addition to authentic and spoofed
signals.

5.5.2 Non-overlap of Received Signals in Receivers

There could be cases when for example receiver i receives satellite signal k, while
receiver j does not, and satellite signal k is spoofed. It is in this case not possible
to compute the double difference. The easiest way to handle this might be to only
use satellites that both receivers can track.

5.5.3 No Measurements Classified as Belonging to a Spoofing
Signal

Note that both signals (their measurements) are discarded in a case where there
are are multiple signals tracked for satellite signal k (both authentic and spoofed),
but none of them has been classified as being spoofed. This is done since the mit-
igation approach cannot decide which signal (their measurements) is correct if
none of them has been classified as being spoofed, see Section 3.2. It might be
possible to classify the signals in a later time instance, or by increasing the ob-
servation window to be able to authenticate the signals. Alternatively, it might
be possible to identify the spoofing signal by performing a residual test on the
position solution, or e.g. investigating the consistency of all pseudoranges, when
either of these two signals has been included in the group of authenticated sig-
nals. The authentic signal of these two signals that has still not been authenti-
cated should have the best consistency with the rest of the signals that have been
authenticated, if most of these other signals have been correctly authenticated.
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Figure 5.16: Performance of tests 1, 2, 3 and 4 for scenarios all scenarios.
Number of correctly authenticated signals versus observation time. Thresh-
olds set empirically for all tests.





6
Concluding Remarks

6.1 Conclusion

This work has investigated the possibility of using pseudorange measurements
from two receivers to perform spoofing mitigation. It has also evaluated how the
performance of the mitigation algorithm that uses pseudoranges is affected by dif-
ferent distances between the receivers and different power levels of the spoofing
signals. Spoofing mitigation based on pseudorange double differences has also
been compared to spoofing mitigation based on carrier phase double differences.

It was possible to identify spoofing signals based on pseudorange double dif-
ferences using two receivers that exchange pseudorange measurements. It was
then possible to use the spoofing mitigated measurements for positioning, where
measurements of the identified spoofing signals had been omitted. Spoofing mit-
igation using carrier phase double differences based on measurements from two
receivers was also verified to work.

Spoofing mitigation using pseudoranges from two receivers was possible when
the spoofing signals are stronger than the authentic signals. The spoofing miti-
gation method worked well up to levels where the spoofing signals are approxi-
mately 20 dB stronger than the authentic signals.

The spoofing mitigation algorithms were affected by the geometry of the re-
ceivers, satellites and the meaconer, but the general trend was that longer dis-
tances between the receivers yielded faster identification of spoofing signals. The
use of carrier phase double differences also seemed to be slightly less sensitive to
different receiver-satellite geometries. Furthermore, longer processing windows
yielded in most cases better performance, that is more signals are authenticated.

Quite fast spoofing identification was possible for large distances between
receivers (e.g. 100 meter and 50 meter distances). On average more than 6 of 7
signals were correctly authenticated within 10 seconds for distances of 50 meter
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or above using pseudoranges. Most signals were authenticated within 30 seconds
for distances larger than 20 meter between the receivers. Nearly all signals, on
average more than 6 of 7, were correctly authenticated within one minute for the
tested distances 10 meter and larger using pseudoranges. An average of more
than 6 out of 7 signals were correctly authenticated at three minutes when the
baseline was 5 meter. The geometry did also play a role in how many signals that
were correctly authenticated and how long it took.

The performance of the spoofing mitigation algorithms based on pseudor-
anges deteriorates significantly for short distances between the receivers. Longer
observation windows were required for these short distances, but spoofing mitiga-
tion using pseudoranges was not reliable for distances less than five meters. The
results indicated that carrier phase double differences potentially can be used for
spoofing mitigation for shorter distances (less than five meters, for example) be-
tween the receivers. This has also been shown to be the case in for example [17].
The authentication performance achieved with pseudorange double differences
was similiar to the performance that was achieved with carrier phase double dif-
fereces for 10 meter and longer baselines.

Using carrier phases for spoofing mitigation seemed to be more sensitive to
errors such as imperfect time synchronization interfering with the performance.
A benefit of using pseudoranges is that they do not seem to require the same
level of time synchronization as the carrier phases. Another benefit with using
the pseudoranges was that it was possible to use the theoretical thresholds of the
hypothesis tests. The thresholds for the carrier phase tests had to be set empiri-
cally, which is a drawback. However, the theoretical thresholds might work for
better time synchronization of the measurements, see e.g. [17].

6.2 Future Work

The algorithms should be evaluated in more scenarios in order to obtain a better
statistical foundation for the performance evaluations.

Future work might also include computing the probability of a signal being
spoofed rather than counting the number of times a signal is tested as being
spoofed. Signals are then classified based on the likelihood of them being spoof-
ing signals.

It would also be interesting to improve the acquisition and tracking of mul-
tiple signals per satellite (authentic and spoofed). It could be performed as in
[27], where the strongest signal is acquired, tracked, and its signal parameters
are estimated such that it can be removed from the raw signals samples. These
samples are then used in additional acquisition and tracking blocks. This might
provide better acquisition and tracking performance of the secondary signals per
satellite.

Future work should also investigate improved methods for synchronizing the
measurements from separate receivers, especially if carrier phase double differ-
ences are to be used. It could include the consideration of what kind of time
information that should be transmitted with the measurements and how to use
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more accurate time stamps.
The spoofing mitigation should also be implemented and tested live in “real”

(SDR) GNSS-receivers. That would involve having to solve how the receivers
should communicate, when to exchange information, and to make the algorithms
decentralized.

The algorithms should also be extended to more than two receivers. This
should be straightforward. The use of more than two receivers might help to
mitigate the problem with certain receiver, satellite, and spoofer geometries.

It would also be interesting to investigate the use of signals with higher band-
width, to get better separation of signals. One of the newer open signals such
as the GPS L5 signal could be used. Better separation of the correlation peaks
could be possible with a higher bandwidth, which could mean that it is possible
to handle smaller distances between the receivers and the spoofing position.

Future work should investigate the use of other information to identify spoof-
ing signal, for example information from an IMU or using measured distances
between receivers.

The use of MFMC (multi-frequency and multi-constellation) to identify spoof-
ing signals could also be investigated. It should be straightforward to deduce
which signal is spoofed assuming only one frequency is spoofed in a constellation
with multiple frequencies. It would also be interesting to investigate the possibil-
ity of combining constellations (e.g. GPS and GLONASS) to identify spoofing
signals.





Appendix





A
The Generalised Likelihood Ratio

Test (GLRT)

This summary of the GLRT is based on [20]. Consider a classical linear model of
the form

x = Hθ + w (A.1)

where H is an observation matrix of size N × p where p < N is the rank of H , θ
is a p × 1 parameter vector, and w is a N × 1 noise vector with probability density
function N (0, σ2I) (the normal or Gaussian distribution).

A.1 Known Noise Variance

When the noise variance is known, consider the hypothesis test

H0 : Cθ = b (A.2)

H1 : Cθ , b (A.3)

where C is a r × p matrix with rank r ≤ p and b is a r × 1 vector. The GLRT can
be used to decide H1 when [20]

T (x) = 2lnLG(x) =
(Cθ̂1 − b)T [C(HTH)−1CT ]−1(Cθ̂1 − b)

σ2 > γ (A.4)

where θ̂1 = (HTH)−1HT x is the maximum likelihood estimate of θ under H1.
LG(x) is the likelihood ratio LG(x) = p(x; θ̂1)/p(x; θ̂0) where p(x; θ̂i) is the proba-
bility density function of x given the maximum likelihood estimate (MLE) θ̂i of
θ under Hi for i = 0, 1.

The probability of false alarm is given by PFA = Qχ2
r
(γ) and the probability

of detection is given by PD = Qχ′2r (λ)(γ) where Qχ2
r

is the right-tail probability
for the chi-squared distribution with r degrees of freedom. Qχ′2r (λ) is the right-
tail probability for the non-central chi-squared distribution with r degrees of
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freedom and noncentrality parameter λ. The noncentrality parameter λ is given
by

λ =
(Cθ1 − b)T [C(HTH)−1CT ]−1(Cθ1 − b)

σ2

where θ1 is the true value of the parameter vector under H1.
The probability of false alarm is the probability of deciding H1 when H0 is

true and the probability of detection is the probability of deciding H1 when H1
is true. Given a probability of false alarm, the expression for PFA can be inverted
yielding the threshold

γ = Q−1
χ2
r
(PFA). (A.5)

A.2 Unknown Noise Variance

When the noise variance is unknown, consider the hypothesis test problem

H0 : Cθ = b, σ2 > 0 (A.6)

H1 : Cθ , b, σ2 > 0. (A.7)

The GLRT decides H1 when

T (x) =
N − p
r

(LG(x)2/N − 1) =
N − p
r

(Cθ̂1 − b)T [C(HTH)−1CT ]−1(Cθ̂1 − b)
xT (I − H(HTH)−1HT )x

> γ

(A.8)
where θ̂1 = (HTH)−1HT x again is the MLE of θ under H1. The likelihood ratio
is in this case LG(x) = p(x; θ̂1; σ̂2

1 )/p(x; θ̂0; σ̂2
0 ) where p(x; θ̂i ; σ̂

2
i ) is the probability

density function of x given the MLE θ̂i , σ̂
2
i of θ, σ2 under Hi for i = 0, 1.

The probability of false alarm is given by PFA = QFr,N−p (γ), and the probability
of detection is given by PD = QF′r,N−p(λ)(γ) where QFr,N−p is the right-tail probabil-
ity for the F distribution with r numerator and N − p denominator degrees of
freedom. QF′r,N−p(λ) is the right-tail probability for the non-central F distribution
with r numerator and N − p denominator degrees of freedom and noncentrality
parameter λ. The noncentrality parameter λ is given by

λ =
(Cθ1 − b)T [C(HTH)−1CT ]−1(Cθ1 − b)

σ2

using the true value of the parameter vector under H1 and the noise variance.
Inverting the expression for the probability of false alarm yields a formula for

computing the threshold as

γ = Q−1
Fr,N−p

(PFA). (A.9)



B
Pseudorange Single and Double

Differences

This appendix illustrates some of the possible double differences in the case
of pseudorange measurements. It is also shown that the double difference of
only spoofed pseudoranges is noise with zero mean considering the measurement
models introduced in (2.4). Note that, for receiver i and satellite k, εki (t) is used
to denote the noise term for measurements computed from an authentic signal
as well as from a spoofed signal, see Section 2.6.3.

B.1 Pseudorange Single Differences

The pseudorange double differences are formed from two single differences. Con-
sider two receivers i and j and a satellite k. The possible single differences are
given in the following expressions

∆ρkij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
1 =

= rki (t1) − rkj (t2) + c · (δti(t1) − δtj (t2) − δT k(t1) + δT k(t2))+

+ ∆Ikij (t1, t2) + ∆ζkij (t1, t2) + ∆εkij (t1, t2)

∆ρkij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
0 =

= rki (t1) − r̃j (t2) − dk(t2) + Iki (t1) + ζki (t1)+

+ c · (δti(t1) − δtj (t2) − δT k(t1) + δTs(t2)) + ∆εkij (t1, t2)
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∆ρkij (t1, t2)|HRxi ,SVk
0 ∩ H

Rxj ,SVk
1 =

= r̃i(t1) − rkj (t2) + dk(t1) − Ikj (t2) − ζkj (t2)+

+ c · (δti(t1) − δtj (t2) − δTs(t1) + δT k(t2)) + ∆εkij (t1, t2)

∆ρkij (t1, t2)|HRxi ,SVk
0 ∩ H

Rxj ,SVk
0 =

= r̃i(t1) − r̃j (t2) + dk(t1) − dk(t2)+

+ c · (δti(t1) − δtj (t2) − δTs(t1) + δTs(t2)) + ∆εkij (t1, t2)

B.2 Pseudorange Double Difference

Now consider two receivers i and j and a satellite pair k and l. Combining the
single differences outlined above give the following double differences, where
similar differences have been omitted

∇∆ρklij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
1 ∩ HRxi ,SVl

1 ∩ H
Rxj ,SVl
1 =

= rki (t1) − rkj (t2) − r li (t1) + r lj (t2) + ∇∆Iklij (t1, t2) + ∇∆ζklij (t1, t2)+

+ c · (−δT k(t1) + δT k(t2) + δT l(t1) − δT l(t2)) + ∇∆εklij (t1, t2)

∇∆ρklij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
1 ∩ HRxi ,SVl

1 ∩ H
Rxj ,SVl
0 =

= rki (t1) − rkj (t2) − r li (t1) + r̃j (t2) + d l(t2) + ∆Ikij (t1, t2) − I li (t1)+

+ ∆ζkij (t1, t2) − ζli (t1) + c · (−δT k(t1) + δT k(t2) + δT l(t1) − δTs(t2))+

+ ∇∆εklij (t1, t2)

∇∆ρklij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
1 ∩ HRxi ,SVl

0 ∩ H
Rxj ,SVl
0 =

= rki (t1) − rkj (t2) − r̃i(t1) + r̃j (t2) − d l(t1) + d l(t2)+

+ c · (−δT k(t1) + δT k(t2) + δTs(t1) − δTs(t2))

+ ∆Ikij (t1, t2) + ∆ζkij (t1, t2) + ∇∆εklij (t1, t2)

∇∆ρklij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
0 ∩ HRxi ,SVl

1 ∩ H
Rxj ,SVl
0 =

= rki (t1) − r li (t1) − dk(t2) + d l(t2) + Iki (t1) − I li (t1) + ζki (t1)+

− ζli (t1) + c · (−δT k(t1) + δT l(t1)) + ∇∆εklij (t1, t2)
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∇∆ρklij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
0 ∩ HRxi ,SVl

0 ∩ H
Rxj ,SVl
1 =

= rki (t1) − r lj (t2) − r̃i(t1) − r̃j (t2) − dk(t2) − d l(t1)+

+ Iki (t1) + I lj (t2) + ζki (t1) + ζlj (t2)+

+ c · (−δT k(t1) + δTs(t2) + δTs(t1) − δT l(t2)) + ∇∆εklij (t1, t2)

∇∆ρklij (t1, t2)|HRxi ,SVk
1 ∩ H

Rxj ,SVk
0 ∩ HRxi ,SVl

0 ∩ H
Rxj ,SVl
0 =

= rki (t1) − r̃i(t1) − dk(t2) − d l(t1) + d l(t2)+

+ Iki (t1) + ζki (t1) + c · (−δT k(t1) + δTs(t1)) + ∇∆εklij (t1, t2)

∇∆ρklij (t1, t2)|HRxi ,SVk
0 ∩ H

Rxj ,SVk
0 ∩ HRxi ,SVl

0 ∩ H
Rxj ,SVl
0 =

= dk(t1) − dk(t2) − d l(t1) + d l(t2) + ∇∆εklij (t1, t2)

The important double difference is the last one and it is formed from the

two single differences ∆ρkij (t1, t2)|HRxi ,SVk
0 ∩ H

Rxj ,SVk
0 and ∆ρlij (t1, t2)|HRxi ,SVl

0 ∩

H
Rxj ,SVl
0 yielding a double difference of only spoofed measurements.

Assume t1 = t2 in the double differences, that is the receivers are synchro-
nized or their measurements have been interpolated to the same time epochs.
Then the double difference is in the spoofed case

∇∆ρklij (t, t)|H0 = ∇∆εklij (t, t)

that is Gaussian noise with zero mean. H0 is defined in (3.5). The double dif-
ferences under H1 (3.6) is not given by a single expression but some possible
expressions are given above. It is generally not noise with zero mean for t1 = t2
as can be seen from the expressions above, except for some degenerative cases
or for short baselines where the double differences can be close to zero. Assum-
ing Iki ≈ I

k
j and ζki ≈ ζ

k
j does not make the double difference under H1 zero in

general.
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