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Abstract

In previous work, 2D object recognition has shown exceptional results.
However, it is not possible to sense the environment spatial informa-
tion, where the objects are and what they are. Having this knowledge
could imply improvements in several fields like Augmented Reality by
allowing virtual characters to interact more realistically with the envi-
ronment and Autonomous cars by being able to make better decisions
knowing where the objects are in a 3D space.

The proposed work shows that it is possible to predict 3D bound-
ing boxes with semantic labels for 3D object detection and a set of
primitives for 3D shape recognition from multiple objects in a indoors
scene using an algorithm that receives as input an RGB image and its
3D information. It uses Deep Neural Networks with novel architec-
tures for point cloud feature extraction. It uses a unique feature vector
capable of representing the latent space of the object that models its
shape, position, size and orientation for multi-task prediction trained
end-to-end with unbalanced datasets. It runs in real time (5 frames per
second) in a live video feed.

The method is evaluated in the NYU Depth Dataset V2 using Aver-
age Precision for object detection and 3D Intersection over Union and
surface-to-surface distance for 3D shape. The results confirm that it
is possible to use a shared feature vector for more than one predic-
tion task and it generalizes for unseen objects during the training pro-
cess achieving state-of-the-art results for 3D object detection and 3D
shape prediction for the NYU Depth Dataset V2. Qualitative results
are shown in real particular captured data showing that there could be
navigation in a real-world indoor environment and that there could be
collisions between the animations and the detected objects improving
the interaction character-environment in Augmented Reality applica-
tions.
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Sammanfattning

2D-objektigenkänning har i tidigare arbeten uppvisat exceptionella re-
sultat. Dessa modeller gör det dock inte möjligt att erhålla rumsinfor-
mation, så som föremåls position och information om vad föremålen
är. Sådan kunskap kan leda till förbättringar inom flera områden så
som förstärkt verklighet, så att virtuella karaktärer mer realistiskt kan
interagera med miljön, samt för självstyrande bilar, så att de kan fatta
bättre beslut och veta var objekt är i ett 3D-utrymme.

Detta arbete visar att det är möjligt att modellera täckande rätblock
med semantiska etiketter för 3D-objektdetektering, samt underliggan-
de komponenter för 3D-formigenkänning, från flera objekt i en inom-
husmiljö med en algoritm som verkar på en RGB-bild och dess 3D-
information. Modellen konstrueras med djupa neurala nätverk med
nya arkitekturer för Point Cloud-representationsextraktion. Den an-
vänder en unik representationsvektor som kan representera det laten-
ta utrymmet i objektet som modellerar dess form, position, storlek och
orientering för komplett träning med flera uppgifter, med obalansera-
de dataset. Den körs i realtid (5 bilder per sekund) i realtidsvideo.

Metoden utvärderas med NYU Depth Dataset V2 med Genomsnitt-
lig Precision för objektdetektering, 3D-Skärning över Union, samt av-
stånd mellan ytorna för 3D-form. Resultaten bekräftar att det är möj-
ligt att använda en delad representationsvektor för mer än en predik-
tionsuppgift, och generaliserar för föremål som inte observerats under
träningsprocessen. Den uppnår toppresultat för 3D-objektdetektering
samt 3D-form-prediktion för NYU Depth Dataset V2.

Kvalitativa resultat baserade på särskilt anskaffade data visar po-
tential inom navigering i en verklig inomhusmiljö, samt kollision mel-
lan animationer och detekterade objekt, vilka kan förbättra interakto-
nen mellan karaktär och miljö inom förstärkt verklighet-applikationer.
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Chapter 1

Introduction

Recently, it has been shown that computers can recognize two dimen-
sions (2D) objects from an image with high accuracy. However, they
do not sense the environment spatial information, where the objects
are and what they are. Having this knowledge could imply improve-
ments in several fields like Augmented Reality (AR) by allowing vir-
tual characters to interact more realistically with the environment and
Autonomous cars by being able to make better decisions knowing
where the objects are in a three dimensions (3D) space. This research
area is called Deep Learning for Real-Time Object Detection and 3D
Shape prediction.

This project focus on improving AR which allows to "augment" the
real-world environment by computer-generated perceptual informa-
tion. Current methods are agnostic to the environment information
and only look for flat surfaces to place the AR characters, then, the
surface is tracked so the animation can flow. This master thesis aims
to detect the 3D spatial environment so the AR characters can inter-
act and navigate in it. In addition to detect where the objects are, the
method predicts what are the objects and how they are shaped allow-
ing developers to create more interesting situations, as in the current
AR applications they are limited to a fixed plane. Given this method,
the information of the 3D environment is available in real time allow-
ing to create state-of-the-art AR applications [46] with more immersive
and engaging experiences thanks to the possibility of real time variable
multi-surfaces animation for AR characters.

In the last year many papers have been written regarding different
areas of 3D Deep Learning like object classification, object detection,

1



2 CHAPTER 1. INTRODUCTION

shape segmentation, 3D reconstruction, etc. These papers use different
ways of representing 3D data, the most widely used are point cloud,
occupancy voxel and 3D polygon mesh. Most of the methods require
3D input like Red Green Blue colored with depth information (RGB-
D) images or point cloud. Regarding Object Detection, current meth-
ods [35][53][44][10] can detect cars, pedestrians and cyclists in outdoor
scenarios and different furniture and room layouts in indoor environ-
ments. For 3D shape reconstruction, current methods [45][51][8][15]
are able to reconstruct occluded parts for single and multiple objects
in indoor environments or synthetic datasets.

Previously, traditional Computer Vision and Machine Learning meth-
ods have been used to try to solve this problem. However, due the
complexity of the problem they do not get good results. Thanks to the
GPUs computing power it is possible to use Deep Learning to address
this problem in real time. The different approaches used in the last
years are being reviewed in the Sections 2.1 and 2.2.

The method proposed in this thesis Deep Neural Networks with
novel architectures for point cloud feature extraction. It uses a unique
feature vector capable of representing the latent space of the object that
models its shape, position, size and orientation for multi-task predic-
tion trained end-to-end with imbalanced datasets. It runs in real time
(5 frames per second) in a live video feed.

In this chapter, the research question is specified in Section 1.1, the
objectives and contribution are reviewed in Section 1.2 and 1.3. Then,
limitations and ethics are shown in Sections 1.4 and 1.5. Finally, an
outline of the report is described in Section 1.6.

1.1 Research Question

The research question is:

How is it possible to detect 3D objects and infer 3D shapes
in real life indoors environments in real time? How well
does it generalize to unseen objects? How is Augmented
Reality interaction being improved thanks to this method?

In order to address this question the method shown in Figure 1.1
has been developed.
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Figure 1.1: Proposed method’s outcomes.

This method receives as input a Red Green Blue colored (RGB) im-
age and its 3D information and uses Deep Neural Networks for pro-
ducing 3D bounding boxes with semantic labels for detecting objects
and primitives for modeling the object’s shape. Its prediction is in the
camera coordinates so the AR applications can get to know the scene
and animate its characters accordingly improving the interaction with
the environment.

1.2 Objectives

The desired outcome consists in designing a method using Deep Neu-
ral networks for real-time 3D object detection and 3D shape recon-
struction of the previously recognized objects given a RGB image and
its 3D information.

This project should make sure that it generalizes to unseen objects
so it can work in real-world cases in indoors environments for the ob-
ject classes previously trained.

Both for object detection and shape prediction, the results are com-
pared with other state-of-the-art methods using the same dataset. Also
qualitative results are shown, especially in the cases that it fails the
most so the method’s limitations are understood. For proving that
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it works in the real wold, limited real data is captured and qualita-
tive results are shown in order to demonstrate the performance of the
method where an AR character could navigate in a real-world indoor
environment and that there could be collisions between the anima-
tions and the detected objects resulting in a better interaction with the
environment that the state-of-the-art AR applications.

AR applications run in real time. The proposed method should also
run in real time to give the generated information to the application
and so it can react in time to animate the characters properly.

A literature study is done to decide the best 3D representation both
for the input of the Deep Neural Network and its correspondent ar-
chitecture for this kind of data. In addition, the representation of the
algorithm’s output is also decided based if it is usable for AR in a mo-
bile device.

To summarize, this project tries to show that the method can cor-
rectly detect and classify 3D objects by inferring a 3D bounding box
from a RGB-D live video feed and infer their 3D shape correctly. In
addition, this generalizes for indoor environments and the hypothesis
is tested both in a dataset and in real-world situations proving the per-
formance of the algorithm and that it is relevant to improve how AR
characters interact with the environment.

1.3 Contributions

The novel contributions of this project are:

• Both object detection and shape recognition in real time from a
scene (multiple objects).

• Show that it is possible to obtain a feature vector representing
a 3D object that can encode its latent space to have multi-task
prediction applications.

• The designed pipeline is trained end-to-end with unbalanced datasets
and it is scalable for several tasks as the predictions share the
same feature vector.

• Modify the loss function proposed by Tulsiani et al. [45] so it can
work for real world data by applying additional rotations and
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scaling parameters. In addition, it improves their method to infer
the complete shape out of a partial 3D visualization.

• Improving AR applications interaction with the environment by
allowing navigation in a real-world indoor environment and col-
lisions between the animations and the detected objects.

Current AR methods are agnostic to the environment information
and only look for flat surfaces to place the AR characters, then, the
surface is tracked so the animation can flow. This project aims to de-
tect the 3D spatial environment so the AR characters can interact and
navigate in it. In addition to detect where the objects are, the method
predicts what are the objects and how they are shaped allowing the
interaction with them to be more engaging.

However, this project is not only useful for AR, it allows any system
that has a single RGB-D camera to understand better the spatial envi-
ronment. Where the objects are, how they are shaped and what they
are. It allows researches in Autonomous Cars and Robotics to have
new information to implement navigation methods in real-world sce-
narios. Especially, in the AR field it allows developers to create more
interesting situations, as in the current AR applications they are lim-
ited to a fixed plane. However, thanks to this method, the informa-
tion of the 3D environment is available in real time allowing to create
state-of-the-art AR application with more immersive and engaging ex-
periences thanks to the possibility of real time variable multi-surfaces
animation for AR characters.

1.4 Limitations

For time constraints, the following limitations has to be taken into ac-
count:

• It is assumed that the scene is indoors.

• The proposed method assumes a limited number of object classes.

• The objective primitives are suppose to be good enough for vi-
sual collisions but not so accurate for more complex task like ob-
ject interaction (sitting on a chair, grab an object...).
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• The proposed method is agnostic to the different parts of the ob-
ject so the interaction is limited to know that there is an object in
the predicted position with the predicted shape.

• As it is a data-driven approach, the results are based on the dataset
quality. 3D Machine Learning is on an early stage a the state-of-
the-art dataset have been recently produced which means that its
quality, both about input variety and labeling, is limited.

In addition, in this project it is not addressed how is the capture
data client communication is done with the server that runs the model
as it is not the point of interest.

1.5 Ethics

This project is aimed to produce an improve AR quality interaction
with the environment. This applications could be used for enhancing
driving or for other task where human lives could be at risk. In addi-
tion as mentioned above, this approach could be used for Autonomous
Cars and Robotics which could impact directly in human safety.

For these reasons, if the applications are going to be used in a sen-
sitive task, the algorithm must be properly evaluated to asses if it is
possible that fails and in which cases. It is important to develop be-
fore these validation methods that are not a trivial task and are not
addressed in this project.

In the long term, this kind of algorithms could lead to the automa-
tion of jobs that would impact the society. Personally I see this changes
will be positive as the kind of jobs that would disappear would be
though jobs so people would have a more comfortable life. However,
work shift of this kind should be done gradually so people can reallo-
cate and get training for new jobs.

In a shorter term, AR applications might assists during jobs in-
stead of eliminating them by for example, assisting during driving or
surgery. This would cause direct positive impact helping workers and
making their lives easier. Again, as mentioned before, this method
should be strongly validated to assure perfect or better human perfor-
mance in order to be released.
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1.6 Outline

This project consists on five chapter. The first one corresponds to the
introduction. It answers to the questions about what does this project
and why it is needed. In Chapter 2, the background of the project is
explained together with the related work and the theory required for
understanding the project. Following, in Chapter 3 the main approach
is explained. In Chapter 4, the results for both 3D detection and 3D
shape are shown and discussed. Finally, in Chapter 5 the conclusion
and future work are exposed.

In the supplementary material, a more detail view of the NYU
Depth Dataset V2 [41], 3D detection method comparison and more
qualitative results for 3D detection and 3D shape can be found in An-
nexes A, B, C and D.



Chapter 2

Background

The background section is focused on 3D Machine Learning, which is
an interdisciplinary field that fuses computer vision, computer graph-
ics and Machine Learning.

This field is so big that the information have been split in several
groups that are relevant to this master thesis. In Section 2.1, the first
group corresponds to 3D object detection where 3D bounding boxes
are placed around instances that are also classified. Knowing before-
hand the class that the object belongs to, allows to get better predic-
tions for 3D bounding boxes sizes and 3D shapes. There are several
approaches about how 3D object detection can be performed: 2.5D,
3D and RGB only.

In Section 2.2, the second group contains information for a single
object shape prediction. These groups are also divided depending on
what type of data the algorithm outputs. There are four different kinds
of 3D data, shown in Section 2.3: polygon mesh, point cloud, set of
primitives shapes and occupancy voxels.

Then, in Section 2.4, it is listed interesting 3D datasets that are rele-
vant for this project.

In addition, in Section 2.5 is explained how state-of-the-art AR ap-
plications currently obtain the environment information and how it
could be improved with a better method.

Finally, some key concepts needed to understand the methodol-
ogy are explain. In Section 2.6, general information about point cloud,
about its properties and operation and state-of-the-art architectures are
explained. In Section 2.7 Huber loss is introduced and distance field
function is described in Section 2.8.

8
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2.1 3D object detection

Typical object detection predicts the category of an object along with a
2D bounding box on the image plane for the visible part of the object.
While this type of result is useful for some tasks, it is not enough for
doing any further reasoning in the real 3D world. 3D object detection
aims to produce an object’s 3D bounding box that gives real-world
dimensions and position of the object, regardless of truncation or oc-
clusion. This kind of recognition is much more useful for robotics,
navigation, autonomous cars and AR. However, adding a new dimen-
sion for prediction significantly enlarges the search space, and makes
the task much more challenging. The metric used to measure the per-
formance is Average Precision (AP) for the different classes.

The first method with relevant results introduced by Song and Xiao.
[42] slides a 3D window over the image and uses SVM classifier for
designating if it corresponds to an object or not. Following this paper,
Song and Xiao [44] outperform it considerably introducing 3D convo-
lutions. However, due to the sliding 3D window approach in the real-
world dimension search space makes it unfeasible for real time. Still,
this method is the baseline for comparing all the following papers.

This master thesis is going to be focused on indoor environments
although some of the following methods have been tested in outdoor
environments having more powerful sensors (e.g. LIDAR).

Within the field of 3D object detection several approaches can be
used depending on the input data (RGB-D or RGB) and how it is treated.
In this section three of them (2.5D, 3D and RGB only) are explored and
their comparison can be seen in Table B.1 in the Appendix B.

2.1.1 2.5D approach

2.5D approaches refer to methods where depth images are treated in a
similar way as color images in traditional 2D detection using 2D con-
volutional neural networks.

Deng and Latecki. [10] introduce 2D proposals. For each one, a 3D
prior bounding box is inferred from the depth image and regress its
translation and size transformation given extracted features using 2D
convolutional neural networks for the RGB and depth channels.

In a similar way, Luo et al. [32] propose an end-to-end approach
that fuses hierarchically the features extracted from the RGB and depth
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channels and regresses several 3D bounding boxes proposals similar
to SSD [31] where the most certain is selected.

2.1.2 3D approach

3D approaches do not use the depth map as an image. Instead, the 3D
points are reconstructed first and the main process is based on analyz-
ing the generated point cloud.

Qi et al. [35] based on [28] use 2D proposals (e.g. using Faster R-
CNN [37]) to extract the correspondent point cloud. It uses PointNet
[36] or PointNet++ [34] to segment the points that belong to the 2D
proposal class and then regresses a 3D bounding box based on that.

Similarly, Xu, Anguelov, and Jain. [50] use 2D proposals to extract
the point cloud. Instead of point cloud segmentation, it extracts fea-
tures from the RGB proposal and the generated point cloud and fuses
them using a multi-layer perceptron to regress several 3D bounding
box proposals and its correspondent confident score.

Zhou and Tuzel [53] use only the generated cloud with intensity
only and subdivide the 3D space into equally spaced voxels grouping
the points according to the voxel. After randomly sampling the points,
they are passed to several convolutions to obtain features which are in-
troduced to a region proposal network to regress 3D bounding boxes.

Other methods like the proposed by Chen et al. [6] or Ku et al. [27]
have been discarded because a bird view point cloud is needed, thus,
losing information of the objects that are on top of others.

2.1.3 RGB only approach

In this sections, the methods that use RGB images are explained. Al-
though the methods that use only the RGB channel obtain worse re-
sults (Table B.1) than the ones using depth information, in the AR field,
it would allow current mobile phones to use these algorithms. How-
ever, future mobile phones are expected to include depth cameras.

Kehl et al. [23] use SSD [31] proposals together with predicting the
viewpoint estimation and in-plane rotation of the correspondent ob-
ject. In addition, it estimates the distanced based on the size difference
between the original object and the detected one. This fact limits us to
detect objects that have a computer-aided design (CAD) model avail-
able and require synthetic data to train the algorithm.



CHAPTER 2. BACKGROUND 11

Chabot et al. [3] also require CAD models of the target predictions
as it is trained to match a 2D detection with its corresponding model.

Mousavian et al. [33] assume that the 3D bounding box should be
able to be projected in its predicted 2D bounding box. This assump-
tion makes the 2D prediction sensitive making it harder when there
are occlusions or truncations. In addition, as this method is based for
detecting cars, it assumes geometric proportions that do not apply to
other objects a part from vehicles.

2.2 3D shape prediction

The ability to reconstruct the complete and accurate 3D geometry of an
object is essential for AR/VR applications, robot grasping and obstacle
avoidance. The methods explained in this section receive an RGB-D or
RGB image of a single object and produce the 3D shape of it. Thanks
to the recent low-cost depth sensing devices such as Kinect and Re-
alSense cameras it is possible to recover the 3D model of an object and
gather the required data to train these methods.

The evaluation of 3D shape similarity depends on the method; sev-
eral metrics are used to measure the performance. For example, if oc-
cupancy voxels are used, Intersection over Union, mean value of stan-
dard cross-entropy loss or symmetric Chamfer Distance may be used.
In addition, qualitative results and comparatives with state-of-the-art
reconstructions are usually introduced.

Several methods have tried to predict objects’ shapes, with differ-
ent output representation: Kato, Ushiku, and Harada [22] generate a
triangular mesh from a single RGB image of a single object, Fan, Su,
and Guibas [12] propose a conditional shape sampler, capable of pre-
dicting multiple plausible 3D point cloud, Tulsiani et al. [45] use un-
supervised learning and convolutional neural networks to choose the
simplest possible primitives, rigidly transformed cuboids, and assem-
ble them together, Zou et al. [54] generates primitives using recurrent
neural networks. Using voxels Häne, Tulsiani, and Malik [15] intro-
duce an encoder to obtain features from a single RGB image and uses
3D up-convolutions to produce the occupancy voxel space, while Yang
et al. [51] use a GAN approach with an encoder-decoder architecture
as generator. Wu et al. [48] introduce a two step approach. First, maps
for the silhouette, depth and normals of the desired object are gener-
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ated, and then an encoder-decoder architecture is used to estimate the
3D shape. Finally, Dai, Qi, and Nießner [8] introduce a method that
receives uncompleted 3D shapes from RGB-D images and with a 3D
Encoder-Predictor network obtain semantic features from a 3D classi-
fication network. Then, using a database prior shape, the predictions
are refined.

It is not a trivial task to compare the performance of this methods as
they are evaluated differently. The qualitative results are fairly similar
between each other. Thus, the output representation is a key aspect to
take into account depending on what kind of problem is being address.
It is discussed in the following section.

2.3 3D data representation

In this section the different 3D representations both for input and out-
put, polygon mesh, point cloud, primitives and voxels, are being de-
scribed. Then, in Section 2.3.6 the pros and cons are discussed and the
selection of the data representations is motivated, both for input and
output representations.

2.3.1 Polygon mesh

A polygon mesh, shown in Figure 2.1, is a collection of vertices, edges
and faces (triangles) that defines the shape of a polyhedral object in
3D computer graphics. The resolution of the object depends on the
number of triangles.

Figure 2.1: Polygon mesh representation with different resolutions.

Using meshes for representing 3D shape benefits from its compact-
ness and geometric properties. This method is convenient, especially
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for AR as the representation does not require further processing to use
inside an application.

Despite the detailed representation that meshes allow, they have
some drawbacks due its complexity. They are considered hard to ma-
nipulate and to apply transformations. In addition, in order to use
a method to predict an object’s shape, they are hard to parametrized
because of the amount of degrees of freedom.

2.3.2 Point cloud

A point cloud, shown in Figure 2.2, is a set of data points in a 3D space.
Each point contains the 3D coordinates and can contain more features
like intensity or color.

Figure 2.2: Point cloud representation.

Representing 3D data with point cloud coordinates is simpler than
meshes as it is a uniform structure that does not have to encode com-
binatorial connectivity patterns, however, it arises the problem that
there is not a unique ground truth as point cloud is unordered and the
reconstructed shape for an input image may be ambiguous. On the
other hand, manipulating point cloud is an easy and fast task as they
can be treated with matrix multiplications.

More information about point cloud can be found in Section 2.6.
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2.3.3 Primitives

As shown in Figure 2.3, it is possible to represent a complex shape by
assemble a set of primitives, like cubes, spheres, cylinders...

Figure 2.3: Set of primitives representation.

This data representation is not used as input, however it is a pow-
erful representation for an object’s shape. It is easy parameterizable, as
a set of primitives can be expressed as the size and transformation of
each primitive. In addition, it is an efficient representation as it keeps
the underlying continuous 3D geometry and it does not require further
processing to use in an AR application. Furthermore, it is prefferrable
than a polygon mesh even though its lower resolution. Because its
simplicity, it is much easier to precess in a mobile device as the opera-
tion are less computationally expensive.

2.3.4 Voxel

A voxel representation, shown in Figure 2.4, consists on subdivide the
3D volume in a regular grid. Each cell corresponds to a voxel; each
voxel is assigned to be either occupied or free space, in other words,
the interior or exterior of the object respectively. This is a widely used
representation, however, it does not maintain the continuity as the
space is discretized. Because of this, the resolution needs to be high
enough in order not to produced too rough shapes, especially repre-
senting diagonal structures.
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Figure 2.4: Voxel representation.

Obtaining a voxel representation as an input is costly as the data
must be previously preprocessed. In addition, it is hard to make oper-
ations like rotating or scaling. However, for outputting a shape repre-
sentation in a voxel representation is easily parameterizable although
the definition is given by the grid resolution.

This representation is usually treated with 3D convolutional neu-
ral networks that are considerably slower than 2D, limiting the voxel
resolution and increasing considerably inference time.

2.3.5 Other input representation

It is possible to consider a RGB-D image a 3D representation. It con-
tains spatial information about the input and can be transformed to a
point cloud given the intrinsic parameters of the camera (see Equation
3.1). In addition, it is possible to use conventional Deep Learning for
images using convolutional neural networks.

Finally, it is possible to consider multi image (a set of images of
the same environment from different positions and rotations) as a 3D
representation as it is possible to infer depth from them and get 3D
information. However, this approach is not usable for a single frame
and the end user would be required to move.
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2.3.6 Selected representation

Because of the problem nature and requirements stated in Section 1.2,
the following decisions were made:

The selected input is a point cloud representation. It is an input
that does not require further preprocessing and can be obtained from
depth images that are widely popular and mobile devices will proba-
bly incorporate.

The strong points are that it is really easy to handle and manipulate,
that there are devices that directly capture them like ARKit and that it
is possible to extract features from them as explained in Section 2.6.

The downside is that the points are unordered so it is not possible
to use 2D convolutional networks that achieve so good results.

The selected output representation is the set of primitives. First, it
is easy to parametrize in order to predict them. Secondly, calculations
over primitives are really fast because its simplicity. If it is going to run
in a mobile device, the computation power is limited, witch makes a
better representation over meshes. Because its simple parametrization
(see Equation 3.2), it is light weighted for sending the results over the
network. Finally and despite its simplicity, it produces good enough
results for visual tasks like collision detection.

2.4 3D datasets

This project faces two problems: 3D object detection and 3D shape pre-
diction. Different requirements are needed in order to select datasets.
For 3D object detection, indoor environments that are 3D labeled are
required. In addition, depth information is required depending on
the selected method. SUN RGB-D [43] contains 10,000 RGB-D im-
ages labeled with 2D and 3D bounding boxes. ScanNet [9] with 2.5
million views in more than 1500 scans, annotated with 3D camera
poses, surface reconstructions, and instance-level semantic segmenta-
tions. SceneNN [19] consists of more than 100 indoor RGB-D scenes
reconstructed into triangle meshes with vertex and pixel annotations.
Matterport3D [5] has 10,800 panoramic views from 194,400 RGB-D la-
beled with surface reconstructions, camera poses, and 2D and 3D se-
mantic segmentations. 2D-3D-S [1] contains over 70,000 indoor RGB-D
images labeled with 3D mesh, object normals and semantics in 2D and
3D.
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All of the previous datasets contain mostly furniture and does no
contain table top objects. Datasets like RGBD-scenes-v2 [29], YCB [2]
or the ones included in the SIXD Challenge [17] (with 6DOF annota-
tions) do include small objects that are not covered before.

For 3D shape reconstruction a more resolution geometric represen-
tation of the objects is required. For this case, the following dataset
contains data of single objects isolated. ShapeNet [4] includes large-
scale dataset of 3D shapes. ModelNet [49] is a collection of 3D CAD
models for objects. Finally A Large Dataset of Object Scans [7] contains
more than ten thousand 3D scans of real objects.

2.5 Augmented Reality

As mentioned in Section 1.2, this project aims to make AR applications
more engaging for the user by getting to know the environment and
interacting with it. In this section it is described what is AR, how it is
perform traditionally and the challenges that this project is trying to
overcome.

Augmented reality (AR) is a live view of a physical, real-world en-
vironment whose elements are "augmented" by computer-generated
perceptual information. This information can be visual, auditory...
This section is focused on the visual sense. AR alters one’s current
perception of the real world and it is used to enhance the natural envi-
ronments or situations and offer perceptually enriched experiences.

Recently, AR has become popular thanks to Pokemon Go by Ni-
antic, where Pokemons are placed in flat surfaces without further move-
ment, in many cases, not even placed correctly. Other applications like
Ikea placement allows the user to place furniture over an empty room.
Finally, applications like Snapchat enhances or modify face features.

State-of-the-art application still use traditional computer vision to
decide where to place their animated characters. Points of interest are
selected by feature extraction in order to obtain a target plane. Then,
this points are tracked, so it is robust to the device’s movements; the
rotation and translation are calculated so it is possible to animate the
character as it is in the plane, but it would not be able to move to
another position without the prior calculations.

This approach present many limitations with the environment in-
teraction as the character has to be always static in the same position.
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This project aims to improve this by recognizing objects to improve
navigation so the animated characters can move in a meaningful way,
and possibly, interact with the objects depending on its type.

Another challenge that AR introduces is interaction with the en-
vironment, specifically collisions with objects. This project try to rec-
ognize the shape of the objects so it can be used as a collision mesh.
Ideally, the system should recognize what are the different parts of the
objects and its purpose so it can interact in a more meaningful way.

2.6 Point cloud properties and manipulation

Point cloud present two properties, and at the same time, challenges.
It is orderless as shown in Figure 2.5; the point cloud should be consid-
ered the same if its points suffer a permutation. And a point cloud is
transformation invariant; it should be considered the same if the point
cloud is translated.

Figure 2.5: Point cloud orderless property being N number of point
and D of features.

Taking into account this properties and in order to obtain features
from a point cloud, Qi et al. [36] introduces PointNet, shown in Figure
2.6.
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Figure 2.6: PointNet architecture being N number of point and D_in
and D_out intput and output features.

This network receives as input a point cloud of size N and D_in fea-
tures. It evaluates each point with several perceptron layers obtaining
a feature vector for each point. In order to assure being order invariant,
a symmetric function is required, in this case max pooling. A symmet-
ric function is a function that outputs the same result independent of
the order of the input parameters, for example, the sum function. So
if the input points suffer a permutation, the resulting feature vector
would be the same.

After max pooling, a single feature vector of D_out dimension is
obtained and represents the latent space representing the complete
point cloud. This vector can be further used with fully connected lay-
ers if more complexity is required for the correspondent task.

For achieving transformation invariant, the point cloud is trans-
lated so the origin of coordinates of the point cloud corresponds to
the real origin of coordinates of the object of interest. This process is
further explained in Sections 3.3.2 and 3.3.3.

PointNet has been used for object classification, point cloud seg-
mentation and part segmentation. New methods have appeared after
PointNet, like PointNet++ [34] and the methods introduced by Hua,
Tran, and Yeung [18] and Wang et al. [47]. For simplicity, only Point-
Net has been used but any feature extractor method would work for
the method exposed in this thesis.

As mentioned before, point cloud is a 3D representation that al-
lows easy and fast manipulation operations. A point cloud can suffer
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any rotation given a rotation matrix (shown in Equation 2.1) by a sim-
ple matrix multiplication, a translation (shown in Equation 2.2) by a
single sum and scaling (shown in Equation 2.3) by a single scalar mul-
tiplication.

R(p, r) = (p′ · r)′ (2.1)

T (p, {x, y, z}) = {px + x, py + y, pz + z} (2.2)

S(p, s) = p ∗ s (2.3)

where p is the input point cloud, r corresponds to the rotation ma-
trix and s is the scaling parameter.

2.7 Huber Loss

Huber loss, Equation 2.4, it is the loss used for optimizing the re-
gressed parameters. It is less sensitive to outliers as they are less pe-
nalized. It can be compared to the squared error loss in Figure 2.7.

H(a) =


1

2
a2, for |a| <= 1

|a| − 1

2
, otherwise

(2.4)

where a corresponds to the absolute difference between the pre-
dicted value and the ground truth value a = |x− x∗|.

Figure 2.7: Huber loss (green) and squared error loss (blue)
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This loss function is being used because of the ground truth quality
data is based in assumptions about the real size, positions and orien-
tation of the object. In this way, the loss does not penalized that much
when there is misleading assumptions in the parameters over some
objects.

2.8 Distance field

Calculating the distance between a point p and a complex-shaped ob-
ject O is a computationally expansive task; The distance field opera-
tion, shown in Equation 2.5, simplifies this problem. It is a R>0 func-
tion that returns the distance to an object. It evaluates to zero when
the points is inside of the object. It is used for optimizing the shape
prediction in Section 3.3.4.

C(p;O) = minp′∈O||p− p′||2 (2.5)

where p corresponds to a point and p′ are sampled points from the
surface of the target object O.



Chapter 3

Methods

This chapter contains the core approach used in this thesis. The differ-
ent datasets used are listed in Section 3.1, in Section 3.2 the problem is
specified, in Section 3.3 the modules’ architecture design and objective
functions are analyzed. Finally, how the results are evaluated and the
implementation details are presented in Sections 3.4 and 3.5.

3.1 Data

For this master thesis two main datasets have been used with some
improvements or additions. For 3D object detection an improved ver-
sion from Deng and Latecki. [10] of NYU Depth Dataset V2 [41], sub-
set of SUN RGBD [43] is used. It contains 1449 densely labeled pairs
of aligned RGB and depth images from 464 scenes and each object is
labeled with class, and a 3D bounding box defined as it is explained
in Section 3.2. The improvements consist on making all 3D bounding
boxes amodal, tighter, and consistent with physics laws and improve
precision over labeling. However, the dataset is still really complex.
As shown in Appendix A it contains several images with strong oc-
clusion and truncation and images with dense composition of objects,
being hard to recognize even for a human.

It is required to process the depth image and transform it to point
cloud in order to obtain features as explained in Section 2.6. The depth
image contains per pixel depth information in meters, and it is trans-
formed to a 3D coordinates system, also in meters, following Equation
3.1. Using meters as metric allow the algorithm to be independent of
the input camera.

22
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point3D(x, y, d) = {(x− cx) ∗ d
fx

,
(y − cy) ∗ d

fy
, d} (3.1)

where x, y corresponds to the image pixel index, d corresponds to
the depth in the correspondent pixel index, c indicates to the principal
point in the correspondent coordinate and f indicates the focal length
in its coordinate.

For 3D shape prediction, both synthetic and real data has been
used. For synthetic data ShapeNetCore [4] is the main dataset. It con-
tains single clean 3D CAD models and manually verified category and
alignment annotations. It covers 55 common object categories with
about 51,300 unique 3D models. In addition, ShapeNetSem [40] has
been use to obtain its real size. Synthetic data requires further pre-
processing as the required input is a partial point cloud. Each model
is render in a set of possible viewpoints angles and the visible point
cloud is sampled and stored.

For real data, ground truth data labeled by Guo and Hoiem [14] has
been used. It contains 30 models to represent 6 categories of the NYU
Depth Dataset V2 [41] correctly aligned. This dataset is preprocessed
as shown in Figure 3.1.

Figure 3.1: CAD ground truth data [14] preprocessing

The dataset by Guo and Hoiem [14] provides simple CAD models
align with the image, located and rotated in its 3D space in the same
way. In order to make faster calculations, the dataset is preprocessed
obtaining five key components: a complete point cloud sample from
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the CAD model surface normalized so it is inside of a sphere of radius
0.5, rotation angle with respect of the camera, real size scale so if the
complete point cloud is multiplied by this number it is converted to
real size and a voxelized representation of 32x32x32. Each voxel con-
tains information if it is occupied by the object and the distance to the
closest point sampled from the object from the voxel center.

For ten classes of NYU Depth Dataset V2 [41], the real data shape is
distributed as shown in Figure 3.2a; 100% of the dataset is labeled with
3D bounding boxes while only around 40% of the data contains shape
information corresponding to chairs. In the other hand, for nineteen
classes [41], the real data shape is distributed as shown in Figure 3.2a;
still, the dataset is labeled with 100% 3D bounding boxes while only
around 23% of the data contains shape information corresponding to
the same amount of chairs.

(a) For 10 classes: 3D shape ∼ 40% (b) For 19 classes: 3D shape ∼ 23%

Figure 3.2: Data distribution: 3D bounding box 100%

3.2 Problem definition and representation

The goal of the model is described in Section 1.1. In this section, it is
specified how the problem is addressed; the required inputs and the
correspondent outputs and how they are represented.

Given a RGB image and its point cloud or depth information as
input, the algorithm provides the position, dimension, orientation and
shape of the corresponding objects found in the scene.

The input point cloud is annotated as nx6 where n corresponds
to the number of points. Each point has six features; 3D coordinate
positions and and r, g, b colors normalized between 0 to 1. This point
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cloud is segmented n′x6 during the pipeline where some points from
n are being removed.

The bounding box is parameterized as follows: the position corre-
sponds to the coordinates of the object centroid, cx, cy, cz. The dimen-
sion corresponds to the amodal height, width and length of the object,
h,w, l. Not only its visible part but its real dimensions even if it is oc-
cluded or truncated. The orientation indicates the angle that the object
is facing, θ, φ, ψ. Note that some categories might have several orien-
tations, in this case one has been chosen as ground truth. It is assumed
that the object is aligned with the floor and the gravity axis so only
angle θ around the gravity axis is considered for orientation.

For some objects of interest, the shape is inferred with a set of as-
sembled primitives, in this case cuboids, represented in Equation 3.2

Pm = {(sm, rm, tm)|m = 1, ...,M} (3.2)

where sm corresponds to the primitive size, in this case height,
width and length, rm corresponds to yaw, pitch and roll rotation of
the primitive and tm indicates the translation of the primitive from
the origin of coordinates. Finally M corresponds to the number of
used primitives, each of them represented as Pm. The union of all
M primitives models the object’s shape and it is represented as ∪Pm.
The primitives are in a canonical frame (located in the origin of co-
ordinates, being the predicted centroid cx, cy, cz) and then rotated and
translated. The canonical frame properties allow to calculate the dif-
ferentiable loss functions propose by Tulsiani et al. [45] and explained
in Section 3.3.4.

3.3 Model

In this section is explained how the different modules of the pipeline
are processed as shown in Figure 3.3. It is inspired on Qi et al. [35]
method combined with Tulsiani et al. [45] loss functions. The pipeline
is composed by several modules, their architecture and loss functions
are further discussed in Section 3.3.1, 3.3.2, 3.3.3 and 3.3.4.

Given a RGB image as input, a 2D detection algorithm is applied to
obtain region proposals and class labels. The proposals produce frus-
tums formed by point cloud, reducing the 3D search space. The class
labels are used for obtaining a one hot class encoding that is inserted in
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all the following networks. Knowing beforehand the class that the ob-
ject belongs to, allows to get better predictions for 3D bounding boxes
sizes and 3D shapes. Each frustum is normalized by rotating it as it
would be facing the projection center achieving rotation invariance.
In order to remove foreground occluder and background clutter, 3D
point instance segmentation is used to obtain the point cloud that be-
longs to the desired object. The resulting points are normalized so its
centroid is the origin of coordinates. As the input is a partial point
cloud, its centroid is not the real centroid. A transformation network
is used to approximate it and, again, the point cloud is normalized so
the origin of coordinates is on the predicted centroid achieving trans-
lation invariance. Finally, the amodal network is used to predict 3D
bounding box parameters and shape primitives.

3.3.1 Proposal module

The proposal module in Figure 3.4 corresponds to the starting module
of the pipeline. It takes advantage of of 2D object detectors [37][16] that
have shown great performance over large datasets like Pascal VOC
challenge [11], OpenImages [26] or Coco [30].

Figure 3.4: Proposal Module architecture. Input: RGB image and
its 3D data representation. Output: Rotated proposed frustum point
cloud nx6 and object class encoding.

By predicting an object proposal, the 3D space is reduced to a frus-
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tum point cloud whose front clipping plane corresponds to the 2D
region proposal. Each object is then treated separately and indepen-
dently. Narrowing down the space allows to reduce the search space
of the object in the depth dimension only, reducing computation time
and error.

The proposed point cloud is obtained as shown in Equation 3.1
given the camera intrinsic parameters and the proposal region of the
RGB image together with the depth image. Each point has six fea-
tures, x, y, z position and r, g, b colors normalized between 0 to 1. The
point cloud is rotated so as if the 3D sensor would be directly facing
the object, achieving rotation invariant. As Qi et al. [35] states in their
ablation studies, this transformation improves considerably the 3D de-
tection performance.

The object proposal also retrieves the object class. It is used by all
the following modules. The motivation behind lays in that all objects
of the same class have similar sizes and shapes, thus, the networks pro-
duce better predictions. The object class is encoded as a one hot vector
and is concatenated to the feature vectors obtained by the PointNet
architectures.

The output of this module corresponds to the rotated frustum point
cloud for a single object with its corresponding class encoding.

Although the algorithm is agnostic to the 2D detector, the selected
region proposal is Faster R-CNN [37] trained in the Coco dataset [30]
and running at 10 fps. It retrieves 2D bounding boxes with its corre-
spondent object class.

3.3.2 Segmentation module

The segmentation module, shown in Figure 3.5 and based on the Point-
Net segmentation architecture from Qi et al. [36]. It receives the rotated
frustum point cloud n and the class encoding as input and outputs n′

local centroid-centered points that belong to the correspondent object,
then n′ <= n.
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Figure 3.5: Segmentation Module architecture. Point cloud feature ex-
tractor encoder (left, first row), non-linear prediction layers for point
cloud segmentation (left, second row) and local centroid origin of co-
ordinates (right).

The module architecture in the left part of Figure 3.5 could be di-
vided in, first row, a point feature extractor encoder, and, second row,
non-linear operations for segmenting point cloud.

Two kind of features are obtained; first individual point features
(a nx64 feature vector) and then a general feature vector of the whole
point cloud (a 1x1024 feature vector after max pooling).

Those features are concatenated; after some non-linear operation, a
softmax layer is used to predict the probability of a point belonging to
the object. The points with higher probability to belong to the object
are kept while the remaining ones are discarded leaving a n′x6 point
cloud.

The loss function to trained this network is softmax cross entropy
shown in Equation 3.3

Lseg = −
N∑
i

yilog(pi) (3.3)

where pi corresponds to the predicted probability of the ith point
to belong to the object and yi indicates the ground truth. A point is
considered that belongs to the object if it is inside of the ground truth
3D bounding box, resulting that some points labeled as object do not
really belong to it. Note this is not an accurate labeling and segmenta-
tion results might improved with a better point cloud labels.
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The resulting point cloud is then normalized so the origin of co-
ordinates corresponds to the local centroid of the segmented points
of the objects as shown in the right part of Figure 3.5. Note that this
centroid is not the real centroid. This way, the point cloud becomes
translation invariant as it is independent on where the object was lo-
cated in the scene. As Qi et al. [35] mention in their ablation study,
it improves considerably in 3D object detection. Note that the point
cloud is not normalized in an sphere of diameter one as the size infor-
mation would be lost and would not contribute to the 3D bounding
box size prediction.

3.3.3 Transformation module

The transformation module, shown in Figure 3.6, follows the moti-
vation behind spatial transformer networks introduced by Jaderberg,
Simonyan, Zisserman, et al. [21]. The intuition behind this module is
that the current point cloud origin of coordinates (light blue cross in
the right part of Figure 3.6) does not correspond to the real object cen-
troid (light green cross). In order to improve the translation invariant
condition, the transformation network (left part of Figure 3.6) receives
as input the current local normalized point cloud and the class encod-
ing and produces a residual point cloud centroid that becomes the new
coordinates origin.

Figure 3.6: Transformation Module architecture. Transformation net-
work for residual centroid prediction (left) and predicted centroid ori-
gin of coordinates transformation (right).

Receiving as input the local centroid segmented point cloud n′x6,
the PointNet architecture encoder obtain a global feature vector where
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the input class encoding is concatenated. After some non-linear layers
operations, the residual centroid x, y, z is produced.

The loss function (shown in Equation 3.4) used to train this net-
work is Huber loss (refer to Section 2.7).

Lcen1 = H({x∗, y∗, z∗}, {x′ + x, y′ + y, z′ + z}) (3.4)

where x∗ corresponds to the ground truth 3D bounding box cen-
troid, x′ corresponds to the predicted residual centroid and x corre-
sponds to the local point cloud centroid. Likewise for y, z coordinates.

Finally, this model outputs the previously segmented point cloud
from the segmentation module n′x6 with the new origin of coordinates
being {x′ + x, y′ + y, z′ + z} by subtracting the predicted residual cen-
troid.

3.3.4 Prediction module

The prediction module, shown in Figure 3.7, is composed of three net-
works. The first one, feature network, produces a feature vector capa-
ble of representing the latent space of the object that models its shape,
position, size and orientation. This parameters are predicted by the
Amodal Box network and the Amodal Shape network that receive as
input this feature vector and are further explained in this section.

Figure 3.7: Prediction Module architecture. Feature network (left), 3D
bounding box prediction network (top right) and primitives shape pre-
diction network (botton right).

The feature network receives as input the segmented point cloud
n′x6 with the predicted centroid as origin of coordinates. It encodes a
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global feature and the class encoding is concatenated. This vector is
the input for the following networks and it is rich enough to perform
multi-task predictions.

The Amodal Box shown in Figure 3.8 receives as input a feature
vector and predicts 3D bounding box parameters as explained in Sec-
tion 3.2.

Figure 3.8: Amodal box architecture (top right). Input: object feature
vector. Output: 3D bounding box parameters

There are four losses used for optimizing this network.
In order to predict an accurate position of the bounding box the

Huber loss function has been used as Equation 3.5

Lcen2 = H({x∗, y∗, z∗}, {x′′ + x′ + x, y′′ + y′ + y, z′′ + z′ + z}) (3.5)

For size prediction optimization a hybrid of classification and resid-
ual regression has been used. It was first introduced by Ren et al. [37]
who reported a considerably high improvement. The possible size pre-
dictions are divided in S bins, calculated in Section 4.1.3. The network
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predicts the size bin probability (first term Equation 3.6) and the corre-
spondent regression residual for its ground truth (second term Equa-
tion 3.6).

Lsize =
S∑

s=1

Lcls(size
∗
s, size-bins)+

S∑
s=1

size∗s ∗H({height-reg∗s , width-reg∗s , depth-reg∗s},

{height-regs, width-regs, depth-regs})

(3.6)

whereLcls corresponds to softmax cross entropy, {size-bins, height-regs,
width-regs, depth-regs} are the predicted parameters for the correspon-
dent size bin, {height-reg∗s , width-reg∗s , depth-reg∗s} correspond to the
residual regression value and size∗s is a binary integer being one the
ground truth classification bin, otherwise zero. The same procedure is
applied for heading angle prediction, and its loss function can be seen
in Equation 3.7.

Lhed =
H∑

h=1

Lcls(head
∗
h, head-binh)+

H∑
h=1

head∗h ∗H(head-reg∗h, head-regh)

(3.7)

Then, this network is being optimized with a collective loss where
all the parameters are involved, shown in Equation 3.8

Lcorner =
S∑
s

H∑
h

size∗shead
∗
h

8∑
k

||C∗k − Csh
k || (3.8)

where C∗k indicates the kth ground truth corner of the 3D bounding
box and Csh

k corresponds to the predicted corner regressed from bin s
and h. It is a collective loss of the previous parameters because the cor-
ners are obtained from the combination of centroid, size and heading.
Note that it only evaluates for the ground truth bin and its regression,
otherwise it is zero because of size∗shead∗h.

Finally, the Amodal Shape network, shown in Figure 3.9, receives
as input the same feature vector as the Amodal Box network and pre-
dicts parameters for M primitives as explain in Section 3.2.



34 CHAPTER 3. METHODS

Figure 3.9: Amodal shape architecture (bottom right). Input: object
feature vector. Output: M primitives parameters

This network has been trained in an unsupervised way; no ground
truth primitives is required as it only needs a ground truth CAD model
that represents the object shape and a preprocessing step shown in Fig-
ure 3.1. Two adversary loss proposed by Tulsiani et al. [45] have been
used: coverage and consistency loss. The coverage loss optimizes the
primitives predictions so they cover the object while the consistency
loss tries that the primitives are contained in the object. The intuition
consists in that both losses get to an equilibrium where the primitives
lay on the edge of the object representing it in a meaning full way.

The coverage loss, shown in Equation 3.9, is calculated with the
distance field between the points sampled from the ground truth ob-
ject and the primitives in its canonical form.

Lcoverage(∪Pm, O) = Ep∼S(O)||C(p;∪Pm)||2 (3.9)

where p are sampled points from O.
As the primitives are not in the real position, instead they are in the

canonical form, the distance measure is not in the same coordinates
space. In order to fix this, p is going to be transform in two ways. First,
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in order to predict the correct object, the point cloud is escalated (so
it matches the real size) and rotated (so it becomes rotation invariant)
explained in Section 3.3.1. Second, to match the primitives canonical
form, p is translated −tm and rotated −rm. This processed is shown in
Equation 3.10

p̄ = R
(
R(p, α) ∗ s− tm,−rm

)
(3.10)

where R is a point cloud rotation, α is the frustum angle rotation
and s is the real size scaling parameter.

One point is covered if at least is contained inside a primitive. Fol-
lowing that statement the distance field is calculated as Equation 3.11.

C(p;∪Pm) =
∑
minl

C(p̄, Pl) (3.11)

where the sum is performed over the l primitives with minimum
distance field and l is a variable integer number l ∈ [1, L] that decreases
over training time where L <= M being L a hyper parameter. The in-
tuition behind is that, if only one would be taken into account, only a
few primitives would be used, while having an L number and reduc-
ing it, all the primitives are being used and then they get specialized
for different parts of the object shape.

Finally, as the primitives are cuboids, the distance field can be cal-
culated easily as shown in Equation 3.12.

C(p̄, Pl) = (|p̄| − sl)2+ (3.12)

where + indicates a ReLU function.
The consistency loss, shown in Equation 3.13, is calculated with

the distance field between the points sampled from the primitives in
the canonical form and the ground truth object.

Lconsistency(∪Pm, O) =
∑
m

Ep∼Pm ||ap ∗ C(p̄;O)||2 (3.13)

where p̄ corresponds to the transformed p, shown in Equation 3.14,
so the sampled points are in the same coordinates as the object. Sam-
pling is done using the re-parametrization trick [25] so the gradient
can be propagated to the primitives’ parameters prediction. ap is a
weighted parameter directly proportional to the face area which the
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point p was sampled from, so larger faces weight more as they are
more visible.

p̄ = R
(
R(p, rm) + tm,−α

)
∗ 1/sm (3.14)

Note that it is computationally expensive to calculate the distance
field of a point with a complex shape like a CAD model, for that rea-
son the preprocessed voxelized representation explained in Section 3.1
is used. The distance field is obtained by indexing the 32x32x32 rep-
resentation getting an approximate distance since it is measured from
the voxel centroid; however, it is good enough for the optimization
process. It evaluates to 0 if the voxel is empty.

Finally, the primitives are post-processed so the ones that have low
volume are removed. As the number of primitives is fixed, for some
cases, there are some that are not required so are predicted in a way
that do not influence the loss function in a negative way.

3.3.5 Training process

As shown in Equation 3.15, all the previous explained losses are added
together and optimized, so the pipeline is trained end-to-end.

In addition, the method is a multi-task predictor that can escalate to
any number of task as long as they can share a common feature vector
and the losses are added together and weighted properly.

Note that, as mentioned in Section 3.1, not all the data contains
the 3D shape information being a weakly-supervised approach. In
that case, the network corresponding to the primitives’ parameters,
the amodal shape network, is not being updated, while the rest of the
pipeline is. It uses a similar approach introduced by Zhou et al. [52].

Ltotal =Lseg + Lcen1 + Lcen2 + Lsize + Lhed + Lcorner+

Lcoverage + Lconsistency

(3.15)

3.4 Evaluation

For 3D object detection, the evaluation metric is Average Precision
(AP) per class. A true positive is considered when Intersection over
Union (IoU) of the predicted bounding box with the ground truth is
over 0.25 as proposed by Song, Lichtenberg, and Xiao [43]. Note that
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the threshold constraint is loose due high occlusions and tight arrange-
ments of indoor objects in a challenging dataset. Finally mean Average
Precision (mAP) is calculated, which corresponds to the mean of AP
for each class where AP is shown in equation 3.16.

AP =
TP

TP + FP
(3.16)

where TP corresponds to true positives which is that the predicted
bounding box has an IoU > 0.25 and FP corresponds to false positives,
otherwise.

For 3D shape prediction the results are evaluated with the cov-
erage and consistency loss explain in Section 3.3.4 showing that the
model generalizes and does not overfit the training data. In addition,
3D IoU and surface-to-surface distance [39] have been used in order
to compare to the state-of-the art method from Zou et al. [54]. Given
a voxelized ground truth model, IoU is calculated based on whether
the voxel center is inside the predicted primitives. Surface-to-surface
distance is computed sampling 5,000 points from the primitives and
ground truth surfaces. The distance is normalized by the diameter of
a sphere tightly fit to the ground truth mesh, so distance 1 would cor-
respond to the object maximum dimension.

All metrics are evaluated on the objects belonging to the NYU Depth
Dataset V2 [41] test set. Ground truth 2D proposals have been used,
so it can be compare to other methods and the algorithm performance
is not dependent on the 2D detector.

3.5 Implementation details

Some key implementation decisions are being discussed in this sec-
tion.

In order to make the algorithm robust to point cloud density, the
points are sampled. After obtaining the frustum point cloud in the
proposal module in Section 3.3.1, 2048 points are sampled. After the
point cloud segmentation in the segmentation module in Section 3.3.2,
512 points are sampled. If the number is lower they are resampled.
For the coverage loss in Equation 3.9, 1000 points are sampled from
the CAD model. For the consistency loss in Equation 3.13, 150 points
are sampled from each primitive.
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As the 3D shape data represents only chairs, the number of used
primitives M is 6 with L = 3 and reduced to 1 at epoch 30.

For training, Adam [24] optimizer has been used with learning rate
10−3 with 0.5 decay each 60k optimization steps. ReLU activation func-
tion and batch normalization [20] has been introduced for all the train-
able layers except the prediction ones with 0.5 decay each 20k opti-
mization steps.

The model has been trained for 200 epochs with batch size 32 dur-
ing 4 hours in a single GTX 1080 Ti GPU.
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Results

The experiments section is divided in three parts. Firstly, in Sections
4.1 and 4.2 the results for both 3D object detection and shape are shown
and the strength and limitations are discussed. These sections are di-
vided in quantitative results, qualitative results and training process.
Finally, in Section 4.3 the qualitative results for real particular captured
data are shown, showing improvements for navigation and collision.

The dataset used for evaluation is NYU Depth Dataset V2 [41], sub-
set of SUN RGBD [43] with 3D CAD annotations by Guo and Hoiem
[14]. For ten classes, it contains 4275 labeled objects with 3D bounding
boxes, using the train/test split proposed by Song, Lichtenberg, and
Xiao [43] which gives 2315 objects for training and 1960 for testing.
Whereas for nineteen classes, it contains 7353 labeled objects, 3983 for
training and 3370 for testing. In order to compare this approach with
more state-of-the-art methods, 3D object detection is also evaluated for
the SUN RGBD [43] dataset composed of ten classes that contains 3267
labeled objects, 15470 for training and 16597 for testing. This project
results are evaluated in the test set of both datasets.

Ground truth 2D proposals have been used, so it can be compare
to other methods and the algorithm performance is not dependent on
the 2D detector.

In this section, the methods introduced in this project are: Detection
only where the algorithm has only been trained for 3D object detection.
Shape only trained only for 3D shape prediction. End-to-end multi-task
trained end-to-end for both 3D object detection and shape prediction.
If not specified, the algorithm has been trained and evaluated for ten
classes of NYU Depth Dataset V2 [41] otherwise it is noted as (19) for

39
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nineteen classes or (sun) for the SUN RGBD [43] dataset.

4.1 3D detection evaluation

In this section the 3D detection is evaluated following AP, explained
in Equation 3.16 and mAP. Note that for the proposed method no data
augmentation technique has been used that would result in better per-
formance.

Three qualitative experiments have been measured: Table 4.1 shows
the comparison between the proposed methods, Table 4.2 shows that
the proposed method outperforms state-of-the-art results in the NYU
Depth Dataset V2 [41] and Table 4.3 shows the performance on the
SUN RGBD [43] dataset.

4.1.1 Quantitative results

First, in this section is compared the performance of the proposed
methods in Table 4.1. The "detection only" method consists on train-
ing only the 3D bounding box prediction while the "end–to-end multi-
task" is the one that both tasks (3D bounding box and primitives) are
trained end-to-end.

Table 4.1: Comparison between the proposed methods.

segmentation
accuracy

centroid size heading vertices mAP

Detection only 76.3% 0.05 0.08 53o 0.19 76.4
End-to-end
multi-task

75.5% 0.05 0.08 52o 0.19 73.4

Segmentation accuracy corresponds to the percentage of points that
are labeled correctly in the segmentation module. Centroid, size, head-
ing and vertices corresponds to the mean squared error of the corre-
spondent prediction, where vertices are calculated by the predicted
values and compared with the ground truth vertices obtain with the
ground truth values.
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This table indicates that it is possible to have a unique feature vec-
tor that represents the latent space for more than one task as the differ-
ence is small, less than 3%.

In Table 4.2 the proposed method is compared with different state-
of-the-art methods for 19 classes of the NYU Depth Dataset V2 [41].
The values corresponding to the objects are AP measurements. Finally
mAP is the average of the results.

Note that this algorithm runs almost as fast as the fastest proposed
by Qi et al. [35] even though that it predicts the shape of the objects in
terms of primitives. This is possible thanks to the common feature vec-
tor and that the networks used for prediction are shallow compared to
the rest of the pipeline. It also obtains state-of-the-art results outper-
forming all the methods compared to in every class but three. The
proposed method supposes a significant improvement in almost ev-
ery class captured in the mAP metric with a 17% improvement over
the best method.

In Table 4.3 the proposed method is compare with different state-
of-the-art methods evaluated for ten classes in SUN RGB-D dataset
[43]. Note that for this dataset, the method Detection only (sun) ob-
tains better results that state-of-the-art methods.

4.1.2 Qualitative results

In this section the qualitative results are shown, both good results
and especially bad results in order to understand the limits of this ap-
proach and what is the intuition about why it fails.

In Figure 4.1, the results for 3D object detection are shown. In the
left side the ground truth 2D proposals are visualized, and in the right
side the results are shown. The ground truth 3D bounding boxes are
characterized in blue. The predicted 3D bounding boxes are displayed
in green or red. Meaning green a correctly placed bounding box (IoU
over 0.25 threshold) and red a misplaced bounding box prediction.

More results can be seen in Appendix C.
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Table 4.2: Comparison with state-of-the-art methods for 19 classes.
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Table 4.3: Comparison with state-of-the-art methods for 10 classes.
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Figure 4.1: Qualitative results for 3D detection. Left: 2D proposals.
Right: 3D results, ground truth in blue, correctly placed bounding box
in green and misplaced bounding box in red.

Both good and bad predictions are shown in Figure 4.1. It is appre-
ciable that for objects that are completely visible like the first chair in
the first image of Figure 4.1, the predictions are usually right.



CHAPTER 4. RESULTS 45

However, when there are occluded (table in second image) or trun-
cated (table in third image) objects, it does not work as expected al-
though that is not always the case, as it obtains good results if it the
object is not heavily hidden.

The most liable predicted parameter is heading. It is off the most
by a mean squared error of 50o as shown in Table 4.1. However, it is
not as wrong to get a false positive, because of the 0.25 IoU constraint.
A false positive is mainly obtained by predicting a wrong size and/or
centroid.

By general rule, the size prediction is fairly good except for some
cases with heavy occlusion or truncation. Centroid prediction is really
accurate thanks to the segmentation and transformation module.

4.1.3 Training process

In this section is shown how the initial values for the heading and size
bins classification are chosen. In addition, the loss function during
training are being shown and discussed.

For obtaining the size bins, it has been obtain each 3D bounding
box length, width and depth size and the mean has been calculated
in a preprocessing step. The data has been separated in S equally big
segments of objects and those division become the bins used for the
method. The distribution and the equally separated splits have been
plot in Figure 4.2a for ten classes.

Similarly, it is done for heading bins and the equally separated
splits have been plot in Figure 4.2b. It has been done in the same way
for nineteen classes too.

(a) Size bins distribution. (b) Heading bins distribution.
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This division helps the method to be more accurate for regression
for objects that have similar size. In addition, it helps to maintain a
balanced dataset for size and heading bin classification as if it would
be if the division had been in equally separated bins of value instead
of equal number of objects.

In Figure 4.3 the losses during training are plotted. Each step cor-
responds to an epoch out of 200. The orange color corresponds to the
training set while the blue color is the validation set corresponding to
the 20 percent of the training data.
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(a) Segmentation loss. (b) Centroid 1 loss.

(c) Centroid 2 loss. (d) Corner loss.

(e) Classification heading loss. (f) Regression heading loss.

(g) Classification size loss. (h) Regression size loss.

Figure 4.3: 3D detection loss functions. Orange corresponds to train set
loss and blue validation set loss. Each value corresponds to an epoch
up to 200.
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It exists overfitting for the segmentation, and the classification both
for heading and for size. This problem would be reduced if data aug-
mentation would be introduced as Qi et al. [35] propose for point cloud
augmentation.

In addition, as Ren et al. [37] propose, it could improve allowing
more than one ground truth for the size and heading classification. Af-
ter all, several values could be valid as it produce a residual regression
and more than one value would work.

4.2 3D shape evaluation

As mentioned before, note that the shape placement position is given
by the centroid predicted by the amodal box network, however, for
evaluation purposes, the ground truth centroid has been used so it is
comparable to other methods. The performance of this project’s ap-
proach is evaluated against the method proposed by Zou et al. [54].

4.2.1 Quantitative results

As explained in Section 3.3.4, shape prediction is optimized with an
unsupervised loss function. In order to show that using a unique fea-
ture vector for multi-task purpose, in Table 4.4 both methods are com-
pared. The "shape only" method consists on training only the primitive
prediction while the "end–to-end multi-task" is the one that both tasks
(3D bounding box and primitives) are trained end-to-end.

Table 4.4: Comparison between the proposed methods.

Coverage loss Consistency loss
Shape only 1.77× 10−3 2.21× 10−3

End-to-end multi-task (19) 2.47× 10−3 2.01× 10−3

End-to-end multi-task 2.48× 10−3 2.25× 10−3

The difference between both methods is insignificant proving again,
that having a unique feature vector does not heavily penalize the per-
formance of a single task.

As mentioned in Section 3.4, shape primitives prediction is eval-
uated with 3D IoU and surface-to-surface distance. Note that high
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values for the 3D IoU are preferred while low values for surface-to-
surface distance are preferred. In Table 4.5 it is shown the comparation
with the state-of-the-art method by Zou et al. [54].

Table 4.5: Comparison with state-of-the-art methods.

3D IoU surface-to-surface distance
Zou et al. [54] ground truth 54.3% 0.037

3D-PRNN [54] 17.1% 0.101
Shape only 73.3% 0.030

End-to-end multi-task (19) 68.3% 0.026
End-to-end multi-task 70.6% 0.027

These results sustain the previous assumption that having a unique
feature vector does not heavily penalize the performance of a single
task, in this case, shape prediction, as the performance difference is
minimal.

The proposed unsupervised method obtains state-of-the-art results
for the metrics introduced by Zou et al. [54]. They proposed a super-
vised approach obtaining their ground truth optimizing a custom en-
ergy function. The proposed method in this project has better results
than their ground truth (first row Table 4.5) which indicates that their
ground truth proposals should be improved.

Related to the unsupervised approach explained in Section 3.3.4,
note that 3D IoU is tied to the coverage loss while surface-to-surface
distance indicates how good the algorithm converges meaning that the
losses have reached an equilibrium and the primitives lay on the edge
of the target object.

4.2.2 Qualitative results

In this section the qualitative results are shown, both for the real dataset
from Silberman et al. [41] and for the synthetic dataset from Wu et al.
[49].

In Figure 4.4, the results for 3D shape prediction for the real dataset
are shown. The primitives appear in green. Note that for better visu-
alization only one object has been shown at a time. More results can
be seen in Appendix D.
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Figure 4.4: Qualitative results for 3D shape in real data. Left: 2D pro-
posals. Right: 3D results, proposed primitives in green.

Both good and bad prediction are shown in Figure 4.4. Following
the same principals that for 3D detection performance, prediction for
completely visible objects are usually right. Both first and third images
are being predict fairly good primitives while the second one, because
heavy occlusion, does not predict a good outcome. However, this last
case would never be a possible use case for the algorithms purpose,
thus, the need for a good quality dataset.

Finally, in Figure 4.5, the results in synthetic data are shown. The
input consists in a partial point cloud sampled from the object seen
from an angle 0 to 180 degrees in the vertical axis and 0 to 90 degrees
in the horizontal axis, so the chair is in a plausible position (assuming
it is always standing up).
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Figure 4.5: Qualitative results for 3D shape in synthetic data. Left: 2D
proposals. Right: 3D results, proposed primitives in green, complete
point cloud in red.

The results in Figure 4.5 are better than in Figure 4.4 because the
environment is invariant and the 3D CAD models are detailed.

Being a data-driven approach, a good quality 3D shape dataset is
required to produce good results. Despite the current datasets, the
results in real data are fairly good and usable for low quality collisions.

4.2.3 Training process

In Figure 4.6 the losses during training are plotted. Each step corre-
sponds to an epoch out of 200. The orange color corresponds to the
training set while the blue color is the validation set corresponding to
the 20 percent of the training data.

(a) Coverage loss. (b) Consistency loss.

Figure 4.6: 3D shape loss functions. Orange corresponds to train set
loss and blue validation set loss. Each value corresponds to an epoch
up to 200.
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It is possible to say that the method converge because both losses
get to an equilibrium meaning that the primitives have stabilized cov-
ering the object and being on its edge.

In addition, it can be said that the algorithm generalizes, as the
validation loss value is really close to the training loss, showing no
overfitting.

Finally, the loss jump in epoch 30 it is due L is reduced to one at
that epoch. The difference between training and validation in the first
30 epoch is because the value for L in the validation loss is always one.

As shown in Figure 3.2b, for training over nineteen different classes,
the 3D bounding box and 3D shape datasets are too unbalanced. In or-
der to overcome this problem and make the training process stable,
in each batch 12 out of 32 data points have been enforced to have 3D
shape information by sampling randomly from the 3D shape dataset
balancing the 3D shape percentage to 40%, similar than for ten classes.

4.3 Captured data

In this Section, the qualitative results for real particular captured data
are shown, showing improvements for navigation and collision.

In Figure 4.7, the region proposal of the captured image is shown.
Mask R-CNN [16] trained in the Coco dataset [30] has been used.

For the classes that the algorithm has been trained, in this case the
chair, a 3D bounding box and its 3D shape assembling primitives are
produce, shown in Figure 4.8.

Having the 3D bounding box labeled with class allows the pos-
sibility of a meaningful navigation through the environment. In the
future, the AR characters will be able to interact with the objects in a
more engaging way, and this is an step forward. Thanks to the 3D ob-
ject detection the AR characters are not constrained to a single plane
any more and can have multi-surface animations.

Having the primitives modeling the shape of the object allow to
have collisions with AR generated content. As shown in Figure 4.8, the
results is not really accurate but it is enough to produce low resolution
collisions with the primitives.

Note that the results will also depend on the 2D region proposal
method. For example, in Figure 4.7, and occluded table appears and it
is not detected.



CHAPTER 4. RESULTS 53

Figure 4.7: 2D region proposal in real particular captured data.

Figure 4.8: 3D object detection and shape prediction in real particular
captured data.
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Conclusion

The work in this project shows that it is possible to predict 3D bound-
ing boxes with semantic labels for 3D object detection and a set of
primitives for 3D shape recognition from multiple objects in a indoors
scene using an algorithm that receives as input an RGB image and its
3D information. It uses Deep Neural Networks with novel architec-
tures for point cloud feature extraction.

The proposed method use a unique feature vector capable of rep-
resenting the latent space of the object that models its shape, position,
size and orientation for multi-task prediction of both 3D bounding box
and shape of the objects in the scene using shared feature, trained end-
to-end with unbalanced datasets and it is scalable for several tasks.

In addition, thanks to the shared features, the algorithm runs in
real time (5 frames per second) in a live video feed to keep up with the
AR application needs.

As shown in Chapter 4, the proposed method generalizes and pre-
dicts good results for unseen objects so it can work in real-world use
cases in indoors environments for the object classes previously trained.
The same method achieves state-of-the-art results for 3D object detec-
tion for the NYU Depth Dataset V2 [41] and 3D shape prediction for
the dataset proposed by Guo and Hoiem [14].

The output predictions are the camera coordinates so the informa-
tion of the 3D environment and can be used by AR applications in or-
der to create more immersive and engaging experiences by introduc-
ing navigation, collision and multi-surfaces animation for AR charac-
ters improving the interaction with the environment, previously im-
possible using traditional methods.

54
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Finally, this project has studied the possible 3D data representation,
both for input and output. Point cloud have been used for input 3D
information as the structure is flexible and easy to obtain. For output,
a set of primitives have been chosen because it is easy to parametrize
them and its simplicity.

5.1 Future work and improvements

This work could introduce new features and improvements that be-
cause time limit constraints were not possible to implement.

The model has been trained for ten and nineteen different classes
and a one-hot class encoding vector has been used to help the net-
works predict differently depending on the class. Further test would
be required to check the performance when the class is unknown being
the class encoding a vector of zeros.

As seen in Section 4.1.3, the training process for 3D detection presents
certain overfitting. As previously discussed, point cloud data augmen-
tation would help to avoid it. Frustums could be flipped over the verti-
cal axis and the depth could be augmented as if the objects were closer
or further.

For 3D object detection, the heading prediction was not as accurate
as expected. In order to improve it, the heading (size could also apply)
classification bin ground truth could increase so there is not only a
single ground truth. At the end, it is feasible to have several ground
truth bins as a residual value is regressed, and more parameters would
be updated in Equations 3.7 and 3.6.

In addition, the size prediction bin could be dependent for height,
width and depth, instead of predicting the mean size of the object. This
would result on predicting more values and more trainable parameters
but it may improve the performance.

Two other approach that would require further modifications would
be to apply a discriminator (similar as used in Generative Adversarial
Networks) in order to predict if the proposed 3D shapes are feasible.
A supervised approach would be needed for 3D shape training or a
way to reconstruct back the object from primitives.

The second approach would be to use temporal information (for ex-
ample Recurrent Neural Networks) as this project aims to make pre-
dictions from a video feed. However, a dataset made out of videos
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should be used instead of single labeled images. In addition, the move-
ment sensor information of the mobile device could be used as input
so the algorithm knows how fast and how the user is moving to get
more information and make better inference.

A better quality dataset would suppose a huge improvement. As
shown in Appendix A, the dataset is composed of really complex scenes.
A dataset with simpler scenes and better quality labels, both for 3D
bounding boxes and 3D shape would help considerably in order to
have use case situations. For AR, heavily occluded objects would be
ignored without any impact. However, in other applications like Au-
tonomous Cars would be required. A high realistic synthetic dataset
would be a desirable choice because the user selects the kind of data is
required and it can escalate to any number of object classes.

Several features that were out of the scope could be added to this
project.

Part segmentation could be added for shape prediction, so, in ad-
dition to predict primitives, each one would be labeled with the corre-
spondent part of the object, for example, a chair consists on legs, seat
and backrest. This feature would allow AR application to have even
more interaction with the environment.

Another feature could be to predict depth from the RGB input so
there would be no need for a depth sensor, being available for anyone
with a device with a RGB camera.

Other applications that could be useful in the scope of AR would be
to introduce style transfer so it would be possible to modify the look of
objects, as for example they would look like they come from another
era. Introducing model retrieval would allow the user to fill the scene
with AR objects similar to the ones that appear allowing to create new
environments. Another option would be to introduce room virtualiza-
tion so it can be used for other applications like Virtual Reality.
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[17] Tomáš Hodaň et al. “SIXD Challenge 2017.” In: (2017).

[18] Binh-Son Hua, Minh-Khoi Tran, and Sai-Kit Yeung. “Point-wise
Convolutional Neural Network”. In: arXiv preprint arXiv:1712.05245
(2017).

[19] Binh-Son Hua et al. “SceneNN: A Scene Meshes Dataset with
aNNotations.” In: International Conference on 3D Vision (3DV) (2016).

[20] Sergey Ioffe and Christian Szegedy. “Batch normalization: Ac-
celerating deep network training by reducing internal covariate
shift”. In: arXiv preprint arXiv:1502.03167 (2015).

[21] Max Jaderberg, Karen Simonyan, Andrew Zisserman, et al. “Spa-
tial transformer networks”. In: Advances in neural information pro-
cessing systems. 2015, pp. 2017–2025.

[22] Hiroharu Kato, Yoshitaka Ushiku, and Tatsuya Harada. “Neural
3D Mesh Renderer”. In: arXiv preprint arXiv:1711.07566 (2017).

[23] Wadim Kehl et al. “SSD-6D: Making RGB-Based 3D Detection
and 6D Pose Estimation Great Again.” In: ArXiv:1711.10006 (2017).



BIBLIOGRAPHY 59

[24] Diederik P Kingma and Jimmy Ba. “Adam: A method for stochas-
tic optimization”. In: arXiv preprint arXiv:1412.6980 (2014).

[25] Diederik P Kingma and Max Welling. “Auto-encoding variational
bayes”. In: arXiv preprint arXiv:1312.6114 (2013).

[26] Ivan Krasin et al. “Openimages: A public dataset for large-scale
multi-label and multi-class image classification”. In: Dataset avail-
able from https://github. com/openimages 2.6 (2016), p. 7.

[27] Jason Ku et al. “Joint 3D Proposal Generation and Object Detec-
tion from View Aggregation”. In: arXiv preprint arXiv:1712.02294
(2017).

[28] Jean Lahoud and Bernard Ghanem. “2D-Driven 3D Object De-
tection in RGB-D Images.” In: International Conference on Com-
puter Vision (ICCV 2017) (2017).

[29] Kevin Lai, Liefeng Bo, and Dieter Fox. “Unsupervised Feature
Learning for 3D Scene Labeling.” In: IEEE International Confer-
ence on Robotics and Automation (ICRA) (2014).

[30] Tsung-Yi Lin et al. “Microsoft coco: Common objects in context”.
In: European conference on computer vision. Springer. 2014, pp. 740–
755.

[31] Wei Liu et al. “SSD: Single Shot MultiBox Detector.” In: ArXiv:1512.02325
(2016).

[32] Qianhui Luo et al. “3D-SSD: Learning Hierarchical Features from
RGB-D Images for Amodal 3D Object Detection”. In: arXiv preprint
arXiv:1711.00238 (2017).

[33] Arsalan Mousavian et al. “3D Bounding Box Estimation Using
Deep Learning and Geometry.” In: ArXiv:1612.00496 (2016).

[34] Charles Ruizhongtai Qi et al. “PointNet++: Deep Hierarchical
Feature Learning on Point Sets in a Metric Space.” In: ArXiv:1706.02413
(2017).

[35] Charles R Qi et al. “Frustum PointNets for 3D Object Detection
from RGB-D Data”. In: arXiv preprint arXiv:1711.08488 (2017).

[36] Charles R Qi et al. “PointNet: Deep Learning on Point Sets for
3D Classification and Segmentation.” In: Conference on Computer
Vision and Pattern Recognition (CVPR) (2017).



60 BIBLIOGRAPHY

[37] Shaoqing Ren et al. “Faster R-CNN: Towards Real-Time Object
Detection with Region Proposal Networks.” In: ArXiv:1506.01497
(2015).

[38] Zhile Ren and Erik B Sudderth. “Three-dimensional object de-
tection and layout prediction using clouds of oriented gradi-
ents”. In: Proceedings of the IEEE Conference on Computer Vision
and Pattern Recognition. 2016, pp. 1525–1533.

[39] Jason Rock et al. “Completing 3D object shape from one depth
image”. In: Proceedings of the IEEE Conference on Computer Vision
and Pattern Recognition. 2015, pp. 2484–2493.

[40] Manolis Savva, Angel X Chang, and Pat Hanrahan. “Semantically-
enriched 3D models for common-sense knowledge”. In: Proceed-
ings of the IEEE Conference on Computer Vision and Pattern Recog-
nition Workshops. 2015, pp. 24–31.

[41] Nathan Silberman et al. “Indoor Segmentation and Support In-
ference from RGBD Images”. In: ECCV (2012).

[42] S. Song and J. Xiao. “Sliding Shapes for 3D Object Detection in
Depth Images”. In: Proceedings of the 13th European Conference on
Computer Vision (ECCV2014) (2014).

[43] Shuran Song, Samuel P Lichtenberg, and Jianxiong Xiao. “SUN
RGB-D: A RGB-D scene understanding benchmark suite.” In: 5
(2015), p. 6.

[44] Shuran Song and Jianxiong Xiao. “Deep Sliding Shapes for Amodal
3D Object Detection in RGB-D Images”. In: (2016).

[45] Shubham Tulsiani et al. “Learning shape abstractions by assem-
bling volumetric primitives”. In: 2 (2017).

[46] Rick Van Krevelen and Ronald Poelman. “A Survey of Aug-
mented Reality Technologies, Applications and Limitations.” In:
Vol. 9 (2010).

[47] Yue Wang et al. “Dynamic Graph CNN for Learning on Point
Clouds”. In: arXiv preprint arXiv:1801.07829 (2018).

[48] Jiajun Wu et al. “MarrNet: 3D Shape Reconstruction via 2.5D
Sketches.” In: Advances In Neural Information Processing Systems
(2017).



BIBLIOGRAPHY 61

[49] Zhirong Wu et al. “3D ShapeNets: A Deep Representation for
Volumetric Shapes.” In: Proceedings of 28th IEEE Conference on
Computer Vision and Pattern Recognition (CVPR2015) (2015).

[50] Danfei Xu, Dragomir Anguelov, and Ashesh Jain. “PointFusion:
Deep Sensor Fusion for 3D Bounding Box Estimation.” In: ArXiv:1711.10871
(2017).

[51] Bo Yang et al. “3D Object Reconstruction from a Single Depth
View with Adversarial Learning.” In: ArXiv:1708.07969 (2017).

[52] Xingyi Zhou et al. “Towards 3d human pose estimation in the
wild: a weakly-supervised approach”. In: IEEE International Con-
ference on Computer Vision. 2017.

[53] Yin Zhou and Oncel Tuzel. “VoxelNet: End-to-End Learning for
Point Cloud Based 3D Object Detection”. In: arXiv preprint arXiv:1711.06396
(2017).

[54] Chuhang Zou et al. “3d-prnn: Generating shape primitives with
recurrent neural networks”. In: The IEEE International Conference
on Computer Vision (ICCV). 2017.



Appendix A

NYU Depth Dataset V2

In this appendix, in Figure A.1, it is shown the difficulty of the NYU
Depth Dataset V2 [41]. It shows heavy occlusions, truncations and too
complex scene compositions. For AR purposes, a more simple dataset
would be preferred.
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Figure A.1: Cherry picked hard samples for 3D object detection be-
cause of occlusions and truncations in NYU Depth Dataset V2 [41].



Appendix B

3D detection method compari-
son

Within the field of 3D object detection several approaches can be used
depending on the input data (RGB-D or RGB) and how it is treated. In
this section three of them (2.5D, 3D and RGB only) are explored and
their comparison can be seen in Table B.1.

Table B.1: Approaches performance comparison

Paper Time (s) GPU AP

2.5D
Deng and Latecki. [10] 0.74 Titan X 40.9 (NYUV2 [41])

Luo et al. [32] 0.22 Titan X 39.7 [41] / 50.7 [43]

3D
Qi et al. [35] 0.12 1080 54 [43] / 70 [13]

Xu, Anguelov, and Jain. [50] 1.3 ? 45,4 (SUN RGB-D [43])
Zhou and Tuzel [53] 0.23 Titan X 65 KITTI [13]

RGB
Kehl et al. [23] 0.1 1080 -

Chabot et al. [3] 0.7 ? 58 KITTI [13]
Mousavian et al. [33] ? ? -
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Appendix C

3D detection qualitative results

In Figure C.1, more results for 3D object detection are shown. In the
left side the ground truth 2D proposals are visualized, and in the right
side the results are shown. The ground truth 3D bounding boxes are
characterized in blue. The predicted 3D bounding boxes are displayed
in green or red. Meaning green a correctly placed bounding box (IoU
over 0.25 threshold) and red a misplaced bounding box prediction.
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Figure C.1: Qualitative results for 3D detection. Left: 2D proposals.
Right: 3D results, ground truth in blue, correctly placed bounding box
in green and misplaced bounding box in red.



Appendix D

3D shape qualitative results

In Figure D.1, more results for 3D shape prediction for the real dataset
are shown. The primitives appear in green.
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Figure D.1: Qualitative results for 3D shape in real data. Left: 2D pro-
posals. Right: 3D results, proposed primitives in green.
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