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Abstract

Sentiment analysis is a sub�eld of natural language processing (NLP)
that attempts to analyze the sentiment of written text. It is is a complex
problem that entails di�erent challenges. For this reason, it has been studied
extensively. In the past years traditional machine learning algorithms or
handcrafted methodologies used to provide state of the art results. However,
the recent deep learning renaissance shifted interest towards end to end deep
learning models. On the one hand this resulted into more powerful models but
on the other hand clear mathematical reasoning or intuition behind distinct
models is still lacking. As a result, in this thesis, an attempt to shed some light
on recently proposed deep learning architectures for sentiment classi�cation
is made. A study of their di�erences is performed as well as provide empirical
results on how changes in the structure or capacity of a model can a�ect its
accuracy and the way it represents and �comprehends� sentences.
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Sammanfattning

Attitydanalys är ett delfält av språkteknologi (NLP) som försöker analyse-
ra känslan av skriven text. Detta är ett komplext problem som medför många
utmaningar. Av denna anledning har det studerats i stor utsträckning. Under
de senaste åren har traditionella maskininlärningsalgoritmer eller handgjord
metodik använts och givit utmärkta resultat. Men den senaste renässansen för
djupinlärning har växlat om intresse till end to end deep learning-modeller.
Å ena sidan resulterar detta i mer kraftfulla modeller men å andra sidan
saknas klart matematiskt resonemang eller intuition för dessa modeller. På
grund av detta görs ett försök i denna avhandling med att kasta ljus på ny-
ligen föreslagna deep learning-arkitekturer för attitydklassi�cering. En studie
av deras olika skillnader utförs och ger empiriska resultat för hur ändringar
i strukturen eller kapacitet hos modellen kan påverka exaktheten och sättet
den representerar och �förstår� meningarna.
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Chapter 1

Introduction

1.1 Objective of thesis

Natural language processing (NLP) is concerned with the task of enabling comput-
ers to process, and ultimately understand human languages. However, this is fairly
complicated to achieve since languages vary from one to another both syntactically
and semantically. For this reason NLP involves distinct tasks that researchers try
to untangle. Some of these are solved with close to human level performance, like
part of speech tagging, while others solutions are still considered inadequate, like
translation or dialogue systems. Although, someone could claim that all tasks are
somewhat relevant and could be solved by a single model, in the past, most of these
problems were solved by separate frameworks which consisted of subroutines that
were optimized separately. As a result, training a model was fairly complicated.
However, the deep learning avalanche changed the way problems are approached
in NLP. At the moment, research is shifting towards models that are possible to
optimize/train end to end and can be used with slight modi�cations for solving
multiple tasks. In particular, there is a speci�c �recipe� which guarantees state of
the art results. That is: embed, encode, attend, predict. Embed stands for using
word embeddings (most of the times pretrained on large corpora). Encode for us-
ing CNNs or RNNs variants in order to transform the embeddings to a new vector
representation. In general, encoding used to mean that from a sentence you get as
an output a single vector containing all the necessary information. This seems a
bit problematic though as �You can't cram the meaning of a whole %&!$# sen-
tence into a single $&!#* vector!� (Ray Mooney 1). Attention (and memory), is a
workaround enabling us to choose which parts of a sentence are more relevant and
prioritize them during encoding. Finally, prediction can be seen as a component
able to change according to our preference but, without a�ecting the way we build
the rest of the modules. So far, everything seems rosy yet, there are still challenges
to face. Deep learning methods lack linguistic foundations in their theory also,

1https://www.cs.utexas.edu/~mooney/

1



2 CHAPTER 1. INTRODUCTION

do not have the strong mathematical foundations previous approaches had and we
frequently resort to model engineering until we �nd a structure that performs well.
Moreover, our models might be state of the art but reasoning or understanding how
a change in our architecture a�ects our �nal prediction is still problematic. In this
thesis we attempt to tackle the interpretation obstacle by varying the structure of
di�erent components and studying their impact on the embedding layer and the
encoding output. As prediction task we use sentiment classi�cation in its primitive
form since it is a core problem of natural language processing that has been studied
extensively and any insight will be useful for di�erent sentence or document classi�-
cation tasks too. At this point it should be noted that we used the phrase sentiment
classi�cation instead of sentiment analysis. The reason is that the models we will
study treat each sentence as belonging to a speci�c class (for example negative or
positive) without seeking to perform any further, more advanced, analysis.

In addition, this thesis will attempt to answer two questions. The �rst is, does
making a deep neural network incrementally more complicated (by adding attention
and memory) provide sensible accuracy improvement or create more sophisticated
representations? In order to answer that we will compare accuracy results and plots
of the sentence space for di�erent model settings. What is more, we will see how
attention and memory apart from accuracy improvements can possibly help our
interpretation of what a model has learned.

As a secondary task we will try to answer whether �ne-tuning a�ects the �-
nal word representations. We do know that �ne-tuning words on a speci�c task
improves overall performance (Kim, 2014) but we do not know how their encap-
sulated semantic information is a�ected. For this reason, we will compare their
scores, before and after �ne-tuning, in several word similarity benchmarks.

1.2 Structure of thesis

In chapter two we go through the pipeline of solving a natural language processing
task along with the theory behind the models used and the creation of an appropri-
ate dataset. In the third chapter the models studied are presented. In chapter four
the experiments performed are described and in the �fth chapter their results are
discussed. Finally, in the sixth chapter the results are summarized coupled with
possible future work.

1.3 Acknowledgements

First of all, I would like to thank my two supervisors, Jussi Karlgren and Magnus
Sahlgren. Their guidance during the past months as well as their suggestions in
�nalizing this text have been really helpful. I thank RISE SICS for providing me
with a working environment. A huge thanks goes to my family for supporting me
all these years. Finally, all computations were performed on resources provided
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by the Swedish National Infrastructure for Computing (SNIC) at PDC Centre for
High Performance Computing (PDC-HPC)

1.4 RISE SICS

This thesis project was conducted in collaboration with RISE SICS2. RISE SICS
is a Swedish research institute for applied information and communication tech-
nology. It is non-pro�t and carries out research in collaboration with Swedish and
international industry and academia.

1.5 Societal aspects

Sentiment analysis or text classi�cation in general, are a branch of Natural Lan-
guage Processing. Therefore, this thesis work can potentially bene�t anyone inter-
ested in algorithms that provide some form of text understanding. What is more,
since the study centered around di�erences in modeling power of several architec-
tures, it can be considered as a tutorial for people curious about how these very
models work.

2https://www.sics.se/
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Background

2.1 Data

2.1.1 Datasets

First of all, if we want to train a model we must have a corpus at our disposal. That
is, large amounts of text appropriate for the task we are trying to solve. However,
acquiring a corpus is not trivial. For example, let us imagine we would like to create
a news dataset of our own. Just to start with, we would need to crawl several web
pages and then try to extract only their text. What is more, if we plan to use our
corpus for a supervised task we would then need to annotate it too. Luckily, for
most of the tasks, we can start working with ready made corpora. Among them
are, Europarl (Koehn, 2005), which contains the European parliament proceedings
in several languages, OpenSubtitles (Tiedemann, 2009) which is a collection of
subtitles from http://www.opensubtitles.org/ and, Gigaword 51 which is an
archive of newswire text data. For sentiment classi�cation there exist pre-annotated
corpora too, like the Stanford Sentiment Treebank (Socher et al., 2013), the Movie
Review Data (Pang and Lee, 2005) and the Large Movie Review Dataset (Maas
et al., 2011), to mention a few.

2.1.2 Feature extraction

In order for a machine learning model to be able to make sense of text we must
transform it to some suitable numeric representation. In this section the two dom-
inant methodologies are discussed, count based methods and embedding-neural
based methods.

1https://catalog.ldc.upenn.edu/LDC2011T07
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Count based methods

Count based methods used to be a quite popular sentence encoding approach due to
their simplicity. Starting with the bag of words model we can represent a sentence or
document as a set whose size is the length of all our dictionary. As a result, we will
have a very long vector with ones (or number of occurrences) in the positions that
represent a word that exists in out data. This representation can be considered
an adjacency matrix as well, where rows represent sentences or documents and
columns words. However, this approach ignores word ordering and grammatical
structures as well as not have a robust way of measuring the importance of words
in our context. The �rst problem can be circumvented using ngrams (Jurafsky
and Martin, 2000). In this case, instead of encoding starting from single words we
use groups of two or more. Doing that can improve greatly our representational
power as can be seen in language modeling. Moreover, in order to incorporate
word importance we can borrow the tf-idf methodology proposed for information
retrieval tasks (Salton and Yang, 1973; Salton and McGill, 1986). Tf-idf assigns a
weight to each word in our sentence based on its frequency (tf) (Luhn, 1957, 1959)
in a speci�c context (sentence) multiplied by its inverse frequency over our whole
dataset (idf) (Jones, 1972). This way, words that are frequent in a sentence but
appear rather rarely in our corpus are considered to carry more weight.

Embedding/Neural based methods

Count based methods provide acceptable results but their size depends on our
dictionary and they don't seem to capture any actual semantic or syntactic infor-
mation. For this reason methods attempting to map meaningfully words into a low
dimensional vector space have been proposed. One such case is using dimensionality
reduction (matrix factorization) based techniques and LSA (Dumais, 2004) which
are based on the distributional hypothesis (Harris, 1954; Firth, 1957) which states
that words that occur in similar context tend to have similar meaning (�You shall
know a word by the company it keeps�). Moreover, there exist probabilistic based
techniques as well, like LDA (Blei et al., 2003) where we assume a document is gen-
erated by a distribution of di�erent topics and we aim at �nding that distribution.
All aforementioned methodologies have strong mathematical foundations and have
been around for a while. However, deep learning (neural nets) emergence a�ected
the way we calculate our word embeddings too. The �rst such attempt dates quite
back (Rumelhart et al., 1988) and has been applied to language modeling by Bengio
et al. (2003). In recent years word2vec (Mikolov et al., 2013) with its two variants,
CBOW and Skip-gram, which are illustrated in �gure 2.1 brought new research in-
terest in the �eld of vector space representations. Both of them are implemented as
feed-forward neural networks where the trainable hidden layer weights represent the
�nal word representations. However, their optimization criterion di�ers. CBOW,
given a sliding window as context, attempts to correctly classify the middle word.
On the other hand, Skip-gram, given the middle word, wants to classify correctly
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words from the context. Both methods take as input words encoded as one-hot
vectors. That is we represent each word as aR jV j� 1 vector (where jV j it the size
of our dictionary) with one at the index of that word in our dictionary and zeros
everywhere else. These approaches work in an iterative fashion which is convenient
if we want to add more words to our vocabulary (V ) or continue training on new
data. Yet, this approach considers co-occurrences of words in an online fashion, one
at a time. Would it not be more convenient to calculate all co-occurrence statis-
tics in a corpus once, in the beginning? Glove (Pennington et al., 2014) follows
this approach. Subsequently the algorithm, iterates over all non-zero entries of the
co-occurrence matrix and models the cost function2 (J ) to be reduced as a least
square problem.

J =
1
2

VX

i;j =1

f (Pij )(uT
i vj � logPij )2 (2.1)

Pij stands for the probability of word j appearing in the context of i . u; v are
word vectors to be learned andf is a function weighting co-occurrences. Other word
vector variants include fastText (Bojanowski et al., 2016) and Dependency-Based
word embeddings (Levy and Goldberg, 2014).

We did mention several ways of training word embeddings but how is it possible
to measure their e�ectiveness qualitatively? Turns out there exist several bench-
marks whose objective is to assess our word vectors. Two of them are WordSim-
353 (Finkelstein et al., 2001) and SimLex-999 (Hill et al., 2014). Both include
several pairs of words accompanied by a number which represents how similar or
related these words really are. These, are considered gold standards and any type of
word vectors which correlates with them is supposedly capturing similarities well.
Even though, all these benchmarks measure similarity or relatedness, they di�er on
how they assess and score pairs of words. As a result, it is not always clear which
benchmark to consider as more appropriate for the task at hand.

Cleaning

We discussed about di�erent word or sentence encoding methods but, we skipped
one important step that takes place normally before, text cleaning (Jurafsky and
Martin, 2000). Here, we try to manipulate our text so that it becomes easier for our
algorithms to encode the most important information. Segmenting text into words
and sentences (tokenization) is fundamental as separating only on white-spaces can
be problematic. For example in the sentence (Socher et al., 2013)

2 In this case, and when training neural network architectures in general, with the term cost
function we mean any function which generates as an output a real number representing how
successful our algorithm was in mapping our training input with its correct output. Our goal then
during training is to minimize as much as possible that real number i.e learn the correct mappings
of our training data.
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Figure 2.1: Word2vec architectures. CBOW predicts the current word based on
its context. Whereas, Skip-gram predicts surrounding words based on the current
word. The context size (a sliding window over sentences) is a hyper-parameter of
the models. Image, courtesy of Mikolov et al. (2013).

Yet another iteration of what's become one of the movies' creepiest conventions, in
which the developmentally disabled are portrayed with almost supernatural powers
to humble, teach and ultimately redeem their mentally �superior� friends, family...

we wouldn't want to count family... or humble, as single tokens. Similarly,
we might need to recognize things such as phone numbers, dates or emails. In
this case we either use regular expressions and replace them with some placeholder
or keep them in our corpus as single tokens. Stop-word removal and infrequent
word removal are measures towards reducing dictionary size and keeping the most
indicative words of the content of a sentence. The intuition here is that words
existing in most of the sentences don't provide much information. However, the case
is the same for words existing only a few times because then our model cannot learn
any intuition from them. Other approaches include, stemming and lemmatization,
where we care mostly about the root of our words. However, apart from tokenization
the rest of the methodologies are not so popular in the deep learning era. Reasoning
is that since we train end to end we root for our models to �understand� i.e do
feature extraction, on their own without some explicit programming.
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2.2 Models

Since sentiment analysis, or text classi�cation in general, can be approached as
a machine learning problem there are numerous algorithms that can be applied.
For example, methods like naive Bayes, SVM, logistic regression, decision trees
or random forests can provide satisfactory results (Liu, 2012). Current research
though has moved towards two main architectures, Convolutional neural networks
and Recurrent neural networks.

2.2.1 Feed forward neural networks

Feed forward (fully connected) networks (Goodfellow et al., 2016) are the simplest
neural network architecture. The idea is we have some dataX as input, which
we multiply with some weights W to get some output Y . So, we have a function
Y = WX + b, where b is a bias, and we want to learn the valuesW that best
approximate our desired output response. In �gure 2.2 is an illustration of such a
network, the only di�erence is that it has two layers of weights W . So, we have
Y = W2� (W1X + b1) + b2. � stands for the sigmoid function, or any other non-
linearity function. These are vital when stacking multiple layers of weights because
if it wasn't for them we would just be doing linear operations and thus our network
could be reduced to a single layer.

According to the universal approximation theorem (Cybenko, 1989) we know
that a neural net with just a single hidden layer can approximate any function.
However, this is not really applicable in real life because we cannot just �nd what
is the actual architecture for every case. As a result, a general rule of thumb is the
deeper the network the more complicated relationships it can learn but again, it
is not trivial how to optimize such networks either. For this reason several more
complicated models have been proposed.

2.2.2 Convolutional neural networks

In contrast to normal feed forward neural networks, Convolutional neural networks
provide local connectivity to our input. They accomplish that by sliding a trainable
weight matrix (�lter) over our whole input. These �lters have width, height and
depth. Furthermore, we can stack multiple layers of convolutions, similar to a nor-
mal network as illustrated in �gure 2.3, as well as use multiple �lters. In addition, it
is quite popular to use a pooling operation (max or average) between layers. That
way we attempt to both reduce the variables of our network as well as keep only
the most important attributes. Finally, since we care about classi�cation, the last
conv layer can be reshaped to a fully connected layer for the �nal output.
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Figure 2.2: Example of a simple neural network. Figure, courtesy of Wikipedia
(2017b)

Figure 2.3: Example of LeNet (Lecun et al., 1998) cnn architecture. Figure, cour-
tesy of Wikipedia (2017a).

2.2.3 Recurrent neural networks

Recurrent neural networks (Rumelhart et al., 1986) 2.4 are ideal for sequence pro-
cessing due to updating their weights in a loop and thus enabling information �ow
between distinct states. In their simplest form they can be modeled by equation 2.2:

ht = tanh(Wx t + Uht � 1) (2.2)

We observe that each new hidden stateht
3 theoretically depends on all past

hidden states and not only to some small window of values like Hidden Markov
models (Baum and Petrie, 1966). As a results this modeling is very powerful.

3 the hidden state and the actual RNN output on each timestep are the exact same vectors
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Figure 2.4: Image of a recurrent neural network together with its unrolled
version. Each outpus ht is a function of the current input x t the previous
state ht � 1 and the trainable weights passed among states. Figure courtesy of
http://colah.github.io/posts/2015-08-Understanding-LSTMs/

Although RNNs are supposed to capture long term dependencies of sequences,
in practice, it is very di�cult to train them successfully. Gated recurrent units
(GRU) (Cho et al., 2014) and Long short term memory (LSTM) units (Hochreiter
and Schmidhuber, 1997) have been designed in a manner that makes it easier for
an RNN to capture these dependencies. In particular, the architecture of a GRU
can be mathematically modeled as:

zt = � (W (z) x t + U(z) ht � 1) (update gate) (2.3)

r t = � (W ( r ) x t + U( r ) ht � 1) ( reset gate) (2.4)

eht = tanh(r t � U(eh) ht � 1 + W (eh) x t ) (new memory state) (2.5)

ht = (1 � zt ) � eht + zt � ht � 1 (hidden state) (2.6)

where each gate has an intuitive explanation. Starting with the update and reset
gates both are vectors with each value representing a probability and are a function
of our input at the current timestep along with the hidden state of the previous
timestep. However, they serve a very di�erent purpose. The update gate tell us
how much of the previous state will be carried forward to our next hidden state.
Whereas, the reset gate is responsible for determining how important is the previous
hidden state to summarizing eht . The new memory gate pays the important role of
combining the previous information we have with our newly observed word. Finally,
our current hidden state, which is what we get as an output in each timestep, is
a function of our previous output and the current memory both weighted by our
update gate.

The LSTM unit on the other hand is slightly more complicated and can be
modeled by the equations:
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i t = � (W ( i ) x t + U( i ) ht � 1) ( input gate) (2.7)

f t = � (W ( f ) x t + U( f ) ht � 1) ( forget gate) (2.8)

ot = � (W (o) x t + U(o) ht � 1) (output gate) (2.9)

ect = tanh(W (ec) x t + U(ec) ht � 1) (new memory cell) (2.10)

ct = f t � ct � 1 + i t � ect (f inal memory ) (2.11)

ht = ot � tanh(ct ) (hidden state) (2.12)

The input gate plays the role of deciding how important is the new memory
to our memory cell whereas, the forget gate determines how much of the previous
memory cell should be carried to the next step. The new memory cell calculation
has comparable functionality to the new memory state of a GRU but without having
inside a reset gate to asses the importance of the input and the hidden state. This
computation is performed by the memory cellct which is then combined with the
output gate in order to calculate which parts of the memory are important and
should be passed as a state for our current timestep.

These are the two cell variants we used but, there are plenty more that have been
proposed over the years which however seem to be more or less equally powerful
(Gre� et al., 2015). In both models all weights are learned jointly during training
using backpropagation.

2.3 Related work

Sentiment analysis is inherently a classi�cation problem. As such, any existing clas-
si�cation method can be utilized. In Liu (2012) a thorough study of methodologies
used over the past years is presented. Pang et al. (2002) �rst took a machine learn-
ing approach and tried to classify movie reviews, positive or negative. Their paper
compares di�erent set ups of traditional supervised algorithms like SVM (Joachims,
1999) and naive Bayes (Lewis, 1998). However, numerous handcrafted techniques
have been proposed over the years too. Subasic and Huettner (2001) use a lexicon
together with fuzzy techniques whereas, Dave et al. (2003) employ a scoring method
of words, based on annotated reviews, in order to classify new sentences. What is
more, unsupervised techniques have been explored too. Turney (2002) introduces a
simple algorithm which uses part of speech tagging to extract phrases from a sen-
tence. Subsequently, measures their semantic orientation (positive/negative) using
PMI-IR (Turney, 2001) and �nally, classi�es the sentence by averaging the scores
of all phrases.

Moving to recent years, deep learning emergence (Schmidhuber, 2015; Lecun
et al., 2015) has a�ected sentiment analysis too. Currently, most approaches use
convolutional neural networks (Lecun et al., 1998) or recurrent neural networks
(LSTMs variants speci�cally (Hochreiter and Schmidhuber, 1997)) combined pos-
sibly with attention or and memory mechanisms. One such example, which we will
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present extensively later, was proposed by Kim (2014). In this paper, a sentence is
convolved similarly to an image by kernels of variable size, acting as ngram �lters.
Afterwards, the representation produced by each kernel is max-pooled aiming in
keeping only the most important features. Finally, all pooled values are concate-
nated in a single vector that is fed to a fully connected layer for the �nal classi�ca-
tion. Even though this method is simplistic and straightforward to implement, it
provides results really close to what is currently state of the art. Zhang and Wallace
(2015) performed a thorough study on the e�ects of di�erent hyper-parameter set-
tings too. In addition, numerous other architectures based on convNets have been
proposed (Kalchbrenner et al., 2014; Lei et al., 2015; dos Santos and de C. Gatti,
2014).

Although convolutional networks seem to work �ne for sentiment classi�cation, a
sentence is essentially a sequence. As a result, it is natural to believe that recurrent
neural networks should be able to perform well. The simplest probably methods one
can try, initially, is to train a LSTM model as described in Graves (2012). From this
network you can assume its last hidden state is a representation of your sentence
and do inference. For example by passing it through a fully connected layer or
an average pooling layer. What is more, you can follow a similar procedure but
instead of a plain RNN use a Bidirectional, (Schuster et al., 1997; Graves et al., 2013)
which has the advantage of passing a sentence though the network both forward
and backward. Moreover, similarly to stacking fully connected layers we can stack
(Graves et al., 2013) LSTM layers in order to increase the learning capacity of our
model or try other variants (Wang et al., 2015). A di�erent modeling technique
is Recursive Neural Tensor Networks (RNTN) explored by Socher et al. (2013).
In this case the goal is to capture the compositionality of a sentence using a tree
structure. An improved version named Tree-LSTM was introduced by Tai et al.
(2015). Furthermore, it is also possible to combine the virtues of convolutional and
reccurent layers in single models with sometimes improved results (Lai et al., 2015;
Bradbury et al., 2016)

All previous methods assumed we were working on word level. However, it is
possible to work on character level using either convNets (Zhang et al., 2015) or
byte-level recurrent language models (Radford et al., 2017) with surprisingly good
results!

In the last few years, ways to enhance the abilities of the aforementioned two
traditional architectures have been explored. The ones standing out for the moment
are attention and memory mechanisms. The advantage of these approaches are that
by putting a probability distribution on top of our input we can train our model to
understand which parts (words/pixels) it needs to focus more in order to get the
right result. At the moment, and to the best of my knowledge, networks taking
advantage of these features provide impressive results not only in text classi�cation
(Kumar et al., 2015; Yang et al., 2016), but among others, machine translation
(Bahdanau et al., 2014), question answering (Xiong et al., 2016) and algorithmic
inference (Graves et al., 2014).



Chapter 3

Approach

3.1 Models

In this chapter the models studied are presented in more depth.

3.1.1 Convolutional Neural Networks

One of the �rst deep learning breakthroughs was when AlexNet (Krizhevsky et al.,
2012), a ConvNet architecture, won the ImageNet challenge (Russakovsky et al.,
2014) by a great margin. ConvNets are great for classifying images, among other,
due to their ability to learn/encode locality and invariance information. Due to their
success di�erent models have been proposed for NLP tasks too. One such model, as
mentioned previously, doing1D convolutions was proposed in Kim (2014) and the
actual model can be seen in �gure 3.1. Initially, we map each word of a sentence
into a �xed embedding vector. Speci�cally, we can use pretrained embeddings, do
a random initialization or some combination that we pass as di�erent channels. In
our case we tried the aforementioned embeddings with and without �ne-tuning the
vectors as well as initializing them randomly. The next steps are straightforward
as we just use di�erent amount and sizes of �lters to convolve, use max pooling
over each �lters output and �nally concatenate all these values to a fully connected
layer used for classi�cation.

3.1.2 Attention

Usually, in NLP, for any kind of classi�cation task using RNNs, what we do is either
use the last hidden state and pass it through a fully connected layer with a softmax
output or do some combination (normally average or max pooling variants) of all the
outputs which we feed accordingly to a fully connected layer. These architectures
work quite well. Nevertheless, it would be useful if we could have an intuitive and
interpretable way to combine our outputs. Using attention we achieve just that
by enforcing weights to the outputs that represent a probability distribution. One

13
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Figure 3.1: Model architecture with two channels for an example sentence. Image,
courtesy of Kim (2014).

Figure 3.2: A feed forward attention mechanism. Image, courtesy of Ra�el and
Ellis (2015).

such example, which was implemented, is presented by Ra�el and Ellis (2015) and is
shown in �gure 3.2 . In this case all the rnn states are passed through a multilayer
network giving as a weight � i for each state. Subsequently, the �nal sentence
representation c is calculated as the weighted sum of the statesc =

P T
i =1 ai hi . As

a result, our model can pick which states (words) are more important for correctly
classifying a sentence. Although, this method generally provides good results it can
be considered a bag of words variant. Hence, a second approach proposed by Xiong
et al. (2016) which calculates the weightsai in a similar manner but creates the �nal
sentence using an RNN with modi�ed GRU cells (attentionGRU) was implemented
too. Speci�cally, equation (2.6) is changed toht = at � eht + (1 � at ) � ht � 1. As a
result, we no longer have an update gate since attention takes care of that.
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Figure 3.3: DMN modules and how they interact with each other. Image, courtesy
of Kumar et al. (2015).

3.1.3 Dynamic memory networks

Dynamic memory networks (Kumar et al., 2015; Xiong et al., 2016) can be thought
as an RNN ensemble where each RNN is responsible for a speci�c task. In �gure
3.3 is an overview of how the di�erent modules interconnect. The input module
is an RNN that encodes our sentence into facts (hidden states of the RNN)f i .
Accordingly, the question module consists of an RNN which encodes our question
q. The episodic memory module is a combination of two parts. An attention
mechanism and a memory update mechanism. The later takes as input the question
and the attended state c and produces a new representationmt (memory) for our
sentence. In detail, the attention weights � i are calculated as:

zt
i = [ f i � q; f i � mt � 1; jf i � qj; jf i � mt � 1j] (3.1)

Z t
i = W (2) tanh(W (1) zt

i + b(1) ) + b(2) (3.2)

at
i = sof tmax (Z t

i ) (3.3)

We observe attention is a function not only of our sentence but of the question and
the previous memory as well. What is more, each memory update is calculated as1:

mt = ReLU (W t [mt � 1; ct ; q] + b) (3.4)

Finally, the answer module consists of another RNN or just a fully connected layer,
which takes the last memory produced and outputs the answer.

3.2 Datasets

For the purpose of model assessing pre-annotated datasets were used. Summary
statistics of them are provided in table 3.1

1 In the actual implementation tanh was used instead of ReLU
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Table 3.1: Summary statistics for the two datasets used. Sizes are given in number
of sentences. However, the dataset is provided at phrase level. As a result, all
accuracy scores reported (both here and in all published papers) were achieved by
training on phrase level and assessing only on sentence level. Taking advantage of
phrases increases greatly the size of the training set.

Dataset classes Train Validation Test

SST-f 5 8544 1101 2210
SST-b 2 6920 872 1821

� Stanford Sentiment Treebank (SST-f) An updated version of the Movie Re-
view Data introduced in Pang and Lee (2005). It contains �ne-grained labels
(very negative, negative, neutral, positive, very positive) and was introduced
in Socher et al. (2013).

� Stanford Sentiment Treebank (SST-b) A Binary version of SST-f with all
neutral sentences removed.

3.3 Pretrained vectors

As word representations the folowing pretrained word embeddings were used:

� GLOVE 2 (Pennington et al., 2014)

� Word2vec3 (Mikolov et al., 2013)

� FastText 4 (Bojanowski et al., 2016)

� Dependency-Based Word Embeddings5 (Levy and Goldberg, 2014)

3.4 Tools

All deep learning models were built using tensorlfow (Abadi et al., 2015) which �is
an open source software library for numerical computations using data �ow graphs�.
Python (Rossum and Drake, 2006) was used for the implementation.

2https://github.com/stanfordnlp/GloVe
3https://drive.google.com/file/d/0B7XkCwpI5KDYNlNUTTlSS21pQmM/edit
4https://github.com/facebookresearch/fastText/blob/master/pretrained-vectors.md
5https://levyomer.wordpress.com/2014/04/25/dependency-based-word-embeddings/



Chapter 4

Experiments

4.1 Models

The following model variants were studied:

� CNN: convolutional neural network similar to the one di�ned in Kim (2014) .

� RNN-GRU: a bidirectional RNN network using GRU cells. Only the last hid-
den state is used for classi�cation.

� RNN-LSTM: a bidirectional RNN network using LSTM cells. Only the last
hidden state is used for classi�cation.

� GRU-attS: a bidirectional RNN using GRU cells and weighted sum attention
over its outputs.

� GRU-attGRU: a bidirectional RNN using GRU cells and calculating the �nal
sentence representations using an RNN with attentionGRU cells.

� DMN-1: Dynamic memory network with one episode.

� DMN-2: Dynamic memory network with two episodes.

4.2 Embeddings

In order to qualitative measure distinct architectures this report centers around two
central components. These, are the word embedding layer and the sentence repre-
sentation layer. Usually, when training a model for sentiment analysis we represent
each sentence as a sequence of word embeddings which are either pretrained or ini-
tialized randomly. What is more, during training we can choose between �ne-tuning
them jointly with the rest of the model or not. Empirical studies show pretrained
vectors help with over-�tting and enable us to achieve better accuracy. However,
does �ne-tuning a�ect much the �nal word representations? To answer that we

17
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compare SimLex-999 (Hill et al., 2014), SimVerb (Gerz et al., 2016), Rare Word
(RW) (Luong et al., 2013), MEN (Bruni et al., 2014) and WordSim-353 (Finkelstein
et al., 2001) scores of vectors before and after training in order to asses the quality
of the �nal embeddings. The ultimate goal of a network is to represent sentences in
space in a manner which will allow to easily discriminate among di�erent classes.
To study their training process we will provide, among others, plots of the sentence
space or the attention probabilities and try to reason as to how models di�er from
one to another.

4.3 Training procedure

For all tested architectures the same training procedure was followed. Each model
was trained for maximum 200 epochs with early stopping if the validation accuracy
hadn't improved for 20 epochs. No hyper-parameter optimization of the models
was performed due to training time limitation. As a result, default values or values
reported in the corresponding papers were used. Dropout of0:5, mini-batches of
size120 and the Adam (Kingma and Ba, 2014) optimization rule were utilized for
all models. Speci�cally, for the RNN variants all hidden state vectors had 300
dimensions like the word embeddings used as input to the networks. What is more,
unless otherwise stated, all word vectors were initialized using Glove1 and �ne tuned
on the training data.

1Wikipedia 2014 + Gigaword 5 (6B tokens, 400K vocab, uncased, 300d vectors) http://nlp.
stanford.edu/data/wordvecs/glove.6B.zip



Chapter 5

Results

5.1 Networks accuracies

Although no hyper-parameter optimization was performed, test accuracies of the
models built are presented in table 5.1. Table 5.2 provides scores of similar mod-
els as reported in their corresponding papers. Overall, even though the models
developed during the span of this thesis do not have similar scores to their counter-
parts (probably due to architecture variations and hyper-parameter settings) they
score quite close to state of the art. Moreover, utilizing memory and attention im-
proved results but Dynamic memory networks did not perform considerably better
compared to much simpler models. Over all word embedding initializations, GloVe
seemed to work consistently better and LSTM cells slightly outperformed GRU cells
as has been observed in other natural language processing tasks, like translation
(Britz et al., 2017).

5.2 Word embeddings

Table 5.3 shows results of our models in �ve similarity benchmarks. What is more,
in tables 5.4 and 5.5 the sub-scores of WordSim353 and SimVerb-3500 are displayed
accordingly. In general, �ne-tuning vectors seems to improve even marginally Spear-
man correlation. However, we observe that high scores in benchmarks don't nec-
essarily translate to high accuracy scores. That's not too surprising since most of
the compared words do not entail sentiment and thus cannot provide some quali-
tative measurement based on our task. Simlex-999 is possibly the most sentiment
oriented benchmark because it considers pairs such as bad-terri�c and great-awful
to be completely dissimilar whereas, wonderful-great or bad-terrible have high sim-
ilarity ratings.
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Table 5.1: GRU-attGRU-word2vec : RNN using GRU cells, word2vec pretrained
word vectors and incorporating attention into the �nal sentence representation using
an RNN with attGRU cells. GRU-attGRU-deps : RNN using GRU cells, pre-
trained Dependence based word embeddings and incorporating attention into the
�nal sentence representation using an RNN with attGRU cells. GRU-attGRU-
fastText : RNN using GRU cells, fastText pretrained word vectors and incorpo-
rating attention into the �nal sentence representation using an RNN with attGRU
cells. CNN-non-static : Convnet �netuning Glove vectors. CNN-multichannel-
5: Convnet �netuning GloVe, word2vec, fastText, Dependency-based and random
vectors simultaneously.

model SST-f SST-b

GRU-attS 49.45 86.49
GRU-attGRU 50.09 85.33
GRU-attGRU-word2vec 48.14 83.80
GRU-attGRU-deps 45.65 82.81
GRU-attGRU-fastText 48.41 83.52
DMN-1 50.09 86.21
DMN-2 48.91 86.93
RNN-GRU 48.91 86.49
RNN-LSTM 49.41 86.16
CNN-multichannel-5 45.06 84.07
CNN-non-static 42.62 83.58

Table 5.2: Test accuracies on Stanford Sentiment Treebank. DMN: Kumar et al.
(2015). CNN: Kim (2014).

model SST-f SST-b

DMN 52.1 88.6
CNN-rand 45.0 82.7
CNN-static 45.5 86.8
CNN-non-static 48.0 87.2
CNN-multichannel 47.4 88.1
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Table 5.3: Results of our trained models in word similarity benchmarks. Spearman
correlation was calculated only for words that existed in SST-f.Glove , word2vec ,
deps and fastText represent the initial scores of our pretrained word vectors.

Model SimVerb MEN RW WS-353 Simlex

GRU-attS 0.184 0.737 0.533 0.527 0.326
GRU-attGRU 0.184 0.733 0.538 0.521 0.325
GRU-attGRU-word2vec 0.28 0.751 0.671 0.627 0.349
GRU-attGRU-deps 0.208 0.657 0.503 0.569 0.302
GRU-attGRU-fastText 0.239 0.753 0.631 0.652 0.316
DMN-1 0.183 0.733 0.539 0.519 0.326
DMN-2 0.181 0.734 0.533 0.526 0.319
RNN-GRU 0.181 0.734 0.537 0.526 0.319
RNN-LSTM 0.184 0.735 0.532 0.527 0.331
CNN-non-static 0.18 0.735 0.524 0.528 0.316
Glove 0.172 0.73 0.524 0.531 0.303
word2vec 0.27 0.75 0.68 0.629 0.32
deps 0.201 0.715 0.618 0.645 0.249
fasttext 0.212 0.754 0.646 0.672 0.269

Table 5.4: Sub-scores of WordSim-353 word similarity task.

Model Similarity Relatedness Overall

GRU-attS 0.573 0.453 0.527
GRU-attGRU 0.571 0.444 0.521
GRU-attGRU-word2vec 0.696 0.489 0.627
GRU-attGRU-deps 0.668 0.439 0.569
GRU-attGRU-fastText 0.648 0.561 0.652
DMN-1 0.571 0.442 0.519
DMN-2 0.573 0.448 0.526
RNN-GRU 0.571 0.449 0.526
RNN-LSTM 0.581 0.447 0.527
CNN-non-static 0.574 0.451 0.528
Glove 0.576 0.455 0.531
word2vec 0.695 0.498 0.629
deps 0.677 0.556 0.645
fastText 0.664 0.594 0.672
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Table 5.5: Sub-scores of SimVerb-3500 word similarity task.

Model Synonyms Antonyms Hyper/Hyponyms Cohyponyms None All

GRU-attS 0.141 -0.054 0.079 -0.231 0.222 0.184
GRU-attGRU 0.142 -0.063 0.072 -0.223 0.225 0.184
GRU-attGRU-word2vec 0.221 -0.027 0.192 -0.003 0.303 0.28
GRU-attGRU-deps 0.202 -0.04 0.109 -0.021 0.206 0.208
GRU-attGRU-fastText 0.156 -0.024 0.186 -0.047 0.282 0.239
DMN-1 0.143 -0.063 0.069 -0.228 0.224 0.183
DMN-2 0.138 -0.05 0.074 -0.227 0.224 0.181
RNN-GRU 0.137 -0.057 0.079 -0.23 0.22 0.181
RNN-LSTM 0.14 -0.055 0.074 -0.231 0.224 0.184
CNN-non-static 0.143 -0.058 0.078 -0.228 0.218 0.18
Glove 0.136 -0.073 0.078 -0.23 0.212 0.172
word2vec 0.218 -0.054 0.215 0.003 0.294 0.27
deps 0.173 -0.098 0.142 -0.054 0.22 0.201
fastText 0.144 -0.06 0.19 -0.055 0.259 0.212

5.3 Sentence embeddings

5.3.1 Sentence representation

In �gures 5.1, 5.2, 5.3 and 5.4 sentence representations from di�erent models trained
in the �ne-grained version of Stanford Sentiment Treebank are illustrated1,2 . Top
plots are colored based on class value starting from red/very negative/class0 to
blue/very positive/class 4. In addition, inner color corresponds to network's predic-
tion and the outer circle to the actual class. Bottom �gures, portray the network's
con�dence. All �gures use the same four intervals i.e(0:5; 0:625; 0:75; 0:875). Usu-
ally, It is not completely clear how to interpret T-SNE visualizations (Wattenberg
et al., 2016). However, there are interesting aspects to consider. As expected, Pos-
itive and negative labels are clustered closer together accordingly with the neutral
class being somewhere in between them. Generally, none of the networks is too
con�dent about its predictions since they allocate considerable mass to nearby sen-
timent classes. Nevertheless, sentences with lots of adjectives or relatively small in
length are clustered together and usually classi�ed correctly with high con�dence.
On the other hand, long sentences with complex meanings and negations seem
closer in space but the models are highly undecided over them.

Let us now check closer the very negative cluster at the bottom of �gure 5.1.
It contains sentences such as: �a thrasy, exploitative, thoroughly, unpleasant ex-
perience�, �an instant candidate for worst movie of the year�, �rambles on in a
disjointed, substandard fashion from one poorly executed action sequence to the
next� and �so stupid, so ill conceived, so badly drawn, it created whole new levels

1The plots were inspired by the blog-post Learning when to skim and when to read https:
//metamind.io/research/learning-when-to-skim-and-when-to-read

2 Interactive versions of all sentence representations are available at https://www.dropbox.
com/sh/xy0knb4p60i1z91/AAAzfB6CY7t2fP7MTT9DYRUMa?dl=0
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of ugly�. We observe sentences with an abundance of negative adjectives which are
easily understood by our model. Interestingly, in the same cluster are ambiguous
sentences that were classi�ed as very negative but, our gold standard placed them
in the negative class. For example the sentences: �arguably the year's silliest and
most incoherent movie�, �never engaging, utterly predictable and completely void
of anything remotely interesting or suspensful� and �dreary, highly annoying 'some
body' will appeal to no one� among others. In general there are several dubious
labels in the dataset. Another example is the sentence �It's somewhat clumsy and
too lethargically paced � but its story about a mysterious creature with psychic
abilities o�ers a solid build-up, a terri�c climax, and some nice chills along the
way.� which is supposed to be negative and the network classi�ed it as positive or,
�an extraordinary swedish �lm about the soul adventure of marriage the kind of
intimate and character driven �lm that bille august does best� which according to
the network is very positive and not neutral. Disagreeing with the gold standard
is normal. However, it also makes evident that our qualitative analysis between
models cannot be based solely on benchmark scores.
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