
IN DEGREE PROJECT MEDIA TECHNOLOGY,
SECOND CYCLE, 30 CREDITS

,  STOCKHOLM SWEDEN 2017

Visualizing Probabilistic 
Demographic Predictions in 
Swedish Municipalities

A Multidimensional Broad Intermediate-term 
Case Study

KEVIN WHITTAKER

KTH ROYAL INSTITUTE OF TECHNOLOGY
SCHOOL OF COMPUTER SCIENCE AND COMMUNICATION



Sammanfattning 
 

Förståelse för demografin samt hur den utvecklas över tid är kritisk för kommuners planeringsarbete. Detta examensarbete 

syftar till att utvärdera hur interaktiv informationsvisualisering kan hjälpa kommuntjänstemän i deras arbete med 

befolkningsprognoser. Under en tioveckorsperiod utvecklades ett gränssnitt för visualisering av historisk och prognostiserad 

data. Detta skedde i tätt samarbete med tio expertanvändare hos tre olika kommuner i Sverige. Datamängden bestod av cirka 

två miljoner datapunkter. Prototypen exemplifierar hur en informationsvisualiseringsapplikation kan implementeras med en 

MVC-arkitektur. Prototypen utvecklades och designades enligt kända principer inom informationsvisualisering och människa-

dator-interaktion. Den inledande behovsanalysen slog fast att de tre mest grundläggande parametrarna var ålder, år samt 

område. Utöver detta lades stort fokus på att visualisera osäkerheten i prognostiserad data. Studien avslutades med en 

utvärdering av prototypen i förhållande till användarnas nuvarande arbetsmetoder. Detta skedde med både kvalitativ och 

kvantitativ analys. Deltagarna presterade i snitt 4.7 gånger snabbare med prototypen. Ingen skillnad av statistisk signifikans 

kunde observeras gällande lösningsgrad utav uppgifterna. Samtliga deltagare hävdade att prototypen skulle underlätta deras 

arbete. Prototypens inverkan diskuteras utifrån dess förmåga att förbättra effektivitet, förståelse, kommunikation samt 

utforskning av data.  
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ABSTRACT 

Understanding the demographics of a municipality and how 

it changes over time is crucial to the municipal development. 

This master’s thesis aims to evaluate how interactive 

Information Visualization can aid civil servants in their work 

with demographic predictions. Over a period of ten weeks a 

prototype interface, for visualizing historic- and predicted 

demographic data, was developed in close cooperation with 

ten expert users at three different municipalities in Sweden. 

The dataset consisted of some two million data points. The 

prototype exemplifies how a generic Information 

Visualization application can be implemented with a Model 

View Controller architecture. Development and design was 

driven by known Information Visualization principles and 

Human-Computer Interaction heuristics. The initial needs 

analysis concluded the most essential parameters of the 

dataset to be age, year and region. In addition to these three 

parameters emphasis is put on visualizing uncertainty in the 

predicted data. The study ended with an evaluation of the 

prototype against the participants’ current practices. The 

evaluation employed both qualitative and quantitative 

analysis. On average, the participants performed 4.7 times 

faster with the prototype. There was no significant difference 

in success rate. All of the participants claimed that the 

prototype would make their jobs easier. The impact of the 

prototype is discussed in terms of improved efficiency, 

comprehension, communication and exploration of the 

dataset. Furthermore a list of nine usability issues and six 

desired features was compiled. 

Author Keywords 

Information Visualization; Demography; Municipal 

development; Model View Controller;   

GLOSSARY 

nyko (key code area) -  A six-leveled hierarchy of coded 

administrative regions. 

nyko6 - The most detailed level of nyko 

1. INTRODUCTION 

Municipalities are the outermost instance of government. It 

is the civil servants, in the municipalities, who plan and 

implement development of our society at the lowest level. 

Where will we have a new residential area? Where will there 

be a new school or a nursing home? The type of services 

required in certain areas is, of course, determined by the 

people residing in the area. The size of the relevant cohort 

determines the extent of the services requried. The primary 

means to finance the services is derived from income 

taxation. Understanding the demographics of a municipality 

and how it changes over time is crucial in municipal 

development. Accurate population predictions are vital. 

Oversights in municipal planning can have dire 

consequences. As an example, when the residential area 

Hammarby Sjöstad was built in Stockholm around 2010, it 

was expected to mostly attract the elderly. Instead, a lot of 

young families moved in. Since this influx was not expected, 

there were barely any schools in the area. Portable buildings 

had to be rented to form temporary schools while more 

permanent solutions were being planned and implemented. 

This was both financially costly and a source of public 

dissatisfaction. Politically, such a scenario is a disaster. Still, 

this situation is manageable, whereas the same type of 

shortcomings within elderly care may result in lost lives.  

Population predictions are complicated both to produce and 

to interpret. This study focuses on the latter. More 

specifically, it focuses on how interpretation of the statistics 

can be helped by interactive Information Visualization. This 

involves assessing the needs of the civil servants and custom 

building an interface to address those needs. What are the 

most important aspects of the statistics? What visual 

structures are best suited to represent those aspects? What 

interaction is needed to provide swift navigation between 

details and overview? The challenge lies not only in 

providing answers to these questions, but also in 

implementing and evaluating the solution.  

1.1 Information Visualization Overview 

Information Visualization has been defined by Card et al. [3] 

as “the use of computer-supported, interactive, visual 

representation of data to amplify cognition”. Cognition, in 

this case, refers to the ability to gain knowledge regarding a 

certain dataset. Amplified cognition can manifest by 

reducing the effort, be it time or mental strain, required for a 

user to gain a certain insight. It can also lead to insights that 

would otherwise have been unavailable to the user. The goal 



of Information Visualization, per this definition, is to 

facilitate the user in exploration and analysis of data. As a 

consequence, it should be an effective tool for expert users 

to share insights with a less knowledgeable audience. 

Vision is our dominant sense. It has been estimated to have 

a bandwidth of 100 Mb/s. This is far greater than, for 

example, our hearing, which has a bandwidth of 100 b/s. 

Visuals also have the ability to “act as a temporary storage 

area for human cognitive processes” [7]. This implies that 

breaks in the visual input can lead to cognitive disruption. In 

Information Visualization, interactivity combined with 

animations ensures continuity in the visual input. The 

seminal paper “The eyes have it” by Ben Shneiderman [12] 

coins the Visual Information Seeking Mantra: Overview first, 

zoom and filter, then details-on-demand. This mantra is 

constructed from Shneiderman’s typology of high-level tasks 

in Information Visualization applications. It is a guideline for 

how such an application should be designed in order to 

maximize efficacy.  

While the Visual Information Seeking Mantra is excellent for 

designing high-level interaction, it does little to help with the 

actual implementation of a visualization. For this purpose, 

there is Chi’s [5] visualization pipeline (Figure 1). The 

pipeline consists of four data stages: raw data, prepared data, 

focus data and geometric data. First, the raw data is analyzed 

and irrelevant data sets are discarded. From this, now 

prepared data, focus data is filtered out. This is the data that 

is relevant for the specific visualization at hand. The focus 

data is then mapped to the dimensions of a visual 

representation. Finally, we are left with geometrical data that 

can be rendered into an image. 

 

Figure 1. Chi’s visualization pipeline. 

Geovisualizations, such as interactive maps, have been a 

research topic for decades and, in a sense, gave birth to the 

field of Information Visualization. Geovisualization tools, 

however, tend to be niched and assume that geospatial 

analysis is the user’s primary task. There is a strong argument 

in favor of an increasing need for tools that support 

geovisualization as well as other visual representation 

modules, especially when it comes to decision support 

systems [11]. Such a tool would not be aimed at Geographic 

Information System (GIS) specialists, but rather users who 

work with data that happens to be geo-oriented.  There is also 

a call for more studies that investigate the impact of custom-

made Information Visualization [13]. This study aims to 

satisfy both of these needs. 

1.2 Visualizing Demographics 

Chang et al. [4] developed a tool called UrbanVis (Figure 2). 

UrbanVis visualizes demographics within cities, but 

geographically the scale is similar to a Swedish municipality. 

Chang et al. identified a need of presenting data in multiple 

resolutions and in order to achieve this, UrbanVis utilizes a 

special algorithm to group buildings and neighborhoods into 

clusters. This proved useful to users who had not worked 

with any kind of sub-regions before. For experts who were 

already used to working with administrative regions, such as 

zip codes and school districts, it was confusing. UrbanVis 

visualizes a great number of demographic parameters. 

According to the study, this was far superior to the single 

variable visualizations encountered in previous urban 

planning tools. Many of these parameters are not relevant 

and/or available in a Swedish context. In this study available 

variables are reduced to the most essential.  

A state-of-the-art analysis was conducted by looking into the 

population prediction reports that municipalities utilize 

today. The prognoses are typically presented in the form of a 

paper report with some diagrams of the overall population in 

the municipality. The reports do not contain visualizations of 

more localized data. Some municipalities use a tool called 

Demos, developed by Visma [15], which provides a web 

interface through which it is possible to generate 

visualizations on a more detailed level. This tool is 

interactive but the visualizations it provides are not, they are 

but static images on a computer screen. These visualizations 

could be considered less interactive than having the same 

static image on paper as the paper allows some physical 

interaction such as rotating, zooming (bringing the paper 

closer to your eyes), cutting and folding [16]. In other words, 

it is not well-implemented Information Visualization. 

During this state-of-the-art analysis, I did not find any 

municipality-level visualizations that utilized a map. This is 

odd since the data being visualized and the decisions that are 

to be supported, are heavily localized. In larger geographical 

scopes, such as national or global, choropleth maps, i.e. maps 

with statistical values represented by the color of the region, 

are common. 

Furthermore, I find the representation of uncertainty in 

population prediction visualizations to be lacking. Some 

present a high- and a low-level scenario, but these are 

visually represented as discrete alternatives, rather than 

upper and lower boundaries of some confidence interval. 

MacEachren et al. [10] highlight the importance of 

understanding the type of uncertainty in order to visualize it 

in an appropriate way. They present a summary of 

frameworks available for visualizing uncertainty in 

geospatial data. One of the methods described by 

MacEachren is to use color saturation as an indicator of 

certainty. Visualizing uncertainty information has been 

shown to impact decision making and the choice of visual 

representation determines to what extent it does [6]. 



1.3 Human-Computer Interaction 

Interaction design should be given a great deal of 

consideration when implementing an Information 

Visualization application. After all, we have defined 

Information Visualization as being interactive. If the 

interactivity is so poorly designed that the user does not 

understand how to interact with the application, is it still 

Information Visualization? As Khan et al. [8] put it: “All 

usability issues are important in order to fully achieving the 

visual representation objectives”. Hence, it is important to be 

familiar with the field of Human-Computer Interaction 

(HCI). This implies that good Information Visualization 

actually should be aesthetically pleasing as it has been 

established within HCI, that aesthetics improves the 

tolerance for usability issues [14]. Of course, one should 

strive to have as few usability problems as possible to start 

with. This can be achieved by following HCI guidelines such 

as Nielsen’s 10 Usability Heuristics for User Interface 

Design [1].  

Research Question 

Considering the above-mentioned work in regards to the 

issue at hand leaves us with the following research question: 

What are the features of interactive visualization of 

demographic predictions that support and limit 

municipalities and analysts in their task of understanding, 

discovering, and communicating patterns? 

2. METHOD 

2.1 A Multidimensional Broad Intermediate-term Case 
Study 

This study aims to answer Schneiderman and Plaisant’s [13] 

call for a study that evaluates tailor-made Information 

Visualization applications. This includes making use of the 

Multi-dimensional In-depth Long-term Case study method, 

which the authors outline in the same paper. Due to the 

significant time and resource limitations that comes with a 

master thesis, some compromises had to be made. I will now 

describe how this study pertains to each of the four aspects 

in the above-mentioned method. 

This study is, by all means, multi-dimensional as it makes 

use of both qualitative and quantitative data gathered through 

interviews, surveys and usage recordings. Whether it is in-

depth or not can be called into question as meetings with the 

users have not been as frequent as the authors recommend. 

This is compensated by the use of a staggered start and a 

slight excess of users, which ensures that expert users have 

been engaged throughout the process. Long-term refers to the 

study being longitudinal. This study is longitudinal in the 

sense that users have been studied over time. The prototype 

was however only quantitatively evaluated once. For it to be 

truly long-term there should have been several evaluation 

cycles. In this study, potential improvements are summarized 

rather than being implemented and reevaluated. Perhaps 

intermediate-term is a more fitting description. The study has 

been carried out with a small number of individuals in their 

normal working environment, so it is, by all means, a case 

study. These compromises can be summed up by slightly 

altering the terminology. Thus this study could be considered 

a Multidimensional Broad Intermediate-term Case study. 

The study was conducted with ten users from three different 

municipalities. Semi-structured interviews were conducted 

with the users in order to assess their needs. As mentioned 

above, a staggered start was utilized. A first interview was 

conducted with one user from each municipality to get a 

broad sense of the problem area. This yielded some basic 

insights which allowed for more focused interviews with the 

Figure 2. UrbanViz (used with permission from the authors). 



rest of the users. A third inquiry was conducted in the form 

of a group interview with the users. During the second 

interview, the users were shown a sketch (Figure 4) of the 

proposed interface. During the third interview, the partially 

completed interface was demonstrated (Figure 5). Feedback 

from these sessions drove development forward. The final 

prototype (Figure7) was evaluated through a one-hour user 

test. The qualitative parts of this test consisted of a think-

aloud protocol, a semi-structured interview, and an exit 

survey.  

 

Figure 3. Timeline of the study. 

The user test that concluded the study was designed to 

compare users’ current work practice with the prototype. 

This was achieved by letting the users answer three different 

types of questions of increasing complexity using their 

current practice. The questions are further detailed in the 

results section. These tasks were then repeated, but the user 

was asked to solve them using the prototype instead. This 

yielded two quantitative metrics. Whether the tasks were 

solved correctly or not and the time required to do so.  

3. RESULTS 

3.1. Needs Analysis 

The study was conducted with ten expert users from three 

different municipalities. The participants were domain 

experts as they use population predictions in their daily work. 

Their work consists of municipality planning. However, the 

participants do, in fact, work with different aspects of the 

municipality planning. These aspects are residential 

construction, premises, budget allocation, analysis, culture 

and leisure. The challenge was to find the least common 

denominator for the work within these areas that could be 

addressed with Information Visualization. 

Through interviews 1 and 2, it became clear that all of the 

participants were seeking answers to variations of the same 

basic question: How many of age A will be living in region R 

by year Y? In addition, there was an issue with understanding 

the level of certainty, or rather, uncertainty in the prediction. 

As for regions, all Swedish municipalities work with 

nyckelkodsområden, which translate to key code areas. 

These are often referred to as nyko-regions, which I will also 

do throughout the rest of this paper. Nyko-regions are 

hierarchical. If we were to represent these in a tree structure, 

the entire municipality would be the root. At the first level, 

sub-regions are represented by one digit. At the second level, 

another digit is added and so on up until the sixth level, 

nyko6. This presents a good structure for providing data at 

different resolutions without having to do the actual 

clustering as Chang et. al. [4] did. Sticking with the 

administrative regions that the users already know is also 

good practice according to Nielsen’s [1] second heuristic of 

match between system and real world. 

During this needs analysis, it was confirmed that the primary 

requirement was to understand and analyze the data. But 

there was also a secondary use case in explaining statistics to 

outsiders. The use case in itself was not particularly 

surprising, but the extent of it was. The municipality workers 

constantly have to explain and motivate their action plan to 

both politicians and concerned citizens. This put an extra 

requirement on usability. The application was still developed 

with experts in mind, but with extra consideration for a 

potential lay audience.  

A number of other needs, such as more frequent follow-ups 

and a better understanding of the underlying factors of a 

prediction, were also uncovered. These were, however, 

deemed to be issues with the process of making predictions 

rather than how they are consumed. This highlights the need 

for a tool which allows more rapid analysis. 

There were also some statistical parameters that could 

actively be discarded. For instance, none of the participants 

were interested in gender distribution, mortality rate or 

fertility rate. While these parameters are hugely important 

when making a prediction, they do not affect decision 

making for the end user. For instance, services provide, by 

design, equal access to both genders, regardless of the 

distribution. 

3.2. Development Process 

After the first interview, I created a quick mockup of a 

proposed interface. This was based on insights into the 

problem area, charts in current population prediction reports 

as well the type of data that was available. The most obvious 

choice at this stage was the usage of a choropleth map. This 

was motivated by both the data and the tasks of the users 

being geo-oriented.  

The mockup was the first step towards a tailor-made 

interface but also incorporated some sub-optimal features in 

order to provoke discussion. Most notably, the age pyramid 

was included, which was the most commonly used 

visualization in the traditional reports. The age pyramid is 

not a good implementation for two reasons. First, it makes 

the assumption that end users are interested in gender 

distribution, which they are not. Second, even if the users 

were interested in gender distribution, the age pyramid does 

not provide a good visual structure for comparing the two, as 

the bars are pointing in different directions. This example 

was utilized to get the interviewees, who were not used to 

criticizing visual structures, into an information visualization 

critical mindset.  

On top of feedback from the expert users, informal usability 

tests were conducted with colleagues and friends throughout 

the development process. 



 

Figure 4. The very first mockup of the proposed interface, used in interview 2. 

Figure 5. The prototype after 5 weeks of development, used in interview 3. 



Chi’s [5] pipeline was utilized early on in development to set 

up the architecture from raw data to visualization (Figure 6). 

The raw data came in the format of spreadsheets. Once the 

relevant data in this bulk had been identified, a specialized 

Extract Transform and Load (ETL) software was used to 

ingest the spreadsheets to a relational database. A web server 

was setup to query the now prepared data for focus data to 

serve the client application. The application was built with a 

Model View Controller  (MVC) architecture [9]. In the 

application, the focus data is read from the model, 

transformed into geometrical data in views which are then 

rendered by the web browser. Interaction is made available 

by controllers, which call on the model to re-filter the focus 

data, thus providing feedback in the visualization pipeline. 

Besides the actual statistics, there was a second type of raw 

data which was map coordinates describing the 

administrative regions in each municipality. These were not 

loaded into the database. Instead, they were included directly 

in the client application. 

3.3 Final Prototype 

The final prototype (Figure 7) consists of three main views, 

all visible simultaneously. Each view is focused on one of 

the three parameters; region (R), age (A) and year (Y). A and 

Y can be filtered by setting upper and lower bounds through 

interacting with the corresponding slider widget (click and 

drag). If the year filter is set to a single year, the data 

presented is based on the population or estimated population 

of that year. If the year filter is set to several years, the data 

presented is the population change during that interval (Y’-

Y). The age filter determines what age groups qualify as 

population. So if Y= (2015, 2022) and A= (10, 20) the data 

presented will be the estimated change in the number 10- to 

20-year-olds from 2015 to 2022 in the municipality. R is 

filtered slightly differently by interacting directly with a 

choropleth map in the map view.  

3.3.1 The Map 

The map view consists of a choropleth map of the 

administrative regions in the municipality. This is our 

overview. This map can be panned and zoomed. There is also 

a semantic zoom through which the resolution of 

administrative regions can be changed. On the highest level 

the entire commune is one region and on the lowest level it 

is divided into nyko6. The number of nyko6-regions vary 

between municipalities, in this case between 74 and 96. The 

user can then select up to nine regions simultaneously, to 

investigate further, by clicking the region of interest. This is 

how R is filtered. 

The map is colored in according to a dynamic discrete 

interval color scale. The scale has eight discrete intervals 

which are represented by eight different colors. Two 

different color schemes are used depending on whether the 

data represents population or population change (determined 

by Y). This is important because two different data types are 

being mapped to the same visual property. This means that 

the visual structure is being overloaded which results in a 

rationale gap [2]. A rationale gap is likely to cause 

misinterpretation and therefore it needs to be addressed. 

Switching color schemes draws attention to this change in 

data. The header further clarifies this compromise in the 

relationship between representation and data. The header is 

explained more thoroughly below in the section System 

status. 

The scale is dynamic because it rescales to give maximum 

resolution whenever the user makes a filtration. The scale 

used for the entire population is probably not very useful if 

we are querying for a limited age span in nyko6-regions. This 

behavior can, however, be prevented by locking the scale 

before filtering further, an example of Nielsen’s [1] third 

heuristic; user control and freedom. Details-on-demand are 

presented in the lower right corner of the map when mousing 

over a certain region, this discloses the name of the region as 

well as the exact value which the color is derived from. 

3.3.2 The Line Chart 

The line chart is focused on the Y dimension. Each line in 

the line chart represents one of the selected regions. The y-

axis represents population (determined by A) and the x-axis 

time (Y). Similarly to the map the y-axis auto-scales to 

provide optimum resolution. The x-axis always shows the 

full range of Y. Exact values are available by mousing over 

the graph. The line chart can be toggled into an area chart, in 

case the user is interested in the aggregate population of the 

areas rather than comparing them. 

3.3.3 The Bar Chart 

The bar chart shows the age distribution or change in age 

distribution (determined by Y) in each of the selected 

regions. The x-axis represents A and ranges from the lower 

Figure 6. The architecture of the prototype showing the 

implementation of Chi’s visualization pipeline. 



to the upper bound of the filter. As with the other two views, 

the y-axis auto-scales and exact values are available on 

hover. 

3.3.4 System Status 

Up top and center is a header describing the filters currently 

applied (Y, A) in accordance with Nielsen’s [1] first 

heuristic; visibility of system status. The selected regions are 

visible in the bottom right corner legend. The color of each 

region in the legend corresponds with the color of the bars in 

the bar chart, lines in the line chart and region border in the 

map. Regions can also be deselected directly in the legend. 

3.3.5 Confidence 

Visualizing confidence can be individually toggled in each 

of the three views. A rate of confidence is set globally for 

which confidence intervals are visualized. In the bar chart, 

this is represented by traditional error bars. The line chart is 

augmented with a low opacity area expanding from the line. 

In the map, a second dimension is added to the color scale. 

This dimension is derived from the relative size of the 

interval and is represented by saturation as suggested by 

MacEachren et al [10]. The change in saturation is 

continuous. If the interval is less than +/- 3% of the expected 

value the color is fully saturated. If it is greater than +/- 30% 

it is almost fully desaturated. There is also a slight difference 

in brightness to further enhance the range.  

3.4 Evaluation 

The user test was conducted with seven participants (A-G) 

from two different municipalities. The third municipality 

was at this point disregarded for two reasons. They had not 

been able to provide sufficient data for the test and it could 

be called into question as to whether these particular users 

actually should be considered domain experts as they were 

not as directly involved with the data sets as the other 

participants. 

3.4.1 Quantitative 

In the initial interviews, it was established that all users work 

in slightly different fields. All of the municipalities do 

however purchase demographic statistics from SCB 

(Statistiska centralbyrån) and their current practice is to use 

Microsoft Excel as their primary tool for analyzing said data.  

Spreadsheets similarly structured to those of SCB were 

prepared. The spreadsheets were slightly improved in order 

to better facilitate filtering. There was one spreadsheet per 

year and each consisted of three columns: 

region, age (0-100), amount 

The participants were asked to answer three questions, with 

increasing complexity, regarding the dataset. If they were not 

able to do so within the designated time, there was instead a 

short discussion regarding how they would go about 

Header showing current filters 

Choropleth map 

Filters (Y, A) 

Confidence 

Control 

Line chart showing 

development over time 

Bar chart showing 

age distribution 

Legend 

Figure 7. The final prototype, used in the evaluation. 



answering the question and approximately how long time 

they would need to do so. 

Q1: How many citizens in total are expected to live within 

the municipality in year X? 

Q2: How many X-Y year olds in total were living in region 

1 and 2 year Z? 

Q3: Which region has seen the biggest increase in senior 

citizens (65-100 year olds) between year X and Y? 

Six out of seven participants answered Q1 correctly. The 

quickest user did so in 30 seconds, the slowest in 3 minutes 

50 seconds and the average time required was 2 minutes 18 

seconds  

Six out of seven participants answered Q2 correctly. The 

quickest user did so in 1 minute 30 seconds, the slowest in 3 

minutes and the average time required was 2 minutes 33 

seconds  

None of the participants were able to solve Q3 within the 

designated time. All of the participants described the same 

basic method for how they would proceed to solve it, if they 

had time. Time estimates were given between 10 minutes and 

1 hour. The average estimation was 21 minutes 5 seconds  

These questions were then repeated, but with different 

variables (Q’). This time the participants were asked to solve 

them using the prototype instead of Excel. 

Six out of seven participants answered Q1’ correctly. The 

quickest user did so in 20 seconds, the slowest in 1 minute 

30 seconds and the average time required was 50 seconds. 

Five out of seven participants answered Q2’ correctly. The 

quickest user did so in 1 minute 20 seconds, the slowest in 3 

minutes and the average time required was 2 minutes 3 

seconds. 

All of the participants were able to solve Q3’ within the 

designated time. The quickest user did so in 1 minute 50 

seconds, the slowest in 3 minutes 30 seconds and the average 

time required was 2 minutes 17 seconds. 

On average:  

Q1’ was solved 4.1 times faster than Q1 (Figure 8). 

Q2’ was solved 1.4 times faster than Q2 (Figure 9). 

Q3’ was solved 9.8 times faster than the time 

estimated to solve Q3 (Figure 10). 

{Q’} was solved 4.6 times faster than {Q} 

(Figure 11). 

 

For each of these sets, a Student’s two-tailed independent t-

test was conducted to establish statistical significance. This 

yielded the following p-values: 

Q1: p = 0.064 

Q2: p = 0.244 

Q3: p = 0.015 

{Q}: p = 0.011 

This shows a significant difference (p<0.05) only in Q3 and 

{Q}, although Q1 is close. On closer inspection we notice, 

that participant F is an outlier in Q3, which propagates into 

{Q} as well. If we remove the F’s results from these sets, we 

get the following values: 

Q3’ - F was solved 6.3 times faster than Q3 - F    (p 

= 0.000023) 

{Q’} - F was solved 3.9 times faster than {Q} - F (p 

= 0.000001)  

Removing F’s results yields a lower mean difference, but 

with a much higher statistical significance due to lower 

variance in the sets. It is a rather large difference from 

removing only one sample, which indicates that the sample 

size overall is low. Even though F’s Q3 estimate is a clear 

outlier, it might actually be the most realistic estimate. This 

argument is further elaborated on in the discussion.  

Because Q3 has such a big impact on the total time of {Q} 

and because Q3 is partly estimate, it is also interesting to 

evaluate the total time required for Q1+Q2. 

Q1’+Q2’ was solved 1.7 times faster than Q1+Q2 

(p = 0.044834) 

As for the success rate, we do not need to conduct any 

statistical test to see that there is no significant difference 

between the spreadsheets and the prototype. 
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At the end of the test there was an exit survey. This survey 

contained 7 Likert scale questions (Figure 12). The scale 

ranged from 1 - “Strongly disagree” to 5. “Strongly agree”. 

The statements were phrased to reflect positive aspects of the 

prototype. All of the participants chose either “Agree” or 

“Strongly agree” to all of the statements. 

3.4.2 Qualitative 

During the evaluation qualitative data was gathered through 

think-aloud protocol, a short semi-structured interview and 3 

free-text questions in the exit survey. Think-aloud protocol 

was used throughout the entire test. Overall participants were 

less talkative during the Excel-assignment. This could 

indicate a heavy cognitive load. Some participants indicated 

this verbally. 

“I’m a lot less nervous, when I’m using this [the prototype] 

than with Excel.” - Participant A 

“The computer does the thinking for me [while using the 

prototype]... which makes it more reliable, as it eliminates 

the human factor.” - Participant B 

Participant B was not the only one to indicate higher 

confidence in the queries made with the prototype. None of 

the participants indicated that the prototype yielded a lower 

confidence in the answer. 

“I feel as confident [with the prototype as with excel]... This 

[the header] is really good, because I can check that I got it 

right.“ - Participant D 

“It feels safer as well. In Excel it feels like there are a number 

ways to solve a task and that they might lead to different 

answers. It’s probably not like that, but the feeling that there 

is so many numbers is overwhelming…. I think that this [the 

prototype] appeals to the mind in a different way.” 

- Participant A 

Two of the participants had trouble with precision while 

filtering especially in the age filter. Participant B described 

it as being “a bit fidgety”. All of the participants expressed 

that it might be difficult to orient oneself purely from 

administrative regions on the map. Several participants 

struggled to find where the actual values were presented in 

the map. 1 participant listed this as the most negative aspect 

of the prototype while answering the exit survey. 

“In the cases where you need to read the actual values, they 

are difficult to find.” - Participant E  

The legend showing the currently selected regions was also 

overlooked by many. All of the participants indicated that 

visualizing confidence was highly useful. Most did, 

however, struggle with grasping the visual structure for 

showing confidence in the map. 3 out of 7 listed this as the 

most negative aspect of the prototype. 

During the semi-structured interview, the participants were 

asked what they would prefer if they were to present and 

explain the statistics. They were given the choice of using the 

prototype live or preparing presentation slides with plots 

created in Excel. All answered that they would prefer the 

prototype. This was motivated in many ways. Participants 

considered the prototype to be: 

 faster 

 more engaging 

 more flexible 

 easier to understand 

Participant C pointed out that it might be too flexible, in the 

sense that it would lead to too many follow-up questions, 

depending on the audience. 

During the test, the participants were asked whether the tasks 

were reasonable and reflected normal day-to-day work. All 

answered that they were. Participant C and F indicated 

however that they had access to slightly more sophisticated 

Figure 12. Replies to Likert scale statements in the exit survey. 



tools than the spreadsheets used in the test. Both claimed 

however that while those tools were an improvement on 

using solely Excel, they could not compete with the 

prototype. Participant F estimated the time to solve Q3 to 60 

minutes in Excel and 40 minutes with the more sophisticated 

tool. 

All of the participants concluded that this kind of interface 

would make their jobs easier. The most apparent aspects 

were that it was easy to use and provided faster queries. 

Participant D said that spending less time on overview and 

query yields more time for analysis. Participant C said that it 

would enable more workers who are interested in the statistic 

to query the dataset directly instead of asking C for it.  

“It’s really, really accessible. Anyone could understand this.” 

- Participant C 

Participant E said that it would enable work on a more 

detailed level. 

“I should not have to go down to this level of detail 

[geographically]... but if it were this easy I probably would.” 

- Participant E 

3.4.3 Usability Issues and Desired Features 

As part of this evaluation, a list of nine usability issues and 

six desired features was compiled. Some of the usability 

issues were expressed by the participants while others were 

simply observed. The desired features were verbally 

expressed by the participants. 

3.4.3.1 Usability Issues 

1. Precision in the age filter. One of the participants 

had trouble precisely filtering age. This might be 

remedied by adding buttons that adjust the filter by 

1 or having a text input. 

2. When mousing over the line chart, the cursor snaps 

to line nodes. Due to bad programming the 

snapping area varied noticeably between different 

datasets. This inconsistency confused some of the 

participants. 

3. The legend was not noticeable enough, resulting in 

users having to search for it in order to discover 

which regions were currently selected. 

4. Since all details-on-demand are on hover, it is very 

difficult, if not impossible, to select the value in 

order to copy and paste it. 

5. The line chart is the only view that is not affected 

by the year filter. This confused users. 

6. Line chart’s y-scale is offset, i.e. not starting from 

0. Some users failed to notice this. 

7. Details-on-demand were not noticeable enough 

(especially in map view), causing users to search for 

the value readout. 

8. There is no way of finding a region based on 

region name.  

9. Not color blind safe. This was not an issue during 

the test, but the choropleth map is not color blind 

safe. 

3.4.3.2 Desired Features 
1. Button that resets all filters. 

2. A layer showing geographical features in the map 

view, in order to help with orientation. The 

choropleth should then be semi-transparent. 

3. Reversed brushing in map view. Hovering over a 

certain interval in the map’s color scale should 

highlight all matching regions. 

4. Improved brushing in map view. Hovering over a 

region should indicate exactly where on the color 

scale that region is. 

5. Zoom and pan in bar- and line chart. 

6. Toggle percentage scales. When viewing change 

over time one of the users wanted the ability to read 

the values in percent instead of the exact amount. 

4. DISCUSSION 

4.1 Efficiency 

From the evaluation, it is clear that the prototype had a 

positive impact on the time required for the participants to 

complete the tasks. Participants performed consistently 

better with the prototype on Q1, yet not consistently enough 

to yield a p-value < 0.05 (p = 0.06). In this case, I would 

argue that the prototype produces a significant difference, 

but the statistical power of my test did not externalize it. The 

test could yield a statistically significant difference with 

more participants. Nevertheless, the test yielded profound 

qualitative differences between the conditions indicating a 

meaningful impact.  

This does not, however, compensate for the performance on 

Q2. What is interesting is that some of the participants were 

actually faster in excel when solving Q2. This points to a 

flaw in the prototype. Q2 was formulated as “How many X-

Y-year-olds in total were living in region 1 and 2 year Z?”. 

In order to solve this quickly, a user needs to know where 

region 1 and 2 are located on the map. Now it might seem 

fair to assume that a civil servant interested in a certain age 

span within a certain region would actually know where that 

region is located within the municipality. In the case that they 

do not, however, the prototype provides no functionality to 

discover this other than inspecting every region on the map. 

This problem could be solved by adding a text-based search 

to the map. 

The biggest improvement in terms of speed was on Q3’, but 

how much faster was it really? Since none of the participants 

had time to complete Q3, the comparison is made between 

objectively observed and subjective data. This becomes a 

question of how good the participants were at gauging their 

own proficiency in spreadsheets. When designing the test, it 

was estimated that Q3 realistically would take 1 hour for the 

average user and perhaps 30 minutes for a highly skilled user, 

yet only one of the participants gave an estimate above 20 

minutes. My impression, during the evaluations, was that 

most of the participants significantly overestimated their 

skill. Questioning their estimates would, however, render the 

data biased and unusable. Fortunately all of the participants 



described the same method for solving this task, which meant 

that I could test it myself.  

The method described involves manually selecting all the 

necessary regions. This means that the time required scales 

with the number of regions. I therefore selected the 

municipality with the lowest number of regions. I then 

followed the method described by the users. When doing so 

I paused the stopwatch whenever I had to stop and think 

about my next step. In other words, I measured the time 

needed to simply make the correct interactions. It took 20 

minutes. With thinking time included it took 50 minutes. The 

method required approximately 950 keypresses, which 

translates into ~0.8 keypresses / second. I would argue that 

this is a reasonable pace when solving a nontrivial task in a 

spreadsheet. One should also keep in mind that the 950 

interactions required present us with 950 points where 

mistakes can be made. In the prototype, the same query 

requires less than 10 interactions (counting click and drag as 

2). The 950 interactions required are based on the assumption 

that no mistakes are made and that the user does not double 

check the work. With all things considered, including my 

own bias, I think that it is safe to say that most of the 

participants overestimated their ability. Thus the average 

speed improvement on Q3, 10 times faster, should be 

considered a lower bound. 

4.2 Comprehension 

Undoubtedly the prototype made the users faster. This is not 

very surprising since we are comparing a highly specialized 

tool to a generic tool. It does, however, show how far behind 

the municipalities are technologically. This particular dataset 

contained 15 years of historic data, 9 years of projected data, 

some 150 regions (74 base regions in different aggregated 

levels) and distribution of 101 age classifications. On top of 

that the projected data contains pre-calculated confidence 

intervals for 7 different levels, which results in 2,272,500 

data points.  

150 regions x 101 age groups x (15 years history + 9 years 

projection x (1 expected value + 7 upper bounds + 7 lower 

bounds)) = 2272500 data points 

Is it reasonable to analyze over 2 million data points solely 

through spreadsheets? Keep in mind that the prototype 

focuses on the least common denominator for the 

participants. That means that this dataset, needs to be 

connected to other datasets within the users’ respective niche 

of municipal development. Also, this does not account for 

confidence intervals for arbitrary filtrations. Depending on 

the underlying data model, confidence intervals could 

perhaps even be calculated on the fly in the interface. Simply 

put, there are huge improvements to be made in terms of 

data-driven municipal planning. I would argue that 

specialized Information Visualization is the best way, if not 

the only way, to enable an organization, of relatively low 

technological literacy, to leverage a dataset of this extent.  

The evaluation did not show any difference in success rates 

when solving the task in the prototype as compared to the 

spreadsheets. This would perhaps have been different, had 

the users actually taken the time to solve Q3. The primary 

advantage of the prototype in this aspect is that it displays the 

current state, through the header and the legend. During the 

evaluation, it became clear that the legend needs to be more 

prominent. Even if no change in success rate could be 

observed, several users claimed to be more confident when 

using the prototype and almost all of the users appeared to be 

less strained than when working in the spreadsheets. Thus I 

would argue that there is potential to improve the success rate 

in the tasks with this prototype, even if there is no 

quantitative data to support this claim. It could also be the 

case that the participants were more relaxed while using the 

prototype simply because it was new to them and they felt no 

pressure to perform well, whereas they work daily with 

spreadsheets at which they should excel. Furthermore being 

more confident with a certain tool is not in itself necessarily 

a good thing. Imagine if it could be quantitatively shown that 

said tool yielded a lower success rate, thus having provided 

a false sense of confidence. Unlikely as it seems, one has to 

consider that possibility. A longer test with more tasks could 

clarify this.  

The entire paragraph above is based on the conception that 

success rate is entirely separate from time requirement. That 

a correct answer should be valued the same regardless of the 

time required to produce it. However, if success rate is 

judged by the restrictions of the user test there is a huge 

difference since no one managed to solve Q3 in time while 

all solved Q3’ correctly. In reality, these two aspects cannot 

be considered separate from each other. One might provide 

an answer to the most complex question within seconds, but 

it is not much to brag about if the answer is incorrect. Surely 

the opposite is also true. 

I would argue that this significant increase in speed, at no 

cost of quality, improves understanding of the data. Keep in 

mind that all of the participants indicated that this was the 

case. I would also argue that improved understanding of the 

dataset, in turn, further improves efficiency, providing a sort 

of feedback loop.  

A second indicator of better understanding is the fact that 

some of the participants said that the prototype would change 

the way they work, enabling them to work with the data on a 

more detailed level. It was also indicated that the prototype 

made the data much more accessible that it would lessen the 

participants’ workload as non-experts could query and 

understand the dataset on their own. This is also evidence of 

the prototype’s ability to facilitate communication as the 

experts feel comfortable with letting non-experts explore the 

dataset, on their own, without having to be present to explain 

the data. 

4.3 Communication 

The prototype facilitates communication primarily by 

delivering clear visual structures and a user-friendly 



interface. This provides a common foundation from which 

discussion can thrive. The interactivity provides the 

possibility to re-filter and explore various aspects during a 

discussion. Also, the prototype requires no preparation, it can 

be brought up spontaneously on any device with a web 

browser and filter out the subset of data in question within 

seconds. This device-independency provides some 

interesting possibilities to further improve the prototypes 

ability to facilitate communication. Because it is a web 

interface it is possible to develop functionalities for sharing 

the visualization over many devices. This could be done with 

parametric links to specific filter states or even hosting a live 

synchronized session.  

There is strong evidence in the form of opinions, from our 

expert users, that the prototype improves the ability to 

communicate patterns. Also, it could be argued that 

improved understanding is the result of improved 

communication between the dataset and the user. But this 

does not compensate for the lack of quantitative data in 

regards to communication. In hindsight, the evaluation 

should have been designed to acquire such data. 

4.4 Exploration 

During the evaluation, no untargeted data discovery was 

observed. This was not entirely unexpected as it is difficult 

to design a test for unexpected discovery. Furthermore, the 

projection data used was not a very accurate prediction. 

Because of this, the participants were told to ignore 

abnormalities in the data. This disclaimer was necessary, but 

in turn discouraged untargeted discovery as the participants 

understood the data to be unreal. This does not indicate that 

the prototype does not facilitate untargeted discovery, it is 

simply a lack of information. The closest the evaluation gets 

to untargeted discovery is the semi-targeted nature of Q3’. It 

is semi-targeted as one of the three dimensions, the spatiality, 

of the data is completely free while the other two dimensions 

are limited to intervals, as opposed to having all three set to 

exact values. 

5. CONCLUSION 

This study has investigated how Information visualization 

impacts the work of municipal planning. Following 

Information visualization guidelines such as Schneiderman’s 

mantra [12] and Chi’s pipeline [5] a prototype was developed 

and evaluated against their current practice, spreadsheets. 

After the evaluation, a list of nine usability issues and six 

desired features was compiled. Participants were invariably 

positive to the prototype, claiming that it would make them 

more efficient in their daily tasks. It was also stated by some 

that it would change the way they work to the better, enabling 

them to spend more time on analysis and work with statistics 

on a more detailed level. On average, participants performed 

4.6 (p < 0.05) times faster with the prototype. On top of this, 

the participants were as confident or more confident when 

solving tasks with the prototype. This indicates that it has 

potential to improve quality of work as well as speed.  

5.1 Future Work 

This study has primarily been a qualitative study. To 

quantitatively establish the effectiveness of the prototype 

further testing with more participants is needed. This study 

struggled to assess the prototypes ability to facilitate 

untargeted discovery. A generic test that can reliably 

evaluate this aspect in Information Visualization applications 

is called for.  
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