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Abstract 
Today many companies exist and market their products and services on social            
medias, and therefore may receive reviews and thoughts from their end-users           
directly in these social medias. Reading every text by hand can be time-consuming,             
so by analysing the sentiment for all texts give the companies an overview how              
positive or negative the users are on a specific subject. Sentiment analysis is a              
feature that Beanloop AB is interested in implementing in their future projects and             
this thesis research problem was to investigate how deep learning could be used for              
this task. It was done by conducting an experiment with deep learning and neural              
networks. Several convolutional neural network models were implemented with         
different settings to find a combination of settings that gave the highest accuracy on              
the given test dataset. There were two different kind of models, one kind classifying              
positive and negative, and the second classified the previous two categories but also             
neutral. The training dataset and the test dataset contained data from two            
recommendation sites, www.reco.se and se.trustpilot.com. The final result shows         
that when classifying three categories (positive, negative and neutral) the models           
had problems to reach an accuracy at 85%, were only one model reached 80%              
accuracy as best on the test dataset. However, when only classifying two categories             
(positive and negative) the models showed very good results and reached almost            
95% accuracy for every model.  
 
Keywords: Sentiment analysis, Deep learning, Convolutional neural network, 
Machine learning, User reviews, Swedish reviews 
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1 Introduction 
Today companies are more and more likely to market their products and services to              
social medias like Facebook, Instagram, and Twitter [1]. This results in people and             
users of a company's products or services are increasingly using the Internet and             
corporate social media to write reviews, give opinions and share their thoughts.            
Many businesses depend on their users and therefore needs to listen to what they              
have to say about their services and products. One way to do this is a sentiment                
analysis of data, such as user´s review on a movie, a review on a restaurant or just a                  
tweet with thoughts. This thesis paper will explore and investigate how deep            
learning can be applied to do sentiment analysis of Swedish texts and to divide them               
into positive, negative or neutral groups. This can help companies get an overview             
of their user’s thoughts and reviews.  
 

1.1 Background 
Machine learning is a method within computer science where algorithms are           
designed and trained to be as efficient and as accurate as they can be when doing                
different predictions on data, such as classification and visual recognition. The           
advantage of machine learning is that the networks train themselves by successfully            
training on the same data to learn the structures and contexts of the data. The data is                 
often in the form of electronic data collected and made available for analysis. The              
data can vary in different types of values like numbers, names, and categories from              
different interactions with the environment and human beings. The crucial aspects           
of the data are the size and quality of the information. The better data used in                
training, the better success and result of predicting data in the future. The algorithms              
can be trained with different machine learning techniques where supervised learning           
and unsupervised learning are two common techniques. The main difference          
between these two techniques is that in supervised learning the data is labelled and              
known for the trainer which makes this technique suited for classification and            
regression problems. In unsupervised learning, the data is not labelled which makes            
it good for clustering problem where algorithms can find different types of patterns             
within the unlabeled data [2]. 

There are a number of different problems that machine learning is trying to             
solve. From classification problems where the algorithms assign categories to items,           

 
   

  

4 



for instance, news categories, and to regression problems where the algorithm do            
predictions on real values like a prediction on the stock market [2]. Another             
problem is sentiment analysis, also called opinion mining. Sentiment analysis is the            
field of study where people´s emotions, attitudes, opinions and sentiments towards           
different entities like products, services and organisations are analysed. Sentiment          
analysis is important both for companies, organisations and individual persons.          
Companies want to know what people think about their products and services while             
individual people may want to know what others think about a certain product they              
are considering buying. Therefore, sentiment analysis focuses mainly on classifying          
opinions as positive and negative [3].  

One area within machine learning is deep structured learning, or commonly           
known as deep learning and hierarchical learning. It is a technique where the model              
is learning by using several non-linear processing layers to process the data. A             
non-linear processing layer uses an activation function, such as ReLU and Softmax,            
to transform not linearly separable data, and the resulting data points will then be              
linearly separable. Deep learning exists in many research areas such as speech and             
audio processing, object recognition and sentiment classification [4], [5]. A deep           
learning model can be described as a model of two neurons, input, and output,              
where data is sent through the input layer. The input layer sends the data onto the                
hidden layers, where it is examined at different levels and features. Take a picture              
as an example, each hidden layer will examine the pictures on various levels, from              
pixel-level up to the whole picture and then let the output layer predict what the               
image represents [6]. Deep learning can be used in different learning scenarios such             
as unsupervised, supervised, generative and hybrid networks and for different          
problems like classification, regression, and vision [4].  

For each problem and learning technology, there are various deep learning           
architectures to choose from and each architecture is built on different networks            
with their benefits. One of these architectures is a convolutional neural network            
(ConvNets or CNN). ConvNets are a type of neural network with several layers of              
convolutional functions. As mentioned before, a simple way to describe neural           
networks is two layers, input and output, with two neurons that receive and pass the               
information forward. A neural network could be more complex than that, by adding             
one or more hidden layers between the input and output layer the network will              
increase its complexity with more parameters [7].  
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Figure 1.1 Illustrates 2-layer neural network. 
 

 
Figure 1.1 illustrates a 2-layer neural network with one input layer of two             

neurons, one hidden layer of three neurons and one output layer of two neurons              
which can be the two classes to predict. This results in (3+2) five neurons and (2x3                
+ 3x2) 12 weights. These 12 weights are the learnable parameters that will be used               
and changed during the training, to better predict the data from the input layer. The               
weights are the connections between the neurons in each layer and are parameters             
used to compute the input data. In this thesis, the neural network will use a               
convolution algorithm, which will slide a filter over a sentence matrix (the input             
data) and perform the convolutional function on it (discussed more in chapter three).             
This means that the weights are the parameters within the filters, and these will be               
changed during training to give a better and more accurate result in the end. In               
addition to the convolutional layer, additional layers can be added to make the             
prediction of data even better. Among all layers, the pooling layer and the fully              
connected layer are two layers that can be used and are common layers in a               
convolutional neural network [7], [8].  

This fairly small neural network in figure 1.1 could be compared to a             
modern and more complex CNN which has about 100 million parameters. However,            
to add more layers and neurons does not always give the best result due to               
overfitting. Overfitting occurs when the model is too complex for the amount of             
training data and will describe random errors rather than the relation between the             
data. This makes the model's performance to predict the result less good and instead              
reacts on minor errors in the data [8].  
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1.2 Previous research 
There are a lot of previous research in sentiment analysis using simple algorithms             
like Naïve Bayes. There is also a lot of research where the scientists use deep               
learning and neural networks to analyse sentiment. In the majority of these research             
papers, they are only using datasets with the English language [9], [10], [11], and in               
some isolated cases Asian language such as Chinese [12]. There is very little or no               
previous research in the field to analyse sentiment on Swedish text using machine             
learning and deep learning. 

Houshmand Shirani-Mehr made a study where he compared different neural          
networks against the Naïve Bayes algorithm on how well they performed a            
sentiment analysis on movie reviews from the Stanford Sentiment Treebank dataset.           
The study shows that the neural networks that were used (recurrent, recursive and             
convolutional neural networks) had similar accuracy as Naïve Bayes. One          
interesting thing about the result was by adding a word vector from Word2Vec to              1

the convolutional neural network the accuracy improved significantly. The         
algorithm then reached an accuracy of 46.4% on the test data compared to the CNN               
without a word vector which got 40.5% [9]. 

In a study by Gao et al. an attempt was made to boost the performance from                
a CNN using the AdaBoost algorithm. The AdaBoost algorithm was used on the             
results from the CNN’s convolutional and pooling layers. The boosted CNN model            
was compared to different algorithms and methods on two different datasets. Both            
datasets were based on movie reviews with equal parts positive and negative            
reviews. Among the algorithms that were compared to the boosted model were a             
CNN model, a matrix-vector recursive neural network, and various auto-encoders.          
The results show that the boosted CNN model had the highest accuracy, but only              
0.2% higher than the standard model of CNN and a couple of percents higher than               
the other methods. The results show that their model has the potential to bring high               
accuracy (89.4%) when it comes to sentiment analysis on English movie reviews            
but also that CNN overall performs well on this task [10]. 

Ouayang et al. made an experiment where they used CNN and Word2Vec to             
analyse the sentiment in a movie review dataset from rottentomatoes.com. The           
dataset contained 11855 reviews with five different classifications (negative,         

1 word vector or word embedding is a vector where words are mapped to real numbers to make them 
readable for a neural network. 
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somewhat negative, neutral, positive and somewhat positive). Their CNN model          
used three different convolutional layers with different kernels and each layer was            
followed by pooling layers, dropout layer, and normalisation layers. To evaluate           
their result they compared their model against other algorithms/models including          
Naïve Bayes, SVM, Recursive neural network (RNN) and Matrix-vector RNN          
(MV-RNN). The result shows that their CNN model performed best when it comes             
to accuracy to classifying every review into the five different classifications. They            
achieved a test accuracy of 45.4% on the test dataset [11]. 

Zhang and Chen made an experiment to implement a CNN model for            
sentiment analysis on Chinese. They used two different sentiment lexicons to help            
with sentiment associations since Chinese words can be written differently and have            
different meaning even if the translation to English is the same. The dataset they              
used contained about 3 million sentiment data from approximately 10 billion           
conversation logs. The dataset was split into a test set and three smaller datasets              
containing 30 thousand, 100 thousand and 1 million sentiment data. Their CNN            
model was compared against a Logistic Regression model, a Support Vector           
Classification model (SVM classifier for linear data [13]) and one Naïve Bayes            
SVM model. The result shows that the CNN model outperformed the other models             
in terms of accuracy with 87.12% on the smallest dataset but the gap between the               
other models was decreased as the dataset grew even if the CNN model achieved              
96.05% on the largest dataset. This means that the CNN model performs well when              
analysing sentiment on Chinese, but as the dataset grows the classical method SVC             
could achieve good accuracy as well [12]. 
 

1.3 Problem formulation 
Beanloop AB is a startup company in Kalmar focusing on web development and             
digital solutions. Beanloop is evaluating the possibility of developing an application           
in cooperation with a client. The application will act as a business environment             
watcher for the client's customers. Simply described, the application will keep track            
or scrape the content of different social medias like Twitter and Facebook. The             
information taken from the social medias will be examined and analysed to get an              
overview what people think and write about their customers and whether there are             
positive or negative things that are written. Evaluating the information could be            
done manually but it would take a lot of time. Instead, different machine learning              
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models could be implemented and do the job a lot faster. 
The goal of this thesis is to evaluate and implement a machine learning             

model. The model will be trained on a dataset with data from recommendation or              
opinion sites which are similar to the data that will be used from the collected data                
from social media. The dataset will be containing reviews from different companies            
from the websites www.reco.se and se.trustpilot.com. The reason why these sites           
are used is because every review got a grading scale from 1 to 5 so the reviews can                  
be divided into negative (1-2), neutral (3) and positive (4-5) with ease and it              
contributes to the validity. Another reason is that the reviews are similar to tweets in               
the form, and in sentiment, where the text is either positive, negative or neutral [14]               
and to the length. So the model could be trained on this dataset and perform well on                 
tweets when it is implemented.  

After the model has been fully implemented and trained, the model could be             
used in an application to classifying or analyse the sentiment in ratings or reviews              
as negative or positive to help automate and speed up the process of getting an               
overview of a product or company reviews. The model will be implemented with a              
deep learning process and the convolutional neural network (CNN) architecture, and           
hopefully reach 85% accuracy which is the measurement value and minimum           
threshold for this thesis.  
  

1.4 Motivation 
Analysis of sentiment in a text is used in many applications but usually, the text is                
in English. There have been a lot of work done in the past on sentiment analysis and                 
nature language processing with machine learning but they are mostly focusing on            
the English language. This thesis could as a first point help Beanloop to get a better                
understanding of machine learning and get concrete results to evaluate whether it is             
possible and worth the money to spend time on an implementation of a machine              
learning model to their application. And as a second point, it could also increase the               
interest for other companies who sit in the same seat that Beanloop. 

Another aspect is that Swedish and English language are different when it            
comes to building sentences and to describe emotions in text. There has been a              
research done on this subject with an experiment. Their results show that a             
translation with google translation API indicates that it can be done but to some              
degree, the sentiment in the sentence could however have different meaning [9]. To             
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be hundred percent sure you have to examine every translation by hand afterwards             
and it would be a lot of work if the dataset contains 10000 tweets. So this thesis is                  
interesting at that point that there is few or none previous research what I can find in                 
the field of analysing sentiment in Swedish reviews without translating to English.  

When analysing sentiment in a text a basic machine learning algorithm like            
Naïve Bayes could do the job. The Naïve Bayes calculates the probability that a              
word is negative or positive, by counting the number of times it occurs in both               
groups. Deep learning is a field of machine learning and contains different            
architectures which from the beginning was inspired by the human brain with            
neurons that are connected to each other. As the human brain, has the DL              
architectures several different layers of neurons talking to each other [15].           
Convolutional neural networks (CNN) have shown great results when it comes to            
image recognition and classification [18]. CNN have also been showing some great            
results when it comes to sentiment analysis/opinion mining against other DL           
architectures and old ML algorithms like Naïve Bayes [16]. Therefore will it be             
interesting to see how deep learning and CNN can be used and implemented to              
detect the positivity and negativity in user reviews on Swedish and how accurate it              
can be based on the dataset provided. 
 

1.5 Research Question 
 
RQ1 How can deep learning be used to detect positive or negative 

user reviews in Swedish? 
 
For RQ1 I believe that deep learning can be applied on a model to analyse and                
detect the sentiment in Swedish reviews and in this research the Convolutional            
neural network will be implemented. However, the result can vary due to lack of              
training data since there might be a complication to find the same amount of              
negative, neutral and positive data.  
 

1.6 Scope/Limitation  
Since there is no available dataset with data for this experiment, some portion of              
time for this thesis will be to gather the right amount of training data. The data will                 
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be scraped from different sites that keep reviews and opinions of companies where             
the authors have ranked the text as well. This means that the validity will be higher                
than if my own thoughts would be reflected on whether I thought the reviews was               
negative, neutral or positive. Due to this and the time limit, the amount of data may                
vary since there should be an equal amount of neutral, negative and positive data. 

The goal of the thesis is to implement and research about the possibilities to              
use a convolutional neural network for analysing the sentiment in Swedish texts.            
Since I am the only one doing the experiment, the focus will be on building a deep                 
learning model and not focusing on building a working application. 

 

1.7 Target group  
This thesis will be interesting firstly for Beanloop AB who is interested in             
implementing a machine learning model to their application to scan the reviews of             
their clients. Secondly, it will be interesting for companies sitting in the same seat              
as Beanloop. 

The thesis should also be understandable for someone who is interesting to            
learn more about machine learning and especially in the use of deep learning and              
convolutional neural networks for sentiment analysis. 
  

1.8 Outline  
The next section is the method section. This section contains information about the             
experiment that is conducted, a description of the datasets, and information of the             
reliability and validity of the experiment. The following section after the method            
section is the implementation section which will describe the architecture of the            
models, the settings used, and more information on how the convolutional neural            
network works. Then comes the section that presents the result and analysis of the              
experiment. Here will the data from the training sessions and the tests be presented              
and analysed. After the result and analysis section comes the discussion section,            
which will present the findings in previous sections and more discussion of the             
result and how the findings will answer the research question. The final section of              
the report is the conclusion section. In this section, there will be further discussion              
about the result of this paper, what could be done differently, and what can be done                
in future research.  
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2 Method 
To answer the research question an inductive quantitative experiment was          
conducted. The controlled experiment consists of two variables, one independent          
and one dependent. The independent variable for the experiment is the dataset and             
the dependent variable is the accuracy which the convolutional neural network will            
achieve on the test dataset. The reason why the convolutional neural network was             
chosen is that the neural network has been showing good results in previous             
research on sentiment analysis. 

The training dataset was separated into two different datasets, one training           
set and one validation set. The convolutional neural network model was designed            
and trained on the training set which contained 80% of the data and then tested on                
the validation set to calculate the accuracy of analysing sentiment. Each model's            
training session was between 5-7 runs, which means that they trained on the training              
data between 5-7 times. After each model was trained another one was built with              
different parameters to see how the result would change.  

The experiment was carried out until the models showed similar results and            
no major changes were added to the accuracy and loss score. The eight best models               
were selected to be trained with the same parameters on two classifications instead.             
These sixteen models (eight on three classes and eight on two classes) were tested              
in the end with an evaluation method on new data that they have not seen before.                
During the training phase, the goal was that all models would exceed 85% accuracy.  

 

2.1 Dataset description 
The training dataset contained reviews from users on different companies and their            
services. The data were scraped from www.reco.se and se.trustpilot.com, where the           
users can grade the review on a scale from one to five. Each review was given a                 
sentiment classification based on their grading scale. Three is neutral, above three is             
positive and below three is negative.  

The test dataset for the last evaluation process was also scraped from            
www.reco.se and se.trustpilot.com, and from the same companies. The only          
difference was that the training dataset was scraped from the first seven pages of              
reviews and the test dataset from page eight to fourteen. This process was done in               
this way to test the model's accuracy on new data to evaluate if they can be put into                  
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production. Table 2.1 describes the amount of different data in each dataset. 

Table 2.1 Overview over all datasets used for training and testing. 

 

2.2 Reliability and Validity  
One problem with the dataset is that the data is collected by a webscraper, and when                
the amount of data is growing there is less time to verify the texts themselves, to                
verify if the information is suited for the task. This means that the data the CNN                
model learns on can have zero impact on this subject. The same applies to the rating                
where a user can write something positive but put one in the ratings and vice verse.                
This could result in a less accuracy or a faulty accuracy for the model, but only if                 
these data is the majority since a neural network should be able to handle some               
faulty reviews. 

Since there is no specified industry or product for the reviews, the dataset             
contains reviews from multiple companies, industries and products/services. This         
results in a wider model that can work well or be mediated on several areas. To just                 
take reviews of a particular company or industry, could on the other hand lead to a                
biased result. The amount of data is at some point also important for the validity of                
the result. 
 

2.3 Ethical Considerations  
Since the data within the dataset are based on real reviews from users, sometimes              
the company name will appear in the review. Therefore are all company names             
replaced with the token “organisationen” (“the organisation” in English) to prevent           
that any company name is known to be just negative or positive. This will increase               
the validity for the result, and it will prevent blacklisting any company.  
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3 Implementation 
In this chapter the implementation will be described and how each functionality is             
working. All tools that were used will be described as well.  

3.1 Tool description 
Spyder was used as the development environment for this experiment. Spyder is a             
scientific development environment for Python. Spyder provides the user with          2

features to implement algorithms, plotting data and creation of matrices for           
mathematical functions [17]. 

The CNN model was developed with TFLearn which is a modular and            3

transparent deep learning library. It is built on top of Tensorflow and is designed to               
provide a high-level API towards Tensorflow to speed-up the development of deep            
learning models. It supports different kinds of deep learning models such as LSTM             
(long short-term memory), Generative networks and in this case convolutional          
neural networks.  

Tensorflow is an open source software library for numerical computations.          4

It is using data flow graphs for the computation and the nodes in the graphs               
represent a mathematical operation. The graphs edges represent the         
multidimensional data arrays communicated between the nodes. Tensorflows        
architecture allows the developers to deploy computation on several CPUs or GPUs            
in a machine with a single API.  
 

3.2 Data pre-process 
The models were trained and tested on data from two different datasets. One dataset              
contained all sentiment data (negative, positive and neutral) and one dataset           
contained all positive and negative data. Each dataset was divided into a training set              
and a validation set during training, the training set contained 80% of the whole              
dataset. Since the neural network is not handling strings, all sentences in the dataset              
were transformed to a list of sequences with TFLearns vocabulary processor. This            
means that every word was mapped into a vocabulary list and received a unique              
value so that the neural network could learn the words without knowing the string              

2 https://github.com/spyder-ide/spyder 
3 http://tflearn.org/ 
4 https://www.tensorflow.org/ 
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input. Each sentence had to be the same length since the neural network has an               
input that is fixed to a certain length. In this case, all sentences were padded to the                 
same length as the longest one. When padding a sentence, it will be stretched out               
with a token that will get the value of zero in the vocabulary list. This lets the neural                  
network know that the token does not have any impact for the story of the sentence.                
As a final step in the data pre-processing, the labels of each sentence were encoded               
to be readable for the neural network. Instead of one label, each sentence got three               
labels with values where one value represented the real label. For example: 
 

● [‘Positive’] = [0, 0, 1] 
● [‘Neutral’] = [0, 1, 0] 
● [‘Negative’] = [1, 0, 0] 

 
 The pre-process was done in the same way on both datasets, to keep the data               
consistent in all training sessions. The only difference between training sessions           
from one another is the data that is in the respective set (training and test). When the                 
data were divided into a training and a test set, there was a random function that                
randomised the data so it was not the same data in both sets for each training                
session. This was done to create a more real result than to base any training on the                 
same data and sequence.  

 

3.3 Convolutional Neural Network Model 
Through the thesis project, several convolutional neural networks were developed.          
They were developed with the same architecture, but the parameters for each layer             
were different. The architecture in figure 3.1 is the architecture used in all models.              
The largest difference is that some models have two convolutional neural networks            
while some have three. Besides that, the following parameters are changed in the             
models: the dropout, embedding output dimension and filter numbers. 
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Figure 3.1 The Convolutional neural network architecture for all models. 

 

 

 
Code 3.2 Full view over the whole model. Each line is going to be covered in the follow subsections.  
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3.3.1 Input layer & Embedding layer 

Code 3.3 Code to define the input shape of the neural network and create the word vector. 
 

Input_data takes two arguments as input, a shape and the name for the input layer.               
This will be the component that feeds data to the neural network. The name input is                
optional and it will be the name for the input component so it can be retrieved from                 
tensorflows collections. The shape is the important input in this layer since it will              
describe the shape of the data being fed to the neural network. For instance, if a                
picture would be in the shape of [32, 32, 3], then it is three-dimensional. 32 x 32                 
pixels and three for the RGB colors. In this thesis, the shape is one-dimensional and               
consists of the longest sentence. ‘None’ represents the batch size which will be             
described later. The output of this component will be a 2D-tensor, the shape of the               
input data which is: [None, max_words] were None is the batch size.  

The embedding layer takes the input_data as one of the parameters, and also             
the input/output dim. Input_dim represents the total number of vocabulary indexes           
and the output_dim represents the embedding size. The output_dim is one of the             
parameters that has been changed between different models.  

 

3.3.2 Convolutional layer 

Code 3.4 Implementation of three convolutional layers and merging them together. 
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In this thesis, most of the models had three convolutional layers while some had              
two. The convolutional layer is the core building block in a Convolutional neural             
network and is always the first layer(s). The convolutional layer will perform a             
convolution operation to retrieve a new matrix with convolved features. The           
convolutional operation can be described with the figure 3.5 below. A filter is slid              
(convolve operation) over the matrix. The matrix can represent an image or            
sentences with words, so the matrix contains numbers. Every time the filter is slid              
over a new area each pixel in the matrix is multiplied with the parallel pixel in the                 
filter. The numbers in the filter are the neuron's weights (parameters) which are             
updated each training session. The new matrix created by the convolutional           
operation is the convolved features which are passed forward in the network [18]. 
 

 
Figure 3.5. Example of a filter sliding over the input matrix which generates a new matrix with convolved 
features. The green filter is slided over the blue matrix and the parallel pixel is multiplied with each other.  

 
 
As described before, the different models used in this thesis have either two             

or three convolutional layers. The first parameters are the 2D-tensor from the            
previous layer. The second and third parameters describe how many filters and their             
sizes that are used in each layer. So with a three the filter size will be 3x3. The                  
fourth parameter, padding, describes how the matrix is going to be handled while             
sliding the filter over it. With ‘same’ the matrix is padded with a border of zeros                
around it to help the filter to convolve all numbers. If the padding is set to ‘valid’                 
the filter is just sliding over the numbers it can reach, this means that some values                
might be skipped.  
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The fifth parameter describes the activation function which in this thesis is            
the ReLU operation. The algorithm for ReLU is Max(0, input), and is applied after              
each pixel is convolved. The purpose is to introduce non-linearity to the network.             
ReLU will save all values above zero and change all negative values to be zero. The                
idea of introducing a non-linear activation function is to prepare the network to             
handle non-linear data, data which cannot be separated by a single line after they              
have been classified [18]. 

The sixth and last parameters are the regularizer, and it can either be L1 and               
L2. L1 and L2 are two regularization techniques which are meant to prevent             
overfitting. When training a neural network the errors occurred when predicting           
classes are measured to determine good weights. This is crucial so that the neuron’s              
weights can be tuned to their maximum, but it can cause the model to overfit.               
Regularizers like L1 and L2 prevent this by adding penalties to the weight values.              
L1 is summarising the weights absolute values and adds it to the error calculation.              
While L2 adds the sum of the weights squared values. L1 and L2 are equal to each                 
other so it is hard to say which is best. It is easier to test both techniques in the                   
model to evaluate which of them that suits the model best, which in this case was                
L2. 

 

3.3.3 Expand dimension & Global max pooling 

Code 3.6 Expanding the tensor 1-dimension to be able to run it through the global max pool function. 
 

The convolutional layer returns a 3D-tensor and to be able to feed the             
global_max_pool function this tensor needs to be expanded to a 4D-tensor.           
Expand_dims expands a tensor with one dimension, it takes the tensor as input and              
the second input is the axis to expand. In this case the tensor goes from a shape of                  
[batch_size, steps_from_convolution, nb_filters] to [batch, steps_from_convolution,      
1, nb_filters].  

The new 4D-tensor is fed to the global_max_pool which performs a max            
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pool computation on the incoming tensor. This computation takes the highest value            
in a given window. In figure 3.7 below is an example of how max pool computation                
could be done on a sentence.  
 

Figure 3.7 Max pooling example, takes the highest value in each 2x2 window. 
 
In this example, a 2x2 filter is going over the matrix and takes the highest number in                 
each filter. This is done to extract features from the result given by the              
convolutional layers. Each number represents a word from the word indices done by             
the embedding layer. The result of the max pooling layer is a 2D tensor with the                
result and it is passed forward to the fully connected layer. 
 

3.3.4 Dropout 

Code 3.8 Defining the dropout layer and the dropout parameter. 

 
 
The dropout layer is implemented to prevent the neural network to overfit the             
model. This means that the neural network performs very well on the training data              
and learns the random fluctuations on that data, in other words, it has high accuracy               
on the training data and low accuracy on real predictions. This cannot be applied on               
the test data since the fluctuations of the data may look different and will then result                
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in bad generalise of the data [19]. The dropout works in the way that it disables a                 
random set of neurons each training session. This means that these neurons will not              
contribute in the learning process when the data is passed through the network. The              
weights of neurons are tuned and specialised to some specific features, which makes             
the nearby neurons to rely on this specific feature and in the end, could lead to a                 
model that is specialised on just the training data. By disabling a set of neurons each                
training session the other nearby neurons has to step in and learn the representation              
from the disabled neurons. The result of the dropout function results in a neural              
network that is not dependent on a specific neuron and its weight but instead will               
have neurons that can be independent and not be relying on other neurons. This              
results in a network that is capable of doing better prediction on the test data [20].  
 

3.3.5 Fully connected layer 

Code 3.9 Implementing the fully connected layer with its activation function and loss function. 

 
A fully connected layer is unlike a convolutional layer fully connected to the             
previous layers all neurons. The fully_connected function takes the previous tensor           
as one parameter, the number of classes to predict (neutral, negative and positive)             
and an activation function in the form of a softmax function. To this fully connected               
layer there is a regression layer, together these two layers take the output from the               
previous layers and calculate a classification of the sentences. In figure 3.10 below             
is an overview how the fully connected layer is built.  
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Figure 3.10 Example over fully connected layer connected to all previous neurons and together predicts an 

output from three classes. 
 
 

The softmax function is applied to the fully connected layer to output the             
probabilities of a class. It “squashes” the output from each neuron to be equally a               
number between 0 and 1. For instance, a number of 6.77 could be “squashed” to               
0.32. Another task the softmax function does beside computing the values in a             
vector is to divide each “squashed” value from the vector to sum up to a total                
number of 1. The new vector contains the probabilities that the data belongs to a               
particular class, this means the new vector has the probabilities for all classes to              
predict [21]. Figure 3.11 shows an example of a softmax function predicting the             
probabilities that the vector belongs to one of three classes. Where class number one              
gets a probability of 0.70 where 1 is the max of the total sum.  

Figure 3.11 Illustrates how the softmax functions predicts the vector to be a class.  
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The optimisation algorithm used in this model is the Adam (Adaptive           
Moment Estimation) algorithm. Adam is a method for optimising the parameters           
and weights from the neurons to minimise the loss function. Gradient descent is an              
algorithm to perform optimisation of neural networks and Adam is one variant of             
the algorithms that optimises the gradient descent. Adam is a stochastic gradient            
descent and performs updates on the parameters for each data, unlike for example             
Batch gradient descent which performs updates on the whole dataset every epoch it             
runs [22]. The gradient is used to find the lowest point, the point where the score                
from the loss function is at the lowest. The gradient descent algorithm descends             
downhill on the loss function to search for the best line and in that case the best                 
parameters. The size of each step is controlled by the learning rate variable.  

The learning rate in this model is 0.001 which is the defined default number              
for Adam optimizer. If the learning rate is too high the steps may be too large and                 
step over the minimum error rate and therefore will not find the best-suited             
parameters. If the step is too small, the amount of iterations to reach the minimum               
might be many, increasing the time it takes to learn the model. However, the              
learning rate is one parameter that can be changed to increase the accuracy of the               
model and decreasing the loss [23].  

A loss function is used to measure the error probability between the            
networks prediction and the data's true label. This model uses          
categorical_crossentropy instead of binary_crossentropy because there are three        
different classes and binary_crossentropy can only handle two classes, 0 and 1. The             
cross entropy function computes how far away the prediction was from the right             
answer or the right distribution. This means that the network can predict the right              
answer, being above 0.51 in the prediction after the softmax function, but this             
means that the network might also think that another label could be true by 0.49. So                
this loss function calculates how wrong the network predicts the true labels. The             
score from the loss function is used in the optimisation function (in this case Adam)               
to improve the weights and parameters to decrease the loss score [24]. 
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3.3.6 Instantiate training 

Code 3.12 Instantiate the deep neural network, defines and start the training procedure. 
 

The last two lines of code instantiate the neural network and start the training in a                
straightforward process. The first line of code instantiates a new deep neural            
network based on the convolutional network that was built before. It also takes two              
parameters that describe the logging functionality. Tensorboard_verbose takes an         
integer between 0 - 4, where zero is the minimum level of logging and four is the                 
highest. The last parameters describe in which directory to store the logs. 

The last line of code starts the training procedure and takes several            
parameters. X_train and Y_train represent 80% of the reviews and their           
classification, and validation_set() takes the rest of the dataset to validate the            
accuracy. Batch_size is the size of how much of the dataset that is used for each                
training step, in most cases 64 is used, and when setting true to shuffle means that at                 
every epoch the data is shuffled. After this function has finished executing, the             
model is fully trained and can be used to predict future data. 
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3.4 Settings used 

Table 3.13 Shows every model created in this thesis with every parameter that is changed. 
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4 Results and Analysis 
In this chapter, all results will be displayed and to some point analysed. The first               
subsections will show graphs with the accuracy and loss score from the training             
sessions and in the last chapters, a diagram will be shown with the result of testing                
the best models. 

 

4.1 Three classes - Positive, Negative & Neutral 
The following subsections will cover the data obtained through the training process            
of the convolutional neural networks. There will be a loss graph and an accuracy              
graph for each type, and to each graph there is a table of the models to make it                  
easily read.  
 

4.1.1 Accuracy 20 models 
 

Figure 4.1. Graph over the learning curve of accuracy for each model. The Y-axis shows the percentage and 
X-axis shows the amount of training steps. 
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Table 4.2 Table show the models shown in figure 4.1, with their end accuracy and total time of training. 
 

 
The graph in figure 4.1 displays all convolutional models created for classification            
of three different classes - positive, negative, and neutral. The table in figure 4.2              
shows each model by its log-name and describes the total accuracy and how long it               
took to train the model. As the first figure 4.1 shows, there are some models that                
have similar learning curves and those models show that they gradually increase            
their accuracy percentage, meaning they are learning from the data. On the other             
hand, there are some models that stand out from the crowd and are below the others                
in the curve as they show poor results in training. Those models that have inferior               
bad learning curve are those that were tried out with parameters that should not              
have been changed. For example, one model has “binary_crossentropy” instead of           
“categorical_crossentrpy” to show the difference between those two loss functions          
in terms of accuracy. Another parameter is the regularizer, one model had L1             
instead of L2 which every other model had, the result for that model is lower               
accuracy and much higher loss percentage which is shown in the next subsection. 
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4.1.2 Loss 20 models 

Figure 4.3 Graph over the learning curve of the loss function for each model. The Y-axis shows the percentage 
and X-axis shows the amount of training steps. 

 

Table 4.4 Table show the models shown in figure 4.3, with their end loss score and total time of training. 
 

 
   

  

28 



 
 
The graph in figure 4.3 displays all convolutional models created for classification            
of the three different classes - positive, negative, and neutral. The table in figure 4.4               
shows each model by its log name and describes the total loss score and how long it                 
took to train the model. The loss score is the total amount of errors the model                
predicted. At the start, there were a lot of errors and as the number of training steps                 
increased, the errors decreased. Similar to figure 4.1, there were some models with             
two parameters that should not have been changed, regularizer and the loss            
function. Most of the models had a good nonlinear learning curve, dropping rapidly             
in the beginning and levels out at the end. Some even reached below 0.20.  
 

4.1.3 Validation accuracy 20 models 

Figure 4.5 Graph over the learning curve of the accuracy for the validation set for each model. The Y-axis 
shows the percentage and X-axis shows the amount of training steps. 
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Table 4.6 Table show the models shown in figure 4.5, with their end accuracy and total time of validation.  
 

 
The graph in figure 4.5 shows the accuracy the model had at the end of every epoch.                 
This results in a less nonlinear curve than the training accuracy since it updates              
more rarely. As the previous graphs showed there are some models that show a              
worse result than the majority, and it is due to the parameters that should not have                
been changed. There are a lot of models that shows a good increase in the accuracy                
for each epoch, some even reach 86% accuracy. The graph also shows that two              
models decreased their accuracy as the training steps went higher which is a sign              
that something is wrong with those models. In the graph for the validation accuracy,              
there are only 19 models instead of 20 which is shown in figure 4.1. The reason is                 
that one model did not save the result for validation accuracy in the log.  
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4.1.4 Validation loss 20 model 

Figure 4.7 Graph over the learning curve of the loss function for each model. The Y-axis shows the percentage 
and X-axis shows the amount of training steps. 

 

Table 4.8 Table show the models shown in figure 4.7, with their end loss score and total time of validation. 
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The graph in figure 4.7 displays all model’s validation loss score. Similar to figure              
4.5, there are some models that have a worse result than the majority of the models.                
Those models had two parameters that should not have been changed - the             
regularizer and the loss function. The majority of the models had a good learning              
curve, which means that the learning curve is decreasing each epoch, showing that             
they were learning from their mistakes in each round. However, they did not show              
the same loss score as those at training, where some models got below 0.20. Here               
the best had a loss under 0.40, which is significantly higher. The graph also shows               
that two models increased their loss as the training steps went higher which             
indicated that something is wrong with those two models. As shown in figure 4.5              
there were only 19 models instead of 20 which and the reason is that the model did                 
not save the result for validation loss in the log.  
 

4.1.5 Best 8 model's accuracy and loss 

Figure 4.9 Graph over the learning curve of the accuracy for the 8 best models. The Y-axis shows the 
percentage and X-axis shows the amount of training steps. 
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Table 4.10 Table show the models shown in figure 4.9, with their end accuracy and total time of training. 
 

Figure 4.11 Graph over the learning curve of the loss function for of the 8 best models. The Y-axis shows the 
percentage and X-axis shows the amount of training steps. 

 

Table 4.12 Table show the models shown in figure 4.11, with their end loss score and total time of training. 
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Figure 4.13 Graph over the learning curve of the accuracy for the validation set for the 8 best models. The 
Y-axis shows the percentage and X-axis shows the amount of training steps. 

 

 
Table 4.14 Table show the models shown in figure 4.13, with their end accuracy and total time of validation. 
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Figure 4.15 Graph over the learning curve of the loss function for of the 8 best models. The Y-axis shows the 

percentage and X-axis shows the amount of training steps. 
 
 

Table 4.16 Table show the models shown in figure 4.15, with their end loss score and total time of validation 
 

 
Of the 20 models that were trained in three different classes, eight were selected to               
train on two different classes - negative and positive. The selection was based on              
how well their non-linear learning curve was for accuracy and loss score on the              
training data (highest accuracy and lowest loss score), but also how well their             
results were on the validation data. These models have exactly the same parameters             
in both cases, three and two classes, to see if they work equally well in both. As an                  
extra test, these models were evaluated on two different sets of data, to see how well                
they perform after they have been trained. This is presented in the following             
subsections. 
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4.2 Two classes - Positive and Negative 
The following subsections will cover the data obtained through the training process            
of the convolutional neural networks on two different classes. There will be a loss              
graph and an accuracy graph for each type, accompanied by a table of the models to                
make it easy to read.  
 

4.2.1 Accuracy 8 models 

Figure 4.17 Graph over the learning curve of the accuracy for the models. The Y-axis shows the percentage and 
X-axis shows the amount of training steps.  

 

Table 4.18 Table show the models shown in figure 4.17, with their end accuracy and total time of training. 
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The graph in figure 4.17 shows the learning curve of the accuracy while training for               
the models. As the graph shows all models except one have a good learning curve               
and some models even reach 99 % which is exceptionally good. The model that has               
a really bad learning curve (the dark green curve) ends at 98 % which is good but                 
that result can be less credible due to the unrealistic learning curve. The graph              
shows that the models with three convolutional layers and 128 filters perform as             
good as those with two layers and 60 filters, which indicates that there might be               
some other parameters that are more important. The accuracy increased          
significantly when the models were trained on two instead of three classes, which             
can depend on the amount of data belonging to the neutral class compared to the               
other two classes of data. 
 

4.2.2 Loss 8 models 

Figure 4.19 Graph over the learning curve of the loss function for of the models. The Y-axis shows the 
percentage and X-axis shows the amount of training steps. 
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Table 4.20 Table show the models shown in figure 4.19, with their end loss score and total time of training. 
 
 

The graph in figure 4.19 shows the loss score when training the models. As shown               
in this graph and in figure 4.17 there is one model that has a learning curve that                 
looks suspicious. It ends at almost the same loss score as the other models, which               
can be misleading. The other seven models show a good learning curve and the best               
one ends with a score of 0.03, which is only 0.03 percentage points from guessing               
100% right on all data. As the graph shows all models have a few elevations in the                 
curve, and that could be because at the start of every epoch, the data is shuffled.                
Therefore, in the beginning of every epoch the neurons get new data and need to               
adapt and tune the weights for that specific new data instead of tuning the weights               
for the same data.  
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4.2.3 Validation accuracy 8 models 

Figure 4.21 Graph over the learning curve of the accuracy for the validation set for the models. The Y-axis 
shows the percentage and X-axis shows the amount of training steps. 

 

Table 4.22 Table show the models shown in figure 4.21, with their end accuracy and total time of validation. 
 
 

The graph in figure 4.21 shows the accuracy of each model over the validation set.               
As mentioned before there was one model that had a bad learning curve and              
therefore the result for that model can not be fully trusted. For the rest of the                
models, the learning curve showing the accuracy is good and all of them follows              
each other. The graph shows that the models performs really good on the validation              
set and almost reaches 95% accuracy which is really high. All models are close to               
each other, so it is hard to see any big difference due to parameter values. 
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4.2.4 Validation loss 8 models 

 
Figure 4.23 Graph over the learning curve of the loss function for of the models. The Y-axis shows the 

percentage and X-axis shows the amount of training steps. 

Table 4.24 Table show the models shown in figure 4.23, with their end loss score and total time of validation. 
 

 
The graph in figure 4.23 shows the learning curve of the loss score for each model.                
As shown and mentioned before there is one model that has a bad learning curve               
and that models result can not be fully trusted. The other models show almost the               
same learning curve when it comes to loss score and is almost inseparable. The              
difference between the best and the worst model is just 0.0130. The result shows              
that there is a winner in loss score but that specific model may not be the best                 
overall. Both the loss score and the accuracy must be taken into consideration.             
Therefore, the graphs show that seven out of these eight models shows a good result               
in both loss score and accuracy, and the difference is small meaning that all of them                
could in practice be used.  
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4.3 Result from testing  
This chapter will display the final result from the evaluation method on the eight              
models. Both three and two classes will be displayed and analysed. 

4.3.1 3 classes 

Figure 4.25 Result from evaluating the model over the training dataset. 

Figure 4.26 Result from evaluating the models over the training dataset. 
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As the graphs in figure 4.25 and 4.26 shows, all models made for three classes               
received good scores on the evaluation method. In figure 4.26 the models were             
evaluated on 50% of the validation dataset and show a good performance reading up              
above the minimum threshold at 85%. In figure 4.25 the result shows an increase in               
the accuracy but that dataset is randomised data over the whole training dataset             
which can mean that this data has a lot of the same data used for training. However,                 
the graph shows that some models still perform better than other models which can              
indicate that some models are better than others.  

Figure 4.27 Result from evaluating the models over a new dataset. 

Figure 4.28 Result from evaluating the models over a new dataset. 
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The graphs in figure 4.27 and 4.28 show the result over new data that the models                
have not seen before. As the graphs show there are models that perform worse on               
these two datasets than on the dataset in figure 4.25 & 4.26. However, model              
‘cnn17’ receives an accuracy at almost 80% on both the dataset and is not so far                
behind the measurement value at 85%.  
 

4.3.2 2 classes 

Figure 4.29 Result from evaluating the models over the training dataset 

Figure 4.30 Result from evaluating the models over the training dataset 
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As the graphs in figure 4.29 and 4.30 shows, all models made for two classes               
receiving good scores on the evaluation method. In figure 4.26 the models were             
evaluated on 50% of the validation dataset and show an incredible performance            
over that dataset and end up far above the measurement value at 85%. In figure 4.25                
the result shows an increase in the accuracy but that dataset is randomised data over               
the whole training dataset which can mean that this data has a lot of the same data                 
used for training.  

Figure 4.31 Result from evaluating the models over a new dataset. 
 

Figure 4.32 Result from evaluating the models over a new dataset. 
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The graphs in figure 4.31 and 4.32 show the result over new data that the models                
have not seen before. As the graphs show all models performs very well at these               
two datasets and have similar accuracy. The result is far above the minimum             
threshold at 85% and all models could be used in production.  
 

4.4 Analysis 
The eight models that were chosen to be evaluated in both three and two classes               
performed overall reasonably well. When it comes to classifying three classes on            
new data the models did not perform as good as they did on the dataset containing                
the training data. Of course, this is a result that can be seen as expected since the                 
models should perform better on the data that they were trained on. However, when              
going into production with a model they need to perform well on new data as well.                
The result shows that one out of the eight models reaches 80% on the new data and                 
that can be seen as a good result because the training dataset contained a small               
amount of neutral data. With a higher percent of neutral data in the dataset or by                
tuning that model’s parameters, that model might have shown better result and            
ending at an accuracy near 85% on unknown data.  

When it comes to classifying two classes on the new data all models             
performed incredibly well, reaching almost 95% accuracy for all models and on            
both datasets. The result is far better than the minimum threshold of 85% and all               
models could be put into production. Even if the training dataset contained 100%             
more positive data than negative the models still performs well on both classes. This              
could mean that the amount of different data is not the solution to get high accuracy,                
instead, the amount of total data might be the solution.  
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5 Discussion  
The research question for this thesis was: “How can deep learning be used to detect               
positive or negative user reviews in Swedish?”. Based on the result of the tests and               
training of the convolutional neural network it showed that this type of neural             
network could be used for sentiment analysis on Swedish texts. The result over the              
models covering two classes, positive and negative, showed some very good results.            
Over the two test datasets, the eight models have an average accuracy of 95.17%,              
which is 10% higher than the minimum threshold at 85% that were discussed earlier              
in the problem formulation. Cnn22 was the model that had the highest percentage             
on dataset 3 and received an accuracy of 95.73%, and on dataset 4 it received an                
accuracy of 95.53%. Since the models show a really good result on both training              
data and test data, this indicates that the networks have learned from the training              
data and can take the knowledge with them when new real-time data has to be               
analysed.  

When it comes to classifying three categories the models showed a different            
result. While training and predicting the validation data the models showed a good             
result with 86.54% on the worst model. This is 1.54% above the minimum threshold              
and can be seen as a good result. However, when running the test dataset over the                
eight models the results is different. The eight models had an average accuracy at              
71.82% on the two test datasets, which is significantly lower than on two classes              
and almost 13% worse than the measurement value. There is, on the other hand, a               
model showing a good performance with almost 80% accuracy on both datasets.            
Even if it is 5 percentage units lower than the measurement value it has to be seen                 
as good because it is 5% better than the second best model. The accuracy could be                
increased due to the amount of data in the training dataset with only 8% neutral               
data. One reason why the models had the problem to reach 85% on the test data                
might be due to the to the low amount of neutral data and that the models have                 
problem to classifying just that category. If the amount of neutral data would be              
15-20% of the training data the result might have been different.  

Another thing that could have an impact on the result is to develop another              
architecture of the networks. Adding dropout layers between each convolutional          
layer instead of having just one after them, or by adding more fully connected layers               
in the end. There is, on the other hand, no proof that this could change the accuracy                 
radically but could increase it by some percentage. By comparing the result from             
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this thesis with the previous research then we can see that there are great similarities               
in the result when it only concerns positive and negative reviews. In the research              
done by Gao et al. and in Zhang's and Chen's research, they achieved 89% and 96%                
accuracy on their best models which can be compared to this thesis result of              
95.73%. So there are similarities in this result and theirs, and this may be because               
when it comes to only negative and positive texts, the network has relatively easy to               
learn and distinguish between these two classes [10], [12]. 

However, on the other hand, there are greater differences regarding when           
neutral is added to the dataset when comparing against previous research where            
they use five different classes. In the researches done by Houshmand Shirani-Mehr            
and Ouayang et al. they achieved an accuracy at 46.4% and 45.4% over five classes.               
It is difficult to say why they reach so low percentages, but it may be because the                 
networks have harder to classifying if a text is positive or strongly positive, as well               
as negative and strongly negative if neutral is apart. Thus, their results can still be               
compared to the results of this project, as the best results from the tests gave 80%. It                 
differs 15% accuracy only by adding a third class and if two more classes were               
added, the accuracy would probably be lowered even more. This means that the             
dataset must have a lot of data from each class to give the network the best chance                 
as possible to learn, but unfortunately, it will probably not reach the same accuracy              
as a network that only classifies positive and negative [9], [11]. 
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6 Conclusion  
The problem addressed in this thesis was to evaluate if deep learning could be              
applied to analyse sentiment on Swedish text and this was done by implementing a              
convolutional neural network since this type of neural network has been showing            
good results in previous research. Twenty models were implemented and trained on            
three categories (positive, negative and neutral), and these models had almost the            
same architecture but with different parameters. From these models there were eight            
models that were chosen to be evaluated and trained on only two classes, positive              
and negative. 

The evaluation tests show that the models that only classifies two categories            
had an average accuracy of 95.17% which can be seen as a very good result and is                 
also 10 percentage units higher than the measurement value of 85%, which means             
that these models could be put into production. Unfortunately, the models that used             
three classification categories did not meet the same accuracy, and only one model             
reached up to 80%, which is 5% less than the minimum threshold. The result shows               
that if only the positive and negative categories need to be analysed, for example to               
get an overview of the majority of tweets on a particular product, then the              
convolutional neural networks created in this thesis can be used in production. On             
the other hand, if the neutral category is to be analysed as well, the models must be                 
trained on more neutral data than they did in this thesis and maybe even change               
some layers in the architecture. 

The CNN models were trained on reviews done on companies and their            
products and services which mean that these models are created to analyse            
sentiment on that specific area. However, the models might be suited for other             
reviews such as movie and music as well, which was out of scope to test in this                 
thesis. Since this was a degree project in collaboration with Beanloop AB and their              
problems mostly consisted of positive and negative texts, the result can be seen as              
appropriate and they can use the results as a guide in their continued work on               
sentiment analysis. 

As mentioned earlier, one reason for the worse result of classifying three            
categories can be due to the fact that there were only 8% neutral data in the training                 
dataset. The neutral category is hard to predict due to that it is hard to be completely                 
neutral and the sentence might lean over to either the positive or negative side. Most               
of the data is taken from sites with a rating system of one to five, which gives the                  
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neutral category only data from a review with rating three. If the data were taken               
from sites with a rating system of one to ten there might be some differences in the                 
sentiment of neutral data and probably the amount of neutral data. In order to get a                
more credible result and an accuracy closer to 85%, the best models would be              
retrained over a more equal data distribution to give them a chance to learn the               
sentiment in neutral reviews. Besides that, I'm pleased with the overall results,            
especially the models that are classifying only positive and negative texts, and I             
have learned a lot in the field of deep learning. 
 

6.1 Future Research 
As mentioned earlier, there are some thoughts about the worse performance of the             
models classifying three categories. It would be interesting to see if the accuracy             
improved if more data was gathered, making the datasets more evenly spread            
among the categories to check if that is the reason of the lower accuracy. Another               
idea is to rebuild the models with a completely different architecture as neural             
networks can be designed in many different ways. For instance, you can add             
multiple dropout layers between each convolutional layer and add more fully           
connected layers at the end, but also adjust the parameters further. Because it takes              
a lot of time to get the data and to train the models, there simply was no time to                   
explore these ideas. Another aspect is to train the models in more epochs than five,               
which is the most common in this thesis. The number of epochs could be doubled or                
even quadrupled to let the models learn more about the data, but as it takes about                
one hour per model when five epochs were used and as mentioned before there was               
no time to test this. Another issue that might occur in the future is new words in the                  
Swedish language and an increase in the usage of Swenglish. To keep the models              
up-to-date they need to be re-trained on newer data in the future to keep up with the                 
society and the language usage. To conclude, if there was more time, I would like to                
try to reach the measurement value and minimum threshold of 85% accuracy on the              
models that were trained for three categories as the other models did. 
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