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Abstract

Major societal challenges such as environmental sustainability, availability of energy
and raw materials, and globalisation are creating new requirements for many actors in
society. These new requirements relate to efficiency, flexibility, sustainability, and com-
petitiveness. While these aspects have all been around for some time, and many systems
have been locally optimised with regards to one or a few of these requirements, recent
advances in communication and processing capabilities promise increased possibilities for
connecting different parts of society, allowing optimal operation on a much larger scale.

While industrial production systems have been controlled electronically for decades,
the digitisation of market channels and consumer systems, together with the possibility to
interconnect different production facilities, now allow for automated interaction along the
whole supply chain from raw materials to end users. Simultaneously, increased demand
for efficiency forces increased specialisation among actors, which with increased possibili-
ties of interconnectivity, creates large enterprises of cooperating, specialised stakeholders.

One of the major remaining obstacles for a widespread adaptation of more intelligent,
more connected systems, able to deliver these envisioned results, is a coherent approach
to the engineering and management of Systems-of-Systems involving very large numbers
of devices and operating across several automation domains. For traditional automation
systems there are established engineering procedures and numerous standards for engi-
neering data, although most are focused on the static processes that have traditionally
been the norm. For full integration with a digital society many of the existing automation
systems will need significant modifications and as many automation systems are ageing
and in need of replacement, a suitable solution to this may be a large scale migration to
new automation solutions.

The work presented in this thesis includes some new approaches and methodologies
to utilise the existing engineering procedures and standards, while introducing some of
the flexibility proposed by the emerging technologies. The major technical solutions pre-
sented consist of a structure way to organise connected systems and how they are related,
regardless of engineering standards used to design their interactions, and an approach
to allow configuration of heterogeneous systems through service interactions. Further
contributions include an approach for migrating certain categories of existing industrial
control systems to a service oriented architecture, as a basic outline for adaption of the
next generation of automation systems in industry. Certain remaining challenges have
been identified, which have to be addressed for a successful launch of widespread inter-
connected automation systems based on Internet of Things and associated technologies.
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Chapter 1

Introduction

“Why bother with a cunning plan when a simple one
will do?”

Terry Pratchett, Thud!, 2005

The whole world is developing ever more quickly and societies all around the globe are
facing challenges of sustainability, efficiency, competitiveness, and flexibility. At a more
concrete level, this takes the form of a need to develop environmentally, economically
and socially sustainable societies and businesses. Competitiveness requires all produc-
ers to ensure the availability of energy and raw materials, and to use them efficiently.
Additionally, global competition and communication is driving rapidly changing market
trends, putting pressure on producers to adapt and giving benefits to consumers that are
quick to seize new opportunities.

A most promising component in adapting to these changes is the digitisation of pro-
duction, products and society a a whole. A successful large scale digitisation can enable
dynamic information exchange between all actors involved. Thus allowing planning and
forecasting, optimisation and adaptation on a larger scale, applicable to all parts of so-
ciety, thereby building a better world for all. One branch of utilising the benefits of
digitisation is the automation of new processes and improvements to already automated
operations.

For Europe and more specifically for the European productive industries, further
detailing of these challenges have been performed in different road maps and initiatives,
such as Industry 4.0 [1], the Factory of the Future road map [2] and the ProcessIT.EU
road map on process automation [3].

Three emerging trends in production industry that address these topics are:

1) Multi-stakeholder corporations, replacing large monolithic organisations

2) Learning from previous products and other parts of the value chains

3) Integrating information from the whole product and production process life-cycles

In particular, the Factory of the Future road map [2] and the ProcessIT.EU road
map on process automation [3] both identify the need for a more integrated product and

3



4 Introduction

process engineering, in addition to the already mentioned integration of the products and
processes themselves.

The challenge of the automation engineering process and its associated tools can be
seen as to capture a desired function, and turn it into a physical system that can be built
to fulfill the intention of the designer. This is a complex task with many aspects and the
most suitable engineering tools and methodology depend a lot on which part of task is
perceived as the most challenging.

Most engineering disciplines and most application domains have established struc-
tured and standardised engineering tools and methods. However, because the interaction
between different disciplines and domains have historically been limited and not a crit-
ical factor, the standards vary greatly and only more recently have there been major
incentives in harmonising the different standards.

With the proposal of various approaches to promote integrability between automation
systems from different application domains, as well as the incentives to maintain engi-
neering data and system information along the whole life-cycle of a production process,
this situation gave rise to the first two research questions.

Q1 How can run-time and design-time knowledge efficiently be integrated to manage
an automation system of systems?

Q2 How can standardised engineering methodologies for capturing process and tech-
nical knowledge be utilised to manage a cross-domain IoT automation system of
systems?

Furthermore, for the establishment of new technology in the European production
industry, Pereira et al. highlight in their study of the European Monitoring and Control
market from 2007 [4], that the three main market barriers for Monitoring and Control in
the process industry are:

• Complexity of systems

• High installation costs

• Many old installations with legacy equipment

The two first observations are likely to become even more valid when the emerg-
ing trends in production and the intention to make systems from different application
domains interoperable, are considered. Thus, production automation engineering and
installation simplicity and efficiency becomes very important.

The last market barrier listed hints at a suitable entry point to overcome these chal-
lenges. A strong migration strategy that targets old installations would appear to have
a credible chance for market success. A higher degree of digitisation should provide the
possibility for increased flexibility and visibility for activities such as maintenance. At
the same time, a migration strategy must look at legacy systems to see how those sys-
tems solve the challenges of complex systems with high availability and reliability. If
performed well, a migration may also reduce both the complexity of the system and the



1.1. Methodology 5

installation costs by utilizing existing structures and hardware where appropriate, thus
addressing all of the three main market barriers.

These trends and observations initiated a third research question to be studied:

Q3 What are the functional, performance and operational critical aspects of a successful
migration of an industrial automation system to an IoT-based cloud solution?

1.1 Methodology

The research work presented in this thesis has been conducted in joint research projects
including universities, research institutes, and industrial partners. This has brought the
possibility of bringing together experience from the methods used in different parts of
society.

The research methodology used has its roots in experimental computer science and
engineering research, defined as “the building of, or the experimentation with or on,
nontrivial hardware or software systems” [5].

For the proposal of new methods, current state-of-the-art approaches have been stud-
ied through discussions with experience engineers and researchers, through reading pa-
pers in the area, and by taking relevant courses. This has identified situations where new
technology and societal developments have opened opportunities for improvement over
the current state-of-the-art.

An iterative process has been used throughout this work:

1. The problem stated is analysed theoretically and a number of performance indica-
tors for a solution are stated

2. A hypothetical solution is designed

3. The proposed design is implemented

4. The implementation is tested for the stated performance indicators

5. Return to 1 for a refined analysis

1.2 Thesis outline

This is a compilation thesis consisting of two parts. The first part describes the wider
societal background, the technical context and the challenges that formed the basis for
the research questions

Part II consists of five peer-reviewed papers that have been published in the proceed-
ings of various conferences, two submitted journal papers and three book chapters. All
are part of the research performed as part of this thesis work, they have been edited to
follow the format of the thesis layout, but without any modifications to their contents.
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The remainder of Part I is structured as follows. Chapter 2 describes digitisation,
the technical concepts of Systems-of-Systems and Internet of Things (IoT), and the Ar-
rowhead project, presenting the justification leading to the research presented in the
thesis. Chapters 3 and 4 presents the specifics of engineering in the domain of industrial
automation and for IoT Systems-of-Systems. Chapter 5 summarises the challenges of mi-
gration of industrial automation systems, and a proposed approach. Chapter 6 describes
the research contributions of this thesis. Chapter 7 offers some conclusions drawn from
the results, presents answers to the research questions, and describe directions for future
studies.



Chapter 2

Digitisation of Society and
Automation Opportunities

Large scale digitisation of society holds vast potential for improvements in many
areas, including environmental, economical, and social sustainability. Some areas of
society have already become increasingly digital and some of the early benefits have been
reaped through automation of various functions in society.

The increasing spread of digitisation promises even greater benefits through intercon-
nection and collaboration between ever growing, ever more numerous automated systems.
One popular term for these interconnected collaborating systems is that they together
constitute a System-of-Systems.

2.1 Systems-of-Systems

Systems-of-Systems is one of the design concepts suggested for integration of the very
large automation systems proposed in road maps and initiatives such as Industry 4.0 [1],
the Factory of the Future road map [2] and the ProcessIT.EU road map on process
automation [3].

In particular the envisioned trend of multi-stakeholder corporations match the two
defining characteristics of Systems-of-Systems, proposed by Maier [6]:

• Operational Independence of the Elements: If the system-of-systems is dis-
assembled into its component systems the component systems must be able to
usefully operate independently. That is, the components fulfill customer-operator
purposes on their own.

• Managerial Independence of the Elements: The component systems not only
can operate independently, they do operate independently. The component sys-
tems are separately acquired and integrated but maintain a continuing operational
existence independent of the system-of-systems.

7



8 Digitisation of Society

In a multi-stakeholder corporation, large monolithic organisations are becoming more
modular, with independent entities where responsibilities and decision making can be
distributed. As such, multi-stakeholder corporations does not necessarily have to refer
to cooperating legal entities but that responsibility and decision making is distributed
enough that it could as well be different legal entities, i.e. they are distinctly different
stakeholders. Through efficient integration of the modular stakeholders, each stakeholder
is enticed to become more specialised and more competitive, as the modular structure
with dynamic integration allows replacement of single stakeholders to bring about a more
competitive corporation.

In order to enable Systems-of-Systems that fully implement these characteristics,
Maier [6] also describe four architectural design principles:

• Stable Intermediate Forms: A System-of-Systems designer must pay closer
attention to the intermediate steps in a planned evolution. The collaborative system
will take on intermediate forms dynamically and without direction, as part of its
nature. Thus, careful attention must be paid to the existence and stability (in all
suitable dimensions) of partial assemblages of components.

• Policy Triage: The System-of-Systems designer will not have coercive control
over the systems configuration and evolution. This makes choosing the points at
which to influence the design more important. In communication-centric systems,
this means that design leverage will frequently be found in relatively abstract com-
ponents (like data standards and network protocols).

• Leverage at the Interfaces: A System-of-Systems is defined by its interfaces.
The interfaces, whether thought of as the actual physical interconnections or as
higher level service abstractions, are the primary points at which the designer can
exert control.

• Ensuring Cooperation: A System-of-Systems exists because the partially inde-
pendent elements decide to collaborate. The designer must consider why they will
choose to collaborate and foster those reasons in the design. This is not a consider-
ation in the design of monolithic systems where the components can operate only
as part of the whole.

Given the challenges and opportunities presented by the digitisation of society, as
illustrated in the mentioned road maps and initiatives, the System-of-Systems charac-
teristics given by Maier appears to identify and categorise some important aspects, in a
generalised way.

2.2 Automation and clouds

The implementation of digital Systems-of-Systems is not generally obvious, and given
the traditional methods for digital systems, the sheer scale of the Systems-of-Systems
envisioned may present a significant challenge.
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As a method of managing large scale digital systems, Cloud Computing has become
a popular term in Information Technology (IT) for the last decade, based in a much
older idea of sharing computation resources dating back to 1957 [7, 8]. The phrase
Cloud Computing gained popularity in 2007 after announcements from Google [9] and
Amazon [10] in the previous autumn.

As do many buzzwords, Cloud Computing has a broad meaning. In a clarifying effort
the National Institute of Standards and Technology of the U.S. Department of Commerce
(NIST) [11] has defined five Essential Characteristics of Cloud Computing:

• On-demand self-service

• Broad network access

• Resource pooling

• Rapid elasticity

• Measured service

An example of how cloud computing might appear in the field of automation systems
can be taken from an Agent-based manufacturing execution system [12].

Agent-based manufacturing execution systems can utilise flexibility in a production
line to allow for efficient dynamic scheduling of short production series. This is achieved
through identification of units at an early stage, e.g. through an electronic tag or a small
system with communication capabilities on each unit. Each identified unit can then be
assigned a specialised production sequence with individual modifications. The sequence
of operations and production flow is then ensured by software agents representing the
units

From a functional perspective, the location of the production recipe (i.e. the data)
and the execution of algorithms for production scheduling (i.e. the computation) is irrel-
evant. The production flow will be the same regardless of if the data and computation
is centralised, with a passive tag on each unit and each operation performed on request
from the centralised system, or if the units are equipped with the capabilities to com-
municate with each other and individually request operations at each production step
through direct communication to the production systems, where the organisation is han-
dled through a distributed algorithm. In such a scenario the location of the data and
computation can be seen as obscured, as if known to exist but hidden within a cloud.

Obscurity is a question of perspective though, and only one aspect of Cloud Comput-
ing. However, as long as each unit is represented as a software agent on the networked
systems, and the execution location can be changed, allowing for the essential elastic-
ity, and it is operated through a networked, measured service-oriented approach, either
implementation could be considered an implementation of Cloud Computing. Among
the Essential characteristics proposed by NIST, this aspect is represented by Resource
pooling, in that the resources are not assigned specifically by design but rather available
in a pool.
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Even though the general definitions of cloud computing, like the one proposed by
NIST, allow for a rather wide set of implementations, the general perception of a Cloud
has become more associated with globally accessible platforms for software execution
and data storage. This is likely stemming from the implementations presented by e.g.
Amazon and Google, as these coincided with the popularisation of the term.

For applications that are inherently local, in that they operate to a large degree with
physical objects and measurements as points of input and output, the benefits of global
accessibility are not as apparent as with more traditional IT systems. This, combined
with the narrowed perception of the concept, appears to be one of the reasons for a couple
of other concepts, such as Edge [13, 14] or Fog [15] computing.

For automation networks there are also several reasons to restrict the span of the
resource pooling and the elasticity, e.g. to be able to predict or guarantee Quality of
Service (QoS) [16], and to restrict the broad, on-demand access, e.g. to meet a certain
level of safety and security according to required safety and security assessments, as
discussed in the appended Paper J. These reasons have motivated the more specific
concept of a Local Automation Cloud, as described by Delsing et al. [17].

A Local Automation Cloud, as implemented on a series of local devices running soft-
ware in a distributed manner and interacting with the physical world through a number
of things can be seen as an implementation of an other popular concept, envisioned to
provide countless opportunities for the improvement of efficiency, control, and comfort
in society, the Internet of Things.

2.3 Internet of Things

The Internet of Things is envisioned to be a cornerstone in the connected, comfortable,
efficient, and productive society of tomorrow. The idea behind the Internet of Things is
to allow things to communicate directly with each other, e.g., to share related information
from different systems and to present the information to users in a more useful manner,
allowing humans to focus on decisions and actions rather than filtering and combining
information from different sources.

Cisco presents a good example in an infographic [18], in which information from
traffic systems, train systems and meeting schedules is aggregated and communicated
to the alarm clock and car systems of an end user. These interactions exemplify the
characteristics of a System-of Systems very clearly, in that all of these things are already
independent, functioning systems, before they receive any connectivity. Through an
example, such as the one by Cisco, it is possible to visualise how an SoS is formed from
the independent systems, using the four architectural principles.

In the Cisco example, the alarm clock has its alarm time modified by information
from a meeting schedule, a car, a traffic information system, and a train information
system, resulting in the alarm clock additionally signaling the car and a coffee maker
in turn. All of these systems are independent from both an operational and managerial
point of view, satisfying the two defining characteristics proposed by Maier.

Furthermore, although the example is presented by Cisco as complete, it is possible to
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see that any one of the connections would be a useful integration on its own, and any set
of the connected systems will be a stable intermediate form. Similarly, it is obvious that
the System-of-Systems designer is not likely have coercive control of such diverse systems
a train information systems, a car and a coffee maker, thus satisfying the policy triage.
The same applies to the characteristic referred to as “Leverage at the Interfaces”, as the
capabilities in this example are fundamentally limited by the interaction capabilities of
the alarm clock and of the other systems. The characteristic of “Ensuring Cooperation”
does not appear clearly in the example, but it is reasonable that the described System-of-
Systems exists primarily for the benefit of the user of the alarm clock, and the connections
to all other systems are likely driven by commercial interest from the system providers,
seeing that an owner of a connected alarm clock might be willing to pay a small premium
for a connected coffee maker, and so on.

This example illustrates the benefit of interoperability between rather diverse sys-
tems, and that it is something of a requirement for widespread establishment of the IoT
vision. A survey of commercial IoT frameworks and platforms, with various solutions to
interoperability, was performed by Derhamy et al. [19].

Part of this vision is the Industrial Internet of Things (IIoT) whereby connected
devices in industrial installations, in addition to performing the duties of the automation
systems of today, provide countless opportunities for improvement thanks to dynamic
access, for human and electronic decision makers alike, to systems and information that
were previously obscured [20].

Cisco predicts 3.4 IP-connected devices per person on earth by 2020 [21] and that
M2M connections will grow from 4.9 billion in 2015 to 12.2 billion by 2020 [22]. Only a
minority of these are industry related but the Compound Annual Growth Rate (CAGR)
is predicted to be over 10% for Manufacturing and Supply Chain and nearly 30% for the
Energy sector.

The technology behind the Internet of Things is based on Internet Protocols (IP)
and Service-Oriented Architectures (SOA) as an open platform with tested technology.
Pereira et al. highlight in their study of the European Monitoring and Control market
from 2007 [4], that one of the main challenges of Monitoring and Control in the fields
of both manufacturing and process industries for the European market appears to be
related to the establishment of IP and service-oriented architectures.

2.4 The Arrowhead project

Based on the high-level visions and road maps for societal improvements, the Arrowhead
project was formed around the grand vision to “Enable collaborative automation by net-
worked embedded devices”. Two grand challenges were identified in the proposal of the
project, in the spirit of the System-of-Systems approach, focusing on the communication
and interface aspects especially. The two Arrowhead Grand Challenges are:

• Enabling the interoperability of services provided by almost any device

• Enabling the integrability of services provided by almost any device
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Figure 2.1: Key concepts of the Arrowhead Framework.

As previously illustrated, and further highlighted in the first of these two Grand
Challenges, interoperability is of vital importance to bring the societal benefits that are
envisioned for digitisation. However, interoperability is a wide concept and can come
in different varieties, both in terms of the technical level that can be agreed upon but
also what span of functionality that is included. E.g., as Derhamy et al. [23] illustrate
in their proposal for handling error-messages during translation between communication
protocols, a more complete approach to interoperability must handle much more than
simply handing over a data package between two devices.

Ultimately, interoperability will have to depend on the application and the situational
requirements, but it is likely that for the scope targeted by Arrowhead, the challenge will
include the following interoperability aspects:

• Protocol interoperability

• Security interoperability

• Semantics interoperability

All of these aspects have been investigated during the project, with the first one show-
ing the most promising results, summarised by Derhamy [23, 24, 25]. Security interoper-
ability has been addressed within the project, but significant challenges remain [25, 26].
Simultaneously, significant progress has been made by other research groups on the chal-
lenge of Semantic interoperability, although much work remains to be done [27, 28, 29].

The second Grand Challenge of integrability of services illustrate that through inte-
gration by service interactions, a greater function can be fulfilled, much in the same sense
that Systems-of-Systems may be able to address the greater societal challenges in a way
that the independent systems have yet been unable to.
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The cornerstones for enabling integration of systems will be to understand 1) what
things there are that could possibly be integrated, and 2) how these things should be
connected so that the integration leads to added functionality or value.

From the Arrowhead project has emerged the Arrowhead Framework for integration
of interoperable systems, through the use of service interactions [26, 30]. Within this
framework, the method for finding other systems is through a Service registry and dis-
covery system, and the method for finding how systems should be connected for greater
benefit is through an Orchestration system.

Given the openness of a framework based on the principles of a service-oriented ar-
chitecture, it is additionally deemed necessary to have a trusted actor to certify the
authenticity of connected systems and authorise service interactions in the System-of-
Systems, a function that in the Arrowhead framework is provided by a Authentication
and Authorisation system.

These three core systems for the basis of the Arrowhead framework, by enabling the
interoperability and integrability between compatible connected systems, as illustrated
in Figure 2.1.

Some of the key scientific contributions presented in this thesis represents the ap-
proach by which a System-of-Systems based on the Arrowhead framework can be designed
to fulfill a desired function, through populating the Orchestration system.
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Chapter 3

Industrial Automation Systems

The previous chapters discussed the most modern technologies that society is cur-
rently discussing and developing. To better understand the environments such systems
have to operate in, it can be helpful to first study the history of what we today consider
legacy automation systems.

Industrial control systems can be traced back to the very first industrial machines in
the 18th century, through famous scientists and inventors such as James Watt, William
Siemens and James Clerk Maxwell, from purely mechanical systems to electrical relay
systems and further on to microprocessor based systems in the early 1970’s [31].

Today virtually all industrial control systems are based on microprocessor systems,
small electronic devices distributed across all areas of industrial systems. Although the
electronic hardware today is not so different in the different areas of industrial automa-
tion, there are significant differences in the structure and their organisation. Through
these technical differences and through some historical differences between industrial
sectors, many different approaches have been established for engineering of the different
industrial automation systems.

3.1 Automation systems by industrial sector

Throughout the evolution of industries and industrial control systems, the focus and
challenges have differed between industrial sectors. Generally speaking, there can be
said to be three main categories of industries affecting the automation systems that have
evolved in these sectors, these are:

1. Manufacturing industries where products are made piecewise, often through
the assembly of components into a complex product ready for delivery to a con-
sumer market. The production flow is characterised by a series of machines along
a transport system, where products arrive one at a time to each machine which
performs a series of operations on each product before the product is transported
to the next machine.

15
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2. Process industries in which a raw material is processed into a more refined
material, often for delivery to manufacturing industries. The production flow is
usually continuous, going through highly specialised machines that process the
material as is flows through or captures in large vats for processing before it is
released in a continuous flow to the next machine. For automation purposes, large
energy production facilities such as power stations are often grouped with process
industries, as a facility where a raw material such as coal, oil or waste material is
processed into heat and electric energy.

3. Utilities and infrastructure: Although technically not production facilities, util-
ity systems such as water and sewage networks, power grid systems, rail networks
and tunnel systems are often considered industrial systems. These networks are
all geographically distributed, with some powered systems spread out over great
distances, with some need to monitor the systems and with a need to perform some
local control actions at the widespread locations.

Through the practical differences in operation, different markets and different tech-
nical evolutions, these three industrial sectors have developed different automation tra-
ditions and approaches to the engineering of these systems.

3.1.1 Manufacturing industry automation systems

Mehrabi et al. [32] identify four historical manufacturing paradigms (Mass production,
Lean manufacturing, Flexible manufacturing systems, and Reconfigurable manufacturing
systems), up until the year 2000. Each of these paradigms being focused on addressing a
very specific competitive advantage, and each new paradigm depending on or including
the previous ones. In a similar manner Jovane et al. [33] identify Craft Production
starting in the middle of the 19th century, Mass Production starting with the invention
of the assembly line in 1913, Flexible Production introduced in the 1970’s, and Mass
Customisation and Personalisation starting around the year 2000, and predict a fifth
paradigm in Sustainable Production for the 2020’s. Figure 3.1 illustrate the historic
progression in terms of variety and volume.

The manufacturing industry has traditionally used a lot of manual labour, since the
start of the era of mass production, organised at stations along the assembly line, and
the automation of manufacturing has until all but recently been intended to improve the
efficiency and quality of the traditional assembly line. As such, the general approach
has been to automate the operation at each station individually, resulting in relatively
independent automation at each station, with only limited monitoring and coordination
between stations through a supervisory system. This set-up is called a PLC-SCADA ap-
proach, using a Programmable Logic Controller (PLC) at each station and a Supervisory
Control And Data Acquisition (SCADA) system for supervision and coordination.

This separation between local and distributed control means that each station or pro-
duction cell can be engineered more independently, allowing suppliers of manufacturing
equipment to deliver fully automated production cells, only providing a limited com-
munication interface to the SCADA. This lowers the cost of acquiring each production
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Figure 3.1: Illustration of the historic progression of manufacturing. Adapted from [33].

cell but can lead to complications during operation and maintenance of the systems,
if production cells have been acquired from different suppliers not following the same
engineering practices.

3.1.2 Process industry automation systems

Compared to the manufacturing paradigms, process industries was for a long time focused
exclusively on product cost and product quality; the significant competitive advantages
identified by Mehrabi et al. [32] as significant for Mass production and Lean production,
respectively. This has most likely contributed to the affinity for highly specialised equip-
ment with very high reliability and throughput within the sector. Only more recently has
there been an interest in more customised products from the process industry, possibly
as a result of globalisation where the largest and most efficient plants are able to serve
the entire global market of bulk products forcing smaller plants, with higher relative
operating costs, to go out of business or focus on specialised markets where the revenue
per volume is higher.

Partially due to this focus on efficiency and quality in the production, and partially
due to the high investments made in the process machinery, the automation in process
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industries has developed in a different direction than that of the manufacturing industries.
In process industries there is a strong focus on the process flow, throughout the whole
production facility, and as such the automation is organised as one tightly connected
system, with control execution hardware distributed throughout the facility. This is
referred to as a Distributed Control System (DCS). While the electronic hardware in
each of the controllers in a DCS can be very similar to a PLC, a major difference is that
the engineering of the whole DCS is done centrally, ensuring that the same engineering
approach is used across the whole facility but often at a higher cost as it is more difficult
for suppliers to streamline their engineering procedures.

3.1.3 Utilities and infrastructure automation systems

In the field of utility services, such as water and sewage transport, and infrastructure, such
as railroad networks, power grids, motor highways and tunnels, the automation challenges
have long been focused on immediate local control and long-distance supervision. The
commercial situation is usually very different compared to the two other categories, with
utilities and infrastructure systems often serving a specific geographic area with very
little competition within that area. As the services are often funded, owned or heavily
regulated by governmental or municipal bodies, the focus is often a required level of
service at minimal cost. Therefore, there has been an even stronger focus on cost than
for process industries, and only very limited concern for quality.

In this environment the automation systems have taken on a third type of structure,
called SCADA systems as is common in manufacturing industries but traditionally with
Remote Terminal Units (RTU) executing the local control. An RTU is similar to a PLC
but the structure is much more focused on the communication issues that may occur
in such geographically distributed systems. Given that continuous, reliable operation is
critical in this area, an RTU is expected to be able to continue its operation even if the
connection to the supervisory system is disabled for some time, and usually configured
to store all data locally until the communication can be resumed. Compared to the
operation of a PLC in a manufacturing scenario, the control scenario for an RTU is
usually much simpler with only one mode of operation controlling a few devices.

3.2 Industrial automation engineering

Much of the industrial automation engineering is performed as projects and can be struc-
tured using a traditional project management approach using the five phases of a project
that are illustrated in Figure 3.2. In Paper [G? - fix!], a more specific work-flow for
automation engineering is described, following the five steps:

1. Conceptual application design: This step is comparatively informal and and
usually not technically specific but should outline the purpose and motivation for
the application. Typically it should answer the question “Why?” and provide
basic requirements to the design, given available resources and other constraints.
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Figure 3.2: Project Management main phases. Illustration from Wikimedia commons, licenced
under GNU Free Documentation License.

2. Functional design: This step will produce most of the overarching design doc-
uments. The results of this should be a detailed design of the mission critical
functionality and functional requirements for the support systems.

3. Procurement and Engineering: These two activities are often performed in
parallel, and will affect each other. Certain requirements and design decisions may
limit procurement to a single option, that will affect engineering. Subsequently,
engineering decisions may pose additional requirements on procurement of other
parts or subsystems.

4. Deployment and Commissioning: As all equipment is purchased, configured
for the application, and delivered to the site of operation, a process of deployment
and integration of all systems begin. When systems have been connected a series
of integration tests and commissioning starts, after which the full, interconnected
system-of-systems is ready for operation by the end user.

5. Operation: When the operational phase starts, the full system-of-systems should
perform at the requested level without any need for further engineering. However,
in most scenarios there are minor details that were not foreseen during the design
phases and must be adjusted. Similarly, external factors, such as markets or regu-
lation, are likely to change during the operation of a large system. All of these may
require updates to design and engineering, including documentation and data.

The work-flow serves as a basis for the engineering of automation systems based
on Internet of Things, but it is based on an amalgamation of the work-flow used for
traditional engineering of automation systems in various domains.

3.2.1 Engineering similarities and differences

Due to the aforementioned differences, the automation engineering within these three
categories has developed in slightly different directions.

In the Manufacturing industry, there is a high acceptance for specialised controllers
for tasks such as robot control and Computerised Numerical Control (CNC) for, e.g.,
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automated cutting, welding, and grinding. With time, some of these controllers have
expanded their functionality to encompass the full control of a manufacturing cell, in-
cluding presenting an interface that can be directly integrated to e.g. a SCADA system
for organisation at a higher level. In some applications, there is still common practice of
instead having a PLC in control of each manufacturing cell, interacting with and coor-
dinating the specialised controllers within the cell, and communicating with supervisory
systems. In both cases, the engineering of the control at the level of the specialised con-
trollers is usually based on 2D or 3D geometric models or drawings that are interpreted
by the specialised controllers into movement patterns, with the interpretation specific to
the machine builder. The coordination between different machines is usually based on
sequential coordination, for which programming in Sequential Function Charts (SFC) is
well suited, SFC being one of the traditional PLC programing languages described by
IEC 61131-3 [34].

Comparatively, Process industries typically prefer to have as much of the control
integrated directly in the Distributed Control System (DCS). This brings with it a number
of advantages, to which the owners, operators and engineers in the industry have now
become accustomed. From an engineering perspective, a significant advantage is that
much more of the systems are accessible from a single engineering station using a single
engineering environment. On the other hand, the investment in automation is typically
more costly, as it is more difficult to re-use engineering effort from other production plants
as the production segments are not as clearly separated into single units as is customary
with manufacturing cells.

As the process industries are typically not concerned with the geometrical proper-
ties of their products but rather have different quality aspects, the engineering has not
been as focused on the usage of product models in the engineering. To the extent that
models are used, they are usually more of simulations of various thermal and chemical
processes, visualised in graphs or symbols. As most process operations are not shifting
between different states according to a sequence, but rather operate continuously with
some variance around the preferred optimum, the programming is preferably done in
Continuous Function Charts (CFC), an extension of the traditional PLC programming
languages described by IEC 61131-3 [35, 36].

For utility networks, the previously mentioned structure of the automation systems,
the commercial focus on cost reduction and the situation where many control points along
a network are practically identical, has led to an engineering strategy where each control
point is engineered, programmed and built exactly identical. As this means that the
design can be reused many times using the exact same combination of components, the
engineering effort is spread on a very large number of systems. This subsequently means
that the engineering cost per system is relatively low, compared to both manufacturing
and process industries. On the other hand, the relatively simple control points and
geographic distances has pushed more functionality to the SCADA level, especially in
the areas of remote monitoring.
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Figure 3.3: Functional hierarchy as defined according to ISA-95 / IEC 62264. [37]

3.3 Standards for engineering data

In spite of the differences, virtually all traditional automation systems within both manu-
facturing and process industries are organised on a higher level according to the standard
IEC 62264, based on ANSI/ISA-95. This standard describes the hierarchy between sys-
tems, as illustrated in Figure 3.3, and prescribes limited interaction between systems at
different levels of the hierarchy. In terms of the preciously described DCS and PLC-
SCADA solutions, they all reside within level 1 and 2 of this hierarchy.

Similarly, at the other end of the scale, most automation programming today is im-
plemented in one of the five languages defined by the standard IEC 61131-3 [38], or an
extension thereof, such as Continuous Function Charts.

At the same time, at various levels from the general view of the ISA-95 hierarchy to the
implementation details of IEC-61131, there is a variety of competing and complementary
standards for system management at various stages of the industrial automation life-
cycle, including e.g. design, engineering, operation and maintenance.

Fernández and Márquez [39] illustrate some of the differences between the standards
promoted by the IEEE Utility Communications Architecture (UCAR©) International Users
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Group, which works closely with the IEC Technical Committee (TC) 57 IEC 61850,
IEC 61970 and IEC 61968, primarily associated with power systems management. And
on the other hand, ISO TC 184, collaborating with “Machinery Information Management
Open Systems Alliance” (MIMOSA), promotes standards primarily associated with the
category above described as process industry. These standards include, e.g., OPC (“OLE
for Process Control”), ISO 15926 - Industrial automation systems and integration, and
ISO 18435 - Industrial automation systems and integration – Diagnostics, capability
assessment and maintenance applications integration.

For the manufacturing industry, the German initiative Industrie 4.0 promotes the
following standards in the Reference Architectural Model Industrie 4.0 (RAMI4.0) [40]:
For life-cycle and hierarchical structure:

• IEC 62890 “Life-cycle management for systems and products used in industrial-
process measurement, control and automation”

• IEC 62264 (ISA-95) / IEC 61512 (ISA-88)

For end-to-end engineering:

• AutomationML

• ProSTEP iViP

• eCl@ss

Additionally, the standard IEC 81346 “Industrial systems structuring principles” [41] is
commonly used in both manufacturing and process industries.

There are several standards used in more than one industrial domain, and there are
already some initiatives on synchronization between pairs of complementing standards
such as collaboration between AutomationML (IEC 62714) and OPC-UA (IEC 62541)
[42] as one example and collaboration between ISO 15926 and Mimosa [43] as another.
Also, Göring and Fay [44] illustrate how IEC 81346 can complement AutomationML, but
across the different automation domains there are still many different standards available,
most with some significant advantage within their most prominent domain.



Chapter 4

Engineering of IoT
Systems-of-Systems

To form a functioning System-of-Systems out of element systems based on Internet
of Things as discussed in Chapter 2, a coherent approach, such as an IoT Framework, is
required.

Within the scope of using Internet of Things (IoT) devices in a Service-Oriented
Architecture (SOA) to create inter-domain Systems-of-Systems (SoS) for automation,
there are some limiting factors to the methods available for constructing the full System-
of-Systems. Looking at the principles for IoT, SOA, and SoS, it is clear that the SoS
coordination should have as little impact as possible on the design of the individual
systems. Given the architecture, it can also be assumed that that the interaction should
be through services.

Furthermore, relating to the envisioned scenarios with multiple cooperating stake-
holders within one automation application, it is likely that some stakeholders will have
the possibility to change how an individual system operates while some others will have
the authority to decide how systems should interconnect to fulfill the automation appli-
cation. This may be the case both during design-time, including the engineering work,
and during run-time. The effects of multiple cooperating stakeholders has not yet been
investigated, but remain an area of potential future work, as discussed in Section 7.2.

Given the envisioned number of units that are to be engineered in this fashion, it is
also important that the engineering is very efficient, which has been an important factor
in this thesis. To limit the scope and refine the solutions, the concept of engineering in
this area can be detailed further. In essence, the engineering tasks addressed in this work
can be sorted into addressing one of the two questions:

1. How should each system be set to act as the controlling stakeholder desires?

2. How should cooperating systems be made to do what a System-of-Systems appli-
cation designer intends?

23
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In general, the phrasing used here is that the first question is handled through Con-
figuration while the second one is handled by Orchestration. These names are the ones
primarily used in the Arrowhead framework [26, 30], but similar concepts should be
available for other IoT frameworks and platforms as well. The rest of this chapter will
present some methods and approaches to address these challenges in an efficient man-
ner that can be used for virtually all systems, across all of the automation application
domains targeted by Arrowhead and hopefully others as well.

4.1 Engineering in the Arrowhead framework

Three Arrowhead core systems were presented in Section 2.4; Authorisation and Authen-
tication, Service registry and Orchestration systems. These three systems are considered
mandatory core systems of the Arrowhead framework [26, 30]. The design also contains
nine automation support core systems, as detailed in the appended Papers H and I. For
the engineering methods presented in this thesis, five of the Arrowhead core systems are
of particular interest:

• The PlantDescription system is intended to provide a basic common under-
standing of the layout of a System-of-Systems, and to act as an intermediate ab-
straction layer, based on existing standards for design and engineering data, isolat-
ing only the objects and their relations. One key usage of the Plant Description is
as a source of design data for the orchestrator [45, 46].

• The Configuration system is designed to provide a generic approach to man-
agement of configurable devices and systems, the Configuration system provides a
service acting as an organised storage for configuration files [47].

• The Orchestration system is responsible to assign service providers to consum-
ing systems. Several implementations have been made, as described by Hegedűs et
al. [48], but with regards to the engineering work-flow these are interchangeable.

• The System registry is designed to provide a local cloud storage, holding the
information on which Systems are registered with a local cloud, meta data of these
registered System and the services these systems are designed to consume [26].

• The Device registry shall provide a local cloud storage, holding the information
of which Devices are registered with a local cloud [26].

Considering that the work presented in this thesis was intended to support the Ar-
rowhead project, which spans not only the three mentioned industrial domains (manu-
facturing, process, and utilities) but also building automation which uses several other
standards, the structuring and identification of systems was considered a significant chal-
lenge to the objective of developing a coherent engineering and operation methodology,
usable by most of the targeted domains. The following list was composed as a collection
of important standards, each relevant to one or more of the targeted domains:
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• CAEX (IEC 62424) [49]

• AutomationML [50] (IEC 62714)

• MIMOSA [51]

• OPC UA [52] (IEC 62541)

• IEC 61499 Function blocks [53]

• IEC 81346 Industrial systems structuring principles [41]

• fastAPI Swedish building automation [54]

• IEC 61850 Power utility automation [55]

• ISO 16484 Building automation and control systems (BACS) [56]

It is well recognised that this is not a complete or exhaustive list, but it is hoped that
the list is large and diverse enough to expose the most critical issues that may appear in
creating a coherent approach for so many different application domains.

The integration of data from several standards is not a novel challenge, in fact there
is already an available standard for integration of data from two or more standards, the
standard ISO/TS 18876 “Industrial automation systems and integration – Integration
of industrial data for exchange, access and sharing” [57]. This standard provides a
methodology intended to capture all of the data of two or more sources that are using
different standards, and create a new data-set including all of the captured data. This
is a useful approach on an application basis, where each data source does most likely
not use all of the possibilities of each standard, or when it is absolutely necessary to
merge two sets of data. However, as a general approach for engineering and management
of multi-domain automation systems, it is likely to become cumbersome, as each added
standard is almost certain to grow the data-set.

In an attempt to enable cooperation in engineering between users of these different
standards, the Plant Description is proposed as a unifying concept. Using the idea that
all domains identify objects or systems as units that are related to each other, it is
possible to record the identities of them and their respective relations. The details of the
concept is presented in the Papers D, E, H and I, with further examples of its usage in
Papers G and J.

For the configuration of automation devices, there are not as many standards in
common use, but more providers use proprietary formats. In order to present an approach
to configuration that could incorporate the variety of open, standardised and proprietary
solutions, the Arrowhead Configuration system was designed to keep track of and transfer
configurations. The approach is presented in Papers F, H and I, with some examples of
its usage in Papers G and J.
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Figure 4.1: Five steps of an automation system engineering work-flow.

4.2 Automation system engineering work-flow

In Paper G, an engineering work-flow is presented, encompassing five steps from Concep-
tual application design to Operation, as illustrated in Figure 4.1. The work presented in
this chapter is primarily focused on the third and fourth of these five steps, “Procurement
and Engineering” and “Deployment and Commissioning”.

Starting from Conceptual application design, there are no proposed additions or
changes for this phase. While there is great potential for new applications using the
new technology, it is assumed that the design process at this level will remain essentially
unchanged, as there is very little specification at technology level involved at this stage.

Regarding Functional design, step two of the work-flow, it is likely that there would
be additions to the process due to new possibilities, e.g., the late binding between systems
that is offered in a Service-Oriented Architecture. However, the work presented here is
more focused on the engineering, as in turning a design into a working system, rather
than on how to best capture the design in the first place.

For the two connected tasks of Procurement and Engineering, there are some signif-
icant differences proposed, compared to current practice. Given the increased indepen-
dence of IoT devices in a system-of-systems approach, there should be better options for
Procurement to focus on performance and commercial concerns, with less effort spent on
assuring interoperability.

For the task of Engineering in this step, the work-flow proposes that an engineer
can decide which types of automation devices to use based on documentation such as
the System Descriptions (SysD) and Service Descriptions (SD) used in the Arrowhead
framework [26, 58]. For devices that need to be configured for the intended applica-
tion, configuration files can be constructed offline and organised using the Configuration
system, without direct access to the device. This is further described and discussed in
Paper F.

A second significant proposal for the engineering task is usage of the Plant Description
concept, described briefly in the previous section. As part of the work-flow, the Plant
Description is used both as an abstraction of the system-of-systems, to be used by other
engineering systems and user interfaces, and as input data to create orchestrations in
the system-of-systems. The concept of the Plant description and its potential usage in
engineering is further described and discussed in Papers D, E and G.

The fourth step of the work-flow, Deployment and Commissioning, is intended to use
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the information stored in core systems, such as the PlantDescription system, the Config-
uration system and the Orchestration system, to streamline primarily the deployment,
as described in Papers F, G and J. During deployment, the PlantDescription system is
intended to help in the identification of devices and the Configuration system reduces
the number of manual operations. During commissioning, the Plant Description should
prove useful as a tool for System-of-Systems overview, similarly to the usage scenario
proposed for automotive industries in Paper D, where the Plant Description serves as a
point of reference when different viewpoints or data sources need to be related to each
other.

Operation is the final step of this work-flow, though the life-cycle of most of the
systems and data continues. There are several aspects of the methods included in the
work-flow that can benefit operation and later phases of the life-cycle. Some of these are
described in Paper J, but they are not included in the work-flow and thus not discussed
in detail in Paper G.
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Chapter 5

Migration of Industrial Automation
Systems

A very specific type of engineering projects concern the situation where an existing
system is already providing much of the desired functionality, and the intention is that the
new system should replace and extend the functionality provided by the existing system.
This group of engineering projects is called migration projects and the key trigger for
such a project is usually a desire to replace the existing technology with a whole new
generation of technology, or a new paradigm.

5.1 Migration of industrial automation systems

There is a long tradition of migration of Information Systems (IS) within the field of
Information Technology (IT) and computer science [59, 60]. Compared to a generic IT-
system migration, the procedure for migrating an automation system does have some
similarities that can be used to draw conclusions or at least form a hypothesis. One
similarity between the two is that they both have a core of raw data and usually several
different user interfaces, and in between these, there are one or more layers of subsystems
that combine and process the raw data into more accessible information before it is
presented for the user to act upon.

However, there are also significant differences between IT systems and industrial
automation systems, most significant are the direct connections from an automation
system to the mechanical components, sensors and actuators that are part of the physical
process. This means that there is an added level of complexity in migrating the sensors
and actuators, compared to the databases or similar systems of the IT world, and this
complexity can carry over to the layer of systems and applications that access those
components.

To facilitate a general migration strategy using migration paths as described by Dels-
ing et al. [61] the IMC-AESOP project [62, 63, 64] provided a set of key issues that should
be addressed in any migration plan for an industrial process control systems.

29
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1. Current situation

(a) Analysis of the legacy systems including state of documentation, interfaces
and tools.

(b) Identification of systems characteristics and parts that should/could be mi-
grated. This is driven by internal strategies, available solutions and current
KPIs

2. Desired situation

(a) Identification of business needs, requirements and goals

3. Transition/Implementation phase

(a) Evaluation of possible migration paths and choice of the most suitable ones

(b) Identification and evaluation of cross-relations between migration paths for
different KPIs

(c) Identification of needed migration tools

(d) Process migration steps and check-tests

(e) Execution of the migration and stepwise evaluation

4. Risk analysis and Risk mitigation strategies

(a) Risk analysis and impact

(b) Risk mitigation strategies

5. Measures and trends

(a) Evaluation and verification of the overall result (both at the system and pro-
cess level)

(b) Further optimization towards KPIs, e.g., reliability, performance, etc.

Compared to the five phases suggested by Bisbal et al. [59] (1. Justification, 2. Legacy
System Understanding, 3. Target System Development, 4. Testing, 5. Migration), and the
project management phases illustrated in Figure 3.2, there are some links to be found.
The first is from the Desired situation to Justification, which is part of the Initiation and
provides part of the input to Planning and Design. From the Current situation there is
a link to Legacy System Understanding, which is another requirement for Planning and
Design. The Transition/Implementation phase is focused on the plan for Migration, i.e.,
the result of Planning and Design that is used for Executing. In the end, Risk analysis
and Risk mitigation strategies together with Measures and trends provide the basis for
Testing or a plan for Monitoring and Controlling.

All of these strategies and approaches have a common thread; however, there are
some differences, as for example, that these last key issues listed here are not strictly
different phases but aspects that should be considered for the migration process.
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A general migration procedure for industrial automation systems could look some-
thing like this:

1. Justification
Including the desired improvements, new and existing requirements, conditions and
extent of the migration.

2. Select target solution
This process must take all technical, organizational, and business considerations
into account, such as maintainability, future availability of know-how, hardware
and software support, and all requirements that were identified in the justification
process.

3. Find step-size for step-wise migration
This will define much of the migration strategy. As O’Brien and Woll [65] mentions
there are cases where an all-at-once strategy is advisable but this is likely to be
more rare the more modular both the existing and the target systems are.

4. Identify system modules for migration
This process should be based on knowledge of the existing system and may be
based on hierarchy, subsystems, hardware or software objects, functionality or other
concepts but it should always take the outcome of justification, target solution and
migration step-size into account.

5. Organize system modules into migration steps
At this stage it is vital to verify that all required functionality is available through-
out the migration process, meaning that special consideration must be taken to
verify that all required interconnections between system modules are available be-
fore and after each migration step.

6. Plan, execute and validate each migration step
Each individual step will require some more detailed analysis of the legacy system,
target system development, testing, commissioning and validation.

7. Monitor and validate
Before closing the migration project the situation as a whole should be documented
and validated with regards to the justification and requirements that were set at
the beginning.

8. Close the project
Evaluate the migration as a whole and try to find points for improvement of the
process that can be used in the future and shared with others.

The above process describes the considerations made when the strategy for migration
of ISA-95 structured Distributed Control Systems to a Service-Oriented Architecture
presented in paper C was developed. However, as the justification was somewhat forced
and the target solution was already defined in that scenario it was necessary to make
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some assumptions. When the process was used in the demonstration presented in paper
B it was halted in the middle of Plan, execute and validate each migration step
with the first step executed and validated but the following migration steps only planned
at a higher level.

As discussed in Chapter 3, there are a few different structures by which traditional
industrial automation systems are built and organised. The one typically used in process
industries, the Distributed Control System (DCS), is often built, configured, and oper-
ated as one strongly interconnected system. Therefore, this type of industrial automation
systems can be seen as a very interesting example for the proposal of a migration pro-
cedure, intended to facilitate the migration from a traditional automation system to a
System-of-Systems based on a Service-Oriented Architecture (SOA).

When discussing the migration of industrial process control systems structured ac-
cording to the ISA-95 as in figure 3.3 it is worth noting that Supervisory Control And
Data Acquisition (SCADA) systems are usually considered to represent level 2 in the
ISA-95 structure with Remote Terminal Units (RTU) or Programmable Logic Controllers
(PLC) acting as local controllers in level 1. Distributed Control Systems (DCS) on the
other hand are usually considered to span both level 1 and 2, sometimes including func-
tionality otherwise provided by level 3 systems. Higher level systems are usually not
considered part of the control system but rather connected to and interacting with it.

Although the difference in technical capabilities between SCADA/PLC solutions and
DCS have diminished over the years, there are still certain operational and architectural
differences that makes the process for migrating a DCS very different from migrating
SCADA/PLC-based systems.

5.2 Key differences between SCADA and DCS

Most of the differences between SCADA and DCS can be traced to the differences in
design goals and for most systems today it is possible to do everything with both types
of systems, but one is often simpler, cheaper or better suited for each case.

In essence, it can be said that a SCADA is data-gathering oriented, while a DCS is
process oriented. The controllers or PLCs in a DCS are characterized more by distributed
execution platforms rather than independent systems, and for that purpose, the commu-
nication networks within a DCS are often built redundantly so that communication is
always available.

In contrast, the local controllers in a SCADA configuration are designed with possible
interruptions in communication in mind, meaning that they are much more independent
and usually designed to continue their operation for some time without a connection to
the SCADA. In some cases, the system uses a Remote Terminal Unit (RTU) that manages
the communication to the central supervisory system, while in other setups, this may be
performed by components integrated in the PLC responsible for local control.

A SCADA solution is more often used in scenarios in which all information required
for normal operation is available locally, such as long distance utility networks or factory
automation in which each station can perform its task independently of other stations.
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The DCS solution is more often used in scenarios in which communication between
the local controllers is critical for operation, such as when the steps in an industrial
process are more of a series of systems operating in a continuous flow or even a short halt
in the process flow could cause serious accidents, meaning that the whole process has to
be stopped if any one station is unavailable even for a short period.

5.3 Migrating SCADA to SOA

As a SCADA system is more focused on communication and accessing information from
different systems, it is generally capable of using a number of different protocols and
communication standards.

Some SCADA RTUs, e.g., the ones used by Nabil and Mohamed [66], already have
web services implemented, and as the units often are truly distributed, such a system
should be a relatively easy to migrate to a service-oriented architecture as the system
can be more easily broken down into components that can be migrated one by one. Still,
there are many similarities between SCADA and DCS that may be used to draw some
conclusions from one case to another.

Gilgor and Turc [67] mention in their paper describing a service-oriented SCADA
system that migrating from an old system to their proposed system is possible using a
gradual migration approach.

Migrating a SCADA system according to the strategy outlined in chapter 5.1 would in
most circumstances be a straightforward gradual migration where the SCADA supervi-
sory system is migrated in as one system module and each RTU or PLC is considered its
own module. For the migration to be a smooth process it would be required that some
of the migrated modules have backwards compatibility, and most likely this would be
the supervisory system, or use mediators or similar technology to handle communication
between the migrated and the non-migrated system modules.

If some system modules can be migrated to backwards compatible systems it should
be a good choice to migrate these systems in the first migration step(s) and subsequently
migrate the remaining parts as required. As most SCADA systems are quite versatile in
compatibility with different protocols and technologies it should be possible to migrate
the supervisory systems to backwards compatible systems first and later migrate RTUs
and PLCs.

5.4 Migrating DCS to SOA

Although most commercial DCS today provide functionality that is somewhere between
object oriented and service oriented, with function blocks and control modules for ab-
straction and reusability, they usually have more and tighter connections over proprietary
links than a comparable SCADA would have.

Suppliers of Distributed Control Systems long had the commercial strategy to keep
the core parts of the system proprietary and closed to competitors. This makes the
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system more easy to work with as long as all components are from the same supplier, but
in many cases, it has resulted in plants in which different sections of the same plant use
very different systems, which causes issues both from a technical perspective but even
more so from a maintenance, operation and engineering perspective, as many different
qualifications are needed and resources are more difficult to share.

The migration strategy proposed in Paper A and C breaks a tightly interconnected
system, which is a characteristic of Distributed Control Systems, into manageable pieces.
The strategy with four distinct migration steps and mediator technology allows full op-
erational functionality throughout the migration process. This is an example of how the
strategy presented in Chapter 5.1 could be used in a less generic scenario. In this case the
scenario is limited to the migration of a modern DCS to the IMC-AESOP architecture
described by Karnouskos et al. [68]. In this scenario it is also assumed that the systems
at level 3 and 4 of the ISA-95 pyramid are already SOA compatible and only require
minor modifications, if any.

With the use case demonstration at LKAB, presented in Paper B, a first step in this
strategy has been shown to be technically viable and even with prototype technology the
commissioning could be performed in a timely manner during a scheduled maintenance
stop at the plant, showing that a migration could potentially be performed with minimal
interruption to the production process. This demonstration also followed the approach
described in Chapter 5.1 but as the demonstration only covers the first migration step
it could also be said to follow a traditional project management approach of Planning,
Executing and Monitoring.

However, the complete migration strategy proposed by the IMC-AESOP project also
requires two much more complex mediators than the one used in the demonstration for
step two (Configuration) and step three (Data processing).

The second step proposes the migration of all configuration management resources,
traditionally represented by the Engineering station in a DCS, whereby staff with the
required authorisation are able to make significant changes to the DCS. This will require
a mediator that is able to translate the functionality that is required to configure and
manage the systems not yet migrated.

The third step proposes the migration of all systems that are not involved in fast
control loops operating in the millisecond range. The mediator required at this point will
have to manage a vast data-flow at a reasonable speed to be able to give operators and
other systems a continuous overview of the systems performing the fast control loops.



Chapter 6

Contributions to appended papers

The work presented in this thesis was performed within the scope of two European
projects; IMC-AESOP and Arrowhead. IMC-AESOP was a FP 7 project outlining an
ArchitecturE for Service-Oriented Process (AESOP) - Monitoring and Control. The
Arrowhead project was funded by the Artemis Joint Undertaking with a vision to enable
collaborative automation by networked embedded devices.

The author has made contributions to different aspects of both of these projects,
all of which focus on practical aspects of how to make the proposed solutions viable in
real world situations within industrial automation and other similarly conservative and
constrained environments.

This chapter presents an overview of the appended papers and highlights the contri-
butions made by the author to each paper.

Paper A: Migration of industrial process control systems into
service oriented architecture

Authors: Jerker Delsing, Fredrik Rosenqvist, Oscar Carlsson, Armando W.
Colombo and Thomas Bangemann
Published in: Proceedings of 38th Annual Conference of the IEEE Industrial
Electronics Society (IECON 2012), Montreal, Canada
This paper presents the basic outline of the migration approach suggested by the

IMC-AESOP project, proposing four main migration steps consisting of 1) Initiation, 2)
Configuration, 3) Data processing, and 4) Control execution.

Among the significant results presented in this paper is the analysis of interconnected
industrial control systems and how subsystems may be disconnected from each other;
the brief presentation of how the communication between the migrated and the legacy
systems can be preserved using mediator technology, allowing continuous operation of
the plant; and the discussion of how this can be applied in the case of an industrial DCS.

The author’s contribution was to organize workshops with senior automation engi-
neers and system designers and collect their input on how a Distributed Control System
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could be could be described in terms of different characteristics and how these charac-
teristics are usually interconnected. This allowed grouping them together into the four
steps suggested by the paper, which through the discussion with the other authors could
be formed into the more complete migration approach.

Paper B: Migration of a Legacy Plant Lubrication System to SOA

Authors: Philippe Nappey, Charbel El Kaed, Armando W. Colombo, Jens
Eliasson, Andrey Kruglyak, Rumen Kyusakov, Christian Hübner, Thomas
Bangemann, Oscar Carlsson
Published in: Proceedings of 39th Annual Conference of the IEEE Industrial
Electronics Society (IECON 2013), Vienna, Austria
This paper reports the technical demonstration of service-oriented technology inte-

grated in the control system of a live process plant. The paper shows how a combination
of service-oriented devices from different partners, using different communication proto-
cols can work together in a challenging environment.

This is an illustration of how a “cloud” can be initiated with many different protocols
enabled in a very limited system, allowing easier expansion of the cloud at later migra-
tion stages or the addition of SOA systems to the migrated parts of the plant with the
possibility to communicate with the legacy systems.

The author’s contribution to this paper was twofold; initially it was as an organizer
of the demonstration and coordinator of integration tests and functional assessments for
which plant owners had some concerns that had to be laid to rest before the new tech-
nology was allowed at the plant. Second, the author described how this demonstration
of the Internet of Things technology in a real plant environment relates to a migration
strategy.

Paper C: Migration of Industrial Process Control Systems into
Service-Oriented Architectures

Authors: Oscar Carlsson, Jerker Delsing, Fredrik Arrigucci, Armando W.
Colombo, Thomas Bangemann, Philippe Nappey
Submitted to: International Journal of Computer Integrated Manufacturing
This paper summarizes papers A and B, in addition to some material published in [61],

and in the book produced by the IMC-AESOP consortium [69]. The paper presents the
whole migration approach in detail and in one source as well as how it has been tested
in the demonstration.

The author’s contribution was in the collection of results from the conference papers
and book chapters, with significant editing and contextualizing the results with regards
to related progress in the field. The author shows how all of these results together present
a migration strategy that in the future can be used to allow a more widespread adoption
of the Industrial Internet of Things, as it can be more easily applied to existing industrial
process plants.
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Paper D: Plant descriptions for engineering tool interoperability

Authors: Oscar Carlsson, Daniel Vera, Jerker Delsing, Bilal Ahmad, Robert
Harrison
Published in: Proceedings of 14th IEEE International Conference on Indus-
trial Informatics (INDIN 2016), Poitiers, France
This paper presents the Plant description concept, proposed as a part of the Arrowhead

Framework for interoperability between IoT automation systems from various applica-
tion domains. The paper highlights the high number of existing standards applicable to
application domains covered by the Arrowhead project and presents the usability of the
concept, both for engineering of IoT systems and in an automotive industry application.

The author’s contribution was primarily in the collection and reflection on existing
standards other related work, in detailing the Plant Description concept, in usage of
the concept for engineering tool interoperability and in its usefulness for design and
commissioning.

Paper E: Organizing IoT Systems-of-Systems from Standardized
Engineering Data

Authors: Oscar Carlsson, Csaba Hegedűs, Jerker Delsing, Pal Varga
Published in: Proceedings of 42nd Annual Conference of the IEEE Industrial
Electronics Society (IECON 2016), Florence, Italy
This paper extends the usability of the Plant description concept, first presented in

Paper D, by detailing its applicability in Systems-of-Systems management and particu-
larly how it can be used in connection with the Orchestration process for the Arrowhead
Framework.

The author’s contribution is mostly on the Plant description concept, the use case
used for illustration of the process, and on compiling the contributions from the other
co-authors.

Paper F: Configuration Service in Cloud based Automation Sys-
tems

Authors: Oscar Carlsson, Pablo Puñal Pereira, Jens Eliasson, Jerker Delsing,
Bilal Ahmad, Robert Harrison, Ove Jansson
Published in: Proceedings of 42nd Annual Conference of the IEEE Industrial
Electronics Society (IECON 2016), Florence, Italy
This paper presents several concepts, conceived during the Arrowhead project, that all

contribute to more efficient deployment, configuration, and management of IoT devices.
The concepts are illustrated with four use cases where the concepts can be combined to
various degrees.

The author’s contributions consist of the work with the Configuration store, the
General deployment procedure, parts of the section “Intended areas of configuration”,
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and the use cases for Building automation and Process industries, as well as contributions
to Related work, Discussion and Conclusions. The author also coordinated and edited
most of the contributions from the other co-authors.

Paper G: Engineering of Industrial Internet of Things

Authors: Oscar Carlsson and Jerker Delsing
Submitted to: IEEE Systems Journal
This paper presents how many of the concepts introduced in Papers D, E, and F can

be used together to form an engineering work-flow for IoT automation systems. The
work-flow is illustrated through theoretical application in the engineering of a building
heating systems, and compared to the engineering of traditional automation that may
be used for this scenario.

The author’s contributions consists of collecting and combining the concepts from
the previously published material, forming the engineering work-flow, detailing the en-
gineering of the scenario and the description of its application. The author was also
responsible for the comparison with traditional automation, and most of the discussion
and conclusions.

Paper H: The Arrowhead Framework architecture

Authors: Jerker Delsing, Pal Varga, Luis Ferreira, Michele Albano, Pablo
Puñal Pereira, Jens Eliasson, Oscar Carlsson and Hasan Derhamy
Published in: IoT based Automation - made possible by Arrowhead Frame-
work
This paper is the third chapter of the book produced by the Arrowhead consortium,

describing the Arrowhead Framework and select applications. The paper describes the
important principles of the framework and some key concepts and solutions.

The author’s contribution was primarily in the design and description of the Automa-
tion support core systems PlantDescription and Configuration. Additional contributions
include input to the discussions leading to some of the important definitions, e.g. dis-
tinction between Arrowhead Systems and Devices.

Paper I: Arrowhead Framework core systems and services

Authors: Jerker Delsing, Jens Eliasson, Michele Albano, Pal Varga, Luis
Ferreira, Hasan Derhamy, Csaba Hegedűs, Pablo Puñal Pereira, and Oscar
Carlsson
Published in: IoT based Automation - made possible by Arrowhead Frame-
work
This paper is the fourth chapter of the book produced by the Arrowhead consortium,

describing the Arrowhead Framework and select applications. The paper describes the
details of the Arrowhead Framework core systems, and the services they provide.
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The author’s contribution was primarily in the design and description of the Au-
tomation support core systems PlantDescription and Configuration, and in a secondary
role contributing to the discussions on other related core systems, most significantly the
Orchestration system, the SystemRegistry and the DeviceRegistry.

Paper J: Engineering of IoT automation systems

Authors: Oscar Carlsson, Daniel Vera, Eduardo Arceredillo, Markus G.
Tauber, Bilal Ahmad, Christoph Schmittner, Sandor Plosz, Thomas Ruprechter,
Andreas Aldrian, and Jerker Delsing
Published in: IoT based Automation - made possible by Arrowhead Frame-
work
This paper is the sixth chapter of the book produced by the Arrowhead consortium,

describing the Arrowhead Framework and select applications. The paper describes the
engineering of IoT automation systems, in the context of the Arrowhead Framework.

The author’s contribution was in both the collection, coordination and editing of con-
tributions from the other co-authors, as well as contributing with some sections. Among
these, the author contributed significantly to the sections “Introduction”, “Engineering
of an Arrowhead compatible multidomain facility”, and the engineering scenarios “Swift
deployment and configuration”, “Replacement of device”, and “Device Configuration
Upload”.

6.1 Additional publications

This section lists publications containing contributions from the author’s research work
which are related to, but not included in this thesis.

1. Thomas Bangemann, Stamatis Karnouskos, Roberto Camp, Oscar Carlsson, Matthias
Riedl, Stuart McLeod, Robert Harrison, Armando W. Colombo and Petr Stluka,
“State of the Art in Industrial Automation”, Book chapter, Industrial Cloud-Based
Cyber-Physical Systems, Springer International Publishing Switzerland, 2014.

2. Jerker Delsing, Oscar Carlsson, Fredrik Arrigucci, Thomas Bangemann, Chris-
tian Hübner, Armando W. Colombo, Philippe Nappey, Bernard Bony, Stamatis
Karnouskos, Johan Nessaether and Rumen Kyusakov, “Migration of SCADA/DCS
Systems to the SOA Cloud”, Book chapter, Industrial Cloud-Based Cyber-Physical
Systems, Springer International Publishing Switzerland, 2014.

3. Philippe Nappey, Charbel El Kaed, Armando W. Colombo, Jens Eliasson, Andrey
Kruglyak, Rumen Kyusakov, Christian Hübner, Thomas Bangemann and Oscar
Carlsson, “Migration of a Legacy Plant Lubrication System to SOA”, Book chapter,
Industrial Cloud-Based Cyber-Physical Systems, Springer International Publishing
Switzerland, 2014.
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Chapter 7

Conclusions and Future Work

To conclude this thesis, some discussion on the presented work is warranted, with the
intention to relate the work to the societal challenges and research questions presented
in the Introduction.

The primary observation that initiated this research work was that many actors
around the world predict a rapid increase in electronic sensors and other connected
electronic devices. A second observation was that, for the current generation of au-
tomation systems, the engineering work is a substantial part of the cost for installation
of new systems and that this cost is somewhat correlated with the number of connected
sensors and other devices. From the combination of these two observations a number of
questions arise, e.g., what kind of engineering work will be required to bring these predic-
tions to fruition? Will these new system enable a more efficient approach to automation
engineering than what is currently in use?

7.1 Conclusions

Through the qualitative discussions of the approaches presented in this these, primarily
in the appended papers, there are significant indications that the engineering effort for in-
stalling automation systems can be lowered for IoT-based systems-of-systems, compared
to the procedures currently in place for engineering and installation of most existing
automation systems.

With regards to the three research questions initially stated, the following answers
have been deduced through the work presented in the thesis:

Q1 How can run-time and design-time knowledge efficiently be integrated to manage an
automation system-of-systems?
Using an abstraction of the design-time knowledge, accessible at run-time, in a for-
mat that is understandable for run-time system-of-systems management tools, the
design-time knowledge can efficiently be used in the management of an automation
system-of-systems. If the abstraction of design-time knowledge additionally can be
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appended with run-time knowledge, then the combined abstraction of design-time
and run-time knowledge becomes a powerful source of information for a system-of-
systems management tool.

One such solution is the Arrowhead Framework core support systems, where the
PlantDesciprion system and the Configuration system are examples of abstractions
of a combination of design-time and run-time knowledge, accessible to system-of-
systems management tools such as the Orchestration system.

Q2 How can standardised engineering methodologies for capturing process and technical
knowledge be utilised to manage a cross-domain IoT automation system-of-systems?

Utilising some of the existing methods for organising automation components into a
structure of objects and their relations to each other can allow the identification IoT
automation systems and how they should interact with each other when organised
into a system-of-systems.

One standard for capturing process and technical knowledge is IEC 62424 (CAEX),
in which systems can be identified and the relations between systems can be ab-
stracted. In Papers D, E and G it is shown how this can be abstracted into a
data structure of nodes representing IoT automation systems and links between
the nodes representing the interactions between these systems. As standards from
other domains, such as the IEC 61850, also identify objects and connections be-
tween them, these can be added to the same structure of nodes and links allowing
for the creation of links between nodes originating in different domains. All of
these links can subsequently be used to orchestrate service connections managing
a cross-domain IoT automation system-of-systems.

Q3 What are the functional, performance and operational critical aspects of a successful
migration of an industrial automation system to an IoT-based cloud solution?

The literature studies in the field of migration strategies suggest that the success
factors of a migration of industrial automation systems are much like many other
large industrial projects in that they depend on a justified project plan, iterative ex-
ecution of the planned steps, monitoring and control of the progress and subsequent
updates to the project plan, until the requirements are met.

The experience from the technical demonstration of a migration of an industrial
control system to an IoT-based cloud solution indicates that the basis for a suc-
cessful migration is that all requirements relating to the system are identified and
subsequently tested and verified against. Preferably such tests should be performed
at all critical points of the migration process. This conclusion relates to functional,
performance and operational requirements as well as those relating to organization
and business.

In conclusion, this work has resulted in answers to the initial research questions. Fur-
ther more, it can be argued that the procedures and methods presented in this thesis
significantly contribute to solving some key challenges associated with the engineering of
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IoT automation systems. Thereby, the work should help the adoption of many new tech-
nologies in European industries and in other domains of society, presumably improving
the outlook for many current societal challenges.

7.2 Future work

There is still significant research and development work to be performed in order to verify
the findings presented here in a wider scope, as well as to bring the presented solutions
to a level where they can be employed practically to the benefit of industry and society.

For the Plant Description concept, there are several areas that should be further
investigated. Within the Arrowhead Framework, it is described as a service provided by
a system and that the information therein originates from standardised engineering data.
In this alone, there are remaining uncertainties. One question is:

• How is the Plant Description to be populated and how is it to be maintained?

For the population, there is ongoing work using ontologies to create full semantic integra-
tion of engineering environments, e.g., by Moser and Biffl [70]. The solutions presented
could be useful but will need some adjustment as the challenge for the Plant Description
is different in that there is less information that needs to be captured, but it is intended
to be used with more different standards involved. It is also possible that there are
completely different approaches to extracting information from standardised engineering
data into a Plant Description, this is something that could be investigated more.

An approach similar to the one presented in Papers E and G, using the Plant De-
scription for populating the Orchestration system with data from engineering data, has
been hypothesised to be efficient for populating an Authentication and Authorisation
(AA) system. However, this has not been investigated, tested or evaluated at all. An
interesting question in this area could be:

• Can the Plant Description be used to manage an Authentication and Authorisation
system?

As it concerns management of basic system properties and their relation to other systems,
there are a lot of similarities, but the requirements are somewhat different and raises
new questions regarding trust between stakeholders compared to when the AA-system is
managed manually.

Further developments of the Configuration system could include the generation of
configuration files from engineering data. This could be studied both in a very specific
case, intended to complement the approach for compatible devices, or in a more general
study. E.g.

• Can changes to an AutomationML data set be compiled into an updated configu-
ration for an IoT controller?

• For which standards for engineering data and configuration files can such compila-
tion be expected to work?
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The work presented here has been focused on the industrial domain, with only minor
discussions on e.g. standards from other domains. Based on the interest gathered from
other application verticals and how some of the adaptations of established methodologies
are intended to improve dynamics of the systems, there should be benefits from using the
principles in other domains as well. A more empirical study could investigate questions
like:

• How does the approach proposed for IoT-based System-of-Systems automation en-
gineering work in an infrastructure automation scenario, compared to existing so-
lutions?

A different approach in this area would be:

• How can the applicability of the proposed approaches to other domains be investi-
gated? How can it be tested and evaluated?

Both qualitative and quantitative results may be useful in these kinds of evaluations of
the presented methods and strategies.

A somewhat different area of further investigations would be the changes that can be
expected from further stakeholder integration, as discussed in both Chapter 2 and 4. Full
integration of multiple stakeholders into a local automation cloud will raise several new
questions regarding e.g. orchestration and configuration. New questions may include:

• What changes to the configuration of a device is the stakeholder in charge of the
device allowed to make?

• How can changes to one system be regulated to limit the impact on stability and
performance of connected systems from other stakeholders?

• Which stakeholders should be allowed to manage orchestrations between systems
from different stakeholders?

Some of the questions that arise among interacting stakeholders should probably be
settled in commercial agreements but it is quite likely that some of the agreements will
require further control or traceability of e.g. the configuration of devices or design of
orchestrations.
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Migration of Industrial Process Control Systems into

Service Oriented Architecture

Jerker Delsing, Fredrik Rosenqvist, Oscar Carlsson, Armando W. Colombo and Thomas
Bangemann

Abstract

The procedure of migrating SCADA and DCS functionality of the ISA-95 process
automation architecture to a Service based automation architecture is discussed. Chal-
lenges in such migration are discussed and defined. From here the necessary migration
technology and procedures are proposed. The critical migration technology is based on
the mediator concept. The migration procedure is based on a functionality perspective
and comprises four steps: initiation, configuration, data processing and control execu-
tion. Its argued that these steps are necessary for the successful migration of DCS and
SCADA functionality in to the automation cloud.

1 Introduction

There is a demand in the process industry to modernize the process control equipment
as aging process control systems become maintenance intensive; in addition older sys-
tems certainly lack technical capabilities and features of newer ones. Service Oriented
Architecture (SOA) is seen as a promising candidate to support cross-layer integra-
tion to make distributed systems more interoperable. Such technology shift has been
in progress at the enterprise system level for many years. The technology has been
pionered by IBM and others, important contributions has been made by many, some
examples can be found in [1] e.g. This statement is the result of certain European col-
laborative projects, such as SIRENA [2], SODA [3], SOCRADES [4, 5, 6], that demon-
strated the feasibility of embedding Web Services at the device level and integrating
these devices with MES and ERP systems at upper levels of an enterprise architecture
[5]. Other projects which indicate the same development of industrial control systems
include the European Initiatives PLANTCockpit, http://www.plantcockpit.eu/; KAP,
http://www.kapproject.eu/; ActionPlanT, http://www.actionplant-project.eu/the Eu-
ropean Embedded Systems Platform Advanced Research & Technology for EMbedded
Intelligence and Systems - ARTEMIS, http://www.artemis.eu/.

Those projects listed here were mainly addressing factory automation, whereas the
IMC-AESOP [7, 8, 9] project considers applying the SOA paradigm to approach the next
generation of SCADA/DCS systems with major focus to the process industry and indus-
trial process control systems. The SoA paradigm applied to Control and Automation
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Figure 1: ISA95 architecture of automation system, functional hierarchy according to (IEC
62264-3) [11, 12]

provides with technologies, methods and tools that can enhance interoperability by de-
coupling functionality and their implementation. As a consequence, the transparency of
the entire infrastructure, including systems development tools and devices, is increased.

Several provider of today’s enterprise systems, Level 4 in the ISA-95 architecture
please refer to Fig. 1, already support service-driven interaction e.g. via Web Services.
Service Oriented Architecture is an approach used at this level. Services are also used
for integration between Level 3 and Level 4 systems, available on the market. OPC UA
[10] is a technology spreading-up to be used. PLCopen in close cooperation with OPC
Foundation, defined a OPC UA Information Model for IEC 61131-3. A mapping of the
IEC 61131-3 software model to the OPC UA information model, leading to a standard
way how OPC UA server-based controllers expose data structures and function blocks
to OPC UA clients like HMIs was defined [2]. OPC UA relies on Web Service based
communication. Last year, a working group was established focussing on the definition
of communication mechanisms via OPC UA for MES integration of Level 2 systems as
well as the definition of the semantics for MES integration. Those activities can be seen
as attempts to move towards the use of common technologies across different levels of
production systems.

Legacy systems typically have proprietary protocols and interfaces resulting in ven-
dor lock-ins and possibly site specific solutions; however with SOA these systems can be
wrapped and integrated in a modern infrastructure. By abstracting from the actual un-
derlying hardware and communication-driven interaction and focusing on the information
available via services, the complete system is managed and controlled by service-driven in-
teractions. Services can be dynamically discovered, combined and integrated in mash-up
applications. By accessing the isolated information and making the relevant correlations,
business services could evolve; acquire not only a detailed view of the interworking of
their processes but also take real-time feedback from the real physical-domain services
and flexibly interact with them.

The legacy systems are typically implemented following the 5-level model as defined
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within the ISA 95 / IEC 62264 standard (http://www.isa-95.com). Operations, defined
by that standard, are inherent to established production management systems [11]. In
this context, concepts for integrating legacy systems, specifically on lower levels, into
Service Oriented Architecture based systems can be seen as business enablers to take the
customer from where she/he is today [9] into the future.

The novelty of migrating from a legacy process control system into a SOA, is to in a
structured way, gradually upgrade highly integrated and vendor-locked standards into a
more open structure while maintaining the functionality. This paper focuses on the pro-
cess of migrating industrial process control systems into a SOA-based architecture. The
challenges of step-wise migration of a highly integrated vendor-locked DCS (Distributed
Control System) and/or SCADA (Super-visionary Control and Data Acquisition) are dis-
cussed. The approach taken addressing functionality. From here the necessary migration
technology and procedures are proposed. The critical migration technology proposed is
based on the mediator concept. The migration procedure proposed is based on a function-
ality perspective and comprises four steps: initiation, configuration, data processing and
control execution. Its argued that these steps are necessary for the successful migration
of DCS and SCADA functionality into a service-based automation cloud.

2 Challenges in migrating industrial process control

systems

Today’s control systems, as used in process or manufacturing automation, are typically
structured in an hierarchical manner as illustrated in Fig. 1.

IEC 62264 (or originally ISA 95) [11] is the international standard for the integration
of enterprise and control systems, developed to provide a model that end users, integrators
and vendors can use when integrating new applications in the enterprise. The model
helps to define boundaries between the different levels of a typical industrial enterprise.
ISA 95/IEC 62264 define five levels. For each of these five levels certain problems and
challenges becomes eminent when considering their implementation using a SOA based
approach.

Whereas Level 0 is dedicated to the process to be controlled itself, Level 1 connects the
control systems to the process by sensors and actuators. Through the sensors the control
system can receive information about the process and then regulating the process through
the actuators. Sensors convert temperature, pressure, speed, position etc. into either
digital or analogue signals. The opposite is done by actuators. Including not only valves
but also motors and motor equipment such as frequency converters in actuators, it can
be said that the level of installed intelligence varies very much. Legacy implementations
use a scan based approach reading and writing data from/to sensors/actuators. Which
differs fundamentally to the event based nature of a SOA approach [8, 13]. Migration on
Level 1 has to some extent been described by Delsing et. al. [14] with focus on transition
from scan-based to SOA event based communication when it comes to analogue signals.

At Level 3, operational management of the production is done, where Manufactur-
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ing Execution Systems (MES) provide multiple information and production management
capabilities. In the context of control hierarchy, however, its main function is the plant-
wide production planning and scheduling. In a continuous process plant, the results of
scheduling are used as production targets for individual shifts, and consequently, trans-
lated by engineers and operators into individual set points and limits. Level 3 integrates
information about production and plant economics and provides detailed overview about
the plant performance. If the production is straight forward with few articles and small
production site, a dedicated Level 3 system might not bring added value. Some typical
MES/MIS functionality is instead put in Level 2 and/or in the ERP-system (Level 4). At
Level 4, typically Enterprise Resource Planning Systems (ERP) are installed for strategic
planning of the overall plant operation according to business targets. Migration into SOA
at Level 3 and 4 does not differ significantly for factory automation and process control
systems [6]

At Level 2 there are some non-resolved challenges of migration when it comes to the
process industry. Distributed monitoring and control enables plant supervisory control.
The distributed control system (DCS) of a large process plant is usually highly integrated
compared with a SCADA solution which is standard in factory automation. The SCADA
is a supervisory system for HMI and data acquisition and the system communicates
through open standard protocols with subordinated PLCs. The PLCs in the SCADA
solution are autonomous compared to their counterpart, which sometimes are referred to
as controllers, in the DCS. In this paper the process control system is defined as a DCS
including HMI workstations, controllers, engineering station and servers all linked by a
network infrastructure. A DCS is truly ”distributed,” with various tasks being carried
out in widely dispersed devices. Migration of Level 2 functionality in the form of a DCS
exhibits challenges when it comes to co-habitation between legacy and SOA as well as
the migration of the control execution [8, 13]. In this paper the DCS is exemplified by a
server/client based system as depicted in Fig. 2, which is a common topology.

When migrating the DCS into SOA there are certain requirements based on expecta-
tions from business, technical and personnel perspectives:

• The new architecture and the migration strategy must assure the same level of
reliability and availability as the legacy system.

• The migration procedure must not induce any increased risk for staff, equipment
or process reliability and availability.

• After the migration the plant must still provide the same or a better process,
extended service life of plant (process equipment e.g. pumps, vessels, valves), ad-
equate information and alarms depending on department and personnel skill and
improved vertical (cross-layer) communication with more information available at
plant wide level.

• Dynamic changes and reorganization is expected to be supported, on a continuously
running system.
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Figure 2: Legacy system architecture

• To handle to co-habitation between the legacy system and the SOA during the
migration phase, the SOA solution must support wrapping of legacy sub systems.

• Fieldbus systems, like Profibus PA today already define standardized ways of er-
ror indication by devices [15]. With the intelligence built into SOA devices trou-
bleshooting is expected to be improved.

In order to migrate a highly integrated DCS the following challenges should be ad-
dressed:

• Preserve functional integration: There are advantages with a highly integrated
DCS, which give a tight link between the HMI and control execution. Thus design
engineering, commissioning and operation can be pursued in a significantly more
uniform way. For instance, the HMI and control execution can be configured by
the same tools, which facilitates conformity. These advantages must be maintained
even though the integration is broken down and substituted by open standards.

• Grouping of devices: Within a given system, it must be determined which de-
vices should be migrated to SOA as devices and which devices should be grouped
together and the group migrated to SOA. As example a subsystem using feedback
and regulation might require legacy interfaces because of real-time demands, there-
fore such group of devices should be given an SOA interface for the group using
a Mediator and not at device level. This part of the system may be handled as
”black-box”

• Preserve real-time control: The real time control execution, which in the legacy
system is secured in the controllers, must be preserved.
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3 Migration procedure

Interfacing and integrating legacy and SOA components of a DCS/SCADA system will
require some, for the purpose developed and/or adapted, technology. Such integration
may be based on some kind of integration component like Gateway or Mediator. Such
Gateway or Mediator have the task to bridge the communication from major standard-
ized protocols used close to field applications today: HART communication supported
by HCF, Profibus PA in combination with Profibus DP, Foundation Fieldbus, etc. These
protocols follow specific characteristics. Some commonalities can be monitored like con-
cepts for device descriptions or integration mechanisms into DCS (e.g. EDD, FDT, FDI).
The same bridging task exist regarding communication to higher level, technologies re-
lated to Enterprise Application Integration (EAI) or Enterprise Service Bus (ESB) or
OPC (OPC DA, OPC UA) are used having their own characteristics and configuration
rules.

The use of Gateways or Mediators is a well proven concept for integrating/connecting
and migrating devices, attached to different networks. It is used to transform protocols
as well as syntax of data. Semantic integration is hard to achieve. Nevertheless it is
possible to do transformation between data centric approaches, as typically followed by
fieldbus concepts, and service oriented, event centric, approaches.

The Mediator [16] concept used here is built on the basis of the Gateway concept
by adding additional functionality. Originally meant to aggregate various data sources
(e.g. databases, log files, etc.), the Mediators components evolved with the advent of
Enterprise Service Buses (ESBs) [17]. Now a Mediator is used to aggregate various non
WS-enabled devices or even services in SOAs. Using Mediators instead of a Gateways,
provides the advantage of introducing some semantics or to do pre-processing of data
coming from legacy networks, e.g. representing a package unit. Due to the diversity of
data, or different aspects of interest, that different applications request different types
(e.g. quality, quantity and granularity) of data, interface devices will normally be built
as a combination of Gateway and Mediator. As it may also be applicable to integrate
service oriented sections (e.g. retro-fit of a plant section or replacement of a package
unit) into existing systems, this Gateway and Mediator concept can be extended to
represent services into data centric systems (today’s legacy systems). Mediator as well
as Gateway concepts, both are powerful means for integrating single legacy devices or
legacy systems encapsulating “isolated” functionalities. Whereas the operational phase of
a system will benefit from the functionalities described above from the beginning of the
migration process, engineering will be characterized by a step-wise approach, starting
with defining services representing the legacy device or system, followed by separate
engineering steps for the legacy part and the SOA based part using those services defined.
Specific configuration effort for the Mediator or Gateway itself is needed. It is advisable,
that commissioning will also be done in a multiple step approach, starting at the isolated
components followed by their integration into the overall system.

Considering the layout of a server/client-based SCADA/DCS a stepwise migration
through four major steps is proposed. The four major steps may contain sub-steps and
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may be spread out over a long period of time but each major step should be completed
before the following step is initiated. The four major steps suggested are:

• Initiation

• Configuration

• Data processing

• Control execution

During the whole migration the system will require one or more mediators to allow
communication between the SOA components and the parts of the legacy system that
not yet has been migrated. The propagation of the mediator and the growth of the SOA
cloud are exemplary applied to the migration of the legacy SCADA/DCS presented in
Fig. 2. Making emphasis in the DCS-part, the set of Fig.s 3 to 6 shows the different
results reached throughout the whole migration process.

3.1 Step 1: Initiation

The initial SOA “cloud” needs some of the basic services presented in [18] in order to
support basic communication and management of the cloud. Once the basic architecture
is constructed the first peripheral subsystems can be migrated and new components
can be integrated in SOA. In migration of subsystems, as well as integration of new
components, some consideration must be made of the limitations of the mediator and its
communication paths.

The systems migrated in this step include sub system which are not directly part of
the highly integrated DCS:

• Low level black box

• High level systems for business planning and logistics such as maintenance systems

Migration is limited to the operational phase of the systems integrated. Within that
step, engineering is out of the scope of migration. An appropriate engineering approach,
dedicated to this migration step, is doing multi-step configuration:

• Configuration of every legacy system including the legacy interface within the me-
diator

• Configuring the SOA system

• Configuring the model mapping within the mediator

Exploiting machine readable legacy configuration information would be helpfull for
every step. Today, configuration information is available through different technologies
e.g. GSD, DD, paper documentation. This type of information is mostly available for
single devices. Engineering stations take these information as input and generate system
configuration information in proprietary formats.
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Figure 3: DCS after the first step of migration

3.2 Step 2: Configuration

This is the first step where components that are heavily integrated in the DCS are
migrated. The purpose of this step is to migrate parts of the DCS that do not require
very short response times or the regular transport of large amounts of data. Please refere
to Fig. 4. The majority of functions that qualify for this migration step are in some way
concerned with configuration of different parts of the DCS. The point of origin for most,
if not all, configuration is the Engineering Stations (ES) which is used for engineering
and configuration of most parts of the DCS.

Figure 4: DCS after the second step of migration

As the ES is migrated to SOA, this constitutes a major increase in the number
of services the Mediator needs to supply to the SOA cloud as it must in addition to
the operational data migrated in the first step represent configuration aspects of all
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legacy systems and devices not yet migrated, and allow configuration of all systems and
devices. This means that configuration of low-level devices and control is done on the
ES in a SOA environment using configuration services provided by the mediator, the
configuration is then compiled by the mediator into their respective legacy formats and
downloaded into the legacy controllers. Configuration of HMI, Faceplates and associated
systems is similarly done in SOA and converted by the mediator to a format that can be
downloaded into the legacy Aspect servers and other legacy systems. The configuration
of legacy devices from SOA might also require that the mediator is able to extract legacy
designs and configurations that may be stored in aspect servers or controllers so that old
designs and be reused and modified by the SOA Engineering stations.

As legacy systems usually do not provide sufficient meta-data, sufficient configuration
information can not necessarily be extracted by a Mediator from the installation (legacy
systems). Today, configuration information is available through different technologies
(GSD, DD, paper documentation, ...). This type of information is mostly available for
single devices. Engineering stations take these information as input and generate system
configuration information in proprietary formats not necessarily interpretable by other
tools.

Consequently, for overall engineering a SOA engineering station should being able to
import relevant configuration information of different legacy systems in addition to the
limited capabilities provided by the Mediator itself. If such a tool would be available,
one could design a mediator acting as configuration station for different legacy systems
(compile configuration information into legacy formats) while receiving basic configura-
tion information from the SOA engineering station.

This approach may be combined with doing multi-step configuration described in the
former step.

3.3 Step 3: Data processing

In this third step, the migration includes all components and/or subsystems that do
not require short response time (millisecond range) not currently achievable by the SOA
technology. Please refere to Fig. 5. This includes Operator Clients (OP) and Operator
Overview Clients (EOW) as well as Aspect Servers (AS) and Information Management
Servers (IM). As all points of user interaction with the system is now moved to SOA this
means that the legacy Domain Servers (DS) are redundant. However, as user management
and security needs to be available in SOA from the first step of the migration, there is
probably no need for the Domain Servers in the SOA cloud, although the functionality
can be considered to be migrated.

The migration the Operator Clients and the Aspect and Information Management
servers mean that the role of the mediator is once again fundamentally changed. In Step
3 of the migration there is less of a need for a flexible mediator that can communicate
with a lot of different legacy components, the new requirements are more concerned with
a need to present large amounts of data available from legacy controllers to the migrated
Operator clients and other data processors and consumers. This activity is closely related
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Figure 5: DCS after the third step of migration

to the purpose of the Connectivity Servers (CS) and it is suggested that the mediator in
Step 3 is implemented as a new interface in the Connectivity Servers.

3.4 Step 4: Control execution

In the fourth and final step of migration the time has come to migrate the functionality
traditionally provided by controllers. Please refere to Fig. 6. As control execution in the
legacy system can be grouped together with several control functions in one controller, or
in some cases spread out with different parts of a control function executed by more than
one controller, it is of outmost importance that control execution is migrated function
by function rather than controller by controller.

Depending on the performance requirements of each control function there may be a
need for different strategies for different functions. In the cases where SOA compliant
hardware is available for all functions an Active Migration may be suitable where a
detailed schedule can be made over the migration of all functions, enabling a controlled
migration towards a set deadline. In other cases it may be suitable to allow legacy
controllers to fade out as functions are migrated in the course of normal maintenance
and lifecycle management of the plant. The fade out option means that Step 4 of the
migration may take a very long time but it may save costs as legacy devices are used for
their full lifetime, while most benefits of SOA are already available.
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Figure 6: DCS after the forth step of migration

4 Conclusion

Following and extending the initial migration concepts introduced in [14], the novelty of
migrating from a ISA’95-based legacy process control system into a SOA is to proceed
in a structured way, gradually upgrading highly integrated and vendor-locked standards
into a more open structure while maintaining the functionality. A procedure migrating
the functionality of a DCS/SCADA to a cloud SOA based implementation is proposed.
The procedure comprises 4 distinct steps and make use of mediator technology. These
4 steps are designed to maintaining the feeling of conformity between HMI and control
execution and that the target system must exhibit full transparency and support open
standards. It is important that the initiation in Step 1 consider these issues in order
to enhance the plug-and-play feature of a SOA system even in an industrial process
control system. The parts of the DCS/SCADA where operations and engineering are
handled will in a structured way be migrated in Step 2 and Step 3. When it comes to
the control execution, its migration approach is decided upon based on functionality and
real-time requirements. If utilizing the fade out approach the most critical control loops
and control logics may stay with their legacy set-up, in which operational, engineering
and maintenance staff are confident. When these critical functions finally are upgraded
they will be completely SOA compatible, whereas the real-time execution is run on device
level.

Using this step vise approach, utilizing SOA and mediator technology, its is argued
that the SOA approach will: preserve functional integration, support grouping of devices,
preserve real-time control and successful addressing of safety loops. Making emphasis in
the DCS-part of an exemplary legacy SCADA/DCS, the authors applied the approach



66 Paper A

and present the results reached throughout the whole migration process.
Within the scope of IMC-AESOP project [7] the next step aims at evaluating the

results of applying the migration procedure in dedicated industrial use-cases. Having in
mind that one of the major results of the migration is the transformation of the ISA-95
architecture into a Automation Service Cloud. Future work will be oriented to extend
the migration process and procedures to comprise the full ISA-95 architecture including
security issues.
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Migration of Industrial Process Control Systems to

Service Oriented Architectures

Oscar Carlsson, Jerker Delsing, Fredrik Arrigucci, Armando W. Colombo, Thomas
Bangemann and Philippe Nappey

Abstract

The use of Service Oriented Architectures (SOAs) in industrial automation promises
an improved cross-layer integration as well as a functionality decoupled from the technical
implementation. Compared with the earlier investigated manufacturing industry, control
systems in the process industry reveal additional challenges in terms of migration from
a legacy control system to a SOA control system.

The successful migration of a highly integrated process control system, without re-
ducing reliability or availability and, at the same time, preserving functionality and
productivity, requires a detailed plan and certain specialized technology.

This paper presents the challenges in the migration of a process control system and
proposes a structured method for migration. The migration procedure proposed com-
prises four steps: initiation, configuration, data processing and control execution. A
technology demonstration at a pelletizing plant illustrates how the first of these steps
could be implemented.

1 Introduction

A demand exists in the process industry for the modernization of process control equip-
ment as ageing process control systems are becoming increasingly maintenance inten-
sive [1]. In addition, older systems lack certain technical capabilities and features offered
by newer equipment. Service Oriented Architecture (SOA) is regarded as a promising
candidate for supporting cross-layer integration that will render distributed systems more
interoperable. A shift to Service Oriented Architectures has been occurring at the en-
terprise system level for many years. This technology was pioneered by IBM and others,
and important contributions have been made by many sources; examples can be found in
[2]. Some early examples of the application of SOA to industrial systems are presented
by [3], and several works have been published on the use of SOA in Systems of Systems
engineering [4, 5].

Several European collaborative projects, e.g., SIRENA [7], SODA [8], SOCRADES [9,
10, 11, 12], and others [13], have demonstrated the feasibility of embedding Web Services
at the device level and integrating these devices with the enterprise systems typically used
in industrial automation [12, 14]. Other projects that indicate the same development
of industrial control systems include the European Initiatives PLANTCockpit [15, 16,

79
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Figure 1: ISA95 architecture of an automation system and functional hierarchy according to [6]

17], KAP [18, 19], ActionPlanT [20], and the European Embedded Systems Platform
Advanced Research & Technology for EMbedded Intelligence and Systems - ARTEMIS
[21].

These projects primarily addressed factory automation, whereas the IMC-AESOP
[22, 23, 24] project considered the application of the SOA paradigm to address the next
generation of Distributed Control System (DCS) and Supervisory Control And Data
Acquisition (SCADA) systems, with a major focus on the process industry and industrial
process control systems. The SOA paradigm applied to control and automation yields
technologies, methods and tools that can enhance interoperability by decoupling the
functionality from the technical implementation. As a result, the transparency of the
entire infrastructure is increased.

This paper builds on the results of the IMC-AESOP project and details a migra-
tion process where the target architecture is the one presented as the IMC-AESOP Ap-
proach [25]. This approach is anticipated to enable possibilities for new functions and
easier integration of systems [26], as well as the benefits of flexibility and reconfigurability
more generally associated with Service Oriented Architectures [27]. Within this scope,
the term “legacy systems” refers to traditional industrial process control systems that are



2. Migration 81

not based on the principles of SOA. These typically include proprietary protocols and
interfaces tied to the hardware and communication infrastructure, resulting in vendor
lock-ins and possibly site-specific solutions.

Legacy systems in the domain of industrial process control are typically implemented
following the five-level model defined within the ISA 95 / IEC 62264 standard (illustrated
in Figure 1). Operations defined by this standard are inherent to established production
management systems [6]. In this context, concepts for integrating legacy systems (specif-
ically at lower levels) into SOA-based systems can be seen as business enablers that will
move the customer from where she/he is today [24] into the future.

The migration process presented here is based on maintaining functionality through-
out the migration and in the fully migrated system. This perspective describes the func-
tionality identified in existing systems and how it can be preserved throughout the four
steps of the migration procedure: initiation, configuration, data processing and control
execution. The authors argue that these steps are necessary for the successful migration
of the DCS and SCADA functionality into a service-based automation cloud. To enable
the integration between legacy and SOA components, some critical migration technology
is proposed based on the Mediator and other concepts.

The novelty of migrating from a legacy process control system to a Service Oriented
Architecture lies in the gradual upgrade of highly integrated and vendor-locked standards
to a more open structure while maintaining functionality. The challenges in the step-wise
migration of a highly integrated vendor-locked DCS or SCADA are discussed.

2 Migration

The migration of industrial process control systems to a new platform or technology will
be a large undertaking, considering the size and complexity of most existing systems. A
migration may be initiated for different reasons in different cases but, as with any large
project, it is important to have a well-defined purpose and justification. The purpose
and justification may vary as, e.g., some users may want certain functionality such as
e-maintenance, others may want to have systems compliant to certain standards, whereas
yet other end users might obtain SOA components virtually without knowledge of it, e.g.,
if SOA components are integrated with other delivered functionalities.

Afterwards, it is important to evaluate the migration and assess whether the require-
ments were fulfilled. Therefore, the requirements must be quantifiable and measurable.
For example, to minimize the negative impact of migration, measurable requirements
must exist for effects such as downtime, control problems, costs, interoperability and
performance as well as more qualitative aspects, i.e., personnel training and employee
satisfaction.

The proposed migration procedure is based on the work by [28] and further details
how an industrial process control system can be migrated to SOA, taking into account
the functional aspects of a large industrial system. Although the proposed procedure
goes into greater detail than any published work the authors are aware of, it is not as
detailed as some existing strategies for migrating enterprise systems [29, 30] where SOA
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has been established for some time.

As a basis for the migration procedure, a set of expectations for migration to SOA
was identified by [28], summarized here as follows:

• The new architecture and migration strategy must ensure the same level of relia-
bility and availability as the legacy system.

• The migration procedure must not induce any increased risk of reduced reliability
or availability for the equipment, affected staff or production process.

• After the migration, the plant must still provide the same or better processes,
extended service life of the plant process equipment, adequate information and
alarms depending on the department and personnel skill and improved vertical
(cross-layer) communication with additional information available at the plant-wide
level.

• The migration must provide the same or improved functionality in all aspects of
plant operation throughout the complete migration.

Monitoring and control

Level 4

Level 3

Level 2

Level 1Sensing and actuating

Business
Planning & Logistics

Manufacturing Operations 
Management

Production process Level 0

Current Implemented Systems Next Generation
SoA-based System

Service 
Cloud

Migration Path 1

Migration Path i

Migration Path n

Figure 2: Migration approach from legacy to SOA-based systems.

This migration approach from the current legacy to a SOA-based industrial system
is expected to follow a different migration paths for different sections – each with its set
of steps, as visualized in Figure 2.
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2.1 ISA 95 - IEC 62264

As used in process or manufacturing automation, today’s control systems are typically
structured in a hierarchical manner, illustrated in Figure 1.

The IEC 62264 (based on ISA 95) is an international standard for the integration of
enterprise and control systems [6] and was developed to provide a model that end users,
integrators and vendors can use when integrating new applications into the enterprise.
The model aids in defining boundaries between the different levels of a typical industrial
enterprise.

The ISA 95/IEC 62264 defines five levels, with level 0 as the industrial process
to be controlled. Level 1 connects the control system to the process with sensors and
actuators. Through the sensors, the control system can receive information on the process
and subsequently regulate the process through the actuators. At Level 2, distributed
monitoring and control enable plant supervisory control. In the field of automation
in the process industry, there are two main system design strategies, the Distributed
Control System (DCS) and Supervisory Control And Data Acquisition (SCADA). The
DCS is highly integrated compared to a SCADA solution, which is standard in factory
automation. The SCADA is a supervisory system that communicates through open
standard protocols with subordinated Programmable Logic Controllers (PLC) or Remote
Terminal Units (RTU). The PLCs in the SCADA solution are autonomous compared to
their counterparts in the DCS, which are often referred to as controllers.

The operational management of the production is performed at Level 3, in which
Manufacturing Execution Systems (MES) provide multiple information and production
management capabilities. In the context of control hierarchy, the main function is plant-
wide production planning and scheduling. Level 3 integrates information from produc-
tion and plant economics and provides a detailed overview of the plant performance.
At Level 4, Enterprise Resource Planning Systems (ERPs) are typically installed for
strategic planning of the overall plant operation according to business targets.

Several providers of current Level 4 systems (e.g., enterprise systems, as shown in
Figure 1) already support service-driven interaction via Web Services. The challenge
of vertical integration of enterprise systems was successfully addressed by Kalogeras et
al. [31]. These systems may support event-driven interaction, and Service Oriented Ar-
chitecture is an approach applied at this level. Services are also used for integration
between Level 3 and Level 4 systems that are available on the market. OPC UA [32]
is a spreading-up technology used for this purpose, and in close cooperation with the
OPC Foundation, PLCopen defined an OPC UA Information Model for IEC 61131-3.
A mapping of the IEC 61131-3 software model to the OPC UA information models was
defined and led to a standard method for how OPC UA server-based controllers expose
data structures and function blocks to OPC UA clients such as Human-Machine Inter-
faces (HMIs) [7]. The OPC UA relies on Web-Service-based communication. In 2011, a
working group was established to focus on the definition of communication mechanisms
via OPC UA for MES integration of Level 2 systems as well as the definition of semantics
for MES integration. These activities can be viewed as attempts to move towards the
use of common technologies across different levels of production systems. If successful
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and widely adopted, the usage of Web-Service-based communication between systems
at Level 2 and Level 3 should further increase the want for a migration of the process
control systems at lower levels.

2.2 Challenges in migrating industrial process control systems

The ISA 95/IEC 62264 defines four levels of systems, and for each of these four levels,
certain problems and challenges become imminent upon considering their implementation
using a SOA-based approach.

Migration into SOA at Levels 3 and 4 does not differ significantly for factory automa-
tion and process control systems [10].

At Level 2, certain non-resolved challenges of migration exist in the process industry.
In this paper, the process control system is defined as a DCS including HMI workstations,
controllers, engineering stations and servers, all linked by a network infrastructure. A
DCS is truly ‘distributed’, with various tasks carried out in widely dispersed devices.
Migration of Level 2 functionality in the form of a DCS offers challenges for co-habitation
between legacy and SOA systems as well as the migration of the control execution [23, 33].
In this paper, the DCS is exemplified by a server/client-based system, as depicted in
Figure 3, which is a common topology.

Figure 3: Legacy system architecture

To migrate a highly integrated DCS, the following challenges should be addressed:

• Preservation of functional integration: There are advantages to a highly in-
tegrated DCS, which provides a tight link between the HMI and control execution.
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Thus, design engineering, commissioning and operation can be pursued in a sig-
nificantly more uniform manner. For instance, the HMI and control execution can
be configured using the same tools, which facilitates conformity. These advantages
must be maintained, although the integration is broken down and substituted by
open standards.

• Grouping of devices: Within a given system, which devices should be migrated
to SOA as devices and which devices should be grouped together and migrated
to a SOA must be determined. For example, a subsystem that uses feedback
and regulation might require legacy interfaces because of real-time demands, and
therefore, such a group of devices should be given a SOA interface for the group
using a Mediator and should not be treated at the device level. This portion of the
system may be treated as a ‘black-box’.

• Preservation of real-time control: The real-time control execution, which is
secured in the controllers in the legacy system, must be preserved.

The migration of Level 1 devices proposes the use of one of two approaches depending
on the nature of the devices and their functionality:

• Individual devices can be exchanged or retro-fitted to provide a system of individ-
ually SOA-compliant devices.

• Devices can be wrapped as a complete legacy subsystem with a common SOA
interface to provide the functionality of the subsystem as a service to the SOA-
enabled service consumers.

It is envisioned that both of these
Migration of an industrial system structured according to ISA95 to SOA generally

cannot be performed at only one level of the architecture shown in Figure 1 because
specifications and system characteristics at a defined level are closely related to speci-
fications at other levels. Thus, the migration strategy must address how the migrated
component can represent the legacy functionality and how it is involved with other levels
of the control system.

3 Functional aspects

To present a broader picture of the migration process, it is important to address the
technological difference in preserved functionality between legacy and IMC-AESOP sys-
tems, not only in terms of individual architectural components but also in terms of the
functionality that can be achieved through the combination of components. This chap-
ter will focus on describing the functionality provided by legacy systems, identifying the
functionalities that are critical and explaining how those functionalities are maintained
or improved during (and after) migration to IMC-AESOP architecture.
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• Local control loop: The function of a local control loop refers to the low-level
automated control that regulates a certain portion of the plant process with a
relatively low number of actuators and sensors. The control may be continuous or
discreet and may use analogue as well as digital actuators and sensors. In many
cases, the control will require low latency and short sample times, resulting in high
bandwidth.

An example is to control the flow of a liquid through a pipe, using sensors to
measure the flow and actuators (e.g., a pump) to increase or decrease the flow
based on the measured values.

• Distributed control: This function refers to all forms of control in which parts
of the control loop are located far away from each other geographically or architec-
turally, meaning that the control cannot be executed by a single device (controller)
with direct access to both sensors and actuators. An example is to increase the
material flow into a large system because measurements inside the system indicate
a need for more material.

• Supervisory control: This form of control is often executed at a higher level
based on information from more than one subsystem and is usually much slower
than the local control loop. Often, the supervisory control has no direct access to
the sensors or actuators but uses aggregated process values as input and actuates
by changing the set point of a local control loop.

An example is to decrease the throughput of a production process due to the
warehouse being full.

• System aggregation: Low-level devices and subsystems are often presented to
higher level systems in an aggregated form to provide an understandable overview
of the system to operators, engineers and others working with the system.

An example is that a set of pumps and sensors that control the flow through a pipe
are aggregated into a pump group and display performance, events and alarms
as one object at higher levels rather than individual sensors, pumps, and drives,
among others.

• Inter-protocol communication: Because different levels of the DCS use different
communication standards and protocols, all communication between components
that are not on the same or neighbouring levels must pass the information through
one or more other components. These other components must therefore be able to
interpret or translate the information between the different standards and protocols.
The effort required for this type of communication varies greatly depending on the
standards and protocols involved.

An example is that a PLC may have to convert information received through a
fieldbus network from a subordinate system to an alarm that can be sent to a
supervisory system across a control network using a different protocol.
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• Data acquisition, display and storage: Process and system data gathered at
all levels of the DCS must ultimately be made available to operators and other
connected systems. The availability of correct data is vital to both operators and
management to optimize performance and analyse anomalies. In certain cases,
historical data storage is integrated into the DCS, but even in these cases, the
functionality is not an integral component of the DCS functionality and can be
treated as a peripheral system.

An example involves data from a pump group, which must first be acquired from
sensors, actuators and controllers and then aggregated, displayed to operators in a
control room and stored in a secure location for historical access.

• Alarms and warnings: All systems have methods of indicating process anomalies
to the personnel working with the process. In a well-developed DCS, many functions
related to alarms and warnings allow the distribution of the information to the
appropriate staff and contain several modes of suppression and acknowledgement
of alarms and warnings.

An example is that some alarms from an object should be displayed immediately
to an operator, while others are shown only if certain conditions are met; warnings
may be sent primarily to maintenance personnel and only displayed to operators if
actively requested.

• Emergency stop: The emergency stop is a vital component of most process
control systems and is often regulated by national laws and regulations. In a large
process plant, the emergency stop may be much more complex than simply shutting
off the power to all components because this action may cause situations in which
a build-up of heat or pressure or a chemical reaction would cause a greater disaster
than if the plant were kept running. It is important that a process control system
is able to execute a reliable shut-down procedure even in unexpected situations.

An example would be to stop a pump group because an emergency stop was pressed
in that room, but if the pump group was supplying a required coolant, it is also
necessary to automatically start a redundant pump group so that the process does
not overheat.

• Operator manual override: In most plants, an operator is required to be able to
control parts of the system manually via an HMI to handle irregular or unexpected
situations. This option may be intended to support maintenance operations in
which systems are disconnected in a controlled manner or for use if the operator
must address unexpected faults in the process or in the automation system.

An example is that during a maintenance operation in which the system should
be kept running but some sensors are disconnected, it may be necessary for an
operator to assume control of the system using visual input or extrapolating from
other measurements to ensure acceptable performance.
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• Operator configuration: Most operator stations allow alteration of selected pa-
rameters in the system, i.e., the plant or system operation mode or control set points
for subsystems, based on information not available in the automation system.

An example is that if operating conditions, such as market situations or forecasts,
change in a way that is not handled automatically by a supervisory system, it may
be necessary for an operator to manage the process throughput by changing some
parameters in the control system.

• User management and security: Because many components of the DCS are
interconnected and many people with different roles work with a DCS, it is impor-
tant that each person is presented with a level of information that is sufficient and
relevant to their role. To limit human errors as well as malicious actions, it is im-
portant that all personnel are authenticated for the role in which they are allowed
to access the system. The authentication may not always be limited to software
but may instead consist of limiting physical access to certain areas or stations.

An example is that all users have individual usernames and passwords for accessing
the system, which then limits the access to critical information. In addition, cer-
tain hardware, such as an engineering station, may be kept in a separate location
accessible only to authorized personnel.

4 Migration procedure

The migration from today’s state-of-the-art control systems to those that exploit up-
coming technologies has become a crucial area of innovation. Migration and integration
are complementary processes, and a migration process may contain several steps of inte-
gration while potentially exploiting different integration technologies.

Considering the layout of a server/client-based SCADA/DCS, a stepwise migration
through four major steps is proposed. The four major steps can contain sub-steps and
may be spread out over a long period of time, but each major step should be completed
before the following step is initiated. The four major steps suggested are the following:

• Initiation

• Configuration

• Data processing

• Control execution

During the entire migration, the system will require one or more Mediators to allow
communication between the SOA components and the portions of the legacy system that
have not yet has been migrated. The propagation of the Mediator and the growth of
the SOA infrastructure, represented by the cloud in the figures, are applied to the legacy
SCADA/DCS presented in Figure 3. Putting an emphasis on the DCS portion, Figures 4
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through 7 present the different resulting stages obtained throughout the entire migration
process.

Mediators and Gateways

The use of Gateways or Mediators is a proven concept for integrating/connecting and
migrating devices attached to different networks. The concept can be used to transform
protocols as well as data syntax. Although full semantic integration is difficult to achieve,
it is possible to use a Mediator to facilitate the transformation between data-centric
approaches, such as those typically followed by field-bus concepts, and service-oriented,
event-centric approaches.

The Mediator concept [34, 35] discussed in this work is based on the Gateway concept
with additional added functionality. Originally intended to aggregate various data sources
(e.g., databases, log files, etc.), the Mediator components evolved with the advent of
Enterprise Service Buses (ESBs) [36]. Currently, a Mediator is used to aggregate various
non WS-enabled devices or even services in SOAs. Using Mediators instead of Gateways
provides advantages in management of semantics or performing pre-processing of data
from legacy networks, e.g., representing a specific subsystem. Due to the diversity of data
(e.g., the quality, quantity and granularity of data) requested by different applications,
interface devices will normally be built as a combination of Gateway and Mediator.
Because it may also be applicable in integrating service-oriented sections (e.g., the retro-
fit of a plant section or replacement of a specific subsystem) into existing systems, this
Gateway and Mediator concept can be extended to represent services in data-centric
systems (today’s legacy systems). The Mediator and Gateway concepts are both powerful
means for integrating single legacy devices or legacy systems by encapsulating ‘isolated’
functionalities.

Specific configuration efforts for the Mediator or Gateway itself will be necessary
during the migration, as the requirements change when subsystems are migrated to SOA.

4.1 Step 1: Initiation

The initial SOA ‘cloud’ requires a subset of the basic services presented by [37] to support
basic communication and management of the cloud. At this point, User management
and security must be considered, although depending on the scenario, it may not be
necessary to implement a full company-wide security framework if it is implemented in
a manner that can later be extended to the entire company.

Once the fundamental parts of the service oriented architecture are in place, the first
peripheral subsystems can be migrated, and new components can be integrated into the
SOA. For the migration of subsystems as well as the integration of new components,
certain features must be implemented to address the limitations of the Mediator and
its communication paths. Precisely what features that are necessary will depend both
on the implementation of the mediator and the requirements migrated systems. Some
features that are likely to be required are listed in subsection 4.1, and described in more
details in section 5.
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Figure 4: DCS after the first step of migration

The systems migrated in this step include the following sub-systems that are not
direct components of the highly integrated DCS:

• Low-level black boxes

• High-level systems for business planning and logistics, such as maintenance systems

Migration is limited to the operational phase of the integrated systems. The engi-
neering required for this step lies beyond of the scope of migration. An appropriate
engineering approach dedicated to this migration step implies multi-step configuration
as follows:

• Configuration of every legacy system including the legacy interface within the Me-
diator

• Configuration of the SOA system

• Configuration of model mapping within the Mediator

Exploiting machine-readable legacy configuration information would be helpful at
every step. Today, configuration information is available through different technologies,
e.g., GSD, DD, and paper documentation. This type of information is mostly available for
single devices. Engineering stations take this information as input and generate system
configuration information in proprietary formats.
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Status after the first step

At this point, several components of the functional aspects can be considered to be at
least partially migrated. Most likely, a subset of the Local control loop functionality
is migrated. Inter-protocol communication is required both in the migrated and the
traditional portions of the system, and User management and security must be at
least partially implemented in the SOA-system without compromising existing security
or creating unnecessary obstacles for users or user administrators. System aggrega-
tion, Emergency stop, Alarms and warnings, Operator manual override and
Operator configuration have all been implemented in the SOA system to the extent
required by the migrated subsystems, whereas the respective functionality in the tradi-
tional system is virtually untouched.

4.2 Step 2: Configuration

This is the first step where components that are heavily integrated into the DCS are
migrated. The purpose of this step is to migrate portions of the DCS that do not require
short response times or the regular transport of large amounts of data (please refer to
Fig. 5). The majority of functions that qualify for this migration step are tangentially
concerned with the configuration of different portions of the DCS. The point of origin
for most (if not all) configurations is the Engineering Station (ES), which is used for the
engineering and configuration of most portions of the DCS.

Figure 5: DCS after the second step of migration

As the ES is migrated to SOA, a major increase is observed in the number of services
that the Mediator must supply to the SOA cloud because it must represent configuration
aspects of all legacy systems and devices not yet migrated and allow the configuration
of all systems and devices in addition to the operational data migrated in the first step.
This means that the configuration of low-level devices and control is carried out on the



92 Paper C

ES in the SOA environment using configuration services provided by the Mediator; the
configuration is subsequently compiled by the Mediator into the respective legacy formats
and downloaded into the legacy controllers. The configuration of HMI, faceplates and
associated systems is similarly carried out in SOA and converted by the Mediator to a
format that can be downloaded into the legacy aspect servers and other legacy systems.
The configuration of legacy devices from SOA might also require the Mediator to be able
to extract legacy designs and configurations that may be stored in the aspect servers
or controllers so that old designs can be reused and modified by the SOA engineering
stations.

Because legacy systems usually do not provide sufficient meta-data, sufficient config-
uration information cannot necessarily be extracted by a Mediator from the installation
(legacy systems). Today, configuration information is available through different tech-
nologies (GSD, DD, paper documentation, etc.), and this type of information is mostly
available for single devices. Engineering stations take this information as input and gen-
erate system configuration information in proprietary formats that are not necessarily
interpretable by other tools.

Consequently, for the overall engineering, a SOA engineering station should be able
to import the relevant configuration information of different legacy systems in addition
to the limited capabilities provided by the Mediator itself. If such a tool were available,
one could design a Mediator that acts as a configuration station for different legacy
systems (compiles configuration information into legacy formats) while receiving basic
configuration information from the SOA engineering station.

Status after the second step

Because most of the functionality of everyday operations should be unaffected by the
migration of engineering and configuration tools, only a small portion of the function-
ality discussed in the section Functional aspects is affected. Most notably, there will
be an increased need for Inter-protocol communication, and there is the possibility
of using more of the functionality categorized as Supervisory control. In addition to
the migration of the engineering station, this step means that certain additional parts of
User management and security are migrated, but apart from these, most functional
aspects should be similar to those of the first step in the migration.

This approach may be combined with the multi-step configuration described in the
previous step.

4.3 Step 3: Data processing

In this third step, the migration includes all components and/or subsystems that do not
require the short response times (millisecond range) currently unachievable by the SOA
technology (please refer to Figure 6). This category of components includes Operator
Clients (OPs) and Operator Overview Clients (EOWs) as well as Aspect Servers (ASs)
and Information Management Servers (IMs). Because all points of user interaction with
the system are now moved to the SOA, this means that the legacy Domain Servers (DSs)
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are redundant. However, because user management and security must be available in
SOA from the first step of the migration, there is likely no need for the Domain Servers
in the SOA cloud, although this functionality can be considered as migrated.

Figure 6: DCS after the third step of migration

The migration of the Operator Clients and the Aspect and Information Management
servers implies that the role of the Mediator is once again fundamentally changed. In Step
3 of the migration, there is less need for a flexible Mediator that can communicate with
many different legacy components, and the new requirements more concern the need to
present large amounts of data available from legacy controllers to the migrated Operator
clients and other data processors and consumers. This activity is closely related to the
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purpose of the Connectivity Servers (CSs), and it is suggested that the Mediator in Step
3 is implemented as a new interface in the Connectivity Servers.

Status after the third step

At this stage, several operator-centric portions of the functionality are completely mi-
grated. Most significantly, Operator manual override and Operator configuration
are fully migrated. All of Data acquisition, display and storage, except for the first
level of the acquisition of data from the devices up to the controllers, are also migrated
at this step. Because the functionality for data acquisition is migrated, selected addi-
tional functionalities for System aggregation might be required to present the data
from underlying systems for the case in which this need is not sufficiently covered by the
traditional systems. In addition, all of the Alarms and warnings functionalities, apart
from the selected generation of alarms at the controller level, are migrated together with
User management and security.

4.4 Step 4: Control execution

In the fourth and final step of migration, the functionalities traditionally provided by
controllers must be migrated (please refer to Figure 7). Because control execution in the
legacy system can be grouped together with several control functions in one controller,
or in certain cases spread out with different portions of a control function executed by
more than one controller, it is of utmost importance that control execution is migrated
function-by-function rather than controller-by-controller.

Depending on the performance requirements of each control function, there may be a
need for different strategies for different functions. In the cases in which SOA-compliant
hardware is available for all functions, an active migration may be suitable, in which a
detailed schedule can be designed over the migration of all functions to enable a controlled
migration towards a set deadline. In other cases, it may be more suitable to allow legacy
controllers to fade out as functions are migrated in the course of the normal maintenance
and lifecycle management of the plant. The fade-out option means that Step 4 of the
migration may require a long duration, but this process may save costs if legacy devices
are used for their full lifetime, whereas most benefits of the SOA are already available.

Status at the end of the fourth step

During this fourth step, most of the migrated functionality relates to control at a certain
level because most of the monitoring, engineering and administration has already been
moved to the SOA system. In particular, this step relates to the migration of the Local
control loop, Distributed control and Supervisory control. Another key function
that is migrated in this step is the Emergency stop, which can be considered as a
form of human-in-the-loop control with very specific conditions. As each specific control
function is migrated, so are the related support functions, i.e., System aggregation,
Data acquisition, display and storage and Alarms and warnings.
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Figure 7: DCS after the fourth step of migration

5 Migration of functionality

To ensure and support the preservation of functionality throughout the migration process,
each functional aspect identified in a DCS has been analysed, and an example is presented
for each aspect to explain how the migrated system could provide the functionality in
question. These examples are not the only possible implementations of the functionality,
but they should provide examples that cover the complete DCS, thus illustrating how
functionality can be preserved or improved throughout the migration. Whether these ex-
amples are the most suitable implementations will depend on the application and system
requirements, but they have been deemed useful illustrations of the implementations.

5.1 Local control loop

In the case where a local control loop is performed within a loosely connected subsystem,
it can be useful to migrate that specific instance of this functionality in the first migration
step itself (Initiation). In most scenarios, however, local control loops are executed in
a heavily integrated low-level controller and are better left to the final step (Control
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Execution) of the migration.
Legacy implementations use a synchronous-scan-based approach to reading and writ-

ing data from/to sensors and actuators that differs fundamentally from the event-based
nature of a SOA approach [23, 33]. Migration on ISA 95-Level 1 has been described to a
certain extent by [38], with a focus on the transition from scan-based to SOA-event-based
communication via analogue signals.

At the level of local control loops, the main benefit of applying the SOA communica-
tion infrastructure is a richer set of diagnostic and monitoring information that can be
delivered and easily integrated into the SCADA systems. Using standard service proto-
cols for the sensor and actuator data delivery, the provisioning stage can be automated to
a higher degree than that possible with the current approaches. Additionally, modifica-
tions and upgrades to the system are better supported with modular and loosely coupled
services and support for event-based interactions and resource discovery.

[39] describe a Service Oriented Architecture with enhanced real-time capabilities and
also discuss common real-time requirements for different types of local control loops, from
the communications among devices located at a production cell where the requirements
are typically soft real-time constraints in the range of hundreds of ms down to control
loops within a mechatronic device (such as a robot arm) with hard real-time requirements
typically below 10 ms.

Implementation alternatives

As part of the IMC-AESOP project [22, 25], two main approaches were made available
for migrating the existing control loops to SOA-based solutions proposed by the project:

• For control loops with low real-time requirements (loop times near 100 ms or
greater), the IMC-AESOP services ‘Sensory data acquisition’ and ‘Actuator output’
can be deployed directly to the embedded sensor/actuator devices. With the use of
EXI and CoAP technologies, it is possible to provide extensive and non-intrusive
diagnostics and monitoring information through wireless links, and the possibilities
and limitations of these technologies are discussed by [40]. In many scenarios, the
achieved efficiency is envisioned to support the communication of process values via
low-bandwidth wireless solutions. Legacy devices that support firmware updates
can be migrated directly to this architecture. For closed black-box devices, the
IMC-AESOP services ‘Gateway’ and ‘Service Mediator’ are required to provide an
SOA interface and protocol mapping.

• For control loops with strict timing requirements and short loop times (less than
100 ms), the direct deployment of ‘Sensory data acquisition’ and ‘Actuator output’
requires deterministic and high-bandwidth PHY/MAC layers such as Industrial
Ethernet solutions. Low-bandwidth links, e.g., (Wireless) HART, would likely re-
quire Gateway/Mediator wrapping to migrate the low-level real-time protocols used
for the loops with a SOA-ready interface. Thus, the simple and time-critical sen-
sor/actuator portions of real-time control loops are not migrated to SOA but are
instead wrapped at a higher level.
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A related technical aspect of the migration of local control loops is the process of
physically transferring systems from legacy approaches, e.g., 4–20 mA, M-bus, and RS-
232, to a service interface. Such a translation to Service Oriented Architectures solutions
may include the following:

• Use of wireless solutions can provide topological and hierarchical flexibility not gen-
erally achievable using wired communication technologies. The wireless approach
is slowly becoming accepted by the industry, though the academic world has long
embraced it. New architectures, such as Wireless HART and 6LoWPAN, are now
used in various applications. The use of wireless, and even battery-powered, de-
vices allows for the sensing of physical properties that was not possible before either
due to physical limitations (e.g., mobile sensors worn by human users) or the high
installation costs with wires.

• Use of wired solutions is an option if determinism and a high performance level are
required. At the physical layer, wired solutions are primarily based on the use of
Ethernet cabling solutions and corresponding switches. The TCP/UDP standard
communication protocols are used in these situations, together with SOA protocol
stacks such as DPWS or OPC-UA [32]. In such solutions, the architectures are no
longer centralized, and the intelligence is distributed among all available resources
in the form of web services. However, to gain acceptance, the new SOA solution
must provide a performance level comparable to that achieved using traditional
field buses. Previous studies demonstrated that a DPWS stack can provide this
high performance level if it uses EXI [41] instead of standard text-based XML [42].

5.2 Distributed control

As the distributed control depends on sensors and actuators from different parts of the
site, it is most likely to be migrated in the fourth migration step (Control Execution).

Service architectures are well suited for the distribution of sensing, control and actu-
ation over several systems or devices due to the modularity and loose coupling of service
producers and consumers. Considerations regarding real-time performance similar to
those made with local control loops should be made for distributed control. However,
due to the nature of distributed control, the requirements are usually more relaxed.

With the less hierarchical structure of a SOA approach, the implementation of dis-
tributed control is expected to become easier, as there is less of a need to specifically
implement measures to enable the transfer of data from one section of the control sys-
tem to another. As more of the control execution is pushed in the devices, the last bits
of a distributed control loop may be performed by other components, such as network
infrastructure devices.

One other positive outcome of migrating distributed control to SOA is that a portion
of the control can be temporarily disconnected without affecting the complete equipment,
either for normal replacement or for upgrading functionalities. Additionally, configura-
tions containing the control logic can be stored in a central repository such that an ex-
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change of devices is possible without manual reprogramming. A Service Bus middleware
component can typically support such decentralized control.

• The components of the Service Bus may be physically distributed on the following:

– Existing devices in the system (as shown in Figure 8)

– Existing infrastructure devices such as Gateways

– Dedicated devices

• Certain devices contain their own local logic so that they can expose high-level
services.

• Other devices cannot expose such SOA services and are either legacy devices or
small devices that do not support local logic. Due to the Service Bus, these devices
can nevertheless interoperate in the system.

• The remaining logic is required to ensure that the global control of the system is
distributed within the Service Bus, i.e., in the example of the two devices supporting
a Service Bus component.

Figure 8: Distributed control with Service Bus middleware

5.3 Supervisory control

The migration of supervisory control is expected to occur in the fourth step of migra-
tion (Control Execution), although it may be migrated as early as the second step
(Configuration) in some scenarios. One possibility is that new supervisory control
functions are implemented in SOA as soon as possible, while the existing functionality is
migrated in the third or fourth step.

In the SOA approach, devices can directly expose their data to the other systems
at different levels, thus eliminating a hierarchical structure in which device data are
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first collected by controllers that feed the supervisory control system. The visibility
of the devices is therefore improved without additional workload. The maintenance and
evolution of the supervisory application are also decoupled from other underlying systems
such as controllers or OPC servers.

Supervisory control systems can also provide a richer interface, and their development
is easier due to the use of tools that understand the standard interfaces exposed by the
controllers and the devices. These interfaces are typically described via WSDL files.

The OPC-UA additionally provides a feature known as programming against type
definitions (see Figure 9). The principle is that an OPC-UA server supports the definition
of complex object types, which can be recognized by a client application, i.e., supervisory
control. In the server address space, both the object type and the object instances are
exposed. The supervisory control either already knows the object types exposed by
the server or discovers them during the engineering phase. In both cases, the control
measures applied to each object instance are programmed only once due to knowledge
of the object type. In this manner, supervisory control applications can be quickly
developed with libraries of components that correspond to standard object types.

Figure 9: Programming against object types with OPC-UA

5.4 System aggregation

Because the system aggregation is intimately related to the physical situation, system
architecture and production process, it can be migrated at any step depending on the
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scenario.

As indicated in Figure 10, the process plants are separated into several sections. De-
pending on the nature of the process represented by a section, control can be realized
in an encapsulated but coordinated manner via master control. This case is even more
important in batch applications than in continuous processes. Batch control is a more
flexible method for mastering the market demands of producing small quantities of chang-
ing products (chemical, petrochemical, medical, etc.) at the same production site. In
this work, the production equipment, i.e., boiler, heat exchanger, and distillation column,
is dynamically combined and controlled according to recipe needs. Support functions,
such as air compression for auxiliary energy provision or cooling aggregates, are normally
built as a package unit with its own controls.

Figure 10: General architecture of a process control system

As noted, today’s classical process plants and associated automation systems are
already or partially characterized by the following:

• Aggregation of information dedicated to specific plant sections

• Individual engineering and control of those sections (black boxes)
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• Hierarchical engineering concepts for overall/master control

• Supervision down to the black-box level

Additionally, one can begin from the process level to identify plant sections, e.g.,
performing individual control loops or contributing information to dedicated aspects
(e.g., maintenance) of a plant view, to define data that are related to each other. Those
relationships may lead to the definition of application-related services that contribute to
the SOA. Certain elementary services are already defined in the IMC-AESOP architecture
[37].

According to the step-by-step migration approach, these typical representations can
be treated as starting points for a specific migration step that supports dedicated inte-
gration technologies. The overall migration process is a series of individual migration
steps [38].

Integrating and aggregating data for this purpose require knowledge of the access
path to and methods for handling data as well as the syntax and semantics of the data
accessed. This information may be derived from project documentation provided by the
vendor with delivery of the control equipment for a plant section or from pre-established
knowledge in the case of conformance to well-established standards. Well-established
standards target information management at different levels of the ISA-95 layered model
that are exploitable for integration tasks:

• ISA-95

• S 88

• Device Profiles

The use of standard conforming equipment is highly recommended because this prac-
tice ensures reimbursement of investments. A summary of the concept of the aggregation
of data and definition of services at Levels 1 and 2 continues to be paid attention to, as
in SOCRADES [10, 43].

The Gateway and/or Mediator concept [44] was introduced for realizing integration
tasks within the IMC-AESOP framework. This concept supports the representation
of single resources (i.e., a legacy device) in a SOA-based environment as well as the
aggregation and mediation of data from single or multiple resources.

5.5 Inter-protocol communication

Inter-protocol communication is an essential part of the migration itself and therefore
must be introduced in the SOA system in the first step (Initiation) and should be well-
integrated at the second step (Configuration). Modifications to this functionality are
expected throughout the whole migration, as new protocols may be introduced and old
protocols are gradually migrated or removed.

The interoperability of applications requires fundamental communication capabilities,
even if applications are running on inhomogeneous communication platforms, which is
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the usual case for integration tasks. Two or more communication channels must be
mapped to each other by considering the different characteristics at all protocol layers.
Different approaches known from the literature include the following:

• Bridge

• Gateway

• Router

The introduction of SOA into a process control environment necessitates integration
tasks for different types of communication (i.e., 4-20 mA standard wired signals, HART
protocol, fieldbus protocols such as Profibus PA and others), which all must be mapped
to a the protocol agreed upon for service exchanges in the new architecture.

Within the IMC-AESOP approach, the Gateway or Mediator concepts are used for
protocol mapping, covering the interfaces of different protocols, interpreting the syntax
and semantics of data operated at each communication channel (possibly in a different
way) and mapping data to an internal data model of the integration components. The
Web Server (interface to SOA) accesses the internal data model and maps the data to an
appropriate Web service with conformance to the IMC-AESOP architecture definition
[37].

Configuration of this mapping requires a multi-step approach with configuration for
each of the individual communication channels and the use of an internal object model
that represents the targeted view of the underlying system as well as definition of the
mapping roles to the Web services. Knowledge of the targeted protocols and applications
is required for the implementation of the Gateway or Mediator.

More automated, transparent interoperability options have been investigated by Der-
hamy et al. [45, 46] and while some partial solutions are available there is still more work
to be done for complete interoperability from network layer to semantics.

5.6 Data acquisition, display and storage

In the typical DCS design used in Figure 3, the functionality cuts through all layers from
the data acquisition at the lowest level to servers on operator clients at the middle layer
and storage on the Historian server at the top level. In terms of the migration procedure,
this means that some elements are migrated in the first step (Initiation) and most are
migrated at the third and fourth step (Data processing and Control execution).

In terms of the current state of the art, data acquisition has many possible solutions
and implementations, most commonly involving a PLC or RTU connected to a fieldbus
to transfer data as required. In terms of the IMC-AESOP architecture, the primary
choice is to migrate to smart embedded devices capable of both acquiring the necessary
data and encapsulating them in Web Services that can later be consumed by any in-
terested party. An example of this migration can be seen in the IMC-AESOP use case
called “Implementing Circulating Oil Lubrication Systems based on the IMC-AESOP
Architecture” [25].



5. Migration of functionality 103

At the lowest level, this use case requires computers capable of calculating flow rates
from positive displacement flow meters. These volumetric flow meters generate pulses
at frequencies ranging from 1-500 Hz depending on the model chosen. Any conventional
PLC or RTU has inputs that can detect a frequency of roughly 50 Hz. Although this level
is sufficient for certain flow meters, it is not nearly sensitive enough to cover the entire
range of possibilities. Two possible solutions to this migration problem are described:

1. One possible solution is to use a legacy flow computer with legacy communication
capabilities, i.e., a modbus, which would enable the flow computer to perform the
necessary high-frequency calculations and transfer the data to a modbus register
that could be read by any WS-capable device. The data would subsequently be
processed from pulses into a flow rate and encapsulated into a WS-Event or message
depending on the requirements.

2. Another possible solution is to use a fast counter card or specialized inputs in-
tegrated into a WS-Capable device, which would imply that the device must be
capable of counting, pre-processing and calculating flow rates without any external
assistance. Therefore, the task would only be a matter of encapsulating the data
in WS form to make them available to any interested parties.

Whichever solution is chosen, it is important to keep in mind that legacy flow metering
computers, while limited, have well-defined and well-tested algorithms that calculate flow
rates. In the case of migration, it is necessary to evaluate whether accuracy or scalability
and easy access are more important. The common theme in both solutions, however, is
the need for WS encapsulation, which would imply exactly the same work in both cases.
It would be necessary to design the corresponding WSDL file such that the device that
captures the information could be discovered and subscribed, although this effort might
depend on how the WS-Capable device is designed to work.

5.7 Alarms and warnings

Alarms can be raised at different levels, either directly by the devices or by upper-
level systems that have processed information originating from one or several sources.
Therefore, the functionality can be migrated as early as in the first step (Initiation) in
some scenarios. In most cases, however, the main part will be migrated in parallel to
other data management systems in the third step (Data processing).

In addition to the definition of standardized interfaces that define the content of the
alarms, a SOA approach proposes communication mechanisms to ensure the following:

• The right information will reach the right person in the plant with an appropriate
level of detail

• The communication network of the plant will not be overcrowded by useless data

These two goals are achieved by filtering and routing mechanisms typically implemented
by a Complex Event Processing (CEP) technology, such as that investigated in the IMC-
AESOP Project.
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For the end user, the benefit of a SOA approach is that s/he will receive only the
necessary alarms and warnings. The content of the alarms will be filtered depending
on the user logged into the system and will provide only the information required for
the user actions. For example, an operator will be informed that the process is stopped
without any further detail, whereas a maintenance team will receive details of the machine
breakdown.

5.8 Emergency stop

Detection of abnormal conditions that require an emergency stop can be performed at
various levels. In addition to emergency stop buttons at the shop-floor level, the events
arising in the different layers of the system can indirectly inform the operators of critical
alarms, typically within the supervisory control system. This distribution of functionality
means that some parts of the Emergency stop will be migrated in every migration step,
but the main part is likely left until the final step (Control execution). Moreover,
complex event processing systems can correlate the information originating from different
sources located in any component of the system to raise such emergency alarms.

Once an operator has physically pressed a shop-floor button or has selected the emer-
gency stop in an HMI, the equipment must shut down in a controlled manner, which
depends on the exact state and topology of the system. The agility of the SOA infras-
tructure allows the management of several shut-down strategies depending on the various
emergency conditions as well as adaptation of these strategies along the life-cycle of the
equipment.

In certain contexts, typically for regulation purposes, the shut down of the equipment
must be carried out in a given time frame with a precise sequence of operations. In those
cases, safety protocol solutions must be used to manage these particular constraints.
Currently, different add-ons exist for classical fieldbuses, but for the envisioned systems
in which an IP protocol over Ethernet is largely used, safety solutions based on Ethernet
must be carefully considered.

5.9 Operator manual override

Depending on the scenario, this functionality may be partially migrated as early as in
the first migration step (Initiation), but the main part is most likely left for migration
in the third step (Data processing), when the operator clients are migrated along with
other related systems.

The suggested implementation is for the devices to expose standardized interfaces such
that the operators can use a set of tools for taking local control. Therefore, operators can
be well trained and efficient, which is particularly important if an unexpected situation
occurs, which is the typical case for which manual override is required.

The portions of the system in which operators have overridden the automatic control
must be easily noticed in the upper-level applications, even if the event consists of a
scheduled maintenance in which a portion of the system is disconnected intentionally.
The SOA facilitates a direct connection between the upper level and the devices such
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that critical information is easily available. The information is used not only by the
operator but also by the upper-level applications for reconfiguring themselves.

Due to the loose coupling of the SOA approach, most applications at Level 2 or Level
3 will continue interacting with the manually controlled portion of the system without
consideration of its operating mode. Only applications involved with the operating mode
will be informed, typically via alarms and event mechanisms.

5.10 Operator configuration

Operator configuration will, just as Operator manual override, most likely be migrated
in conjunction with the operator clients and related systems in the third step of the
migration (Initiation). However, there are scenarios in which it may be migrated earlier
as well.

The devices expose standardized configuration services such that a limited set of tools
can be used for local configuration. Therefore, operators do not require access to many
different tools and do not undergo training for all of them. The changes enacted in the
device configuration must be pushed to the configuration repository so that after the
replacement of a device, the same configuration can be downloaded to the new device.
Different strategies can be used in this case; either the operator explicitly decides that
the new settings are valid and manually initiates the backup or the device configuration
may be compared periodically with the reference, which is updated if the actual device
configuration is different but valid.

Figure 11 describes a system in which the standard service DeviceManagement is
supported by an IMC-AESOP device. A local configuration tool can be used to perform
the following actions:

1. The current configuration of the device is obtained. The response of the GetCon-
figuration operation is defined in a generic format, and virtually any type of device
configuration can be retrieved.

2. The operator edits the device configuration with the configuration tool HMI.

3. The tool uploads the new configuration in the device (SetConfiguration operation).

4. As an option, the new configuration is pushed into the configuration repository.
This repository will be used in case of device replacement.

5.11 User management and security

Till recently, a common procedure used locally authenticated users (e.g., on-device or
in-department) and devices (if at all). However, this practice created ‘islands’ within
the infrastructures that were difficult to control, e.g., adherence to corporate policies
and cost of maintenance. In the IMC-AESOP vision, the security framework should
be implemented company-wide, and the ‘visibility’ of devices makes it easier to gain
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Figure 11: Operator local configuration with a Service Bus

a system-wide view. However, the migration towards this infrastructure will require
a lengthy transition process and potentially significant efforts to reassess the relevant
security and risk aspects, test configurations and impacts and move towards integrated
management of both users and their rules. To ensure a secure and manageable migration,
this aspect must be taken into account throughout the whole migration process.

6 A first step - Migration of a lubrication system

In this section, the authors detail the development, implementation and evaluation of a
demonstrator on the premises of LKAB in Sweden (please refer to Figure 12) to present
the first step of the migration procedure and highlight some of the challenges in migrating
an existing plant lubrication system from a classical control system to the new approaches
addressed by the IMC-AESOP project. This demonstrator was part of the IMC-AESOP
project and was first presented by [47].

Lubrication systems are typical critical systems for almost all process industries. The
lubrication control system provides important information that can be used by operators
to avoid critical and damaging incidents by operators, by planning staff and management
to improve production and plant efficiency and by maintenance staff and management
to analyse and improve predictive maintenance.

The plant lubrication use case addresses a number of key points, i.e., migration from
a scan-based PLC to an event-based SOA system, enabling the SOA on low-level devices
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Figure 12: The LKAB pelletizing plant KK4 in Kiruna, Sweden

and in closed-loop control and integration into an actual plant environment. [23] dis-
cuss the advantages of using SOA-based solutions for industrial process monitoring and
control.

The lubrication system presented in Figure 13 is deployed at the LKAB pelletizing
plant [48] as one of a number of independent black-box systems supporting the main pro-
cess. Such systems are characterized by limited data exchanges between the lubrication
systems and the larger distributed control system (DCS). This lubrication system was
migrated from the current implementation using a PLC to a SOA system.

6.1 Existing system

As shown in Figure 13, the existing lubrication system includes two lubrication circuits
controlled by a PLC (Programmable Logic Controller) that receives start/stop commands
from a DCS. Each lubrication circuit is connected to a pump controlled by the DCS
through a digital output. More than 70 AS-i [49] position switches combined with various
digital inputs are scanned periodically by the PLC to obtain fluid distribution status
updates for each lubrication circuit. Based on the sensor information, the PLC controls
each pump and directs the fluid to the appropriate circuit. As mentioned previously,
rather limited communication occurs within the operational layer, although a touch panel
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provides local supervision capability.
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Figure 13: Existing system

6.2 Demonstrator setup

The prototype used for the demonstration consists of the replacement of the existing PLC
with a SOA-based system. Thus, the current PLC cabinet is replaced with a SOA-based
cabinet and connected to a maintenance station, as shown in Figure 14. As a precaution
during the migration, a multiplexer was installed to allow for quickly switching back to
the PLC cabinet if any issues arose with the SOA installation.

6.3 SOA components

The proposed SOA architecture is illustrated in Figure 15. Only the DCS portion (dot-
ted line) and the AS-i slaves are inherited from the legacy system; other components
(including the SCADA) belong to the SOA demonstrator. From top to bottom, we have
the following:

• The SCADA provides advanced local control and monitoring capabilities.
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• The Mediator provides an interface between the device layer (with the DPWS
protocol) and the control and supervision layers (with both Profibus and OPC UA
protocols).

• The Service Bus provides an abstract layer on top of the field devices, providing
both synchronous and asynchronous data collection mechanisms; it also implements
the control logic that was originally run from the PLC.

• Wireless sensors and actuators (Mulle nodes and edge router) provide process I/O
facilities as services.

SCADA

To replace and extend the HMI functionality provided in the legacy system by an in-
tegrated touch panel connected to the PLC, a commercially available SCADA solution
was selected and configured for this use case. The configuration of the SCADA solu-
tion mainly consisted of selecting which parameters to display, how to display them,
and which actions would be allowed through the user interface. For this demonstration
the user interface was designed to be similar to the replaced HMI and to allow similar
functionality, to accommodate operators familiar with the old interface. This solution
provides a flexible method of presenting data and configuring the system parameters.

Using an OPC UA client that accesses the server provided by the Mediator, the system
can be accessed from anywhere on the connected network rather than by current local
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Figure 15: Proposed prototype of Service Oriented Architecture

access only. At the same time, the OPC UA server provides a flexible method to access
the system with other standardized tools that provides a wide array of possibilities.

Mediator

The Mediator provides a runtime system for monitoring and control of process facilities
by integrating both legacy and SOA-based technologies. The core section consists of a
data model that describes the logical view of the monitored facilities and also contains
all relevant information for acquiring the data, including communication. The Medi-
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ator communicates with the Service Bus through the DPWS and also supports basic
authentication over SOAP.

For the integration of different communication protocols and information models of
various devices and other data sources, an abstract data access layer is introduced. For
the application described in this paper, the PROFIBUS protocol (for connecting to the
DCS) and the DPWS protocol (for connecting to the Service Bus) have been imple-
mented. Similarly, any processing of data for pre-processing, control, KPI calculation or
presentation to the SCADA HMI layer is easily extendible by providing the appropriate
adapters.

Within the framework of the SOA system described above, the Mediator data model
(including alarms) is presented to the HMI of the maintenance application using the OPC
UA protocol.

Distributed Service Bus (DSB)

As a complement to the Mediator, the Distributed Service Bus provides an additional
integration of heterogeneous systems that support various communication media, pro-
tocols, and data models, as shown in Figure 16. Such integration is enabled via loose
coupling-based protocol connectors. Each protocol connector reifies the devices and ser-
vices of an existing system into the DSB data model representation. Thus, using a
defined abstract layer, the Service Bus provides a common representation of those de-
vices and services. This abstract layer enables a wide variety of common operations on
the underlying systems and devices, including management, diagnostic, maintenance and
monitoring.

Moreover, the distribution of the Service Bus provides scalability and evolution be-
cause each instance can be configured for a specific application domain by implementing
dedicated interfaces, quality of service and security requirements. Devices and services
handled by an instance of the Service Bus are reified, and their information is shared
between the other instances through the DPWS protocol.

The distribution feature provided by the DSB is particularly suited to the man-
agement of large-scale distributed systems, which is central to IMC-AESOP and this
demonstrator in particular.

The Service Bus was implemented on two Raspberry Pi devices running the Linux
operating system and featuring 512 MB of RAM and 700-MHz ARMCPUs. As illustrated
in Figure 16, the main software components of the Service Bus are a pivot data format,
a set of connectors acting as external interfaces (DPWS, REST, CoAP, and Modbus),
an event module, a time synchronization (PTP) module, a logging (syslog) module and
the AESOP logic, which reproduces the application logic from the existing PLC.

The two instances of the Service Bus dynamically discover each other at startup
using WS-Discovery and rely on DPWS for message exchanges. Basic cyber-security
protection is provided by the combination of Role Base Access Control (RBAC) and a
user authentication mechanism.
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Figure 16: DSB architecture

Wireless sensor and actuator network (WSAN)

Mulle devices [50] serve as I/O nodes that connect lubrication pressure switches, air
pressure switches, pump valves, reversing valves, and indication lights. To render the
system scalable and integrate it with the IMC-AESOP service cloud, IPv6 was chosen
as the network protocol. To ensure that the IPv6 network layer complies with the IEEE
802.15.4 Link layer, the 6LoWPAN adaptation layer is used, and 6LoWPAN compresses
and reduces the data overhead such that less energy is required to transfer the information
between wireless nodes.

Mulle nodes communicate using the Efficient XML Interchange (EXI) (www.w3.org/XML/EXI)
and CoAP on top of 6LoWPAN. The services hosted by the Mulle support input, output,
filtering, logging, and configuration services. All data are EXI encoded and transmitted
using CoAP over 6LowPAN.

The edge router performs translation between the IPv4 over Ethernet and IPv6 over
6LoWPAN (IEEE 802.15.4) networks. The edge router also hosts time synchronization
services (NTP and PTP) and CoAP services, such as data proxy, and logs the perfor-
mance of the WSAN. The CoAP is a protocol designed for scalability and simplicity [51]
and is backwards compatible with the frequently used HTTP protocol.

Representation of the information measured by the sensors in an efficient yet self-
explanatory manner is desirable. Because the bandwidth in the wireless sensor network
is limited and the energy available in each sensor node is also limited, the efficiency
parameter requires extra attention. The concept of Service Oriented Architecture (SOA)
is highly interesting in this context because each measured parameter can be represented
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as a service to the other nodes but is also represented globally because the sensors are
connected to the internet using IPv6.

In the demonstration setup, a total of 14 CoAP services (4 actuators, 6 sensors, and 4
outputs used to indicate the system status) were implemented. These components were
located on three nodes, each running on Mulle v6.2 from Eistec [50].

A key component of the migration of legacy systems to SOA is the use of standard and
globally accepted formats for representing the exchanged information. One important
result of this demonstration is that it is possible to use EXI for the integration of sensor
and actuator devices with the SOA automation infrastructure. This method enables
the implementation of RESTful web services based on CoAP and EXI for industrial
applications with low real-time requirements.

6.4 Data modelling

Enabling the interoperability of the service specifications and data models is a key techno-
logical challenge that SOA systems are intended to resolve. Full interoperability requires
that the syntax and semantic service descriptions are well defined, unambiguous and
enable dynamic discovery and composition. Thus far, most if not all SOA installations
enable pure syntax interoperability with little or no support for standard-based seman-
tic descriptions. The use of structured data formats only partially resolves the problem
by supplementing the exchanged data with meta-information in the form of tags and
attributes such as in the case of XML/EXI. The tag names are ambiguous and usually
insufficient to describe the service functionality in full.

The use of application-level data model standards is often used as a solution to this
problem because the syntax to semantics mapping is predefined. An example of such
a standard is the Smart Energy Profile 2 that clearly states the physical meaning of
the tag names and structures defined for the service messages in the domain of energy
management. One problem in compliance with such standards is that they are almost
always domain specific, which requires mapping of the semantic descriptions from one
standard to all others in use.

Another approach defines a generic semantic data model that is applicable to a wide
range of use cases. This approach is selected for the work presented in this paper. The
initial investigation highlighted the Sensor Model Language (SensorML) [52] developed by
the Open Geospatial Consortium (OGC) as a promising specification for generic semantic
description of sensory data. However, the complexity and size of SensorML specifications
limit its use to more capable devices. Small-scale experiments with a number of sample
SensorML messages showed that even the EXI representation will not be sufficiently small
to fit in battery-powered wireless sensor nodes that contain low-power/low-bandwidth
radios.

Another possible specification for sensor data is the Sensor Markup Language (SenML)
[53], which has a rather simple design that is consistent with RESTful architecture and is
targeted to resource-constrained devices. The evaluation of SenML specifications shows
that it meets the requirements for hardware utilization, but there are areas that are too
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highly simplified and insufficient to describe the data with the level of detail required by
the target application. An example of such a limitation is the precision of the timestamp-
ing for sensor data; SenML allows for up to seconds of resolution, which is not sufficient
for most use cases. This situation led to the use of a custom generic data representation
that reuses many of the design choices in SenML.

6.5 Migration aspects

The overall prototype was installed in a cabinet similar to that installed in the plant
in order to facilitate the on-site temporary installation of the prototype. As discussed
earlier in this paper, migration of a large DCS into the SOA can be initiated with a
smaller step in which certain key functionalities are migrated, and the basis of the SOA
infrastructure is established in a subset of the plant.

This use case provides an example of the migration of a number of functional aspects
that have been identified in the existing system and also provides a minimum requirement
of functionality for the SOA-enabled system. The most significant of these aspects are
described in the following subsections.

Local control loop

In the existing system, local control is performed within the PLC using the internal timers
and the pressure switches distributed throughout the system to trigger the start/stop of
the lubrication pump and activation of the solenoid valves.

In the IMC-AESOP use case, this functionality is distributed primarily to the Service
Bus, which accesses both the CoAP services provided by the Mulle nodes for sensing
and actuating the AS-i sensor data. The main advantage of the SOA design is that it
provides added monitoring capabilities for the control loop (the timers and sensor data
are available as services).

Inter-protocol communication

In the existing system, only two communication protocols are involved. The communi-
cation to the DCS is handled through Profibus, and the collection of data from a large
number of field devices is handled through AS-i.

In the demonstrator, several new protocols are introduced in the architecture to allow
communication within the SOA system, whereas the existing communication interfaces
remain accessible through the commercially available AS-i and Profibus master modules.
The conversions between different protocols are handled by the Service Bus and the
Mediator, as previously described.

Alarms and warning

In the existing system, alarms are handled via lists of Fault- and Reset-bits with a
corresponding list of alarm texts, which are both controlled in the PLC.
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In the SOA solution, those alarms are implemented as events collected from the alarm
sources and brokered by the Service Bus. Any interested party can subscribe to these
alarms from the Service Bus. In the demonstrator, the SCADA, the DCS (both through
the Mediator) and the Service Bus web client are subscribers of the process-level alarms.
Polling-based alarms remain available, which is particularly interesting in a migration
context.

Operator manual override and Operator configuration

Operator manual override and Operator configuration are the two key functionalities
provided by the touch panel HMI in the existing system.

In the SOA alternative, the Service Bus exposes these two functionalities as services
that can be called by any (authenticated and authorized) client application. In the
demonstrator, two client applications consume these services: the SCADA (through the
Mediator) and the Service Bus web client.

As mentioned previously, the loose coupling provided by this approach can be lever-
aged in future maintenance operations by allowing transparent and independent replace-
ment either by the server or the client of those services.

6.6 Functional assessment

The functionality to be delivered was based on an analysis of a backup copy of the
code running on the existing PLC, which was written by Midroc and confirmed with
the LKAB technicians. This analysis was used both to construct the logic implemented
in the DSB and to write a protocol for verifying the functionality. The test procedures
and the protocol were first used in the initial integration of components in which the
components were first brought together and connected in a local network.

The test procedure was based on the common industrial practice employed by Midroc
in most industrial projects, and Midroc templates were used for the test protocols. The
procedure consists of a series of acceptance tests beginning with the Internal Acceptance
Test (IAT), which is performed by the engineers integrating the system and without any
customer representatives. Once the IAT has been passed with acceptable performance,
the customer is invited to the system integrator site for a Factory Acceptance Test (FAT)
to verify that the functionality provided is in accordance with the customer expectations.
To finally verify that the functionality is accurate, a Site Acceptance Test (SAT) is
performed at the site after commissioning.

This common practice was used during the development of the demonstrator, and as
the system was developed, the test procedure was extended at several points. The final
version of the test procedure and protocol was used in the FAT at the Midroc facilities
in Stockholm, Sweden, with representatives from LKAB acting as the customer to verify
that the functionality and reliability were satisfactory for use in the process plant. Figure
17 shows one page of the 18-page FAT protocol describing the prerequisites for the tests
and step-wise instructions for 11 scenarios with the expected results at each step.
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Figure 17: Extract from the FAT protocol

The final functional validation of the overall architecture was performed on-site during
a scheduled plant maintenance break. The IMC-AESOP prototype was connected to
the lubrication system by disconnecting the operating cabinet and connecting the SOA
cabinet.
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The lubrication system was run for several hours to validate the functional behaviour
of the prototype and to collect timing data.

6.7 Performance assessment

To measure the overall performance of the prototype, the components of the Service
Oriented Architecture synchronized their timing using the PTP protocol (IEEE 1588).
All of the components were configured to send their logs to a centralized syslog server
(IETF RFC 5424) for timing analysis. Table 1 summarizes the average time it took for
an End-of-line pressure switch event to propagate from the Mulle device to the Mediator
through the Edge Router and the Service Bus.

Table 1: Time Measurements
Event Node Time offset (ms)
End-of-line Mulle (sensor) 0
pressure Edge Router 11
switch Service Bus 13

Mediator 21

In this example, the CoAP Edge Router receives the event 11 ms after the Mulle
sensor detects the end-of-line pressure switch, the Service Bus acknowledges the event 2
ms later, and finally, the Mediator receives it 8 ms later. The total transmission time
between the sensor (Mulle) and the Mediator is 21 ms, which is longer than the current
PLC cycle time but compatible with the application requirements.

6.8 Wireless assessment

One parameter of interest that is important for successful deployment of 6LoWPAN
devices is the size of the messages that the devices must exchange. Use of XML is
beneficial for the integration of the devices with the data models and the message formats
used in the upper layers of the automation. Using EXI in strict XML schema mode for
the low-bandwidth wireless links, the size of the XML messages is reduced by a factor
of more than 20. Therefore, the size of an EXI-encoded digital IO process value with
a timestamp and quality indicator is 10 bytes compared with 228 bytes for its plain
XML counterpart. Another key performance indicator for wireless applications, especially
in noisy industrial environments, is the occurrence of retransmissions of packets. A
retransmission wastes bandwidth, uses additional energy and increases latency. During
the tests, retransmissions were observed at a low level with a stable wireless network as
a result.
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6.9 Overall drawbacks and benefits

A general drawback of the proposed solution is obviously its lack of maturity, in the sense
that it consists of a set of prototypes provided by different partners, with none of them
yet industrialized. This situation translates into both unreliability issues and integration
complexity. A portion of the integration difficulties consists of the requirement for a
specific configuration and monitoring interface for each partner component.

This heterogeneity and relative complexity in the demonstrator can in turn be per-
ceived as an opportunity to validate the SOA approach, with each component of the
architecture exposing and consuming services to/from other components with a fairly
high level of loose coupling.

In a productized version of the demonstrator, all middleware components (Mediator,
Service Bus, Edge Router and potential AS-I Gateway) would ideally be merged into one
product, thus reducing the main complexity of the system. However, a projection to a
productized version of the SOA middleware would still lead to a higher level of internal
complexity compared with that of a less versatile PLC-based solution.

The main benefit of the proposed solution compared with the installed solution is
facilitation of the overall system installation and maintenance. Although the installation
benefit was not obvious in the demonstrator due to the multiplicity of technologies (and
partners) involved, the maintenance and monitoring value was fairly obvious due to the
advanced monitoring capabilities provided by the added services and displayed through
the SCADA (timers, sensors values, alarms).

7 Conclusion

Delving deeper into the migration concepts first introduced and detailed by [38, 28], the
strategy for migrating from a ISA’95-based legacy process control system to the SOA
involves proceeding in a structured manner by gradually upgrading the highly integrated
and vendor-locked standards to a more open structure while maintaining functionality.
A procedure used to migrate the functionality of a DCS/SCADA to a SOA-based imple-
mentation is proposed. The procedure is composed of four distinct steps and makes use
of mediator technology. These four steps are designed to maintain the feeling of confor-
mity between HMI and control execution and to ensure that the target system exhibits
full transparency and supports open standards. It is important that the initiation in
Step 1 considers these issues to enhance the plug-and-play features of the SOA system
even in an industrial process control system. The portions of the DCS/SCADA in which
operations and engineering are handled are migrated in Step 2 and Step 3 in a structured
manner. At the fourth step, the migration of control execution, the migration approach
is decided based on functionality and more detailed performance requirements. If the
fade-out approach is used, the most critical control loops and control logic might stay
with the legacy set up in which the operational, engineering and maintenance staff has
confidence.

Using this step-wise approach with SOA and mediator technology, it is argued that the
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SOA approach will preserve functional integration, support grouping of devices, preserve
real-time control and successfully address safety loops. Emphasizing the DCS portion of
an example legacy SCADA/DCS, the authors applied the approach and presented the
results obtained throughout the entire migration process.

Within the scope of the IMC-AESOP project [22], the first step of the migration
was implemented with prototype technology from several partners in a use case at the
LKAB pelletizing plant in Kiruna, Sweden. The on-site validation of the IMC-AESOP
prototype provided positive feedback, considering that both functional and performance
results were in line with customer expectations and were combined with added supervision
and control capabilities at the SCADA level.

The SOA proved to be valuable both at the device and application levels by providing
a high level of loose coupling between the various components of the system. Events
complemented the SOA architecture quite well by reducing the overall latency of the
information flow.

On the wireless side, the tests show that CoAP-based services over 6lowPAN can be
used for process monitoring and control applications with no low-latency requirements.
However, additional research is required to improve both scalability and robustness and
to minimize latency.

One of the major results of the migration is the transformation of the ISA-95 ar-
chitecture into an Automation Service Cloud. Future work will focus on extending the
migration process and procedures to comprise the full ISA-95 architecture, including
security issues.

Acknowledgment

The authors are grateful for support from the European Commission and thank the part-
ners of the EU FP7 project IMC-AESOP (www.imc-aesop.eu) for fruitful discussions.
Additional support was provided by the ARTEMIS Joint Undertaking and the partners
of the Arrowhead project (www.arrowhead.eu).

The authors also thank the LKAB company for open and collaborative work on this
solution and for providing access to their Kiruna facilities.

References

[1] P. Lingman, J. Gustafsson, A. O. Johansson, O. Ventä, M. Vilkko,
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interoperability

Oscar Carlsson, Daniel Vera, Jerker Delsing and Bilal Ahmad

Abstract

The emergence and deployment of connected devices in many domains of application
(e.g. industrial production, buildings and facilities, urban environment, etc.) have re-
sulted in the need to achieve integration of multiple and more complex systems. This
new environment is stressing the intrinsic limits imposed by monolithic standards, data
models and integration methods that focus on specific domains of application, types of
systems, or specific aspects of a system.

This paper describes the Plant Description Service developed as part of the Arrow-
head Interoperability framework (EU ECSEL funded project). The manuscript contains
a description of the abstract system descriptive model based on which the Plant De-
scription service was implemented, and describes how the service can be used to achieve
integration of several industry standards and data models. One use case and one case
study is provided that illustrates how the service was practically implemented to support
engineering scenarios in the domain of industrial production. The paper concludes with
a critical review of the approach and suggestion for future work and developments.

1 Introduction

Large modern projects, such as construction of factories, power plants, airports, or rail-
road tunnels, incorporates many engineering disciplines and contains a large number of
connected devices. In such projects the engineering quickly becomes a complex opera-
tion with the need to exchange data between different tools and data sources used by
engineers from different disciplines. [1]

In many situations where safety and performance are critical, it is vital that compo-
nents can be tracked throughout the complete life-cycle, including production, operation,
maintenance, re-use and other possible scenarios. Pátkai et al. [2] illustrate this in a case
study from the aerospace industry. Using unique identifiers both for the components and
for the functional and locational sections that components are associated with lowers
the risk of confusion as systems or personnel from different areas or disciplines are re-
quired to cooperate and exchange information. With end-to-end engineering, horizontal
integration and vertical integration seen as overarching aspects of the German initiative
Industrie 4.0 [3, 4] and with Innovative Engineering being seen as one of the main aspects
of digital technology, as perceieved by leaders in economy and society according to ITEA-
ARTEMIS [5], there is support for more powerful and better integrated engineering tools.

127



128 Paper D

In the status report on Reference Architecture Model Industrie 4.0 (RAMI4.0) [4] there
is an emphasis on the combination of life cycle aspects, IT representation layers and the
traditional automation hierarchies.

For the improvement of engineering tools in the field of industrial automation there
is already considerable effort. For the process industry Braaksma et al. [6] have reviewed
a large group of standards for asset information, with a focus on collaboration between
engineers of different disciplines and information hand-over between different life-cycle
phases. For the area of software engineering in industrial automation Vyatkin [7] presents
an overview of the current solutions and concepts, where the role of standards such as
IEC 61499 [8] and IEC 61850 [9] are highlighted, and the use of model-driven software
engineering in automation is presented as one of the compelling paths for further de-
velopment in the area. One example of model-driven software engineering that uses
structured standards would be the method presented by Pang et al. [10] for how the Pip-
ing and Instrumentation Diagrams (P&ID’s) following the standard IEC 62424 [11] can
be translated into IEC 61499 Function Blocks (FB’s) commonly used in programming
automation systems for the process industry.

Himmler et al. [12] have developed a function-based engineering framework, illustrat-
ing how a structured and standardized description of a large system can improve the
interdisciplinary collaboration throughout the engineering of a plant. As this framework
uses a strict functional hierarchy as its basic structure for description of the plant it will
present a view that is familiar to many process and automation engineers but if it is the
only structure that can provide a good overview of the plant it may become cumbersome
to other disciplines such as technicians, maintenance engineers and others that are more
concerned with physical hardware. It is to a large degree due to these differences that
there may be several different hierarchies present in an existing plant. In the worst case
scenario there may be several different names for the same object, resulting in confusion
and difficulties in communication between different disciplines.

Most approaches to engineering tool interoperability and standardization of engineer-
ing data exchange assume that all data to be exchanged will be harmonized around one
standard identifying the assets that the data relates to. However, considering the large
number of standards that are already in use, often enforced by engineering tools, the
likelihood of one standard dominating all engineering data that concerns a large, mod-
ern, automated facility is not very high for the near future. To alleviate the situation
with several standards at the same site there are already some initiatives on specific syn-
chronization between pairs of complementing standards such as collaboration between
Automation ML (IEC 62714) and OPC-UA (IEC 62541) [13] as one example and collab-
oration between ISO 15926 and Mimosa [14] as another. However, most standards for
plant topology propose one primary aspect around which the main hierarchy is formed.
In some cases the standards support additional, supplementary hierarchies as well but
the main one is usually mandatory and used to order the data in a tree structure for
exchange between systems. This is why we propose a simplified solution for describing
the different hierarchies and topologies that may exist within the same plant or system
of systems, sometimes defined according to different standards or procedures. The Plant
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description aims to provide a basic common data structure which can be used to refer
to different objects in a large system or system of systems and the relations between the
objects.

The Plant description services are intended to give a basic common understanding of
the layout of the plant or site, providing possibilities for actors with different interests and
viewpoints to access their view of the same data-set. In the case of device replacement this
is useful for the technician replacing the device to assign which position the new device
is in, e.g. which old device it is meant to replace. To provide the option to view the
same set of objects in different ways, arranging them in different hierarchies or networks
depending on the desired viewpoint the basic data structure is proposed to be based
around nodes and links. An example of how a traditional hierarchy could be represented
can be seen in Figure 1. Once the objects are identified other tools, services or systems
are intended to provide detailed information, based on the object identity provided by
the Plant description. Other systems anticipated to provide such information are the
systems managing configuration, services for orchestration, systems for meta-data and
specialized engineering tools, but there are other possible services as well.

The main benefit of the proposed solution is intended to be a lower risk for misun-
derstandings between different organizations and disciplines without the need to force all
involved parties to implement one standard that works for all purposes. Possible addi-
tional benefits include a lower threshold for utilizing engineering and design data from
different sources that may be organized according to different standards.

2 Existing standards and related work

A number of interesting standards for exchange of engineering data have been identified
and discussed. However, there is no clear solution for the purpose of providing a basis for
interaction between engineering tools of the wide spectrum of domains and disciplines
covered by the Arrowhead project, including but not limited to production facilities,
building automation, infrastructure, electric vehicles and energy systems.

The Reference Architecture Model Industrie 4.0 (RAMI4.0) status report [4], a prod-
uct of the German initiative Industrie 4.0, is centered around the standards IEC 62890
for structuring the Life Cycle and Value Stream, combined with the two standards IEC
62264 (ISA-95) and IEC 61512 (ISA-88) for structuring the hierarchical levels. At a
more detailed level the report suggests a number of standards for different aspects. For
implementation of the Communication layer the report suggests OPC-UA, for the Infor-
mation layer IEC 61360 (ISO 13584-42), eCl@ss, Electronic Device Description (EDD)
and Field Device Tool (FDT) are suggested. Field Device Integration (FDI) is suggested
as integration technology and for end-to-end engineering the report suggests ProStep
iViP, eCl@ss and AutomationML (which uses a topology based on IEC 62424).

OPC-UA (IEC 62541) [15] is the data exchange standard for platform and vendor
independent communication across vertical and horizontal layers within industry in a
client-server environment. OPC UA defines generic services and in doing so follows
the design paradigm of service-oriented architecture (SOA). In contrast to classic Web
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Figure 1: Hierarchy described by a nodes-and-links data structure

services, a number of generic services are already defined and standardized and thus
WSDL is not required. Services are organized into logical groupings called service sets.
Service requests and response are communicated through message exchange (either using
binary protocol on TCP/IP or as a web service) between client and server.

ISO Technical Committee 184 for Automation systems and integration (ISO/TC184)
has issued a large number of standards in the field of industrial automation systems [16],
including: (in cooperation with IEC) IEC 62264, also know as ISA-95 [17]; ISO 15926 [18]
for representation and exchange of life-cycle data of industrial process plants; ISO 10303
for Product data representation and exchange; ISO 15531 for Industrial manufacturing
management data. The same technical committee has also released a draft for ISO 18828
that will standardize Manufacturing process and management information.

The ISO 15926 standard does allow for multiple disciplines and provides strong sup-
port for management of types, classes and instances of objects throughout the complete
life-cycle of a process plant. However the ISO 15926 standard is very extensive, as Holm
et al. [19] illustrate in the comparison between IEC 62424 and ISO 15926, through the
representation of a belt conveyor according to both structures.

The IEC 62264 (ISA-95) is a commonly used standard that defines the hierarchical
structure of interaction between an industrial control system and enterprise systems,
specifically the functional data flow and object models. However the standard does not
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in great detail specify the engineering data of the control systems and does not go into
the interaction between engineering data of the control system and engineering data of
electrical, mechanical or other systems that the control system by necessity are related
to.

The ISO/IEC/IEEE standard 15288 [20] specifies a number of concepts that can
be useful in the engineering of a large system, while not going into the details of each
domain. This standard contains many useful concepts but is not yet widely adopted
by the industry and still requires further details for fruitful interoperability between
engineering tools of different disciplines.

The standard IEC 81346 describing Industrial systems structuring principles is com-
mon for identifying systems and objects in electrical installations within European indus-
tries, and is to some extent used within automation systems in such facilities for naming
and structuring objects connected to the automation systems. In a similar manner IEC
61850 is used in electrical substation automation systems. The IEC 61850 data model
has been mapped to standardized protocol DNP3 (Distributed Network Protocol) [21]
for interaction with other automation systems and some interoperability with IEC 61499
has been shown by Yang et al. [22].

The work by Chen and Lin [23] on a Digital Equipment Identifier (DEI) system, which
intends to uniquely identify manufacturing equipment and organize data retrieved from
vendor Web sites or databases, could be seen as a potential further standard that can be
used to describe systems at an automated production site.

As can be seen there are a great number of different standards that in some way con-
cern the modularity of a large production system, by dividing it into objects, functions,
locations or systems. To a large extent the modules are likely to be comparable, repre-
senting the same physical component, but there may be cases where certain components
are neglected as modules for one discipline while very important for another.

3 Engineering tool interoperability

As with the interoperability of the kind of systems that are the main target of Arrowhead
as a whole, the interoperability of engineering tools is possible today – as long as all part-
ners follow the same standard or use the same suite of tools from one system provider [24].
However, as the Arrowhead project targets widely different domains [25], including dif-
ferent kinds of production facilities, building automation, infrastructure, mobile system
such as electric vehicles and energy systems; and the engineering tools of those domains
have to cover different aspects and life-cycle phases, there are many standards that could
be used depending on the domains and life-cycle phase. A first stage of enabling broader
interoperability between engineering tools will be to identify a basic form of interaction
using services between different tools.

As many domains already follow standards relating to one or more of the aspects that
this task aims to address it seems unreasonable to make all of them follow one standard.
Instead some inspiration can be taken from the discussions that have already been had
within Arrowhead regarding communication protocol translation [26], where the efforts
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Figure 2: In IEC81346 the three aspects Function, Location and Product are commonly used to
describe different viewpoints of industrial systems

have been concentrated on a solution using one protocol as an intermediary layer and
focus on translating to and from this one protocol rather than direct translation between
all protocols. Many of the standards concern the parametrization of the object data,
which is important for compatibility between tools within one domain, but as the target
here is interoperability between tools from different domains it may be sufficient to focus
on a few key parameters for each object and the different relations the objects have
between themselves.

3.1 As a service in the Arrowhead Framework

The purpose of the Plant Description service is to provide a basic common understanding
of the layout of a plant or site, providing possibilities for actors with different interests
and viewpoints to access their view of the same data set provided by other sources. An
source of inspiration for the design was the standard ISO/IEC 81346 which specifies that
for studying objects and their relations it may be useful to look at them from different
viewpoints, highlighting different aspects of the objects and relations. This standard
is focused on the three aspects: function, product and location, although the design is
intended to be capable to address other viewpoints as well.

In order to be able to present all of the different types of objects and relations that
are expected to be present in a future Internet of Things (IoT) or Industrial Internet of
Things (IIoT) network in a useful engineering tool or set of tools the concept of displaying
different aspects of the same objects appears to be a useful solution. Figure 2 illustrates
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Figure 3: An example of how the object -Q1 in Figure 2 and three connected nodes could be
described by a data structure based on nodes and links.

how an object documented according to IEC 81346 can be part of a product, visualised
in green, addressed either based on its location, visualised in blue, or the function it
performs in the facility, visualised in orange.

3.2 Nodes and links

In an effort to limit the amount of data, the proposed solution will only store a few
parameter for each object within the Plant description, and a few parameters for each
link. Instead, the solution will rely on other data sources, such as existing databases and
engineering tools, to provide more specific data.

Therefore the data stored about each object is limited to (1) a unique identifier used
within the Plant description and (2) a list of data pairs containing one pair for each
standard or other system in which the object is identified and its identifier within that
standard and system. Each of these objects is considered a node. Similarly each relation
between two objects will be stored as a link, containing four data items: (1) a unique
identifier used within the Plant description system, (2) the identifier of the node that is
the source of the link, (3) the identifier of the node that is the target of the link and (4)
a list of standards and systems in which these two nodes are linked to each other.

Figure 3 illustrates how the nodes =G1, =Q1, -Q1 and +1, and their relations, as
found in the top row of Figure 2, can be described by a set of nodes and links.
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4 Plant description use cases

The Plant description is intended to have multiple usage areas. This section describes
one envisioned use case and one case study where a prototype implementation provided
some specific required functionality.

4.1 Design and commissioning

In a common scenario a group of engineers from different disciplines collaborate to design
an automation System of Systems, based on commercially-of-the-shelf (COTS) available
automation components, using different engineering tools and standards as appropriate to
their respective disciplines. Main requirement is that all engineering tools use a modular
approach, identifying components as modules, objects, subsystems or similar, that can
be combined into a larger automation system.

The engineers will, throughout the whole process, use the Plant description as a ref-
erence tool for objects and systems that have been identified and how they are related
to each other. At the early stages the Plant description can help engineers from differ-
ent disciplines to coordinate their work, even though the design, names of objects, and
responsibilities of subsystems may not be fully decided yet.

As engineers from difference disciplines start to populate the design with specific
objects, the data can be synchronized between design tools using the Plant description.
Throughout the design phase, all of the engineering data is still stored and maintained in
the formats preferred by the engineering tools in their respective databases. The data in
the Plant description should be limited to what objects exist in the separate databases,
how they are identified and what their relations are.

As the systems become ready for commissioning the Plant description can allow tech-
nicians to navigate the design using the structure that best fits their knowledge and
requirements, while still having the possibility of accessing engineering data from the re-
spective disciplines. Once the systems are commissioned there can be made a direct link
between the actual hardware and software on the device and the data from the design
and engineering process.

The use of the Plant description should lower the risk of misunderstandings and help
identify cases, primarily during design and engineering, where different disciplines use
different names for the same object.

4.2 Automotive industry

In an effort to implement the concepts and vision of Industrie 4.0, Ford Motor Company,
UK is currently undergoing a development phase whose purpose is to achieve integration
of the increasing number of interconnected devices deployed in power train assembly
plants. In addition to PLC (Programmable Logic Controllers) devices used for control
automation, several other types of connected devices are being deployed on the production
system itself or linked to various other assets in the shop floor; e.g. RFID tags/antenna
systems fitted on material transport and storage (i.e. pallets, racks) for tracking material



4. Plant description use cases 135

Figure 4: Four different system hierarchies as used in the automotive industry

flow through the shop floor, smart tooling and wearable sensors and trackers, deployment
of Resource and Energy Monitors for collecting contextual data ( energy, temperature,
vibration). Most devices used are commercial-off-the-shelf products whose deployment
and operation rely on specific and often proprietary data structure, connectivity protocols
and DBMS (Data Base and Management Systems) back ends. Therefore the design and
life-cycle management of future production systems has to focus on the implementation
of engineering methods and tools that allow to deal with the increasingly complex nature
of CPS.

Figure 4 is a simplified illustration of various data sets describing a same production
line from various perspectives which are specific to either engineering domains (e.g. lay-
out, mechanical, control engineering, etc.) or specific to various phases of its life-cycle
(e.g. design, commissioning, operation/maintenance). Each views use specific data mod-
els (i.e. data types, formats and data structure). For instance, design libraries (PLM
databases) contain product, process and resource (PPR) data used to support digital
engineering. Various aspects of the system are typically described at different levels of
granularity; For instance a single control PLC may control two or more processing areas
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as defined in the design library (see Figure 4). Other devices networks such as resource
monitoring devices may only be deployed on a sub set of the entire production line so
that some aspects of the system are only partially defined compared to others. Hetero-
geneity at the physical level is reflected in the data models used to store and structure
information/data generated by or describing the system. For instance the data struc-
tures in both design libraries and maintenance databases (MAXIMO [27] as used by Ford
globally) are not consistent as they are targeted at different activities and implemented
for different purposes. In addition, the identification of devices which are physically or
functionally linked may also be inconsistent: For instance, brass plates and 2D tags are
used to uniquely identify physical assets in the shop floor while PLCs and other connected
devices typically use IP addresses as unique identifiers. The same assets or devices also
exist as a uniquely identified entry in Data Bases.

In this context, the semi-generic descriptive model provided by the Plant Description
service was used to a) capture the structure of various sub systems and network of devices
that compose complete production lines and facilities and b) map different assets and
devices’ ID using the Nodes and Links element as described in section 3.2. This mapping
information is essential in enabling navigation and correlation between various data sets
and therefore in enhancing cross engineering domains communication and achieve better
integration of engineering processes.

The Plant Description model and ID mapping information were used to support
the implementation of a so-called Fault Tracker application developed by WMG in the
University of Warwick, as described by Harrison et al. [28]. The Fault Tracker mobile
application is used in the shop floor in order to support preventative and fault-fixing
maintenance of production systems. Figure 5 illustrates how the Fault Tracker is used to
aggregate data from different data bases into rich, context sensitive user views support-
ing various phases of maintenance procedures; a) Fault information and/or maintenance
work orders are retrieved from the maintenance database (MAXIMO in this case); based
on the maintenance database ID identifying the faulty asset, the b) location of the faulty
asset is highlighted in the plant and shop floor layout 2D or 3D CAD data retrieved from
the layout engineering database. This information is used to provide location and guid-
ance to the faulty system; c) Views of the faulty component and contextual information
are provided (e.g. electrical diagrams, vendor manuals, 3D CAD of faulty component,
safety procedures, etc.) in order to assist diagnostic; c) The user can then upload up-
dated maintenance information and/or fault fixing information back to the maintenance
database and conduct additional actions such as ordering parts or update the mainte-
nance schedule.

The Fault Tracker case study aims at demonstrating the value of the descriptive model
(i.e. Plant Description) overarching several aspects of a same system and of the associ-
ated services (e.g. ID mapping) that can be used to identify and retrieve various sets of
data and information in order to better support a specific use case (i.e. maintenance of
automation systems). The present implementation allows aggregation of maintenance,
2D layout, 3D engineering and control data and presentation into a rich and task specific
mobile application user interface. Future implementation will focus on integration of
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Figure 5: Fault Tracker maintenance application screens and data sources

additional data sources e.g. energy monitors, location tracking. Prototype implemen-
tation and testing were conducted using the full scale Automation System Workbench
demonstration system at WMG, University of Warwick which allowed Ford Motor en-
gineers to identify potential benefits: reduced time to locate and attend asset, reduced
time to identify fault, permanent access to up-to date and context/task dependant infor-
mation, monitoring and traceability of maintenance operations, better management of
maintenance personal, paperless work orders management.

5 Conclusion

The initial purpose of the solution presented in this paper was to provide a simple service
interface to navigate different aspects of the standard IEC 81346, most notably to be able
to switch between the function aspect and the location aspect, without having to provide
all of the detailed data included in each object.

The solution presented in this paper constitutes an alternative for the exchange of
engineering data which does not force all systems to use the same standard or require
full compatibility between all relevant standards. The solution provides a basic structure
on top of which further compatibility between engineering standards can be developed.
Compared to traditional solutions, this solution is more flexible towards the designers of
engineering tools but at the cost of adding the additional Plant description data set that
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needs to be defined and managed. Ideally, the design should be possible to extract from
existing engineering data but there is likely some manual identification or matchmaking
that needs to be performed as structures from different tools or standards are coordinated.

One aspect of future work would be the identification of objects present in more than
one standard to make sure that they are not duplicated in the Plant description. While
it is fairly simple to automate the conversion of XML-based topological trees that are
used in many standards to nodes and links there may still be the need of considerable
engineering effort in synchronizing the nodes created from different standards and to
identify possible duplicates.

The future work should also include the design of a full engineering procedure, using
the Plant description for integration and coordination. Such a procedure is envisioned to
include deployment and programming or configuration of devices into facility, possibly
also including management of security features. As a more mature implementation of
the Plant description is also part of the future work, this will enable more case studies
and more detailed evaluation of the benefits and drawbacks of the approach.
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Abstract

Tackling current challenges in production automation requires the involvement of new
concepts like Internet of Things, System-of-Systems and local automation clouds. The
objective of this paper is to address the actual process of defining a cloud based automa-
tion system. More specifically the design, engineering, operation and maintenance of an
automation system must be captured and managed between all stakeholders involved.
This is critical to create the expected benefits from the local automation cloud approach.

This paper addresses the capability of capturing plant designs and coordinating infor-
mation exchange based on the captured architecture. For this purpose an architectural
component – Plant Description – is proposed to be used in the Arrowhead Framework,
based on already existing plant automation standards. An overview of methodologies
on how it can interact with the Arrowhead Framework’s Orchestration process describes
the usefulness in managing large-scale automation systems. A qualitative evaluation for
one of the proposed approaches is also described in a water control use case that can be
found both in process and building automation.

1 Introduction

Many of the current societal challenges revolve around efforts for sustainability, flexibility,
efficiency and competitiveness. This trend, among others, is imposing new requirements
on the technologies used to support production. Here a number of gaps have to be
addressed regarding e.g. technologies, related business models and operational manage-
ment.

Despite all the new operational and organisational ideas, the automation fundalmen-
tals captured by today’s state-of-the-art automation technologies have to be maintained.
Thus the next generation of automation and digitalisation technology has to meet a large
set of requirements and involving a wider scope of actors and stakeholders.

In 2011, the concept of Industry 4.0 [1] was born in Germany. This concept builds
upon the last generation of industrial monitoring and control systems, but enables an even
finer level of interaction between shop-floor devices and high-level enterprise systems. In
Industry 4.0, Internet of Things (IoT), Cyber-physical Systems (CPS) and other concepts
are to be utilized in order to break down the classical strict hierarchical approach of ISA-
95 [2], replacing it with a more flexible approach without barriers and closed systems.
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Figure 1: Transferring the ISA-95 automation pyramid architecture to a local automation cloud
architecture.

For the transfer of the ISA-95 architecture to a cloud based approach much important
work is already published, including: system architectures [3, 4]; suitable technologies [5];
real time considerations [6, 7]; migration from legacy systems [8, 9] and engineering for
cloud based automation [10, 11]. This cross-compliance is depicted on Fig. 1 based on
approaches of the SOCRADES [12] and IMC-AESOP [13] projects. Moreover, a parallel
discussion is also present for the MES and ERP levels. Some important works on cloud
approaches are [3] and [14].

The concept of local automation clouds have recently been introduced via the Ar-
rowhead project through the newly released Arrowhead Framework [15] and the book
edited by Delsing [16]. Automation clouds have a number of important properties to
consider. One group of its properties is based on how a “production plant” is described
and viewed. Such a plant descriptor tool should be capable of addressing a number of
application requirements and therefore should reflect the engineering, deployment, oper-
ation and maintenance features of the “plant”. The following list enumerates a couple of
usage scenarios:

1. Plant design and System of Systems interaction design at design time

2. Management of run-time changes made in the plant, i.e. replacement of devices or
rearrangement of the System of Systems interaction

3. Supporting automated deployment procedures, plant commissioning, plant restart
and plant updates

4. Run-time creation of System-of-Systems orchestration rules based on physical pro-
cesses

5. Extraction and monitoring of current plant status
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6. Supporting run-time error and fault handling processes, possibly with alternative
orchestration configurations

7. Optimizing production and physical processes

The objective of this paper is to primarily address the forth and fifth items of this list.
Thus the detailed objectives are to explain how to capture “plant” changes at run-time
and distil updated System-of-Systems (SoS) orchestration rules based on them. It is also
of interest to recognize “plant” operation errors and faults requiring reconfiguration of
the SoS within the Arrowhead framework.

To meet these, section 2 outlines the related work, followed by section 3, which
presents the proposed approach and the integration within the Arrowhead framework.
Section 4 describes a practical use case, and then Section 5 discusses the conclusions and
maps out the future work.

2 Related work

2.1 Process Engineering State of the Art

There are already several standards and groups of standards that allow the integration
of engineering data from different sources. Although they use different approaches, most
of them appear to aim for full integration of all data into one large database. Yang
describes many of the challenges and strategies that has fostered this approach [17].

One example is the group of standards put forward by the ISO Technical Commit-
tee 184, Subcommittee 4 (ISO/TC 184/SC 4) 1. They cover many different aspects of
industrial information and data, and also include the ISO 18876 that presents a method-
ology specifically for integrating industrial data based on different data models into one
extended data model.

Another such group of standards is based around IEC 62714 (AutomationML) [18, 19]
2. AutomationML uses a tree-structure that is used to organize all objects to describe
the plant topology. This gives the defined hierarchy higher priority than any other
object relations that can be represented by using separate link-objects called CAEX-
InternalLinks [20]. Lüder et al. [21] have shown how additional information (not specified
in the standard) can be appended to an existing AutomationML model, allowing all
engineering data to be contained in one consistent data set.

The former group of standards appears to be more popular in the process indus-
tries and the American defense industry, while the latter appears to be more popular in
manufacturing industries. Holm et al. [22] presents a comparison of the plant modeling
concepts described in ISO 15926 and IEC 62424, respectively.

1This group includes the ISO 8000, ISO 10303, ISO 13584, ISO 15926 and ISO 18828 standards.
2Such as IEC 62424 (CAEX), ISO/PAS 17506 (COLLADA) and PLCopen.
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2.2 The Arrowhead Framework

The Arrowhead framework uses a service-oriented approach to tackle interoperability
and integrability issues within closed or separated automation environments called local
clouds. It does so by facilitating and governing the service interactions between Applica-
tion Systems using the Arrowhead Core Systems, see Figure 2 [16].

Figure 2: Arrowhead Core Systems and their use

A service in the Arrowhead Framework is what is used to exchange information from
a providing System to a consuming System, e.g. a sensor readout or a command for an
actuator. The Core Systems of the Arrowhead Framework help to establish and manage
the service connections, but the service interaction is performed directly between the
application systems. There are three mandatory Core Systems that are required to form
a local cloud, as depicted in Figure 2– however additional core systems can be used to
support different aspects of a local cloud, the Plant Description System being one of
them.

The Service Registry stores the service offerings of each registered system. As its name
suggests, the Authorization System manages AA tasks. Meanwhile, the Orchestrator is
responsible for instrumenting each System in the cloud: where to connect and what
to consume. It instructs so by pointing towards specific Service Producers to consume
specific Service(s) from (giving hence an orchestration rule). This orchestration service
can, however, be provided through various internal methods (tailored to use cases), as
discussed in section 3.2. The orchestration rule itself merely has to point to a Service
Producer and declare the Service that is to be consumed at minimum. If required,
further information can and should also be passed on (i.e. authorization information,
service metadata or validity period).

The Plant Description

A “plant” in this context within the Arrowhead framework refers to a larger group of
systems acting together, often defined by a geographical or organizational boundary. A
typical plant would be a factory, a mine, or a water treatment plant, but it could as



3. Approach 147

well be a hospital, a windmill farm or an airport. For many purposes it is necessary
to group systems together into hierarchies, and describe how the systems relate to each
other. There are already numerous standards exist to describe these hierarchies, but since
many disciplines are required to build a plant, there are often many different hierarchies
from different standards within one plant.

Figure 3: Example of how objects may be identified by more than one viewpoint, based on
IEC 81346 [23]. The green objects in the middle are groups of electrical equipment that are both
located together and perform a function together.

Figure 3 illustrates how a device or component – documented according to IEC 81346 [23]
– may be found through traversing two different hierarchies, depending on the interest of
the user. In this figure the green objects in the middle are groups of electrical equipment
(switches, contactors and fuses) that are both placed at the same location, and perform
a function together. The role of this group of objects – as per the function they provide
– can be derived by traversing the red hierarchy on the right of the figure, while their
physical location can be found by traversing the blue hierarchy on the left. Each colour
on the figure can be represented as a separate viewpoint by the Plant Description, i.e.
blue representing the location of the object or green representing the components making
up a product.

The objective of the Plant Description therefore has been primarily to provide a basic
common understanding of the layout of a “plant”, providing possibilities for actors with
different interests and viewpoints to access their view of the same data set. Details of the
design and prototype implementation of a Plant Description are described by Carlsson et
al. [24]. For its use as a source of design data for System-of-Systems organization, its most
important features are (i) the simplified description of object relations, (ii) topologies,
and (iii) a unified data storage node structure.

3 Approach

The creation of orchestration rules from relations between automation objects – as set
by design and engineering tools – should be automated. Defining such an automated
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process would simplify deployment and commissioning procedures, as well as enable run-
time creation of orchestration rules. If set-up correctly it could also allow for creation
of alternative orchestrations, that could be used to mitigate certain run-time errors and
automate fault handling. This section is intended to present how the Plant Description
could be used to automate the creation of orchestration rules.

3.1 Plant Description

The Plant Description is used for identifying the objects and their relations while leaving
the object details in the already established, standardized databases provided by existing
engineering tools. The objects are stored as nodes, containing only the identifiers used
in the respective engineering databases. The object relations are stored as separate links
between nodes, with an attribute to each link denoting what kind of relationship the link
represents.

Figure 4 shows a simplified illustration of how the Plant Description can be used to
construct an orchestration rule. To the left, in blue, are the nodes and links in the Plant
Description describing automation objects and their relations. One of these links, called
the Functional service link, describes that the automation object at the top is to have
a service interaction with the automation object at the bottom. In other words there
is a Functional relationship between those nodes at the top and bottom – and it is a
service interaction. It is important to note that the automation objects in the Plant
Description are merely logical representations and not the actual hardware and software
that performs the automation. To the right, in green, in figure 4 are the actual Systems
(i.e. a software running on some hardware in the physical plant). In order to create
an orchestration rule between the top System and the bottom System, it is enough to
have knowledge of the links and nodes in the Plant Description and the knowledge of
which System represents which node. If both of these pieces of data are available to an
“Orchestrator”, such rules can be created automatically.

An extension of the Plant Description that is only conceptual so far, is to allow a
certain degree of flexibility in the connections between objects. This concept states that
the Plant Description should describe alternative service links, so that some but not all
of the designed service links can appear as orchestration rules. This can be done in
more than one way but it requires either an additional parameter for each link, or that
there should be different link-types for the different kinds of service links. For flexible
orchestrations they could be described in the Plant Description either as multiple link-
objects – each link connecting one source node to one target node –, or as single links
containing multiple sources and/or targets, where not all connections should be realised
as orchestration rules.

3.2 Orchestration of systems

Orchestration in the Arrowhead context refers to a supportive task, namely providing
instructions to Application Systems on their service consumption behaviour, as discussed
in section 2.2. Since this is merely a black-box definition for the Orchestration service
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Figure 4: Illustration of how a relationship in the Plant Description can translate into an
orchestration rule.

(describing its inputs, outputs, and interfaces), it provides room for various technolog-
ical approaches on its internal logic and implementation. Therefore, a high-level de-
sign decision can be made on how to build the orchestration process that best matches
service-consuming Systems to producing Systems. This degree of freedom can result in
fundamentally different “Orchestrators” that fit the different needs of various use cases.
Currently, there are three archetypes of Orchestrators in scope within Arrowhead. This
section explores these and how they can be configured to operate in a “plant”.

Static rule-sets

In certain cases, static rule-sets are sufficient to orchestrate complex Systems-of-Systems
since their compositions do not change over time. In this case, every system in the local
cloud has a set of partners pre-defined and they cannot connect anywhere else. If this
composition changes, however, it can only be carried out through human intervention
in a process re-engineering procedure. The description of the System-of-Systems only
changes during these reconstructions or tweaks. Here, the orchestration rule-set is also
manually created.

For these cases, the Plant Description is rather a process engineering tool that sup-
ports these transitions. It describes how the SoS is laid out and realized with physical
devices. This way, devices then can be mapped into systems in the Arrowhead aspect,
and have their orchestration data re-entered in the orchestration store. Therefore, being
user-friendly is a major requirement towards the plant description in this scenario.

As an example for this use-case, let us consider an actual production plant where
Arrowhead services are physical processes and Arrowhead systems are e.g. actuators,
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sensors or controllers. For such cases, certain sensors can only provide data for specific
controllers and the same goes for actuators. These static restrictions on connections
can be translated into orchestration rules. The task of the orchestrator is merely to
support the (re-)establishment of these connections. Nevertheless, an Orchestrator using
static rule-sets is still beneficial, since proper Plant Description tools can make it easy
to reprogram a production line.

Dynamic orchestration

For those use-cases that are challenged by changing environments and system set-up, the
Orchestrator system needs to become a dynamic matchmaker that brings together service
consumers with providers at run-time. However, a such matchmaker should naturally not
operate in a free-for-all manner. Even though Systems might be able to connect to every
other System, such ad hoc connections might still not be desired (or e.g. authorized).
Therefore, dynamic service discovery has to be augmented with admission control and
limited by other factors – such as physical or (real-time) resource-related restrictions in
the local cloud as depicted on Figure 5.

For these cases, the Plant Description functionality could provide general configura-
tion information, as well as information of alternative rule-sets (e.g. describing alternative
connections), and the preferences of their usage. Utilizing the functionality of different
viewpoints in the Plant Description, the different Core Systems would be able to access
the objects and relationships relevant to their functionality. This approach further eases
the configuration for the Core Systems, as it reduces the risk of inconsistency in data
used by different Core Systems. However, it does add further complexity to the input
and management of Plant Description data.

Automated process engineering

In previous cases the orchestration process worked in a solicited manner: requested on
pre-set criteria (e.g. events) or by service consumers. A third option is automating
the process engineering, enabling unsolicited orchestration. The matchmaking of service
consumers and providers is further optimized here by a response on the status of the SoS
– based on measured operational variables. In this case the trigger of orchestration is not
a direct request from any system; it rather comes from an inferred decision; based on the
up-to-date knowledge about the SoS. The concept is very similar to the initial idea of
Cognitive Networks, Software Defined Networking, or the Knowledge Plane approach [25].

The overall configuration of the System-of-System will be optimized for the global
target of the given local cloud (e.g. setting a production target for production lines, or
optimal energy consumption for a smart building). This sort of Orchestrator is then able
to configure all systems to reach the higher goal: what services they need to consume,
from where, or for how long. Such an Orchestrator engine would naturally have to utilize
Plant Description related data and its operation must rely on the functional, (physical)
architectural and process-oriented mappings of the SoS.
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Figure 5: A Plant Description Engine providing configuration for the Core Systems

In such scenarios, the decisions and acts of such an engine is asynchronous to the
general operations within a local cloud. It is only invoked to change the general flow in
order to enforce the existing operational targets on the SoS (or push new ones). This
means that the Plant Description in this case will be used to store required, desired or
recommended connections between design objects.

4 Use case: Orchestration from Process & Instru-

mentation Diagram

Pang et al. [26] have shown how a system described by an IEC 62424 Process and In-
strumentation Diagram (P&ID) can be formally transformed to IEC 61499 applications.
Using part of the P&ID in their example to create a Plant Description, it can then be
used to illustrate how orchestration rules might be generated for a System-of-System,
based on service interactions.

Figure 6 shows the portion of the P&ID to be used in this example. As an imple-
mentation using the Arrowhead framework, this can be described as five systems – all
belonging to the function “Water control loop” –, and between these systems there are
four service interactions. In the Plant Description, these five systems would be consid-
ered Nodes, given a unique NodeId and an identifier within the CAEX-structure that
would allow a user to access further information through there. Each link between these
systems would be given a few parameters: (i) unique LinkId, identifiers for the link’s (ii)
source and (iii) target nodes, and (iv) link type. An example of what the data in a Plant
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Figure 6: P&ID of a water control loop, including a Flowmeter (FI), a Thermometer (TI), a
Control valve (YC), a Controller (UC) and a User interface (HIC); all used to control the flow
through the Valve V-0-1 into the Tank B-0-1.

description might look like is given in the left part of Figure 7.

Figure 7: An example for the control elements and their relations, as represented in the Plant
Description, and how this information can be used to create orchestration rules. The blue parts
illustrate objects in the Plant Description, the green are Systems that can be orchestrated and
the yellow are service production and consumption interfaces that are to be connected through
service interactions.

Beside giving this representation of the systems and their relations, the Orchestration
engine also needs a connection between the nodes in the Plant Description and the
running systems requesting orchestration rules. This information could be stored either
in the Plant Description, as an additional parameter for each node – by the system itself
if the NodeId is given to the system as part of the configuration process –, or in a separate
System Registry where additional information about each system is stored as a central
repository.
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As the Orchestration engine has access to the two pieces of information; i) which
system instantiates each node and ii) which nodes should be connected by service inter-
actions, it can compose orchestration rules either on request as systems are connected or
as a result of new links being created in the Plant Description as a result of an updated
design.

5 Conclusions and Future work

To address a dynamic and changing production environment, it will be important that the
configuration of large systems can be changed easily, in a structured manner, according
to the intentions of the engineer or designer that initiated the change. The approach
presented here shows how the dynamic nature of an automation system based on service
interactions can be orchestrated, utilizing standardised engineering data, provided by
existing engineering tools.

Additional useful information for the orchestration engine includes the current state
of the plant, and how prioritisation can be made based on the current plant state and the
current production recipe. Thus future work has to address ways of detecting plant state
in run-time, and means of providing service quality information suitable for dynamic
orchestration enabling various types of optimisation.
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Configuration Service in Cloud based Automation

Systems

Oscar Carlsson, Pablo Puñal Pereira, Jens Eliasson, Jerker Delsing, Bilal Ahmad,
Robert Harrison and Ove Jansson

Abstract

Current challenges in production automation requires the involvement of new tech-
nologies like Internet of Things (IoT), Systems of Systems and local automation clouds.
The objective of this paper is to address one of the challenges involved in establishing
and managing a cloud based automation system. Three key capabilities have been iden-
tified as required to create the expected benefits of local automation clouds; 1) capturing
of plant design 2) capturing and distributing configuration and deployment information
3) coordinating information exchange.

This paper addresses the capturing and distribution of configuration and deployment
information. For this purpose a system service is proposed, the ConfigurationStore, fol-
lowing the principles of the Arrowhead Framework. The service is accompanied by a
deployment methodology and a bootstrapping procedure. These are discussed for sev-
eral types of automation technology, e.g. controllers, sensors, actuators. A qualitative
evaluation of the proposed approach is made for four use cases; Building automation,
Manufacturing automation, Process automation and IoT devices. Concluding the usabil-
ity for large-scale deployment and configuration of Industrial Internet of Things.

1 Introduction

,

High level topics in today’s society are sustainability, flexibility, efficiency and com-
petitiveness. These in turn are driven by big societal questions like environmental sus-
tainability, availability of energy and raw material, rapidly changing market trends. We
find several trends that in different ways are addressing these topics. One is the move
from large monolithic organisations towards multi-stakeholder cooperations where co-
operation are fostered by market requirements. Another is the learning from previous
products, other parts of the value chain, the life cycle of the product and the product or
service production process itself.

These trends are creating new requirements for the technology used to support prod-
uct and service production, causing a drive for digitisation of production. Digesting
this reveals a number of gaps regarding technology, organisation, cooperation structure,
operational management and related business models that have to addressed.
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Figure 1: Three important axes for collaborative production, product life cycle, supply chain and
stakeholder integration management

Around organisation, cooperation structure and operational management the high
profile key aspects are related to three domains, see Figure 1:

• Product life cycle management

• Supply chain management

• Stakeholder integration management

With the move from large monolithic enterprises towards multi-stakeholder cooper-
ation the management is changing towards distributed multi-stakeholder collaboration
with distributed responsibilities and decision making. The flexible collaboration along
and in-between the three domains also opens for the possibility of dynamic learning. A
further aspect is that these domains tend to become wider (longer) involving more stake-
holders with diverse objectives and more details and variations of the service or product
to meet customer diversity and service and product quality.

These ideas are currently emerging but regarded as very important to address the high
level topics of flexibility, efficiency, competitiveness and with suitable incentives also sup-
porting sustainability. To support these developments there are a number of technology
gaps which seemingly can not be addressed by current state of the art. Because of this,
a number of new technologies are emerging to fill these gaps. Some current big buzz
technologies are:

• Internet of Thing, IoT

• System of Systems, SoS

• Cyber-Physical Systems, CPS

• Service Oriented Architecture, SOA
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Despite all the new operational and organisational ideas and emerging technologies
the automation fundamentals captured by today’s state of the art automation technology
have to maintained. Thus, next generation of automation and digitalisation technology
has to meet a large set of requirements and involve a wider scope of actors and stake-
holders. This is the big challenge for technology suppliers of the future, in this field.

ISA-95, standardised through ISA [1], is today’s standard architecture for automations
systems [2]. Accompanying the ISA-95 standard are related standards like ISA-99 and
IEC 62443 [3, 4], which address control system security.

In 2011, the concept of Industry 4.0 [5] was born in Germany. This concept builds
upon the last generation of industrial monitoring and control systems, but enables an
even finer level of interaction between shop-floor devices and high-level enterprise systems.
In industry 4.0, state of the art technologies like Internet of Things (IoT) and Cyber-
physical Systems (CPS) are utilized in order to be able to break the classical, strictly
hierarchical, approach of ISA-95 [2] with a more flexible approach without fixed barriers
and closed systems.

Figure 2: Transferring the ISA-95 automation pyramid architecture to a cloud. This has been
investigated by several larger EU projects like e.g. SOCRADES and IMC-AESOP.

The trends and perspectives put forward indicates that the current solutions use
to build automation systems are not sufficient. Further the cost connected with the
engineering and building of larger automation systems involving multiple stakeholders
seems to be prohibitively high.

For the last 10 years, discussion on the next generation SCADA, DCS and MES
systems has been around. A multitude of research projects on the topic have been
executed. Some more prominent such are SOFIA, SOCRADES [6], and IMC-AESOP
[7]. All of them were investigating a move from a hierarchical ISA-95 approach to a
more cloud-like approach. A well-known illustration from the IMC-AESOP project is
illustrating such move from the pyramid to the cloud in Figure 2. This is currently a
rapidly changing landscape but some other efforts touching this field are e.g. FiWare [8].
In addition there are a growing number of cloud offerings on the market. An analysis of
the different approaches found in 2015 can be found in [9].

In all these cases the key technology for creating the integration within and in-between
different levels of the ISA-95 architecture is Service Oriented Architecture, SOA [10]. SOA
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was originally developed by IBM to enable data/information exchange between different
lines of computer systems.

For the transfer of the ISA-95 architecture to a cloud based approach we do find some
important published work regarding, system architecture [11, 12], suitable technologies[13],
real time [14, 15] migration from legacy systems [16, 17], engineering for cloud based au-
tomation [18, 19].

A parallel discussion is ongoing for the MES and ERP levels. Some important publi-
cations on cloud approaches for the MES and ERP level are [11, 20].

Recently the concept of local automation clouds have been introduced via the Arrow-
head project the newly released Arrowhead Framework [21].

Most of the recent developments are adopting Service Oriented Architecture, SOA,
as the main approach to enable plant automation using cloud technology.

The objective of this paper is to take a step beyond the current cloud automation
technology for production. The ambition is to address the actual process of producing a
cloud based automation system. It is here argued that there are at least three important
capabilities of the automation clouds which are critical to create expected benefits from
local automation cloud approach. The capabilities are:

• A way of capturing a plant design: physical devices, components and systems, ge-
ographical layout and controlled interaction between physical devices, components
and systems

• A way of capturing and distributing configuration information to the entities in-
volved in the plant design

• A way of coordinating information exchange between different entities within a
plant

This paper will address the second point: capturing and distribution of configuration
information.

The outline is; Section 2 outlines related work, followed by Sections 3 and 4, which
presents the proposed approach and gives examples of a few different use cases with
experimental results. Section 5 gives a theoretical discussion on the findings, followed
by the conclusions in Section 6. The paper finishes by stating ideas for future work in
Section 7.

2 Related work

The configuration has long been a significant part of commissioning automated systems
in all parts of society. As different domains and applications form, using different ap-
proaches and technology, the configuration procedure has developed in somewhat different
directions in different areas.

Hodek and Schlick [22] describe the typical operations for integration of field de-
vices in a state-of-the-art industrial automation system. The device profiles that they
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present could very well be used as a standardized baseline configuration for field devices.
However, they also note that there are several other components to a quick and simple
commissioning, such as the programming of Programmable Logic Controllers (PLC’s) and
integration into enterprise software systems. Additionally one of the suggested further
investigations is on technology independent Plug& Play features of industrial Ethernet
solutions.

Cachapa et al. [23] show how an engineering tool based on a Service-Oriented Archi-
tecture (SOA) can help by simplifying the process of designing and applying a production
line layout, although in their case the configuration still contains manual configuration
for each device.

Dürkop et al. [24] present a solution for a reconfigurable automation system where a
Programmable Logic Controller (PLC), using Real-time Ethernet (RTE) connected IO-
devices, is equipped with a Web-Service Interface that allows configuration of both the
PLC and the RTE network.

Perera et al. [25] present a model to help users configure IoT middleware, primarily
for middleware used to collect and process data from IoT-enabled sensors. The issue
described here illustrates a situation that can be expected to become more common as
automation systems become more dynamic and reconfigurable, where users or operators
without detailed knowledge in IT or automation are tasked with the reconfiguration of a
system and how tools and methods can aid this process.

In conclusion, there are several approaches and solutions that can help improve the
engineering and configuration of both existing and future automation systems in many
different areas.

3 Proposed Approach

The approach presented in this paper attempts to define certain methods, structures
and interaction patterns that will fit in the many areas of society that Arrowhead aims
to address. As this will encompass a large number of different technologies and very
different external requirements, the general approach is not detailed on a technical level
but instead some more detailed scenarios are discussed in the following sections.

3.1 Arrowhead Configuration store

The Configuration Store service is one of the Arrowhead automation support core ser-
vices.

The purpose of the Configuration Store is to provide a uniform way for Arrowhead
compliant system to manage distribution of configurations. The extent of the config-
urability of a system ultimately depends on the system and therefore the design of this
service is intended to allow different levels of configurations to be transferred using the
same interface, from changes in system parameters to full firmware updates that may
change which services a system is able to produce and consume.
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Through this design the decision of how configurable a system should be is left to
the system provider, and not imposed by the framework, while still allowing a uniform
method for configuration management across diverse systems of systems containing sys-
tems with different levels of configurability.

In this design the actual configuration file is not necessarily provided by the Con-
figuration Store, this design was selected to accommodate difference scenarios where
accessibility, storage or file transfer ability may otherwise be limiting the distribution of
configurations. There is however the possibility to have the same system providing both
the Configuration Store service and the appointed file storage.

3.2 General deployment procedure

As the Arrowhead Framework is intended to allow cost effective deployment of a very
wide array of devices, all general methods and procedures need to allow for some flexibil-
ity and adaptation to the specific use case. Still, many Arrowhead compatible devices are
expected to be deployed in large numbers using low-cost hardware manufactured identi-
cally in very large numbers. Under these conditions it becomes even more important to
keep the costs for engineering, deployment and commissioning at a minimum.

For the general procedure, the devices are assumed to have identical hardware and
identical software preloaded from a factory, workshop or back office, the only differences
between devices are their network Media Access Control address (MAC address) and their
Serial Number (S/N), or some other individual identifier that has been assigned to them
automatically during the device manufacturing process. The preloaded software contains
the required security measures and to allow the device to connect to the Arrowhead
Framework Core systems and to use a minimal set of services. The basic security may,
for example, consist of a certificate installed as part of the manufacturing process which
certifies that the device is of the brand and type that it claims to be.

To organize the large number of devices into a productive system of systems each
device needs to be assigned a specific task and be configured to perform the task according
to a larger plan. This information describing the different tasks and configurations is store
in the Configuration Store, as described in section 3.1. In order to allow some flexibility
in network structure, without increasing the engineering or deployment time for each
device, a specific procedure has been developed.

Step-by-step general deployment procedure:

1. Device is physically connected to the network and turned on.

2. Device connects to the network using DHCP, or a similar standardized technology
applicable for the network in question.

3. Device looks for the Arrowhead core systems [26] at predefined locations. (E.g. on
the local network or a cloud service hosted by the device supplier)

4. Core systems authenticate device as factory configured device with basic authoriza-
tion.
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5. Human (operator, electrician, engineer or similar) performing the installation as-
sociates the physical/logical location (location as registered in the core systems
referring to the point where the device is installed) with the MAC address, S/N or
other agreed upon identifier of the device.

This can be achieved through a mobile interface (e.g. laptop, smart-phone or tablet)
where the installer selects the correct location and either reads the identifier from
a bar-code, RFID or similar tag on the device or transfers the identifier from the
mobile interface to the installed device using NFC or similar communication.

6. Device registers with the core systems providing its identifier for identification.

7. Once the identifier is available at both the installed device and at the core systems
a service connection can be orchestrated between the configurable device and the
appropriate configuration store.

8. Once the connection is made between the configuration repository and the identified
device, the complete configuration containing the assigned task is transferred to the
device and installed/executed.

9. Using the received configuration the device is automatically able to start performing
its assigned tasks.

10. A message of success/failure is sent as an event to subscribed user interfaces.

3.3 Bootstrapping of Resource Constrained Devices

As an example of how the general procedure may need to be specialized to fit certain
requirements, a more limited procedure has been designed and tested. The purpose of
this is to show how a general procedure may be of use even though the application field
is very diverse and it may be difficult to apply the original procedure explicitly in every
case.

A zero configuration approach for IoT devices requires the use of Bootstrapping tech-
niques. From the point of view of a wireless sensor and actuator (WSAN) node, the first
time that a new node connects to the wireless network it only knows its own IP address
and the IP address of the gateway; it has normally no information about other services
in the network.

Bootstrapping is a pseudo-configuration service which provides a basic configuration
of the mandatory and essential services that a node requires and needs during the boot
process, examples are; configuration services, authentication services or device manager
service.

As the only information that a node has after connect to the wireless network is the
IP of the gateway, the Bootstrapping service must run on it and should use a predefined
port (this is the unique predefined information). The bootstrapping request can include
information about the IoT device to create a customized and optimized response for the
device; this information can contain a serial number, a predefined ID, MAC address,
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internal software name, version, or other information able to identify the device or at less
the device type.

After this process, the device should store all the information in a non-volatile mem-
ory, and use it in case the connection to the bootstrapping service goes down.

The penalty for the utilization of this technology regarding communication is a single
request per boot but also it requires the implementation of a parser on the device, which
can consume valuable memory on resource-constrained devices.

The following example is a bootstrapping profile encoded with JSON (Code F.1), but
it can be encoded with CBOR to reduce the packet size.

Code F.1: Example of Bootstrapping for an IoT node encoded in JSON

{

"auth": {

"ip": "fdfd:0:0:0:0:0:0:0A",

"port": 5683 ,

"v": 1,

"res": "/Authentication",

"resAlt": "/Authorization"

},

"conf": {

"ip": "fdfd:0:0:0:0:0:0:0B",

"port": 5682 ,

"v": 1,

"res": "/Conf"

},

"dev": {

"ip": "fdfd:0:0:0:0:0:0:0C",

"port": 5681 ,

"v": 1,

"res": "/rd"

}

}

3.4 Intended areas of configuration

To illustrated how the configuration approach may provide different possibilities for dif-
ferent areas of application, this section provides a few examples from some of the domains
where Arrowhead is intended to be used.

Control code to PLC’s and IoT controllers

Writing control code is one of the critical aspects of automation systems’ engineering
process. The traditional approach to program control systems does not fit well within
the paradigm of Cyber-Physical Systems (CPS), where physical systems need to evolve
in intimate and aligned correspondence with their virtual representation [27]. To address
this, the Arrowhead approach propose a data-driven method for control code deploy-
ment, deployable on a number of devices and platforms with embedded data storage and
processing capabilities, for the configuration of automated manufacturing systems.
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The proposed architecture is composed of three types of elements (see Figure 3): i)
data model that describes the system structure and the control behaviour, ii) logic engine
that orchestrate system by interpreting description of the system defined within the data
model, and iii) resource specific standard library Function Blocks (FBs) acting as an
interface between the hardware (i.e. sensors and actuators) and the data model.

Figure 3: Control software architecture

In this software architecture, the logic engine is configuration independent as for
any system configuration it remains unchanged while the data model is configuration
dependent as any change in the system, such as sequence, require reconfiguration of
the data model. Resource-specific FBs can remain the same for different control or
hardware configuration, but may need to be changed in some cases (e.g. vendor specific
configuration, actuator type/configuration etc.).

The motivation for this software architecture is to dissociate the key elements required
to achieve the overall device configuration and therefore dissociate the engineering pro-
cesses that support various aspect of the device configuration (e.g. device firmware/logic
engine update, system specific configuration change/update, etc.). This approach also
allows generating the control code using standard library components (i.e. FBs), which
are driven by the control logic defined in the manufacturing process simulation tools to
enable seamless transition from virtual to physical system and feedback of runtime data
to virtual system to facilitate data model calibration and analytics. As the control be-
haviour is defined in the data model, which can be accessed (i.e. read/write) in runtime,
service visualization and process parametrisation can be attained using human-machine
interface devices.

Configuration of sensors and actuators

Sensor and actuator nodes usually have two types of physical resources: sensors and
actuators; and in the case of IoT systems based on Service Oriented Architecture (SOA)
the configuration can also set the service’s behaviour. Therefore, there are three different
types of configurations.

1. Sensor

• Sample rate
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• Inactive periods

• Sensitivity

2. Actuator

• Sensitivity

• Active/Sleep

3. Service

• Service composition

• Filtering

• Data compression

• Output format

• Triggering

Configuration of Building Automation Controllers

Building Automation Controllers (BAC’s) use multiple physical resources: sensors, ac-
tuators and remote i/o units as well as being freely programmable with applications for
monitor & control, communication, HMI and event handling. Therefore, there are many
different types of configuration but they can be divided into functional configurations
(programming, setup, services) and operational configurations (settings), the later often
provided by services in a SOA environment.

4 Use cases and Evaluation

The proposed approach is intended to be flexible and to provide different possibilities for
scenarios likely to be encountered in different areas of automation. Some use cases have
been collected to illustrate the benefits, and possible drawbacks of the approach.

4.1 Use case: Building automation

In the field of building automation it is common that many systems in one area are to use
identical configurations, or that there are a few typical configurations that are used for a
large number of systems. This may be the case for an area with apartment buildings that
are all built during the same era and are owned by the same company, here it is beneficial
for the owners from a maintenance and management point of view if the systems are as
similar as possible.

In this case, and similar scenarios, a centralised Configuration store allows manage-
ment and updates of all systems based on one configuration that can be rigorously tested
and monitored for its first deployment. Once the initial deployment has proven successful
it can be applied to all others with low risk of failure.
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Additionally, a Configuration store that can keep track of configuration status will
allow easier comparison of similar buildings using different configurations, in order to
optimise or find flaws in the tested versions.

4.2 Use case: Manufacturing industry

Due to the growing need to manufacture highly innovative and customized products,
efficient and quick adaptation of manufacturing systems to new product and production
volumes is of significant importance. It has been established that one of the major
obstacles in realising an efficient and reconfigurable production systems is the existing
PLC control code development and deployment approach. The management of PLC
devices configuration is currently completely dissociated from other engineering phases
(such as process planning and mechanical engineering) and from the digital data set
resulting from them.

WMG and FDS is developing a virtual engineering toolset, vueOne, and associated
CPS oriented engineering methods that aim at filling this gap by providing data-driven
control code generation capabilities (described in section III, D) directly from the vueOne
virtual process planning module [27]. In this use case, an engineering scenario focusing on
PLC devices configuration is investigated using Web service and Arrowhead Framework
to enable direct deployment of control software to PLC devices to provide basis for
dynamic and more distinctive configuration scenarios.

Unlike the classical method of PLC device configuration, which requires a direct
connection between the PLC and a laptop running the vendor-specific programming tool,
the PLC devices (or a server module linked to it) subscribes to the Configuration Store.
Any changes in the control configurations are then directly passed from the Configuration
Store to the subscribed PLC device when available. To capture the changes made to in
the control code on the shop-floor, if any local changes are made in the control software,
such as changing some parameters of the data model, the PLC device uploads the latest
configuration to the Configuration Store to update the configuration database.

In an ideal configuration mechanism, the PLC device will retrieve updated configura-
tion if/when available automatically. In practice however, the approach requires access to
proprietary APIs from PLC vendors to allow download access to the PLCs. The Config-
uration Store consumer software is currently deployed on laptops that control engineers
connect to PLCs in order to update or install control code. However, in case of embedded
controllers the dynamic configuration can be achieved seamlessly using the Arrowhead
framework due to their non-proprietary configuration mechanisms.

4.3 Use case: IoT devices

This section is based on experimental results of energy consumption and delays. The
benchmark configuration relies on measures of battery current and voltage externally to
the device; these measurements are done using a 16-bit ADC at 1840 Hz to capture rapid
events such as radio, wakeups, etc. All these measurements are combined to 8 digital
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inputs that can be used to recognize in detail the power consumption of each software
module.

The selected IoT platform to do the test was a Mulle from Eistec AB, which is
equipped with an ARM Cortex-M4 at 100 MHz microcontroller and an IEEE 802.15.4
transceiver. It has an onboard 2 MB of flash memory and 256 KB of internal memory on
the microcontroller. The Mulle runs the open- source Contiki OS; so all taken measures
are affected by running an OS on the same device without any isolation to get real
condition data.

As the number of devices increase, so does the need for technologies for large scale
management of systems including hardware devices and life cycle management. The issue
of life cycle management, in particular configuration, is even more complicated when it
comes to managing a very large number of resource constrained, wireless and battery
powered devices in harsh environments.

In this use case, the authors have investigated how advanced configuration can be
achieved in a very efficient manner in terms of communication overhead and energy
usage.

The introduction of the IP technology for Wireless Sensor Networks (WSNs), now
called Internet of Things (IoT) is today a hot topic, the power consumption of applica-
tion’s level protocols was a barrier which hindered a massive expansion of IoT; But in
2014, the standardization of CoAP[28] helped to develop IoT systems. The application
of CoAP was a step forward and changed the behaviour of the WSAN nodes, from sim-
plistic pull-based to more complex event-based communication. Nowadays, each node
can provide services (resources) to other nodes, or to any server/client at Internet. This
enables deployment of smart and efficient IoT systems with advanced features such as;
service composition, event detection, low-power operation, high dependability, etc.

All these new features requires either run-time zero configuration and/or static config-
uration; In order to provide run-time configuration which is a much better approach for
deploying larger networks, the framework must implement both bootstrapping and con-
figuration services. The validation of these services for bootstrapping and configuration
are a direct comparison between the benefits they provide versus their respective per-
formance impact in terms of power consumption, communication overhead and memory
usage.

The proposed Bootstrapping and Configuration services enable the following features:

• Low-power. The configuration of the previous WSNs was static; that means that
the performance of each device was the same during the life-cycle. But now with
Configuration service, the performance can be adaptive. All variables like sample
rate, type of processing, triggers, etc. can be modified.

• Dependability and Robustness. The bootstrapping nature is dynamic, on each
request, the bootstrapping service creates a customized response; Then if a service
goes down, another one can replace it, just changing the bootstrapping parameters.

• Zero Configuration. With bootstrapping there are no fixed end-points on the device,
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one node could be deployed at any WSNs, and it will be able to establish a correct
configuration.

The consumption of these two services (Bootstrapping and Configuration) is not ex-
cessive compared to others as Authentication, Authorization and Device Manager. The
values at Figure 4 can change depending on the complexity of the device configuration.

Figure 4: Comparison of energy consumption between Bootstrapping, Configuration and other
common IoT-WSNs services.

Regarding memory, the biggest cost is to parse the incoming configuration profile.
For this experiment, the profile was encoded in JSON format, and the jsmn[29] C-API
was used as the parser. The configuration memory usage represents the memory of
configuring a single service. The bootstrapping memory usage also includes the JSON
parser’s ROM memory usage (see Table 1).

Bootstrapping Configuration
ROM (bytes) 1126+4382(parser) 840
RAM (bytes) 412 776

Table 1: Memory footprint of Bootstrapping and Configuration

4.4 Use case: Process industries

The process industry typically has comparatively static production lines where reconfig-
urability of the production, as commonly described for manufacturing industries, is not
usually sought after. However, another scenario that may require significant configuration
is that of replacement of devices, machines or groups of systems.
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In the current environment of process industry automation systems, replacement of
devices or larger systems generally takes place because of one of two reasons.

The first reason is that the existing one is broken, faulty or worn out and should be
replaced with a new, but identical, item. This case is generally considered to be part of
standard maintenance procedures, either reactive or proactive.

The second reason is that the existing item is too old and should be replaced with a
newer part, this may be due to e.g. discontinued support from suppliers and difficulty
to procure replacements, difficulty to attract and retain personnel with the required
expertise in older systems or due to lack of technical features or functionality. This case
is generally considered part of the long term investments in production systems and as
such, replacements are generally planned carefully and in great detail.

While the conditions before the two cases are very different, especially with regards
to the possibility to make preparations, as one is planned and the other is not, there are
also some commonalities in that in both cases the functionality is expected to be exactly
the same as before and that the time for the replacement and commissioning is usually
very limited.

Traditionally these kind of replacement procedures have relied heavily on existing
documentation and backup copies of control code and configurations, however these are
not always kept up to date and may not be fully compatible with updated replacement
devices. This leads to additional engineering work and may in unfortunate cases lead to
unforeseen complications during the critical commissioning work.

As the Configuration store can be used to store the most current configuration for each
device and the deployment procedure allows for a smooth introduction of new devices,
an easier, quicker and cheaper replacement process is expected.

However, the Configuration store does not solve the issue with incompatible config-
urations or software version, but having a backup that is certainly of the most recent
configuration will make engineering work easier and the re-commissioning less uncertain.
If the device manufacturers can be persuaded to use open and standardized configuration
files this would allow more possibilities for conversion and testing of updates ahead of
the physical replacement.

5 Discussion

The use cases presented are diverse and have significantly different requirements and
potential benefits. The case presented from Building automation highlights the benefits
from a management and maintenance point of view. The use case from a Manufacturing
industry illustrates some of the strong potential once an approach like this is fully inte-
grated in a complete engineering tool chain, something that can be expected to happen
eventually in all areas with significant engineering requirements. However, it also illus-
trates some of the limitations that may occur when existing hardware is not yet capable
to make use of new possibilities.

The IoT case illustrates the drawbacks that can be expected from using the approach
for resource constrained devices. The cost incurred in terms of energy and memory
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consumption is not negligible, but for scenarios where a large number of devices are to
be deployed and configured it is likely to be acceptable. At least when compared to
the additional engineering time required to configure all devices individually prior to
deployment. The use case from a Process industry shows that a structured, centralised
management of device configurations can provide benefits to diverse elements of society.
In addition, keeping the records of device configurations automatically updated is likely
to remove some of the additional cost incurred when a device needs to be replaced or
upgraded.

6 Conclusion

In this paper, we have presented the Arrowhead Framework’s approach for advanced
configuration of systems and devices. The proposed approach is designed to be highly
versatile while still being efficient for usage by resource-constrained devices. The ap-
proach has been implemented and tested on a resource-constrained wireless sensor and
actuator platform.

Test results indicates that the overhead from performing bootstrapping and automatic
configuration of a newly deployed device is negligible in terms of energy consumption and
memory usage in relation to the energy spent by the device for sensing purposes during
its lifetime. This shows that advanced run-time configuration is feasible even on small,
battery-powered devices.

7 Future work

Among the possible paths of future advances can be found several interesting options.
Along the path of further implementation lies the tasks of prototype implementations for
configuration of larger, less limited devices.

Further development could include implementations more integrated with engineering
tools. This could be done either by implementing methods for managing the Configura-
tionStore from existing, discipline related engineering tools, or by designing an engineer-
ing tool centred around the ConfigurationStore and associated processes. The former
implementation would allow for a smooth engineering and deployment process within
the specific domain, while the latter has an advantage of spanning all affected domains
easing e.g. management and maintenance of multi-domain facilities.
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Abstract

Cyber-Physical Systems and Internet of Things are envisioned to revolutionise au-
tomation systems in the near future and Service-Oriented Architectures are heralded as
an enabling technology. To allow the new technology to contribute to automation solu-
tions, at the scale envisioned, there is a need for an efficient way to organise the hardware
and software to fulfill useful functionality in line with the intentions of a designer.

This paper presents an engineering work-flow, composed of certain concepts that
are perceived as critical for efficient design, engineering and deployment of automation
systems based on Internet of Things. The work-flow is presented using concepts from the
Arrowhead Framework, but should be applicable for any similar solution.

The presented work-flow is illustrated through application in a automation scenario
where it can be compared to the engineering of a traditional automation solution. The
qualitative analysis indicates a decreased effort for certain tasks, without any identified
situations where the effort is significantly increased.

1 Introduction

In the coming years, concepts such as Industrie 4.0 [1], Cyber-Physical Systems (CPS)
and Internet of Things (IoT) are posed to drastically change many aspects of industrial
automation. These concepts, and others, are to be utilized to break down the strict
traditional ISA-95 [2] hierarchies and replace them with a more flexible approach with
barriers between systems based on requirements and design goals, rather than technical
limitations or traditional concepts.

For the interaction between Cyber-Physical Systems, the connected Things, Industrial
Agents and other types of systems, Service-Oriented Architectures (SOA) have been
heralded as an enabling technology.

Rooted in the Arrowhead project [3], the effort described here was initiated by the
following basic research questions:

• How should a user involved in the design, engineering, operation or maintenance
of an Arrowhead System-of-Systems (SoS) be able to find the correct device or
system, given that an Arrowhead SoS is anticipated to span many different domains
and that different users are used to different ways of finding a device or system,
depending on their expertise and background?
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• Can a system providing this functionality be put to further use as an Arrowhead
Core system?

Conceptually, the introduction of new automated systems in most domains, and espe-
cially in industrial applications, go through five steps from idea to operation, as illustrated
in Figure 1:

Figure 1: Five steps of an automation system engineering work-flow.

1. Conceptual application design: This step is comparatively informal and and
usually not technically specific but should outline the purpose and motivation for
the application. Typically it should answer the question “Why?” and provide
basic requirements to the design, given available resources and other constraints.

2. Functional design: This step will produce most of the overarching design doc-
uments. The results of this should be a detailed design of the mission critical
functionality and functional requirements for the support systems.

3. Procurement and Engineering: These two activities are often performed in
parallel, and will affect each other. Certain requirements and design decisions may
limit procurement to a single option, that will affect engineering. Subsequently,
engineering decisions may pose additional requirements on procurement of other
parts or subsystems.

4. Deployment and Commissioning: As all equipment is purchased, configured
for the application, and delivered to the site of operation, a process of deployment
and integration of all systems begin. When systems have been connected a series
of integration tests and commissioning starts, after which the full, interconnected
system-of-systems is ready for operation by the end user.

5. Operation: When the operational phase starts, the full system-of-systems should
perform at the requested level without any need for further engineering. However,
in most scenarios there are minor details that were not foreseen during the design
phases and must be adjusted. Similarly, external factors, such as markets or regu-
lation, are likely to change during the operation of a large system. All of these may
require updates to design and engineering, including documentation and data.



2. Related work 181

One of the key selling points for IIoT-systems has been the increased flexibility, in-
curring benefits in the operational phase and, at least initially, the introduction of new
technology is not expected to fundamentally change the desired application, the “Why?”
of the system. Therefore, the scope of this work has been primarily on the tasks in-
cluded in Functional design, Procurement and Engineering, with some inclusion
of the output of the previous step and the explicit goal of facilitating Deployment and
Commissioning.

This paper is intended to present a general engineering work-flow for IoT automation
systems, and to discuss the benefits of this work-flow when applied to an IoT framework,
qualitatively compared to using traditional engineering procedures for an automation
system using a Programmable Logic Controller (PLC) for the control loops and a Super-
visor Control And Data Acquisition (SCADA), for the two bottom levels of the ISA-95
architecture [4].

The outline of the following sections starts with a brief overview of other significant
results in the area, summarised in Section 2. Section 3 contains a description of what is
expected from the IoT automation framework and a summary of the Arrowhead Frame-
work [5] which is used for the following sections to describe the engineering work-flow.
In Section 4, the Engineering work-flow is described. Section 5 describes an automation
scenario and Section 6 illustrates how the Engineering work-flow can be applied in this
scenario, with some reflections on similarities and differences compared to engineering
of traditional automation systems. Section 7 summarises the qualitative analysis with
some significant observations and the paper ends with some suggestions on possible future
research areas in Section 8.

2 Related work

For traditional process plants, Yang [6] describes the engineering as divided into two
phases. The first phase consists of Process and Front-end engineering to determine the
process, i.e. what product is to be produced in the plant, how is it to be produced and
how much of it is to be produced. This is to a large extent captured by the first two steps
of the engineering work-flow described in Section 1, Conceptual application design and
Functional design. The second engineering phase described by Yang is called Detailed
engineering and correlates to the Engineering included in the third step of the work-flow
in this paper.

In the life-cycle described by Yang, the engineering is followed by Procurement, Con-
struction and finally Operation/Maintenance. The engineering work-flow presented in
Section 1 comes from the same tradition as the one described by Yang, but has been
modified to better accommodate different application domains and focus more on the
engineering of automation systems.

For traditional industrial automation systems there are already established engineer-
ing work-flows, with a heritage from the requirements for rigorous documentation, some-
times referred to as Document-Centric Engineering. As Scheeren and Pereira [7] demon-
strate, there are significant advantages to Model-Based Systems Engineering (MBSE),
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but as Logan et al. [8] illustrate the document-centric approach does still have its points,
and the two must not be entirely exclusive:

“Whether the process is based on or centred in the model, documents are central to
developing, verifying, validating and making use of the model” [8].

The engineering work-flow presented in this paper is intended to be possible to in-
tegrate with Document-Centric Engineering, based on existing CAx-tools, as well as
model-based methods. Compared to the Model-Based Systems Engineering (MBSE),
the Document-Centric approach has a significant advantage in that the traditionally
schooled engineers are most likely more used to CAx-tools than to modeling tools.

For the purpose of data exchange between engineering environments of different
engineering domains Moser and Biffl have presented the engineering-knowledge-base
(EKB) [9, 10]. Their work is focused on mapping of data between engineering tools
using ontologies. The engineering-knowledge-base is part of the concept for an Engi-
neering Service Bus (EngSB), which was initially introduced by Biffle and Schatten for
software engineering [11], but has also been proposed as part of the Automation Service
Bus (ASB) introduced by Biffl et al. [12].

The engineering work-flow presented here is composed using the technical approaches
discussed by Carlsson et al. [13, 14, 15].

3 IoT automation architecture

The engineering work-flow presented in the following sections is intended to reflect the
work required to bring an IoT automation system from the point where a functional
design has been developed to where the automated system is operational.

To provide a qualitative analysis of the proposed engineering work-flow, some clarifi-
cations should be made regarding the architecture for the IoT automation systems to be
engineered.

It is assumed that the Things of these IoT automation systems are interoperable,
based on a Service-Oriented Architecture (SOA), interacting through the consumption
of services provided by other systems, and that these services are abstracting underlying
communication infrastructure to the point that any two provided services of the same
type and similar enough specification are technically interchangeable.

For the management of service interactions between the things it is assumed that
there are one or more entities acting as orchestrators of the whole system-of-systems,
with the responsibility to convey the intentions of the application designers to have
certain things cooperating. Furthermore, there is a need for one or more trusted entities
to act as guarantors toward connected things, allowing the things to trust each other.
Additionally, there is a need to maintain the information of what systems are available
and what services they provide.

If the things have more than one mode of operation or can be configured for different
scenarios, it is important to have an efficient approach to configuration management. It
is therefore assumed that the architecture contains a coherent method of administrating
the configuration of things.
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For automation scenarios, there are often situations where the operation of the larger
system-of-systems is dependant on response times or latencies, sometimes referred to as
“real-time requirements”. For such situations it is assumed that the architecture contains
or enables options to measure, control, simulate or predict such parameters, both on an
individual system level and on a system-of-systems level.

Additionally, some information is assumed to be available with functional aspects of
each service, considered as meta-data for the service.

For example, IoT automation systems developed using the Arrowhead Framework [5]
is one class of such automation systems. Within the Arrowhead Framework, the neces-
sary management and assurance mentioned above has been implemented as a number
of systems to support the connected things, these systems are collectively referred to as
Arrowhead Framework Core Systems and are described by Varga et al. [16].

As such, Arrowhead Framework compliant IoT’s will subsequently be used when
exemplifying the engineering work-flow discussed and therefore a number of Arrowhead
Framework names for the concepts mentioned above are used in the description and
discussion. Most important are:

• Local Automation Cloud: Some of the challenges with regards to scalability,
security and performance have in the Arrowhead Framework been solved using the
concept of a Local Automation Cloud, as described by Delsing et al. [5, 17].

• System and Device: An Arrowhead Framework system is primarily intended
as the software entity providing and consuming Arrowhead compliant services. A
distinction is made towards the hardware upon which the system is executed, which
is considered an Arrowhead compliant device. A device may host more than one
system [5].

• Application and Core systems: Within the Arrowhead Framework a distinc-
tion is made between the Application systems that are installed to perform an
automation function for a functional application scenario and the Core systems
that are scenario independent and intended to support and manage the application
systems [5].

• Orchestrator: The Orchestrator or Orchestration system is one of the Core sys-
tems, responsible to assign service providers to consuming systems. Several imple-
mentations have been made, as described by Hegedűs et al. [18], but with regards
to the engineering work-flow these are interchangeable.

• Authorisation system: The core system used to manage information assurance
aspects such as authorisation, authentication and accountability is most often called
Authorisation system [5].

• Device, System and Service registry: The Service registry is one of the manda-
tory Core systems and is where all systems are responsible to register services made
available for consumption. The service registry may be used by the orchestrator
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for look up of available services. The Device registry and the System registry are
a non-mandatory Core support systems, designed to facilitate device and system
management [5].

• Configuration system: For a generic approach to management of configurable
devices and systems, the Configuration system provides a service acting as an or-
ganised storage for configuration files [15].

• Plant Description: To allow an engineer or operator to manage the Local Au-
tomation Cloud and to capture the intended automation design, the Arrowhead
Framework contains the Plant Description. The Plant Description concept [13], is
intended to act as an intermediate abstraction layer, based on existing standards for
design and engineering data, isolating only the objects and their relations. One key
usage of the Plant Description is as a source of design data for the orchestrator [14].

• Quality of Service: In order to provide reliable performance in a Local Automa-
tion Cloud the Arrowhead Framework contains a concept built on monitoring and
calculating network performance, and subsequently limiting new orchestrations.
The system responsible for such monitoring and calculations is referred to as the
Quality of Service system (QoS-system) [19].

4 IoT automation engineering

Starting from the beginning of the engineering work-flow outlined in Section 1, the process
of Conceptual application design is not expected to be altered due to the new possibilities
introduced by the Internet of Things, as the process is essentially non-technical. New
applications may arise and the designs produced may utilise the new opportunities, but
the process will most likely remain very similar.

4.1 Functional design

The functional design is assumed to provide a set of interacting objects, providing differ-
ent functions in the overall design. This design should contain all required information
required for an automation system of systems, when combined with all applicable stan-
dards and regulations.

Similarly to the conceptual application design, the functional design process is not
expected to change much due to the introduction new technology. The major foreseen
changes is that there is a need to add certain design aspects to the tools and standards
used in the process. For example, the flexible nature of IoT that allows for late binding
and loose coupling among systems is traditionally not captured in the design documents.
Traditionally, connections e.g. between a sensor, an actuator and the controller in a
control loop are strictly defined design documents. If the design tools and standards are
be amended to allow for e.g. some flexibility or prioritisation in the designed connections,
this could later be implemented as alternative orchestrations between the systems.
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The expected output of the Functional design can be summarised as a set of de-
sign documents, traditionally with the purpose to collect the requirements and design
decisions in a form that can be understood by engineers with minimal risk for misin-
terpretation. Often the documents consist of technical drawings of the overall physical
layout, some drawings or flow-charts of the automated process, a list of identified tech-
nical components and required parameters, and a textual description of the process that
is to be automated.

4.2 Procurement and Engineering

The ultimate purpose of the steps following the functional design is to convert the pro-
vided information into something that the hardware and software can execute, and to
document it so that it is accessible to all the people that will interact with the systems
during their complete life-cycle. From the provided design documents, applicable stan-
dards, and the financial limitations of the project, it is up to the engineers to select the
most suitable hardware and software, and to provide all of the details required to build
and document the working system.

Throughout the engineering work-flow, engineers of all involved disciplines will be
refining the information captured in the design documents into more detailed drawings
and “engineering data”, as the specification of one component often lead to further
requirements on other components, sometimes between engineering disciplines. Ideally,
there are prepared design sections, or “typicals”, that are known to work well together.
These may be put together by system suppliers, end users or by engineering specialists,
from previous similar projects, and can be of use to engineers of all disciplines.

In the context of the Arrowhead Framework, it can be assumed that each individual
Device or System can be seen as one of these building blocks, with associated “typicals”
complementing the service and system descriptions described in [20]. Due to the inter-
disciplinary work carried out in this phase of the engineering work-flow, it is essential
that identities of each object, system and component are clear to all involved disciplines.

System-of-Systems Management and System Configuration

Traditionally, the design-time management of systems is considered part of each asso-
ciated engineering discipline, possibly with a common system structure, but often not.
In addition, any relationship between systems not captured as part of the system struc-
tures must then be captured through specific parameters or additional references in the
engineering data.

The proposed Plant Description concept [13, 14], is intended to act as intermediate
abstraction layer, based on existing standards for design and engineering data, isolating
only the objects and their relations. The reasons for this approach, rather than either
selecting one existing standard or contributing to the efforts to harmonise groups of
standards, are twofold.

Primarily, the approach was designed to be applicable in as many application domains
as possible, this results in a large number of existing standards and different opinions
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on what data is the most important. Secondarily, given a highly modular framework
with independent systems interacting through services interactions, there are many use
cases for a very limited set of the engineering data and much of this can be abstracted
to identification of the systems and their respective relations and interaction patterns.

For an engineering scenario where systems are more interchangeable and can to a
larger extent be considered black or grey boxes, this abstraction helps engineers to focus
on the more important interactions and exchanges between the systems as the internal
workings of the system is assured by the system providers. Some examples of this will
be discussed in Section 5.

The concept of a Configuration Store service [15] was conceived as part the same
approach to system management, in the that the management of the configurations for
each systems was generalised to the point where only one one user interface is needed to
assign configurations to systems from many different system providers.

The scope of configuration is by and large decided by system providers, based on
reasons spanning from physical and technical limitations to market strategies and com-
pany policies. Given the diversity of fairly standardised configuration strategies even in
relatively closely related domains such as industry [21], building automation [22], and
substation automation [23] it does not seem likely that there will be an agreement on the
format of configuration files in the near future. In this situation, the Configuration Store
concept is proposed as a lowest common denominator, with the possibility of further
extensions into fully standardised configurations for willing system providers.

Together with the deployment procedure, the Plant Description and the Configuration
Store is expected to reduced the engineering time and effort of compliant IoT automation
systems across all application domains. An example of how these concepts work together
is given in Section 6.

4.3 Deployment and Commissioning

Given the innate local aspect of automation systems there are some limitations that
should be considered. With the possibility of having Local Automation Clouds completely
disconnected from the Internet, the deployment procedure should not depend on Internet
resources but rather envision that all required resources must be possible to be made
available within the Local Automation Cloud.

Initially (after engineering but before deployment) there are the following systems
and devices:

• A generic, configurable device, ready to be deployed

• A node in the Plant Description representing the device that is to be introduced.

• A node in the Plant Description for each system that a system on the device is
intended to implement. Each of the system-nodes have at least one link to associate
them with the device-node.
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• Each planned service interaction between systems should be stored as service-links
between the system-nodes in the Plant Description.

• A configuration in the Configuration Store associated with the device-node in the
Plant Description. This configuration contains enough information to allow the
device to host the desired systems and the NodeId by which each system-node is
identified in the Plant Description.

• An identifier that is to be used during deployment to associate the device with the
device-node identifier from the Plant Description. This may be achieved by using
the NodeId from the Plant Description or by storing a specific identifier, such as a
public key from a certificate, in the Configuration System beforehand.

• A user interface available during deployment should be able to navigate the Plant
Description and transfer the previously mentioned identifier to or from the device
through a local interface.

Deployment procedure:

1. Device is physically connected to the network and turned on.

2. Device connects to the network using DHCP, or a similar standardized technology
applicable for the network in question.

3. Device looks for the Arrowhead core systems at predefined locations. (E.g. on the
local network or a cloud service hosted by the device supplier)

4. Core systems authenticate device as factory configured device with basic authoriza-
tion.

5. The user interface is now used to associate the physical device with the device-node
in the Plant Description.

6. The device registers with mandatory core systems before access is granted to sup-
port core systems.

7. The device uses the associated identifier to access the Configuration store and
retrieve its configuration.

8. The device configures itself to host systems according to the configuration, and the
systems registers with the System Registry.

9. Depending on the implementation of Orchestration used, one of the following in-
teractions is initiated:

(a) The System Registry accesses the Plant Description providing the association
between the SystemId and the NodeId. The Plant Description system checks
for all service-links to the associated NodeId and requests SystemId for all
NodeIds connected by service-links. Using these provided SystemIds the Plant
Description system creates orchestration rules for all affected systems.
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(b) The System Registry notifies the Orchestration system with the newly regis-
tered SystemId and associated NodeId. The Orchestration system then queries
the Plant Description for system-nodes linked to the NodeId by service-links.
It then uses the provided NodeIds to query the System Registry for associ-
ated SystemIds and creates the desired orchestration rules, possibly also using
other available information such as QoS or similar.

(c) The newly introduced system requests an orchestration from the Orchestration
system, providing either SystemId or its NodeId. The Orchestration system
in turn accesses the Plant Description (if necessary after getting the NodeId
from the System Registry) which responds with the appropriate service-links.
Using the service-links, and other available information, the Orchestration
system provides the requested orchestration back to the newly introduced
system.

At the end of the procedure, the operators and engineers should be informed if the
procedure has been successful or if some part of it has failed. This can be done through
an event or subscription mechanism, where involved user interfaces are notified depending
on the result. For example, a deployment failure could first be sent to the user interface
that was used in the deployment process, and escalated to other users only if the user
that tried to deploy the device is unable to solve the issue.

5 Automation engineering: A process automation

scenario

To visualise the engineering work-flow described in the previous section and to provide
and basis for discussion in the following sections, this section presents a basic automation
engineering scenario.

The engineering scenario is based on a water heating system, previously used as an
example by Pang et al. [24]. In their work they show how an IEC 62424 Piping and
Instrumentation Diagram (P&ID) can be formalised and used to generate automation
application code using IEC 61499 function blocks. A P&ID for the scenario is presented
in Figure 2, adapted from [24].

With regards to the engineering work-flow from idea to operation, as described in
Section 1, this scenario assumes that there is a justified Conceptual application design,
e.g., specifying that the three rooms F1R1, F2R1 and F3R1, should be heated using the
district heating system that can be connected to in the Water supply room.

5.1 Functional design

This, first of the more technical phases of the engineering work-flow, consists of producing
an overarching design. In most process automation engineering scenarios the P&ID
constitutes a key design document, provided together with a few documents and lists of
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Figure 2: P&ID of a water heating system for a building with three rooms on different floors.
Figure adapted from the design used by Pang et al. [24]

specifications, for detail engineering of the process and individual objects. A typical set
of documents include:

• Piping and Instrumentation Diagram (P&ID)

• Functional design description

• Object list

• Technical requirements

In the case of this scenario, the documents

Piping and Instrumentation Diagram (P&ID)

The P&ID is the key design document for understanding the overall technical process and
the standardised symbols used are well accepted in most applications where a material
flow or between different systems is an important part of the design.

In the P&ID in Figure 2, there are two major process circuits. The external water
supply enters the diagram from the left in the Water supply room, goes through valve V-
0-1, into the heat exchanger E-0-1, and back through pump M-0-1 to the external supply
network. This circuit effectively heats the water in the tank B-0-1 and is controlled
through the controller UC-0-3. The second circuit circulates the water in tank B-0-1
through the pump M-0-2 into the three rooms where the radiators H-1-1, H-2-1 and H-
3-1 heat one room respectively, before returning the water to B-0-1 for reheating. On
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this circuit the temperature in each room is controlled by an independent control loop,
by using control valves to restrict the flow through each radiator.

Functional design description

Accompanying the P&ID is usually a textual description of the functions, as a basis
for programming and other engineering tasks. For the systems in Figure 2 there should
be a description of what type of control should be implemented in each controller. As
there are two sensor inputs (flow (FI) and temperature (TI)) connected to each controller
and one actuator output (control valve (YC)), the functional design description should
if the controller should be a cascaded PID control or if it should use a model predictive
control algorithm. In short, it should provide the functional design aspects intended by
the designer that was not captured in the P&ID.

Object list

The object list is a continuously updated document, describing all hardware components
used in the system. In this scenario, the main objects would be all of the sensors, valves,
pumps, radiators and user interfaces. The object list produced by the design team would
include certain parameters to ensure the functionality, such as the control range of the
valves and the required precision and accuracy of the sensors, while other parameters are
to be decided by automation and electrical engineers.

In some cases the object list may be stored as a database, accessible by all design and
engineering disciplines, but due to the diversity of engineering tools and data formats in
use this is not the most common scenario.

For this scenario it is likely that the object list would include the tank and heat
exchanger, the pumps, valves and radiators, and all of the sensors. Possibly, but not
necessarily, the list may include controllers and human-machine interfaces (HMIs) as
well.

Technical requirements

As a basis for further specification of parameters in the object list, a technical specification
usually accompanies the design documents. This will include all of the implementation
details that limits the options for electrical and automation engineers in their work. Often
it will include performance requirements, non-functional requirements and references to
applicable standards.

In this scenario, the technical requirements are likely to include environmental vari-
ables, such as required temperature sensor ranges and pump noise limits and size limits
on radiators, as well as safety aspects and what kind of information should be available
through different user interfaces. Additional information may be minimum flow through
the valves that is required to keep the pumps within their operational limits.
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5.2 Procurement and Engineering

As previously mentioned, much of the engineering consists of selecting appropriate com-
ponents, assigning configurations, including operation parameters and program code or
logic, and detailing all interactions between components.

Throughout the engineering process, engineers of different disciplines will be interact-
ing with the object list, as the specification of some components may lead to requirements
on other components.

Ideally, there are prepared design sections, or “typicals”, from a prepared library
or from previous similar projects, that can help in the engineering. In the scenario of
Figure 2, four very similar control loops can be identified consisting of a control valve
(YC), one temperature sensor (TI) one flow sensor (FI), one user interface (HIC) and
one controller (UC) each. These are likely to be prepared as two variations of a typical
temperature control loop, one for the main circuit in the Water supply room and one for
the three smaller circuits. The engineers may already have a set of sensors and valves
that are known to work well together and for which there are electrical designs for each
set and segments of control code that can be re-used.

In this scenario, the Procurement is most likely heavily influenced by the process
performance for selecting process equipment (pumps, valves, sensors) and the availability
of compatible “typicals” for selecting control equipment.

5.3 Deployment and Commissioning

As far as possible, all systems will be tested before delivery to the site, but as much of
the functionality may depend on systems already at the site or on systems delivered by
other suppliers, there are always limitations to how realistic the tests can be made.

At the site, all systems are connected according to the engineering documents and all
configurations and control code is loaded into their respective devices. For some devices a
configuration may be transferred electronically from generic configuration tools but many
traditional devices require manual input of configuration parameters through specialised
tools or manually with physical buttons or switches on the device.

As part of the commissioning, all systems are verified and tested rigorously, and
all deviations must be documented either directly into the data store produced by the
engineering, or in some other organised manner so that it can be included in the applicable
documentation as soon as possible. This is vital, not only in order to have a valid set
of documentation for the operational systems, but also to find possible improvements to
the engineering work and typicals used.

6 Application of IoT Automation Engineering

The Engineering work-flow and deployment procedure described in Section 4 is expected
to facilitate the engineering and deployment of IoT automation systems. This section
is intended to illustrate the application of the work-flow, using the systems in Figure 2,
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assuming a functional design providing the design documents as described in Section 5.1,
and a library of service and system descriptions, as described by Blomstedt et al. [20].

For a qualitative evaluation of the engineering work-flow, the application is com-
pared to the engineering of a traditional automation system based on a programmable
logic controller (PLC) and Supervisor Control And Data Acquisition (SCADA) system.
Significant similarities and differences are discussed for each part of the work-flow.

6.1 Functional design

For the scenario discussed here, much of the functional design is given through the P&ID.
In its given form, the P&ID can be used to discuss if the components should be organised
into one local automation cloud, or if there are advantages to keeping the four control
loops in separate local clouds. In the original scenario there is no need for communication
between the control loops, however, given the flexibility of an IoT automation system
and the organised management of systems and system configurations included in the
engineering work-flow, there are some interesting new options that could be added to
this scenario.

For example, given the possibility to change the orchestration at run-time, if all of the
components on Figure 2 belong to the same local cloud, it should be relatively easy to
implement alternative control solutions and switch between operating modes for the whole
building. Using the Arrowhead Framework, one such addition could be that the controller
in the water supply room (UC-0-3) can be orchestrated to consume services directly from
sensors or controllers in the different rooms, allowing for more efficient usage of the
energy than what can be achieved through the control of a fixed temperature level for
the tank. In such a re-engineering scenario, an engineer can prepare a new configuration
of the UC-0-3 controller that incorporates the additional data in the control algorithm,
and store it as an alternate configuration in the Configuration system. Additionally,
appropriate service links are added to the Plant Description specifying the added service
interactions. Once all additions are in place, a re-configuration of the UC-0-3 controller
can be triggered, similar to steps 7-9 of the deployment procedure described in section 4.3,
including the added orchestration rules generated from the plant description.

For the traditional engineering procedure, the adding of such connections would re-
quire re-configuration or re-programming of both the device providing the data and the
PLC executing UC-0-3. In addition, a change between the two operating modes would
either have to be programmed into the PLC beforehand, at a significant effort if this is
not a standard solution, or the operation of the system would have to be halted as a
new bit of code is downloaded into the PLC. Such a procedure may also incur additional
commissioning effort.

Conclusively, the usage of a service-based solution, such as the Arrowhead Framework,
is expected to clearly reduce the re-configuration effort to the system using the data, i.e.
the controller UC-0-3 in this case.
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Figure 3: Plant Description of a functional hierarchy representing the control objects for the
water heating scenario. The two main water circuits, Heat Supply and Heat Distribution, are
identified as the main functional sections.

6.2 Procurement and Engineering

As described in Section 5.2, the procurement for this scenario is most likely dominated by
the performance requirements on process equipment, but assuming that the IoT frame-
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work in question has been widely adapted by device suppliers there should not be such
a strong reliance on existing “typicals” for the selection of control hardware.

One of the anticipated benefits of an open IoT framework such as Arrowhead is that
all suppliers are free to build compatible devices and systems that are interoperable with
systems from other suppliers producing or consuming the same services. This is expected
to open new possibilities in the procurement phase, as the “typicals” are no longer as
important for easy combination of components.

As described in Section 4.2, the Engineering part of the IoT engineering work-flow
depends to a large extent on the Arrowhead core systems Plant Description and Con-
figuration. Their usage in this scenario is therefore highlighted in the following two
subsections.

Utilising the Plant Description for engineering

As shown by Pang et al. [24], the P&ID can be formalised into objects that connected
through different kinds of connections, this is essentially what the Plant Description is
intended to abstract from the engineering data. One possible abstraction from the P&ID
in Figure 2, is shown in Figure 3. It should be noted that this illustration only contains
the objects and a functional hierarchy for navigation, as if at a state when additional
links in the Plant Description, representing e.g. the signal interfaces between the objects,
have not yet been added.

At this point the Plant description provides an overview of the objects identified in
the P&ID, as illustrated in Figure 3, and each of these objects can be given an identi-
fier in the data set for IoT devices selected by procurement, allowing identification and
synchronisation between engineering disciplines.

As the engineers work with other parts of the design data, further relations between
objects may be identified and added to the Plant Description, automatically if the source
data is digital and following a compatible standard, or otherwise manually.

Assuming that each object in the P&ID is implemented by a separate software sys-
tem, the signal connections in the P&ID can directly be interpreted into desired service
interactions and stored in the Plant Description as Service Links, for future Orchestration
of the systems. For more complex scenarios with multiple possible service interactions
between systems, there is a need for a more advanced user interface, either to the Plant
Description or to have service interactions captured in the existing design and engineering
tools from which the Plant Description abstracts its data.

As all Systems and Service Links are identified and stored in the Plant Description,
they can be used to generate Orchestration rules, as discussed in [14], and illustrated
with Figure 4.

Usage of Configuration Store during engineering

The Configuration Store should be used as a repository for configuration files during the
engineering phase, managed using the object identities from the Plant Description. If the
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Figure 4: Orchestration rules constructed from the Service Links in the Plant Description. The
green circles indicate active Arrowhead systems and the yellow circles indicate services that are
produced (P) or consumed (C) by the systems.

configuration files are in a clear text format, the configuration files can be directly com-
piled from engineering data, allowing for quick updates through non-proprietary tools.

As discussed in [14], the benefits of a Configuration Store are larger in the deployment
phase and at later stages during the operation and maintenance where upgrades and re-
placements may be an issue if configurations are poorly managed. However, even for a
small installation the systematic approach to device identities and the automated con-
figuration approach means that the testing is easier and can better predict the situation
during installation at the site. As IoT-devices can be expected to be more configurable
than their traditional counterparts, where e.g. a temperature sensor operates more like
a thermistor, there may be more configurations to manage in the IoT-solution than in
the PLC-case.

Qualitative comparison with traditional engineering methods

The engineering effort for the traditional SCADA is most likely similar to the engineering
of a SOA-based user interface and supervisory control system. At least on a qualitative
level it is difficult to identify any significant differences between the two.

For this scenario, a PLC-based system is likely to consist of one central PLC executing
all of the control loops and communicating to I/O-nodes in each room through a field-
bus network. Each control loop could be programmed using the prepared “typicals”,
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with minor adjustments. As mentioned in Section 5.2, this scenario is likely to have
typicals available for each control loop, meaning that the engineering is mostly limited
to assigning the specific performance and communication parameters associated with
each component. The extent of the effort depends mostly on the hardware and field-bus
technology selected.

If there are “typicals” available, the engineering work for such a small scenario as this
is fairly similar for the IoT automation systems and for the PLC-based solution. The
effort of modifying the typicals and for configuring IoT systems is qualitatively at the
same level.

However, one significant difference appears if the systems are to be tested off-site
before mounting them at the site, as the traditional technology requires individual con-
figuration. This means that it is very important for the traditional approach that the
devices are clearly identified so that the installation at the site can be made exactly as
the tested set-up. Otherwise additional configuration has to be made at the site, possibly
under pressure of time and at less comfortable working conditions.

This means that even though the configuration effort may be similar in this phase,
the Configuration store is expected to benefit the deployment phase, as well as later on
during operation and maintenance where life-cycle management of device configurations
may become an issue.

6.3 Deployment and commissioning

At the time of deployment, all devices are delivered to the site where they are to be
installed. For the proposed engineering work-flow, a significant advantage to traditional
solutions is that, as long as all components are compliant with the procedure, they can be
delivered directly to the site from the system supplier, without any special configuration
on the hardware.

Following the physical connection of a device or a small group of devices, the techni-
cian uses his trusted mobile device to extract a device identity from the newly connected
device and associate it with the logical position or functionality described in the engineer-
ing documents or Plant description (enumerated as step 5 in the Deployment procedure,
Section 4.3). E.g. for this specific scenario, the technician connecting a temperature
sensor in the first room of the first floor (F1R1) should identify that sensor as “TI-1-3”,
and so on. The sensor can subsequently follow the rest of the procedure and ask the Con-
figuration Store for its configuration and the Orchestration system for its orchestration
rules, allowing it to connect and start operating as designed.

If the Plant description contains more than one hierarchy for system management,
as is supported by e.g. IEC 81346, the technician may be able to navigate a structure
based on the location of devices, rather than functionality. If so, there would be one
sub-tree of the hierarchy labeled “F1R1”, within which he could find all of the devices to
be installed in that room. This could help in the part of this scenario where the pump
M-0-2 is to be installed, as this object alone belongs to the function “Heat Distribution”
but is located in the Water supply room.
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Qualitative comparison with traditional engineering methods

In the case of deployment of a traditional PLC-based system, it is likely that the techni-
cian is limited to a binder of paper drawings and lists for both installation and documen-
tation of the installation work, as all installed components and wires are usually marked
manually directly on the a copy of the paper drawings, first once as they are installed
and once more in a different colour when they the connections are electrically verified.

As the IoT devices are expected to use wireless or Ethernet connections, capable to
automatically verify the connectivity over the connected network, at least the verifica-
tion is expected to be easier. If the connections are wireless, the installation can be
significantly cheaper.

Given more capable devices, able to configure themselves as part of the deployment
procedure, the commissioning is also expected to be significantly more efficient using
the IoT engineering approach, as less effort is spent on verifying individual signals the
commissioning can more quickly start to verify system functionality, meaning faster com-
missioning as well.

7 Conclusion

Given the qualitative evaluation throughout Section 6, it is clear that the there are some
significant advantages to the presented engineering work-flow, compared to traditional
automation engineering procedures. However, it has to be pointed out that there are
also other methods to improve the traditional engineering procedures that have not yet
been generally accepted, as was mentioned in Section 2, making the comparison less
straight-forward.

In general, it can be argued that the analysis indicates that the presented engineering
work-flow appears to promote and support the expected flexibility of IoT-based automa-
tion systems, through systematic management of service interactions and system config-
urations. The analysis further indicates that an IoT-automation engineering work-flow,
based on the Arrowhead Framework, significantly decreases the effort for certain phases
of the engineering work, without significant increases in any other phases.

As discussed briefly regarding the Functional design in Section 6, IoT automation
systems are expected to enable or simplify functionality that is not traditionally used.
Such as new functionality may require modifications to existing tools and standards for
design and engineering. A significant challenge in this area will be how to merge these
new possibilities with existing procedures, in a way that allows cooperation between the
experienced engineers and designers used to traditional tools and the technical experts
with knowledge of the possibilities provided by the new technology.

8 Future work

For a more empirical, quantitative, evaluation of the engineering work-flow certain con-
cepts would need to be detailed and implemented. Chief among these would be a more
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complete implementation of the Plant description, able to utilise raw engineering data
from existing standardised tool and produce functioning orchestration rules.

A different route to a more detailed evaluation would be further studies of automation
systems in other domains where IoT automation systems are expected to be deployed,
preferably systems where a real implementation of other solutions have already been
made, so that there is a clear baseline of the engineering effort for those solutions.

The work-flow described is currently focused on the engineering of a production pro-
cess, but given that data is exchanged regularly between engineering tools it should be
possible to define similar interaction for the engineering tools used in product design.
Such interaction would increase the usefulness of the approach as it could possibly en-
able automatic re-configuration of production lines, based on the engineering data of new
products. This would extend the work-flow from the traditional engineering phases into
operation of the systems.

Furthermore, the management of local automation clouds should be further discussed
and evaluated. In this area there are interesting aspects in how to select the size of
a local cloud, and what systems are necessary and desirable within each local cloud.
These aspects should be reviewed from a broad set of perspectives, including security,
performance, efficiency, manageability, and others.
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1 Architecture fundamentals

The objective of the Arrowhead Framework architecture is to facilitate the creation of
local automation clouds. Thus enabling local real time performance and security, paired
with simple and cheap engineering, while simultaneously enabling scalability through
multi-cloud interaction.

The architecture addresses the move from large monolithic organisations towards
multi-stakeholder cooperation where cooperation is fostered by market requirements.
This is to support the high-level topics in today’s society such as sustainability, flexibility,
efficiency, and competitiveness in production.

Devices in such local clouds are considered to be IoT devices speaking at least one
SOA (Service-Oriented Architecture) protocol. The capability of building automation
systems requires a number of local cloud properties to be enabled. Furthermore, both
intra- and inter-cloud information service exchange capabilities are necessary for enabling
IoT devices to inter-operate and to be integrated with others to become an automation
System of Systems. Previous work in this field comes from several larger EU projects
such as Socrades and IMC-AESOP. The Arrowhead Framework architecture is building
on the results of these projects [1, 2].

To facilitate this objective, the Service-Oriented Architecture paradigm is used. Thus
the following properties are important starting points:

• Loose coupling

– Autonomy - a service exchange is not supervised

– Distributed - services are distributed over several devices

– A system is responsible, owns the information, and can decide whom to share
with

• Late binding

– Possible to use information any time by connecting to the correct resource at
a given time

• Lookup

– Publish and register services to notify others about endpoints (how to reach
me)

– Discover others that I comply with (expected/wanted ServiceType)

The design of the Arrowhead Framework is further based on the following fundamen-
tals:

• A system producing a service has the initial authority of its own service offering

• Information assurance shall be at the service exchange level
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• Information centric networking

The Arrowhead Framework allows for

• A Publish-Subscribe approach

• Both the Push and Pull approaches

• Dynamic creation of new services and their subsequent usage

The above properties, fundamentals, and functionalities are provided by the Arrow-
head Framework through

• A minimal set of mandatory services to create a System of Systems

• A set of automation support services - facilitating design of application System of
Systems

A developer needs to know how to develop, deploy, maintain, and manage Arrow-
head compliant systems. Therefore, it is crucial that there is a common understanding
of how Arrowhead Framework services, systems, and System of Systems are defined and
described. To address these issues, the framework also includes design patterns, doc-
umentation templates and guidelines that aim at helping systems, newly developed or
legacy, to conform to Arrowhead Framework specifications.

In the following we will discuss the Arrowhead Framework local automation cloud
architecture. The architecture and a number of the core services implementing the ar-
chitecture are open source. The Arrowhead Framework community development site is
located at http://forge.soa4d.org/plugins/mediawiki/wiki/arrowhead-f/index.
php/Main_Page also reachable from http://www.arrowhead.eu.

2 Important definitions

To discuss and define a local cloud architecture, a few definitions are important. The
Arrowhead Framework local automation cloud architecture makes use of the following
important key words:

• Service

• System

• Device

• Local cloud

• System of Systems

These key words may have other definitions in different domains and contexts. But,
in this book and within the Arrowhead Framework the following definitions are used.
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2.1 Service

In the context of the Arrowhead Framework, a service is what used to exchange in-
formation from a providing system to a consuming system, see Figure 1. In a service,
capabilities are grouped together if they share the same context [3]. A service can be im-
plemented to use a number of different SOA protocols. Some examples of SOA protocols
are REST [4], COAP [5], XMPP [6], MQTT [7, 8], or OPC-UA [9].

Figure 1: Services provide information exchange between a service-producing system and a
service-consuming system.

A service is produced by a software system (see below). A service can have associated
meta-data and can be capable of supporting non-functional requirements such as security,
real-time operation, or different levels of reliability among others.

It must be possible for an Arrowhead Framework compliant service to

• be registered with the Arrowhead Framework mandatory core systems

• be consumed or provided by an Arrowhead Framework compliant system

A service may be capable of

• being dynamically configured

2.2 System

An Arrowhead Framework system is what is providing and/or consuming services, see
Figure 2. A system can be the service provider of one or more services and at the same
time the service consumer of one or more services. A system is implemented in software
and executed on a device (see below). A system can have associated meta-data. We are
here separating the software based system from the hardware - device. The reason is
grounded in security considerations. To achieve a chain of trust, a piece of “computing”
hardware need to be identifiable. The same is required for a software application exe-
cuting on that hardware. In the Arrowhead context an software application capable of
producing and/or consuming services is named system and the “computing” hardware
hosting a system is named device.
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Figure 2: A system is capable of consuming the Arrowhead Framework mandatory core services
and will produce and/or consume one or more services.

An Arrowhead Framework compliant system shall be capable of:

• consuming Arrowhead Framework compliant services

• producing Arrowhead Framework compliant services

• registering itself to the mandatory SystemRegistry

• releasing its authority of its own service offering to a local cloud orchestration
system

A system may be capable of

• creating new services on demand

• being dynamically configured

2.3 Device

An Arrowhead compliant device is a piece of equipment, machine, hardware, etc. with
computational, memory and communication capabilities which hosts one or several Ar-
rowhead Framework systems and can be bootstrapped in an Arrowhead Framework local
cloud, cf. Figure 3. Any other device, equipment, machine, hardware, component etc. is
non-Arrowhead compliant.

A device may be capable of

• dynamically hosting new systems and their services

• being registered to the DeviceRegistry

• being dynamically configured
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Figure 3: An Arrowhead Framework device is a equipment capable of hosting systems exchanging
services.

Figure 4: An Arrowhead Framework local cloud hosts at a minimum the three mandatory core
services, ServiceRegistry, Orchestration, and Authorisation and one or more application sys-
tems.

2.4 Local cloud

In the Arrowhead Framework context a local cloud is defined as a self-contained network
with the three mandatory core systems deployed and at least one application system
deployed, cf. Figure 4. A local cloud shall host only one ServiceRegistry system. For
administrative and security reasons it is strongly recommended that only one instance of
the other two mandatory core services are deployed in a local cloud.

It is advisable that a local cloud holds a mean of distributing IP addresses to joining
devices. It is further advisable that the local cloud has firewall protection to surrounding
networks. By which external network traffic can be blocked from reaching the interior of
the local cloud.
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2.5 System of Systems

A System of Systems within the Arrowhead Framework is defined as a set of systems,
which are administrated by the Arrowhead mandatory core systems and exchange infor-
mation by means of services.

A local cloud thus becomes a System of Systems in the Arrowhead Framework’s def-
inition. If two systems reside in different local clouds that are administrated by Arrow-
head core systems to exchange services, it also is a System of Systems in the Arrowhead
Framework’s definition.

When Arrowhead compliant systems collaborate, they become a System of Systems.
Since two or more such Systems of Systems can collaborate, the Arrowhead Framework
becomes a natural enabler of further, complex solutions. Figure 5 depicts such an exam-
ple.

Figure 5: Arrowhead Framework Systems exchanging services, thus building a system of systems
within a local cloud and between local clouds.

Service exchanges between systems can be initiated by an orchestrating system pro-
viding orchestration rules to the involved systems. Service exchanges can also be initiated
by apriori knowledge of one system to seek a specific service via a ServiceRegistry. Upon
a seek criteria match a service exchange can be initiated. To support a structured gov-
ernance of a System of Systems, the preferred approach is the use of an Orchestration
system.

2.6 Service, system, device and local cloud identifiers

In order to allow service discovery, system administration, and device mappings, there
is a need to uniquely define identifiers to the devices, systems, and services. Thus, to
enable proper identification of which device and system a specific service is executed by,
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there is a need for a way of identifying

• Services

• Systems

• Devices

• Local cloud

Here references are made to the SysD, SD, IDD, CP and SP documents. For defini-
tions of these documents please see Section 3 below.

There are two classes of Arrowhead Framework services:

• Core services, sub-divided into

– Mandatory core services

– Automation support services

• Application services

The identification of Arrowhead Framework services follows the same idea as identi-
fiers in DNS-SD records [10, 11, 12]. Thus an Arrowhead Framework service is identified
using the following structure, which follows the RFC-6335 recommendations [13]:

• Core services
ServiceName. ahfc-ServiceType. protocol. transport.domain

• Application services
ServiceName. ahf-ServiceType. protocol. transport.domain

• .domain is the domain name under which the device with an associated system has
an IP address, e.g., subdomain.domain.topdomain. An example of a domain name
can be app.arrowhead.eu.

The detailed explanation is

• ServiceNames is the name of the particular service instance, e.g., Temp102.

• ahf/c-servicetype: The Arrowhead Framework makes use of the selective service
instance enumeration (subtypes) possibility as described in RFC-6763 [10]. For
core services the ServiceType always starts with ahfc- and ahf- is reserved for
Arrowhead Framework application services.

– ahfc-ServiceType is an Arrowhead Framework core services type where e.g.
the service type orchestration is added, leading to the complete ServiceType of
ahfc-orchestration. The above specification should be given in the SD (Service
Description) document.
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– ahf-ServieType is an Arrowhead Framework application services type. Here
e.g. vibration is the service type, leading to the complete ServiceType of
ahf-vibration. Above specification should be given in the SD document.

• protocol is, e.g., coap when the CoAP [5] protocol is used and specified in the
IDD (Interface Design Description) document.

• transport is, e.g., udp when the UDP [14, 15] transport protocol is used and
specified in the IDD document.

The end point to an application service instance consists of a path and a port. Using,
for example, REST [4], an end point may look like http://app.arrowhead.eu/ahf/Temp1/8090/.

To enable discovery of interoperability at the service level, there is a need for informa-
tion on payload encoding, compression and semantics. In the context of the Arrowhead
Framework, this is regarded as service meta-data. Service meta-data is to be provided
through the DNS TXT record using the following key pairs:

• encode=syntax, e.g., encode=xml when XML [16] encoding is used and specified in
the CP (Communication Profile) document.

• compress=algorithm, e.g., compress=exi when EXI [17] compression is used and
specified in the CP document

• semantic=XX, e.g., semantic=senml when SenML [18] semantics is used and spec-
ified in the SP (Semantic Profile) document.

A device is identified through a DeviceName plus the associated MAC address of its
network interface. Hereto an ID key shall/may be associated using a secure bootstrap
process; see Section 4.4. This enables us to associate the device hardware and its network
interface to its IP address and MAC address, allowing for building service exchange
topology information useful for quality of service management. For a device with more
than one network interface device instances with the same DeviceName but different
MAC addresses should be defined. The above information shall be specified in the SysD
(System Description) document.

An Arrowhead Framework software system is identified through a system ID key
generated from a two-way asynchronous authorisation process involving a trusted part
and the device name instance identifying which device hardware is hosting the system
and which network interface the software system is using. This shall be specified in the
SysD document.

A local cloud is identified with the servicename and service type of the ServiceRegistry
system. An example is cloud-x. ahfc-ServiceDiscovery.

The following four service types are considered to be well known:

• ahfc-ServiceDiscovery

• ahfc-SystemDiscovery
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• ahfc-DeviceDiscovery

• ahfc-AuthorisationControl

This allows for simple deployment with authorisation registration of devices, systems
and services with the local cloud.

3 Documentation structure

It is a common experience of both system developers and integrators that insufficient and
not properly structured documentation makes it hard – if not impossible – to properly
understand how to integrate with a given system.

A system integrator needs to know how to develop, deploy, maintain, and manage
Arrowhead compliant systems. To address these issues, the Arrowhead Framework doc-
ument structure allows documenting SOA artefacts in a common format [19].

For this purpose the Arrowhead consortium [20] defined a three-level documentation
structure: System of Systems, system, and service level. These are depicted in Figure 6,
which also shows the links between documents.

The main concept of the documentation structure is to provide abstract and imple-
mentation views of the Systems of Systems, systems, and services. The main purpose of
the abstract view documents is to allow any developer to implement System of Systems,
systems and services, based on these documents. This further support that the resulting
implementation becomes Arrowhead Framework compliant.

Figure 6: Arrowhead Framework documentation relationships.
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3.1 System of Systems level documentation

The System of Systems level consists of two types of documents. The System of Systems
Description (SoSD), which shows an abstract view of an SoS, and the System of Systems
Design Description (SoSDD), which shows an implementation view of the SoS with its
technologies and deployment views.

The SoSD describes the main functionalities and the generic architecture of the SoS.
It will mainly be used to describe one System of Systems in an abstract way, without
instantiating into any specific technologies. Examples of its usage are the description
of generic SOA-based installations, like building automation systems or a factory au-
tomation system. The document should present its main building blocks as independent
systems with pointers to their specific abstract view documents, the system Descrip-
tions (SysDs) see below. Also, diagrams representing system behaviour, like use-case
diagrams and behaviour diagrams (e.g., using UML, BPMN, SysML, AutomationML
[21, 22, 23, 24]) must be included. This document also includes information about non-
functional requirements, like required levels of QoS and security.

For the Arrowhead Framework itself there is a generic SoSD for which the current
version can be found at the Arrowhead Framework wiki [25].

The SoSDD document describes how an SoSD has been implemented on a specific
scenario, showing the technologies used and its setup. Therefore, it points out all nec-
essary black box SysD and white box SysDD documents, describing the systems used
in this realisation. The SoSDD should also contain behaviour diagrams which clearly
identify the technologies used and the setup of this SoS realisation. The document can
optionally include a description of its physical implementation and the non-functional
requirements implemented by this realisation.

3.2 System level documentation

System level documentation consists of a black box System Description (SysD) document
and a white box System Design Description (SysDD) document.

The SysD describes the system as a black box, documenting the system functionality
and its hosted services and their provided and required interfaces with the corresponding
technical solutions, without describing its internal implementation. The by the system
provided service interfaces are referenced and defined in the Interface Design Description
(IDD) document; see Section 3.3 below. The services provided are defined in the Service
Design (SD) document, see Section 3.3 below. The SD document shall provide a clear
definition of how to interface the system, thus enabling coding of a consumer system.

The SysDD extends the black box description, showing its internal details. This
document is optional, since it might expose knowledge of the company which implemented
the system, but it can be used as an internal document for future reference by the system
owner.
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3.3 Service level documentation

Service level documentation consists of four documents: the Service Description (SD), the
Interface Design Description (IDD), the Communication Profile (CP), and the Semantic
Profile (SP).

The IDD is pointed to by a SysD document. It states the actual implemented solution
of a system. Here are defined the service identifiers of the specific service implementa-
tions. For the SOA protocol and encoding used the IDD is making reference to the
Communication Profile (CP) document, see below. For data and information semantics
the IDD make reference to the Semantics Profile (SP) document; see below.

The SD is a technology independent and abstract view of a service. The document
describes the main objectives and functionalities of the service and its abstract interfaces.
Further, an abstract information model shall be provided. Sequence Diagrams showing
how the service is interacted with, shall also be provided.

The CP contains all the information regarding the transfer protocol, data compres-
sion, data encryption, and data encoding used, e.g., CoAP, UDP, EXI, DTLS, and XML.

The SP defines the data and information semantics used, e.g., SenML.

4 Arrowhead Framework architecture

Based on the SOA fundamentals and principles discussed previously, a local cloud will
require three fundamental properties:

• Capability to register a service to the local cloud

• To discover which services are registered with the local cloud

• Enabling loosely coupled data exchange between producer and consumer systems
- orchestrate service exchanges

• Authentication of consuming systems and granting Authorisation of service ex-
changes

Following the above fundamentals, definitions, and documentation structures, a local
automation cloud architecture is defined. The architecture is composed of a number
of systems, which provide a number of services. The objective is an architecture from
which self-contained local automation clouds can be created. These clouds shall further
be capable of providing certain automation support services, and provide support for
bootstrapping, security, suitable metadata, protocol and semantics transparency, and
inter-cloud service exchanges.

For that purpose the architecture features three types of services:

• Mandatory core services

• Automation support core services
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• Application services

These services are provided by mandatory and support core systems, as well as ap-
plication systems.

Figure 7: Core systems of the Arrowhead framework.

The use of this set of mandatory core systems and services makes it possible to design
and implement a minimal local automation cloud. These mandatory core services will
enable the desired basic properties of a local cloud, as discussed in Chapter 2. In order to
support important local cloud properties, a number of automation support core services
are defined as part of the architecture. These core services are provided by core systems.
Figure 7 summarises the core systems currently defined with the Arrowhead Framework.
Utilising all of these core systems in a local cloud is not mandatory. Implementations
and documentation of the mandatory core systems and many of the automation support
core systems are available as open sources via the Arrowhead Framework wiki [25].

In the following sections the core systems providing core services are described at a
system level, corresponding to the SysD document of the Arrowhead Framework docu-
mentation structure.

4.1 The mandatory core systems

These mandatory core services support the following fundamental properties assigned to
a local cloud:

• Loose coupling
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– Autonomy - a service exchange is not supervised

– Distributed - systems exchange services are distributed on several devices.

– A system is responsible and owns its information and decides with whom to
share

• Late binding

– Possible to use information any time by connecting to the correct resource at
a given time

• Lookup

– Publish and register to notify others about endpoint (how to reach me)

– Discover others that I comply with (expected/wanted service type)

• Information assurance at service exchange level

• Minimal set of mandatory services to create a System of Systems

The mandatory core systems and their service provide these fundamental properties to
a local cloud. Thus enabling and allowing service exchanges between a service producer
and a service consumer with desired level of security and autonomy, which is briefly
illustrated in Figure 8 .

Figure 8: Minimal local cloud with indications of mandatory core service interaction enabling
service exchange between two application systems.

Therefore, the creation of a minimal working local cloud based on the Arrowhead
Framework must be based on three mandatory core services. The mandatory core services
and their three hosting systems are

• ServiceRegistry system providing the
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– ServiceDiscovery service

• Authorization system providing the

– AuthorisationControl service

– AuthorisationManagement service

– AuthenticationID service (only for ticket-based implementation)

• Orchestration system providing the

– Orchestration service

– OrchestrationManagement service

The objectives of these mandatory core systems with their system definitions and
high-level descriptions are given below. In Chapter I the Arrowhead Framework imple-
mentation of the core systems and services is provided in some detail. For the current
status of these implementations, please refer to the Arrowhead Framework wiki [25].

Figure 9: The mandatory ServiceRegistry system.

ServiceRegistry system (mandatory)

The objective of the ServiceRegistry system is to provide storage of all active services
registered within a local cloud and enable the discovery of them.

The ServiceRegistry system keeps track of all active services produced within a local
cloud. It provides a service registry functionality based on DNS and DNS-SD standards
[10, 11, 12], since the Arrowhead Framework is a domain-based infrastructure. The
ServiceRegistry is an independent system that provides one service and does not consume
any other services, cf. Figure 9. All ServiceRegistry system graphs are color coded in
blue.

All systems within the local cloud with services producing information to the local
cloud shall publish their service within the ServiceRegistry by using the ServiceDiscov-
ery service. Using the DNS-SD engine, in the ServiceRegistry system, services can be
published, un-published or looked up. The ServiceRegistry system holds all published
and active services within the local cloud. A cleaning mechanism for broken services is
still to be defined. The usage of the DNS-SD for storing registered services is the basis
for the service identifier structure described in Section 2.6.
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All systems within the local cloud with services that produces information shall pub-
lish their producing service with the ServiceRegistry system by using the ServiceDiscovery
service. If a system disconnects from the local cloud, its services shall be de-registered in
the ServiceRegistry system. To address broken systems and network failures a registra-
tion time out and keep alive approach is recommended. The DNS PTR and DNS SRV,
TimeToLive, TTL, record provide such time out data. Thus a system should re-register
its services according to this TTL data. If not done the ServiceRegistry can unpublish
the service.

The details of a service layer agrement, SLA, holds information on service protocol,
transport protocol, interface, associated methods, datatypes, encoding, semantics, and
compression. There are several approaches to provide this information. The obvious one
is from design time documentation. The more attractive approach is to provide such
information as meta-data with the registered service. In this way the SLA provided by
the service producer can be retrieved and decoded by a consumer.

There exist some technologies that support SLA description; examples are WSDL
[26], WADL [27] and HATEOAS [28]. In the ServiceRegistry the SLA information shall
be provide as meta-data. Technically it’s stored in the DNS TXT field as key pairs. The
following key pairs indicates how the SLA can be provided to a service consumer:

• wadl=link

• wsdl=link

• hateoas=link

The ServiceRegistry in addition can hold information regrading priorities within a
System of Systems. The current approach to this is through the priority and weight fields
of the DNS SRV record. This information is intended for use by Orchestration systems
and quality of service systems to support automation QoS and dynamic re-organisation
of automation operations based on QoS and service availability. The details of this, still
a matter of further investigations.

For operator interaction with the ServiceRegistry, an optional MMI-ServiceRegistry
system is defined, see Figure 10. This system provides a graphical user interface enabling
the listing of published services.

Figure 10: The optional MMI-ServiceRegistry system.
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Authorization system (mandatory)

The objective of the Authorisation system is to provide Authentication, Authorisation
and optionally Accounting of a system consuming a produced service. Based on the set
of authorisation, authentication and optional accounting rules a service provider can ask
whether a consumer is allowed to use a service resource or not.

Two different Authorisation systems are defined within the Arrowhead Framework.
An AA - Authorisation Authentication system is defined. Next an AAA - Authorisation
Authentication Accounting system is defined.

Based on existing technologies, the AA system is better suited for local clouds en-
rolling systems hosted on devices with sufficient computational power. While the AAA
system is better suited for local clouds enrolling systems hosted on resource constrained
devices. All Authorisation system graphs are color coded in red.

AA - Authorization system The AA Authorisation system implements an Authori-
sation system based on X.509 certificates [29]. It requires some computation power from
a device and is thus not suitable for very resource constrained devices.

The Authorisation system provides two services and consumes one service, see Figure
11. The Authorisation system provides the ability to define and check the access rule
for the consumption of services and its resources. Based on the access rules the service
providers can ask whether a consumer is allowed to consume the service resource or not.

Figure 11: The mandatory Authorisation system, AA version.

The AuthorisationManagement service offers the possibility to manage the fine grained
access rules for specific resources and also configure specific properties of the ticket like
time-out. The AuthorisationControl service provides the possibility of controlling access
to a service and a particular resource within the local cloud. This system includes both
the authentication of the consuming system and the authorisation to consume a requested
service. The system consumes the ServiceDiscovery service to publish the two produced
services with the ServiceRegistry system.

AAA - Authorisation system The AAA — Authorisation system implements an
Authorisation system based on Radius tickets [30]. This solution is feasible to apply in
local cloud hosting resource constrained devices.
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The ticket based AAA — Authorization system provides three services and consume
the ServiceDiscovery service, see Figure 12.

Figure 12: The mandatory ticket-based Authorisation system and its consumed and produced
services.

The AuthorizationManagement service offers the possibility to manage the fine grained
access rules for specific resources and also configure specific properties of the ticket like
time-out. The AuthorizationControl service provides the possibility of controlling the
access to a service and a particular resource within the local cloud. This system includes
both the authentication of the consuming system and the authorisation to consume a
requested service.

In addition to the services provided by the AA system, an AuthenticationID service
is provided by the AAA system. There is a challenge-response mechanism to get a
valid ticket to authenticate each consumer on the local cloud. The system consumes the
ServiceDiscovery service to publish the three produced services with the ServiceRegistry
system.

Orchestration system (mandatory)

The Orchestration system is a central component of the Arrowhead Framework and also in
any SOA-based architecture [3]. In applications the use of SOA for a massive distributed
System of Systems requires orchestration. It is utilised to dynamically allow the re-use
of existing services and systems in order to create new services and functionality [31].

The process of orchestration is essential in support of service re-usability, service
discoverability and service composability. From an architectural point of view, the Or-
chestration system is responsible for finding and pairing service consumers and providers.
The input for this pairing is provided from, e.g., a plant description service, engineering
tool, or an operator. In this regard, it provides advanced service discovery for systems.
Orchestration is a key enabler for the engineering of Systems of Systems. Engineering
information about suitable services, authorisation, and QoS is input to match-making
algorithms and negotiation with the Authorisation and QoSManager systems.

The result of an orchestration request can vary over time, dependent on the environ-
ment and the requirements. This is because, in order to find the optimal service for the
application system, there is much negotiation, with QoS for example, which may lead to
different results. Therefore the orchestration must avoid oscillation in service selection.
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Additionally within the scope of an local cloud it is strongly recommended that only a
single Orchestration system is deployed.

The Orchestration system stores orchestration requirements and resulting orchestra-
tion rules. The requirements are specified using engineering tools, and provided to the
Orchestration system either via a PlantDescription service or directly. New requirements
can be provided in run-time upon which the Orchestration system computes new orches-
tration rules which are provided to the involved application systems. These rules consist
of the endpoints where the produced service of interest is found.

In a local cloud, orchestration provides service consuming systems with service con-
sumption patterns and endpoint information of the produced services to be consumed.
Based on this information, the consuming system can request to consume the assigned
service in an autonomous manner until a new orchestration is pushed to or pulled by a
consuming system.

Some systems may have the capability to dynamically and/or temporarily create
new service providers. For this purpose such system shall produce a service type called
ahf-servprod/ ahfc-servprod. An Orchestration system shall be able to consume such
ahf-servprod/ ahfc-servprod types and thus request the creation of such new service
instances. In some cases there is a need to dynamically create new service providers
in order to fulfil the System of Systems requirements, for example, in the case of the
Arrowhead translator. Thus, while performing matchmaking, the Orchestrator system is
able to consume the translation’s ahf-servprod/ ahfc-servprod service and instantiate a
new translator for injection into the service consumption pattern.

Thus the objective of the Orchestration system is to provide a mechanism for dis-
tributing orchestration rules and service consumption patterns.

Figure 13: The orchestration system and its consumed and produced services.

The Orchestration system produces three services and consumes four services, cf.
Figure 13. All Orchestration system graphs are color coded in green. The produced
service, OrchestrationManagement, provides the possibility to manage the connection
rules for specific services. Next the produced service, OrchestrationStore, provides the
possibility for an application system to pull orchestration rules. Finally the produced
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service OrchestrationCapabilities give the number of consumers currently consuming a
specific service and which producers and consumers that are available for a certain service
type. The service Orchestration Capability can be used for orchestration and/or to
create a current state picture over the complete Arrowhead local cloud system-to-system
interactions and information exchanges currently active.

The Orchestration system publishes its presence to the local cloud by consuming the
ServiceDiscovery service from the ServiceRegistry system. It further shall be capable
of consuming services of the type ahf-servprod/ ahfc-servprod which then allows it to
instantiate new service providers based on requirements and availability.

4.2 Automation support core systems

To facilitate automation application design, engineering, and operation, the Arrowhead
Framework further contains a number of automation support services provided by the
related automation support core systems. The objective of the automation support core
systems is to support:

• The implementation of “plant” automation. Here plant could be the infrastructure
of, e.g., a car manufacturing plant, a mine, an infrastructure

• Housekeeping within the local cloud

• Security and bootstrapping of a local cloud

• Inter-cloud service exchange

• System and service interoperability

For the purpose there are currently ten automation support core systems and their
associated services defined. The systems currently defined are expected to address the
architecture stated above. It’s clear that additional automation support core systems
and services will be defined in the future.

The automation support systems currently defined are

• PlantDescription system

• Configuration system

• DeviceRegistry system

• SystemRegistry system

• EventHandler system

• QoSManager system

• Historian system
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• Gatekeeper system

• Translation system

These support systems are described below at a level corresponding to their respective
SySD document. All support system graphs are color coded in yellow.

PlantDescription system

The objective of the PlantDescription system is to provide a basic common understanding
of the layout of a “plant” or “site”, providing possibilities for actors with different interests
and viewpoints to access their view of the same dataset provided by other sources.

Considering the different types of objects and relations that are expected to be present
in a future Internet of Things (IoT) network, the concept of displaying different aspects
of the same objects appears to be a useful solution to be able to present them all in an
engineering tool.

Figure 14: Example of how one component may be described by more than one viewpoint. Each
colour in this diagram can be represented as a separate viewpoint by the plant description.

There are many different standards to describe automation objects. To keep a full
database up to date would be an arduous if not impossible task, if the database is to
contain all information that is required for all engineering tools and for all types of
objects.

The approach of the PlantDescription system is instead to set up a separate system
for identifying the objects and their relations while leaving the object details in the
already established, standardised databases provided by existing engineering tools. Thus,
throughout the design phase, all of the engineering data is still stored and maintained in
the formats preferred by the engineering tools in their respective databases.

Figure 14 illustrates how a device or component documented according to IEC 81346
[32] may be found through traversing two different hierarchies, depending on the interest
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of the user. Each colour in the figure can be represented as a separate viewpoint by the
plant description, with blue representing the location of the object, red representing the
function, and green representing the components making up a product. This standard
and its approach to identifying objects was a major point of inspiration for the design of
the PlantDescription system.

Further discussion of the design and prototype implementation of a PlantDescription
system is provided in [33, 34].

Figure 15: Illustration of how a relationship in the PlantDescription system can translate into
an orchestration rule.

Figure 15 illustrates how a relationship between the logical objects in the PlantDe-
scription system can be used to construct an orchestration rule, through the mapping
of systems to plant objects. The “Functional service link” could, for example, be an
internal link from an AutomationML structure, describing that the top object should
send some data to the bottom object (where, e.g., the top object could be a sensor
sending its data to a controller or actuator, represented by the bottom object). Such
produced orchestration rules can then be provided to the Orchestration system via the
OrchestrationManagement service.

The PlantDescription system produces three services and consumes the mandatory
core services, as depicted in Figure 16.

The services produced are

• GetViewpoint
The service is used with an argument, Type, to get all nodes and links that corre-
spond to this type.
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Figure 16: The PlantDescription system and its consumed and produced services.

• GetObjectsByNode
The service is used with a argument, NodeId, to get all nodes linked to the specified
node, and those links.

• GetObjectsByTypeId
The service is used with a combination of argument of Type and NodeTypeId
corresponding to the identity by which the node is identified according to that
type. The function returns the same information as the GetObjectsByNode for
that node.

The services consumed are

• OrchestrationStore

• OrchestrationManagement

• ServiceDiscovery

• AuthorisationControl

Configuration system

The Configuration system allows systematic management of configurable systems. De-
pending on the nature of the System of Systems the Configuration system may be limited
to a store from which an application system may get its updated configuration or send
a backup of its current configuration. In other scenarios the Configuration system may
be able to compile configuration files from engineering data provided and manage which
application systems should update their configuration at which time.

The objective of the configuration system is to enable systematic management of con-
figuration information to configurable systems. The Configuration system shall be able to
store and backup application configuration information. Such configuration information
shall be possible to pull or push from the Configuration system. Typical configuration
scenarios are
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• Deployment of an Arrowhead Framework compliant software system to a device

• Control code to PLCs and IoT controllers

• Configuration of sensors and actuators - e.g., sample rate, sensitivity, filtering . . .

• Configuration of HUIs

The Configuration system is producing one service and is consuming the mandatory
core services, cf. Figure 17.

Figure 17: The Configuration system and its produced and consumed services.

The services produced are:

• ConfigurationStore

• ConfigurationUpdate

SystemRegistry system

The objective of the SystemRegistry system is to provide a local cloud storage holding
the information on which systems are registered with a local cloud, meta-data of these
registered systems and the services these systems are designed to consume.

The registration into a local cloud is part of the bootstrapping process of a local
cloud, which is discussed in Section 4.4. The SystemRegistry system holds for the local
cloud unique system identities for systems deployed within the Arrowhead Framework
local cloud. This registry in combination with the DeviceRegistry is necessary to create
a chain of trust from a hardware device to a hosted software system and its associated
services.

The SystemRegistry shall in addition to registering the system identity also store

• Metadata about the system
addressing non-functional information such as software revision, deployment info,
etc. A full definition is found in Section 3.3.

• Services the system is designed to consume
which includes data on
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– ServiceTypes to consume: e.g., ahf-pidcontrol

– SOA protocol capability: e.g., http (REST)

– Transport protocol: e.g., tcp or udp

– Payload data encoding: e.g., JSON

– Payload semantics: e.g., sensML

– Payload compression: e.g., exi

– Service interfaces, methods, and datatypes supported, e.g., hard coded based
on IDD-... or through, e.g., WADL-link or HETAOES-link

In the current definition, the SystemRegistry system is producing one service and is
consuming the mandatory core services, cf. Figure 18.

Figure 18: The SystemRegistry system and its produced and consumed services.

DeviceRegistry system

The objective of the DeviceRegistry system is to stores unique identities for devices
deployed within an Arrowhead local cloud.

The DeviceRegistry system shall provide a local cloud storage holding information
on which devices are registered with a local cloud. The registration into a local cloud
is part of the bootstrapping process of a local cloud, which is discussed in Section 4.4.
The DeviceRegistry system holds for the local cloud unique device identities for devices
deployed. This registry in combination with the SystemRegistry is necessary to create
a chain of trust from a hardware device to a hosted software system and its associated
services.

The DeviceRegistry shall in addition to registering device identity also stor metadata
about the device. The DeviceRegistry metadata is addressing non-functional information
such as software revision, deployment info, etc.

The DeviceRegistry shall also hold data on which systems that are deployed to each
registered device.

In the current definition, the DeviceRegistry system is producing one service and
consumes the mandatory core services, cf. Figure 19.
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Figure 19: The DeviceRegistry system and its produced and consumed services.

EventHandler system

An event is an asynchronous occurrence. For a good event handling in a local cloud push
and pull of services and the Publish - Subscribe approach should be supported. Not
all systems may provide these capabilities. Further resource constrained devices may
restrict the number of consumers to a certain service. For this purpose the Arrowhead
Framework provides the EventHandler system. The EventHandler system [35] provides
local cloud support for

• Event-based interaction for capability limited application systems

• Complex event filtering/processing

• Event logging

• Publish - subscribe functionality

• Service consumption buffer for capability/resource-limited application systems

For resource-limited systems not capable of publish and subscription, the Even-
tHandler system provides a way of allowing for the publish and subscribe approach.
The EventHandler will act as the service proxy and in addition provide the publish and
subscribe capability. Since a subscription may be conditioned by some filtering rule, the
EventHandler shall be capable of handling complex filtering rules. The EventHandler
shall be able to handle multiple subscriptions to one service. Thus the EventHandler
may receive events from service producers and dispatch them to one or several service
consumers based on subscription conditions, cf. Figure 20.

The Orchestration system provides the orchestration rules informing the EventHandler
which services to consume and which subscription filtering rules to apply. Thus enabled
operations can be either explicit, by using the EventHandlerRegistry service, or implicit,
by configuring the System of Systems in the three registries (DeviceRegistry, SystemReg-
istry, ServiceRegistry). In this latter declarative approach, event producers declare they
consume the Publish service, event consumers declare that produce the Notify service,
producers and consumers create rules on the plant description service regarding which
events they produce or consume. The Orchestration system retrieves the information,
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Figure 20: The EventHandler will consume events from a producing system and distribute these
events based on the filtering requested by the subscribing system.

computes the matchings event producer, EventHandler instances, and event consumers
and pushes the resulting orchestration rules to consumers and EventHandler instances.

The filtering rules applied to incoming events can be complex, e.g., based on message
content, event metadate, and identity of publishers. Provided that the EventHandler has
the computational and communication resources, it will off-load burden from systems
residing on resource constrained devices, e.g., a cheap pressure sensor. Moreover, the
EventHandler can be configured to log events to persistent storage by, consuming services
from the Historian system; see Section 4.2.

Thus the objective of the Arrowhead Framework EventHandler system is to support
the filtering and distribution of events, publish/subscribe communication, plus eventual
storage of events and the associated data.

Figure 21: The EventHandler system and its produced and consumed services.
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The EventHandler system produces the EventHandler service and consumes the manda-
tory core services, cf. Figure 21. The EventHandler service shall be consumed by the
Orchestration system which initiates the creation of a transient pair of consumed and
produced service X. To the consumed service X requested filtering and the subscription
capability is applied. Which then is produced as service X subscribe filter. If requested
the EventHandler also creates a transient service consumption of the Historian service,
see Section 4.2.

QoSManager system

Quality of Service (QoS) within a local cloud is important. The automation requirements
related to real-time communication and security have to be fulfilled. To achieve them,
both monitoring of QoS and mitigation of QoS deviations shall be supported within a
local cloud.

In the Arrowhead Framework architecture, the QoSManager system [36][37] will sup-
port QoS configuration and monitoring, in close collaboration with the Orchestration
system.

Most of Arrowhead matchmaking between service producers and consumers is driven
in a declarative manner: the Orchestration system interacts with DeviceRegistry, System-
Registry, ServiceRegistry and PlantDescription systems to produce orchestration rules to
individual application systems. Such orchestration data have to consider the QoS require-
ments set by individual application systems. These QoS requirements will be considered
as constraints on the matchmaking.

The QoSSetup service will acts as a support service to the Orchestration system. For
every change in a local cloud, the resulting QoS has to be predicted. The changes cause
the Orchestration system to compute alternative orchestrations which should be verified
through the QoSSetup service. This will be repeated until a specific set of orchestrations
appears to support the required QoS. Once the orchestration is settled the Orchestration
system requests the QoSSetup service to perform the reservations necessary to grant the
QoS. The Orchestration system also distributes the service end points to the systems
involved.

Figure 22: The QoSManager system and its produced and consumed services.
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Thus, the QoSManager system’s objective is to verify, manage, and guarantee QoS
for services.

Apart from consuming the mandatory core services, the QoSManager system pro-
duces two services, QoSMonitor and QoSSetup, cf. Figure 22. In addition, the QoSMan-
ager consumes data from the SystemRegistry and the DeviceRegistry to deduce network
topology and device capabilities within the local cloud. From this point of view, these
registries provide information about the network tuning space. The current Arrowhead
Framework view on QoS aspect and possible tuning spaces is further discussed in Section
3.5.

Figure 23: The Historian system and its produced and consumed services

Historian system

The objective of the historian is to provide on demand the possibility to log service ex-
changes and store and retrieve any payload data produced by services registered within
the local cloud. Thus the Historian system provides the possibility to store audit infor-
mation as well as to keep historical record of data produced within a local cloud. Service
data and audit information can be extracted using filters. Thus, enabling the extrac-
tion of, for example, audit data regarding a producer and its activity period, number of
payloads provided, errors, etc.

The Historian should be able to store any service events created by any application
service in a local cloud. Which services to store events from is the responsibility of the
Orchestration system. Two types of application systems can be distinguished

• Application systems capable of directly consuming the Historian service

• Application systems making used of the EventHandler system to interact with the
Historian system

To extract data from the Historian is supported by two services:

• FileSys service
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• Filter service

In summary, the Historian produces three services and consumes the mandatory core
services, cf. Figure 23.

Figure 24: Service exchange between system residing in different local clouds may open an
insecure data path. Such data a path punches a hole in the local cloud security wall, thus
opening a path for intruders.

Gatekeeper system

Inter-cloud service exchange is essential to build real automation systems based on local
clouds. Inter-cloud service exchange also supports scalability of a System of Systems.

For this purpose a local cloud need mechanisms that provide support for service dis-
covery, system authentication and authorised service consumption, and data encryption.
The scenario for establishing inter-cloud discovery, authentication & authorisation and
orchestration visualised in Figure 25. Data encryption can still be maintained with e.g.
IPSec or SOA protocol based encryption using for example MQTT; see the application
discussion in Chapter 10.

The Arrowhead Framework approach to this is called the Gatekeeper system. The
Gatekeeper system objective is to enable the discovery, orchestration, and authentication
and authorisation of services residing in different local clouds.

The Gatekeeper system produces two services and consumes the mandatory core
services of its local cloud, cf. Figure 26. A detailed description of the Gatekeeper system
and its services can be found in Section 3.7.

For the inter-cloud service exchanges it’s also necessary to secure the data path hole
in the local cloud security fence. For security reasons it’s not desirable that two systems
residing in different local clouds should be able to directly exchange services.

The Arrowhead Framework provides two approaches to a secure data path. One
approach makes use of the well-known Demilitarized Zone (DMZ) [38]. The approach is
based on a double historian approach which is described in detail in Section 4.2. The
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Figure 25: Inter-cloud service exchange supported by global dervice discovery, orchestration,
and authorisation of service exchange.

Figure 26: The Gatekeeper system and its produced and consumed services.

other approach, is based on the MQTT protocol and its broker technology; see a detailed
description in Chapter 10.

Historian-Historian secure data path

When an inter-cloud service exchange has been orchestrated and authenticated using the
Gatekeeper system the next step is establishing of a data path between the local clouds.

Establishing the inter-cloud data path can be done in several ways:

• Direct between two services residing in two different local clouds. This will provide
a security hole in the local cloud and thus,an opening for exposing the local cloud
to external communication and, e.g., a denial of service attach.

• To establish a secure data path Arrowhead Framework provides a type of demil-
itarized zone (DMZ) [38], solution. The buffering of application service data is
made in the Historian system with an double DMZ layer approach as depicted in
Figure27. The DMZ devices hosting the two Historian system have to have dual
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Figure 27: Establishing a secure inter-cloud data service patch by buffering data with a historian
service which only can be accessed by another historian which in turn is exposed externally to
the local cloud.

network interfaces thus, ensuring that no external traffic can reach the internal
local cloud.

• Yet another way to establish the secure data path is by the use of the MQTT
protocol and its broker technology; see Chapter 10 for details.

Translation system

The translation system is a transparency technology which resolves protocol, encoding,
semantic, and security interoperability missmatches. An industrial IoT requires having
multi-domain applications interacting seamlessly. Currently, industrial IoTs have many
protocols which cannot communicate without specialised middleware or application layer
multi-protocol interfaces. These solutions are both costly and not scalable. Hence an
interoperability solution such as the translation system is required [39]. In Figure 28 a
scenario with translation systems supporting interoperability between different services
using incompatible SOA protocols is shown.

The objective of the Translation system is to provide translation of protocol, encoding,
semantic and security between a service producer and a service consumer having non-
interoperable SOA interfaces implementations.

The Translation system produces the Translation service and consumes the manda-
tory core services, cf. Figure 29. The Translation service shall be consumed by the
Orchestration system which, initiates the creation of a transient pair of consumed and
produced service X. The consumed service X uses protocol A and the produced service
X uses protocol B.

Interoperability between protocols can be achieved in different ways. In Figure 30
there are three models of translator presented. In Figure 30-a the translation is made
by direct translation. This model becomes very inefficient as the number of protocols
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Figure 28: Service exchange scenario with translation systems supporting the interoperability
between different services using different SOA protocols. Here protocol translation is supporting
within a local cloud and in-between local clouds

Figure 29: The Translation system and its produced and consumed services.

increases. The number of required translators is given by Equation 1.

n−1∑

k=1

k =
n(n− 1)

2
(1)

In Figure 30-b the translation is using an intermediate protocol, this is much more
efficient in terms of translation implementations. However, it introduces latency and
potentially additional loss of information. In 30-c translation uses an intermediate format,
not constrained by the requirements of on-the-wire protocols, the translator is able to
scale well and also maintain very good latency performance and information preservation.

Thus the Arrowhead Framework currently has defined a translation system according
to each of the above given core systems; their services and interactions are described in
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Figure 30: Three different translation models possible in a protocol translator system.

detail in Chapter I.

4.3 Application systems

Within the Arrowhead Framework the application system objectives are to implement
application functionalities and services aiming to fullfil application requirements.

An application system may produce or consume other Arrowhead Framework services.

Figure 31: An application system is capable of consuming the Arrowhead Framework mandatory
core services and will produce and/or consume one or more application services

Application services

An application system is at minimum consuming the following mandatory core services;
cf. Figure 31:

• ServiceDiscovery

• AuthorisationControl
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• OrchestrationStore

In addition it is producing or consuming at leat one service. The application ser-
vice may be capable of handling a service publish and subscribe schema. This shall be
provided as metadata when registering the service with the ServiceRegistry.

Regarding use of authorisation the application shall provide meta-data if it can in-
teract with an AA or an AAA authorisation system.

The application system may be capable of using the Historian system for data logging
and audit information. This can be accomplished by an orchestration rule to the Histo-
rian system to consume the produced application service. For system that are resource
constrained and have sleeping functionalities, it might be feasible for the application sys-
tem to have the capability to consume the Historian service from the Historian system.
Thus minimising administration of awake time slots and the uncertainties that missed
time slots may create.

4.4 Deployment procedure for a local cloud

The Arrowhead Framework has architectural components that address the initiation of
a local cloud and the invocation of trusted devices.

The objective of the deployment procedure is to create a local cloud in such a way that
its basic functionalities and security have been established in a secure way. It is obvious
that the deployment shall ensure that the mandatory core systems, their services and
executing devices can be guaranteed to not be compromised.

Regarding enrolment of devices, systems and services into a local cloud there are
bootstrapping mechanisms defined below. Of course a non-secure approach can be used
here and just allow any device and its systems to register service into a local cloud. In
most cases it is good practise to have a process that authenticates and authorises the
entry of devices, systems, and services into a local cloud.

Secure bootstrapping of devices and systems into a local cloud

Assure that the ServiceRegistry system, the DeviceRegistry system, the SystemRegistry
system, the Authorisation system, and the Orchestration system are established in a
network in a secure way. Have these, non-compromised, systems executing on some
devices. Thus the mandatory systems of a local cloud are established. To build a se-
cure automation application the bootstrapping of application devices and systems, plus
eventual support core systems and related devices, is critical from a security point of
view.

To assure that the cloud is not compromised upon the introduction of systems, it is
important to establish a chain of trust from service to system to device. For this purpose
a secured initiation or bootstrapping process ranging from a device to its software system
and associated services is needed. For the Arrowhead Framework, the proposed approach
is based on a two-way clearance procedure of a device and its hosted software systems.
The approach is based on a two way authentication.
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To enable a device to be trusted, it has to have specific hardware providing storage
and computation of authentication keys which shall be secure and tamper free. Such
hardware, security controllers, are provided by a couple of vendors. The device further
needs both a network interface and some type of short range communication, e.g., NFC.
This will enable an operator identification of a device via key authentication over the
NFC link. Such authentication will allow the generation of a device authentication key
to be transferred to and stored in the security controller. The same procedure is to be
made for each Arrowhead Framework system and each service produced by the system
service. Thus the security controller holds the chain of trust including device key, system
key and service key.

An Arrowhead Framework compliant system can then request to join a local cloud
by requesting to

• register with the DeviceRegistry providing its device credential

• register with the SystemRegistry providing its system credential

Figure 32: The bootstrapping process for a device, IoT-X, with IoT system A requesting to be
entered into an Arrowhead Framework local cloud. A two-way authentication process is defined,
involving human authorisation of the device and its hosted systems. Upon succesfull identifica-
tion, the security controller in the device is provided with the keys allowing the Authorisation
system to identify and admit the device and its systems into the local cloud.

These credentials, key plus ID, will now be used for identification with the Authorisa-
tion system within the local cloud. First the device key is authenticated upon which the
local cloud membership is authorised by the Authorisation system. The Authorisation
system in responce provides the local cloud membership key to the device. Next each
system hosted by the device is requesting membership of the local cloud using the same
schema. This process is then repeated for each device and system to be registered with
the local cloud. Finally all services produced by the registered systems shall be authenti-
cated and registered with the ServiceRegistry system. This process of becoming a trusted
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Figure 33: The sequence diagram for the process of authenticating a service (or system or
device) with its registry thus allowing the registration of the service (or system or device) with
its registry.

device and system/s with trusted service/s within a local cloud is depicted in Figure 32.
A sequence diagram for authenticated registration of a service with the ServiceRegistry
is given in Figure 33. The sequence diagrams for a device and a system registering with
their Registry are identical. In this way any device, system and associated service will
be authenticated with a local cloud and a chain of trust is established.

The operator authentication approach should also be applied to the bootstrapping
of the three mandatory systems plus the SystemRegistry and DeviceRegistry systems.
Thus, providing a first level trust to these very core parts of a local cloud. Here the
security controller within the device/s hosting these five systems and their services will
store the operator interaction generated key together with the respective IDs.

4.5 Creating Arrowhead Framework compliant systems

When designing an application system to operate within the Arrowhead Framework ar-
chitecture devices, systems and services have to comply to the architecture principles.
Following certain design steps will help to design an Arrowhead Framework compliant
system and associated services. The following steps shall be performed to ensure com-
pliancy to the Arrowhead Framework:

• Design according to Arrowhead Framework templates;

• Adapt legacy systems or implement new systems according to the Arrowhead
Framework principles/patterns;

• Perform interoperability tests.
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Besides the available design templates, the work of system architects and developers
is supported through the design documentation guidelines defined in [19].

System design is often created by using already available legacy system components.
In order to support interoperability for legacy systems, these should be adapted to the
Arrowhead Framework. This can be done through adaptor or gateway components,
which can be either integrated to the legacy systems (i.e., within the same hardware ele-
ment), or can be made available as an Arrowhead core system with such gateway/adaptor
capabilities.

To support interoperability testing, Arrowhead Framework provides a test tool which
is further described in Chapter 5.

4.6 Interfacing to legacy systems

Due to the large amount of automation technology already installed there is a clear
need for migration strategy and technology allowing the integration of the local cloud
approach to legacy systems. The Arrowhead Framework automation architecture defines
three levels of maturity. The maturity level indicates in what way an application system
achieves conformance with the Arrowhead Framework; cf Figure 34. Three levels are
defined:

Figure 34: Application systems must publish information about their available services.

• Level-3 The application system implements the consumption (AND/OR) produc-
tion of Arrowhead Framework compliant services without using any external com-
ponents.

• Level-2 The application system implements the consumption (AND/OR) produc-
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tion of Arrowhead Framework services by using a software adaptor. The application
system is thus modified by integrating the software adaptor into the system.

• Level-1 The application remains unchanged. It uses dedicated hardware with soft-
ware responsible for wrapping the application system with Arrowhead Framework
compliant services. This hardware/software system implements a specific interface
that can be connected to an existing system interface and proxies this informa-
tion and functionality to Arrowhead Framework compliant services. The existing
application system can remain unchanged.

4.7 Verification of Arrowhead Compliance

The purpose of the verification is to make sure that the system in question is compliant
to the Arrowhead framework. The following is checked during the verification procedure.

• Can it connect and communicate properly with the mandatory core services?

• Does it comply with the rules for system documentation set for Arrowhead Frame-
work compliant systems?

• Does it produce and consume services of the Arrowhead Framework as it is docu-
mented within its System Description (SysD)?

In order to technically validate the compliance, the Arrowhead Verification Tool has
been created. It supports the following:

• System test and integration procedures through manual, automatic, and scripttests
in order to verify and validate service realisation;

• Development through manual orchestration — to simplify producer and/or con-
sumer interaction (with functionalities such as recording and playback of service
interactions);

• Dynamic simulation of services and the handling of function chains, as well as
service relations and their information exchange.

The compliance verification is to be controlled by personnell to evaluate operational
as well as documentation aspects within different scenarios.

In conclusion, the Arrowhead Framework consists of what is needed for anyone to de-
sign, implement and deploy an Arrowhead compliant system aiming at enabling all of its
users to work in a common and unified approach – leading towards high levels of interop-
erability, supporting the general objective of enabling information exchange between two
IoT devices at a service level. Also further supporting the objective of enabling System
of Systems operation. In turn enabling design, engineering and operation of collaborative
automation systems using a local cloud approach addressing key properties of real time,
security, engineering, and scalability.

For latest update on the Arrowhead Framework and the local automation cloud ar-
chitecture, please consult the Arrowhead Framework wiki [25].
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1 Introduction

In Chapter 2 local clouds were discussed followed by a local cloud automation architec-
ture in Chapter 3. The automation architecture supports the implementation of local
automation clouds. Such implementation is supported by the Arrowhead Framework and
its core systems and services.

The Arrowhead Framework core systems enable the creation and operation of local
clouds. First implementation of these systems and their services are described in detail
in this chapter.

There are currently two types of core services within the Arrowhead Framework:

• Mandatory core systems
needed to establish the minimal local cloud.

• Automation support core systems
extending local cloud capabilities intending to provide support for the design and
operation of local automation clouds and interaction between local clouds.

2 Mandatory core systems and services

Mandatory core systems provide the minimum advisable services to establish a local
automation cloud. The mandatory core systems are

• ServiceDiscovery system — Responsible for registering and enabling discovery of
registered services.

• Authorisation system — Responsible for providing credentials to systems in the
local cloud enabling system authentication and service exchange authorisation.

• Orchestration system — Responsible for providing service consumption patterns
information to the system registered in the local cloud.

These mandatory core services will support the fundamental architectural properties
assigned to a local cloud, as discussed in Chapter 3.

The Arrowhead Framework implementation of the mandatory core systems and their
services provides these fundamental properties to a local cloud. Thus, enabling and
allowing service exchanges between a service producer and a service consumer with the
desired level of security and autonomy, which is briefly illustrated in Figure 1.

2.1 ServiceRegistry system

The Arrowhead Framework provides an implementation of the ServiceRegistry system.
Implementing one of the three mandatory architectural systems to enable a local au-
tomation cloud. The ServiceRegistry system and its ServiceDiscovery service enable
publication, lookup, and deletion of services in the service registry. The underlaying
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Figure 1: Minimal local cloud with indications of mandatory core service interaction enabling
service exchange between two application systems.

technology is DNS with the DNS-SD extension [1][2][3][4][5]. This adheres to well-known
and proven Internet standards and technology.

The ServiceRegistry system is capable of storing reference information to all active
producing services within the local cloud where it is active.

All systems within the local cloud that have services that produce information shall
publish their produced service with the ServiceRegistry system by using the ServiceDis-
covery service. A registration time out is recommended. For systems having sleep periods
such meta data have to be provided. The DNS TXT record provide the location for time
out and meta-data. The ServiceRegistry system uses this information to check for service
availability in the local cloud. No response may result in service de-registration.

ServiceDiscovery service

The ServiceDiscovery service and its interface is defined according to Figure 2. The
service interface provides three methods

• Publish
The publish method is used to register services. The services will contain a sym-
bolic name as well as a physical endpoint. The instance parameter represents the
endpoint information that should be registered.

• Un-publish
The un-publish method is used to unregister a service that no longer should be
used. The instance parameter contains information necessary to find the service to
be removed.
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Figure 2: ServiceRegistry system produces the ServiceDiscovery service with the here depicted
interfaces.

• Lookup
The lookup method is used to find and translate a symbolic service name into a
physical endpoint, IP address, and a port. The query parameter is used to request
a subset of all the registered services fulfilling the demand of the requesting system.
The returned listing contains service endpoints that fulfils the query.

The lookup, publish, and un-publish method sequences are provided in Figures 3, 4,
and 5.

The information model follows the definitions in Section 2.6 and holds two data types:

• ServiceRecord
with the following data:

– Endpoint - string
This datatype implements a representation of an endpoint using DNS A-
records:

∗ Hostname is a String containing the name of the host in format:
name.domain.topdomain, e.g., app.arrowhead.eu

∗ path: 192.168.1.20

∗ Port is an Integer containing the port number, e.g., 8070.
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Figure 3: Sequence diagram for the lookup method of the ServiceDiscovery service.

Figure 4: Sequence diagram for the publish method of the ServiceDiscovery service.

Figure 5: Sequence diagram for the un-publish method of the ServiceDiscovery service.

∗ Edata is a String containing additional information related to the end-
point. Any additional information that is required to identify the service
instance should be stored in the mandatory DNS TXT record, as discussed
in Section 2.6 and defined in [3].

∗ Metadata: key=value
Metadata for the service are stored as key value pairs, could be, e.g., time
to live, sleep period, configurations, payload encoding, compression and
semantics. To allow for the orchestration to understand if any translation
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is necessary, it is proposed that the following three be mandatory:

· Encoding: e.g., encode=xml where XML [6] encoding is used and
specified in the CP (Communication Profile) document

· Compression: e.g., comp=exi when EXI [7] compression is used and
specified in the CP document

· Semantics: e.g., sem=senml where SenML [8] semantics is used and
specified in the SP (Semantic Profile) document

∗ ServiceName - string
Name of the service instance e.g. Temp1

∗ ServiceType - string
e.g. ahf-temperature. coap. udp.

Figure 6: Sequence diagram a REST based system A registration process with the ServiceRegistry
as supported by the ServiceRegistryBridge.

• Query
with the following content:

– Query — string
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where the query string specifies one or several of the data types of the service.
The query will then return a list of all registered services with the specified
data type/s.

To access the ServiceRegistry from a REST based system, Arrowhead Framework has
implemented the ServiceRegistryBridge system allowing easy ServiceRegistry interaction
from a REST — http protocol based system.

The sequence diagram for REST based system interactions with the ServiceRegistry
is shown in Figure 6.

The details of SLA meta-data and priority information in the service registry are
beyond the scope of this book. Please refere to the Arrowhead Framework wiki for the
latest details.

Figure 7: The AuthorisationControl interface with available methods and datatypes.

2.2 Authorization system

The Arrowhead Framework implements two different Authorisation systems. One is a
authorisation and authentication, AA, system. The other is a authorisation, authentica-
tion and accounting, AAA, system. Both the AA and the AAA system meet the basic
objectives requested by the Arrowhead Framework local cloud architecture.

AA-Authorisation system

Here an authorisation and authentication, AA, system is discussed. The AA-Authorisation
system produces the AuthorisationControl service and the AuthorisationManagement
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service.

For the AuthorisationControl service the available interface is AuthoriseControlProvider;
see Figure 7.

The Authorise Control Provider interface provides a clearance for a specific system
to consume a specific service. The method is

• Authorise
with the data types:

– AuthorisationRequest
requests the authorisation for the system addressed by an endpoint string e.g.
coap://192.168.2.30:8000/_viib3._ahf-vibration._udp. The end point
as provided by the orchestration system.

– AuthorisationResponse
responds with a boolean (True/False) request.

A sequence diagram for an application system A requesting authorisation to consume
a specific method of a produced service is provided in Figure 8.

Figure 8: The sequence diagram for system A requesting authorisation to consume the interface
definition and available data types of the AuthorisationManagement service.
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For the AuthorisationManagement service the available interface is AuthoriseMan-
agementProvider; see Figure 9.

Figure 9: The AuthorisationManagement interface with available methods and data types.

The AuthoriseManagementProvider interface provides a number of methods to man-
age authorisation rules:

• AddAuthorisationRules(rules:AuthorisationRulesList)
is used to store new authorisation rules in the providing system.

• ListAuthorisationRules(): AuthorisationRules
is used to present all the rules to the administrator of the authorisation ruling.

• ListAvailableServiceInstances(type:String): StringList
is used to fetch all service instances that currently are stored in the authorisation
system, in order to list consumer systems and producer systems. The purpose of
this method is to allow an administrator to administer all systems.

• ListAvailableServiceTypes(): StringList
is used to fetch the service tyes currently used in the arrowhead system-of-system,
from the authorisation point of view.

• RemoveAuthorisationRule(rules:AuthorisationRulesList) is used to remove a rule
that no longer is valid.

with the datatype:
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• AuthorisationRules
The AuthorisationRules data type contains information about rules that the con-
sumer should be matched against in order to determine if a producer should be
releasing information.

Sequence diagrams for the methods listAuthorisationRules and addAuthorisationRule
are provided in Figure 10 and 11. Sequence diagrams for the other methods can easily
be deduced based on these sequence diagrams.

Figure 10: Sequence diagram for the list AuthorisationRule method of the AuthorisationMan-
agement service providing a list of AuthorisationRules applicable to a system A.

Figure 11: Sequence diagram for the addAuthorisationRule method of the AuthorisationMan-
agement service providing AuthorisationRules to a system A.
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The most recent information on the AA-authorisation system is available in the Ar-
rowhead Framework wiki [9].

AAA-Authorization system

Here an authorisation, authentication, and accounting, AAA system is discussed. The
Arrowhead Framework implementation of the AAA-Authorisation system and is based
on Radius ticket technology.

The published services are

• AuthenticationID service
providing the possibility to complete a Challenge-Response communication with
the Authentication, Authorization and Accounting Server to get a new and an
unique Ticket.

• AuthorisationControl service
providing the possibility of enabling fine grained access control to any resource/ser-
vice for external requests; also provides customised information about the external
consumer.

• AuthorisationManagement service
providing the possibility to manage the access control policies, accounts, accounting
parameters, timeouts, etc.

The available interface of AuthenticationID is AuthenticationIDProvider, see Figure
12.

The AuthenticationIDProvider interface provides a resource for a new Ticket request
based on a Challenge-Response. The method is

• Authenticate ID with the data types

- AuthenticationRequest
request a new and valid authenticator

- ChallengeRequest
returns the authenticator

- ChallengeResponse
sends the username and encoded password, based on the authenticator and
SecretKey.

- TicketResponse
returns a valid ticket with the timeout.

The available interface of AuthorizationControl is AuthorizationControlProvider, see
Figure 13.

The AuthorisationControlProvider interface provides a clearance for an specific sys-
tem to consume an specific service. The method is
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<<abstract>>
AuthenticationIDProvider

+ Authentication(req:Challenge-Response):AuthenticationResponse

<<abstract data type>>
AuthenticationRequest

(from Data)

<<abstract data type>>
ChallengeRequest

+ Challenge:

• Authenticator: Binary

• Timeout: Integer

(from Data)

<<abstract data type>>
ChallengeResponse

+ Response:

• Encoded Password: Binary

(from Data)

<<abstract data type>>
TicketResponse

+ TicketInfo:

• Ticket: Binary

• Timeout: Integer

(from Data)

<<use>>

<<use>>

<<use>>

<<use>>

Figure 12: The interface definition and available data-types of the Authentication service.

• Authorise with the data types

- AuthorisationRequest
request a validation of an specific ticket from an specific remote consumer.

- AuthorisationResponse
returns the validity of a specific ticket, returning extra information about the
owner of that ticket.

The available interface of the AuthorizationManagement service is Authorization-
ManagementProvider; see Figure 14.

The AuthorizationManagementProvider interface provides a number of methods to
manage authorization policies

• Authorise with the data types

- ListPolicies():
to list all available policies.

- AddPolicy(policy):
to add a specific policy.
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<<abstract>>
AuthorizationControlProvider

+ Authorize(req:AuthorizationRequest):AuthorizationResponse

<<abstract data type>>
AuthorizationRequest

+ Consumer:

• Ticket: Binary

• IP: String

+ Producer:

• Ticket: Binary

• IP: String

(from Data)

<<abstract data type>>
AuthorizationResponse

+ AuthorizationResult:

• Valid: Boolean

• Timeout: Integer

• ExpireTime: Integer

• LastLogin: Integer

(from Data)

<<use>>

<<use>>

Figure 13: The interface definition and available data types of the AuthorisationControl service.

<<abstract>>
AuthorizationManagementProvider

+ Change(req:ChangeRequest):ChangeResponse

<<abstract data type>>
ChangeRequest

+ AccountInfo:String

(from Data)

<<abstract data type>>
ChangeResponse

+ Status:boolean

(from Data)

<<use>>

<<use>>

Figure 14: The interface definition and available data types of the AuthorisationManagement
service.

- RemovePolicy(policy):
to remove a specific policy.

- ModifyPolicy(policy,new policy):
to modify an specific policy.

- ListAccounts():
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to list all accounts.

- AddAccount(accountInfo):
to create a new account.

- RemoveAccount(accountInfo):
to remove a specific account.

- ModifyAccount(accountInfo,new accountInfo):
to modify an specific account.

The most recent information on the AAA-Authorisation system is available in the
Arrowhead Framework wiki [9].

MMI-Authorisation system

Within the Arrowhead Framework an MMI-Authorisation system has been defined and
implemented to support operator interaction with the Authorisation systems.

The MMI-Authorisation system provides a graphical user interface that allows a user/-
operator to manage and create access control rules for service producers.

The MMI-Authorisation system use the service AuthorisationManagement to com-
municate with the Authorisation system. The ServiceDiscovery service is used to list
possible service for which access rules can be set.

Figure 15: The MMI-Authorisation system and the services it shall consumed.

The MMI-Autorisation system do consume the AuthorisationManagement and Ser-
viceDiscovery services, cf. Figure 15.

2.3 Orchestration system

The Arrowhead Framework implementation of the Orchestration system provides both
the OrchestrationStore service and the Orchestration service.

The Orchestration system stores orchestration rules and resulting orchestration pat-
terns. The requirements are specified during the design phase using engineering tools.
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These are provided to Orchestration system either via the PlantDescription service or
directly from the engineering tools. New requirements can be provided in runtime upon
which the Orchestration system computes new orchestration patterns which are provided
to the involved application systems.

Orchestration services

The Arrowhead Framework implementation of the Orchestration system produces four
services OrchestrationStore, OrchestrationPush, OrchestrationCapability and Orches-
trationManagement. The Orchestration system also consumes services of type ahfc-
servprod. There are currently two automation support core service of this type, the
EventHandler service; see Section 3.4 and the Translation service; see Section 3.8.

OrchestrationStore service The OrchestrationStore service provides functionality
for storing and retrieving orchestration requirements. An orchestration requirement is
a set of rules which describe the ideal service required by a consuming system. This
could be as simple as a fully defined service contract. But it could also be as complex as
describing service instance requirements, such as physical or geographic qualities.

Figure 16: OrchestrationStore interface with methods and associated data definitions.

The OrchestrationStore interface with methods and associated data definitions is
shown in Figure 16. The methods and associated data definitions are

• GetActiveConfiguration method is used to retrieve the currently active configura-



2. Mandatory core systems and services 261

tion. That means the configuration that should be executed instantly.

• GetConfiguration method is used to get a specific configuration based on the name
of the configuration.

• GetConfigurations method is used to retrieve all configurations for any system, i.e.,
the orchestration configurations for the whole System of Systems.

• ConfigurationTarget data type defines a system that can be orchestrated.

• OrchestrationConfiguration data type defines how a system should be configured
via a set of orchestration rules.

• OrchestrationRule datatype defines a connection between a producer and a con-
sumer. OrchestrationRule contains end point information and consumption pattern
enabling.

OrchestrationPush service The Orchestration Push service is used to push orches-
tration configuration to an application system.

The consumer of the service has orchestration rules that describe a desired ”end-
state”. The producer of the service is a system that has application services that should
be connected to producers, in the Arrowhead network. By pushing the configurations
from the consumer to the producer the receiving system will be able to connect its
application service consumers.

The OrchestrationPush interface with methods and associated data definitions is
shown in Figure 17. The methods and associated data definitions are

• PushOrchestration method is used to send orchestration configurations to the sys-
tem that produces the service.

• ConfigurationTarget data type defines a system that can be orchestrated.

• OrchestrationConfiguration data type defines how a system should be configured
via a set of orchestration rules.

• OrchestrationRule defines a connection between a producer and a consumer. Or-
chestrationRule contains end point information and consumption pattern.

The message sequences for PushOrchestration method is provided in Figure 18.

OrchestrationCapability service Orchestration Capability service provides the ca-
pability to extract the current state in which service is provided by which system and
which system is consuming which service enabling possibility to relate systems and their
services. The OrchestrationCapability can thus be used to extract the current state of
the enabled service exchanges. The state information should be extracted from the Or-
chestrationStore. This provided that all systems have released the orchestrated right to
the Orchestration system.
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Figure 17: OrchestrationPush interface with methods and associated data definitions.

Provided that such state detection can be triggered simultaneously across all local
clouds at a production site, essential state information and topology information can be
gathered through the OrchestrationCapacity service.

The OrchestrationCapacity interface with methods and associated data definitions is
shown in Figure 19. The methods and associated data definitions are:

• GetCapacity method returns a listing of available connections a service supports
as well as the number currently connected to the service.

• GetConsumerTypes method returns a list of consumer types that the system will
support.

• GetProducerTypes method returns a list of producer types that the system will be
able to produce.
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Figure 18: Sequence diagram for pushing orchestration configurations to an application system.

Figure 19: OrchestrationCapability interface with methods and associated data definitions.

• QueryDNS-SD data type implements the Query data structure using DNS address
lookup. ServiceType is a string identifying the service name.

OrchestrationManagement service The OrchestrationManagement service handles
management of orchestration configurations, including creation, editing, and removal of
these configurations.

The OrchestrationManagement interface with methods and associated data defini-
tions is shown in Figure 20. The methods and associated data definitions are

• CreateConfiguration method is used to create orchestration configurations

• DeleteConfiguration method is used to remove configurations for a specific target
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Figure 20: OrchestrationManagement interface with methods and associated data definitions.

• GetActiveConfiguration method is used to retrieve the currently used orchestration
configuration

• GetAvailableConsumers method is used to determine the number of consumers of
a specific type the system can serve simultaneously

• GetConfigTargets method is used to get a listing of the systems that can be orches-
trated

• GetConfiguration method is used to fetch current orchestration configuration for
the specific system

• GetConfigurationsForTarget method is used to fetch all orchestration configurations
for a specific target

• GetConsumerTypes method is used to list the supported service types a system
can consume
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• SetActiveConfig method sets which orchestration configurations that are to be used

• UpdateConfig method is used to update a specific orchestration configuration

• Configuration datatype defines how a system should be configured via a set of
orchestration rules.

• Rule datatype defines a connection between a consumer and a producer

• ServiceType datatype defines the type of service that a system provides Ideally this
data type should be retrieved from the service registry service

• Target datatype defines the orchestration target, that is a system that should be
affected by the orchestration rule(s)

Figure 21: Sequence diagram for the dynamic behaviour when creating orchestration configura-
tions.

The message sequences for all these interfaces is straight forward. Thus only the
sequence diagram for CreateConfiguration is provided; cf. Figure 21.

MMI-Orchestration system

To manage the Orchestration system a GUI is provided through the optional MMI-
Orchestration system. It provides a graphical user interface that allows an orchestration
manager to create connection rules (orchestration) for systems (i.e., for system A and
system B). The MMI-Orchestration system consumes two services, cf Figure22:

• ServiceDiscovery — to register itself into the local cloud

• OrchestrationManagement — where an orchestration manager can create or change
an orchestration rule.
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Figure 22: The MMI-Orchestration system and its consumed and produced services.

It is obvious that complex orchestration rules have to be generated by MES tools or
similar. For now this is beyond the scope of this book.

3 Automation support core systems

To support the Arrowhead Framework architecture a number of automation support
systems and associated services have been defined. Implementations of several of these
are already available at the Arrowhead Framework wiki [9]. These systems and servies
are described in detail below.

3.1 PlantDescription system

The purpose of the PlantDescription system is to provide a basic common understanding
of the layout of a plant or site, providing possibilities for actors with different interests and
viewpoints to access their view of the same dataset. These datasets are to be provided
by the databases integrated in or generated by the flora of computer-aided design (CAD)
tools used by engineers from all disciplines involved in designing a large automation
System of Systems. More detailed engineering scenarios, including intended usage of the
PlantDescription system, can be found in Section 2. It is clear that one plant description
can span several local automation clouds.

A source of inspiration for the design was the standard ISO/IEC 81346 [10], which
specifies that for studying objects and their relations it may be useful to look at them
from different viewpoints, highlighting different aspects of the objects and relations. This
standard is focused on the three aspects function, product, and location, although the
design is intended to be capable of addressing other viewpoints as well.

In Figure 23 different types of information about a plant are illustrated.

• Blue represents the fairly static structure of a plant, such as locations, mechanical
hardware, process equipment, or expected overall functionality.

– This is what is typically provided by the plant description.

• Green represents the Arrowhead systems that are operating within the plant.
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Figure 23: Distinctions between system responsibilities. Only the blue part of this diagram
should typically be provided by the plant description.

– Information about the systems is typically stored as metadata within the sys-
tems themselvs but also in the ServiceRegistry, the SystemRegistry, and the
DeviceRegistry.

• Orange illustrates the link between the overall structure of the plant and the sys-
tems, and thereby shows how a system fits into the larger scale purpose.

– These links may be stored by the systems themselves, in a configuration sys-
tem, and/or as metadata in the SystemRegistry. For replacement purposes it
may be useful to have the information stored outside of the system itself.

• Purple represents an orchestration rule, used to direct Arrowhead Framework sys-
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tems to consume services of other Arrowhead Framework systems.

– Orchestration rules are generated by the PlantDescription system and pro-
vided to the Orchestration system.

Further details on the PlantDescription architectural and technology details can be
found in [11, 12].

PlantDescription services

The two functions GetViewpoint and GetObjectsByNode are the main points of access
to the PlantDescription system. An optional function GetObjectsByTypeId can be im-
plemented to be used as a translator from one viewpoint to another.

GetViewpoint(Type): PlantData The function GetViewpoint is used with an
argument (Type) to get all nodes and links that correspond to this type.

GetObjectsByNode(NodeId): PlantData The function GetObjectsByNode is
used with a specific NodeId to get all nodes linked to the specified node, and those links.

GetObjectsByTypeId(Type, NodeTypeId): PlantData The function GetO-
bjectsByTypeId is used with a specific combination of a Type and a NodeTypeId cor-
responding to the identity by which the node is identified according to that type. The
function returns the same information as the GetObjectsByNode for that node.

Abstract information model

The information provided by the Plant description service consists of sets of nodes and
links that can be used to describe different topologies, hierarchies, and structures for a
large facility. Figure 24 describes the attributes of the three data types PlantData, Node,
and Link.

The PlantData, Node, and Link datatypes are provided in Tables 1 2 and 3. In Table
4 a set of service metadata is provided.

Table 1: PlantData data type description
Field Description
Nodes A collection of (zero or more) nodes
Links A collection of (zero of more) links
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Figure 24: PlantData structure.

Table 2: Node data type description
Field Description
NodeID A name or description for the node that is useful

for human interaction (optional)
NodeTypes A collection of (zero of more) node types
NodeTypelds An identifier or name specific for each type that

the node belongs to (optional)

Table 3: Link:Data data type description
Field Description
LinkID A unique identifier for the link
LinkSource The NodeId of the source node
LinkTarget The NodeId of the target node
LinkTypes A collection of (zero or more) link types
BiDirectional Parameter describing if the link is bi-directional

3.2 Configuration system

The purpose of the Configuration system is to provide a uniform way for Arrowhead
compliant system to manage distribution of configurations. The extent of the configura-
bility of a system ultimately depends on the system itself and therefore the design of this
service is intended to allow different levels of configurations to be transferred using the
same interface, from changes in system parameters to full firmware updates that may
change which services a system is able to produce and consume and other fundamental
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Table 4: Service metadata description
Field Description Mandatory
Plant Identifies the plant, site, area, net-

work, or similar that the instance
contains information on

Yes

ViewpointTypesList of Viewpoint types supported
by the instance

No

LinkTarget The NodeId of the target node Yes

properties.
Through this design the decision of how configurable a device or software system

should be is left to the provider, and not imposed by the framework, while still allow-
ing a uniform method for configuration management across diverse Systems of Systems
containing devices and software systems with different levels of configurability.

The focus of the initial design of the Configuration system has been on the inter-
face towards application systems, the service ConfigurationStore, indicating that further
development of the service ConfigurationManagement may be desired once more part-
ners take an interest in developing powerful management tools for the management of
Arrowhead systems.

Configuration services

To provide the functionality included in this design the Configuration system provides two
services, the ConfigurationStore and ConfigurationManagement. The ConfigurationMan-
agement service is intended to be used by a user or other system to assign configuration
files to configurable devices while the ConfigurationStore is the service to be consumed by
systems on configurable devices to access the configuration files that have been assigned
to them.

Depending on the which automation support core systems are available, what ca-
pabilities the configurable devices/systems have, and what security and identification
mechanisms are used, the interaction scheme might look slightly differently. Figure 25
illustrates how the interaction might look in a scenario where the PlantDescription sys-
tem is used to track which physical device is used to implement a specific function in
the larger System of Systems. Here the device identifies itself using its serial number,
and there are no explicit authentication and authorization interactions included. In a
different implementation the identity used for interaction with the ConfigurationStore
service may be provided to the hardware device or hosted software system during an
initial deployment process, either upon request or as part of an earlier registration with
the Authorization system or an DeviceRegistry system.

A special usage of the ConfigurationStore service is as a deployment mechanism for
software systems, as discussed in Section 4.4. The authorisation of the ConfigurationStore
service to configure a device is provided by the local cloud Authorisation system. In this
way ConfigurationStore is supporting bootstrapping of Arrowhead Framework compliant
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Figure 25: Sequence diagram for configuration of a device through the PlantDescription and
Configuration systems.

services to a trusted device within a local cloud.

3.3 SystemRegistry and DeviceRegistry systems

Both the SystemRegistry and DeviceRegistry systems are in most aspect, a carbon copy
of the ServiceRegistry system. The main and only diference are that they shall register
and store which systems and devices currently are registered with the local cloud.

Currently no implementations are available of these two systems. Such implemen-
tation should, however, be straightforward to implement based on the ServiceRegistry
system and the usage of DNS and DNS-SD technologies.

The SystemRegistry system is capable of storing reference information to all active
systems and their produced services and their hosting devices. Consequently, the De-
viceRegistry system is capable of storing reference information to all active devices and
their hosted systems.



272 Paper I

SystemDiscovery and DeviceDiscovery services

The SystemDiscovery and DeviceDiscovery services interfaces are defined according to
Figure 26.

The service interfaces provide three methods:

• Publish
The publish method is used to register systems or devices. The services will contain
a symbolic name as well as a physical endpoint. The instance parameter represents
the endpoint information that should be registered.

• Unpublish
The unpublish method is used to unregister a service that no longer should be
used. The instance parameter contains information necessary to find the service to
be removed.

• Lookup
The lookup method is used to find and translate a symbolic service name into a
physical endpoint, IP address, and a port. The query parameter is used to request
a subset of all the registered services fulfilling the demand of the requesting system.
The returned listing contains service endpoints that fulfil the query.

The lookup, publish, and unpublish method sequences are provide in Figures 27, 28,
and 29. The sequence diagrams for the DeviceDiscovery methods are almost identical.

The information model for the publish method holds two data types:

• SystemRecord
with the following data:

– Endpoint - string
This data type implements a representation of an endpoint using SRV record
of DNS.

∗ Hostname is a string containing the name of the host in format:
name.domain.topdomain, e.g., app.arrowhead.eu

∗ path: 192.168.1.20

∗ Port is an Integer containing the port number, e.g., 8070

∗ Edata is a String containing additional information related to the end-
point. Any additional information that is required to identify the service
instance should be stored in the mandatory DNS TXT record, as discussed
in Section 2.6 and defined in [3]

∗ Metadata - string
Metadata for the service are stored as key value pairs, e.g., time to live,
sleep period, configurations, payload encoding, compression, and seman-
tics. To allow for the orchestration to understand if any translation is
necessary, it is proposed that the following three be mandatory:
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Figure 26: SystemDiscovery and DeviceDiscovery services with their three interfaces and asso-
ciated SystemRecord and DeviceRecord data types and Query data type.

· encoding is, e.g., xml where XML [6] encoding is used and specified
in the CP (Communication Profile) document
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Figure 27: Sequence diagram for the lookup method of the SystemDiscovery service.

Figure 28: Sequence diagram for the publish method of the SystemDiscovery service.

· compression is, e.g., exi where EXI [7] compression is used and spec-
ified in the CP document

· semantics is, e.g., senml where SenML [8] semantics is used and
specified in the SP (Semantic Profile) document

∗ ServiceNamn - string
Name of the service instance, e.g., Temp1.

∗ ServiceType - string
e.g., ahf-temperature. coap. udp.

• Query
with the following content:
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Figure 29: Sequence diagram for the unpublish method of the SystemDiscovery service.

– Query - string
where the query string specifies one or several of the data types of the service.
The query will then return a list of all registered services with the specified
data type/s.

To access the ServiceRegistry from a REST based system Arrowhead Framework has
implemented the ServiceRegistryBridge system allowing easy ServiceRegistry interaction
from a REST—http protocol based system.

The sequence diagram for REST based system interactions with the ServiceRegistry
is shown in Figure 30.

3.4 EventHandler system

The EventHandler core system is in charge of the notification of events that occur in an
Arrowhead-compliant installation [13]. The Eventhandler system is available to support
scenarios like:

• Providing resource and functional constrained service producers with publish sub-
scribe capability

• Reduce service consumption load on resource-constrained producers

• Provide data filtering

• Support for QoS mitigation handling

EventHandler services

The EventHandler system produces the EventHandling service of the type ahfc-servprod.
The Orchestration system is the expected consumer of this service. Here a service request
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Figure 30: Sequence diagram of a REST based system A registration process with the Ser-
viceRegistry as supported by the ServiceRegistryBridge.

with a specific event handling rule will trigger the EventHandler to create a transient
instance capable of consuming a specific service and producing one service. The services
to consume shall be specified in the event handling rule. The consumed service pay-
load will be filtered according to one or several filering algorithms specified in the event
handling rule. The filtered payload will then be made available by the Eventhandler
system as a transient produced service. This produced service shall support a publish
subscribe capability. The created service shall be published to the ServiceRegistry. Fil-
tering capabilities shall be provided as service meta-data in the form of key pairs in the
ServiceRecord; see Section 2.1.

In addition, event handling rules may specify that the consumed service data should
be stored to a Historian system by a transient consumer consuming the HDataIn service;
see Section 3.6.

One or several consumers can then be orchestrated to consume such service produced
by the EventHandler system. For a publish subscribe usage scenario, the Eventhandler
will select the data filtering algorithm matching the subscription.

Figure 31 shows a sequence diagram for an EventHandler interaction with the Or-
chestration system, application systems and a Historian system.
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Figure 31: Sequence diagram for an EventHandler interaction with application systems and the
Historian system as directed by the Orchestration system.

3.5 QoSManager system

QoS in a local cloud is managed through the QoSManager system [14], which produces the
QoSSetup and the QoSMonitor services [15]. The QoSManager system is responsible for
verifying the feasibility of QoS requests, configuring involved parties, and monitoring the
performance of services to ensure that QoS requirements are satisfied.The QoSManager
system is designed to work in close collaboration with the Orchestration system, and in
most scenarios the Orchestration system is the only consumer of the QoSSetup service.

In a distributed setting, QoS capabilities require the involvement of not only the
producer and consumer of services, but also network actives that are mediating data
transfers in the system and the devices that are hosting the services. The QoS dimensions
that can be tackled within this general setting are

• End-to-end delay - for hard/soft real-time guarantees;

• Message/service prioritisation — when no real-time guarantee is available;

• Data/message bandwidth and computational bandwidth— to accommodate enough
service requests;

• Communication semantics - delivery guarantees and message ordering.

For each QoS dimension, a number of parameters are used to express QoS require-
ments quantitatively. Table 5 presents a list of the QoS parameters for each QoS dimen-
sion, together with their meaning.
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End-to-end delay for a service invocation is a very common non-functional require-
ment in distributed automation System of Systems, and its QoS objective implies the
execution of actions within a deadline. This class of objectives comprises both hard real-
time and soft real-time constraints, the latter representing statistical guarantees on the
communication delay.

Message/service prioritisation involves the ordering of communication flows and ser-
vice requests, based on their urgency. When network actives and devices hosting Arrow-
head systems are concerned with messages and operations related to a service, they will
treat them as having higher or lower priority with respect to other applications based on
these QoS parameters. For this purpose, network actives use priority queues to manage
the messages, and the devices use priority scheduling algorithms in favour of more urgent
services.

Data/message bandwidth refers to guaranteeing sufficient communication and com-
putational resources for a service. This class of QoS requirements is quite common for
service support in SOA applications and slightly less common in embedded applications.
This class of objectives comprises both constraints on the minimum bandwidth for data
produced/transmitted in a time unit, and on the number of service requests supported
in the time unit. Usually, the QoS requirement for requests for bandwidth is applied to
service producers only, since network actives do not track the number of requests and
thus limit their vision over the data bandwidth being used. On the other hand, requests
for data bandwidth are used on both network actives and service providers.

The communication semantics protect the service interactions against events disrupt-
ing the communication infrastructure and the System of Systems in general. This class
spans a set of capabilities that can be requested as part of the QoS. In particular, this
QoS class is used to request assurance of receiving the message at least once, the assur-
ance of not receiving duplicate messages, and the reception of messages in the same order
they were produced.

Some scenarios can guarantee only a subset of the QoS capabilities described above. In
particular, delay objectives can be respected in local cloud scenarios, where the network
actives are under control by the same stakeholder that owns the systems; on the other
hand, if the service consumer and the service producer are connected by a wide area
network such as the Internet, the in-between network is not under control, real-time
objectives are not feasible, and either prioritisation can be provided by means of solutions
similar to Diffserv [16], or communication must operate in best effort.

The setup of QoS is a process strongly correlated with the service orchestration,
performed through the Orchestration service. Arrowhead services are consumed after
they are orchestrated together and obtained through interaction with the Orchestration
service of the Orchestration system, and this latter system is in charge of accessing the
QoSSetup service of the QoSManager system, which takes care of verifying that the QoS
objectives are feasible, of keeping track of resource reservation, and of configuring the
network actives and the devices according to the QoS objectives. Thus, this paradigm
implies that the service request sent to the Orchestration Systems contains both the
functional requirements of the service and the QoS objectives, which are expressed by
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Table 5: QoS parameters

QoS dimension Parameter Type Description

Delay hardRT boolean whether it is hard real-
time or soft

deadline integer maximum delay for the
end-to-end service con-
sumption, in milliseconds

Prioritisation prio integer relative priority of the
communication flow or
service

Bandwidth requests integer minimum number of ser-
vice consumptions that
must be satisfied per sec-
ond

data integer minimum number of
megabytes that must be
produced by the service
or transferred by the
network active

Semantics atLeastOnce boolean at least one copy of the
message must be received
by its recipient

atMostOnce boolean no more than one copy
of the message can be re-
ceived by its recipient

ordered boolean messages in this commu-
nication flow must be re-
ceived in the same order
they were generated

means of a Service Level Agreement (SLA).

Regarding the monitoring of the QoS, the system offering the QoSMonitor service
monitors the performance of services, either directly by having modules running over
network actives and systems, or by accessing logs of network actives and systems, to
detect if QoS parameters are not being guaranteed by the currently orchestrated service
instance; in this latter case, the QoSMonitor service will contact either the Orchestrator
system or the service consumer through the EventHandler system, to instruct them to
repeat the orchestration process. Depending on the configuration at hand, the service
can be offered by the QoSManager system itself, or by a system positioned strategically
in the System of Systems. In the latter case, the QoSMonitor service will be used by the
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QoSManager system to configure its monitoring operations.
An example of exchange of messages related to the orchestration of a service offering

QoS is given in Figure 32.

Figure 32: Sequence diagram for the orchestration of a simple control loop involving QoSSetup
and QoSMonitor services.

QoSSetup service

The QoSSetup service is used to verify the feasibility of QoS objectives for a given orches-
tration. The information returned by the QoSSetup service influences the Orchestrator
system to change device and/or system network and computational parameters to find
a setting for which the QoS constraints can be met. The response to the Orchestration
system is either QoS-OK or QoS-not-OK. On receiving a QoS-not-OK response, the Or-
chestration system has to provide a new orchestration proposal. It is possible that the
proposed procedure may end up in an endless number of iterations, but the problem of
the convergence of the QoS and Orchestration interaction is beyond the scope of this
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book and a matter for further research.

The QoSManager shall be able to retrieve data from the ServiceRegistry, System-
Registry, DeviceRegistry, OrchestrationStore, and ConfigurationStore within the local
cloud. Based on data from these registries and stores, the QoSManager system will be
able to deduce QoS constraints as well as available computational and network resources.
The algorithms used for computing QoS feasibility and for smart QoS management are
beyond the scope of this book.

QoSMonitor service

The QoSMonitor service performs online monitoring of the performance of the services,
network actives, and devices hosting the systems, aiming at verifying whether QoS ob-
jectives are attained or not.

A simple latency monitoring process is visualised in Figure 32, where the QoSMonitor
is orchestrated to subscribe to the service exchanges being part of time critical paths.
The services exchange time-stamped data, enabling the QoSMonitor to calculate total
latency from source to receiver.

It is clear that more advanced monitoring of QoS may be necessary within the local
clouds of larger automation systems. Anyway, this topic is beyond the scope of this book
and a matter for further research.

3.6 Historian system

The Historian system is used for storage, processing, and visualisation of data created
by services in a local cloud, e.g., sensor data. Since the Historian system should be able
to consume a large number of simultaneous active services, it should be executed on a
sufficiently fast computer.

Since a Historian system may interact with a potentially very large number of hetero-
geneous devices and systems, it is beneficial for it to support as wide range of protocols
and data models as possible.

The Historian system can be orchestrated to consume any service in the local cloud.
The consumed data from a specific service will be stored in a file being named as the
consumed service endpoint. Data stored are service payload plus metadata provided by
the used protocol.

Historian service

The produced Historian service has one interface: PutData, with the data types shown
in Figure 33. Every access to the PutData interface will create a file in the Historian
with a filename of ( service endpoint.timestamp).

Figure 34 shows the procedure for a sensor platform that wants to store its sensor
reading in a Historian system.
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Figure 33: Historian interfaces and data types.

Figure 34: Application system interaction to store data in the Historian system data storage.

FileSys service

Service consumers, which can be human operators or other systems, that need to obtain
data stored in the Historian system can use the FileSys service. The FileSys service has
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Figure 35: Interface definitions of the FileSys service.

interfaces and data types shown in to Figure 35.
Figure 36 shows the procedure for an application system that will retrive and subse-

quently delete data from the Historian system.
This service enables clients to store and delete files and folders like a distributed file

system. This service also supports generation of HTML data for creating web-based
interfaces for all files and folders that are stored in a Historian system. This allows
sensor data, or any type of files, to be stored, viewed, and downloaded using standard
web browsers. The HTTP-based FileSystem service also enables third party software,
e.g., MATLAB, Simulink, or Excel, to be used for data processing and visualisation.

Filter service

The Filter service enables application consumers to retrieve data from the Historian based
on the content of the stored data.

For the latest development of the Historian system and its service please refere to the
Arrowhead Framework wiki.

Service information data

The Historian’s data model is primarily based on the SenML specification. Encoding is
either JSON, CBOR, or XML. Other formats may be supported and can be queried at
run time. The Historian understands and decodes all units currently defined in SenML
and can take appropriate actions depending on filter rules, etc. This service can also
be used to monitor when new systems, and existing ones for that matter, initiate data
communication.
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Figure 36: Sequence diagram for Historian system data retrieval and deletion.

Service metadata

The Historian also supports dynamic querying about active devices and systems. Clients
can ask a Historian for all devices or systems, i.e., data sources, that have been active,
for example, current day, last week, etc. Errors are represented using the SigML format.
When using the file system feature, the Historian system is encoding and semantics
agnostic.

The current implementation of the Historian’s services supports a multitude of proto-
cols, encodings, and data formats. For the latest specifications please consult the Arrow-
head Framework wiki https://forge.soa4d.org/plugins/mediawiki/wiki/arrowhead-f/
index.php/Support_Core_Systems_and_Services#Historian_system.

3.7 Gatekeeper system

There is a valid need for inter-cloud servicing, as one single Arrowhead cloud cannot
serve all demands. Here are some examples (use cases) when inter-cloud relations are
necessary or simply better than handling requests at a local level:

• Servicing is not possible: no service provider locally.

• Service provider is not available: is in out-of-order status or registered, but not
found at the time.
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• Servicing is currently not possible: no free resources or the QoS expectations cannot
be met locally.

• Servicing within the home cloud is not optimal (e.g., geographically a different
cloud is closer or better).

One of the major philosophical questions here is about data ownership, whether the
command over servicing belongs to the system (e.g., it can choose its partners) or to the
managing central entities of the local clouds (and these core systems pair up systems for
servicing). As various intelligent decision-making processes (e.g., resource management)
are implied here, in our primary scenario we assume that

• data ownership belongs to the local clouds (but this is not a necessity of the Gate-
keeper services concept)

• one identity of an Arrowhead System of Systems cloud is requesting a service that
cannot be fulfilled in the local cloud and therefore

• it might be viable to look for clients in other Arrowhead clouds

Figure 37: Creating inter-cloud consumer-producer relationship methodology.

The Gatekeeper system provides the following functionality (see Figure 37):

1. Global service discovery : Finding other Arrowhead local clouds with suitable providers
for the requested purposes.

2. Inter-cloud negotiations : authentication, identity verification of the chosen partner-
ing cloud, authorising transactions, and establishing secure connections by manag-
ing the dialogs (“negotiations”) between the clouds for establishing the inter-cloud
producer-consumer relationship.
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Global service discovery

There are several approaches to track the available services outside the local cloud. These
approaches are suitable for different environments and requirements depending on the
regularity of inter-cloud interactions, the volatility of service availability in the different
clouds and the flexibility required from the collaborating Arrowhead System of Systems.

The most basic approach is hardwiring — and manually configuring — information
about a certain set of other Gatekeepers into each Gatekeeper they can turn to; see
Fig. 38. This can be based on the service type, time of day, geographical requirements
(choosing a physically close partner), etc. This concept brings several advantages and
limitations as well.

In this scenario, cloud operators have strict oversight of their Arrowhead clouds and
can easily log the interactivity, set up billing, and access control between operators (fits
business purposes). It is also highly secure: no need for authentication, identity control,
or trust management in any phase. However, there is the need for manual editing of
configuration and hence there is absolutely no option for scaling automatically.

Figure 38: Service discovery in a hard-wired inter-cloud scenario.

The second approach is still based on per-transaction polling of neighbours, but lets
the Gatekeepers automatically detect and poll their neighbourhood. The ad hoc peer-
to-peer detection of neighbours can provide adaptivity for volatile environments (e.g.,
moving cars looking for charging stations along the road). However, it will also pose
a high administrative overhead (for Gatekeeper components) and cause scaling issues.
This methodology will also present a limited list of available resources to the local cloud
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(just from the current contacts). There are several problems to solve here, such as the
tracking, trust management, and authentication of a rapidly changing neighbourhood.

The third approach is pointing towards the creation of a dedicated inter-cloud system,
where the “demand and supply” of inter-cloud requests can meet. The main purpose of
this is to take off the computational overhead from the Arrowhead cloud Gatekeepers
and local core systems in a stock-market, like environment; see Fig. 39. This centralised
entity could provide global matchmaking for the participants of the Cloud of Clouds and
could also centralize resource allocation and trust management. This can be achieved by
tracking the reliability of the parties and providing the requester clouds with only the
globally optimal partnering cloud.

Figure 39: The Cloud of Clouds concept.

Inter-cloud negotiations

After the requesting cloud decides for a partnering cloud, the Gatekeepers of these clouds
will have to perform negotiations to settle the different aspects of the transaction. At the
end of this phase, the requesting system gets a token that will authenticate and navigate
it in the partnering cloud, using the local ServiceDiscovery service. During this process,
the following issues are to be handled:

1. protocol negotiations (Arrowhead Framework version and protocol matching)

2. mutual authentication and identity checking of the parties
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3. actual admission control (authorisation and resource allocation for the transaction
in the clouds)

4. establishing a secure connection between the Gatekeepers, therefore the Arrowhead
clouds (creating the data path)

5. sharing the local ServiceDiscovery data of the partnering cloud (addressing the
partnering cloud from the outside)

6. injecting temporary authorization information into the Authorisation system in the
partnering cloud (access control of the “foreigner” system)

7. the partnering cloud Gatekeeper issues a token for the requester with temporary
entry and shares it with the requesting Gatekeeper

8. the requesting local cloud forwards this token to the requesting system,

9. the system connects to the producer using the partnering cloud’s core Systems

3.8 Translation system

The Translation system provides the transparency capability to Arrowhead local clouds.
The Translation system hosts on-demand proxy capability as transient service endpoints.
That is, the Translation system can be requested to mimic a particular service provider
and consumer pair whose service contract does not match. This is shown in Figure 40.

Figure 40: Arrowhead service contract mismatch.

As shown in Figure 41, the Translation system consumes the ServiceRegistry service
and the Authorisation service and provides a Translation service. The interfaces used for
actual translation are transient services and not registered to the service registry. Thus
they are dedicated to the consuming systems making the request.
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Figure 41: Translator service interface architecture.

The translation system currently supports translation between HTTP, CoAP, and
MQTT. Figure 42 shows the block diagram of the translator. Each protocol has been
implemented as a spoke segment which connects to any other spoke segment. Through
the use of an intermediary structure new protocols can be introduced through the im-
plementation of a service provider spoke and a consumer spoke. Then, based on the
protocol translation requested, the hub will connect the appropriate protocol spokes.
Thereby achieving efficiency of direct protocol-to-protocol translation while only requir-
ing implementation of translation to/from the intermediary structure.

Figure 42: Translator block diagram.

The translation system architecture additionally allows for evolution of more advanced
translation as each spoke can be cascaded as segments. With the addition of semantic,
security, or encoding segments, it would be possible to fully support translation between
domain-specific communication.

To overcome differences in protocol interaction patterns, a protocol spoke must 1)
not rely on any behaviours from a paired spoke and 2) must take proactive behaviours



290 Paper I

Figure 43: MQTT translator operational states.

depending on provider/consumer orientation. For example, in Figure 43, there are four
operational modes for a translator bridging an MQTT spoke and a REST (CoAP/HTTP)
spoke. This is bridging RESTful communication with a publisher-subscriber pattern. In
Figure 43-a and 43-b the MQTT client needs to send/receive data to/from the REST
server. In Figure 43-c and 43-d the REST client would like to send/receive data to/from
the MQTT client.

The Translation system consumes the service registry and the authorisation service,
and produces only a single discoverable service. The translation system dynamically
creates service endpoints; however, these are not registered with the service registry as
they are only available for use by specific systems which are notified directly by the
Orchestration system.

Translation services

The Translation service is used to instantiate new translation instances. The interface
definition can be seen in Figure 45. It takes the service provider service registry record
and the service consumer type reference.

Based on this information the translation service will create a new translation hub
which will host the protocol spokes. One spoke will make service invocations to the
specified service provider and one spoke will mimic the service provider and await service
requests from a service consumer. The service endpoint, HTTP/CoAP URL or MQTT
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Figure 44: Translator sequence diagram.

broker+topic, will be returned to the service invoker. Each new request to the translator
will create a new translation hub.

For the latest update on the Arrowhead Framework and the local automation cloud
systems and services, please consult the Arrowhead Framework official wiki [9].
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1 Introduction

The acceptance of new technology depends to a high degree on usability for the end
users. As the continued usability of technical systems depends on the engineering support
throughout the life cycle, the support for engineering and continued operation is vital
for successful acceptance of new technology. As the Arrowhead systems are envisioned
to cater to a wide array of users in different domains of our society, there will be a need
for different methodologies depending on both the requirements in different areas as well
as the skills expected from the different users.

Across the domains covered by Arrowhead partners a select number of recommended
methodologies have been identified and described. To further illustrate the situations
where the different methodologies may be suitable, a number of scenarios have been
provided. The scenarios range from deployment of numerous sensors at a minimal engi-
neering and operation cost, through high-security, industrial applications to replacement
of devices due to failure or maintenance operations.

2 Engineering of an Arrowhead compatible multi-

domain facility

For very large projects involving automation, especially in projects geared towards the
process industries, it is common that engineers from different disciplines are required to
coordinate the designs of buildings, electrical systems, utilities, piping and instrumen-
tation, process equipment, and automation systems. Most parts used in each individ-
ual discipline are either strictly standardised or available as commercially off the shelf
(COTS), making the design more of a coordination and composition activity than free
design work. The engineering process and its associated information management are
described in greater detail by Yang [1].

Throughout the design and engineering phases, different tools will be used for the
different disciplines. Most of these tools can be grouped together as computer-aided
design (CAD) software. Many of the tools are based on or can export to databases but
they are typically not made to be integrated directly. As the existing tools are very
capable in their respective fields, it is proposed that they are kept separate and that
engineers can keep working using the tools that are best suited for their discipline.

The interoperability of engineering tools is possible today - as long as all partners
follow the same standards. However, as the Arrowhead project targets many domains and
engineering tools have to cover different aspects and life cycle phases of those domains,
there are many standards that could be used depending on the domains and life cycle
phase. Even within a single domain there can be many standards available, as illustrated
by the comparison of standards by Braaksma et al. [2].

In order to synchronise, it’s suggested that the design engineers uses the Arrowhead
Framework, throughout the whole process and uses the PlantDescription (Section3.1)
as a reference tool for objects and systems that have been identified and how they are
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related to each other. At the early stages the PlantDescription can help to coordinate
their work, as the design initially is often focused on the overarching functionality and
names of objects, and responsibilities of subsystems may not be fully decided yet. At
this point the PlantDescription can illustrate how many subsystems may be present in
each larger section and how these subsystems are identified within each discipline.

If the tools are enhanced to integrate with a PlantDescription system directly, it will
allow engineers from different disciplines to populate the design with specific objects and
the data can be synchronised between design tools using the PlantDescription. Through-
out the design phase, all of the engineering data is still stored and maintained in the
formats preferred by the engineering tools in their respective databases. The data in the
PlantDescription should be limited to what objects are present in the separate databases,
how they are identified, and what their relations are.

2.1 Further development of engineering tool
interoperability

As many domains already follow standards relating to one or more of the aspects that
this task aims to address, it seems unreasonable to make all of them follow one stan-
dard. Within the project a number of standards have been identified that all relate to
engineering data to some extent. The following list includes a selection of them:

• CAEX (IEC 62424) [3]

• AutomationML [4] (IEC 62714)

• MIMOSA [5]

• OPC UA [6] (IEC 62541)

• IEC 61449 Function blocks [7]

• IEC 81346 Industrial systems structuring principles [8]

• ISO 15926 Industrial automation systems and integration [9]

• fastAPI Swedish building automation [10]

• IEC 61850 Power utility automation [11]

To alleviate the situation with several standards at the same site, there are already
some initiatives on specific synchronisation between pairs of complementing standards
such as collaboration between AutomationML (IEC 62714) and OPC UA (IEC 62541)
[12] as one example and collaboration between ISO 15926 and Mimosa [13] as another.

The Reference Architecture Model Industrie 4.0 (RAMI4.0) status report [14], a prod-
uct of the German initiative Industrie 4.0 [15], is centred around the standards IEC
62890 for structuring the life cycle and value stream, combined with the two standards
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IEC 62264 (ISA-95) and IEC 61512 (ISA-88) for structuring the hierarchical levels. At a
more detailed level the report suggests a number of standards for different aspects. For
implementation of the communication layer, the report suggests OPC-UA; for the infor-
mation layer IEC 61360 (ISO 13584-42), eCl@ss, Electronic Device Description (EDD),
and Field Device Tool (FDT) are suggested. Field Device Integration (FDI) is suggested
as integration technology and for end-to-end engineering the report suggests ProStep
iViP, eCl@ss, and AutomationML (which uses a topology based on IEC 62424).

Many of the standards concern the parametrisation of the object data, which is im-
portant for compatibility between tools within one domain, but as the target here is
interoperability between tools from different domains it may be sufficient to focus on a
few key parameters for each object and the different relations the objects have among
themselves. Once the interoperability reaches the point of complete integration of all
engineering data into a single data store, the standard ISO 18876, which establishes an
architecture and methodology for integrating industrial data, could be used.

3 Component-based engineering methodology

The concepts and paradigms described here form a basis on which tools and methods for
supporting component-based manufacturing system life cycle can be implemented. The
procedure focuses on the engineering lifecycle of PLC based automation systems and was
developed with the automation systems used for automotive engine assembly operations
in mind.

In the domain of manufacturing engineering, the concept of component and component-
based engineering methodologies aims at providing some level of support for re-use of
pre-validated engineering data across engineering programs. The concept of component
may be materialised physically by a mechatronic or IoT device integrating mechanical,
electronic and software elements. However, a component is more commonly perceived as
a data container that encapsulates various aspects of engineering and their correspond-
ing datasets (e.g., mechanical engineering, control data, process data) for a sub part of
a system and at a given level of granularity. The engineering methodology then consists
in supporting re-configuration and re-use of components in order to accelerate the design
of a complete system.

3.1 Life cycle dimensions

The life cycle of component-based automation system is defined as the composition of
two life cycles that can be concurrent and/or sequential in time:

• Component engineering life cycle

• Component-based system engineering life cycle

The component and system engineering life cycles can be concurrent and/or sequential
in time (depending on system and process-related constraints), but should be de-coupled
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Figure 1: A component might support only one type of function or might result from the inte-
gration of several design dimensions.

as much as possible by dissociating the engineering life cycle of individual components
and the composition of components into a complete system.

The component life cycle will focus on designing a set of individual components (Com-
ponent Library) whose chosen levels and types of functionalities allow for systems that
provide the expected characteristics to be composed. The component engineering life cy-
cle focuses on designing, pre-testing, validating and maintaining individual Components,
while the system life cycle focuses on configuration and composing components into a
complete system.

The definition of the initial set of components (Component Library Design) and in-
dividual components design will evolve through time, based on the knowledge collected
through multiple system engineering life cycles. An example in the domain of manufac-
turing system is the design of a product clamping unit (or clamping component) that
might be updated based on the failures records of similar components deployed in various
production lines, and/or the mechanical design may be updated to accommodate a wider
range of product sizes, and/or a clamping unit and part presence sensor unit may be
merged into one single component in order to facilitate the later system configuration
task.

3.2 Design dimension

The intrinsic nature of systems used in the manufacturing industry (as in most technolog-
ical domains) requires expertise in several domains of engineering. Typically, automation
systems are electro-mechanical systems in which engineering relies on sub-design activi-
ties such as electrical, process control, hydraulic, electronic engineering, etc.

For component-based system design, the implication of having several design dimen-
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Figure 2: Design dimensions across system and component life cycles.

sions has to be considered from both component and system design perspectives. Figure 1
shows schematically how design dimensions can result in components of different natures.
The nature of a component might be of a single type, i.e., support only one type of func-
tions (e.g., type/function A), or a component might result from the integration of several
design dimensions (e.g., electronic and mechanical and software etc).

The choice of building a library based on single-dimension or multi-dimension compo-
nent designs, or a mix of both, might be dependent on many parameters and/or system
requirements: nature of the system being designed, requirement in terms of component
re-usability and system re-configurability, design commonality strategy, technological lim-
itations, etc. However, it is critical for tools and methods to provide some form of support
across all design engineering dimensions, whether at the component or system design life
cycle or both. Figure 2 illustrates the possibilities with design dimensions across life
cycles.

3.3 Data model

Modern system engineering activity results in and/or initiates from a set of digital data.
Specific design dimensions of a system will be defined by a specific dataset expressed in
one or more data formats and generated by specific engineering domains or organisations.
The same design dimension might be described using different datasets and data formats
(e.g., various CAD formats, different control code, etc.). The dataset and data formats
used to describe a system or sub-system are defined as the data model.

For component-based system design, the data model exists at two levels of abstraction:
the component and the system levels. At the component level, the data model will reflect
the grouping of various design dimensions and define a dataset that includes engineering-
specific data expressed in engineering-specific formats, cf. Figure 1 and 3. The component
data model should also include data describing the correlation between various design
dimensions (e.g., mechanical actuator position corresponding to a given logic state).
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Figure 3: Component and system data for the design dimensions used, cf. Figure 1.

Figure 4: Gap between engineering and operation phases of the same system.

The system level data model will define the data required to achieve functional com-
position of component data (e.g., process sequence interlock) and any additional data
required to support system level design dimension, their definition and functionalities.

Digital data enable computer models to be implemented for virtual design, testing,
and validation of both component and component-based systems. Digital models and
the virtual engineering activity that such models enable are of significant importance
when designing engineering tools and methods. Typical virtual engineering tools used
in manufacturing system engineering (e.g., PLM) often include a database and data
management system, system engineering (i.e., engineering data editing) as well as a set
of simulation environments for virtual validation of system design.

Virtual engineering is a critical enabler for achieving efficient design and validation of
component systems. Data models and the virtual models used to simulate and validate
components and systems at various stages of their life cycle create a new design dimen-
sion/life cycle space. One major objective when designing engineering methods and tools
is to avoid the discrepancy between the virtual system definition and its physical imple-
mentation which typically occurs after system commissioning (physical implementation
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and deployment), cf. Figure 4.

3.4 Design guidelines for component-based engineering tools

Following the line of design points made in the previous sections, the following general
guidelines for engineering tools and methods can be stated:

• Life cycle aspects specific to component-based system design

– It is essential to reinforce the difference between component lifecycle (compo-
nent design) and system life cycle (system configuration)

– Component and system design should not be integrated, so that system design
can be achieved with minimum component re-design

– Component and system life cycle should be coupled so that system design
knowledge can be used to refine the design of component design and/or com-
ponent library composition

– Components should be readily configurable pre-tested, pre-validated sub-systems
units

• Design dimensions

– Engineering tools should provide flexibility with regard to the nature, types,
and level of granularity of the components that can be designed and subse-
quently stored in the library

– Engineering tools should provide a clear differentiation between component
design and system design workflow and UI

– Engineering tools should reinforce best practices (for component design and
system configuration) for the type of system being considered

– Engineering tools should provide functions adapted to specific a design dimen-
sion (i.e., engineering domains)

• Data model properties

– Engineering tools should enable editing and storage of component and system
design data in appropriate preferably open formats to enable integration with
other engineering tool environments

– Engineering tools should provide collaborative capabilities in order to enable
component and system data editing by different, possibly distributed, organi-
sations

– Engineering tools should provide seamless integration of virtual and real com-
ponent and system data editing processes
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Figure 5: Basic architecture of industrial IoT automation systems.

– Engineering tools and associated databas management systems should provide
the ability to maintain consistency between digital system data and the real
system (after commissioning/deployment phases)

– Engineering tools should reinforce a component data model versus a system
data model (access, editing, visualisation, etc).

4 Safety and security engineering of IoT automation

systems

Modern IoT automation systems are being increasingly connected to the Internet, es-
pecially when cloud services are involved. This means the overall system is exposed to
cyber security risks, cf. Figure 5. As automation systems are used to control industrial
equipment, such cyber security threats could have an effect on the operational safety of
the overall automation system. Traditionally, the system and especially the safety- and
mission-critical part linked to the control of the mechanical industrial device was isolated
from the Internet. Hence, while safety and reliability engineering had a long tradition in
this domain, cyber security issues have played a minor role.

Therefore, when engineering an IoT automation system, both safety and security and
their interplay must be considered and assured in order to guarantee a smooth operation
and trust in the system.
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Figure 6: Security-aware system design life cycle.

4.1 General approach

Based on the methods that have been consolidated in the research phase of the project,
a safety and security analysis has been made in sync with the engineering process. The
methods for both safety and security analysis include

a) identification of the assets of interest for the stakeholders operating the IoT au-
tomation system followed by system modelling

b) identifying vulnerabilities and threats (security) and their counterparts in the safety
domain (i.e., failure modes)

c) ranking them using risk assessment approaches

A special focus was on threats or failures which threatened cross-domain properties, e.g.,
security threats which endangered the safety or reliability of operation. The result of
risk assessment provides a feedback for system engineers about the security, safety, and
reliability of the developed system and defines requirements for next iterations of the
security and safety concept.

4.2 Performing security analysis

Parts of the methods described for security analysis on IT architectures in an M2M
(machine to machine) context have been published [16]. Based on safety and security
analysis methods, developed by Austria Institue of Technology, an architectural safety
and security analysis on the Arrowhead pilot “smart-engine pilot” was conducted. This
section details the security assessment methodology.

The individual architectural security analysis activities need to be conducted itera-
tively and in parallel to the development process of the entire system. Figure 6 captures
some of the most important activities considered as part of our security analysis and how
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Figure 7: Terms and relations.

Risk
assessment

Risk
analysis

Risk
treatment

Figure 8: ISO 27005 Security Risk Management Process.

this aligns with other activities. Further security analysis related activities, e.g., the de-
sign and evaluation/testing of security features, may be added later. Some methods are
defined per each of the activity groups above, but methods and standards also exist that
capture multiple groups of activities. Another distinction between methods is that some
are considering technical aspects in depth. Other methods address high-level technical
and organisational issues.

The terms which we will be using in this document and their relations are depicted
in Figure 7 and explained as follows. Threat is a possibility that a system can receive an
attack. An attack which is created by a threat exploits the vulnerabilities of the system.
Vulnerabilities make a system more prone to an attack by a threat or make an attack
more likely to have some success or impact. The likelihood is the frequency or probability
of something to occur. The impact is the result of an attack on the system which may
be damage, loss of information or service, manipulation of data, etc.

Methods

The security analysis is usually performed as depicted in Figure 6, starting with threat
modelling, followed by definition of requirements and ending with the risk assessment
procedure. This method is along the risk assessment guideline defined in ISO 27005
standard, on which we rely when selecting the security analysis methods. The basic
steps to perform risk assessment using the guideline are depicted in Figure 8 based on
the ISO 27005 standard [17].

According to the ISO guideline, risk assessment consists of risk analysis and risk eval-
uation. Risk analysis consists of risk identification and risk estimation. The ISO standard
was taken under consideration when developing the security analysis methodology used
in the pilots.

Risk modelling serves the purpose of “abuse cases identification.” “Security Require-
ments” help to initiate security analyses but can also be a result of it. “Risk assessment”
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Figure 9: Microsoft threat modelling process steps.

allows linking the probability of likelihood and the effect of a threat becoming an attack
to, e.g., determining which counter measure development should be prioritised. During
research multiple risk modelling, analysis, and assessment methods have been investi-
gated. The methods which have been consolidated to the security analysis methodology
are detailed in the following sections.

Microsoft threat modelling process The Microsoft threat modelling process orig-
inated from secure code writing efforts at Microsoft in the early 2000s. In 2006 the
Microsoft security development life cycle was developed [18]. The threat modelling pro-
cess consists of the steps shown in Figure 9.

In the initial step the security objectives need to be defined. Decisions made in this
step have a great influence on the following steps in the analysis process. The goal
of the next two steps, application overview and decompose application, is to gain a
good understanding of the underlying system architecture. As an output of these two
steps, architecture diagrams on different levels of detail are created. After having a
clear understanding of the system architecture, potential threats to system security and
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Figure 10: Modelling objects used in a data flow diagram.

already known vulnerabilities are collected.
The decomposition of the application is normally achieved by developing a data flow

diagram (DFD), which consists of processes, data stores, boundaries, and the data flows
between them. For identifying threats and vulnerabilities the so-called STRIDE [19]
method is applied on each DFD component; each letter stands for a category of threats:
Spoofing, Tampering Repudiation Information disclosure, D.o.S, and Elevation of privi-
lege.

Results In order to use Microsoft Threat Modelling with STRIDE, one needs to
know which assets are concerned. This can be discovered by interviewing system experts.
Threats against assets are identified when using STRIDE after decomposing a system in
data source, processes, data flow, and interactors in a DFD. The most important DFD
components are shown in Figure 10 and in a simplistic use case example.

The output or result is a comprehensive list of categorised threats. The identified
threats and vulnerabilities can then be ranked with any risk assessment approach to
derive the most important threat to deal with.

Usage in Arrowhead The MS threat modelling process is currently applied to
a work package pilot. The methodology presented allows application to other pilots as
well. Four cases of high-level architectures have been developed as a starting point for
evaluating the security analysis. This means that by categorising the use cases in such a
way, vulnerabilities/threat examples can be used between pilots. The four cases are

1. A measurement device talking directly to a back-end system which stores data in
a “cloud” or central back-end (called “cloud” for simplicity hereafter)

2. A measurement device talking via a proxy (for multiple devices) at the client side
to a back-end system which stores data in a “cloud”

3. A measurement device talking directly to a back-end system which stores data in
an external “cloud”

4. A measurement device talking via a proxy (for multiple devices) at the client side
to a back-end system which stores data in an external “cloud”
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Figure 11: Data flow diagram for end-to-end security use case.

Application overview and decomposing In the course of the decomposition
process, a data flow diagram (DFD) has been developed together with system experts of
the use case illustrated in a DFD in Figure 11 (a measurement device talks via a proxy
with a cloud back end).

Identify threats and vulnerabilities STRIDE is an established method which
originates from the Microsoft secure software development life cycle guide lines. It is a
method for threat identification and categorisation.

The category of threats can be identified by looking at the system components and
the flow of information between them in a data flow diagram as part of the STRIDE
method.

In STRIDE the elements of the data flow diagram are affected by different kind of
threats defined by an element type-threat matrix. Based on this and the data flow
diagram, the tool generates the list of threats. A group of engineers has to discuss these
threats and decide which is relevant in their use case, and decide mitigation methods.
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Advantages and conclusion The Microsoft threat modelling method is easy and
straightforward to use especially with the available supporting tools (e.g., MS SDL).
Potential improvement of this approach includes the considerations of further vulnerabil-
ity catalogues, e.g., National Vulnerability Database (NIST), IT-Grundschutzor attack
patterns (http://capec.mitre.org/).

DREAD methodology DREAD is a simplistic methodology for linking threat (cat-
egories) to weight motivated by the expected impact. DREAD stands for the individual
issues to consider for each individual threat. DREAD stands for

• Damage potential (how severe the damage is)

• Reproducibility (how easily the attack can be reproduced)

• Exploitability (how hard it is to work out how to attack)

• Affected user

• Discoverability (how easily the vulnerability can be detected)

Each individual threat is awarded a score for each DREAD issue and the average
determines the risk value (high values mean high risks). It is often used in combination
with STRIDE and part of the Microsoft security development life cycle [18].

Results To achieve meaningful results it is recommended that each individual vul-
nerability or threat identified with, e.g., STRIDE is rated for each category of DREAD.
Ratings may come from a pre-defined range (0, 5, 10 are the most common ones). Pre-
definition in this context also means that the security and system experts have to agree
on a consistent rating/scoring scheme (e.g,. what low Damage Potential means) prior to
application. Scores per category are given under the assumption that the threat/attack
has been launched successfully for each vulnerability. The overall risk rate calculation
formula is the following:

Rating = (D + R + E + A + D) / 5

Usage in Arrowhead The MS threat modelling process with STRIDE can be
applied in combination with DREAD to pilots. This was conducted as part of the design
phase. Individual threats have been ranked with DREAD to support finding the security
focus in a first pilot iteration.

Conclusion This simplistic approach was easy to implement using Excel spread-
sheets. It is recommended to conduct the approach in pairs to avoid biased opinions.
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Combined ETSI and STRIDE methodology

We have combined STRIDE threat identification with risk assessment methods stan-
dardised by the European Telecommunications Standards Institute (ETSI) [20]. This
security analysis methodology consists of several steps, which are depicted in Figure 12.
The analysis is a security risk assessment process. Which provides impact- and likelihood
assessment of sub-systems which is aggregated to a final global security analysis results.

Figure 12: Security analysis methodology.

The first step defines security objectives which are to be considered during the whole
assessment. The next step is to build a model of the system and identify possible threats.
Hence, Microsoft’s STRIDE methodology is used for this step to create a catalogue of
the most relevant threats which are then further evaluated to assess their impact and
likelihood of the risk involved. In order to support our analysis, as inputs for assess-
ing encountered threats, interviews with system experts have to be conducted through
questionnaire, survey, or personal consultation.

Defining security objectives According to the ISO 27005 standard, security analysis
has to be performed in the planning stage of the system. At first the security objectives
which are relevant for the system operation have to be determined. Types of security
objectives are

• Confidentiality: Data is only available to the people intended to access it.
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Table 1: Affected security objectives by threat types
Threat type Affected security objective

Spoofing Authentication
Tampering Integrity
Repudiation Nonrepudiation

Information Disclosure Confidentiality
Denial of Service Availability

Elevation of Privilege Authorisation

• Integrity: Data and system resources are only changed in appropriate ways by
appropriate people.

• Availability: Systems are ready when needed and perform acceptably.

• Authentication: The identity of users is established (or accepting anonymous users
allowed).

• Authorisation: Users are explicitly allowed or denied access to resources.

• Nonrepudiation: Users cannot perform an action and later deny performing it.

Generating the threat catalogue Security risk analysis is performed based on ISO
guidelines. It is comprosed of two steps: risk identification and risk assessment. For risk
identification the Microsoft STRIDE method has been used. Each of the threat categories
of STRIDE violates one of the above mentioned security objective, as indicated in Table 1.

Impact assessment In order to estimate risk of the identified threats, their impact
and likelihood need to be assessed. Impact assessment evaluates the consequences of
attacks performed by the threats which directly influence the risk involved. The level of
impact can be measured multiple ways, such as

• Magnitude of loss

• Cost of losing data

• Level of damage

• Cost of unavailable service

• Cost of repair

• Time needed for repair

• Cost of gathering the data again

• Indirect costs (trust, reputation)
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Table 2: Scale, detectability and recoverability assessment
Detectability and Recoverability
Easy Medium Hard

Node Minor Minor Moderate
Scale levels Local

Area
Network

Moderate Significant Significant

Enterprise
Network

Moderate Significant Significant

Scale, detectability, and recoverability assessment In the impact assessment
method, impact depends on two factors, the scale level, and detectability and recover-
ability levels. The scale level expresses whether the attack only targets and has impact
on a particular node or element, and affects the operation of a local part of a system or
network, or maybe even the whole system or network is affected by an attack. Therefore
three values can be assigned to this property (see also Table 2):

• Node: Only the targeted node is affected by the threat; a fault is not propagated
to the adjacent nodes/elements

• Local (Area) Network: the threat affects the operation of the local network

• Enterprise Network: the whole network is affected by the threat

The detectability and recoverability property expresses that in case of an attack how
hard it is to first detect the attack, avert it, and then recover the system to a state that
was present before the attack. These possible values can be assigned to it:

• Easy: Detecting the attack is easy, recovery is quick

• Medium: detecting the attack is moderately difficult or the recovery takes time,
possibly requires user intervention, and the exact state cannot be recovered

• Hard: detecting the attack is difficult, distinct algorithms have to be implemented,
recovery is not straightforward, requires user intervention, and there is possible
data loss involved.

Asset impact and attack intensity assessment In the ETSI standard the over-
all impact level is influenced by two factors: the impact on the asset and the attack
intensity. An asset is basically en equipment or resource which has value to the organi-
zation or the company. The impact of a threat to an asset can be on the following three
levels:

• Low: The concerned party is not harmed very strongly; the possible damage is low
(value 1)
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Table 3: Motivation and difficulty assessment.
Difficulty None Solvable Strong

Motivation
Low Unlikely Unlikely Unlikely

Moderate Likely Possible Unlikely
High Likely Likely Unlikely

• Medium: The threat addresses the interests of providers/subscribers and cannot
be neglected (value 2)

• High: A basis of business is threatened and severe damage might occur in this
context (value 3)

There are also three levels defined for the attack intensity as follows:

• Low: Single instance of attack (value 0)

• Medium: Moderate level of multiple instances (value 1)

• High: Heavy level of multiple instances (value 2)

The two factors considered here are the number of attack instances and the time
interval between the attacks. Based on these the impact is calculated by adding the
impact and attack intensity values together.

Likelihood assessment The second part needed for the risk assessment is estimating
the likelihood of a threat to be exploited and an that an attack is made to the system.

Two approaches have been considered for likelihood assessment, one based on mo-
tivation and difficulty assessment described in [21], the other based on time, expertise,
opportunity, and equipment assessment described in ETSI TS 102 165-1 standard [20].

Motivation and difficulty assessment Difficulty of performing an attack can be
(see also Table 3)

• Strong: Security mechanisms that currently may not be defeated because some
theoretical elements needed for perpetrating an attack upon them are missing

• Solvable: Security mechanisms that may be countered or have been defeated in a
related technology

• None: A precedent for the attack already exists
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Table 4: Attack likelihood factor scoring.
Factor Range Value
Time (1 point per
week)

≤ 1 day 0

≤ 1 week 1
≤ 1 month 3
≤ 3 months 13
≤ 6 month 26
> 6 month attack potential

is beyond high
Expertise Layman 0

Proficient 2
Expert 5

Knowledge Public 0
Restricted 1
Sensitive 4
Critical 10

Unnecessary/unlimited
access

Unnecessary/unlimited
access

0

Easy 1
Moderate 4
Difficult 12
None attack path is

not exploitable
Specialised Standard 0

Specialised 3
Bespoke 7

Table 5: Vulnerability rating.
Attack potential values Resistant to attacker with attack

potential of:
0–2 No rating
3–6 Basic
7–14 Moderate
15–26 High
¿ 26 Beyond high
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Table 6: Risk assignment table.
Value Risk Explanation
1, 2 Minor No essential assets are concerned, or the attack

is unlikely. Threats causing minor risks have no
primary need for countermeasures.

3, 4 Major Threats on relevant assets are likely to occur al-
though their impact is unlikely to be fatal. Ma-
jor risks should be handled seriously and should
be minimized by the appropriate use of counter-
measures.

6, 9 Critical The primary interests of the providers and/or
subscribers are threatened and the effort re-
quired from a potential attackers to implement
the threat(s) is not high. Critical risks should
be minimised with highest priority.

ETSI likelihood assessment According to the standard, this is influenced by five
factors. Based on these factors a scoring scheme is defined according to Table 4.

The scores of these factors are assessed and summarised giving the overall score of
the attack likelihood, which is mapped to vulnerability rating according to Table 5.

Risk Assessment The risk score is calculated by multiplying the scores given to the
likelihood and impact levels defined in the previous chapter. Based on this score, the
risk is determined according to Table 6.

The next step is to assign the risks of the threats of the affected security objective
types. In the ETSI standards the following security objective types have been defined:

• Interception

– Eavesdropping: A breach of confidentiality by unauthorised monitoring of
communication

• Manipulation

– Masquerade (spoofing): The pretence of an entity to be a different entity. This
may be a basis for other threats like unauthorised access or forgery

– Loss or corruption of information: The integrity of data (transferred) is com-
promised by unauthorized deletion, insertion, modification, reordering, replay,
or delay

– Unauthorised access: An entity accesses data in violation of the security policy
in force.

– Forgery: An entity fabricates information and claims that such information
was received from another entity or sent to another entity.
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Figure 13: Assigning STRIDE threat categories to ETSI categories.

• Repudiation: An entity involved in a communication exchange subsequently denies
the fact.

• Denial of service: An entity fails to perform its function or prevents other entities
from performing their functions.

These threat types differ a bit from the STRIDE threat types, but the assignment
between them is quite straightforward (see Figure 13).

The reasons for having the threat categories for the individual threats is that ETSI
defines which of the security objectives are affected by an attack. To wrap up, the
threats generated by the STRIDE method based on the DFD are categorized into one
of the categories in the STRIDE acronym. These categories can be translated into ETSI
threat types.
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4.3 Safety analysis

FMEA/FMECA (Failure Mode Effect Analysis/Failure Mode Effect, and
Criticality Analysis)

FMEA - Failure mode effect analysis FMEA is used to identify potential failure
modes, determine their effect on the operations of the product, and identify actions to
mitigate failures. FMEA is a bottom-up, inductive analytical method which may be
performed at either the functional or component/sub-system level. A successful FMEA
activity helps the developer team to identify potential failure modes based on past expe-
rience with similar products or processes, and enables them to design those failures out
of the system with the minimum of effort and resource expenditure, thereby reducing
development time and costs. It is widely used in manufacturing industries in various
phases of the product life cycle and is now increasingly finding use in the service indus-
try. FMEA can be applied to hardware as well as software, and it allows a quantitative
approach based on known component reliabilities as well as a qualitative one, where no
reliability figures are available but experts judge based on their experience.

Figure 14 shows the basic steps for performing an FMEA analysis. Based on a system
description, the functions of a system are identified. One function is selected and the
failure modes of the function are identified. For a failure mode, the effects and causes
and the probability are identified. This is repeated for all potential failure modes and all
functions. Based on the basic FMEA approach, different extensions were developed.

FMECA - Failure modes, effects, and criticality analysis FMECA extends
FMEA by including a criticality analysis, which is used to chart the probability of failure
modes against the severity of their consequences. The result highlights failure modes
with relatively high probability and severity of consequences, allowing remedial effort to
be directed where it will produce the greatest value. FMECA tends to be preferred over
FMEA in space and North Atlantic Treaty Organization (NATO) military applications,
while various forms of FMEA predominate in other industries.

FMVEA - Failure Modes, Vulnerabilities, and Effects Analysis FMEA ap-
proaches have a long history; they were first applied to military use cases and developed
for hardware risk analysis. They have since successfully been applied to software, pro-
cesses, and even security [22]. Failure effects describe the unordinary or unwanted states
of the system, e.g., the impact, while failure modes, which produce the impact, are sim-
ilar to an attack, but can also be an unexpected event or behaviour. Failure modes are
categorized into criticality and probability levels. The results are assessed in a table and
the risks evaluated, see such example in Table 7.

Application in Arrowhead FMEA analysis was applied on the end-to-end secu-
rity use case. In order to ease the process and combine safety and security assessment,
FMEA was applied to the dataflow model, generated for the security analysis. While
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Figure 14: FMEA methodology.

FMEA was originally developed for hardware, it also generated useful results when ap-
plied to the dataflow model. We developed, based on a literature study, a list of generic
failure modes suitable for elements in a dataflow diagram. We researched different lists
of generic failure modes for industrial systems and developed a list which divides the
failure modes into failure modes for input/output functions and processing units. This
enables the application of FMEA to a dataflow diagram of a system.

Failure Modes for Input/Output Functions:

• Missing Data: Lost message, data loss

• Incorrect Data: Inaccurate data, spurious data
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• Timing of Data: Obsolete data, data arrives too soon/late for processing

• Extra Data: Data redundancy, data overflow

Failure Modes for Processing Units:

• Stops with message: The processing units stops

• Obviously wrong results: The program runs, producing obviously wrong results

• Wrong results: The program runs, producing apparently correct but in fact wrong
results

Failure Modes for Data Storage:

• Missing Data: data is missing

• Incorrect Data: Inaccurate data, spurious data

• Extra Data: Data Overflow

In order to analyse the effects of a failed function, it is necessary to determine, besides
potential failure modes, in which system state the failure happens. System states in this

Table 7: Consequences to persons or environment.
Class Severity level Consequences to persons or environ-

ment
IV Catastrophic A failure mode which could potentially

result in the failure of the system’s pri-
mary functions and therefore cause serious
damage to the system and its environment
and/or personal injury.

III Critical A failure mode which could potentially re-
sult in the failure of the system’s primary
functions and therefore cause considerable
damage to the system and its environ-
ment, but which does not constitute a se-
rious threat to life or injury.

II Marginal A failure mode, which could potentially
degrade system performance function(s)
without appreciable damage to the system
or threat to life or injury.

I Insignificant A failure mode which could potentially de-
grade the system’s functions but will cause
no damage to the system and does not
constitute a threat to life or injury.
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case relate to possible states for the system under analysis. In order to define the severity
of identified effects, a severity classification based on IEC 60812 was utilised.

Based on the results, a number of high-level system goals were defined which should
be considered and implemented by the system in order to ensure dependable operation.

5 Engineering scenarios

5.1 Scenario: Efficient deployment of a large number of IoT
sensors

The use of sensor devices to collect information from the environment is a common tech-
nique for improvements in many areas of society nowadays. However, even if the potential
benefits of using IoT sensor networks for sensing and monitoring the environment have
been widely claimed, their deployment still requires a group of skilled staff. The networks
also often require, long time for system setup and require regular maintenance.

The Plug & Play & Forget paradigm aims to provide techniques, methods, and tools
to fulfil the characteristics of low-cost and easy deployment, operation, and maintenance
of IoT sensor networks. The PPF philosophy contributes to the economical feasibility of
a WSN solution by reducing the system setup time, the need of an expert team to deploy
the elements, and the requirement of regular maintenance.

IoT sensor network deployment tool

The development of a deployment tool for IoT sensor networks stems from a need for
efficient and understandable network deployment. This kind of tool should accept hetero-
geneous inputs such as the surrounding environment (in terms of the morphology of the
site), maximum distances or possible physical obstacles, to suggest optimum locations
for efficient deployment of network elements with respect to QoS, low interference, low
power consumption, better signal propagation, accessibility, etc.

A simulation tool has been developed to determine the optimum location of sensor
and relay nodes from application specific requirements. For a given plant area topology,
the simulation tool gives advice in the placement of the sensor nodes and automatically
calculates the location of the necessary relay nodes.

Figure 15 shows the appearance of the main tool, whose functionalities will be ex-
plained next.

As an application example, let us consider a rectangular plant with four columns
inside, as represented in Figure 16. For that area, a grid pattern is considered indicating
the candidate node locations, cf. Figure 17. The less distance we consider between
grid points, the more accurate our simulation results will be, at the expense of higher
calculation cost.

The simulation tool calculates the network deployment in the following three steps:
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Figure 15: IoT sensor network deployment tool.

Figure 16: Plant environment.
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Figure 17: Available locations for node positioning.

Sensor node deployment Sensor node locations can be entered directly, or alterna-
tively, points of interest can be entered to get some advice on the sensor node placement.
If the points of interest are introduced, a sensing coverage map is represented from the
points of interest with the aim of giving advice in the consequent sensor node deployment.
For this calculation, nodes’ sensing range and obstacle locations are considered. A point
in the plant will be covered by a sensor node if, and only if, the two points lie within the
sensing range and there is no obstacle between them.

Figure 18 shows the target point (or points of interest) input tool. The resulting
sensing coverage map is represented in figure 19. This coverage map gives a clear idea
of the locations for the minimum number of sensor nodes needed to cover all the target
points. A location with a sensing coverage redundancy of 4, for instance, means that
from that location four target points are covered at the same time. In this example, it is
evident that only two sensor nodes would be needed to cover all the points of interest.

Figure 20 shows the sensor node input tool, and Figure 21 the resulting sensing
coverage map. This is the actual sensing coverage map, which is calculated from the
sensor node points. It can be seen how all the target points are covered by at least one
sensor node.

Alternatively, the sensor node locations can be entered directly. In the sensor node
input tool of Figure 22, no coverage advice is given. The resulting sensing coverage
represented in Figure 23 is the same as thats obtained in figure 21.

Initial relay node deployment Once the sensor node locations are determined, relay
nodes are added in order to ensure robust connectivity. Every sensor node in the network
has to be connected with the gateway directly or by means of relay nodes. To determine
whether two nodes are connected or not, an effective distance is calculated (the distance
through an obstacle is increased by a given scaling factor). It is considered that two
points are connected with each other if the effective distance between them lies inside
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Figure 18: Target point input tool.

the communication range.
After determining the gateway position (Figure 24), the relay node locations are au-

tomatically calculated. The developed algorithm minimises the number of relay nodes by
means of sharing relay nodes between different sensor nodes as far as possible. Figure 25
shows the resulting scheme for a given example. Sensor node points are represented as
red points and relay node points as blue points.

Relay node addition After the initial node deployment, more relay node points can
be added in order to improve network lifetime. This is done by adding more relay nodes
near those with higher relaying workload, so that the workload and the lifetime of each
node are more evenly distributed.

In Figure 26 the initial node deployment (with the minimum number of nodes) is
represented. The bar graph of Figure 27 represents the resulting nodes’ power consump-
tions red bars correspond to sensor node power consumption, while blue bars correspond
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Figure 19: Sensor node input adviser tool.

to relay node power consumption. Node power consumption are calculated from nodes’
transmitting and receiving distances. In Figure 28 a redeployment with an extra re-
lay node is represented. From the power consumption represented in Figure 29, it can
be seen how adding an extra relay node contributes to homogenising the nodes’ power
consumption.

Cost of wireless sensor network

One of the main objectives of the deployment tool is to calculate different deployment
solutions in order to determine which solution is the more cost effective. Obviously, a
solution with the minimum number of nodes will be the one with less material cost, but,
at some time, it may become more expensive in terms of maintenance cost, as it would
be necessary to replace some nodes’ batteries more often.

A WSN cost tool has been developed to calculate the overall network deployment
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Figure 20: Sensor node input tool.

cost. The contributions considered are material cost, deployment cost, and travel cost.
For each solution (that is, solutions with different numbers of nodes) two separate costs
have been calculated. In the first case, each node is replaced or maintained at the time
its battery runs out, while in the second case, all nodes are replaced at the time the first
maintenance service is required.

Figure 30 shows the developed cost calculation tool, where specific material and
deployment costs can be assigned for sensor and relay nodes (as well as for the gateway).
Nodes’ power consumption and battery capacity are also required in order to estimate a
lifetime derived cost (nodes have to be redeployed as their batteries run out).

For each solution in Figure 26 and Figure 28 (with six and seven relay nodes), two
separate costs are calculated: one for “single node maintenance” and the other for “whole
network maintenance.” The represented cost is the cumulative sum of the different
contributions as indicated in the legend. For the cost parameters considered, it can be
seen how the seven relay node solution becomes cheaper in time as nodes in the six node
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Figure 21: Sensing coverage map.

solution have to be replaced more often. Furthermore, it can be seen that “whole network
maintenance” becomes cheaper than “single node maintenance” as travel cost has more
impact than redeployment cost.

5.2 Scenario: Swift deployment and configuration

This scenario reflects the situation where a large number of devices are to be installed in
a network where they are to perform different tasks depending or have different configu-
rations depending on the physical location for each device.

The devices are assumed to have identical hardware and identical software preloaded
from a factory, workshop, or back office, the only differences between devices are their
network Media Access Control address (MAC address) and their Serial Number (S/N).
The preloaded software contains the required security measures to allow the device to
connect to the Arrowhead Framework core systems and to use a minimal set of services.

The information describing the different tasks and configurations is stored in a net-
work connected storage area accessible from all locations where devices are to be installed
and in a format that the devices are able to interpret. The generation and management
of this information is not covered in this scenario.

Step-by-step general deployment procedure

Initially (after engineering but before deployment) there are the following systems and
devices:

• A generic, configurable device, ready to be deployed
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Figure 22: Sensor node input tool.

• A node in the PlantDescription representing the device that is to be introduced.

• A node in the PlantDescription representing each system on the device is intended
to fulfil, each of the system nodes has at least one link to associate it with the
device node.

• A configuration in the Configuration store associated with the device node in the
PlantDescription. This configuration contains enough information to allow the
device to host the desired systems and the NodeId by which each system node is
identified in the PlantDescription.

• An identifier that is to be transferred to the device during deployment/bootstrap-
ping that allows the Configuration system to associate the device with the device-
node identifier from the PlantDescription. This may be achieved by using the
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Figure 23: Sensing coverage map.

NodeId from the PlantDescription or by storing a specific identifier, such as a pub-
lic key from a certificate, in the Configuration system beforehand.

• Each planned service interaction between systems should be stored as service links
between the system nodes in the PlantDescription.

• A user interface available during deployment should be able to navigate the Plant-
Description and transfer the previously mentioned identifier to or from the device
through a local interface.

Deployment procedure:

1. Device is physically connected to the network and turned on.

2. Device connects to the network using DHCP, or a similar standardized technology
applicable to the network in question

3. Device looks for the Arrowhead core systems [23] at predefined locations (e.g., on
the local network or a cloud service hosted by the device supplier)

4. Core systems authenticate device as factory configured device with basic authori-
sation

5. The user interface is used to associate the physical device with the device node in
the PlantDescription

6. The device registers with mandatory core systems before access is granted to sup-
port core systems
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Figure 24: Gateway input tool

7. The device uses the identifier to access the Configuration store and retrieve its
configuration.

8. The device configures itself to host systems according to the configuration, and the
systems registers with the SystemRegistry.

9. Depending on the implementation of Orchestration used, one of the following in-
teractions is initiated:

a) The SystemRegistry accesses the PlantDescription providing the association
between the SystemId and the NodeId. The PlantDescription system checks
for all service links to the associated NodeId and requests SystemId, for all
NodeIds connected by service links. Using these provided SystemIds the Plant-
Description system creates orchestration rules for all affected systems

b) The SystemRegistry notifies the Orchestration system with the newly regis-
tered SystemId and associated NodeId. The Orchestration system then queries
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Figure 25: Relay node deployment

Figure 26: Initial node deployment (minimum number of nodes).
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Figure 27: Initial deployment’s power consumption.

Figure 28: Node redeployment (one node added).
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Figure 29: Redeployment’s power consumption.

Figure 30: WSN cost tool.
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the PlantDescription for system nodes linked to the NodeId by service links.
It then uses the provided NodeIds to query the SystemRegistry for associated
SystemIds and creates the desired orchestration rules, possibly also using other
available information such as QoS or similar

c) The newly introduced system requests an orchestration from the Orchestration
system, providing either SystemId or its NodeId. The Orchestration system in
turn accesses the PlantDescription (if necessary after getting the NodeId from
the SystemRegistry) which responds with the appropriate service links. Using
the service links, and other available information, the Orchestration system
provides the requested orchestration back to the newly introduced system.

At the end of the procedure, the operators and engineers should be informed the proce-
dure has been successful or if some part of it failed. This can be done through an event
or subscription mechanism, where involved user interfaces are notified depending on the
result. For example, a deployment failure could first be sent to the user interface that
was used in the deployment process, and only escalated to other users if the user that
tried to deploy the device is unable to solve the issue.

5.3 Scenario: PLC device monitoring

On PLC controlled industrial equipment, services are likely to be provided not by the
device itself for obvious reasons related to security and production contraints, but by
a higher-level network node to which the PLC device is connected. OPC/OPC UA is
a widely accepted protocol for interfacing with PLC controllers and was used in the
Arrowhead project to develop a tool set used to support automation system life cycle
(i.e., design, deployment, operation monitoring, and maintenance). The OPC UA server
is the interface to PLC devices and is used to produce/consume services that cannot be
deployed at device levels.

Two main scenarios of the automation life cycle can be identified during or after the
commissioning phase:

• System configuration

• System monitoring

The configuration of the PLC control system requires downloading of PLC code to
the target controller. For safety, security, and practical reasons, this is typically achieved
through specific and/or proprietary software using a direct connection to the PLC device,
and not via web service provided or consumed by the device itself. The provision of web
service is implemented at a higher level of the system architecture.

Configuration management

For PLC devices which code is generated using the CCE Mapper tools [23], the configu-
ration data for a PLC consists of
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• PLC control code

• Component to FB (Function Blocks) mapping

• Function block to I/O mapping

• Variable list (that needs to be monitored)

• PLC memory addresses/OPC UA variable mapping

• OPC UA server IP (for configuring OPC UA client)

• Service provider server IP (for configuring OPC UA client)

Configuration data generated by the Control Auto-generation tool can be versioned
and stored on the application server for later retrieval by the mapper tool. The config-
uration data is used by the mapper tool to configure the PLC device (i.e., download of
the control code) and configure the OPC UA server and OPC UA client. Once the OPC
UA client is configured, it connects to both the OPC UA server and application server.
The system is then ready to collect data.

The PLC generated data (e.g., state change, fault) are collected by the OPC UA
server. The OPC UA client polls or is notified of PLC events and pushes the data to
the application server, where the data is stored. End user applications or higher level
application servers can consume and process the data.

Example of services provided by the application server layer and related to this op-
eration and maintenance phase related scenarios are listed below:

• StoreConfig: allows the deployment tool to store a new OPC UA server configura-
tion (i.e., OPC UA variable to PLC memory address mapping)

• GetConfig (SysId, Version): allows retrieval of a specific version of configuration
data for a specific system

• GetSystemList: returns a list of systems for which configuration data is stored

• GetLog(SysId, VarTyp, startdate, enddate): Gets log of variable change for a given
system, for a given variable type and time interval

5.4 Scenario: Replacement of device

For a device containing its own configuration, program code, or other local customisation,
the procedure for replacement becomes much more complex than that of simply replacing
a generic device that always operates in the same mode. If the component that has failed
is not capable of providing a copy of its data after the failure, it is very important that
up to date documentation and backup of data is readily available.
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Figure 31: Retrieval of OPC UA client server connection data to monitor PLC device states.

Common current procedure

The current procedure is that all forms of configurations, code and customisations are
documented and stored either electronically or on paper in a repository or archive, man-
aged by the site owner, system supplier or a system integrator. In the event of replacement
of such a device, a new device is acquired and the party responsible for maintaining the
archive or repository configures the device before it is tested and installed at the site
where the functionality is once again verified.

Recommended procedure for Arrowhead

As all Arrowhead devices are expected to be interoperable, it is recommended that they
can support some method of retrieving all device-specific data and that this data can be
used to easily deploy a replacement device.

The proposed method for this is for the relevant data to be stored at a network-
accessible location, with backups, redundancies, and security measures as deemed nec-
essary. As a replacement device is connected and authorised, the stored data can then
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be accessed directly and assigned to a new device through a few services, requiring less
engineering effort.

This method of replacement is intended to be enabled by the Configuration system
and PlantDesrciption system. Further support is given through the deployment proce-
dure that is to be used to give a newly connected device its initial network access and
authorisation so that it is able to find the systems providing Configuration services.

The Configuration services are intended to provide the functionality for storing and
retrieving the device-specific data, for initial configuration of systems as well as reconfig-
uration and replacement of devices.

The PlantDescription services are intended to give a basic common understanding of
the layout of the plant or site, providing possibilities for actors with different interests and
viewpoints to access their view of the same dataset. In the case of device replacement,
this is useful for the technician replacing the device to assign which position the new
device is in, e.g., which old device it is meant to replace.

Specific cases - Device configuration

In some cases and for some types of devices (e.g., many PLC controllers), the services
required to achieve device configuration cannot be accessed by the device itself (e.g. no
direct access to the network of services, limited resources, security/safety reasons, etc.).
In this case the services required to achieve device configuration are consumed by an
external configuration device (e.g., Laptop, machine HMI) physically connected to the
PLC.

Specific cases - Device hardware versions/types

A given PLC control device might be replaced with a device from another vendor. A
typical scenario is update of control systems on legacy production equipment. From an
Arrowhead/Engineering scenario perspective, this implies that a given device configura-
tion may exist in the device configuration database in several formats. In such a case, the
Configuration service would therefore have to provide the ability to select configuration
format as well as configuration version.

Specific cases - Device configuration formats

Device configuration might exist in various formats throughout the device life cycle.
During virtual design, and virtual validation, device configuration may be generically
described (e.g., XML-based description of PLC control logic). The generic description
will at some point be translated into device/vendor specific format (e.g., Siemens Step
7 files) and compiled during installation on the target hardware. The Configuration
service could therefore provide the ability to retrieve a given device configuration in
several formats, depending on the end user requirements (e.g., update of configuration
on the device itself, or device configuration design modification). Possibly services related
to checking consistency between the same device configuration in various formats would
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also be necessary in order to support a scenario such as the one described in Section 5.5.
The need for device configuration format translation could also be investigated.

5.5 Scenario: Device configuration upload

This scenario is based on a common but not always suitable practice typically encoun-
tered in industry, which results in the device configuration being tweaked by shop floor
technicians and engineers either because the initial device design configuration was flawed
or because the machines physical configuration was changed and therefore the control
configuration needs to be changed accordingly. In such case the software/configuration
installed on the physical device may become the gold standard and should be stored in
the configuration database as a new update/version of the previous configuration. The
Arrowhead configuration service should therefore provide the ability to allow a device (or
any device configuration system) to upload a new or update a version of the configuration
in the configuration database.
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