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Abstract

This thesis presents my research on IP Traceback and on QoS admission control.
It also includes a brief discussion about the security problems we are facing today
and how adding new network services affects the original Internet design.

Internet security is an ever rising problem. One identified problem is that the
basic Internet design, with mutual trust between the communicating entities and
stateless intermediate nodes, does not provide any functions that will reveal the
path a packet with incorrect source address has travelled through the network.
In an attack situation this makes it really difficult for the victim to fight the
attack. IP Traceback refers to the mechanism of tracing an IP packet back
to its source. In the work presented in this thesis, a selection of the most
promising proposals on IP Traceback, using packet marking, are evaluated and
also compared with our new proposal.

Quality of service in the Internet is becoming a reality. The idea is to split
Internet traffic into different forwarding classes, where each class will be pro-
vided a specified quality in terms of bandwidth, delay and loss. Some type of
admission control algorithm may be used to decide which flows to admit and
which to reject. From the operator perspective the ideal situation is to find the
threshold where you reach a maximum utilization of the reserved bandwidth for
a specific class, without violating the stated QoS objectives. Several admission
control algorithms have been proposed, but do not seem to reach deployment.
The motivation for the work presented in this thesis was to design an algorithm
that should be simple, yet robust, and easily deployed in existing Internet in-
frastructure. The core idea of our proposal is to use existing router mechanisms,
originally used for traffic shaping and policing, to measure current traffic load.
We then utilize the delta between reserved capacity according to peak rate, and
measurments, to make current and future admission limit estimations.
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Det är de döda fiskarna som flyter med strömmen, de levande simmar
emot.

Okänd

It is not what you don’t know that will get you, it’s what you do know
that ain’t true.

Mark Twain
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Introduction

You are sitting by your computer when you hear the familiar beep announcing a
new e-mail in your inbox. You switch to your e-mail application to read the new
e-mail. It’s from your dear friend Annika. A smile is spreading across your face
and you open and read the e-mail. But something seems to be strange. Annika
writes in English. Why would she write to you in English, she always writes in
Swedish? With this e-mail follows an attached file which you are encouraged to
open. Should you open this attachment?

Internet is today taken for granted and a big part of the infrastructure is
built around computers and computer networks. Around the world new users
and applications are added to the Internet every day. Security is an ever ris-
ing problem and with more and more sophisticated automatic intrusion tools
attackers can get their hands on millions of computers. These so called slaves
or zombies can work as efficient DoS attack tools or form giant calculating clus-
ters. This can then be used for criminal acts including extortion and password
cracking.

Today more and more services are added to the Internet. IP telephony
and streaming media are two services that require guaranteed access to work
sufficiently. The common belief is that this can be achieved with quality of
service where this type of traffic can travel through the Internet using leased
lines. However, some people indicate that most backbone Internet operators
have a policy of increasing their capacity whenever the load gets over 50 percent.
Thereby there is less need for quality of service mechanisms in the network,
because ”best effort” in general is good enough for IP telephony and streaming
media applications. That might be true today. But what if we try to take a
look at tomorrow.

E-mail soon became a useful and popular Internet service, but that has
changed slightly due to all the spam. Most of us have spent a lot of time deleting
spam. Today spamfilters operate to reduce the amount of unsolicited e-mail
that reaches the users. However, some surveys show that around 70 percent of
inbound traffic at organisations that rely on Internet for their communications is
either spam, or other types of illegitimate messages. The tight spam filters that
are set up to remove the spam, becomes a denial of service problem themselves,
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2 Internet Services and Security

since there are no guarantees that legitimate important e-mail messages are not
filtered out as well. This have caused that people tend to move back towards
other communication channels like voice e-mail, when it is urgent.

Let’s say that 70 percent of all e-mail messages is junk, that implies that 70
percent of all e-mail traffic sent over Internet also is junk. What if we reach a
scenario where most of the traffic in the Internet is junk or illegitimate. Besides
all unnecessary e-mail traffic we find a lot of traffic generated to perform denial of
service attacks, traffic generated to perform dictionary harvest attacks or search
web pages in order to find legitimate e-mail accounts to spam. We also find
traffic generated by ftp archives to spread illegitimate copies of music, movies,
porn and software, there is also a lot of traffic generated by various Internet
games and from file sharing applications like BitTorrent. Will the Internet
operators still be interested in investing effort and money in increasing their
capacity, or will we move towards a scenario where they stop increasing their
capacity and start getting paid to deliver guaranteed service to authenticated
customers?

In some sense you can say there is a war going on in the Internet. I recently
read an article with the heading ”Can e-mail survive” [23]. After the latest
news about network attacks and activities in the hacker community I think the
question really is, will Internet survive?

1 Design principles of the Internet

In order to understand why there are such problems with Internet security, we
must first understand the basic design principles of the Internet. The same
principles that made it possible for Internet to evolve so rapidly and become
such a success, also made Internet vulnerable to security attacks.

Internet trace its beginning back to the early 1960s. Computers were be-
coming increasingly important although very expensive. It seems natural that
people must have thought of how geographically separated computers could be
more efficiently utilized and shared among different users. Circuit switching,
which is used in telephone networks is designed for constant transmission rate
and was therefore not supposed to work well for computer communication.

Three different research groups at MIT, Rand institute, and NPL (National
Physical Laboratory in England), all unaware of each other, started investigating
packet switching as a technique for computer communication. It was supposed
to fulfill the data transmission demands with bursty traffic sources in periods
of activity, followed of periods of total inactivity.

The work at MIT, Rand, and NPL was the first step towards today’s Inter-
net. On Labour day in 1969 the first packet switches known as interface mes-
sage processors (IMPs) was installed at UCLA, followed shortly thereafter by
three additional IMPs being installed at the Stanford Research Institute (SRI),
US Santa Barbara, and the University of Utah. The network was called the
ARPAnet (from Advanced Research Project Agency), and was the first packet
switched network and the ancestor to today’s Internet. In 1972, the first public
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demonstration was given. By that time, ARPAnet included approximately 15
nodes .

Additional packet switched networks were formed around the world, such
as ALOHAnet (Hawaii), Telenet (England), and Transpac (France). They were
all single closed networks, not able to communicate with each other, but still
networks.

1.1 The DARPA project

The pioneering work to build an architecture that would make it possible to
connect networks together started under the sponsorship of DARPA (Defence
Advanced Research Projects Agency). Two important persons in this project
were Vinton Cerf and Robert Kahn. The aim was to interconnect networks
and make it possible to communicate from network to network in a transparent
way. [4].

The original goal of the DARPA project was to interconnect the ARPANET
with the ARPA packet radio network. This internetwork was designed to op-
erate in a military and possibly hostile environment. This is a very important
factor which strongly coloured the design decisions for their internet architec-
ture. Their design was the first building blocks and still form the cornerstones
of today’s Internet.

A direct result of that the network was intended for a military context was
that survivability was set as the top level goal. Thereby saying that the most im-
portant thing is that if something happens in the network and several networks
and gateways are failing, as long as there still remains one path between the two
communicating entities, they should be able to continue their communication
without having to re-establish the high level state of their communication. In
other words, the architecture was to mask any transient failure, and the only
real failure was caused by total partition.

The second goal was that the Internet architecture should support a various
kinds of services at the transport service level. The transmission control proto-
col (TCP) was developed to meet the second goal. At first TCP was intended
to be general enough to support the full range of services. However, it was early
recognized that different services had very different requirements in terms of de-
lay and throughput. An important observation was that the most serious source
of delay in networks is the mechanism to provide reliable delivery. This made
TCP unsuitable for real time delivery of digitized speech. Another application
that was outside the range of TCP was the cross-Internet debugger, since in
case of stress or failure it was better to get whatever could get through rather
than insisting that every byte sent should be delivered in order. This caused
TCP to be divided into two layers, the IP and TCP layer, where IP was the
building block for a variety of services, represented by the datagram. UDP was
then created to provide an application level interface to the basic ”best effort”
datagram service of the Internet.

The third goal, which stated that the Internet should accommodate a variety
of networks, was met by making the minimum basic assumption that a network
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can transport a packet or datagram of reasonable size, and support some suitable
form of addressing. In other words, understand the IP-header and forward an
IP-packet towards its destination.

The fourth goal declared that there should be no global control over the
internetworked networks. Hence no single entity should have control over the
Internet. This is probably one very important factor, when talking about the
possibility for Internet to grow so rapidly, since no single authority had to
give their approval. But it has also put Internet in a situation where almost
anyone can become an ISP. Internet is today a collection of networks connecting
hundreds of millions of computers. How they communicate is decided by a well
defined set of protocols, but fact is that many of the early network protocols
were designed without security in mind. With this enormous amount of hosts,
implementing changes in Internet is not easy, and every change also needs to
be compatible with already existing implementations to become useful. With
no central control over the Internet, and no common legal oversight, forcing
changes becomes very difficult.

The remaining three goals were cost effectiveness, ease to add hosts, and
accountability. These goals were due to priority less effectively met, which may
be especially true for accountability.

The following list summarizes the goals which were defined for the Internet
architecture, with falling priority [7].

1. Internet communication must continue despite loss of networks or gate-
ways

2. The Internet must support multiple types of communications service.

3. The Internet architecture must accommodate a variety of networks.

4. The Internet architecture must permit distributed management of its re-
sources.

5. The Internet architecture must be cost effective.

6. The Internet architecture must permit host attachment with a low level
of effort.

7. The resources used in the internet architecture must be accountable.

1.2 The end-to-end argument

The end-to-end argument has been the leading star for the development of func-
tionality in the Internet. It can be seen as a kind of ”Occams razor” when it
comes to choosing the functions to be provided in a communication subsys-
tem. It suggests that functions placed at low levels may be redundant or of
little value compared with the cost of providing them, and argue for moving
functions upward, closer to the application that uses the function. Functions
that applications will need to double check and take proper actions to repair if
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they have failed, is often not necessary to implement in lower layers. Examples
include but are not limited to, reliable delivery, secure transmission, in order
delivery, and authentication [19].

As described earlier, the primary goal of Internet was that communication
should continue even if networks and gateways were failing. Although this pri-
marily was a security concern, it resulted in stateless intermediate nodes, and
high level functionality primarily residing in the hosts communicating. Alto-
gether the communication relies on the ability to trust the behaviour of indi-
vidual users and have made Internet very vulnerable to misbehaving hosts.

1.3 Internet security

In 1988 Internet was a well-established technology. It was used to exchange
research and information through e-mail and telnet. In September this year the
third TCP/IP conference and exhibition (later INTEROP) took place, where
50 invited vendors came together and demonstrated how well their different
TCP/IP products all worked together. This event marked the start of the
explosive growth of the commercial Internet. During the 1990s, significant ad-
vances were made in the networking area, increasing speed and capacity and
reducing the price. However the main contribution in the Internet area of the
1990s was the World Wide Web. By serving as a platform for hundreds of new
applications it brought Internet into the homes of people all around the world.

Back in 1988, Internet mainly connected researchers and developers, and
security was not a primary concern. November 2nd this year the ”Morris worm”
hit the Internet, and caused an estimated number of 6000 installations to shut
down or disconnect from the Internet. This represented about 10 per cent of
all computers connected to the Internet, and rendered the Internet to become
practically useless. Reactions to this incident were isolated and uncoordinated,
resulting in much duplicate efforts and conflicting solutions.

The Morris worm was the first Internet security incident to make headline
news and served as a wake up call for network security within the Internet
community. Soon after the Computer Emergency Response Team Coordination
Center (CERT/CC) was formed by DARPA in response the needs exhibited
during the Morris worm incident. Soon thereafter followed by among others,
the Computer Incident Advisory Capability (CIAC), which was formed by the
United States Department of Energy, and the National Infrastructure Protec-
tion Center (NIPC) at FBI. The year after, in 1989, the Forum of Incident
Response and Security Teams (FIRST), was formed in response to a need for
better interaction between different incident response and security teams. In-
cident response and security teams continue to form around the globe. Today
security is a primary concern within the Internet community and a lot of time
and effort is spent on increasing security and mitigate the effect of different
network attacks and reducing threats.
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1.4 Current situation

There is a constant battle between the security companies and the organized
hacker industry. Internet is today facing a number of different threats and the
attack methods and tools are becoming increasingly sophisticated. Today most
companies and organisations realize that network security is important, but
do they realize exactly how important it is, and how rapidly attack tools and
software evolve?

Reality today is that if you connect a computer to the Internet without se-
cure system configuration, the latest security updates, and up-to-date antivirus
software, that computer will soon become infected by malware, spyware and/or
taken over by intruders and used as a zombie or slave in a so called botnet,
thereby participating in various network attacks.

In general, if you install a Windows PC using a basic installation and attach
it to the open Internet with the aim to download and install necessary security
updates, you run a great risk of being infected before the updates are installed.

1.5 IP Spoofing

Many of the problems in the Internet resides from the lack of reliable identifica-
tion of the source. It is quite easy to forge the source address of an IP-packet,
known as ”spoofing”. It is also possible to forge the MAC-address of the network
interface.

IP spoofing is often an important ingredient in network attacks, and spoofing
or lack of authentication in combination with vulnerable software within the
hosts render the vast majority of all security problems we are facing today. Since
the host itself originally was designed to hold all high level state information
and functionality, the Internet backbone infrastructure had very limited power
to improve the situation. Intermediate nodes not originally designed to support
functionality that makes it possible to trace a packet along its path back to the
sender, in general make it difficult to identify attacking machines or to catch an
intruder.

Several network attacks like man in the middle attacks, redirection, packet
sniffing and eavesdropping are forcing an increase of applications which sup-
port encrypted communication. The identity of the communicating parties can
normally not be trusted. In order to verify the identity of the communicating
parties and establish the context in which the two parties will communicate, a
mutually trusted third party needs to be involved. This essentially solves the
problem of host authentication, but to finally solve the source address forgery
problem, host authentication has to be a mandatory requirement for all Internet
access and communication.

Vinton Cerf, often referred to as the ”father of the Internet”, visited our
university during 2005 and said ”if I would have the chance to redesign the
Internet, I would probably add some kind of host authentication mechanism”.
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1.6 Network attacks

Spam and malware sent through e-mail is an increasing problem. Except the
traditional ways of collecting legitimate e-mail addresses, spammers can perform
directory harvest attacks (DHA) against e-mail servers. A DHA is performed
by running a program that guesses at possible e-mail addresses within a domain
and attempts to send messages to those addresses. E-mail addresses are guessed
by simply performing a brute force attack (i.e. trying every possible character
combination), or using lists of names in combination with the fact that e-mail
addresses often follow certain patterns. If the server rejects the requests, the
conclusion made is that the account does not exist, while addresses that are not
reject are deemed valid. If the DHA is aggressive, it may mimic a denial-of-
service attack and slows down legitimate e-mail delivery [10].

Denial of service (DoS) attacks is another serious problem. The aim in this
type of attack is to cause a loss of service to legitimate users. This can be
achieved by consuming the bandwidth in the victim network or consuming all
computational resources in a host.

Examples of host DoS attacks include sending lot of connection requests and
thereby occupying all available connections, sending corrupt or unexpected data
that will cause the machine to hang or crash, or use techniques to consume all
available disk space or CPU. Networks are attacked by sending huge amounts of
network traffic, thereby overloading the capacity of the network or the capacity
of single network components.

A more efficient DoS approach is to perform a distributed denial of service
(DDoS) attack [15]. In this scenario a collection of computers are attacking
the same victim. They can either be fooled to participate in an attack by
responding to requests where the source address are forged and replaced by the
victim address. These are typically named reflector attacks. Vulnerable hosts
could also become a so called slave, zombie or robot in a network of hijacked
computers, controlled by an attacker.

The first tool for distributed DoS was developed in 1998 and DDoS tools
have today reached a level of high sophistication. The most current threat is
known as botnets (the term bot comes from robot). Bot software can seek out
and place themselves on vulnerable computers. It is rather stealthy and are
believed to propagate slower than a worm, and the activity is therefore much
harder to detect. After hijacking a computer the bot software silently runs
in the background, listening for commands through an IRC-channel or over a
peer-to-peer network, often using encrypted communication. The user remains
oblivious. It is common that botnet-owners or ”herders”, uses free DNS hosting
services such as Afraid.org, DynDns.org and No-IP.com, to point a sub domain
towards the IRC server that harbour the bots. A botnet can be used to attack
various victims. With a large botnet it is easy to launch attacks that are so
powerful that it easily can disable even the largest and most well-connected
victim.

Botnets may be programmed to perform a number of different tasks. Be-
sides performing powerful DoS attacks, it is known that they are used to relay



8 Internet Services and Security

spam, launch phishing attacks and steal confident information. Botnets can also
be used to create gigantic distributed supercomputers for breaking encryption,
especially on passwords. With this attack power at hands it may be used for
extortion and can also be rented by companies to attack their competitors or
send massive amounts of spam.

The largest botnet known was recently discovered. Three Dutch guys have
been arrested suspected for running this attack network of hijacked comput-
ers. It was first believed that they controlled around 100000 computers but
after early investigations this number was changed to more than 1.5 million
computers. The current trend is that bot software is becoming very versatile
and develop fast, taking advantage of the latest software flaws and adding new
functionality [15].

The rapid growth of Internet has increased the complexity and made it far
more difficult to protect against network attacks. Today there are around 400
million hosts registered in the DNS [35], and it has almost doubled the last year.
The frequent use of NAT especially in rapidly developing countries, which have
a limited number of IP-addresses, implies that there are a lot more hosts, but
no one knows the exact number. With this enormous amount of hosts in the
Internet, and the fact that security in the Internet more or less rely on the level
of trust in each host, we start to grasp how big this problem really is.

It is said that a network is not more secure than the weakest point and
that is often equal to each host that can connect to the network. No matter
how thick firewalls you have, you still have to protect your hosts and network
against legitimate users, that unaware or aware of the consequence of their act,
are downloading malware from the Internet, through e-mail, through portable
media or attach a laptop that is infected. The overall network security truly
rely on the security configuration and integrity of each individual host.

The explosive growth of the Internet is straining the scarce technical talent,
and non-technical people may be pressed into service as system administrators.
Managers are beginning to realize that security is important but without fully
understanding the risks, they may not give security a high enough priority nor
assign adequate resources for education. Even the experts within the Internet
community repeatedly seem to be caught with their trousers down when it comes
to estimating the magnitude, or forecast the evolution of security threats.

Botnets are currently considered one of the most serious security threats
on the Internet. When the three Dutch cyber criminals were arrested, Simon
Hania, chief technology officer at the Dutch Internet providers XS4ALL, told
the Associated Press that even though the botnet was enormous, it was just ”a
drop in the ocean.”

”These things destroy the Internet,” he said [20].
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2 Internet in the future

The concept of the basic Internet design was that packets should be able to
flow transparent and unaltered through the networks, with the unique identifier
being the source and destination address of hosts residing anywhere on the global
Internet. Even though the Internet community in general has been fighting to
keep the end-to-end transparency, Internet is actually moving away from that
philosophy. There are a number of reasons for this change.

2.1 Firewalls and traffic filters

These elements are often placed in the network and not in the hosts themselves.
Their main purpose is to protect end users by filtering away spam and other
types of illegitimate network traffic or blocking access to various network ser-
vices. Filtering can be applied both on inbound and outbound network traffic.
This essentially breaks the end-to-end arguments by moving functionality from
the end user to the transporting network. But in the increasingly hostile Internet
environment, we are becoming more and more dependent on their functionality.

2.2 Intranets

Many companies and organizations today have their own private corporate net-
works, a so called intranet, which is connected to the Internet in a carefully
controlled manner. Intranets are often motivated by a more efficient resource
management and increased security. Mail filters, web proxies and various filter-
ing functions and firewalls controlling in and outgoing traffic are often applied.
Even though the network internally are using TCP/IP for their communication,
non routable addresses may be used for the internal communication and thereby
definitely breaking the end-to-end transparency. An intranet may be seen as a
secure building or area. Although the level of security can vary, more or less
everything that goes in and out can be controlled at the guarded gates.

2.3 Network address translators

Network address translators (NAT) was essentially invented to deal with the
shortage of network addresses in IPv4. A NAT makes it possible to translate
addresses between networks of computers with non routable addresses and the
Internet. This may definitely break the end-to-end transparancy and may also
totally hide the user identity to the other end point. There have been an in-
tense debate about their existence since they break applications that depend
on end-to-end transparency. Today NAT is widely used and new functions
are added that address the problems with applications that require end-to-end
transparency [25] [30].
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2.4 Reflections

The rapid evolution of all kinds of malware with constantly added functions,
which by the use of more and more sophisticated methods are spreading through
an increasing amount of applications, has made it very difficult even for edu-
cated users to protect their computers from being infected. By the use of various
rootkits the user often remains oblivious, never even suspecting that the com-
puter has been compromised. While users sit at their desktops working, their
computers may at the same time be participating in a distributed denial of ser-
vice attack, launched against a company, who did not pay the required ransom.

With the most recent news about botnets with millions of hijacked computers
in mind the question is, will Internet survive? There is a war going on out
there, where legitimate users, system administrators and the security companies
constantly have to do everything they can to fight the increasing number of
threats launched by the organized hacker industry. The hacker industry no
longer apply to some script kids playing around with peoples computers just for
fun. Instead it now seems to reach the level of heavy organized crimes with big
money involved.

We can be quite sure that the number of different security threats will con-
tinue to increase and become even more sophisticated. An unavoidable effect
will be that edge networks will become more and more invisible, moving towards
heavily guarded networks with sophisticated security control functionality ap-
plied at their borders. For companies and organizations, the increasing number
of exploited vulnerabilities and the frequent need of applying updates, and re-
configure or reinstalling computers, will probably influence a move from stand
alone desktops to thin clients, since it will be much easier to maintain both from
the system administrator perspective and the user perspective. This may also
pose a different view of the end-to-end principle.

The great benefits of the end-to-end argument have been that it has pre-
served flexibility and generality of the Internet which made it possible for new
applications to be introduced easily. An increasing amount of control functions,
even though they are motivated by increased security, jeopardizes the benefits of
the end-to-end argument. If it finally brakes it may have a negative effect on the
speed of new applications and innovations applied in the Internet. However, the
overall user today is far from being the technical user that operated in the early
days of Internet and with hundreds of millions of hosts out there, fact is, we can
no longer rely on users mutual trust. If new control functions are not added
to maintain an ease of use and protect ordinary users from security threats in
the Internet, I believe the ordinary user would finally reach a threshold were
the required effort to maintain and protect their home desktop would exceed
the service gain from having Internet access. We may then reach a stage when
Internet may be abandoned by the ordinary user.
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3 My research

My research resides in the network service area. Basically, the network con-
sists of links and forwarding elements (i.e. routers). When adding new network
services it is important to consider how much the new service will affect for-
warding performance. Another important aspect is deployment. A change that
requires exchanging all routers or exchanging the software in all routers, may
never happen.

3.1 IP Traceback

The term IP traceback refers to tracing an IP packet from the receiver, along
the path it travelled through the Internet, back to the sender. In order to
trace a packet you have to find out which routers that forwarded the packet.
In general IP Traceback can be performed in two ways. Either by marking
packets when they are forwarded by a router or by logging traffic that pass
through a router. Logging every packet would require huge amounts of storage
capacity, and if not performed by an entity specifically assigned the task, pose
a significant extra load on the router. It is therefore considered impossible.
Suggested packet marking techniques require that a router “stamps” the packet
in some way or sends an extra packet containing information useful for tracing.
The immediate thought might be that every router should stamp every packet.
This is not considered a good approach due to significant router and network
traffic overhead. Instead proposed solutions suggest that stamping is to be
performed at a certain sample rate. One problem related to stamping is how
to perform the stamping, since the IPv4 header does not include a field for
stamping. Whether stamping the passing packet or sending an extra packet,
the packets are collected at the victim. The collected packets can then be used
to reconstruct the attack path. A limitation is that a successful reconstruction
requires lots of packets and therefore only apply to flows of attacking packets.

The need for IP Traceback is triggered solely by the fact that it is possible to
forge the IP-address of a sender. This is actually a fundamental design problem
in the Internet. Ingress filtering was one of the techniques that were proposed
to improve this situation. Another solution would be to remove the ”stamping”
of the source IP-address from the hosts and put that functionality in the access
router. When mentioning this to my colleagues there were of course a lot of
arguments against that approach, mainly because it would break the end-to-
end argument. Ironically that is more or less what NAT boxes do today, and
together with the fact that a users behind a NAT are less visible to the outside
world, NAT boxes actually can be seen as a valuable security improvement.

A successful traceback will be able to trace a flow or packet back to the router
that first processed the packet, but it may not be able to pinpoint the actual
participating host. The identified goal is thereby to find the access router that
first forwarded the packet onto the Internet. It may then seem somewhat stupid
to implement packet tracing in busy core routers. From a network operators
view, who can not rely on neighbour networks to participate in a trace, in an
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attack situation the important points to identify are which border routers that
forwards attack traffic. Since attack packets aggregate closer to the victim it
may heavily degrade network performance in that area and affect other network
services as well. In order to mitigate an attack it will be efficient to apply
filtering as far away from the victim as possible. In this respekt IP Traceback
might fill a purpose but still, including every router along the path will not be
necessary.

Our proposal, which is presented and evaluated in the paper, was based on
the observations described above, and was an attempt to find a more efficient
approach, where only a selected part of the routers should form a kind of overlay
network of identified important crossroads. This would only require a selected
part of the routers in the network to implement new functionality, yet be able
to identify important spots to apply filtering, without reducing the possibility
for a successful full traceback.

A new idea proposed for IP Traceback, suggests an efficient method for
packet logging. This new idea, known as SPIE [31], reduces the amount of
logging data by computing a message digest of selected parts of the packet,
which then is stored using bloom filters. This technique allows a single packet
to be traced through the network immediately after it is received. However,
even when using this scheme, the amount of generated logging data does not
allow storing for a long time.

My reflection of the situation today, when looking back at the paper, is
that with the current powerful attack networks it may not even be feasible to
track every participating host down, even if they are using their true source
address. Another related problem to this is how to distinguish attack packets
from legitimate traffic. In the case where attack packets can be identified by a
signature, it is of course efficient to filter out such packets somewhere upstream
the attack path. But with millions of hosts participating it may not be any
specific signature that identifies the attack traffic, additionally it may not be
possible to identify any specific attack paths.

Even though it may be possible to invent IP Traceback techniques that
become sufficiently efficient, I somehow doubt it is worth the effort. In some
specific cases, where the aim might be to trace an intruder or other criminal
activities, being able to trace a single packet will have great benefits. However,
preventing IP spoofing would be hitting at the core of the problem while IP
Traceback only aim at curing the symptom.

3.2 QoS Admission control algorithm

Quality of service (QoS) is becoming a reality in the Internet today. The basic
idea is to split Internet traffic into different priority classes, where traffic in
different classes will receive different quality in terms of bandwidth, delay and
loss. This for example opens up for applications like streaming video and IP
telephony to receive higher priority in order to avoid degrading performance or
disrupted connections.

Routers today support QoS mechanisms for differentiated service, which
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make it possible to tailor services and control resources to meet certain de-
mands. [16]. Various tools are then used to accomplish this, such as queuing
algorithms for sorting arriving traffic and token buckets for traffic shaping and
policing. QoS flows that are to be provided higher priority must be classified
(i.e. identified and optionally marked), to get required service along the path.

QoS can be provided at different service levels and the basic levels often
refer to:

1. Hard QoS - Guaranteed service with absolute reservation

2. Soft QoS - Differentiated service with soft guarantees

3. Lack of QoS - Best effort with no guarantees

For different QoS classes, some type of admission control algorithm may
be used to decide which flows to admit and which to reject. Operators ideal
situation is to reach a maximum utilization of the reserved bandwidth for a
specific class, without violating the stated QoS objectives.

A lot of admission control algorithms have been proposed but few are known
to be deployed. The reason for that may be that they either are to complicated,
not fulfill required demands, or depend on new functionality added in network
components. An initial observation from studies of already proposed algorithms
was that complicated algorithms did not show a better performance than simpler
ones. That motivated our goal to design a simple, robust, and easily deployed
admission control algorithm, which would allow for current and future admission
limit estimations. Existing technology within routers allowed for utilizing token
buckets for the measurements.

An efficient admission control algorithm, easily deployed could become a
valuable tool for operators, admitting maximum utilization of available resources
with preserved QoS ”guarantees”. Today soft QoS management often includes
determining the traffic characteristics by probing the network prior to the setup.
With our algorithm you will actually be able to monitor the actual load in
one class and estimate an admission limit. In combination with so called QoS
managers this may give operators the possibility to efficiently utilize reserved
capacity without violating the QoS objectives for that class.

As I see it, adding QoS functionality in the Internet impose an interesting
evolution of Internet services. Already today there are companies that utilize
QoS in order to ”rent guaranteed bandwidth”. One motivation for this is that it
will protect them from being affected when the network capacity decreases due
to DoS-attacks. In the increasingly hostile Internet I consider QoS a valuable
service that can be used in a lot of different ways not investigated or even
invented so far. If we reach a stage where QoS is globally deployed and operators
allow QoS across ISP borders, it allows for splitting the network into virtually
different layers, which among other things could be used for splitting the network
into virtually different security levels.
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3.3 My contribution

I have written the main part of the text in paper one. The implementations of
the algorithms were mainly performed by undergraduate students in a project
course. My former colleague Vadim had a solid mathematical background from
several years of mathematical studies in Russia, and was therefore best suited
to perform the mathematical calculations. My contribution is mainly as an
evaluator and as a kind of project leader, since I had the most solid background
knowledge in the area. I also contributed with the new idea that was evaluated.

I am the main author of paper two, and I have also done all the work. The
very basic idea was first proposed by Ulf Bodin. However, from that point and
forward I have made all the work on my own. The development process also
included investigations of different new ideas that sprung from the results as the
work carried on. The main goal has been to move towards an algorithm that
fulfill the requirements of being simple and easy to apply and at the same time
fairly reliable and robust.

4 Future Research

Even though I am really interested in security and hope to do more research in
the security area, I have no further plans to continue the work on IP traceback.

Ongoing research currently concerns mainly the QoS-algorithm. It includes
statistical evaluations of how the different parameters interact with the aim to
find a proper model. For the future there are some ideas on how to speed up
the reaction of the algorithm. Various implementations then needs to be tested
and evaluated thoroughly, especially under difficult circumstances. My plan so
far includes finishing the ongoing work and evaluate the new ideas in the QoS
area.
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An Evaluation of Different IP Traceback

Approaches

Vadim Kuznetsov, Helena Sandström, Andrei Simkin

Abstract

The problem of identifying the sources of a denial of service attack is

among the hardest in the Internet security area, especially since attackers

often use incorrect, or spoofed, source IP addresses. In this paper we

present the results from a comparison between some of the most promis-

ing traceback techniques proposed to solve this problem. Our goal was to

evaluate and analyse the most promising techniques on our way to find

a more efficient approach. We have evaluated four different traceback

approaches and summarized the results. Our own research were primary

targeted at the iTrace approaches while the other approaches were eval-

uated based on the previous work. We conclude that there are two main

disadvantages of the proposed approaches. First, the hop-by-hop path

reconstruction is inefficient due to a significant computation overhead, or

a long time spent for collecting the samples of the path. Second, the path

reconstruction requires changes in the core routing structure that is not

profitable. We also suggest a slightly modified version of iTrace approach

which aims at reducing the overhead imposed by such changes.

1 Introduction

Denial-of-service (DOS) attacks are a pressing problem in today’s Internet.
Their impact is often more serious than network congestion due to their tar-
geted and concentrated nature. In a distributed DOS (DDOS) attack, the at-
tacker uses a number of compromised slaves to increase the transmission power
and orchestrate a coordinated flooding attack. Highly automated attack tools
have been developed where a common ingredient is the use of spoofed source
addresses. Particularly, DDOS attacks with hundreds or thousands of compro-
mised hosts, often residing on different networks, may lead to the target system
overload and crash.

Due to the stateless nature of the Internet, the dilution of locality in the
flooding stream combined with spoofed source addresses undermines the effec-
tiveness of traceback techniques for locating the sources. By the use of IP spoof-
ing, stepping stone techniques, and zombie slaves, attackers can quite easily hide
their identity. Therefore, finding the true identity of an attacker includes many
steps of which tracing the machines that directly generates the attack packets
really is only the first step.
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Another way to render efficient DDOS attacks, which do not include the use
of compromised slaves, is by bouncing flooding traffic off of reflectors. Attackers
can thereby effectively hide their own location. In this scenario the attacker
sends a false request to the reflector on behalf of the victim, which is done by
setting the victim IP address as the source address. By spoofing requests from
the victim to a large set of Internet servers (for example DNS, Gnutella, and
web servers) attackers can make it very difficult for a victim to isolate the attack
traffic in order to block it. As pointed out in [26]

it proves impractical to defeat reflector attacks with traceback techniques,
especially since the source addresses that reach a victim are the true IP address
of each reflector. Therefore reflector attacks are not particularly considered in
the context of traceback.

During recent years the problem with DOS attacks has become well known,
but it has been difficult to find a way to measure the denial of service activity
in the Internet as a whole. As far as we know there is only one publication in
this area [6].

In this publication they have been able to measure, with some reliability,
the activity of DOS attacks (excluding reflector attacks). The experimental
measurements give a conservative lower bound of approximately 20-40 attacks
per hour in the whole Internet, directed to different network prefixes, with the
mean duration of 10-15 minutes. If these results are correct, they give us a very
sad imagination of today’s Internet security.

The problem of tracing streams of spoofed packets has received considerable
attention recently, and several approaches have been introduced in the Internet
society. One technique is Ingress filtering as described in RFC 2827 [9].

The idea with ingress filtering is that packets from an edge network should
be filtered using the prefix for that network. Any packet carrying an IP address
with a wrong prefix should be blocked at the filtering router and not allowed
to continue towards its destination. If ingress filtering could be implemented
everywhere tracing traffic would be unnecessary. The problem is that it is not
likely that all edge networks will ever implement this even though it is in use
today. Therefore our believe is that it will still be interesting to find efficient
traceback techniques.

The rest of this paper is organized as follows. We provide a short description
of proposed techniques in Section 2. In Section 3 we introduce the parameters
we have used for comparison. In Section 4 we present a modified iTrace ap-
proach and describe result in Section 5. Finally we summarize in Section 6, and
conclude in Section 7.
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2 Traceback Approaches

We have chosen to sort proposed traceback techniques into three distinct cate-
gories:

1. Actively querying routers about traffic they forward.

2. Creating a virtually overlay network for selective monitoring of packet
flows.

3. Identifying the attack path by reconstruction, using a collection of packets,
marked or especially generated by routers along the attack path.

A simple scheme of the first category is in use today. If a victim recognizes
that it is being attacked it develops an attack signature, consisting of some data
common and unique to the attack traffic. A query including the attack signature
is then sent hop-by-hop to each router along the path. This presuppose that
each routing device supports input debugging and is able to tell through which
interface a packet corresponding to the attack signature arrived. This technique
is however not very efficient and requires a lot of manpower and good contacts
with other network providers. Some ISP’s 1 may have implemented a more
sophisticated and automated technique for this to speed up the trace procedure
within their own network. A drawback of all techniques in the first category is
that tracing can only be done during an ongoing attack.

In the second category we have placed different logging techniques [31, 34].
In general it is not feasible to use logging since it often requires huge storage
capacities, but within this category there is one very interesting approach, Hash-
Based IP traceback [31], more common called SPIE . With the use of an efficient
logging technique, only collecting hashes of the packets, it is possible to trace a
single route of one packet.

The third category includes different variants of probabilistic packet mark-
ing PPM , first proposed by Savage and colleagues [33], and ICMP traceback
iTrace , first proposed by Bellovin and colleagues [1].

The basic idea behind PPM is the use of edge sampling. A packet on the path
is with a certain probability marked by two routers on the way, forming an edge.
Each marked packet then represents a sample of the whole path. The victim
receives all packets and can thereby use the marked packet to reconstruct the
entire path back to the source. An enhanced version of PPM has been presented
by Song and Perrig [32].

They noticed that if the victim knows the map of its upstream routers the
computation and reconstruction can be done much more efficient.

The basic idea behind iTrace is that every router should sample a packet with
some probability, copy its content onto a special ICMP packet, add information
about the adjacent upstream and/or downstream routers and send it towards
the same destination as the original packet. The victim of an attack can then
use these packets to reconstruct the paths back to the attackers. An observation

1Internet Service Providers
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made of this solution was that it is much more likely that the victim will get
iTrace packets from routers nearby than from routers far away. A variant of
iTrace, called intention-driven iTrace [21, 28] propose a solution to this, which
increase the probability of receiving an iTrace message when needed. By using
a special intention value that can be propagated to routers through BGP 2

updates it is possible for a host or victim to raise the probability of receiving
iTrace packets from remote routers.

A common disadvantage of the first category is that tracing can not be done
post mortem, after an attack has stopped. Within the second category, all
techniques expect SPIE requires huge storage capacity. Even though SPIE is a
promising technique, and is unique in that it can trace a single packet, it suffers
from a very tight time limit and costly investments. Therefore we have chosen
to focus on the various technique proposed within the third category.

3 Evaluation

We have simulated the different traceback approaches on a linear, star, and
tree topology. The results of the simulations were verified and compared to the
results of mathematical analysis, where possible.

We have selected four distinct parameters for comparison and evaluation of
different traceback approaches,

1. the number of packets required for a complete path reconstruction

2. the computation overhead of a reconstruction procedure

3. the robustness of a traceback mechanism in case of a large-scale DDOS

4. the deployment overhead

The first parameter represents estimated time for collecting enough packets
to get required information for the reconstruction. The second parameter rep-
resents estimated time required for processing collected information to be able
to reconstruct the path back to the attackers. It is desirable to minimize these
two characteristics to achieve a fast response to an attack, and diminish the
damage. The third parameter, the definition of robustness, was first given by
Song and Perrig [32]. They introduced two terms: false positive, a path that do
not take part in an attack but it is reconstructed by a traceback mechanism,
and false negative, a path that take part in an attack but it is not reconstructed.
The traceback approach is robust if it gives a relatively low rate of false posi-
tives and false negatives, and if the rate does not grow rapidly with increased
number of attackers. The fourth parameter, the deployment overhead, can not
be measured or calculated directly but can be evaluated by means of common
sense.

2Border Gateway Protocol, an interdomain routing protocol by which autonomous systems
(groups of networks and routers) exchange reachability information.
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Figure 1: The expected number of packets required for path reconstruction in
Savage and colleagues algorithm.

The choice of these parameters is motivated by our aspiration for a solution
to the IP traceback problem that is time and cost efficient, and gives a high
precision.

3.1 Methodology

Our evaluation is based on the contribution of previously published papers [21,
32, 33], simulations in the network simulator [8] and mathematical analysis.

The network simulator was extended to be used with both the PPM methods
as well as with the two approaches of iTrace. The attack traffic was simulated
by the UDP agents attached to every attack node and which were configured
to send traffic with a rate of about 500 pkt/s. The connecting links between
routers were configured to propagate data with high speed and minimal loss-
rate in the queues (this was achieved by setting up high bandwidth of the links
). A victim node collected all required data and stored it into a file. These data
were further processed in matlab. The goal of the simulations was to evaluate
statistically the behaviour of the chosen approaches therefore every simulation
with the same configuration was performed 100 times. In our simulation we
used different topologies: linear topology, star and tree topology. In case of
a tree topology a victim was located at the root of a balanced tree while the
attackers were at the leaves of the tree.

3.2 Number of packets required for reconstruction

The purpose of path reconstruction is to find the IP address of an attacking
host or at least the address of the router closest to the attacking host. During
the reconstruction procedure we have to verify that the reconstruction path is
complete and correct. Neither PPM nor iTrace approaches provide a mechanism
for verifying the completeness of the reconstructed path. The only way to verify
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Figure 2: The expected number of attacking packets required for path recon-
struction in iTrace.

this is to collect accordingly large amount of samples, and to make sure that
there are no new samples.

The edge marking algorithm in PPM depends primarily on the marking
probability

This parameter defines the fraction of packets which are marked by a router.
The expected number of collected packets required for path reconstruction for
a linear topology is bounded by:

E{N} =
k · ln(k · d)

p(1 − p)d−1
(1)

k is the number of samples required for reconstruction of a single edge be-
tween two routers and d is the length of the path from the victim to the at-
tacker [33]. The method suggested by Savage and colleagues assumes k = 8
Fig.1 represents the graph of this equation. As Fig.1 indicates, with a value
of p around 4-5%, the number of packets required for path reconstruction is
minimized, and does not exceed 4 ·103 for all values of d in the interval between
2 and 32. It is remarkable that this number neither depends on topology nor
the number of attackers. Assuming that the rate of emitting attack packets is
equal to 10 packets per second, per attacking host (which is an extremely low
rate [6], we yield that the attacking hosts have to generate traffic as long as 5-7
minutes before a victim is able to reveal the whole path.

The method proposed by Song and Perrig requires less packets although the
robustness suffers in this case [32]. The iTrace approach depends on the ICMP
packet generating probability µ, which indicates the fraction of the packets be-
ing traced by a particular router. If, for example, this parameter is equal to
1/20000, it means that one packet out of 20000 is picked up to be traced and
an ICMP packet containing information about the route of this packet is issued
towards the destination. Given that routers add one adjacent router, the recon-
struction of the path from a victim to an attacker is possible if all the routers
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have generated at least one ICMP packet. We have found an appropriate for-
mula showing the expected number of packets required to be generated by an
attacking host (in case of linear topology), in order to make sure that all routers
along the path have generated at least one ICMP packet.

E{N} =
ln(d − 1) + 0.58

µ
(2)

In the formula d represents the length of the path from the victim to the
attacking host. Fig.2 represents the graph of this equation.

Figures 3 and 4 show the dependency on a distance from an attacker to a
victim for the particular values of parameters p (for Savage and colleagues) and
µ (for iTrace) correspondingly. These figures shows also a good correlation of
the theoretical and simulated results.

For the proposed value of µ = 1/20000 and the mean Internet diameter 20
hops the whole path can be reconstructed after an attacking host emits about
104 − 105 packets. However, in real life, this value should be at least 10 times
higher. This correction is introduced by the following two reasons. First, the
simulations on the network simulator have shown the dependency on the routing
topology. Fig.5 represents the graph of the expected number of packets in case
of a binary tree topology and 3-ary tree topology compared to a linear topology.
This figure shows that the number of packets required for path reconstruction
may be significantly higher in case of a complicated topology even if only the
attack traffic presents.

Second, the rate of attack packets emitted by a particular host can be quite
low compared to the legitimate background Internet traffic. This reduces the
probability that an attack packet can be sampled by a router. Assuming an
average rate of about 102 emitting attack packets per second per attacking
host [6], we yield that the attacking hosts should generate traffic as long as 2-3
hours before a victim is able to reveal the whole path. The parts of the path,
however, can be reconstructed after a few minutes, but the pieces of the path,
obviously, do not disclose the origin of the attack, although they can provide
valuable information pointing where to add traffic filters. In order to minimize
the total number of attack packets required for path reconstruction, we have to
raise the generating probability µ

However, this could be inappropriate due to the significant traffic overhead
caused by the iTrace packets. Intention-driven iTrace can improve the situation
and eliminate the influence of the topology and background traffic, although the
propagation of the ı̈ntentionv̈alue through BGP updates may be quite slow, de-
laying the invocation of the intention driven mechanism. Another problem with
intention driven iTrace is that it may cause instability in the routing mechanism
due to frequent updates in the routing table.



28 Internet Services and Security

0 5 10 15 20 25 30
0

500

1000

1500

2000

2500

3000

3500

4000

4500

Path length

N
um

be
r 

of
 p

ac
ke

ts

expected (simulated)
expected (theoretical)
95% upper bound (simulated)

Figure 3: The expected number of packets required for path reconstruction in
Savage and colleagues algorithm in case of a linear topology (p = 0.04)
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Figure 4: The expected number of attacking packets required for path recon-
struction in iTrace in case of a linear topology (µ = 1/215)

3.3 Computation overhead

PPM, as suggested by Savage and colleagues, suffers from enormous computa-
tion overhead in case of a large-scale DDOS. The complexity of reconstruction
grows very rapidly and is upper bounded by O(l · n8) where l is the maximal
distance to the attackers and n is the number of attacking hosts. The large
overhead is explained by the constraint to break the IP address of a router
into eight pieces to fit each piece into the fragmentation field in the IP header.
Consequently, the path reconstruction of all attacking sources can take hours
or days [32].

The complexity of the path reconstruction in the traceback approach pro-
posed by Song and Perrig depends primarily on the topology of the map of
upstream routers instead of the number of attackers, and does not have a large
overhead. The complexity of the path reconstruction is upper bounded by O(l·n)
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Figure 5: The expected number of attacking packets per attacking host required
for path reconstruction in iTrace in case of a linear and tree topology (µ = 1/215)

and therefore scales well, although the reconstruction procedure requires some
intensive calculations. The complexity of the reconstruction procedure in iTrace
is upper bounded by O(l ·n), and the reconstruction mechanism does not require
significant and cumbersome calculations.

3.4 Robustness

In terms of robustness both the PPM approaches are insufficiently robust. The
Savage algorithm gives a very high rate of false positives. Simulations in the
network simulator have shown that false positives can even appear when the
number of attackers is as low as five. Such behaviour is explained, again, by a
constraint to break the router’s IP address into eight pieces, rising the proba-
bility of the accidentally incorrect reconstructed paths at the victim side. The
Song and Perrig approach instead suffers from a possible high rate of false neg-
atives. This is primary connected to the use of a map of upstream routers.
If the map is not accurate or not correspond to the real topology, then the
paths to some attackers cannot be reconstructed. In fact, no PPM approach is
c̈ollision-resistanẗın the sense that ambiguous representation of the same edge
increases the rate of false positives during the reconstruction procedure. The
iTrace approach introduces a higher robustness, and does not suffer much from
false positives. However, a host may not be discovered if it is sending a low
volume of attack traffic. The robustness of iTrace is more influenced by insuf-
ficient information about the attack paths gathered at the victim, rather than
ambiguous representation of information.

We would like to note that any traceback approach, which uses a path recon-
struction mechanism, will suffer from false positives due to two main reasons.
First, it is difficult to prove whether the path is reconstructed completely or
partly. A partially reconstructed path is considered as a false negative, since
the reconstruction procedure returns the IP address of a host which is not ac-
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tually involved in the attack and just lies somewhere in the middle of the path.
Second, a single mistake on one step of the hop-by-hop path reconstruction
procedure can imply multiple false negatives on the subsequent steps.

3.5 Deployment overhead and cost

One of the desired features of a traceback approach is incremental deployment
into the current Internet structure, at low cost. The expenses for deployment of
traceback should not exceed the losses from the denial of service activity. Unfor-
tunately, all proposed approaches require a significantly high level of expenses
since they require changes in routers present in the current Internet structure.
The authors of the PPM scheme claim that their approach is incrementally
deployable but this has not been thoroughly evaluated. For iTrace, the recon-
struction of the whole path requires the participation of every other router on
the path. Intention-driven iTrace has the drawback that it imposes a change in
a somewhat sensitive BGP protocol.

4 A Modified iTrace Approach

As we have seen from the previous sections, the main drawbacks of the iTrace
app roach are a large number of attacking packets required for the path recon-
struction and significant overhead caused by necessity to implement the iTrace
mechanism on every router. While the first drawback can be (at least, theo-
retically) solved by tuning the generating probability µ, the second drawback
requires a modification in the mechanism itself in order to add such a desirable
characteristics as ı̈ncremental deploymentänd reduce the overhead by imple-
menting the iTrace mechanism only an a small amount of the routers.

An obvious improvement of the second drawback is the marking of the iTrace
messages (issued by one router) on the other routers thereby creating a chain
of the routers which the message traverses on its path. However, this method
suppose checking every packet in a router, which is inefficient. Instead, we
suggest to select packets with a relatively low probability (which we denote as a
selecting probability η) from the queue in a router and if the selected packet is an
iTrace message then mark it by adding some additional information to the body
of the message. In other words, the router that implements iTrace should not
only generate iTrace messages but also examine the randomly chosen packets
and, if the examined packet is an iTrace message from another router, add its
own IP address to a special field of the iTrace message. The reconstruction
procedure at the victim side will use this information to fill in the g̈apsb̈etween
the routers which do not implement the iTrace mechanism.

The selecting probability η should be low to avoid a processing overhead but,
from the other hand, it should not be very low, since this decreases the prob-
ability of marking iTrace messages by the other routers. We suggest to select
the value for η from 0.05 to 0.1, because this gives an insignificant processing
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Figure 6: The expected number of attacking packets required for path re-
construction in a modified iTrace approach in case of a linear topology (µ =
1/215, η = 1/24)

overhead on a router and, as experiments have shown, this value is sufficient for
marking a reasonably high amount of iTrace messages.

We have proved that this approach allows successfully reconstruct the path
back to the router which is the nearest to the attaching host and which imple-
ments the modified iTrace mechanism. The reconstruction is possible even if
only a part of the routers implements the modified iTrace mechanism. More-
over, a small amount of such routers, which located in some distance from each
other, can do this work better than a large amount of routers disposed in a raw.

The following simulations were conducted in the network simulator. We have
connected an attacking node, a g̈ap̈, a chain of the nodes which implement the
modified iTrace mechanism and a victim into a linear topology. The g̈apẅas
represented by several nodes which do not implement an iTrace mechanism at
all. The length of the chain of the nodes which implement the modified iTrace
mechanism varied from two up to twenty. The reconstruction procedure was
extended to cope with the iTrace messages marked by the other nodes on its
way. The purpose of these simulations was to figure out how the chain of nodes
influences to the path reconstruction.

The result of the simulations is shown in Figures 6 and 7. Figure 6 indicates
the dependency of the expected number of attacking packets required for path
reconstruction on the length of the chain. Figure 7 is a more extended analysis
of our result. It shows the number of packets, which an attacking host should
emit in order to reconstruct the whole path with a certain probability given in
advance.

As the figures indicate, it is not desirable to have a long chain of routers
which implements a modified iTrace approach because this complicates the re-
construction and requires more packets to complete the reconstruction. This
phenomena is explained as follows. As we mentioned above in Section 3.2, the
reconstruction procedure makes a conclusion that the path is reconstructed com-
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Figure 7: The number of attacking packets required for reconstruction of the
whole path with the given probability in case of a linear topology (µ = 1/215, η =
1/24)

pletely if it receives no new samples of the path. The longer chain requires more
packets for its reconstruction and emits more new samples of the path thereby
delaying the reconstruction procedure with a conclusion that the reconstruction
is complete.

5 Result

The desired characteristics of an IP traceback mechanism are that it requires
a relatively small number of packets for path reconstruction, low complexity of
reconstruction, high robustness, and low deployment overhead and cost. We
consider all parameters equally important since a low evaluation of one of the
parameters opposes using the method in practice.

Table 1.1 indicates that none of the proposed solutions satisfies all the desired
parameters. Both PPM approaches have insufficient robustness in case of a
DDOS attack but require fewer packets than iTrace for path reconstruction,
whereas both of the iTrace approaches possess a relatively good robustness.
The deployment overhead is high for all the methods (except the modified iTrace
approach) since all of them assume some kind of alternation in routers in the
Internet. The modified iTrace approach assumes alternation only in a small and
carefully selected part of routers therefore the deployment overhead is less in this
case. Summarizing the above, we infer that each of the suggested approaches is
directed to solve one particular issue of the IP traceback problem but none can
solve all of them.
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Table 1.1: Summary of the evaluation of IP traceback approaches.
Packets Complexity Robustness Deploym. overhead

Savage et al 4 · 103 O(l · n8) low high
Song & Perrig < 4 · 103 O(l · n) medium high
iTrace > 106 O(l · n) high high
intention driven 105 O(l · n) high very high
Modified iTrace ∼ 106 O(l · n) high medium

6 Summary

In this paper we have closely studied and evaluated four IP traceback approaches
proposed during the last years. We have identified four parameters which can be
used for the comparison. These parameters are aimed at finding a time and cost
efficient approach with high precision. Evaluation of the edge marking approach
was based on previously published articles and on our own simulations, while
the evaluation of the iTrace mechanism was based on our own research and
simulations in the network simulator. We have also suggested a modified iTrace
approach which aims at reducing the deployment overhead.

7 Conclusion and Discussion

The detailed analysis have revealed two main disadvantages of the previously
proposed approaches. First, the hop-by-hop path reconstruction is inefficient
due to a significant computation overhead, or a long time spent for collecting
the samples of the path. Second, the path reconstruction imposes changes in
the core routing structure that is not profitable. With this in mind, a conclusion
is that it may be a better approach to solve the IP traceback problem locally,
concentrating on the first hop router, or the router that connects a local network
to the rest of the Internet. The goal of all reconstruction algorithms is to find
the sources of the attacking traffic, but the reconstruction of an attack path
can actually only reveal the first router an attack packet has passed. Since the
first router is of main interest, it would be desirable to find an algorithm that
could reveal the identity of the first router, without requiring the participation
of all the routers on the path. However, it is not practically to rely only on
the first-hop router because it may be compromised or damaged. The better
solution would be to include a traceback support into the core Internet structure
itself but to limit the overhead imposed by such changes. The modified iTrace
approach that we have presented in this article is an example of such a solution.
Our future research will focus on finding improvements in this approach.
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Helena Sandstörm, Ulf Bodin, Olov Schelén, “Adaptive Threshold-Based Admission

Control”. In Proceedings of the 40th annual IEEE International Conference on Com-

munications, Seoul, Korea, 16-20 May 2005.

36
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Helena Sandström, Ulf Bodin, Olov Schelén

Abstract

In this paper we present an algorithm for performing dynamic per-link

admission control. It is designed to be suitable for deployment using

existing quality of service and router techniques. The rationale for the

algorithm is to find a bit-rate limit for reserved capacity, which enables

efficient capacity utilization and statistical multiplexing gain. By using

simple traffic meters configured with respect to defined service levels, a

network resource controller estimates an admission limit. The estimated

limit reflects the ratio between reserved capacity and the aggregate be-

havior of current flows. Simulations indicate that reliable admission limits

can be estimated already at low reservation levels.

1 Introduction

Providing quality-of-service guarantees requires admission control. Strictly guar-
anteed forwarding services are typically implementing worst case parameter-
based admission control, while more relaxed forwarding services often use mea-
surements of current load to guide their admission decisions. An advantage with
parameter-based admission control mechanisms is that they can support reser-
vations in advance [29], while measurement-based admission control algorithms
(MBACs) do not rely on worst-case bounds, and can thereby achieve a higher
level of bandwidth utilization through statistical multiplexing. Specifications
for relaxed forwarding services therefore often provide a delay target, rather
than a bound.

Admission decisions are based on some type of traffic characterization. In
the simple case, applications are assumed to request reservations corresponding
to their peak rates. This gives predictable forwarding demands for homoge-
neous flows, but the available forwarding capacity may be poorly utilized for
applications having variable sending rates.

Earlier MBAC algorithms based their estimations on statistics of individual
flows. More recent proposals are based on the aggregate behavior of flows.
Besides being easier to implement, as a consequence of the law of large numbers,
the statistics of the aggregate is easier to estimate than the statistics on a per-
flow basis [12].

Several MBAC algorithms have been proposed [3] [5] [11] [13] [14] [17] [18]
[27], ranging from simple ad hoc algorithms with no mathematical underpinning,
to complicated detailed analysis based on solid mathematical foundations. A
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systematic empirical examination of the relative performance of a selection of
these algorithms surprisingly showed that they, given the same level of dropping
rate, all achieved very similar levels of bandwidth utilization. None of them was
capable of accurately meeting the defined loss target [2].

Most architectures for MBAC are designed around the assumption that ad-
mission control is performed in packet forwarding devices (e.g., routers) where
also traffic measurements are carried out. The success of router-centric QoS
architectures depends on the signalling protocols that must be supported by
routers to carry admission requests. These signalling protocols have historically
had weaknesses in scalability, authentication, authorization and accounting [22].

There are currently two approaches to solve this problem. One approach is
to develop next generation signalling protocols for path coupled signalling. The
other approach is to establish QoS control functionality in servers and rely on
class-based forwarding in network elements. These servers provide a network
service interface to applications. The functionality may include authentication,
authorization, accounting, and admission control over layer 2 and layer 3 net-
works. Such servers are known as bandwidth brokers, QoS managers, network
resource controllers, etc. In this paper we use the term Network Resource Con-
troller (NRC).

The objective of the paper is to present an MBAC algorithm that is suitable
for deployment in network resource controllers. The rationale for the MBAC is
to use simple mechanisms available in current routers to measure the actual bit-
rate in one traffic class. Measurements are collected from routers by the NRC
as a slow feedback process. Given that the aggregate reserved rate is known,
measurements can be used to estimate the ratio between aggregate reserved
rate and actual traffic load. We show through simulations that this ratio can be
accurately estimated already at low levels of reservations/traffic. The ratio is
used to maintain a limit for aggregate admitted rates in the admission control
algorithm.

The reminder of this paper is organized as follows. In section 2 we describe
the threshold-based admission control algorithm. Section 3 describes the simu-
lation strategy and present our results. Conclusions are presented in section 4
followed by future work in section 5.

2 The admission limit adaption mechanism

Taking the peak rate as the only traffic descriptor, without MBAC, reservations
can only be made with guarantees until the sum of all reservation peak rates
reaches the level of the forwarding capacity, C.

The objective of our threshold-based admission control was to find an ag-
gregate bit-rate limit, based on measurements of current load. This can act
as a limit for further reservations, considering both immediate reservations and
reservations in advance. The admission limit is preferable above the forward-
ing capacity C, but if several flows are heavily exceeding their peak rate, it is
theoretically possible to reach a value below the forwarding capacity.
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The basic threshold equation (1) includes four parameters.

η · Γ = µ · Λ (1)

One upper monitoring threshold, µ, and one lower monitoring threshold, η,
which in reality are represented by two token buckets, used as traffic meters
monitoring at different levels. The remaining two parameters are reserved ca-
pacity, Λ, which corresponds to the sum of current reservation peak rates, and
the admission limit, Γ

The reserved capacity does not always mirror the actual need for capacity
(i.e., for flows having variable sending rates, the actual need for capacity can
be considerably lower than their peak rate), but the ratio between current load
and reserved capacity can be used to estimate a proper bit-rate admission limit,
which acting as a future limit for reserved capacity, enables higher network
utilization.

In (1), the right-hand side includes the reserved capacity, Λ, and the upper
monitoring threshold, µ. The upper token bucket filter monitors a rate equal
to (or somewhat lower than) the forwarding capacity, C. The right-hand side
thereby represents more stationary parameters, and can be seen as a constant
during a period when no flows are added or removed. The left-hand side rep-
resents two adjustable values, the admission limit, Γ and the lower monitoring
threshold, η.

Initially the lower token bucket filter is monitoring a rate equal to reserved
capacity, η = Λ, and the admission limit is set equal to the forwarding capacity,
Γ = C. It is then straightforward to see that if the value of the lower moni-
toring threshold is decreased, the admission limit must increase to balance the
equation.

The upper monitoring level in (1) can be used to decide a utilization target
for the network. Setting the level somewhat lower than the forwarding capacity
will add an additional margin for the guaranteed service, but will have a negative
impact on forwarding capacity utilization.

2.1 The adaption algorithm

For a service created using the admission limit adaptation mechanism, a target
loss-rate, τ , and a delay target, δ, must be defined. The depth of the token
bucket filters are measured in bytes (can also be bits). The delay target is
considered when setting the depth of the token bucket filters. The depth for the
upper and lower filter is then set to µ * δ, and η * δ respectively.

Constant K: The size of the increase step of the limit value are controlled
by K. A large value represents a big step and vice versa. With small steps, the
time to reach the final limit value increases, although the value reached may be
more reliable. With large steps the treshold value reached may be less reliable.
A large K also affects the accuracy of the tuning, and an even larger K may
cause that (3) never comes to work.

Both token bucket filters are read periodically, and the NRC updates the
loss-rate information by calculating bytes of non conforming packets/bytes of
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Figure 1: Increase phase with 57 work trace sources, reading interval 30 secs.

transmitted packets. After each reading the results are evaluated, This can
lead to three different actions depending on the results and the current state:
Increase, Decrease, and Preserve.

Increase

Initially the admission limit is increased linearly according to (2).

Γnew = Γold + (K · C) (2)

After each increase action a new level for the lower monitoring threshold is
calculated using (1). After detecting η-loss greater than a reference value equal
to τ2 (τ < 1), which corresponds to the breakpoint where (1) and (3) are equal,
the increase action switches to (3).

Γnew = Γold +

(

K · C ·

(

ln(η-loss)

ln(τ)
− 1

))

(3)

Equation (3) is based on (2). In the logarithmic expression, the relative distance
between the loss-rate at the lower monitoring threshold and target loss-rate is
considered, thereby the increase steps are successively decreased and the algo-
rithm tunes into a proper limit value. The initial increase phase is finished
when η-loss reaches a level greater than target loss-rate, τ . This will trigger a
back off, and the admission limit will be set to the value it had before the last
increase step. After leaving the increase phase, it can not be activated again,
hence the admission limit will not be increased any further. This lock remains
until the number of flows is changed.

The increase process is illustrated in Fig.1. As can be seen, the level of the
lower monitoring threshold is initially decreased more rapidly and is successively
slowing down, while the admission limit is increased linearly, until it reaches the
break point where it switches to (3).
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Preserve and Decrease

After the increase phase follows a preserve phase. It includes monitoring the
upper and lower token bucket filters. The decrease action is activated if η-loss
exceeds τ and also if µ-loss exceeds τ . The new admission limit is calculated
according to (4), thereby taking into account the relative distance between mea-
sured loss-rate and target loss-rate τ .

Γnew = Γold ∗

(

ln(loss)

ln(τ)

)

(4)

Provided upper monitoring threshold, µ is set equal to forwarding capacity,
when µ-loss exceeds τ , capacity is exceeded. The aim is to avoid this situation,
but if the forwarding capacity is exceeded, some flows have to be pre-emptied.
The reserved capacity, the admission limit, and the lower monitoring level is
then recalculated according to the leaving flows corresponding peak rates. The
increase phase can now be activated again since the number of flows has changed.
The scenario is described by the state diagram in Fig. 2.

empting

1

Increase

X sources

Decrease Pre−

1

2

1

2

1

Preserve

3

4

3

Figure 2: State diagram for the admission limit estimation process. 1: η-loss
and µ-loss < τ 2: η-loss or µ-loss > τ 3: µ-loss > τ 4: η-loss > τ

3 Evaluation

The adaptation mechanism was evaluated through simulations in the ns-2 simu-
lator [24]. Since the admission control decisions for the algorithm are made on a
per-link basis, a simple topology, in which the adaption mechanism is employed
on a single link, was considered sufficient to evaluate the performance aspects
of the algorithm.

In order to test our implementation and to gain a deeper understanding
of the behavior of the algorithm, the initial simulations was carried out using
CBR-sources.

3.1 Simulation Setup

For all simulations, the link bandwidth was 10 Mbps and sufficient buffer ca-
pacity was allocated. For all results illustrated in this paper, except in Fig. 4,
max acceptable loss-rate was set to one percent, and the delay target to one ms.
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Traffic arriving to this link was monitored using two token bucket filters con-
figured according to the adaptation mechanism described in section 2.1. Data
from the startup period was discarded.

Source Model

Besides using CBR-sources, traffic is generated from two packet traces taken
from two NetMeeting [36] video conference sessions. One sitting conference,
and one more bursty including a person frequently moving. Throughout the
rest of the paper referred to as work trace and move trace respectively. When
using CBR sources, the sending interval was set to random, and a peak rate was
calculated using the shortest time period between two successive packets, with
one source sending. In order to avoid synchronization and correlation, sources
were started with random time intervals. When using trace files, each source
was started from a random place within the trace file.

Data from the three source models are listed in the table. We performed

Type: Peak rate: Avge rate: Avge interval:
(Mbps) (Mbps) (secs)

CBR 0.81917 0.2048 0.005
Work Trace 0.17279 0.0241 0.0421
Move Trace 0.26717 0.10342 0.0400

different experiments using one source at a time or mixed. Through the simula-
tions we studied the adaptation of the admission value when different numbers
of sources were sending, adding one source for each new simulation until the
forwarding capacity limit was reached. When studying the increase phase, each
simulation was run until the increase phase was finished. The estimated value
was then tested by studying loss-rates, while loading the link with the calculated
number of flows that would hold according to the estimated admission limit.

Constant K

In order to find a proper value on constant K where issues discussed in section
2.1 are balanced, we performed a serie of simulations, with values of K ranging
from 0.05 to 0.5. Simulations were run with different source types and different
token bucket reading intervals. We found that with K in the range from 0.05
up to around 0.20, simulation results was conforming, and reaching the same
admission limit. Based on these results, constant K in (2) and (3) was set to
0.2.

Reading Intervals and Sample Periods

We performed a serie of tests were the increase phase was run on different time
scales. Our experiments showed that short increase intervals introduces a small
risk of overshooting the proper admission limit. This is especially true for bursty
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Figure 3: Estimated admission limit - move trace sources.

sources, since with very short time intervals, there is a risk of missing a bursty
period during the increase phase. Our results indicated that the time interval
between successive increase actions is recommended to be no shorter than 5
seconds, but could be considerably longer.

The time interval is however selective, and a general time scale can not be
defined solely on our simulation results. In reality, token bucket reading intervals
will probably be determined with respect to router processing overhead, and by
on which time scale loss-rate guarantees are provided. If token bucket reading
intervals is shorter than the recommended increase interval, it can easily be
adjusted by limiting the increase action to, for example, every third or fourth
reading.

3.2 Simulation Results

Fig. 3 illustrates the process of admission limit estimation for move trace
sources. Each simulation was repeated ten times. The admission value ap-
proaches its final limit when the link load is around 40%. For work trace sources,
the admission value was approaching its final limit when the link was loaded
with 50 sources, which corresponds to a link load around 25%. As a result of
their different traffic characteristics, the final admission limit was lower for move
traces than for work traces.

The estimated admission limit was tested through simulations. The limited
number of sources was calculated by admission limit/sum of peak rate. For
move traces the estimated admission limit was between 24.0 and 24.6 Mbps.
An admission limit of 24 Mbps results in 89.83 move sources. Simulations
were run with 89, 90 and 91 sending move trace flows. Each simulation was
repeated three times measuring the average loss-rate. The results indicated
that 90 sources matches the target loss-rate, which should be compared with
89.83 calculated using the estimated admission limit. 91 sources impose a risk
of overshooting the target loss-rate. The level of link capacity utilization was
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Figure 4: Initial increase phase - 37 move trace sources. Varying target loss-rate.

around 94, 96, and 98 % respectively. This test was repeated using the other
sources models with similar results.

We also performed a serie of simulations with different values on the target
loss-rate τ . Fig. 4 illustrates the estimated admission limit, and the corre-
sponding lower monitoring level with τ set to 1%, 0.1% and 0.01%. Interesting
to investigate in this scenario was how well the estimated admission limit could
meet the different performance levels. Results showed that they all came close
to the defined target loss-rate, indicating that the estimated admission limit is
close to maximum. For the 1% curve a decrease was triggered at time 1050
seconds. The measured loss-rate at that point was 1.04 %.

The estimated admission limit is depending on the characteristics of the
current mix of sources. During very low load, corresponding to only a few
sources, a traffic mix containing mainly sources with a large span between peak
rate and average rate introduces a risk of overshooting the maximum admission
value. However, during low load, the lack of multiplexing gain results in a lower
estimated admission limit, which thereby reduces this risk. Even though it seems
desirable to reach the final admission limit during low load, the conservative
pattern during very low load are to be considered positive.

Fig. 5 illustrates the relationship between work and move traces with differ-
ent distribution. As can be seen, bursty move traces influences the admission
value in a conservative way. This support the argument that a somewhat con-
servative approach during low load is preferable. The conservative influence also
indicate that if the admission value initially is to optimistic, when adding new
flows, it will quite rapidly adopt to the characteristics of the current traffic mix.

Fig. 6 illustrates the increase phase for work traces, during different load in
a time perspective. This is used to gain further insight in how the algorithm
perform. Noticeable is that even when the load is as low as 0.5% the estimated
value is near half the maximum admission limit.
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4 Conclusion

In this paper, we present a simple adaptive threshold-based admission control
algorithm. Based on simple measurements it adapts a dynamic aggregate ad-
mission limit for future and immediate reservations.

The algorithm is emphasizing easy deployment in network resource con-
trollers such as bandwidth brokers or QoS managers. By utilizing simple token
bucket measurements we are able to avoid heavy router processing overhead.
This design aspect also reduces the cost of deployment, and meets a common
goal of scalability.

Our simulation results indicate that a trusted admission limit can be esti-
mated already at low reservation levels, prior to busy hours when reservation de-
mands are high. The results also indicate that the algorithm manage to achieve
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a high level of capacity utilization, and in investigated conditions manages to
meet defined performance levels.

5 Future work

Future research includes systematic analysis of our algorithm, using additional
source models and trace files together with more dynamic traffic scenarios. We
will also study its relative performance with different parameter settings, in-
cluding the level of utilization of available forwarding resources, and its ability
to meet defined performance levels.
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