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Abstract

This thesis presents two proposals for improving network layer reaction times
and an investigation into the consequences of using IPv4 options.

The first proposal, the Selective TRuncating Internetworking Protocol (STRIP),
is an augmentation of the IP networking layer. The idea behind STRIP is to
expose information related to layered media at the networking layer. Media
streams that are divided into different layers (where one layer provides the most
basic quality and additional layers provide incremental enhancements to the
quality of the media) are placed in the same networking layer protocol data
unit (PDU) for transport across the network. Each layer in the PDU is im-
plicitly assigned a priority level, indicating its importance to the media stream.
Intermediate routers, on the path of the media stream, can use the exposed
layering information to drop parts of the PDU (thereby dropping layers) in re-
sponse to short term congestion, instead of having to discard an entire packet.
By enabling routers to take action as soon as congestion is detected, fast re-
action times are made possible. Links with variable throughput, e.g., wireless
links, are locations where it is especially desirable to be able to react to short
term congestion. The proposal also presents how STRIP could be realized in
todays Internet by using IPv4 options.

The second proposal is an algorithm that is capable of calculating all backup-
paths that are available by simply forwarding packets to directly connected
neighbors in the case that a directly connected neighbor fails. The algorithm
allows backup-paths to be calculated in advance, which can be used as soon as a
router failure is detected. Providing that the failure detection mechanism is fast,
router failures can be circumvented very rapidly. The algorithm is compared to
a brute force approach and shown to be an order of magnitude faster for the
most common network topologies.

The investigation of IPv4 options focuses on the implications of their use to
implement networking proposals. A widely held belief in the Internet community
is that the use of IPv4 options can result in increased loss rates, delays and jitter.
Because of the severe implications of this supposition and because there did not
seem to exist any actual measurements confirming the claim, it was decided that
an investigation should be performed. The result of the investigation shows that
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iv Abstract

packets carrying IP options are indeed subjected to an increase in loss rates,
delays and jitter, compared to packets without options. The increase in delay
and in jitter are, however, probably not so severe as to rule out the use of options.
Unfortunately, the increase in loss rates were found to be very high, definitely
raising concerns on the appropriateness of using IPv4 options in networking
proposals.
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Preface

The work presented in this thesis has been carried out at Lule̊a University of
Technology. The work on fast fail-over routing was both the first work to be
pursued and the last to be finished. The idea of examining the problem of fail-
over routing in link-state routing networks was originated by Mikael Degermark,
working at Lule̊a University of Technology at that time, and Loa Andersson,
then working at Nortel Networks. The initial work resulted in a comparison of
different algorithms for calculating backup-paths. The continuation of the work
was initiated by an idea from Lenka Carr-Motyčková (head of the Division of
Computer Science and Networking at Lule̊a University of Technology) on how
to augment an incremental version of Dijkstra’s shortest path first algorithm.
The work resulted in paper 3 and was carried out during different time intervals
from 2001 to 2003.

The work on the Selective TRuncating Protocol (STRIP) was carried out
during the time period 1999 to 2000, together with Mathias Engan and was
supervised by Olov Schelén. The work on STRIP eventually lead to the inves-
tigation of the consequences of using IPv4 options. This work was carried out
during the time period 2002 to 2003, together with Andreas Jonsson and was
supervised by Olov Schelén.
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〈Father talks to son〉
- Son. Now that you’re going out into the world, there’s something
you should know.

- You see that? 〈Father points to cow manure〉
- Yeah. 〈Pause〉
- That’s shit. And this is is Shinola 〈Father points to box of Shinola〉
- Shit. 〈Pause〉 Shinola. 〈Son points to manure and then to Shinola〉
〈Father smiles widely〉
- Son, you’re gonna be all right.

Steve Martin and Richard Ward, The Jerk
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1 Introduction

The Internet has come a long way from its humble beginnings in a very short
time. In only 30 years the Internet (then called the ARPAnet) has grown from
a network containing tens of nodes to a network encompassing hundreds of
millions of nodes, an almost incomprehensible size. During this time the tech-
nology associated with the Internet has experienced a similar transformation.
Networking equipment (e.g., interface cards, switches and routers, have had
their capacity improved by several orders of magnitude, while at the same time
experiencing price reductions of similar proportions. But perhaps most pro-
nounced of all, is the sociological impact the Internet has had. With the advent
of the world wide web [46] a both unforeseeable and unprecedented exchange of
information between individuals was initiated. While it is hard to try to specu-
late on how the Internet will develop in the future, it is quite safe to state that
(amongst the industrialized countries) the Internet has perhaps already received
the highest accolade that any technology can receive, it is taken for granted.

It was decided from the onset that the core technology of the fledgling Inter-
net would be packet switching, in contrast to circuit switching which was used
by the telephone network. This choice was influenced by the work that Leonard
Kleinrock had done in the early 60:s [27,28], showing that packet switching was
both efficient and robust at dealing with “bursty” traffic sources (e.g., traffic
generated by computers). A testimonial of the foresight of this design choice, is
that packet switching remains at the core of the Internet to this day.

Another prominent moment in the history of the Internet was the introduc-
tion of the concept of “internetworking”1, pioneered by Vinton Cerf and Robert
Kahn [11] in the mid 70s. This work lead to the creation of the TCP/IP protocol
suite which essentially is what is meant by the Internet architecture, and is the
technology that enables different types of networks to be interconnected. The
ability to interconnect different types of networks derives from from the intro-
duction of a common substrate, the Internet Protocol (IP) [40], that all nodes
in the network use to communicate with each other, regardless of the different
networking technologies used by each node. This strategy allows for a plethora
of networking technologies while still making sure that all nodes in the internet-
work can “talk” to each other. The use of a common substrate in the Internet
architecture can readily be seen in the hourglass shape of the protocol graph,
see Fig. 1. In order to accommodate a diversity of networking technologies and
to presume a minimum about the requirements of networking applications, the
Internet protocol deliberately provides a minimum of functionality. The two
main functions of IP that are used on the Internet today are in fact simply
addressing and packet delineation. It is a widely believed that this minimalistic
approach has been an important factor in contributing to the success of the
Internet.

Despite (or perhaps because) its success, the Internet has recently been ex-
periencing some of the limits that follow from the design choices mentioned

1The author has yet to encounter a spelling checker that considers this word to be valid.
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Figure 1: Internet protocol graph.

above. Due to the wide proliferation of Internet related technology and to the
immense scale and capacity of the Internet itself, it has become evident that
there are large economical gains to be won if the Internet could be used to
carry traffic that is today sent over the telephony and broadcasting networks.
An added benefit would also be that it would be possible to device new ser-
vices that integrate media transmission and data transmission, e.g., interactive
television. However, the foundations that have enabled the Internet to scale so
remarkably (packet switching and the minimalistic Internet protocol), are also
what makes transport of real-time traffic such a difficult problem on the Inter-
net. Nonetheless, because of the difficult nature of the problem and the enticing
potential profits, large research and standardization efforts have been made to
adapt the Internet to be able to carry real-time traffic that also often requires
a certain level of quality of service (e.g., limits on delay, jitter and minimum
throughput) to be considered useful. An important aspect of such an adaption
is providing network robustness. Reaction times to events such as congestion
and component failures should preferably be so fast that users of the network
do not notice them or at least are minimally affected by them. A question that
arises when trying to adapt the Internet, is at which layer(s) of the networking
stack the problem should be solved. Due to the hourglass shape to the Internet
architecture, there are strong incitements to attempt to solve the problem at
the networking/IP layer. Any solution at the networking layer becomes both
independent of underlying network technologies and at the same time available
to all higher layers. Two of the most notable efforts at solving the problem on
the networking layer are Intserv [9], Diffserv [10].

The work in this thesis has focused on improving reaction times on the Inter-
net for two separate networking issues. The first deals with transfer of layered
multi media traffic. The second deals with fast fail-over routing. On somewhat
of a side note, an investigation into the feasibility of using IPv4 options for net-
working proposals has been investigated. Due to the benefits explained above,
the focus has been on solutions at the networking layer. Also, the proposed
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solutions have aimed at a minimalistic approach, requiring a minimum of mod-
ification of existing solutions and where possible also allowing for incremental
deployment. This is an important point, since ease of deployment is often an
issue that determines wether or not a technology will see use.

2 Selective Truncating Internetworking Proto-
col (STRIP)

Transmitting streaming real-time data (e.g., video and audio) over an unreliable
network, such as the Internet, is associated with a number of problems. The
main problems are that packets carrying media content are likely be dropped,
delayed and exposed to variance in delays (i.e., jitter). Due to the nature of
real-time media, it is difficult to deal with these problems using methods tradi-
tionally associated with unreliable networks (for instance using buffering and/or
resending lost data), since these methods generally impose delays that might be
unwanted or even untolerable. The main course of action in dealing with these
problems has instead been to use and develop media codecs that are capable
of dealing with loss and delays. Two common techniques of dealing with the
problems (mentioned above) in media codecs is to add redundant information,
allowing for partial or complete recreation of lost data (error resilience) and/or
to attempt to hide data losses from the receiver, e.g., replaying a previous video
frame or sound sample (error concealment). An interesting media codec tech-
nique that has received a fair amount of attention recently is the use of layered
coding, which allows a media stream to be divided into several layers, one base
layer and a number of enhancement layers. The pyramidal encoder [45] is an
example of a layered codec. In layered coding, the base layer carries the most
important media information and each enhancement layer provides successive
refinements of the media stream.

By using layered media it is also possible to counter some of the effects of
the problems mentioned above. In the case of a media stream consisting of
several layers, it is possible to drop enhancement layers when congestion is en-
countered. Hopefully, allowing at least the base layer to reach the receiver and
thereby preventing discontinuities in the playback of the media stream. An ad-
ditional benefit is that it becomes possible to deal with bandwidth-heterogeneity
when broadcasting to several receivers. If the media stream is divided into dif-
ferent layers, each receiver can be served the number of layers that matches
the capacity of its connection. This allows a heterogenous group to receive the
same media transmission albeit at different levels of quality. Such a proposal is
presented in [32], where different layers of a media stream are sent onto different
multicast groups. Each receiver of the media stream can then join or leave mul-
ticast groups until it is satisfied with the quality of the media stream. It should
be pointed out that there is no point in over-subscribing since that only results
in congestion and a degradation of the perceived quality. However, a problem
with the above scheme is that by the time the receiver has detected congestion
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at an upstream router and decided that it wants to leave the multicast group,
the congestion may already have subsided. I.e., it becomes difficult to counter
the effects of transient congestion.

One approach to improving reaction times to transient congestion, is to de-
tect and handle the problem at the participating routers. By encapsulating the
layers of the media stream into a single networking layer packet and providing
information about where the layers are in the packet, routers that experience
congestion can discard lower priority layers. The mechanism for detecting con-
gestion can react very fast since the router can monitor its outbound queues to
determine whether the link is congested or not.

2.1 My contribution

In paper 1, which I am joint author together with Mathias Engan, a pro-
posal for a networking protocol, Selective TRuncating Internetworking Protocol
(STRIP), is presented. STRIP is capable of carrying layered media in a single
networking layer protocol data unit (PDU) and can discard layers in the PDU
in response to congestion. The paper presents the design and architectural ideas
that lie behind the conception of STRIP. The paper also presents how STRIP
could be implemented in todays Internet using IPv4-options.

2.2 Current status

The following section presents how the work on STRIP has been continued and
the current status on research into new networking layer protocols.

Judging by the lack of citations regarding new networking layer protocols,
it would seem that the research area is no longer a very active one. However,
the ideas behind STRIP have both been used in a fairly unmodified form and
have also seen development into a more generic and powerful concept.

In [44] the main idea of STRIP, i.e., being able to discard parts of the net-
work layer PDU in response to congestion, is used as a component in a larger
framework, capable of handling streaming video across both wireless and wire-
line environments. By using progressively coded source data, rate adaption at
the physical layer (over wireless links) and packet truncation at the networking
layer, it is possible to provide graceful degradation in the face of both wire-
less problems (e.g., multipath fading and interference) and network congestion,
without having to rely on end-to-end rate adaption.

The recognition that it is sometimes desirable to expose higher layer infor-
mation to lower layers (e.g., the networking layer) has lead to the creation of
a more powerful and generic method of inter-layer communication. Hints and
Notifications (HAN) [26] is a proposal that enables information to be passed
between the layers of the networking stack (in both directions) in a generic and
flexible manner. Within HAN it is possible to implement a scheme similar to
the one presented in paper 1. STRIP can therefore now be viewed as a subset
of HAN.
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3 Measurements on the Impact of Using IPv4
Options

IPv4 options [40] are a generic and simple way of transmitting out-of-band
per packet information relevant to network layer components (e.g., routers and
hosts). Besides the options that are defined in [40] (e.g., such as loose source
routing, record route and Internet timestamp), IPv4 options have recently and
in the past been mentioned as method for implementing proposals aimed at
augmenting network functionality. A small list of such proposals include: con-
veying information between different layers in the networking stack [26], pro-
viding quality of service in ad hoc networks [30] and propagating the priority
of a real-time media stream to a receiver [35]. In particular it was suggested
as a method of implementing the selective truncating internetworking protocol
(STRIP) presented in paper 1.

After the paper on STRIP had been completed, I and Andreas Jonsson began
to investigate the implications of using a truncating networking layer protocol.
While gathering information, one disquieting piece of information came to our
attention. Packets carrying IP options were generally believed to receive inferior
treatment in comparison to packets that did not carry options, resulting in an
increase of loss rates, delay and jitter. Due to the disturbing implications of this
information we decided to look further into the matter. As it turned out we
could not find any quantitative investigation of the impact of using IP options.
The belief that packets carrying options were given inferior treatment, was based
on that packets carrying options were most likely handled by the slow path in
routers while “ordinary” packets were handled by the fast path in routers [6].

In most routers there exists two separate paths that packets traverse when
being forwarded. The preferred path, also known as the fast path, is handled
by the forwarding engines on the interface cards. Somewhat simplified, pack-
ets on the fast path enter an interface card where a lookup is performed, the
packet thereafter traverses a switching fabric or shared bus to another interface
card where the packet exits. The slow path is used when a packet contains
information that cannot be handled by the forwarding engines of the interface
cards, which can happen if the packet contains an option. On the slow path,
the packet is relayed by the forwarding engine to the central processor of the
router. Because the central processor of a router is generally not specialized to
forward packets and because it has other tasks that it must handle (e.g., routing
calculation), it is relatively safe to assume that packets that traverse the slow
path will be subjected to an increase in losses, delay and jitter than packets
traversing the fast path.

Initial roundtrip measurements based on the ICMP echo message [39] using
a modified version of the ping application, showed that there indeed seemed
to occur an increase in loss rates, delay and jitter for packets carrying options.
However, the precision of the ping measurements were not accurate enough to
conclusive. Also, we could not rule out that the ICMP messages used for the
measurements, were not treated differently compared to non ICMP messages
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by intermediate routers. Fortunately, we were graciously allowed to use several
hosts from the Resilient Overlay Networks (RON) by David Andersen at MIT,
to conduct more precise measurements using a UDP application [21] developed
by Andreas Jonsson.

3.1 My contribution

In paper 2, which I am joint author together with Andreas Jonsson, an inves-
tigation into the impact of using IPv4 options is presented. The measurements
were conducted on 15 hosts belonging to the RON project. Each host sent
packet pairs (one containing an option, the other without option present) to
every other host in the experiment for a duration of one full week (2003-04-18 –
2003-04-25). Packet pairs were sent back-to-back (with randomized send order)
and the difference in time for each packet pair was recorded at the receiving
host. My main contribution to the work lay in the design of the experiment
(where we received invaluable help from Kerstin Vännman from the Depart-
ment of Mathematics at Lule̊a University of Technology) and in the statistical
analysis of the collected data.

Even though the results of the investigation can not be generalized to the
entire Internet, they are highly conclusive for the experiment we conducted.
Packets carrying options were indeed subjected to an increase in loss rates,
delay and jitter. And while the increase in delay and jitter were not so high
as to prohibit the use of options (even for real-time applications), the increase
in loss rate definitely was. And since there is no particular reason to believe
that the hosts we chose were special in any way, compared to other host on the
Internet, the results suggest that caution should be taken before deploying a
solution based on IPv4 options on a large scale.

4 Fast Fail-Over Routing

An important issue in adapting the Internet to carry real-time traffic, as in
the case of telephony, is assuring robustness against failures in connectivity.
The inter-domain routing protocols of the Internet (e.g., RIP, OSPF and IS-IS)
have generally been able recalculate routing paths, in response to component
failures2, fast enough to cope with the requirements of traditional Internet ap-
plications (e.g., email, file transfer, etc.). Recalculation of routing paths can
typically be accomplished on the order of seconds. However, newer applications,
such as Voice-over-IP, have more stringent requirements. Outages in connectiv-
ity that last several seconds may very likely annoy customers that are used to
the “telecom world”, where network faults are typically repaired within a 100
milliseconds.

Reaction times to component failures can be greatly improved if fail-over
routing is introduced into the network. Fail-over routing is based on the in-
troduction of backup-paths into the network, that can be utilized as soon as a

2Routers and links.
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router detects that a neighboring router or intermediate link has failed. Given
that link and router failures can be detected fast enough, such a scheme should
have no problems in providing reaction times well below 100 milliseconds. Fail-
over routing schemes can be implemented at different layers in the networking
stack, e.g., at the link and networking layer. Existing schemes that are imple-
mented at the link layer, are for example SONET/SDH protection [4, 5] and
MPLS3 tunnels [1, 29, 43]. Because information about component failures only
need to be sent to the link layer, these schemes have the advantage that they
may be able to react faster than schemes at the networking layer. However,
schemes that are implemented at the networking layer have the advantage of
being independent of underlying network technologies and are therefore more
flexible, allowing for more wide-spread deployment. Since there is no fundamen-
tal reason why fail-over schemes at the networking layer should not able to react
within 100 milliseconds (making failures virtually undetectable to humans), it
makes a fair amount of sense to implement a fail-over scheme at this layer. The
main reason for this is of course that it most likely will produce a more accessible
solution. Because efficiency is to some degree traded for flexibility when imple-
menting fail-over routing in the networking layer, it becomes important to keep
modification of existing routing protocols to a minimum. Since the amount of
modification required, to a large extent determines how easy it will be to deploy
functionality into existing networks.

In link-state routing networks (e.g., OSPF and IS-IS), fail-over routing be-
comes especially appealing since such routing protocols are based upon complete
knowledge of the network they operate on. It should therefore be feasible to
efficiently calculate backup-paths that can be used when component failures are
detected. Many implementations of link-state routing protocols use Dijkstra’s
shortest path first algorithm [18] to calculate routing paths to all destinations in
the network. Using Dijkstra’s algorithm it is very easy to device a brute force
method of calculating available backup paths; Dijkstra’s algorithm is simply
run for each directly connected neighbor. However, such a scheme obviously
has the drawback of requiring computing resources proportional to the number
of directly connected neighbors, which can be large in heavily interconnected
networks. Reducing the computational resources is important since many of the
tasks handled by a router, that are not directly related to forwarding, are often
performed by a central general-purpose processor. Placing undue strain on such
a processor can lead to the inability to deal with other high priority functions.

4.1 My contribution

In paper 3, which I am the main author of, an algorithm capable of calculat-
ing all backup-paths that are available by simply forwarding packets to directly
connected neighbors, is presented. The algorithm is based on an incremental
version of Dijkstra’s algorithm [33] and was developed from an idea proposed by

3Perhaps best described as being an intermediate layer between the link and networking
layer.



10 Improving Network Layer Reaction Times

Lenka Carr-Motyčková, head of the Division of Computer Science and Commu-
nications at Lule̊a University of Technology. The time and space complexity of
the algorithm is analyzed and shown to be and order of magnitude faster than
the brute force approach for the most common network topologies.

5 Future research

This section presents how the work in this thesis will be continued and outlines
future directions for my research.

The work on STRIP is finished and will most likely not be continued by the
author. Continued work would require a lengthy and thorough evaluation of
STRIP, which does not seem likely to produce any significant advances in the
field of networking layer functionality research.

The work in paper 2 is finished and will most likely not be continued by
the author. Even though the measurements could be repeated at several other
locations on the Internet, and may be of some importance to the networking
community, the scientific gains of such an endeavor would most likely not be
significant.

The work on fast fail-over routing is finished and will most likely not be
continued by the author in its current form. However, the insights gained from
the work will be carried into the planned future work on “topology based aspects
on routing”, see below. In the eventuality that the algorithm should be improved
upon or even deployed, that work will hopefully be done by the networking
industry.

In the future I would like to examine an area I have chosen to call “topology
based aspects on routing”. The main focus would be to examine how character-
istics of different routing paradigms depend on different topologies and changes
to these topologies. Topologies would in this case not only be distinguished by
the number of nodes and links in the topology, but also by the generall form of
the topology, e.g., tree, grid or clique properties. Characteristics dependent on
the topology that could be examined are: time to convergence, computational
complexity, consumed bandwidth by routing messages and sensitivity to failures
or errors.
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Abstract

Many emerging real-time applications generate layered data streams, which
can be used effectively to adapt multicast real-time transmissions to het-
erogeneous bandwidth environments. However, these applications have
not changed with regard to being sensitive to transient congestion and
cannot wait a full round-trip time for sender-initiated adaptation.

In this paper we propose the Selective Truncating Internetwork Pro-
tocol (STRIP) supporting layered data transfer, and capable of handling
congestion at a finer level of granularity by truncating packets, i.e., strip-
ping off less important data. STRIP inter-operates with the traditional
IP infrastructure and can be introduced in a step-by-step fashion, starting
with routers where the benefits are obvious, such as routers connected to
bandwidth constrained links with a surplus of processing capacity.

We describe the design and architecture of STRIP and compare it
with solutions for differentiated forwarding on a per-packet basis. STRIP
provides a simple mechanism that can meet the demands for real-time
flows effectively by supporting low delay forwarding, avoiding data-unit
reordering, and supporting various drop priorities at the same time.

1 Introduction

The desire to connect wireless thin clients, e.g., mobile phones and PDAs (Per-
sonal Digital Assistants), to the wired Internet is introducing an increasing
amount of heterogeneity to the Internet. This heterogeneity applies both to
available bandwidth resources and presentation capabilities. The intensified
use of wireless communication will also likely increase the transient congestion

15
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experienced by wireless receivers, due to mobility and properties inherent to
radio wave propagation (fading, absorption, etc.). In this context transient
congestion refers to short term congestion that fluctuates too rapidly to be
resolved through feedback mechanisms between sender or intermediate nodes
and receivers. These developments coincide with the awaited breakthrough of
streaming real-time data, e.g., audio and video, on the Internet arena, which
will probably stand for a substantial amount of traffic in the future.

Since streaming real-time data both is capable of consuming vast bandwidth
resources and is sensitive to jitter (caused by transient congestion), it is obvious
that the above mentioned developments do not go hand in hand with each other.
Especially noteworthy is that transient congestion can cause several consecutive
packets to be dropped, thereby producing glitches in the playback of the real-
time stream. The occurrence of such glitches has been noted to substantially
mar end-users perception of the quality of a transmission [36].

When several receivers are interested in simultaneous transmission of stream-
ing data it is possible to gain in bandwidth utilization through multicast. Un-
fortunately the use of multicast is hampered by bandwidth heterogeneity. To
resolve this problem several networking solution have been proposed. Amongst
these Receiver-driven Layered Multicast (RLM) [32] and Layered Video Multi-
cast with Retransmissions (LVMR) [49] can be noted. These proposals utilize
layered application data in conjunction with multicast to handle bandwidth het-
erogeneity. But while these solutions handle bandwidth heterogeneity they do
not handle transient congestion conditions (due to usage of a feedback loop) and
in some cases even cause it. Note that by transmitting several layers, using one
packet for each unit of layered data, the amount of transmitted packets increase
drastically. This behavior increases the processing overhead in core routers and
may therefore prove detrimental to network efficiency.

In this paper we propose an alternative to the above mentioned solutions
that is able to handle both bandwidth heterogeneity and transient congestion
without incurring extra processing overhead in core routers and without the
need to maintain any flow state.

Selective Truncating Internetworking Protocol (STRIP) is based on segmen-
tation of the data carried in a single network layer frame, into two or more
sections, chunks. Each chunk contains a single application layer, encoded us-
ing any preferred scheme. Every chunk is assigned a drop-priority, the closer a
chunk is to the network layer frame-header the higher its priority. This assign-
ment of drop-priorities allows the networking layer to drop chunks, instead of
entire packets, when congestion is experienced. Allowing both for finer granu-
larity in congestion control, capable of handling transient congestion conditions,
and the ability to adapt multicast real-time flows to the requirements of a het-
erogeneous bandwidth environment. The priority scheme (where chunks closer
to the network layer header have higher priority) also allows for efficient and
fast removal of chunks, by simply dropping chunks at the end of a packet, i.e.,
truncating the tail of the packets.
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2 Existing Approaches

This section presents alternative solutions that could be used to provide the
same or part of the functionality that STRIP does. The main difference be-
tween STRIP and the presented solutions is that STRIP implements a priority
scheme and truncating capabilities at the application data object level, while
the alternatives implement priorities and discard on a per packet level.

Many interactive media applications such as, audio and video conferences,
games or IP telephony have specific requirements [13]. They periodically trans-
mit their data (such as 160 bytes every 20 ms for 64 kbit/s voice). They want a
constant and preferably low delay with bounded variations. They can tolerate
some packet loss - but not many consecutive lost packets. The output from an
generalized conferencing application could be briefly characterized as a stream
of many equally sized, small packets spaced out evenly over time.

Receiver-driven layered multicast [32] is a multicast based scheme in which
applications transmit different data layers on differentmulticast groups. Re-
ceivers request data layers by joining multicast groups carrying the desired
layers. Increased measured packet loss is a signal to a receiver that it might
be oversubscribed, that it or the network is not currently capable of receiving
the requested amount of data. The receiver can attempt to reduce packet loss
(possibly enhancing the quality) by unsubscribing from a high volume layer.

Carpooling and gathercast [2,3], is a method to aggregate small packets go-
ing to the same destination. The purpose is to reduce the overhead caused by
small packets. Aggregators in the network detect and2 intercept small data-
gramswhich are buffered and delayed waiting for more small datagrams sent
to the same destination. A collection of small packets are bundled in a large
datagram and forwarded toward their final destination.

On average, carpooling does not change the inter-packet delay. But, the
buffering will increase the jitter. Carpooling reduces the number of packets in
the network but does not provide mechanisms to prioritize small datagrams in
a bundle.

Differentiated services [10,12] (diffserv) introduces network level mechanisms
to specify and enforce a certain service for individual datagrams. Datagrams
are marked when they enter a network. Routers along the path of a datagram
enforce the requested service within the bounds of a profile. Diffserv allows
senders to assign priorities to transmitted data on a per packet basis.

With diffserv, applications using layered encodings send different layers in
separate packets and mark them for appropriate treatment in the network. For
the generalized conferencing application, the consequence of employing layered
transmission in a diffserv capable network, is many small packets each containing
an application data object from one layer. Each one of these small packets
incur a fixed cost in every router. Routers are mainly limited in the amount
of packets they can forward (not the amount of bytes) and the Internet’s core
routers are already heavily taxed, therefore future networking solutions should
not increase this strain. It should also be noted that a scheme utilizing diffserv
would incur a higher bandwidth overhead due to extra packet-headers, which
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becomes important in bandwidth constrained areas such as wireless links.
Low delay is important for real-time applications. Diffserv forwarding dis-

ciplines supporting delay-sensitive traffic, Expedited Forwarding [25], rely on
strict policing (i.e., dropping of excess traffic) at edges and on isolating queuing
in the network.

This model is not in itself appropriate for providing drop differentiation in
the network, as packets of different isolated classes go in different queues in
the routers and consequently may arrive at the receiver out of order and sep-
arated in time. Instead, diffserv provides forwarding disciplines that perform
drop differentiation without packet reordering, Assured Forwarding [22], which
are more appropriate for layered data. Drop differentiation occurs when aver-
age queue lengths grow to certain thresholds (as in RED, WRED, RIO, etc.)
and therefore transient delay may be quite high, especially if drop precedence
queuing is configured for good TCP throughput. On the other hand, if the
drop precedence queuing is tuned for layered realtime flows, diffserv is feasible.
However, the problem with many small packets still apply.

RLM and Diffserv combined allow media applications to inform the network
of the relative importance of data layers. However, the overhead of many small
packets would still apply.

In a heterogeneous Internet, with links ranging from high bandwidth wired
links to low bandwidth wireless links, potential advantages from combining
STRIP and diffserv can be won. Drop differentiation with low delay can be
obtained by using single class diffserv forwarding with STRIP handling tran-
sient congestion. Admission control can be tuned to admit traffic rates closer
to maximum link capacity if STRIP acts as a safety valve at times of transient
congestion (adapting to temporary link-capacity changes). STRIP would also
provide better bandwidth efficiency on wireless links due to less header overhead.

3 Background

The purpose of this section is to present work that has influenced and inspired
the design of STRIP: application level framing, chunks and explicit framing.

Application level framing [14] proposes an end-to-end scheme where appli-
cation data objects are framed and named. The purpose is to improve receiver
performance and functionality. The application level framing information allows
the network subsystem in the receiver to process an incoming application data
object in one step. If the naming of application data objects provide temporal
information, implicit priorities can be deduced by the receiver. For instance,
an interactive audio tool can frame and label the application objects with a
time-stamp. If objects are delayed in the network, the time-stamps are used to
discard objects that are no longer useful to the application.

Feldmeier describes a method for explicit framing of application level data [20].
Chunks are objects where framing information is explicit and exposed to the
network. The chunks are self containing, they carry all information required
by the receiver and can be individually processed and delivered to the applica-
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tion. Datagrams (frames) consists of several chunks. Frames can be fragmented
on chunk boundaries and chunks can be reassembled into frames. Chunks are
named objects and can be delivered in any order. Ensuring the correct order
are the receivers responsibility.

Exposing the application level framing information to the network enables
improvements in the service offered by the network. Explicit framing, applica-
tion level framing visible to the network layer, combined with gateway mecha-
nisms extends the network service set. It provides the application with mecha-
nisms to increase its control over the network, and the network can improve the
processing and handling of a flow.

4 Architecture

This section describes the architecture of STRIP in detail. First an overview
of STRIP is presented, after which the design of STRIP is reviewed and finally
the protocol specifics are presented.

The basic idea behind STRIP is to provide a networking layer that is capa-
ble of handling congestion at a finer level of granularity than today, i.e., only
dropping a part of a network layer frame instead of having to drop an entire
packet.

The advantage of utilizing such a protocol arises when layered application
data embedded in the payload of a packet are partitioned into two or more
logically independent segments , that are each associated with a priority level.
When congestion is encountered, less prioritized segments in the packet can be
dropped while still allowing higher prioritized segments to be delivered. The
benefits of this approach are two-fold.

First, transient congestion can be handled without discarding entire packets.
Although this means that the received data stream will vary in quality, it allows
for uninterrupted reception of a media stream even in the face of congestion (e.g.,
the number of glitches in the reception is reduced). This becomes especially
important in mobile scenarios where transient congestion is likely to fluctuate
more rapidly than on the wired Internet, due to mobility and the inherent
properties of the radio medium.

A second benefit is automatic adaption of multicast real-time data to re-
ceivers on links with heterogeneous bandwidth capabilities. This is possible since
routers (upstream to receivers on low-bandwidth links) can discard excess lay-
ers when encountering congestion. Thus providing receivers on low-bandwidth
links access to the same content at a lower level of quality.

4.1 Design

This section reviews the main design issues: generality, flexibility, efficiency
and applicability, and tries to illuminate their impact on the properties of the
protocol.
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In order to ensure generality a networking protocol should assume as little
as possible about the capabilities of the underlying link layer(s) and transport
layer(s) above. It is difficult to foresee future developments and assumptions
valid today may prove detrimental tomorrow.

Another aspect of generality is the ability of protocols to coexist with other
protocols. This implies that protocols should ensure fairness towards other
protocols with respect to consumed resources, e.g., bandwidth.

By implementing generality, a network layer usually also provides flexibil-
ity, i.e., different transport layers are able to implement diverse strategies and
still utilize the same network layer. Flexibility is important when the network
layer provides truncating capabilities as is shown in the following two examples:
1) Considering that there is a plethora of layered coding strategies, and new
strategies are being developed, the segmentation policy of a truncating proto-
col has to be flexible enough to handle todays codecs and provide support for
tomorrows. 2) It is common for transport layers to provide protection, e.g.,
CRCs and checksums, of the data to be transmitted. If a truncating protocol is
used it is obvious that these protection schemes will indicate that a package is
damaged if it has been truncated. A truncating network layer therefore has to
provide means for the transport layer to reconstruct the protection scheme even
when a packet is truncated without resorting to layer violations. In other words,
by providing new and extra functionality, it becomes increasingly important to
ensure that the network layer still provides sufficient flexibility.

It is of course important that a protocol is efficient with respect to all re-
sources it utilizes, i.e., bandwidth and end-node and router processing resources.
Since STRIP introduces truncating capabilities it is essential that gateways are
able to drop chunks with a minimum of effort, which is the reason for STRIPs
priority assignment. By assigning lower priorities to chunks at the end of a
packet, gateways are able to remove chunks by simply changing the length of
incoming packets. Although the change of length is a minor one, it has impact
on the efficiency of truncation. This is due to the (minimal) protection that
network layers usually offer.

Note that although STRIP is a network layer protocol, it does not imply
that all routers have to actively support truncation. In fact, a likely scenario is
that routers connected to bottleneck links (where bandwidth and not processing
power is the scarce resource) would perform truncation. Core routers connected
to high-speed backbones would however not perform truncation as the scarce
resource in this case is processing power, not bandwidth. Since STRIP does not
require all routers to support truncation it provides for efficiency by utilizing the
network resources that are most abundant at any location: processing power or
bandwidth.

Even though a network layer protocol should provide generality and flex-
ibility, it is not certain that the truncating capabilities of STRIP are equally
useful to data from all types of transport layers. For example, while real-time
streaming data transmitted using UDP can easily benefit from truncation, it
is not straightforward to take advantage of truncation in segment and window
based feedback protocols, such as TCP.
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Chunk Characteristics

There are several chunk characteristics that have impact on the design issues
stated above. The following section analyses the effect of different design choices
with regard to each characteristic.

• Chunk quantities. A fixed number of chunks in each packet provide poten-
tial for greater efficiency while a dynamic number provide a more flexible
solution. We chose the dynamic setting, since we believe that flexibility is
the more important quality for a truncating network layer.

• Chunk positioning. For efficiency reasons we chose to place chunks back-
to-back, placing chunks relative to each other according to their priority,
with lower priorities at the end of the packet.

• Chunk addressing. Since we have chosen to accommodate a dynamic num-
ber of chunks, it is not possible to have a fixed placement for them. Each
chunk is therefore addressed using an offset, indicating its position relative
to the network layer header.

• Chunk headers. Each chunk has to be associated with information from
the transport layer to provide a means for repair of the transport layers
protection scheme.

Queuing Scheme

An integral component of STRIP is the queuing scheme in routers, that decides
when and to what extent a packet should be truncated. The main objective of
the queuing scheme is to try to ensure that no single stream or group of streams
is given preferential treatment. It is also essential that the queuing scheme does
not impact adversely on non-STRIP traffic, e.g., TCP, as this would violate the
generality requirement. However, the queuing scheme should still provide an
incentive for using STRIP for data traffic that can be layered, e.g., multimedia
streams. Otherwise it would be possible for a sender to acquire an unfair share of
bandwidth by simply sending its multimedia stream in monolithic packets (i.e.,
packets that cannot be truncated). Devising such a queuing scheme is a general
problem, common to all architectures that provide service differentiation, and
not a problem unique to STRIP.

4.2 STRIP

This section describes the operation of STRIP. STRIP is unidirectional and the
overview follows the dataflow in the protocol.

The sending application generates application data objects and assigns them
to different layers according to their importance for the quality of transmission.

The transport protocol receives the data objects from the application. Each
data object is processed and transport protocol specific error control informa-
tion is generated. A transport protocol header is generated for every transport
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Figure 1.1: STRIP IP option syntax

protocol data unit (TPDU) composed of application data objects belonging to
several layers. The TPDU is handed down to the network layer together with
error control information.

The network protocol creates a STRIP header, containing STRIP framing
and error control information (see section 4.2). The STRIP framing information
is available to the network layer.

A gateway detecting problems such as congestion, responds by dropping
layers from STRIP datagrams. The gateway monitors the current situation
in its local environment, for example by paying attention to interface queue
lengths. The congestion detection algorithm decides on a current maximum
size for STRIP datagrams, the current maximum size is compared to the size
of an incoming datagram and layers are dropped until the datagram is small
enough. Only the application data objects are dropped, the STRIP header is
retained for use by the receiver when reconstructing the TPDU. In addition to
the IP TTL decrease required by the IP forwarding algorithm, a STRIP gateway
changes the IP length (and of course the IP checksum) after discarding a layer.

A receiver uses the information in the STRIP header to restore a truncated
frame to a correct TPDU. The network layer passes STRIP header information
on to the transport protocol, and the transport protocol compares the size of the
received PDU with the length field in the transport layer header. If the PDU
is smaller than the field indicates, one or more layers must have been dropped,
then the header must be patched using information from the STRIP header.

Protocol Syntax

The network layer part of the STRIP protocol is currently implemented as an
IP option [40] (see figure 1.1). The first two fields (Option Type and Length) are
required by the IP option framework and is not a part of STRIP. The STRIP
header is composed of a sequence of layer headers, each layer header contains the
offset and data field. The first layer header corresponds to the least important
chunk.

Offset The offset field is an index to the first byte of the corresponding data
in the following PDU.

Data The data field contain error control information.
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The semantics of the data field is determined by the transport protocol used
(the value of the IP Protocol field).

STRIP for UDP

The User Datagram Protocol [38], is an unreliable connectionless transport pro-
tocol often used for real-time data transmission. The main modifications re-
quired to adapt UDP to the IP/STRIP networking layer are: a) independent
processing of separate application data objects, and, b) calculation of partial
checksums.

UDP is modified to accept separate application data objects. When handing
data objects to UDP the application also indicates which layers they belong to.
UDP then processes the objects individually and combines them to form one
TPDU. The main task during processing of data objects is checksum calculation.
UDP uses the standard IP checksum [8,31,41] for end-to-end error control.

The properties of the IP checksum allow partial computation of checksums
and they can be combined to form the UDP checksum, basically by addition.

5 Conclusion

With the awaited increase of streaming real-time data and added heterogeneity,
the Internet faces some problems. The main problems that we address are: en-
abling receivers with heterogenous bandwidth requirements to receive multicast
realtime data flows and coping with transient congestion.

As a solution to these problems, we propose a new internetworking protocol
that enhances todays Internet service model to include truncating capabilities
and a priority scheme to be used for transmission of layered real-time data. By
allowing the network layer to drop parts of a packet, where each part contains
information from a single layer, it becomes possible both to adapt to heteroge-
nous bandwidth requirements and resolve transient congestion thereby lessening
the probability of creating glitches.

Although earlier proposals have tackled parts of the problem, e.g., RLM
and LVMR, the problem of transient congestion has not been dealt with in
a satisfactory manner. In some cases proposals may even initiate and create
transient congestion.

As part of an undergraduate project, a STRIP enabled router, running on
FreeBSD 4.0, has also been created. The router is capable of truncating packets
according to preset levels. The router does not yet support a queuing scheme.

In the nearest future we will implement STRIP in the networking simulator
NS and examine the performance of STRIP compared to alternative solutions.
We will also examine the effect STRIP traffic has on non-STRIP traffic. A
live implementation of STRIP, including sender, receiver and router, will be
implemented later and will provide an opportunity for real-life tests.
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Abstract

IP version 4 specifies options that extends the basic IP header with in-
frequently used features and allow functions to be added to IP without
breaking existing implementations. Options must always be inspected
routers. It is generally believed that routers prioritize ordinary pack-
ets over packets carrying options in a way that significantly impacts the
performance of options. This article presents data collected through ex-
periments that supports this. The experiments are conducted by sending
probe packets between a set of hosts on the Internet. Analysis of the
data set show the options impact on forwarding performance in terms of
delay, jitter and loss rate. There is a slight increase in delay and jitter
and severely increased loss rate compared to ordinary packets.

1 Introduction

IPv4 options are a generic and simple way of transmitting per packet infor-
mation pertinent to network layer components, e.g., routers and hosts [40].
Besides the options in the specification, such as loose source routing, record
route and Internet timestamp, IPv4 options have recently and in the past been
proposed for several other custom extensions. A small and non-exhaustive list
of these extensions include: conveying information between different layers in
the networking stack [26], providing quality of service in ad hoc networks [30],
propagating the priority of a real-time media stream to a receiver [35], enabling
truncation of packets [19] and as method of enabling Active Networks [48]. The
existence of these proposals show that even though ip-options were conceived
over two decades ago, there still exists the need for their functionality.
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Unfortunately IPv4 packets containing options are reputed to be treated
as second class citizens in the networking world, supposedly causing packets
containing options to suffer from increased delay, increased jitter and dropped
packets, compared to packets without options. Despite these alleged short-
comings of IP options there does not appear to exist any recent measurements
of their impact.

The generally referred to reason, as to why packets containing options are
exposed to greater delay, jitter and drops, is that routers are unable to handle
options using fast-path forwarding. A reason for this is that when router hard-
ware was developed in the end of the 1980’s, IP options were not commonly
used. Therefore router designers optimized for the common case, i.e., pack-
ets without options, thereby reducing complexity. Furthermore since options
were rarely used, there did not seem to be any reason to handle options at line
speed [6].

One example is Cisco routers, which do not process options in hardware. As
options may be used for denial of service on those routers, Cisco has introduced
the possibility to drop or ignore packets with options [23].

Firewalls are also problematic, since these tend to be configured to drop
everything except the most common types of packets. It can be noted, however,
that this practice will always be an obstacle when deploying new functionality
in the Internet.

This is a study of the performance difference packets with options experience
compared to packets with no options. Data from network measurements based
on UDP packets with and without options is analyzed with various statistical
methods. If ICMP ping packets are used instead, it would be possible to study
a wider area of the Internet. ICMP packets are, however, often forwarded
differently than other packets, which would lessen the validity of the study.

The rest of this article is structured as follows. Section 2 describes the
measurement method and the measured network. Section 3 presents the results
and the statistical analysis of the data. Section 4 discusses an alternative to
options. Finally, section 5 concludes the article.

2 Testing the Impact of IP-Options

This section presents a test consisting of experiments designed to discover char-
acteristics of the difference in forwarding performance caused by the presence
of an option. First, the metric of interest is described and a method for measur-
ing this. This is followed by a description of the measured network and details
on how statistical data is gathered. The data set and the software used for
gathering the data can be downloaded from the web [21].
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2.1 A Method for Measuring Difference in Forwarding
Performance

The measurements captures time in transit of packets with and without options.
Time in transit is the time between the moment a packet is sent until the moment
it is received. The procedure to measure time in transit for a probe packet sent
by host S to host R is as follows: Let ts be the local time of S immediately
before passing the packet to the send system call and tr the local time of R
immediately after the receive system call returns the packet. The resulting
time in transit, t = tr − ts, includes a potentially large error caused by the fact
that S and R do not share a clock.

There are two types of probe packets, one which includes IP-options (packets
of this type are called O-packets) and one without (called N-packets). A sample
is obtained by sending one N-packet and one O-packet and subtracting the
times in transit. (This value is also called delay-difference.) This yields an
accurate measurement of the difference, since the errors caused by S and R
having different clocks cancel out each other.

Both O-packets and N-packets are UDP packets with payloads consisting of
a unique sequence number (32 bits) and the send time, ts, (64 bits). O-packets
have the IP header length set to 6 words and bit 160 to 191 (i.e., the options) in
the IP-header set to 0. The first octet among the options should be interpreted
as “end of option list” and should not require any processing by routers [40].
N-packets includes 32 bits padding to be equally long as the O-packets (totally
44 octets, including headers).

2.2 The Network

Fifteen hosts from the resilient overlay network [42] and the network that con-
nects them constitutes the subset of the Internet that has been measured. There
is one host in Sweden, one in Canada, one in the Netherlands, and the rest of
the hosts are at different locations in the USA. The network paths covered by
the measurements traverse networks of several different service providers. The
hosts are listed in table 2.1. Although the resilient overlay network provides
features for routing at the application layer, this is not used in the test.

2.3 How Statistical Data is Gathered

An experiment involves a pair of hosts and consists of a set of samples. Within
each sample two packets are sent as close in time as possible in randomized order.
The randomization of send order is vital for the statistical analysis. Without it,
packet transmissions cannot be said to be independent. Randomization ensures
that systematic errors and network peculiarities do not bias the results.

During an experiment, samples are sent according to a Poisson process with
intensity 0.0278 (about 2 samples per minute) to produce temporally unbiased
measurements [37]. The receiver stores the send time, ts, the receive time tr
and the sequence number of each received packet in a log file for later analysis.
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Data was gathered under a time period of 174 hours starting at Apr 18 2003. All
pairs among the 15 hosts ran two experiments (one in each direction) resulting
in 210 data sets. The next section presents the analysis of these.

3 Results

In this section the data sets collected by the probing application, are subject to
statistical analysis with respect to delay, jitter and loss rates.

Based on the widely accepted notion that packets carrying options receive
inferior treatment on the Internet, being forced to traverse the slow path through
routers [6,23], we initially made the following assumptions regarding delay, jitter
and loss rate:

• O-packets are delayed to a greater extent than N-packets. Most likely to
such an extent that they are rendered useless for real-time applications.

• O-packets are subjected to larger jitter than N-packets. Probably to such
an extent that they become useless for real-time applications.

• O-packets are subjected to higher loss rates than N-packets. Presumably
to such an extent that they are hazardous to use for any application.

Regarding the two first assumptions, delay and jitter, the results show that
for this test there is indeed a penalty of extra delay and an increase in jitter for
O-packets. The increase in delay can be confirmed for all experiments except
one at a very high level of confidence. The increase in jitter has not been verified
using a statistical test, but comparisons of the Inter Quantile Ranges (see 3.3)

Table 2.1: The hosts used in the test

host location

ron0 MIT
ron2 Utah
ron3 Denver?
ron4 Cambridge, MA
ron5 Lule̊a
ron11 Cornell
ron15 MIT
ron18 US
ron22 MIT
ron23 US (ATT)
ron24 NL
ron31 US (Teleglob)
ron33 Canada
ron35 New Jersey
ron36 San Diego
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show that for a majority of the experiments, the dispersion of O-packets is much
larger than the dispersion of N-packets. While these differences exist for this
test, it is not, however, certain that the absolute differences are so great as to
render O-packets useless for real-time applications. The largest median of the
delay-differences, see section 3.2, is 28 milliseconds and the majority of IQRs for
O-packets are below 40 milliseconds. While extra delay never is a good thing,
it is not certain that these values are large enough to be harmful.

Regarding the loss rates, the results do confirm our initial assumption. While
not all experiments show signs of greater loss-rate for O-packets compared to
N-packets, a substantial amount do show a large increase in loss rate. The
most important finding is that many of the experiments exhibit exceptionally
high loss-rates (up to 100%) for O-packets. While it is not possible to draw the
conclusion that this behavior would be repeated in other tests, it is not possible
to say that it could not occur. If the number of experiments with exceptionally
high loss rates from this test are anything to judge by, then it would most likely
be very unsound to advocate the use of options in any networking proposal that
could see widespread use.

3.1 Analysis of Result Data

The data sets resulting from each experiment are statistically analyzed by var-
ious scripts (which can be obtained from the web [21]). The results of the
analysis are presented in the tables 2.2–2.9. All tables are presented in the
same format. The rows represent receiving hosts and the columns represent
sending hosts. The elements in the table are the resulting statistical values for
each experiment.

To ensure that the statistics from each experiment is based on a large enough
sample size, the tables only include values where the sample size is at least 500.
The only exceptions to this are the tables concerning loss-rate statistics, since
these statistics are only based on the quantities of lost packets and not on values
derived from the samples themselves.

On average, each experiment has resulted in a data set of roughly 17,000
samples. For the host ron24, fewer samples were received (approximately 8,000)
due to the host being down for a prolonged period of time. Unfortunately, all
experiments gathered by ron23 were lost due to a reconfiguration of the host
after the test had been concluded. All tables therefore exhibit an absence of
data at the row corresponding to ron23. However, since data sent from ron23
is present in the tables, the corresponding row remains in the table.

The tables relating to loss-rates, only present statistics from 196 data sets,
since the data sets received by ron23 were lost. For all other tables the number
of presented statistics is 166, due to the removal of data sets with less than 500
samples.
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3.2 Analysis of Delay

To determine if O-packets experience greater delay than N-packets, the differ-
ence in delay for each sample was examined. Since the packets in a sample is
sent back-to-back, the networking conditions experienced should more or less
identical. As mentioned earlier the order between O-packets and N-packets
within a sample were randomized to avoid dependencies due to run order. Also,
the time intervals between samples were randomly selected from an exponential
distribution to ensure independence between all sample-pairs. For convenience,
the difference in delay between the O-packet and the N-packet for each sample
is hereafter referred to as delay-difference. Throughout this section, subscript
N is used for variables corresponding to N-packets and subscript O for variables
corresponding to O-packets.

Initially the delay model in (1) was assumed. The delay experienced by
a packet (y) is determined by an average delay (µ) and a random error (ε),
which is a normally distributed and independent random variable. The result-
ing delay-difference for each sample (yO−yN ) would therefore also be a normally
distributed and independent random variable. It was, however, quickly deter-
mined that the assumption of normality did not hold (i.e., the random variables
εO and εN were not normally distributed). The delay histograms of nearly
all experiments showed clear signs of being skewed and long-tailed. The delay
histograms bear close resemblance to the delay histograms found in [7], where
parts of the RIPE NCC measurements of end-to-end delay were analyzed. The
histogram in Fig. 2.1 and the normal probability plot in Fig. 2.2 are typical of
most of the experiments and clearly show that the assumptions of normality
are violated. It should be noted that although Fig. 2.1 can be considered as
a typical example of the general shape of the distributions, there exists large
variations in the location of central tendency, dispersion and the extent to which
the distributions are skewed and long-tailed.

yO = µO + εO
yN = µN + εN

(1)

Because the delay distributions of the experiments are rather heavily skewed
and long-tailed, the mean is not an appropriate measure of the central tendency
of the delay-difference [17]. A better measure of central tendency is instead the
median, M . Evaluation of the delay-difference was therefore performed using
the median for each experiment. It is easy to realize that if there on average are
no differences in delay between O-packets and N-packets, the median would be
very close to zero and about 50% of the delay-differences would have negative
signs and the other half should have positive signs.

Table 2.2 shows the medians of the delay-difference for all experiments.
While most experiments have a median value of a few milliseconds, there are
a number of experiments with substantially higher medians. Experiments with
medians greater than 20 milliseconds are highlighted.

In order to determine whether the observed medians indicate a statistically
significant delay-difference, we have used the non-parametric sign-test [17] to
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Figure 2.2: Normal probability plot of delay-differences

test the hypothesis in (2) for each experiment. If we are able to reject the
null hypothesis at a high confidence level, we can conclude (at the given level
of confidence) that O-packets are indeed delayed to a greater extent for an
individual experiment.
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Table 2.2: Medians of delay-differences for all experiments [milliseconds]
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 23.2 7.85 3.40 4.98 4.16 4.99 9.26 - 6.09 5.15 - 4.50 13.8 28.0
ron2 20.9 - 2.68 2.39 19.9 16.9 3.94 2.26 2.61 14.9 22.7 - 4.90 4.68 8.62
ron3 5.20 2.49 - 2.95 13.0 3.60 4.69 - 1.76 19.1 13.0 3.24 4.73 2.12 -
ron4 2.29 2.98 3.25 - 3.30 3.35 2.83 3.03 - 13.5 2.80 - 9.42 8.41 5.68
ron5 3.99 21.7 3.81 4.82 - 3.03 4.28 28.0 - 20.7 3.41 4.43 16.7 25.7 27.0
ron11 8.99 17.5 4.08 3.30 7.35 - 1.77 3.66 - 12.8 8.75 4.72 2.78 18.5 22.0
ron15 3.37 1.97 - −2.43 1.72 2.46 - 1.24 1.73 10.7 2.21 0.73 2.20 5.42 3.94
ron18 4.12 1.02 - 1.41 7.59 - 0.28 - - 16.6 - 6.62 14.3 14.0 8.11
ron22 3.52 2.21 1.56 - 5.24 2.61 3.35 - - - - - 2.37 - -
ron23 - - - - - - - - - - - - - - -
ron24 3.39 22.4 11.4 2.83 3.64 1.77 10.5 27.2 - 18.4 - 2.80 15.7 7.72 27.1
ron31 3.70 - 3.27 2.51 7.74 2.82 3.36 2.66 - 15.7 7.19 - 2.10 9.57 10.6
ron33 24.0 18.6 16.4 15.3 22.9 2.90 4.71 16.0 - 12.9 - - - 5.96 26.5
ron35 24.0 13.4 23.4 22.5 24.4 19.6 9.56 8.21 - 22.5 - 8.84 7.95 - 20.0
ron36 25.6 8.11 7.69 6.51 24.9 21.3 6.93 6.05 - 19.8 27.3 3.22 8.56 15.5 -

H0 : M = 0

H1 : M < 0 (2)

Table 2.3 shows the probabilities for each experiment, that the the null
hypothesis, H0, is correct. A value of 0 indicates a probability value (P-value)
less than 2.2 · 10−16, the smallest value attainable given the precision of the
statistical calculations. As can be seen from the table only three experiments
have a P-value greater than 2.2 · 10−16. For all other experiments the null
hypothesis can be rejected at an incredibly high level of confidence. Of the other
three experiments, there is only one experiment where H0 cannot be rejected at
any reasonable level of confidence.

In other words, all but one experiment show at a tremendous level of con-
fidence that packets carrying options experience higher delay than ordinary
packets. On the other hand the extra incurred delay is small.

3.3 Analysis of Jitter

It is possible to determine if O-packets experience higher jitter than N-packets,
by examining the difference in dispersion between the two packet types. The
obvious choice to measure dispersion would be the sample variance. Variance,
however, is difficult to interpret for distributions that are both skewed and long-
tailed. A better measure is therefore the use of the Inter Quantile Range (IQR),
defined as the difference between the 3rd and the 1st quartiles, Q3 and Q1

respectively. A benefit of using the IQR is that it is an intuitive metric; half
of the packets are “closer to each other” (measured in time) than the value of
the IQR and the other half of the packets are “further apart” (also measured in
time) than the value of the IQR.
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Table 2.3: Probability that H0 is correct. Zero-values indicate a probability less
than 2.2 · 10−16

ron0ron2ron3ron4ron5ron11 ron15 ron18ron22ron23ron24ron31ron33ron35ron36

ron0 - 0 0 0 0 0 0 0 - 0 0 - 0 0 0
ron2 0 - 0 0 0 0 2.34·10−12 0 0 0 0 - 0 0 0
ron3 0 0 - 0 0 0 0 - 0 0 0 0 0 0 -
ron4 0 0 0 - 0 0 0 0 - 0 0 - 0 0 0
ron5 0 0 0 0 - 0 0 0 - 0 0 0 0 0 0
ron11 0 0 0 0 0 - 0 0 - 0 0 0 0 0 0
ron15 0 0 - 1.00 0 0 - 0 0 0 0 0 0 0 0
ron18 0 0 - 0 0 - 0 - - 0 - 0 0 0 0
ron22 0 0 0 - 0 0 0 - - - - - 0 - -
ron23 - - - - - - - - - - - - - - -
ron24 0 0 0 0 0 0 0 0 - 0 - 0 0 0 0
ron31 0 - 0 0 0 0 0.02092 0 - 0 0 - 0 0 0
ron33 0 0 0 0 0 0 0 0 - 0 - - - 0 0
ron35 0 0 0 0 0 0 0 0 - 0 - 0 0 - 0
ron36 0 0 0 0 0 0 0 0 - 0 0 0 0 0 -

Table 2.4: Inter Quantile Ranges of O-packets for all experiments [milliseconds]
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 25.9 52.1 5.85 15.1 9.07 27.9 20.4 - 21.8 14.3 - 12.0 24.7 29.1
ron2 25.1 - 31.3 1.57 28.0 21.1 11.1 6.62 1.52 24.4 24.7 - 11.5 17.6 12.9
ron3 42.8 3.29 - 18.6 75.6 54.0 125 - 2.78 49.0 65.7 50.1 89.0 46.3 -
ron4 6.08 15.4 40.1 - 8.39 15.7 15.6 11.4 - 26.5 10.5 - 22.5 21.0 10.4
ron5 15.2 28.7 88.5 18.8 - 24.7 47.8 85.8 - 43.1 29.1 28.1 43.9 60.1 31.7
ron11 16.7 20.8 655 605 18.2 - 698 607 - 630 16.5 625 624 618 23.9
ron15 3.64 1.40 - 2.42 3.27 13.2 - 8.79 1.18 25.1 4.81 4.76 2.60 18.0 9.30
ron18 22.9 17.6 - 17.6 39.2 - 54.8 - - 40.7 - 46.0 32.8 35.8 19.7
ron22 8.91 3.95 9.97 - 34.8 22.8 44.7 - - - - - 9.99 - -
ron23 - - - - - - - - - - - - - - -
ron24 11.2 24.4 62.1 11.9 29.8 7.17 48.1 78.8 - 40.1 - 24.5 39.4 24.3 26.7
ron31 13.1 - 47.7 6.14 27.0 20.9 4.86 39.0 - 31.4 24.8 - 2.40 24.2 23.7
ron33 28.8 1.69 90.7 19.9 32.1 20.4 52.2 30.8 - 32.2 - - - 27.2 27.7
ron35 32.3 23.8 71.8 26.1 38.0 32.8 62.6 26.6 - 38.0 - 21.9 24.1 - 27.5
ron36 27.2 12.6 33.3 13.1 30.5 22.9 62.2 20.7 - 32.1 27.5 7.34 25.1 29.9 -

Table 2.4 shows the IQRs for O-packets. The highlighted values, 15.7% of
all experiments (26/166), have IQR values greater than 50 milliseconds, which
can be regarded as a rather large delay if real-time applications are considered.
For the N-packets 4.8% (8/166) have an IQR that is above 50 milliseconds.
These are the experiments with IQRs above 500 milliseconds, all received by
the host ron11. This shows that while O-packets often seem susceptible to
higher jitter, there are still networking conditions that can cause substantially
larger variations for both packet types.

A more comprehensive comparison of the IQR of both packets types is shown
in table 2.5, which shows the quotients of the IQR for O-packets and the IQR
for N-packets (IQRO/IQRN ). The IQR quotients span the range from 192 to
0.97. The highlighted values, quotients greater than 10, account for 28.9% of all
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Table 2.5: Quotient of IQR (IQRO/IQRN ) for all experiments
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 21.6 40.0 2.32 4.08 6.01 4.49 9.64 - 1.83 3.38 - 8.15 2.56 18.2
ron2 57.2 - 54.2 1.39 22.6 97.3 2.82 8.66 4.04 2.10 6.14 - 31.1 1.80 16.6
ron3 36.1 4.37 - 12.0 77.2 6.02 31.8 - 1.39 4.03 16.4 20.1 192 4.90 -
ron4 1.48 23.4 53.1 - 5.16 1.42 1.56 8.80 - 1.66 2.36 - 28.4 2.07 6.36
ron5 3.34 6.42 82.2 11.0 - 1.36 11.1 60.4 - 3.72 6.90 10.5 40.4 6.23 7.32
ron11 33.4 89.7 1.06 1.00 5.47 - 1.01 1.02 - 1.00 4.41 1.02 1.02 1.02 26.7
ron15 5.98 2.92 - 1.24 2.80 1.20 - 8.52 2.08 1.74 1.30 1.01 5.13 2.15 9.12
ron18 2.83 2.19 - 2.07 4.85 - 3.58 - - 2.32 - 5.54 4.09 2.79 2.45
ron22 6.73 6.84 1.13 - 22.3 2.09 4.96 - - - - - 7.99 - -
ron23 - - - - - - - - - - - - - - -
ron24 3.05 6.20 17.3 3.46 7.31 1.89 9.81 18.8 - 2.90 - 3.88 10.2 3.81 7.44
ron31 11.0 - 19.5 3.79 10.5 2.43 1.04 15.4 - 2.62 3.89 - 0.97 2.48 6.88
ron33 8.28 2.28 172 11.9 31.4 2.24 12.8 34.5 - 2.77 - - - 2.88 28.4
ron35 3.12 2.20 6.65 2.33 3.45 2.56 2.82 2.34 - 2.09 - 1.95 2.49 - 2.68
ron36 31.1 16.6 35.1 6.25 9.14 19.5 3.10 12.8 - 2.16 7.79 2.07 28.2 3.00 -

the values. Only one quotient is less than 1.0, where the IQR for O-packets is
actually less than the IQR for N-packets. Lastly, quotients in the range 1.0−2.0
and 2.0 − 10.0 account for 15.7% and 54.8% respectively. All in all, quotients
greater than 2.0 account for 83.4% of the experiments.

Finally, an important part of analyzing jitter is to examine how bad the
worst case delays are and how these are distributed over time. This is especially
important when considering the impact on real-time applications. By examining
the proportion of O-packets that are heavily delayed compared to N-packets
(e.g., > 100 milliseconds), it is possible to get an impression of how a real-time
application would cope with the extra delay. It is also important to understand
how these heavily delayed packets are distributed over time since this also affects
how an application copes with large delays. For instance, while a real-time
application can be assumed to cope with large delays if they occur in isolation
and far apart. This is not the case if long continuous sequences of packets are
heavily delayed.

Each entry in table 2.6 shows the lowest value among the top 5% delay-
differences for each experiment. The lowest value among the top 5% delay-
differences exceeds 100 milliseconds in 62% of the experiments (highlighted in
the table); the lowest value among the top 10% delay-differences exceeds 100
milliseconds in 25.3% of the experiments; the lowest value among the top 20%
delay-differences exceeds 100 milliseconds in 4.2% of the experiments. It is
obvious from the table 2.6 and the numbers presented above that a substantial
amount of O-packets are delayed in excess of 100 milliseconds, when compared
to N-packets. The question of how these packets are distributed therefore needs
to be answered. Fig. 2.3 shows a typical example of how the 5%–0.1% largest
delay-differences1 are distributed in time. As can be seen in the figure, there

1The 0.1% largest delay-differences (18 values) have been omitted from the figure, in order
to provide better resolution. In total Fig. 2.3 shows approximately 840 values
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Table 2.6: 5% worst case delay-differences for all experiments [milliseconds]
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 122 218 65.5 164 87.3 71.4 153 - 82.1 98.8 - 173 171 114
ron2 111 - 215 11.7 158 72.6 11.2 94.7 111 43.6 98.0 - 134 128 46.6
ron3 221 67.4 - 205 223 202 213 - 8.47 208 217 206 235 204 -
ron4 54.0 47.2 201 - 118 21.2 11.9 94.6 - 40.9 65.4 - 145 119 36.3
ron5 160 151 235 127 - 129 114 212 - 138 140 139 189 195 149
ron11 93.6 71.7 204 15.5 137 - 24.6 110 - 46.7 84.2 87.3 133 141 74.7
ron15 57.7 14.1 - 3.95 114 11.4 - 89.4 61.1 38.0 55.2 1.22 128 120 31.0
ron18 139 113 - 98.7 163 - 88.2 - - 113 - 173 168 164 97.7
ron22 120 91.9 6.46 - 162 112 77.9 - - - - - 163 - -
ron23 - - - - - - - - - - - - - - -
ron24 98.0 98.1 212 74.9 139 73.0 117 199 - 97.2 - 100 155 129 92.9
ron31 92.4 - 202 46.7 140 62.5 4.03 173 - 63.5 107 - 128 125 90.1
ron33 184 136 246 142 192 139 128 177 - 136 - - - 177 149
ron35 172 141 229 130 184 140 123 163 - 130 - 123 177 - 133
ron36 104 46.2 202 44.0 136 70.3 75.1 102 - 62.4 94.9 24.8 165 132 -
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Figure 2.3: Plot of the 5%–0.1% largest delay-differences

does not seem to exist any apparent pattern that would suggest an uneven
distribution of the largest delay-differences. The rest of the experiments show
similar distributions, indicating that large delay-differences are spread out well,
not occurring in long continuous sequences.

3.4 Analysis of Loss rate

The most significant impact of using IPv4 options is if the likelihood of packets
being lost is increased. If this is the case, options not only become unsafe to



38 Improving Network Layer Reaction Times

Table 2.7: Proportion of lost O-packets for all experiments [%]
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 0.22 1.16 0.34 1.00 0.27 0.48 0.68 100 0.19 0.38 99.4 0.19 0.46 0.16
ron2 0.53 - 0.08 0.11 0.78 0.22 0.16 0.54 1.30 0.18 0.03 100.0 0.04 0.11 0.03
ron3 0.99 2.24 - 0.08 0.75 0.50 0.15 100 0.28 0.14 0.57 0.07 0.01 0.09 100
ron4 1.11 0.67 0.25 - 0.84 0.58 0.16 0.55 100 0.17 0.37 100 0.23 0.83 0.03
ron5 1.28 0.91 0.65 0.79 - 0.78 0.73 1.23 100 0.87 0.33 0.70 0.79 0.83 0.95
ron11 0.53 0.15 50.0 2.13 0.76 - 2.58 2.60 100 2.46 0.43 51.7 2.16 2.14 0.07
ron15 2.74 2.54 100 1.42 2.31 2.11 - 2.02 1.82 1.72 3.56 1.63 1.66 1.76 1.42
ron18 0.54 0.42 100 0.09 0.78 98.0 0.14 - 100 0.21 100 0.03 0.04 0.16 0.03
ron22 3.71 2.40 0.19 100.0 1.49 0.56 0.22 100.0 - 100.0 100 100 0.14 100.0 100
ron23 - - - - - - - - - - - - - - -
ron24 0.23 0.01 0.39 49.4 0.40 0.42 0.94 1.20 100 49.2 - 0.61 50.0 0.74 0.19
ron31 1.33 100 0.20 0.32 0.85 0.61 0.46 0.78 100 0.34 0.70 - 0.25 0.30 49.4
ron33 1.70 49.7 71.7 0.06 0.95 0.49 1.46 0.46 100 0.12 100 100.0 - 0.07 0.02
ron35 1.36 0.56 50.0 0.12 0.75 0.64 0.29 0.65 100 0.24 100.0 0.07 0.12 - 0.13
ron36 18.5 18.2 0.15 0.22 18.8 18.6 31.5 0.59 100 0.25 20.1 0.13 0.18 0.23 -

use for real-time applications but also for all other applications.
Table 2.7 and table 2.8 shows the proportion of lost packets, for O-packets

and N-packets respectively. The highlighted values in table 2.7 indicate experi-
ments with loss rates of 15% or higher, accounting for 22.9% of all experiments
(many of them close or equal to 100%). This can be compared to the highest
loss rate for N-packets which is only 3.5%, highlighted in table 2.8. In table 2.7,
14.3% of the experiments exhibit loss-rates of 99.9% or higher for O-packets,
and while most of these experiments (17 out of 28) either emanate from or are
received by the host ron22, there is still a large proportion that are not directly
coupled to ron22. Continuing the categorization, 5.6% of all the experiments
exhibit loss-rates between 49% to 99.9%, and 3.1% of the experiments exhibit
loss-rates between 15% and 49%. Although, as mentioned earlier, many of the
experiments containing large loss-rates are related to one host, ron22, the rest
of the large loss-rates are evenly sprad out. This is easily realized by noting
that even if ron22 is removed from table 2.7, there is only one sender (ron35 )
and one receiver (ron5 ) that would not be associated with any experiments
experiencing loss-rates greater than 15%.

A comparison of the loss-rates of O-packets and N-packets is shown in ta-
ble 2.9, which contains the quotient between the number of lost O-packets and
the number of lost N-packets (#lostO/#lostN ). The highlighted values are the
quotients that are larger than 2.0, accounting for 44.9% of all the experiments.
The values that are both highlighted and italicized are loss rates that are higher
than 2.0, but which were not highlighted in table 2.7. These values account
for 21.9% of all the experiments, indicating that O-packets do not only have
higher loss rates when drastic amounts of losses occur (here meaning greater
than 15%) but also in cases of less severe loss rates. Only in two cases are the
number of losses of N-packets twice as large as the number of losses of O-packets,
the experiments: ron36→ron0 and ron36→ron35.

Finally, an important question that arises, is if the drastic loss rates (> 15%)
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Table 2.8: Proportion of lost N-packets for all experiments [%]
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 0.29 0.38 0.38 0.38 0.44 0.60 0.81 0.58 0.26 0.46 0.41 0.33 0.49 0.35
ron2 0.63 - 0.08 0.06 0.06 0.20 0.16 0.55 0.44 0.17 0.03 0.10 0.07 0.12 0.02
ron3 1.22 3.09 - 0.02 0.03 0.43 0.15 0.59 0.20 0.15 0.15 0.05 0.02 0.11 0.01
ron4 1.33 0.06 0.05 - 0.04 0.46 0.15 0.53 0.16 0.18 0.26 0.03 0.03 0.14 0.02
ron5 0.69 0.08 0.02 0.02 - 0.12 0.16 0.49 0.20 0.20 0.13 0.06 0.03 0.15 0.04
ron11 0.66 0.11 2.21 2.24 0.16 - 2.58 2.79 2.38 2.48 0.36 2.03 2.19 2.36 0.07
ron15 2.31 1.67 1.74 1.36 1.56 2.00 - 2.01 1.82 1.74 3.58 1.58 1.59 1.76 1.43
ron18 0.61 0.08 0.02 0.02 0.07 0.66 0.14 - 0.17 0.21 0.23 0.03 0.02 0.16 0.02
ron22 0.87 3.06 0.13 0.09 0.09 0.54 0.21 0.59 - 0.22 0.28 0.24 0.11 0.25 0.09
ron23 - - - - - - - - - - - - - - -
ron24 0.24 0.00 0.13 0.22 0.15 0.42 0.51 0.68 0.18 0.41 - 0.20 0.36 1.04 0.18
ron31 1.57 0.20 0.19 0.19 0.17 0.68 0.49 0.73 0.34 0.26 0.31 - 0.14 0.19 0.21
ron33 1.56 0.13 0.04 0.03 0.07 0.45 0.22 0.54 0.18 0.15 0.18 0.07 - 0.09 0.03
ron35 0.95 0.15 0.06 0.11 0.09 0.66 0.30 0.66 0.25 0.24 0.19 0.06 0.13 - 0.14
ron36 0.58 0.05 0.07 0.02 0.10 0.13 0.18 0.50 0.18 0.11 0.17 0.00 0.01 0.14 -

Table 2.9: Quotient between # of lost O-packets and # of lost N-packets
ron0 ron2 ron3 ron4 ron5 ron11 ron15 ron18 ron22 ron23 ron24 ron31 ron33 ron35 ron36

ron0 - 0.76 3.03 0.88 2.61 0.60 0.80 0.83 174 0.72 0.84 244 0.58 0.94 0.44
ron2 0.84 - 1.00 1.80 13.2 1.09 1.00 0.98 2.99 1.07 1.00 1048 0.58 0.90 1.25
ron3 0.81 0.73 - 3.50 21.8 1.14 1.00 171 1.39 0.92 3.83 1.33 0.67 0.84 8687
ron4 0.84 10.4 5.50 - 20.7 1.27 1.04 1.03 615 0.94 1.41 2894 8.00 5.76 1.67
ron5 1.85 11.9 28.2 34.5 - 6.43 4.70 2.54 492 4.44 2.55 12.2 22.8 5.54 23.7

ron11 0.80 1.39 22.6 0.95 4.75 - 1.00 0.93 42.0 0.99 1.20 25.4 0.99 0.91 1.00
ron15 1.19 1.52 57.5 1.04 1.48 1.06 - 1.01 1.00 0.99 0.99 1.03 1.04 1.00 0.99
ron18 0.88 5.46 4333 4.00 11.3 149 0.96 - 585 0.97 436 1.20 1.75 1.00 1.67
ron22 4.24 0.78 1.55 1150 16.2 1.04 1.05 169 - 459 360 424 1.32 396 1173
ron23 - - - - - - - - - - - - - - -
ron24 0.95 1/0 2.91 226 2.75 1.00 1.86 1.75 562 120 - 3.12 138 0.71 1.07
ron31 0.85 508 1.06 1.70 4.97 0.90 0.93 1.07 298 1.30 2.27 - 1.72 1.56 230
ron33 1.08 394 1795 2.00 12.7 1.09 6.68 0.84 546 0.81 541 1467 - 0.87 0.50
ron35 1.43 3.84 796 1.11 8.25 0.97 0.98 0.99 405 1.00 518 1.18 0.87 - 0.96
ron36 31.7 338 2.17 13.0 193 146 171 1.18 560 2.20 120 23/0 31.0 1.60 -

seen for O-packets, manifest themselves as long continuous sequences of losses
or if losses are evenly distributed. If losses occur as long continuous sequences,
a possible explanation for the high loss rates might be that traffic was rerouted
during a period, traversing a router that discards all O-packets. Another ex-
planation could be that excessive load triggers a state in some routers resulting
in loss of all packets for a prolonged period of time. In either case it is clear
that long continuous sequences of losses is very hard for any application to deal
with. Should however losses be evenly spread out over the entire transmission,
this indicates that O-packets might simply incur a higher loss rate, which is
evenly distributed in time. It turns out that both types of loss patterns can
be observed. Fig. 2.4 shows an example of long continuous loss sequences, re-
sulting in 31.5% loss of O-packets. The topmost graph shows the occurrences
of received and lost packets plotted against the packet sequence numbers. The
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Figure 2.4: Plot of long continuous loss sequence

bottommost graph shows the cumulative sum of all the occurring losses. As can
be seen there is a sudden change in the cumulative sum close to packet sequence
number 24000, showing clearly that losses are not spread out evenly over the en-
tire transmission. Fig. 2.5 in turn, shows an example of losses occurring evenly
resulting in 49.7% loss of O-packets. Of the experiments with packets losses in
the range of 15% to 80%, two experiments can be categorized as long continuous
sequences of losses and the other 13 experiments, as evenly distributed losses.

3.5 Discussion of Results

It is important to note, that while it is possible to perform statistically signifi-
cant tests on each individual experiment, this does not hold for tests aimed at
comparing the outcome of different experiments to each other. The reason for
this is that the different experiments cannot be guaranteed to be independent
from each other, a critical requirement for most statistical tests. It is in fact
quite likely that several of the flow generated by the experiments share routers
that may be of consequence with regards to delay, jitter and loss rate. Further-
more, the hosts in the test cannot be said to have been completely randomly
selected from all hosts on the Internet. The participating hosts have been se-
lected from the set of available ron-nodes (which we were kindly allowed to use).
Neither has selection amongst ron-nodes been completely random. We have for
instance strived to avoid hosts that were close to each other with regards to the
number of intermediate routers, since it could potentially have been problematic
to detect differences in delay if the delays were very small to begin with.

However, for the sake of this investigation the above issues are not a problem.
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Figure 2.5: Plot of evenly distributed losses

The intention of this investigation is not to model the behavior of IPv4 options
on the Internet as whole, a task which is of course much greater and perhaps
even infeasible. Instead we focus on the observations that can be made for this
test, arguing that while the observed problems cannot be proven to manifest
themselves throughout the Internet, it cannot be ruled out that these problems
would not be encountered elsewhere on the Internet.

4 An Alternative to IP-Options

It is clear that the use of built in IP options for customizing the IP header results
in degraded forwarding performance. An alternative is to use custom extension
headers instead. To achieve this, a chain of extension headers follows the IP
header. The protocol number field in the IP header is redefined to indicate the
type of the next header. The format could be identical to IP version 6 extension
headers [16].

For backwards compatibility, the use of this feature must be negotiated be-
forehand. There is an unused bit in the IP-header which can be used for this
negotiation. RFC791 specifies that this bit must be set to zero and that its value
must be ignored [40]. Hence, assuming that implementations have followed the
specification, this bit can be set to one to indicate support for extension headers.
This is a good use of the unused bit, as it provides opportunity for arbitrary
extensions of the IPv4 header.

Firewalls will still be a problem. There is no reasonable way to allow com-
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pliancy with current firewall practice2. Instead, either firewall configurations
must be updated or worked around with transport layer IP-tunnels.

5 Conclusions

The belief that packets carrying options (O-packets) are subject to inferior treat-
ment compared to ordinary packets (N-packets) has been investigated. This is of
interest as functionality provided by options are important for the development
of new functions in IP.

The analysis of delay, jitter and losses for O-packets shows that the use
of options is indeed problematic. For the presented experiments, we can with
high level of confidence state that the delay is higher for O-packets than for
P-packets, although the extra delay is small. O-packets also experience higher
jitter. While the extra delay and jitter may be tolerable for most application,
the extra losses are not. 22.9% of the experiments exhibit loss rates of 15%
or higher for O-packets, many of them close or equal to 100%. This can be
compared to the highest loss rate for N-packets which is only 3.5%.

This study discourages the use of options for introducing new functions in
IP. Extension headers is an alternative format for introducing new functions,
which should not cause the same problems with legacy routers. The unused bit
in IP can be used for negotiating the use of extension headers.
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“Would you tell me, please, which way I ought to go from here”?

“That depends a good deal on where you want to get to”, said the Cat.

“I don’t much care where”, said Alice.

“Then it doesn’t matter which way you go”, said the Cat.

“so long as I get somewhere”, Alice added as an explanation.

Lewis Carroll, Alice’s Adventures in Wonderland
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Abstract

Link-state routing algorithms, such as OSPF (Open Shortest Path First)
and IS-IS (Intermediate System to Intermediate System), are popular and
widely used inter-domain routing protocols. Link-State protocols obtain
complete knowledge of the network topology by flooding link-state infor-
mation, which can thereafter be processed using Dijkstra’s shortest path
first algorithm (or something similar) to create a shortest path tree, SPT .

Link-state routing based on Dijkstra’s algorithm, has up till recently
been fast enough in dealing with component failures to satisfy the require-
ments of traditional Internet applications (e.g., email, file transfer, etc).
However, newer applications, such as Voice-over-IP, have more severe re-
quirements. Outages in connectivity lasting several seconds would annoy
customers that are used to the “telecom world”, where network faults are
typically repaired within a 100 milliseconds.

The main problem in reaching fast reaction times to failures, is that
link-state information has to be flooded to all routers before a new shortest
path tree can safely be used. A possible solution is to precompute backup
paths in advance that can be immediately used by routers as soon as a
failure is detected. While it is vital that failures of neighboring routers
or links are detected rapidly in such a scheme, it is also important that
any algorithm used for calculation of backup-paths consumes a minimum
of extra computing resources compared to the ordinary computation of
shortest paths. This is important since most of the tasks that are not
directly related to forwarding, are handled by a central processor in the
router. Subjecting the central processor to an excessive workload can
in the worst case lead to an inability to deal with other high priority
functions.
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This article proposes an algorithm for calculation of backup-paths,
that can be used by a router capable of discovering that a neighboring
router has become inoperative. The algorithm is a derivative of Dijkstra’s
algorithm and has a running time that is (except for a clique-topology)
always faster than a brute force approach. For the most common topo-
logical configurations, the algorithm is an order of magnitude faster than
a brute force approach.

1 Introduction

Link-state routing algorithms, such as OSPF (Open Shortest Path First) [34]
and IS-IS (Intermediate System to Intermediate System, ISO 10589), are pop-
ular and widely used inter-domain routing protocols. This popularity is mainly
due to the following properties. Robustness against loss of routing information,
rapid calculation of routing paths and the capability to produce stable routing
paths; all in all making link-state routing protocols quite scalable.

Link-State routing protocols are based upon complete knowledge of the net-
work they operate on. Complete knowledge of the network topology is achieved
by having all participating routers flood link-state information (i.e., information
about directly connected neighbors) in a robust manner to all other routers,
which is then amassed by the routers into a link-state database. By using
algorithms from graph theory it is then possible to calculate routing paths
from the information in the link-state database. A common algorithm for pro-
ducing routing paths is Dijkstra’s Shortest Path First (SPF) algorithm [18],
hereafter referred to as Dijkstra’s algorithm. It produces a Shortest Path Tree
(SPT ) rooted at the source-router performing the calculation, spanning all other
routers/destinations. The name SPF derives from the method which Dijkstra’s
algorithm selects routing paths. A path is selected as a routing path if it mini-
mizes the cost of reaching a destination from the source over all possible paths
between the source and the destination.

Link-state routing based on Dijkstra’s algorithm is generally seen as quite ef-
ficient at recalculating routing paths when the network topology changes due to
component outages (recalculation can be accomplished on the order of seconds)
and has been therefore been able to cope well with the requirements of tradi-
tional Internet applications1. However, newer applications, such as Voice-over-
IP, have more stringent requirements. Outages in connectivity lasting several
seconds annoys customers that are used to the “telecom world”, where network
faults are typically repaired within a 100 milliseconds. Also, as throughput con-
tinues to increase, even short outages can result in the loss of vast amounts of
data.

When trying to address these issues on the Internet, it is clear that dealing
with router and link outages by flooding and then recalculation of the SPT is
not sufficiently fast to achieve reaction times that are less than 100 milliseconds
in very large networks, i.e., >> 100 routers. A possible solution when fast

1E.g., email, file transfer, etc.
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reaction times are necessary, is to precompute backup paths in advance that can
be immediately used by routers as soon as a failure is detected. Coupled with a
fast method of detecting when neighboring routers or links become inoperative,
such a solution could be able to provide reaction times below 100 milliseconds.

While it is vital that the scheme used to detect the failure of a neighboring
router or link works as fast as possible, it is also important that any algorithm
used for calculation of backup-paths consumes a minimum of extra computing
resources compared to the ordinary computation of shortest paths. This is im-
portant since many of the tasks handled by a router that are not directly related
to forwarding, e.g., computation of shortest paths, handling IP options [40],
configuration, etc., are often performed by a central general-purpose processor.
Placing undue strain on such a processor can lead to the inability to deal with
other high priority functions.

This article proposes an algorithm for calculation of backup-paths, hereafter
referred to as the backup-path algorithm, that can be utilized by a router capable
of discovering that a neighboring router has become inoperative. The algorithm
is a derivative of Dijkstra’s algorithm (more specifically a derivative of an in-
cremental version of Dijkstra’s algorithm [33]) and has an asymptotically faster
running time for all topological configurations (except for the highly uncommon
case when the network topology is a clique2) than a brute force approach for
determining feasible backup-paths.

The rest of this article is structured as follows. Section 2 describes two differ-
ent strategies regarding backup paths. Section 3 presents previous and related
work. Section 4 goes on to present the algorithm proposed herein, followed
by an analysis of the time and space complexity of the algorithm in section 5.
Finally, section 6 presents conclusions.

2 Calculation of Backup Paths

This section presents two different strategies that can be pursued when uti-
lizing backup-path solutions. Each strategy is briefly presented along with its
respective benefits and drawbacks.

Depending on how much change to the original shortest path calculation
and forwarding process one is willing to accept, different backup-path strategies
can be utilized. A minimalistic strategy, when a directly connected neighbor
n is discovered to have failed, is to only use backup-paths that are available
by forwarding packets to any of the other directly connected neighbors and let-
ting that neighbor forward the packet along its ordinary forwarding path. This
approach requires the least amount of modification to any link-state routing pro-
tocol, since it only relies on a method of detecting a failed neighbor, but other
than that there is no kind of signaling that takes place between routers. Keep-
ing modification to a minimum is an important issue when adding functionality
to existing protocols, e.g., routing protocols, since the amount of modification

2I.e., every router is directly connected to every other router
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needed to a large extent determines how easy it will be to deploy the function-
ality into existing networks. However, the minimalistic strategy is at the same
time the most limited one. If there does not exist a path through any of the
other directly connected neighbors to a particular destination, then the strategy
does not provide for any backup path at all.

If it is possible to accept more extensive modifications to the existing routing
protocol, then it is possible to provide backup-paths that can handle failures
that require rerouting of two hops or more from the router that detected the
failure. By setting a predefined bit or field in the packets that that are rerouted
onto a backup-path, it is possible to notify the receiving router to give the
packet special treatment, i.e., not forward it along its ordinary forwarding path
but instead reroute the packet so that it avoids the failed router. Variants of
this strategy have previously been proposed in [47] and [24]. The advantage of
this strategy is obviously that one is able to handle failures that are not possible
with the first strategy. However, besides requiring more extensive modifications
to existing link-state routing protocols there is also a more subtle drawback to
this strategy. Rerouting traffic into other parts of the network can obviously
affect traffic patterns in other parts of the network and the “further” away from
the problem that traffic is rerouted, the harder it becomes to asses the effect of
router failures.

The algorithm presented herein utilizes the first strategy, since it both results
in minimal modification of existing link-state routing protocols and makes it
easier to asses the effect of rerouted traffic.

3 Background

A number of proposals exist for dealing with router failures by using precom-
puted backup-paths. In both [47] and [24] the second strategy (described in the
previous section) is used. In [47], router failures requiring rerouting of at most
two hops, from the router detecting the failure, can be handled. The calculation
of backup-paths rely on an incremental version of Dijkstra’s algorithm described
in [33] to calculate backup-paths. The proposal in [24] is capable of handling
failures requiring an arbitrary number of hops from the router detecting the fail-
ure. However, in order to be able to do so it is necessary for every participating
router to calculate a sink-tree for every destination in the network.

The incremental version of Dijkstra’s algorithm described in [33], capitalizes
on the fact that when a router failure occurs, it is only the routers and networks
that are descendants of the failed router in the shortest path tree that need
to be recalculated. Loosely described, the incremental algorithm works as fol-
lows. The current cost estimate to reach all affected routers and networks (cut
of by the failure) is modified to infinity, indicating that they are unreachable.
Thereafter the current cost estimate to all routers and networks that are di-
rectly reachable from neighbors that were not affected by the failure, have their
cost estimates updated from those neighboring routers (obviously there is no
update done to the failed router). When this is done, the “ordinary” Dijkstra’s
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algorithm is run on the affected routers and networks, producing a new shortest
path tree with new shortest path costs.

The update mechanism of the incremental algorithm works accordingly. The
router with the minimum current cost estimate of all the affected routers (that
have not yet been added to the new shortest path tree) is added to the new
shortest path tree. Then all current cost estimates of the routers adjacent to
the selected router (that have also not yet been added to the new shortest path
tree) are updated, and the router that now has the minimum cost estimate
is selected. The procedure continues until all routers have been added to the
new shortest path tree. When all routers in the network have performed this
incremental version of Dijkstra’s algorithm, every router has generated a new
and correct “map” of shortest paths to all destinations in the network.

While the incremental algorithm is capable of producing an entirely new
shortest path tree, it is not capable of calculating backup-paths when the min-
imalistic strategy is used (described in section 2). The incremental algorithm
does not work when using the minimalistic strategy, since there are no means
of conveying to neighboring routers that a rerouted packet is any different com-
pared to a non-rerouted packet. It is therefore impossible for a neighboring
router, that is not aware of a failure, to forward a rerouted packet along a pre-
computed backup-path. Instead the router will use its ordinary shortest path
to the destination, which might traverse the failure.

4 An Incremental Algorithm for Calculation of
Backup Paths

This section presents the proposed backup-path algorithm. The section is di-
vided into the following parts. First, definitions relevant for the presentation and
understanding of the algorithm are given. Thereafter an informal description of
the algorithm follows and finally the algorithm is formally presented.

In order to facilitate the presentation of the algorithm, terminology from
graph theory is used when clarity is felt to be enhanced. Real-world network
entities, such as routers, point-to-point links and shared media networks are
therefore (where applicable) described in graph theoretical terms, i.e., routers
are represented as vertices and links between routers are represented as edges.

4.1 Definitions Regarding Directed Graphs

The pair G = (V,E) is a directed graph, where V is the finite set of vertices

in the graph and E is the set of directed edges in the graph. A directed edge
is represented by an ordered pair (u, v), where u ∈ V ∧ v ∈ V .

An edge (u, v) leaving vertex u and entering vertex v is said to be incident

from u and incident on v. If (u, v) is an edge in graph G, then vertex v is
said to be adjacent to vertex u, denoted by u→ v. u is defined as a neighbor

of v and vice versa, if either u is adjacent to v or/and v is adjacent to u. The
out-degree of a vertex is the number of edges leaving it and the in-degree of
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a vertex is the number of edges entering it. The degree of a vertex is simply
defined as the sum of the out-degree and the in-degree.

A path in graph G = (V,E) from vertex u to u′ is a sequence of ver-
tices 〈v0, v1, v2, . . . , vk〉 such that u = v0, u

′ = vk, and (vi−1, vi) ∈ E for
i = 1, 2, . . . , k. u′ is said to be reachable from u if there exists a path p from u to
u′, denoted by u

p
; u′. The cost of an edge is a function c : E → R that maps

all edges in E to real-valued costs. The cost of a path p = 〈v0, v1, v2, . . . , vk〉 is
the sum of the costs of the edges in the path. A shortest path from u to v is
defined as any path with the shortest-path cost δ(u, v) defined by:

δ(u, v) =

{

min{c(p) : u
p
; v} if ∃ u

p
; v,

∞ otherwise.

Further, a shortest path from u to v via m is defined as any path with the
shortest path cost δm(u, v) defined by:

δm(u, v) =

{

min{c(p) : u→ m
p
; v} if ∃ u→ m

p
; v,

∞ otherwise.

4.2 Definitions Regarding Rooted Directed Trees

A rooted directed tree T = (V ′, E′) is directed tree in which one of the vertices
is distinguished from the others. The distinguished vertex is called the root of
the tree. Vertex u is an ancestor of vertex v, in a rooted tree T with root r,
if it is on the unique path from vertex r to v. If u is an ancestor of v, then v is
a descendant of u; every vertex in a rooted directed tree is both an ancestor
and descendant of itself. If u 6= v and u is an ancestor of v then u is said to be
a proper ancestor of v and v is a proper descendant of u.

A subtree Tn = (Vn, En) of the rooted tree T (with root s), is itself a rooted
tree (with root n), where n is adjacent to s in T . v ∈ Vn iff v is a descendant of
n in T and (u, v) ∈ En iff u ∈ Vn ∧ v ∈ Vn and u is a proper ancestor of v in T .
A special case of a rooted subtree of T , is the subtree Ts with root s containing
only the vertex s.

A shortest path tree SPT is defined as a rooted tree with source s where
the paths from s to all other vertices in SPT are minimum cost paths. The
shortest path tree also contains the cost of each such minimum cost path.

4.3 Informal Description of Algorithm

The backup-algorithm is a derivative of the incremental algorithm and like it, it
requires that a shortest path tree (SPTinit) has already been produced, possibly
by using Dijkstra’s algorithm. It is assumed that the original shortest path tree
data structure, contains the shortest path costs from s to all vertices. The
shortest path tree also needs to include information about which subtree (Tn)
each vertex in SPTinit belongs to (implemented by letting each subtree be
identified by its root).
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In order to ensure that it is possible for source s to reroute a packet destined
for destination u, via neighbor m, when neighbor n (on the ordinary shortest
path) has failed, the incremental algorithm is augmented/modified in a couple
of aspects so that the failed neighbor n is guaranteed to be circumvented. Be-
cause the failed neighbor is avoided, it is possible to compute the minimum cost
backup-paths that are available by simply forwarding packets through directly
connected neighbors.

The most important change compared to the ordinary incremental algorithm,
is that the backup-path algorithm uses the knowledge of which subtree (Tn) a
vertex belongs to in the original shortest path tree. Instead of just updating the
current cost estimate of a path from the source s to a vertex u, as is done in the
incremental-algorithm, current cost estimates for paths through all subtrees in
SPTinit are also recorded3. The cost estimate used to determine if the vertex is
added to the new shortest path tree, is the minimum current cost estimate of all
current cost estimates through all available subtrees. This allows the algorithm
to select an alternate path (i.e., through another subtree) when the minimum
current cost estimate implies a path that is infeasible, i.e., traversing the failed
neighbor.

In order to calculate all available minimum cost backup-paths, each subtree
root adjacent to s is selected in order. The algorithm is thereafter run on the
currently selected subtree, Tn, producing backup-paths that could be used if
the subtree root n where to fail. The vertices belonging to the subtree Tn

are initiated in the same way as in the case of the incremental algorithm (see
section 3), with the addition that the would-be failed vertex n is also updated
and the current cost estimates for paths via all subtrees are recorded. Figure 3.1
shows the situation directly before the initial update, when subtree Ta has been
selected. The minimum current cost estimate for a vertex u in T is stored in u.d
and the current cost estimates through subtrees Tb and Tc are stored in u.Dl[b]
and u.Dl[c] respectively. All links in the graph have a unit cost of 1. Figure 3.2
shows situation directly after the initial update has been performed.

As long as a the minimum current cost estimate is deemed feasible, the
backup-path algorithm proceeds almost identically to the incremental algorithm.
At each step the vertex with the minimum current cost estimate is added to
the new shortest path tree SPTbackup, with the addition that the subtree to
which the vertex now belongs (in SPTbackup) is also recorded. Thereafter all
vertices adjacent to the currently added vertex are updated to see if their current
cost estimates (via all available subtrees) can be improved upon. Figure 3.3
shows the situation after the first vertex x (shaded in the graph) has been
added to SPTbackup and all vertices adjacent to x have been updated. Only if
the minimum current cost estimate is not feasible does the algorithm proceed
differently than described above.

Consider the minimum current cost estimate to a vertex u via path p, where
p is decomposable into s → m

p1
; u and all vertices on path p1, except u, are

in SPTbackup. This estimate is regarded to be infeasible in two cases. The first

3Implemented by using an array that is indexable by the subtree roots.
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y.d = inf
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z.Dl[c] = inf

x.d = inf
x.Dl[b] = inf
x.Dl[c] = inf

a.d = inf
a.Dl[b] = inf
a.Dl[c] = inf

Figure 3.1: Current cost estimates of subtree Ta directly before initial update
(inf denotes ∞).

case is when the cost c(m,u), for the path m
p1
; u, is equal to or greater than

the cost c(m, s), for edge (m, s), plus the shortest path cost from s to u in the
original shortest path tree SPTinit. In this case the neighbor m cannot be used
to reroute traffic to the destination u, since m perceives that it has a better
route to the destination via the source. Rerouting traffic to the neighbor m
when n has failed, would only result in the packet being “bounced” back to the
source. Figure 3.4 shows the situation where the path p1 through subtree Tc

cannot be used to reach vertex z, since vertex c’s shortest path p2 to vertex z

(p2 = c→ s→ a
p′

; z) is shorter than path p1. When the algorithm proceeds it
will instead select the minimum current cost estimate among the paths available
through the other subtrees that are feasible, if any such exists.

The second case occurs when the failed neighbor n on the path p, where p
is decomposable into s→ m

p1
; n, is selected as the next vertex to be added to

the new shortest path tree SPTbackup. In order to avoid that n and any routers
that would be descendants of n are added to SPTbackup, n and all vertices in the
subtree Tn are flagged4 with respect to m, the root of the subtree that path p

4Each vertex is associated with an array of flag-variables that is indexable by the subtree
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Figure 3.2: Current cost estimates of subtree Ta directly after initial update (inf
denotes ∞).

passes through. The process of flagging works accordingly. First, vertex n’s flag-
variable, indexed by m, is set to the minimum current cost estimate. Thereafter
every other vertex u in subtree Tn has its flag-variable (also indexed by m) set
to the minimum current cost estimate plus the shortest path cost from n to u
in the original shortest path tree SPTinit. The result of the flagging process is
illustrated in Figure 3.5, where the vertex a (shaded in the graph) was chosen
as the third vertex to be added to SPTbackup, after vertices x and y.

The flag-values can now be used to identify the vertices that will not be
reachable through the subtree Tm. Any vertex u in Tn that does not attain a
current cost estimate, on a path through Tm, less than the flag-value indexed
by m, is unreachable through Tm. There are two reasons why this relationship
must hold. First, the shortest path to n through subtree Tm has been found
and the cost of this path is of course less than or equal to the cost to any
descendants of n, on a shortest path from the source through Tm. Second, the
shortest path cost from n to u in SPTinit is also the shortest path cost from
n to u in the new shortest path tree, SPTbackup. Consequently, any path to u

roots
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Figure 3.3: Topology and current cost estimates after the first vertex has been
added to SPTbackup (inf denotes ∞).

through Tm with a cost that is greater than the minimum current cost estimate
to reach n plus the shortest path cost in SPTinit from n to u, is not a shortest
path in the new shortest path tree SPTbackup. Since the current cost estimates
through other subtrees are also recorded, a new minimal current cost estimate
(associated with a path through another subtree) is now selected if the new cost
estimate is not greater than its associated flag-value. After the subtree Tn has
been flagged, the backup-algorithm proceeds again similarly to the incremental
algorithm until either n is once again selected as the next vertex to be added to
SPTbackup (whereupon the flagging procedure is once again started) or until all
reachable vertices have been added to the new shortest path tree, SPTbackup

4.4 The Backup Algorithm

The backup-path algorithm is divided into 6 procedures and makes use of
the technique of relaxation [15] to maintain current cost estimates, i.e., up-
per bounds on the costs of the shortest paths. The algorithm assumes that the
input graph G = (V,E) is represented using adjacency lists [15]. The adjacency
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lists are accessible through the attribute u.Adj for every vertex u ∈ V . Before
the algorithm can be run, Dijkstra’s algorithm must first be run on the graph
G = (V,E) in order to produce a shortest path tree SPTinit, which is induced
by the graph attributes u.d and u.π, present in all vertices in V .

Algorithm Attributes

The backup-path algorithm make use of several attributes to keep track of values
such as, current predecessor of a vertex, current cost estimate from the source
to a vertex, etc. The following attributes are maintained by the algorithm for
any vertex u ∈ V :

The attributes u.d and u.π are similar to the attributes found in [15, Chap.
25], where they are used to maintain an upper-bound on the cost of a shortest
path from the source s to a vertex u via path p and to record the current
predecessor of u via path p respectively. The attribute u.anc is specific to the
backup-algorithm and records the subtree root of the subtree that the vertex u
belongs to in SPTinit.

In addition to the attributes mentioned above the backup-path algorithm
also maintains the following array-attributes for any vertex u in subtree Tn =
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(Vn, En).

u.Dl[·] An array of current cost estimates of the shortest paths from the source
s to the vertex u, through all available subtrees, indexed by the subtree
roots. More specifically, u.Dl[n] is the current cost estimate of the shortest

path from s to u via the path p, where p is decomposable into s→ n
p′

; u.
The only exception is u.Dl[s], where the path p is decomposable into

s → v
p′

; u, with the restriction that v is not the root of any subtree in
SPTinit.

u.Πl[·] An array recording current predecessors of u on the paths, from the
source s to the node u, that are associated with the current cost estimates,
also indexed by the subtree roots. More specifically, u.Πl[n] is the current
predecessor of u on the path p from the s to u, where p is decomposable

to s → n
p′

; u. As above, the only exception is u.Πl[s], where the path

p is decomposable into s → v
p′

; u, with the restriction that v is not the
root of any subtree in SPTinit.
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Code Description

The parameters of the backup algorithm are: the graph G = (V,E) with the
attributes u.d, u.π, u.anc, that induce SPTinit, a cost function c, mapping edges
to real values, and an edge-list array El[·], that is an array of lists containing all
edges in V that connect one subtree to another subtree in SPTinit. The edge-list
array is indexed by the available subtree roots, where the edge-list indexed by
subtree root n lists all edges that are incident on vertices in Tn and incident from
vertices in another subtree. Although not directly part of the backup-algorithm,
an algorithm for creating the edge-list array El[·] is given below. The edge-list
algorithm presented below requires that Dijkstra’s algorithm has already been
run on the graph G = (V,E) producing a shortest path tree containing the
attributes described above.

In order to calculate the minimum cost backup-paths, each subtree root ni

that is adjacent to s is selected in order n1 . . . n|s.Adj|. The vertex-attributes
u.d, u.π and u.anc are then (for every vertex u in the currently selected subtree
Tni

) temporarily stored in the vertex-attributes u.dtmp, u.πtmp and u.anctmp

respectively. Thereafter the backup-algorithm is run on the selected subtree
producing a new shortest path tree SPTbackup that contains all available backup-
paths that could be used if subtree root n fails. After this, the subtree is
traversed to record the backup-paths found, for use in a hypothetical forwarding
table. Finally the vertex-attributes u.d, u.π and u.anc are restored and the
main-algorithm selects another subtree root. The main-algorithm continues
in this fashion untill all subtree roots have been selected at which point the
algorithm is done and all possible backup paths have been found.

Main-Algorithm(G = (V,E), El, c, s)
1 for each vertex n ∈ s.Adj : n.π = s do

2 Vn ← {v ∈ V : v.anc = n}
3 En ← {(u, v) ∈ E : u ∈ Vn ∧ v ∈ Vn}
4 Tn ← (Vn, En)
5 Store-Attributes(Tn)
6 Backup-Algorithm(Tn, G,El, c, n, s)
7 Create-Backup-Table-For-Neighbor(Tn, n)
8 Restore-Attributes(Tn)
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Backup-Algorithm(Tn = (Vn, En), G,El, c, root, s)
1 Initialize-Sub-Tree(Vn, El, c, s, root)
2 S ← V − Vn

3 Q← Vn

4 while Q 6= ∅ & ∃ v ∈ Q : v.d <∞ do

5 u← Extract-Min(Q)
6 if u 6= root then

7 S ← S ∪ {u}
8 for each vertex v ∈ u.Adj do

9 Backup-Relax(u, v, c, root)
10 else

11 anc← u.anc

12 u.F lag[anc]← u.d

13 u.Dl[anc]←∞, u.Πl[anc]← nil

14 u.d←∞, u.π ← nil, u.anc← nil

15 Find-Min-Neighbor(u, s)
16 Q← Q ∪ {u}
17 Flag-Sub-Tree(Tn, u, anc, s)

Initialize-Sub-Tree(Vn, El, c, s, root)
1 for each vertex v ∈ Vn do

2 v.d←∞, v.π ← nil, v.anc← nil

3 for each n ∈ s.Adj : n.π = s do

4 v.Dl[n]←∞, v.Πl[n]← nil

5 v.Dl[s]←∞, v.Πl[s]← nil

6 for each edge (u, v) ∈ El[root] do

7 Backup-Relax(u, v, c, root)

Backup-Relax(u, v, c, root)
1 Cn ← u.d+ c(u, v)− c(s, u.anc)
2 Co ← c(u.anc, s) + v.dtmp

3 if v 6= root then

4 if u.d+ c(u, v) < v.F lag[u.anc] then

5 if v.d > u.d+ c(u, v) & Cn < Co then

6 v.d← u.d+ c(u, v)
7 v.π ← u

8 v.anc← u.anc

9 if v.Dl[u.anc] > u.d+ c(u, v) & Cn < Co then

10 v.Dl[u.anc]← u.Dl[u.anc] + c(u, v)
11 v.Πl[u.anc]← u

12 else

13 if v.F lag[u.anc] 6=∞ then

14 if v.d > u.d+ c(u, v) & Cn < Co then

15 v.d← u.d+ c(u, v)
16 v.π ← u

17 v.anc← u.anc

18 if v.Dl[u.anc] > u.d+ c(u, v) & Cn < Co then

19 v.Dl[u.anc]← u.Dl[u.anc] + c(u, v)
20 v.Πl[u.anc]← u
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Find-Min-Neighbor(v, s)
1 for each n ∈ s.Adj do

2 if v.d > v.Dl[n] & v.Dl[n] < v.F lag[n] then

3 v.d← v.Dl[n], v.π ← v.Πl[n], v.anc← n

Flag-Sub-Tree(Tn, cur, anc, s)
1 for each vertex v ∈ cur.Adj : v.πtmp = cur do

2 v.F lag[anc]← cur.F lag[anc] + c(cur, v)
3 if v.anc = anc & v.F lag[anc] ≤ v.d then

4 v.d←∞, v.π ← nil, v.anc← nil

5 Find-Min-Neighbor(v, s)
6 Flag-Sub-Tree(Tn, v, anc, s)

Create-Edge-List(G = (V,E), El, s)
1 Er ← {(q, r) ∈ E : q = s ∧ r.π = s}
2 for each n ∈ s.Adj : n.π = s do

3 El[n]← ∅
4 for each edge (u, v) ∈ E − Er do

5 if u.anc 6= v.anc then

6 El[v.anc]← El[v.anc] ∪ {(u, v)}

5 Analysis

This section presents the time and space complexity of the backup algorithm.
The time and space complexity is compared to a brute force method of calcu-
lating backup-paths available through directly connected neighbors, ni ∈ s.Adj.
The brute force method is based on computing a complete shortest path tree
(SPTni

), using Dijkstra’s algorithm, for each directly connected neighbor with
the neighbor ni acting as the source, sni

. When the shortest path tree SPTni

has been produced it is easy to compute the destinations/vertices that cannot
be reached by forwarding packets to neighbor ni in the case that another di-
rectly connected neighbor, nj , fails. This is determined by examining the new
shortest path tree, if vertex u is a descendant of nj in the shortest path tree
SPTni

then neighbor ni can obviously not be used as a backup-path to vertex
u if neighbor nj fails.

The time- and space-complexity analysis does not include contributions from
the procedures Store-Attributes, Create-Backup-Table-For-Neighbor

and Restore-Attributes, as these procedures are added to make the al-
gorithm easy to understand and are as such not really required to produce
backup-paths. An alternative solution, would for instance be, to add more ver-
tex attributes to differentiate between attributes in the original shortest path
tree SPTinit and the new SPTbackup. Also, creating backup-paths from the new
shortest path tree could be done while creating the tree itself and does therefore
not need to be done separately.

The model of computation assumed for the analysis of the algorithm, is a
generic one processor random access machine, i.e., instructions are executed one
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after another, allowing for no concurrent operations. In describing the time and
space complexity of the algorithm on a given graph G = (V,E) there are three
relevant parameters used to measure complexity: the number of vertices |V |,
edges |E| and the numbers of vertices |N | adjacent to the source s. Using the
number of vertices adjacent to the source is actually a simplification. A more
accurate parameter would be the number of vertices |Nroot| adjacent to s (where
|Nroot| ≤ |N |) that are subtree roots in SPTinit. However, this parameter is
less tractable to analysis and since |N | is an upper bound on |Nroot|, |N | is used
instead. Finally, following the style in [15], the symbols V , E and N denote |V |,
|E| and |N | respectively when used inside asymptotic notation (e.g., O-notation)
and only inside such notation. Thereby making the complexity formulas easier
to read, without risk of ambiguity.

5.1 Time Complexity

Linear Array Implementation

The first case considered, is when the priority-queue Q and the vertex attributes
u.Πl[·] and u.Dl[·] are implemented as linear arrays. For such an implementation
each Extract-Min operation takes O(Vi), i = 1, . . . , |N |, time and a Find-
Min-Neighbor operation takes O(N) time. Since there are a maximum of |Vi|+
|N | Extract-Min operations for each selected subtree, the maximum total

number of such operations becomes
∑|N |

i=1
O(Vi) · (|Vi| + |N |). The term |N |

derives from the maximum number of times that the root ni, of subtree Ti =
(Vi, Ei), i = 1, . . . , |N |, is reinserted into Q and thereby also extracted from
Q. Because line 6 in Backup-Algorithm checks that the vertex u (returned
by Extract-Min) is not the subtree root, the Backup-Relax operation is
executed on all edges of the |Vi| − 1 vertices of each selected subtree. Thus
resulting in a total running time of O(E − N) for the entire graph. If the
vertex u returned by Extract-Min is the subtree root, the flagging-procedure
commences. When flagging is performed each vertex in the subtree is traversed
and Find-Min-Neighbor is run on each vertex. Since the maximum number of
times a subtree root can be extracted from Q is |N |, the maximum total running

time becomes
∑|N |

i=1
O(ViN

2) for the flagging procedure. Finally, the running

time of initializing each subtree, using Initialize-Subtree, is
∑|N |

i=1
(O(ViN))+

O(E). The O(E) term derives from running Backup-Relax on all edges in
the edge-list El, where |El| ≤ |E|. The total running time of the algorithm
therefore becomes:

T (V, E, N) =
∑|N|

i=1
(O(Vi) · (|Vi| + |N |)) + O(E − N)+

∑|N|

i=1
O(ViN

2) +
∑|N|

i=1
(O(ViN)) + O(E) =

∑|N|

i=1
O(V 2

i ) + O(V N) + O(E) + O(V N2) =

∑|N|

i=1
O(V 2

i ) + O(E) + O(V N2) (3)
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Here the value of the sum
∑|N |

i=1
O(V 2

i ) depends on how the vertices of the
initial shortest path tree are distributed amongst the subtrees. However, the

sum can be bounded by replacing
∑|N |

i=1
O(V 2

i ) by the upper bound O(V 2), since
we have (V1+V2+· · ·+V|N |) = V and (V1+V2+, . . . ,+V|N |)

2 ≥ (V 2
1 +V 2

2 +· · ·+
V 2

|N |), and the lower bound O(N(V/N)2) = O(V 2/N). Replacing
∑|N |

i=1
O(V 2

i )

by O(V 2) and O(V 2/N) in 3 yields:

Tu(V, E, N) =O(V 2) + O(E) + O(V N2) =

O(V 2) + O(V N2) (4)

Tl(V, E, N) =O(V 2/N) + O(E) + O(V N2) (5)

The running time of the brute force algorithm is easy to derive from the
running time of Dijkstra’s algorithm, which is O(V 2) when the priority queue Q
is implemented as a linear array [15]. Since the brute force algorithm simply runs
Dijkstra’s algorithm for every subtree root, the running time becomes O(NV 2).
Comparing the two algorithms it is easy to see that if the graph is a clique, i.e.,
|N | = |V |− 1, both algorithms have the same running time O(V 3); it should be
noted that it is very unlikely that a large link-state network would be configured
as a clique, where all routers are directly connected to each other. If |N | < |V |
then the running time of the backup-path algorithm is better than the brute
force algorithm. Finally, if |N |2 < |V |, probably most common situation in
link-state networks, the running time for the backup-path algorithm becomes
O(V 2), which is on par to the running time of Dijkstra’s algorithm. Figure 3.6
shows an example of the growth5 of the brute force algorithm and the backup-
path algorithm (both the upper and lower bounds as defined in 4 and 5) for a
graph with 1000 vertices, where the number of vertices adjacent to the source
varies from 1 to 100. The O(E) term in 5 is approximated by |V | · |N |, which
is appropriate if the average out-degree of the graph is |N |.

Fibonacci Heap Implementation

The second case considered is when the priority-queue Q is implemented us-
ing a Fibonacci heap [15]. In this case the amortized running time of each
Extract-Min operation is O(lg Vi), i = 1, . . . , |N |. When using a Fibonacci
heap, the assignment v.d← u.d+c(u, v) in Backup-Relax must be replaced by
a Decrease-Key(Q, v, u.d+c(u, v)) call, which takes O(1) amortized time. The
vertex array attributes u.Πl[·] and u.Dl[·] can also be implemented using a Fi-
bonacci heap. In this case a Find-Min-Neighbor operation takes O(lgN) amor-
tized time. Also in this case, the assignment v.Dl[u.anc]← u.Dl[u.anc]+c(u, v)
in Backup-Relax must be performed by a Decrease-Key call, taking amor-
tized time O(1).

As before there are at most |Vi| + |N | Extract-Min operations for each
selected subtree and the maximum total number of all such operations becomes

5All multiplicative constants are set to one and all lower order terms are ignored.
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Figure 3.6: Growth of backup-path algorithm vs brute force algorithm, using
linear arrays

∑|N |
i=1

O(lg Vi) · (|Vi| + |N |). The running time for the calls to the Backup-

Relax procedure, remains the same as previously, resulting in O(E − N) for
the entire graph. The number of Find-Min-Neighbor calls is also the same

as before, yielding a total running time of
∑|N |

i=1
O(ViN lgN), for the flagging

procedure. Finally, the running time of initializing each subtree remains the

same,
∑|N |

i=1
(O(ViN))+O(E). The total running time of the algorithm therefore

becomes:
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T (V, E, N) =
∑|N|

i=1
(O(lg Vi) · (|Vi| + |N |)) + O(E − N)+

∑|N|

i=1
O(ViN lgN)+

∑|N|

i=1
(O(ViN)) + O(E) =

∑|N|

i=1
O(Vi lg Vi) +

∑|N|

i=1
O(N lg Vi)+

O(E) + O(V N lgN) (6)

The value of the sums
∑|N |

i=1
O(Vi lg Vi) and

∑|N |
i=1

O(N lg Vi) depend on how
the vertices of the initial shortest path tree are distributed amongst the subtrees.
As before these sums can be bounded. This is done by replacing O(lg Vi) by the
upper bound O(lg V ), and the lower bound O(lg(V/N)). Replacing O(lg Vi) by
O(lg V ) and O(lg(V/N)) in 6 yields:

Tu(V, E, N) =O(V lg V ) + O(N2 lg V )+

O(E) + O(V N lgN) (7)

Tl(V, E, N) =O(V lg(V/N)) + O(N2 lg(V/N))+

O(E) + O(V N lgN) (8)

Using a Fibonacci heap improves the running time of Dijkstra’s algorithm
to O(V lg V +E) [15] and thereby the running time of the brute force algorithm
to O(NV lg V +NE). Comparing the backup-path algorithm to the brute force
algorithm, the same reasoning as above is used. If the graph is a clique, i.e.,
|N | = |V | − 1, both algorithms have the same running time O(V 2 lg V ). If
|N | < |V | then the running time of the backup-algorithm is better than the
brute force algorithm. Finally, if |N |2 < |V |, the running time for backup-
algorithm becomes O(V lg V )+O(E)+O(V

√
V lg(

√
V )), which is slightly larger

than the running time of Dijkstra’s algorithm. Figure 3.7 shows an example of
the growth6 of the brute force algorithm and the backup algorithm (both the
upper and lower bounds as defined in 7 and 8) for a graph with 1000 vertices.
The number of vertices adjacent to the source varies from 1 to 100. The O(E)
term is again approximated by |V | · |N |.

5.2 Space Complexity

The memory consumption of the backup algorithm depends largely on how the
vertices of the initial shortest path tree are distributed amongst the subtrees.
The worst case memory consumption arises from a very unbalanced distribution,
where one subtree contains almost all vertices, |V |− |N |, and the other subtrees
contain only one vertex, the root of the subtree. Since each vertex in the se-
lected subtree contains current cost estimates via all subtrees, the asymptotical
memory growth becomes O(N(V − N) = O(NV − N 2). On the other hand,

6All multiplicative constants are set to one and all lower order terms are ignored.
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Figure 3.7: Growth of backup algorithm vs. brute force algorithm, using Fi-
bonacci heaps.

if the vertex distribution is even, i.e., each subtree contains V/N vertices, then
the asymptotical memory growth becomes O(N(V/N)) = O(V ). The memory
consumption in the case of an even distribution is therefore on par with the
memory consumption of Dijkstra’s algorithm. The brute force algorithm does
not suffer from an unbalanced distribution, since it can reclaim the memory
of each shortest path tree before it calculates a new shortest path tree. The
memory consumption of the brute force algorithm is therefore always equal to
Dijkstra’s algorithm.

6 Conclusions

In this paper we present a new algorithm for calculation of backup-paths avail-
able through directly connected neighbors, in link-state routing networks. The
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algorithm is a derivative of the incremental version of Dijkstra’s algorithm and
can be implemented in todays link-state routing protocols, e.g., Open Shortest
Path First (OSPF) and Intermediate System to Intermediate System (IS-IS),
with a minimum of modification to existing protocols.

The algorithm has an asymptotical running time that is (except for a clique-
topology) always faster than a brute force approach. For the most common
topological configurations, the algorithm is an order of magnitude faster than a
brute force approach. The memory consumption grows linearly with the number
of directly connected neighbors in the worst case. For more evenly distributed
topological configurations, the memory consumption is on par with Dijkstra’s
algorithm.

We conclude that the algorithm consumes fairly modest computational and
memory resources, slightly more than Dijkstra’s algorithm, and does not require
any modification to existing link-state routing protocols. Given these properties,
we believe that the algorithm can become an effective component in reaching
reaction times below 100 milliseconds to failures in IP networks, as seen in
todays telephony networks.
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WordTM is an amazing program. It allows you
to write almost any word imaginable. However, if you need to write more than
one word, I recommend LATEX.



Now this is not the end. It is not even the beginning of the end.
But it is, perhaps, the end of the beginning.

Sir Winston Churchill, 1942






