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Abstract

This thesis addresses the question of how a scalable, distributed teamwork environment
should be designed and realized. Central design criteria includes that the system should
bescalable and robust, allow foreasy accessand besymmetric. The system should allow for
project team members to collaborate even though they are not located at the same physical
location.

The resulting system presented in this thesis, calledthe mStar environmenthave been
created to address exactly these questions. mStar is scalable and robust through the usage of
standard networks and IP-multicast, it allows for easy access as it is desktop based and finally
it is symmetric allowing for easy peer-communication.

mStar includes support for desktop conferencing, including mAudio for audio, reuse of
the MBone Vic tool for video, mWB for whiteboard, mChat for text based chat and mVote
for voting. It also supports distributed synchronized presentations using the WWW and the
mWeb application. As all traffic is network and IP-multicast based it allows for easy recording
and playback of teamwork sessions using the mMOD application. To allow for easy access to
users behind non-multicast capable network segments (primarily modem and ISDN), mTun-
nel was created. It allows for tunneling and transformation of the traffic. Another member of
the mStar environment is Director for remote control of video equipment.

mStar also includes support for easy creation of new teamwork tools and applications
using the Tunable Multicast Platform - /TMP and the Generic Agent Architecture.

The mStar environment can be used and is being used on a daily basis for electronic
meetings, distance education and lectures, and daily teamwork. The usage mStar creates
group awareness between project members and helps users from not becoming isolated from
their department and project team. mStar allows for usage 24 hours a day and have resulted in,
among other things, a new usage patterns, which resembleselectronic corridorsmore than
specific meetings, where users can and do meet spontaneously to talk about anything they
want, but also overhear other interesting and important conversations just as in a physical
office corridor.
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Luleå, September 1997

Peter Parnes

ix



x



To nanna



xii



Thesis Introduction

1.1 Introduction

This licentiate thesis1 presents the mStar environment for scalable distributed teamwork, and
how desktop audio and video conferencing combined with a number of useful tools can be
used to create a distributed teamwork environment for daily use.

1.1.1 Background

The Centre for Distance-spanning Technology/CDT is involved in several different types of
projects, where ’types’ mean where project members are physically located, which working-
hours they prefer and how they tend to work. Most employees at CDT have offices in the
same corridor and work full time there, but some persons only work part-time at CDT and
often switch between different offices. There are even persons that do not work in the town
where CDT is located. Others prefer to work from their homes, something that is allowed
and encouraged. Further, there are some employees that prefer to start working early in the
morning (even before 6am) and others that prefer to arrive around lunch-time.

All these different working aspects make it harder for some persons to collaborate and
interact, and much of CDT’s work have been focused on this distributed teamwork issue. As
an answer to this need for a truely distributed environment, thethe mStar environmentwas
developed. mStar creates a scalable distributed teamwork environment that can be used and
is being used on a daily basis.

The need for mStar is also well documented as part of the rationale for CDT itself. It has
for a long time been clear that almost no project of significance is completed in a single place.
Physical distribution of participants is just a fact, and mStar is directly targeting this problem,
potentially turning the distribution into an advantage. The mStar project was initiated with
the ambitious slogan of creating thebetter-than-being-thereproject environment - a goal that
seems clearly in reach.

1This thesis is for the degree of “teknologie licentiat”, which is a Swedish degree between Master of Science and
Doctor of Philosophy.
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2 Thesis Introduction

The problem of physical distribution in knowledge intensive projects is in no way specific
to the CDT and is something every organization and company have to fight with and should
bring to their advantage.

1.1.2 Scalable Distributed Teamwork

There exist a number of reasons for groups of people to communicate using computers instead
of meeting face to face, for instance the cost in both money and time to travel to and from
meetings. Another use for mStar is as a creator of group awareness between project and
department members who are not located at the same physical location, or spend part of their
time in different offices.

A number of different technical and social aspects of distributed teamwork exist, of which
the research presented in this thesis primarily concentrates on the technical aspects ofreal-
timesynchronous and asynchronous teamwork.

1.2 Design Issues

Three major design-issues have been dominant in the design of the mStar teamwork environ-
ment:scalability and robustnessthrough IP-multicast,accessfrom the desktop andsymmetry
in the applications for easy peer communication.

1.2.1 Scalability and Robustness

Most existing teamwork and group environments are based on a client/server architecture,
with a central server using unicast between the client and the server. When the number
of users or the amount of traffic increases, this central server often becomes a bottle-neck.
The server also becomes a single point of possible failure as every client depends on the
server. The use of unicast makes the systems less scalable, as all traffic between members of
a teamwork session has to pass through the central server and traffic on shared links will be
duplicated, even if it carries thesamedata at thesametime.

In the design of the mStar environment, the use ofIP-multicast[14] has been a key issue.
To create a fully distributed environment there is no central server. The use of IP-multicast
means that traffic between members is only duplicated where needed in the network. This
does not imply that each member has to keep track of every other member that needs a copy
of the data, but instead this information is stored and updated by the network and its routers.
This of course also means that the traffic between members is sent on the local network and
over intra- and internets and does not rely on dedicated ISDN connections, as is the case in
H.320 based systems.

The usage of IP-multicast also leads to a larger degree ofrobustnessas users are not
dependent on a single central server. The usage of the IP-multicast based tools may continue
even if a failure occurs to some of the members tools/computers or the network between some
of the users.
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The tools using IP-multicast on the Internet are loosely called theMBoneapplications.
MBone is also used as a name for the virtual and experimental network2 for distribution of
IP-multicast traffic on the Internet.

1.2.2 Access

In many teamwork environments, real-time group communication is based on shared equip-
ment and specially dedicated rooms. This means that distributed electronic meetings have
to be scheduled in advance and participants have to move to the dedicated room. This often
becomes the bottle-neck in the teamwork environment, as these rooms tend to be used exactly
whenYouneed them and they have to be booked far in advance, which prevents spontaneous
electronic real-time communication.

In the mStar environment development, one key issue has instead been that all tools
should beaccessiblefrom the desktops of the involved users. For instance, a project member
should be able to call another project member using the computer on his desktop and be able
to use it for real-time audio and video conferencing, shared whiteboards, etc. together with
the other party. This means of course that each desktop computer has to be equipped with a
frame-grabber and a camera, but this is no big problem as the cost of these products is already
very low and falling rapidly.

An advantage of having the necessary equipment on the desktop is that it can be used all
time and in new and different ways. For instance, the users can have a “conference” running
24 hours a day and in turn create better group awareness. A new usage pattern is evolving,
which resembleselectronic corridorsmore than specific meetings, where users can and do
meet spontaneously to talk about anything they want, but also overhear other interesting and
important conversations just as in a physical office corridor.

1.2.3 Symmetry

A serious problem with many client/server real-time systems is that they are designed with
a “hard” and inflexible client/server architecture, meaning that clients are designed to only
receive data and not to be able to transmit any data themselves to other members. This makes
the systems useful for broadcast of real-time data, but provides no functionality for peer
communication.

All mStar tools have been designed withsymmetryin mind, meaning that any member of
a session can transmit just as much as any other member.

1.3 The mStar Environment

The mStar environment consists of a number of loosely coupled tools that together create a
scalable distributed teamwork environment. The basic components needed in this environ-
ment are desktop audio and video. Other components needed are shared whiteboard, chat,

2This virtual network is being integrated into production networks.



4 Thesis Introduction

voting, and distributed presentation material. The mStar environment also contains a library
for developing new teamwork tools. This library, its contents and architecture, is further dis-
cussed in section 1.4 and this section describes the different tools that are part of the mStar
environment.

1.3.1 Session Directory Tools

Each conference is referred to as asessionand may include any type of media. To allow
users to find each specific session they want to join,announcementsabout active and fu-
ture sessions are multicasted to predefined multicast groups. Each announcement contains
meta-information about a session, such as media, contact information, pointers to more in-
formation, when the session is active, and the network addresses to use.

Sessions can be either public, or private where public sessions can be compared to TV
broadcasts where the user tunes into the right frequency when switching channels (with the
difference that on the MBone, the user can be a member of several sessions at the same time).
Information about private sessions is not publicly announced, but is instead propagated by
some other method such as email or multicasted encrypted.

As there can be several sessions announced at the same time, tools to visualize this to
the user are necessary. These tools are calledsession directories. Within the mStar environ-
ment, there are currently two different tools available for viewing information about current
sessions,the Session Directory - SDR[19] andthe multicast Session Directory - mSD[13].

SDR is a stand-alone tool that displays information about currently announced sessions
and can be used to launch tools corresponding to the media used within a session. It can also
be used to announce new sessions.

mSD is a similar tool to SDR, but instead of being a stand-alone application it uses the
World Wide Web - WWW as its user interface. The advantage is that every user do not need
to run a copy of the directory tool itself, instead one copy is enough per local server as all
users can access the same user interface. This of course makes it client/server based but as
it includes its own minimal WWW server it is very easy for users to start their own copy.
mSD relies onthe mLaunch application[10], which is a WWW browser helper application
for automatic startup of the necessary media tools.

Note that mSD can not announce sessions itself, instead that is delegated to another ap-
plication calledmAnnouncer[8], which runs as a daemon in the background, announcing
sessions. This has the advantage over SDR, in that SDR must be running to make the an-
nouncements, as that is not handled by the network but by the application itself. It means that
the user have to be logged in and have the tool running during the announcement period.

mSD, mLaunch and mAnnouncer are all developed at CDT.

1.3.2 Audio Tools

The group environment must include a tool that allows users to talk to each other using their
desktop computers. There are a number of IP-multicast based and publicly available tools
for this, including Vat [21], Robust Audio Tool/RAT [16] and Free Phone/FPhone [5]. All
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these tools are compatible, but the newer RAT and FPhone also include support for redundant
encodings (which provide better sound over congested links).

Within the mStar environment, Vat is currently primarily used (but certainly not a require-
ment). It allows a group of users to communicate using speech and sound, using their desktop
computers. Within a session a user can talk to all other members of the session, which can
be compared to talking loudly in an office landscape where everybody can hear what is being
said. This is useful if the user wants to ask the whole group a question or just announce some-
thing. A user can also start a private dialogue with another user, which can only be heard by
these two users. If no one says anything, no data will be sent3 on the network, which allows
users to be members of several different sessions without wasting bandwidth.

Two tools for experimenting with multicast audio have been created at CDT,mAudio[9]
andmRadio[12]:

mAudio: is a MBone compatible conferencing tool. It uses low quality/bit-rate encodings
such as PCM or GSM. In the mStar environment, it works primarily as a replacement
for the Vat tool mentioned above. The purpose of creating this program is to have a
MBone audio client which we control and easily can experiment with and integrate
into the mStar environment (different tools can be integrated on different levels).

mRadio: is an application for multicast of high quality sound, such as CD stereo quality. It
consists of two parts,the mRadio Stationfor transmitting audio, andthe mRadio Tuner
for receiving audio.

These tools are also to be used for experimenting with new mechanisms for handling
packet loss, such assemi-reliabletransmission where applications are allowed to request lost
packets from other listening members of the session,forward error correction - FEC, and
redundant encodings.

1.3.3 Video Tools

The video component of the mStar environment allows users to transmit a video view from
their work space using an external camera. This is done by using the Vic tool [22] which
allows users to both transmit as well as receive networked video. The video component adds
a feeling of virtual presence where users can peek into other users rooms, both to see what
they are doing and also if they are physically there.

The video encoding used allows for sender decided quality which primarily depends on
the available bandwidth. To keep the bandwidth usage down, only low quality video is usually
transmitted. The video encoding also allows for dynamic frame rate depending on how much
is happening within the video-source, meaning that if nothing happens almost no data will be
sent.

The video part of the mStar environment is special in many respects. Experience from
mStar use, is that video is most often used as a “user state indicator”, whether people are gone,

3Some low-bandwidth background control traffic will still be transmitted.
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sleeping, eating, or, as occasionally happens, working. It is, seen over an extended period of
time, that video becomes the completely dominating consumer of both network bandwidth
and CPU cycles. This is because it is the only media sending and receiving data continuously,
even if people are not active. As the group grows, each computer gets an increasing burden of
decoding video streams. It is therefore relevant to take a closer look at new ways of achieving
the basic underlying goals.

1.3.4 The multicast Desktop - mDesk

The multicast Desktop - mDesk, is a teamwork application consisting of four functionally
different parts, so called agents:

mWB: mWBis an agent that allows users to share a common electronic canvas where they
can draw together, and share images and text-documents. mWB can be viewed as
a digital representation of a physical whiteboard. This digital representation has a
number of advantages over the physical, such as several pages, loading and saving
of drawn data, so called mini-views that display a small view of other not currently
displayed pages, different colors and fonts, moving/copying of drawn objects, layers,
and remote pointers.

mVote: Within official meetings there is often a need to be able to vote about some issue.
This functionality is accomplished bymVote. mVote allows users to create new is-
sues, vote about these issues and view a summary of the voting. When creating new
issues, users are not limited to the normal yes/no/abstain alternatives, but can create
alternatives of their own. The result is presented in real-time (when members vote) as
numbers and in graphical format (as bar- or pie-charts).

mChat: In some cases the audio is not available due to various reasons (hardware problems
or someone else, that is not to be disturbed, is talking).mChatallows users to textually
chat with each other and propagate information that is just better presented textually.
mChat has shown to be especially popular during meetings when users are “forced” to
listen to someone else.

mAudio: mDesk also includes an integrated version of mAudio which was presented earlier.

mDesk and its agents have all been developed at CDT and mDesk can very easily be
extended with new tools due to its plug-in interface. The architecture and design of the
mDesk framework and application is further discussed in paper 1 starting on page 23.

1.3.5 The multicast Web - mWeb

Within any distributed teamwork environment there is always a need for doing distributed
presentations, and within mStar the presentation media chosen is the World Wide Web -
WWW. There are many advantages of using WWW as the presentation media, including:
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� The visual quality of the slides becomes much higher, as users may decide themselves
how the slides are to be presented. Alternatives, like filming a projection screen using
a camera, results in both lower visual quality and much higher bandwidth requirement.

� The usage of WWW makes the slides (normal WWW-pages) much more interactive,
as they may contain links to more information related to the presentation which the
user might choose to follow at will. Users may browse back and forth or explore the
interactivity built into the slides.

� There is a lot of information available on the WWW which can be reused.

� It is very easy to create new presentations (see discussion about SlideBurster below).

� It is very easy to “publish” the slides from a presentation.

� There are WWW clients for virtually any platform.

The multicast Web - mWebis a tool that allows users to distribute WWW objects and
pages in a scalable way. It also allows users to synchronize their browser to display the same
page.

mWeb can be used to share objects addressed by URLs entered manually, or be configured
to follow the selections made in a standard WWW browser. The latter means that after the
configuration, the user can select links just as it normally would be done and all listening
member’s browsers will “follow” the sending members browser.

mWeb displays a list over viewed WWW objects by their corresponding URLs and a
“listener” can go back and re-view already displayed objects. mWeb supports distribution of
any WWW object that is retrieved using the Hyper Text Transfer Protocol - HTTP [7], which
is the primary protocol for retrieving data on the WWW.

SlideBurster[20] is a tool for generating WWW slides from a single HTML file. The
user only has to create a single HTML file using his/her favorite HTML editor, and use
SlideBurster to split the HTML file into several smaller files, each containing one “slide”
based on the<H1> tags (each new H1-tag will generate the start of a new slide). SlideBurster
will also generate an overview with links to each slide, and each slide will have links to the
previous and the next slide and the overview.

mWeb has been developed as a separate stand alone application but should be integrated
with mDesk in the near future. mWeb and SlideBurster are developed at CDT and mWeb is
further discussed in paper 2 starting on page 37.

1.3.6 The multicast Media-On-Demand - mMOD

A very big advantage of using digital network based tools for teamwork and communication is
that the data can be easily recorded digitally and later played back. This functionality is added
to the mStar environment bythe multicast Media-On-Demand application - mMOD[11],
which is also developed at CDT. It allows recording of any public MBone session and later
playback of that recording. Playback of recordings is requested using a WWW interface.
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mMOD supports recording and playback of IP-multicast based traffic. It recordsevery
media in a session, and they are all synchronized at replay. This allows for recording any type
of media or collaborative tool, even if the network protocol or application used is not known.
When the session is later replayed, the receiving tools will not see any difference between the
replayed and the original traffic.

During playback, the viewer has “random access” within the recording using a Java ap-
plet, which also displays information about the length of the recording and the current play-
back point.

Each recording can also be indexed. Each index will then act as a bookmark into the
recording when later played back. Using these indexes, the viewer can easily jump to inter-
esting points in the recording. The indexing is usually done manually by the person that did
the recording or automatically based on different media in the recording. One example of
automatic indexing is to make an index for each presented slide if mWeb is used within the
recorded session.

As playback of a recorded session is technically not different from a ’live’ session, as
listeners can interact during the playback. This allows for discussion and commenting during
playback. Recording and playback can also e.g. be used by users that can not attend a
meeting, but are supposed to talk during the meeting, i.e. their talk can be recorded earlier
and played back during the meeting and the listers will not notice any difference (other than
that they can not ask the presenter any questions at that time).

1.3.7 The multicast Tunnel - mTunnel

Another member of the mStar environment is a tool calledthe multicast Tunnel - mTunnel,
which also has been developed at CDT. mTunnel allows application-level tunneling of multi-
cast traffic based on explicit user decisions. This means that the user has to explicitly choose
which sessions to transport through the tunnel. This tool allows users to tunnel multicast traf-
fic over network segments that normally do not support multicast (such as ISDN and modem
connections).

mTunnel also allows the user to choose if the data transmitted over the link should be
“scaled” in different ways, e.g: Audio can betransformedinto an encoding that requires
lower bandwidth (the GSM encoding requires only about 25% of the bandwidth needed by
the better quality PCM encoding which is normally used); Video can bevoice-switched,
meaning that only the video from the current speaker is transmitted over the link; Audio from
simultaneous active sources can bemixed together to create a single audio-stream; Video
bandwidth can also be reduced bydroppinga certain amount of data from the data-flow (this
is possible because the protocol used to transmit the data is designed to withstand packet-
loss). The dropping can either be packet- or frame-based. Experience show, that at a given
percentage of data loss, the perceived video quality is much better if complete frames are
dropped rather than random packets.

The mTunnel application is further discussed in paper 3 starting on page 51.
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1.3.8 Director

When doing large multicasts of lectures from an auditorium, there is often a need for several
cameras. These cameras are usually controlled by one operator per camera. This can get very
expensive andDirector [4] was created to target precisely this problem and is an application
for remote control of cameras and video-switches.

The remote camera controller: allows the operator to control several motorized analog cam-
eras that support remote control using a serial interface. Actions supported include
panning, tilting, zooming, focus, white-balance and back-light. The actual camera
control is done using a graphical interface where a rectangle shows the current area
being filmed out of the total area that is possible to cover. The total area is displayed
as a still image that is created automatically by taking a number of images using the
camera (i.e. Director controls the camera).

The video switch controller: allows for operation of a video-switch and easy control of
which incoming video signals should be forwarded to which outgoing ports.

Both the camera control and the video switch control support predefined configurations.
Director also allows for remote access from another computer through a server that runs on
the machine that has access to the actual hardware.

1.3.9 mStar Tools Summary

Tables 1.1 and 1.2 on page 10 and 11 provide a short summary of the different tools that are
part of the mStar environment.

1.4 Developing New Teamwork Tools

To ease development of new teamwork tools, a service and application creation platform was
developed. This platform consists of aGeneric Agent Architectureand an application-level
network layer,the Tunable Multicast Platform - /TMP.

1.4.1 The Generic Agent Architecture

Each application is divided intoagents, which is a program-module responsible for a sin-
gle and independent task. Such a task can either beself-containedwithin the agent, or be
implemented by integrating an existing tool. In the latter case, the agent acts as amediator
between:

� the external tool language, which is the set of commands that is specific to the existing
tool. An example of such a language isthe remote-control-apiused to control the
Netscape WWW browser.
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Media/Type Tool-name Created Description
at CDT

Session SDR No Stand alone tool for displaying
Information session information,

announcing new sessions
and launching media tools

mSD Yes WWW based session directory
for displaying session information

mLaunch Yes WWW helper application for
launching tools corresponding to
session media

mAnnouncer Yes Tool for announcing session
information using multicast

Audio Vat No Audio tool for low quality sound
conferencing

RAT / FPhone No Audio tool for low/medium quality
sound conferencing including
redundant encodings

mAudio Yes Audio tool for low quality sound
conferencing

mRadio Yes Audio tool for high quality sound
multicasts

Video Vic No Video tool for conferencing
- mDesk Yes Generic collaborative tool including

mWB, mVote, mChat and mAudio
Whiteboard mWB Yes Distributed electronic canvas

with support for joint drawing, remote
pointers layers, pages, loading/saving
of data and text documents

Voting mVote Yes Real-time distributed voting
Text-chat mChat Yes Text based chat
Distributed mWeb Yes Distributed presentations
Presentations using the WWW

SlideBurster Yes Tool for creating WWW based
presentations

Table 1.1: The mStar conferencing tools
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Media/Type Tool-name Created Description
at CDT

Recording and mMOD Yes Allows for recording of any
Playback type of multicast media and

synchronized playback
Multicast mTunnel Yes Tunneling and transformation of
Tunneling multicast data over network links

that do not support multicast traffic
Equipment Director Yes Remote control of video
Control equipment.

Table 1.2: The mStar non-conferencing tools

� the internal tool language, which is the set of commands that every agent must un-
derstand and are distributed to instances of the tool to achieve the desired functionality.
This isthe Control Bus protocol(see below).

Examples of self-contained agents are mChat, mVote, mWB and mAudio (section 1.3.4),
and an example of an integration agent (mediator) is the WWW agent (part of mWeb pre-
sented in section 1.3.5) that controls external WWW browsers.

1.4.2 The Tunable Multicast Platform - /TMP

The Tunable Multicast Platform - /TMP, is a package for multi-point communication in a
scalable and reliable way over intra- and internets. The base of the library is an implemen-
tation of the Real-time Transport Protocol - RTP [17] for basic real-time data-transmission
and loosely coupled membership-control. RTP is the primary protocol for distribution of
multi-point real-time data on the Internet and is used in most MBone application available
today.

Scalable Reliable Real-time Transport Protocol- SRRTP

RTP is based on UDP which is a best-effort transport protocol meaning that packets can be
lost. For some applications (such as audio and video) this might be acceptable but for other,
for instance whiteboard-applications, it is necessary to do retransmission so an end-user can
rely on that s/he has received everything that everybody else has sent within a particular
session. This is calledreliable multicast.

When using multicast the problem of reliability is not as easy to solve as in the unicast
case, where the sender of the data keeps track of how much data it has sent and the receiver
reports back by acknowledgments, how much it has received. This works fine when only two
hosts are involved, but unfortunately it does not scale to a large number of receivers as the
number of acknowledgments sent back to the original sender would increase linearly with the
number of receivers. This is called theACK-implosionproblem.
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A very simple solution would be to let each member of the session just send one packet
(a negative acknowledgment - NACK) to the original sender each time a packet was lost.
Unfortunately, once again if the group is large and the packet was lost near the original
sender, this would result in a large number of packets being sent almost simultaneously to the
original sender. This is called theNACK-implosionproblem and is very similar to the ACK-
implosion, only that it does not happen as often. A more advanced solution to this problem
was proposed in the SRM [15] framework and consists of:

1. each NACK is sent to the whole group using multicast and not only to the original
sender;

2. if a packet was lost, the host waits a certain time period before it sends a NACK and
if it “sees” a NACK for the same packet from another member it suppresses its own
potential NACK;

3. each member of a session saves the last packets seen in the session and if it sees a
NACK for a packet it have earlier received and still has in its buffer, it sends this packet
to the whole group. This is a so called “repair”;

4. before sending a repair the host waits a certain time period and if it sees a repair for the
same packet it suppresses its own potential repair.

These are just some the general ideas of the SRM framework and there are a number other
issues to take into account when implementing the protocol, for instance how long each host
should wait before it sends a NACK or repair.

At CDT, a new protocol calledthe Scalable Reliable Real-time Transport Protocol- SRRTP
[18] has been created. It consists of an extension of RTP to include the ideas of SRM and
is currently being used by many of the applications in the mStar environment that need a
reliable multicast transport mechanism.

The /TMP library also contains an implementation of another protocol created at CDT,
the Scalable Reliable File Distribution Protocol - SRFDP. This protocol adds support for file
distribution using reliable multicast.

/TMP also includes support for communication between agents usingthe Control Bus -
CB [1]. CB is a simple, but still powerful, mechanism for messaging between agents. The
message format allows addressing of a single agent or a selected group of agents. It is also
used for inter-agent communication within applications that consist of more than one agent.

The Generic Agent Architecture, /TMP, SRRTP, SRFDP and CB are all developed at CDT
and are further presented in paper 1 starting on page 23.

1.5 mStar Usage Scenarios

The mStar environment can be used in a number of ways to create a distributed teamwork
environment, which scales very well to a large number of users.
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The mStar environment is used daily at CDT to create a distributed electronic workspace,
with users working from their homes, users located at CDT and users located at CDT involved
companies. The mStar environment is currently used in a number of different ways:

Electronic meetings: where the environment is used as a replacement for the physical meet-
ing room. Here, audio and video is normally used in conjunction with mDesk. These
meetings are normally also recorded using the mMOD system which allows users to
later retrieve the data and review what has been said during the meeting. It also allows
people that do not have time to attend a meeting to join in and just listen with one ear
when they have time. In the “physical environment” this is normally not done by busy
persons as it takes time to go to the meeting rooms and they normally do not want to
disturb by coming late or leaving early (they usually want to use their telephone as
well).

Electronic education: where some or all teachers/students are geographically separated.
Tools used here are normally audio and video, mWeb for slides and mDesk for group
assignments, questions and feedback. A number of different scenarios have been iden-
tified:

� The teacher is talking to a group of students, who are all in the same room, but the
presentation is also distributed electronically to allow interested parties to join in.
This allows for better information dissemination to other students, non-students,
and employees that normally would not have the time to follow a complete course
or would not fit in the room.

� Some of the students are located far away and can not attend the lecture in person.

� Several teachers are used within one lesson as complement to each other. This
could of course be accomplished in the “physical environment” as well, but the
problem of organizing several different teachers to be in the same room at the
same time is overwhelming. Also, if one of the presenters can not be present
during the lecture, the appearance can be recorded in advance and played back
during the presentations, allowing for virtual presence.

Of course, all presentations are recorded digitally, which allows students to review
lectures at a later time. This has shown to be very popular just before the exams.

Electronic corridor: where users just talk to each other about anything they want. Media
used here is usually only audio and video. The audio is normally used as an open
channel for questions and announcements, either directly to some member or to the
whole group. By using it as an open channel, it creates group awareness through other
users overhearing useful and interesting information.

The video allows users to peek into other users’ rooms to see if they are available and
present before trying to talk to them. One could say that the video is used as a “user
state indicator”.
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1.5.1 The Education Direct Project

The following section presents how the mStar environment has been deployed for distance
education in a project called Education Direct.

The Education Direct project is a major effort on exploiting new technology for electronic
communication, and involves, in various ways, several hundred people. It was initiated during
the spring of 1996, and spent significant effort on getting a firm rooting among end-users
outside the already knowledgeable kernel of technologists. The operational phase started
during the fall of 1996. The goals are as follows:

� Accomplish a significant increase in broad use and understanding of multimedia tech-
nologies on the Internet in the county of Norrbotten.

� Establish better direct contacts between CDT / Lule˚a University of Technology, and
high-schools and secondary schools, and small and medium enterprises with respect to
this technology.

� Illustrate the use of the technology by distributing a course on this actual subject (In-
ternet and Distributed Multimedia) to those people.

� Establish and test the infrastructure needed to accomplish this.

Among several longer term goals, this is the first concrete step on implementing the vision
of theelectronic presentation and education environment, according to which most courses
at the Luleå University of Technology and CDT will be possible to attend independently of
physical location. This is a need that is especially urgent in the county of Norrbotten, with its
sparse population and large geographic distances, (approximately 400x400 km).

The project involves four kinds of people:

� Technicians, who must be able to manage computers and communication equipment to
ensure continuous operation.

� Advanced Users, who should be able to utilize the technology for doing own produc-
tions, presentations, and information searches.

� End Users, who need to be able to use the technology to benefit from the information
provided by others.

� Technologists, who in addition should have an overview of how the technology works,
ongoing trends, and principles of the area.

In the first phase of the project an undergraduate course in Internet and distributed multi-
media was distributed. The participants came from all over the county, many of which were
secondary-school teachers, (as those will act as local technology transfer persons) and lo-
cal under-graduate students. The local students had the choice of following the course by
attending the lectures physically or virtually using the mStar environment.
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Results and User Feedback

The response to the initial phase of the project was very positive from all participants (both
inside and outside CDT and the University) and have led to a large demand for further courses
and further use of the technology. The University will, together with CDT distribute several
courses during the school-year of 1997/98 and will continue the successful distribution of
graduate courses which also started during 1997.

Among several examples of the successful dissemination of the mStar technology, is a
new project for teaching 12-13 year old pupils Spanish using electronic distance education
and the mStar environment. Participation in the course will be voluntary and the teaching
will be done by non-university teachers that did not know anything about these tools or the
technology in the beginning of 1997. This course would not be possible to give without the
support of the electronic distance tools as the number of students at each school would be to
few.

Another success story is a municipality in the local county that after seeing the mStar
environment in use during the spring of 1997, decided to instead of closing the smallest
schools due to cutbacks in the budget, invest in good networks and computers to the schools
in question and utilizing mStar for distance education.

1.5.2 Usage of mStar at Ericsson Erisoft

Ericsson Erisoft (560 employees) with three offices (in Lule˚a, Skellefteå and Ume˚a) currently
has somewhat more than 50 workstations installed with full capability to run the mStar en-
vironment. The network between the three offices, located approximately 150 km apart with
Umeå in the south and Lule˚a furthest north, fully supports multicast routing.

At the time of writing one larger project (about 40 persons) and one smaller internal
project (about 10 persons) are using mStar.

The smaller project mostly uses it for meetings with all three offices involved. The larger
project is distributed at two of Erisoft offices (Lule˚a and Ume˚a) and also at several other
Ericsson sites, both in Sweden and abroad. Until now the mStar usage has been restricted
to the Erisoft offices only, but they are hoping to also involve at least two of the sites in the
Stockholm area this autumn. This will be made without multicasting support in the network,
and mTunnel will be used instead.

The usage so far within the larger project has been for courses and presentations (no need
for people to travel between Ume˚a-Luleå to attend project internal courses and presentations)
and also for small meetings and small permanent sessions concerning specific activities (such
as testing), tools (ClearCase) or specific software units. There is also a permanent “virtual
corridor” session where persons normally are sending video from there offices with low band-
width and also with the possibility to use the audio channel as an open channel for questions
etc. The possibility to invite people to small instant meetings (most often person-to-person)
has also been used instead of using the ordinary telephones.

All courses and presentations have been recorded. Some of the courses/presentations are
of a more temporal nature and will be deleted when they run out of disk space and others will
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be moved to CD-ROM’s. The recordings seem to have their greatest value within a few days
after the recording was made. Most people who could not attend would by then have had an
opportunity to watch the recording. The recordings of some presentations do however have a
longer life-span especially if the material can be used to introduce new project members.

Apart from the project internal use they are also using mStar to broadcast (and record)
presentations (“lunch presentations”) that are held regularly every week covering various
subjects. These presentations can potentially be seen by a bigger audience than the 50+
specially equipped machines. There are around 50-100 other computers that can be used for
viewing only.

1.6 Privacy and Social Group Aspects

As every room is equipped with a camera, readers might raise a concern (as most newcomers
do), about the privacy of the person in the room, but that person always have the choice to
turn off the camera. Persons that have just begun to use the system often switch off their
camera, as they feel disturbed by the transmission, but they soon get used to it, just ignore it,
and leave it on all the time.

As mentioned in section 1.3.1, every session does not need to be public. A group of users
can create a private session that will not be announced to the rest of the world but will only
be seen by invited users.

1.7 Implementation

All tools created at CDT for the mStar environment have been developed using the Java
language (there are some exceptions such as the GSM codec and audio-device interface in
the audio tools).

The usage of Java has made the applications platform independent and has minimized the
need of porting to just some startup scripts and the native code parts of the audio tools.

The development of these tools has also resulted in a large library of useful Java classes
that in turn have resulted in much easier and faster development of new Java based collabo-
rative teamwork tools.

1.8 Current and Future Work

There are currently a number of open issues and missing applications in the mStar environ-
ment. This section presents what is currently being developed for the environment and some
ideas for future work.
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1.8.1 Current Work

Tools currently being developed or being integrated into the mStar environment include:

multicast jointX - mjointX: jointX [6] is a product for sharing UNIX X11-windows based
programs between UNIX workstations and PCs running Windows. This product is
currently being extended to use multicast and is being integrated into mDesk, by the
company owning the jointX product. It is expected to be ready during the fall of 1997.

multicast Want To Talk - mW2T: Even though most distributed collaborative teamwork floor
control problems can be solved using social protocols there is sometimes a need for a
floor control application. This is whymW2Tis being developed. Earlier and related
work in this area includes the Confcntlr tool [3] which can be used for remote control
of the audio and video tools Vic and Vat, but is not a full fledged floor control applica-
tion and is limited to those two media. mW2T is expected to be ready during the fall
of 1997.

multicast Edit - mEdit: It should of course be possible to visualize, edit and annotate the
recordings of mMOD.mEdit, is being developed for this purpose and will include
functionality for graphical visualization and editing of multiple media in one or several
different recordings. It will also allow for annotations and commenting of recordings.
It is expected to be ready during the winter of 1997.

multicast Media-On-Demand administrator: To handle and organize all the different record-
ings done in the mMOD system there is a need for an administrator application. This
application will make it easier to provide useful information about stored recordings,
organization of hard disks and other storage media (such as off-line storage). It will
also provide a more intuitive interface for the actual recording. It is expected to be
ready during the winter of 1997.

1.8.2 Future Work

Ideas for future work include:

User location: Currently there is no good solution in practice of how to locate users moving
between different computers and how a user can leave a message about his/her current
whereabouts (compare to a note on the door to their office). One solution might be the
use of active badges.

Electronic answering machine and on-going recording:Another tool of high interest is a
digital answering machine integrated with the mStar tools that could take messages if
the user is currently not available to answer a direct call or a call in a session.

This should also include support for “continuous recordings”, of permanently active
virtual corridor sessions. Keeping a record of, for example, the last 24 hours, allows
people to catch up when being away or remind others of things discussed during the
day. A key issue here is efficient automatic indexing as it should be easy to find those
places where things of concern where discussed.
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Social group aspects:There are many questions of privacy and social group aspects, and
most of those have not been systematically investigated.

Media transformation in mMOD: There are a number of transformation components cur-
rently in mTunnel that are very generic and should for instance be integrated into
mMOD for on demand transformation of playbacked recordings. This would allow
users that earlier did not have enough bandwidth to be given access to all high band-
width recordings.

Audio quality: To allow multicast of high quality audio (primarily music), there is a new
member of the mStar family being planned,multicast MPEG - mMPEG, which will
allow for multicast of MPEG encoded audio. The client will allow the user to choose
from different music channels with different types of music, but also to combine music
channels by randomly choose songs from different channels. The client will display
information about the upcoming songs to be played, and all listening users will be able
to vote for or against a certain song. Information about votes will be stored in the
media server (the server that multicasts the music channels) and will be used when a
new play-list is constructed.

There are also a number of ideas of how to handle packet loss within audio transmis-
sions, includingsemi-reliable audio, forward error correction - FECand redundant
encodings. These are going to be tested within the mAudio application.

Video quality: Currently the video quality is low (compared to broadcast TV, but high if
compared with most other video-tools currently available on the Internet), and this is of
course also an interesting issue that will be approached in the future. This is requested
by the media industry.

User state indication and video usage:As mentioned in section 1.3.3 the video is often
used as a “user state indicator”. If this function can be achieved in some other way,
much can be gained. The simplest solution would be to replace video with a tool that
presents state, according to some format chosen, (simple text, symbols, or pictures),
and require users to indicate that explicitly. This is a really cheap solution from a
bandwidth and computing perspective.

Other approaches include changing the video tool to send only snapshots at given inter-
vals, or even automatically adjust frame rates at all participants to ensure a fixed total
bandwidth use.

Since information on a participants state is really needed by one or more of his session
fellows, the update may be best triggered from there. Video would then be sent from a
room only if someone else in the group has requested so, and would then time out. This
would quite directly correspond to the common habit of looking into someone’s room.
A direct unfortunate drawback of this approach would be that the group awareness
would suffer as e.g. users might miss that some other user is working late one evening.

Quality of Service: The sessions on the MBone are today multicasted in a best effort manner
meaning that packets can be lost due to congestion on certain links although some other
traffic might be less important and should have been thrown away instead. One of the
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proposed solutions to bandwidth reservation is RSVP. Some initial efforts have been
conducted on integrating this into the MBone, but further work is needed in both the
network and application area.

Session information: mSD should be extended to also include information about secret ses-
sions and present this information using password protected WWW pages. This would
provide a simple way of propagating information about these secret sessions to the
appropriate users.

mSD should also be extended to include the possibility to only display information
about a certain selection of sessions, e.g. information about sessions that are local to a
company or a school.

1.9 Organization of the Thesis

A modified version of this introduction have been published as [2]. Besides the introduc-
tion, the thesis consists of three parts, each containing one paper that has been reviewed and
published elsewhere.

Part 1: The first paper, entitled “The WebDesk4 framework architecture and design”, presents
the generic agent-based architecture of the mDesk framework. The paper also presents
a couple of example agents and the Tunable Multicast Platform - /TMP.

Part 2: The second paper, entitled “The mWeb Presentation Framework”, presents themWeb
applicationand its design.

Part 3: The third and last paper, entitled “mTunnel: a multicast tunneling system with a user
based Quality-of-Service model”, presents the architecture and usage of the mTunnel
application.

1.10 Summary and Conclusions

This thesis presents the CDT mStar environment, which creates an environment for true Scal-
able Distributed Teamwork.

A number of real-time synchronous media were presented as part of this environment:
audio and video, whiteboard, chat, vote, and shared presentations. These are all desktop
based, as the user should not have to move to another location just to have a short talk with a
colleague.

Audio and video was realized using the already existing Vic and Vat, but the other tools
had to be developed from scratch, which was done at CDT. The whiteboard, chat and vote
functionality was added to the mStar environment by the mDesk application. mDesk in-
cludes a distributed shared digital whiteboard called mWB, which can be used to review text-
documents and images, joint drawing, copying/moving of drawn objects and loading/saving

4WebDesk was an earlier name of the framework, which is now called mDesk.
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of documents/drawings. mDesk also includes mChat, which is a text-based chat tool where
members can chat with each other, and mVote, which is a tool for distributed voting. Dis-
tributed presentations using the World Wide Web is added by the mWeb application.

A number of other members of the mStar environment were also presented:mMOD,
mTunnelandDirector. mMOD is a VCR-like tool which allows recording and synchronized
playback of the electronic work done within the group environment. mTunnel is an applica-
tion for handling bandwidth on narrow links (such as ISDN and modem) in the network. It
allows for scaling and transformation of the network based audio and video in various ways.
Director is a system for remotely controlling video equipment such as video switches and
motorized cameras.

Central design issues related to all these tools are that: they should be desktop oriented
(there should be no need to go to a specially designed and equipped room) and easy toaccess;
they shouldscalewell to a large number of users; they should all benetwork based; and they
should besymmetric, meaning that no tool is central and that every user can do the same thing
with their copy of the tool as anyone else in the session.

The technology underlying mStar is very general, and will find use in most areas of soci-
ety. It is likely to include not only meetings, presentations and education - as is the focus in
this thesis - but also future media, entertainment, games, and many variations on the concept
of interactive television.

The mStar environment is currently being used, and has for some time now been used
in a number of different ways to support distributed teamwork. Three major usage scenarios
where identified: Theelectronic corridor, where the system is used to exchange information
between users as if they would when they meet in the corridor;electronic meetings, where the
system is used as a replacement for the physical meeting room with the advantage that every-
thing can be recorded and later reviewed; anddistributed education, where teachers/students
do not have to be located at the same physical location.

With the mStar environment, a Scalable Distributed Teamwork environment that is really
used daily (24 hours a day), has been created. It allows users to work from their homes or
other offices connected to the Internet without risking to loose contact with their main work
group and project team.
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Abstract

This paper presents an easy-to-use service creation platform for realization of applications
handling real-time streams and data. This platform, calledWebDesk, is implemented using
the platform independent Java language. WebDesk includes an application-level network
layer, called the Tunable Multicast Platform - /TMP which is presented, as well as a couple
of applications exemplifying the usage of /TMP; the audio- and whiteboard-agents, and the
mWeb-application. The mWeb is an application for scalable distribution of HTML-files and
synchronization of web browsers.

2.1 Introduction

The dramatic increase of the Internet market together with significant technological inven-
tions has made a new scenario likely: that Internet technology will play a dominating role
in the future telecommunications market, including delivery of real-time streams. To exploit
this opportunity, it is essential to establish an easy to use service and application creation
platform that makes the architecting of such applications efficient.

This paper presentsWebDesk- a framework directly targeting this goal.

WebDesk is a framework for scalable collaborative applications on the Internet using
theMulticast Backbone - MBone[4, 5]. The framework is divided into an application-level
network layer, called theTunable Multicast Platform - /TMP, and a number of application
components calledagents.

Building a distributed collaboration environment is complicated, and it is therefore nec-
essary to be able tointegratevarious existing tools and components, making them useful for
distributed work. The purpose of such integration is:

� to combine functions in a way that makes distributed work more productive;

� and to do this economically through a high degree of reuse.

1This work was supported by the Centre for Distance-spanning Technology (CDT), Lule˚a, Sweden.
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Those goals are often in conflict, and a balanced compromise is a central design problem.

An agent is a program-module responsible for a single and independent task. Such a task
can either be self-contained within the agent, or be implemented by integrating an existing
tool. In the latter case, the agent acts as amediatorbetween:

� the external tool language, which is the set of commands that are conveyed among
instances of the distributed tool to implement the distributed service;

� and theinternal tool languages, which is the set of commands that are distributed to
instances of a tool to (locally) achieve the desired functionality.

The internal tool language is usually the Control Bus protocol (see Sect. 2.2) and an
example of an external tool language is theremote-control-apiused to control the Netscape
web browser.

Examples of self-contained agents are the WebDesk audio, membership, want2talk, sta-
tus, talk and whiteboard agents, and an example of an integration agent is the WWW agent
that controls external web browsers.

The WebDesk is also an application combining a number of agents into a useful confer-
encing tool. Another example of how agents can be combined into applications ismWeb,
presented in section 2.5.

Previous results on WebDesk can be found in [14].

The rest of this paper is divided into the following sections; section 2.2 presents the /TMP,
section 2.3 presents the audio agent, section 2.4 presents the whiteboard agent, section 2.5
presents the mWeb application, section 2.6 presents the current implementation and status,
and finally section 2.7 presents a summary and conclusion about the WebDesk framework.

2.2 The Tunable Multicast Platform - /TMP

The Tunable Multicast Platform - /TMP, is a package for multi-point communication in a
scalable and reliable way over Inter- and Intra-nets. The base of the library is an implementa-
tion of the Real-time Transport Protocol - RTP [8] for basic real-time data-transmission and
loosely coupled membership-control. RTP is the primary protocol for distribution of multi-
point real-time data on the Internet today and is used in most MBone application available
today.

The library also contains implementations of two new protocols developed at the CDT,
Scalable Reliable Real-time Transport Protocol- SRRTP[10], andScalable Reliable File
Distribution Protocol - SRFDP. These protocols add support for reliable multicast and file
distribution. SRRTP is based on the ideas from the SRM framework [13].

The /TMP also includes support for communication between agents using theWebDesk
Control Bus - CB[1]. The CB is a simple, but still powerful, mechanism for messaging be-
tween agents. The message format allows for addressing of a single agent or a selected group
of agents. It is also used for inter-agent communication within the WebDesk application.
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2.3 The Audio Agent

The WebDesk audio agent implements functionality for multi-user audio-conferencing, by
using a resilient audio-distribution protocol calledsemi-reliable audio. Early tests show that
this works very well for sessions where a larger perceived delay than usual can be accepted
(e.g. during lectures).

The audio agent is connected to other instances of audio agents through the CB. It is
thereby possible to control an audio agent remotely over the network, and audio agents may
also perform quality of service negotiations between each other (e.g. agree on a common
format based on transmission quality feedback).

The graphical user interface (see Fig. 2.1) is implemented in Java. The Java package
can be used outside the WebDesk to implement other audio applications (e.g. Internet tele-
phony through usage of the Session Initiation Protocol [11] and the Session Description Pro-
tocol [12].

Figure 2.1:The audio agent.

2.3.1 Semi-reliable Audio

Delay equalization through buffering is a known remedy for audio transmissions over the non-
isochronous Internet. When packets are received out-of-order or delayed, the buffer smoothes
out the transmission problems and instead introduce an increased latency. The International
Telecommunication Union (ITU-TS) requires a very low end-to-end delay for normal conver-
sations, while a longer delay can be accepted for lecture-style conferencing. In order to keep
latencies down to a minimum while achieving increased quality, we introduce semi-reliable
audio. By using SRRTP, we add a new set of characteristics to audio transmissions:
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Limited retransmissions: While it is important to receive a maximum amount of the audio
data to sustain audio quality, the nature of real-time transmissions invalidates the audio
data so that there is no reason for retransmissions after a given time. Retransmissions
are thus made during a short period of time, which depends on the buffer size used for
equalization and the measured end-to-end delay.

Faster retransmissions: The SRRTP retransmits audio data based on a transmission quality
feedback mechanism, where receivers report transmission disturbances. Retransmis-
sions can also be made on statistical grounds when transmission disturbances appear
on cyclic time intervals (e.g. networks over public telephony equipment which ”halts”
on regular occasions).

By enlarging the equalization buffer, and thus the time-limit for retransmission, better
quality for lecture-style conferencing can be achieved. As usual, it is a trade-off between
delay and quality.

2.3.2 Redundancy and Recovery

Traditionally, when packets are lost the audio stream is repaired with silence. This is not an
optimal solution since even noise is a better substitution for lost data. Retransmissions, as in
the usage of SRRTP, decrease the amount of lost packets, but a method to repair losses when
this also fails is needed. Perkins et al [9] have devised an RTP Payload for Redundant Audio
Data, where lesser quality audio data is piggy-backed on the main higher quality data. By
using this RTP format, a good balance between redundancy and retransmissions is achieved
(where retransmissions of higher quality data is not necessary when a lower quality already is
received). If this also fails, losses are simply repaired with old data with lower volume (like
in some GSM implementations).

The degree of redundancy and retransmissions is determined by the network load. Con-
gested networks do not react well to neither retransmissions nor larger packets with redun-
dancy.

2.4 The Generic Whiteboard Agent

Shared and distributed whiteboard functionality is central in any collaborative environment.
This functionality is added to the WebDesk by thegeneric whiteboard agent. The functional-
ity of this agent includes simple drawing, miniature views, telepointers, user programmable
and dynamic drawing objects, as well as support for importing images and text. This agent
can be combined with other Java programs, such as document viewers and web browsers, to
achieve annotation and conferencing support for those programs.

2.4.1 Drawing Objects

All drawing primitives in the whiteboard, such as lines, rectangles, or freehand drawing, are
Java objects. They are responsible for saving and loading their state to and from byte-streams,
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drawing themselves on graphic contexts, and constructing themselves from user input. This
minimizes the connection between the whiteboard and the drawing objects. It is even possible
to add new drawing primitives at run-time.

A whiteboard session shows one document. This document is divided into several pages
which, in turn, are divided into several layers. The pages are mapped to the data being
annotated (see Sect. 2.4.2). For example, if a text document is being annotated, it is natural
to have each whiteboard page correspond to a text page. If other types of data are being
annotated, other mappings may be more appropriate. The layers of a page can be thought of
as transparent slides on which the users draw. All layers are combined to form the page and
layers can be turned on and off separately. It is also possible to mute certain members. All
drawings made by these members will then disappear until the member is un-muted.

2.4.2 Annotation vs. Conferencing

The whiteboard can be used as anannotationtool where the user annotates a document. These
annotations can be distributed as ordinary files for others to see, or be loaded inconferencing
mode which will cause the annotations to be multicast to all participants.

By utilizing the multicast support in WebDesk, an arbitrary number of participants can
conference around a chosen document. Since multicasting of the data is chosen, there is no
master copy of the session, all participants have their own copy of the data.

The annotation and conferencing modes are of course not distinctly different. It is pos-
sible to conference around an annotation and to save a conference around a document as an
annotation.

2.4.3 Program Integration

We have made the whiteboard as general as possible, so it can be used together with arbitrary
Java programs with a minimum of modification. When the whiteboard is integrated with a
Java program, it is possible to use the whiteboard’s features, e.g. conferencing or annotation,
on top of that program’s display. The programs that can be integrated with the whiteboard are
typically viewers of different types of documents, e.g. text, PostScript, and image viewers,
but may be any type of program. Since text and most type of images are common and easily
handled, support for these are built into the whiteboard.

When the program that the whiteboard has been integrated with does not cooperate with
the whiteboard, only ordinary annotation of the documents may be done. That is, the white-
board annotations have to be drawn at fixed coordinates with no semantic ties to the underly-
ing document. This is often sufficient for static documents such as text or PostScript where
the layout of the document never changes.

A more interesting approach is to have some cooperation from the program which allows
for a better integration and more functionality. For example, if the user of a web browser
whiteboard resizes the web browser or changes the font size, the web page’s layout changes.
This means that annotations at fixed coordinates becomes unintelligible since they no longer
are connected to the paragraph, image, or object they were intended to annotate. Therefore, a
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semantic tie between the annotation and the object that is annotated is needed. This semantic
tie would allow the annotation to follow the object it annotates even if the layout of the page
changes.

To achieve this semantic tie, cooperation from the web browser is needed. When the user
makes an annotation, the whiteboard asks for the object at certain coordinates, i.e. where
the user annotates. The web browser then makes a guess of which object the user wants
to annotate and returns this object along with its coordinates. These coordinates will then
be the origin of the coordinate space for this annotation. When the user causes a re-layout,
the annotation will be redrawn at the same relative coordinates to the web object it has been
attached to, and will thus retain the semantic intentions the user had.

The major problem lies in guessing which object the user intended to annotate. The
object closest to the point where the user draws is not always the object that the user intends
to annotate. For example, when encircling objects in freehand drawing, users often start the
drawing at some distance from the object that is to be encircled. This means that the tie
between the drawing and the web object has to be dynamic and that the user must have the
possibility to ultimately override the program’s decision in an easy way.

The user can see which object the annotation has been tied to for the moment, since the
currently selected web object becomes high-lighted. By constantly querying the web browser
as new drawing data comes in, it is possible to alter a first guess into a more reasonable one.
For example, in the case of encircling a passage of text, the user might start near the image
when intending to encircle the image text. This would cause the program to guess that the
intention was to annotate the image. As the user finishes the encircling, it becomes clear that
the bounding box of the annotation is intersecting with the text’s bounding box more than the
image’s. This would cause a change of semantic tie from the image to the text.

2.4.4 Miniature Views

Miniature viewsare small windows without drawing capabilities that show a certain page of
the document being annotated. These windows give the user an overview of what is drawn
on a specific page rather than detailed information. Since the human eye is sensitive to
movements, it is easy to see on which miniature view an annotation is being made even if
the view is so small that the user cannot see exactly what is being done. This allows a user
to overview the whole document, or interesting parts of it, without occupying as much of the
precious screen space as a full-blown view would. Work on miniature views has been done
in [3].

The user can resize the miniature views so that interesting views show more detail than
other, less interesting ones. It is also possible to jump to a certain page by clicking on a
miniature view. This allows for faster change of page than if the user first must determine
what page the miniature view shows and then go to the page selection controls to change to
that page.
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2.4.5 Telepointers

The telepointeris a remote mouse cursor that allows a user to point and gesture at a certain
part of the whiteboard. This is important since the users of the whiteboard are normally
physically distant and it is very hard to direct someone’s attention to a certain part of the
screen by just describing it.

2.5 The mWeb Application

The mWeb applicationis a tool for real-time distributed presentations with HTML as its
presentation medium. The application includes functionality for distribution of HTML-pages,
including in-line data and embedded objects, pre-caching of files to be used within a session,
on-demand fetching of files, synchronization between browsers, and interfacing different web
browsers. mWeb uses the WebDesk framework for distribution and control.

The problem of adding real-time distribution of HTML to the WWW can be divided into
two parts,synchronizationanddistribution. This section discusses the architecture of the
mWeb application and how these problems have been solved in mWeb.

2.5.1 The Architecture

The mWeb application acts as a gateway between a web browser and the MBone (see Fig. 2.2),
mediating distribution of HTML-pages anddisplay-messages(see Sect. 2.5.2). The applica-
tion can also run in a light-weight mode, where only the URLs to be displayed are multicas-
ted. This is useful in smaller groups as the delay becomes shorter and the network usage does
not significantly change.

HTML-pages to be displayed during a session can be collected in three ways:

1. URLs to be displayed, including URLs to any inline data, are specified manually in a
file by the presenter. This file is then used by mWeb.

2. URLs are collected dynamically during a presentation using a browser that supports
the Common Client Interface(CCI) [2] (currently only supported by the XMosaic
browser). This means that whenever the presenter selects a link or changes HTML-
page (for instance using the history in the browser), information is sent from the
browser to the mWeb application.

3. URLs are collected dynamically during a presentation using the specialmWeb WWW-
proxythat sends information about the requested pages to the mWeb application. This
is achieved by telling the browser to request all pages through the proxy, instead of
fetching them directly. Unfortunately, this create problems when using HTML frames
as mWeb interpret this as several quick requests (an HTML frame-page consists of
several HTML files). To solve this, mWeb tries to guess if it is a frames page based on
the URLs requested and the time between the requests. Another way of solving this
would be to let mWeb parse each requested HTML-file and take proper actions when a
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Figure 2.2:The mWeb architecture.

frame-page is encountered but the gain does not justify the overhead of introducing a
full HTML-parser into the application.

The last two methods can also run in so calledcache-mode, meaning that the presenter
makes the collection of URLs to a file, before the actual presentation is held (this is of course,
a special case of method one). This file can then be edited by the presenter to add or remove
URLs. This is useful if a page that is to be displayed contains an embedded object, such as
an Java applet (see Sect. 2.5.3).

During the presentation a window containing a list of displayed pages is shown (see
Fig. 2.3). At the presenters side this list will containall pages, but on the listeners side
only pages that have already been displayed are listed.

2.5.2 Synchronization of Web Browsers

When a presentation is distributed over the MBone and a web browser is used for present-
ing the slides, there is a need for synchronization between the involved web browsers (this
means that all involved browsers display the same page). This is solved by sending adisplay-
messageto all members of the group using the CB (see Sect. 2.2).

During the session, the listener can select what will happen when a new display-message
is received: display the new page directly, display a dialog-box asking the user what to do, or
just display in the page-list that a new display-message have been received.
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Figure 2.3:The mWeb application.

If a listener wants to go back and view an already displayed page, he can select the page
of interest in the list over displayed pages and that page will be displayed locally. He can also
instruct the local mWeb client to send a display-message to all other listeners including the
presenter. This is useful if the listener wants to comment or ask a question related to a page
that is not currently displayed.

2.5.3 Embedded and In-line Objects

It is easy for a program to scan an HTML-page for references to inline images as these are
stated clearly in the file, but it becomes more complicated if the page contains embedded
objects, such as Java applets. A reference to an embedded object only points out the first
element of what could be a complex program.

2.5.4 Remote Pointers

mWeb also allows forremote pointersby using so calledbullet-appletsin the slides. These
applets connect back to mWeb when displayed in an HTML-page. The presenter can then
send control-messages using mWeb indicating which bullet is currently active. The active
bullet is then presented to the other users.
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2.5.5 Programmed Presentations and Web-TV

mWeb can also be used in so calledprogrammed presentation mode, where the presenter
instructs mWeb to send display-messages for a set of URLs at certain times. This can be used
to create a television-like system where the receiving browsers display a group of pages.
We call this functionalityWeb-TV. This functionality could be used for dissemination of
information within one group of listeners, for instance to spread important information within
a company or organization.

Further information about mWeb can be found in [6, 7].

2.6 Implementation and Status

The WebDesk framework, the whiteboard agent and mWeb are implemented using only the
Java programming language. The audio agent is implemented using both Java and C.

Several different applications and agents have to date been built on the WebDesk frame-
work. Some prototype applications are in daily use for project work and during electronic
meetings.

The mWeb application is currently being used, with very positive experience, in a major
effort called “Utbildning Direkt”, (Education Direct). Among other things, the system is used
within the project for distribution of an under-graduate course in distributed multimedia to
high-schools and other interested parties in the local county.

2.7 Summary and Conclusions

This paper presents a scalable framework for collaborative work over the Internet, called
WebDesk. This framework allows for simpler creation of new scalable collaborative tools
but also makes the task of integrating and extending existing tools much easier.

The WebDesk application-level network layer, The Tunable Multicast Platform - /TMP,
was also presented. /TMP includes functionality for distribution of data in a reliable and
scalable way using multicasting and new protocol for transport-reliability.

Three different tools implemented using the framework were also presented, the audio
agent, the generic whiteboard agent, and the mWeb application.

The WebDesk has proven to be an efficient and easy to use framework for creation of
Java-based distributed applications and tools.
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Abstract

This paper presents a framework for bringing the MBone and the World-Wide Web closer
together by introducing real-time distribution of HTML-pages and synchronization of WWW-
browsers. This framework will enable distributed presentations of WWW-material using the
mWeb application. Distribution is done using two new protocols, Scalable Reliable Real-
time Transport Protocol - SRRTP and Scalable Reliable File Distribution Protocol - SRFDP.
Synchronization is achieved using the WebDesk Control Bus, which allows for scalable mes-
saging in large groups of programs and hosts. This paper also presents how the mWeb appli-
cation can be used for programmed presentations resulting in a television-like Web-TV. The
mWeb framework also includes support for creating HTML-slides and the usage of semantic
remote-pointers.

3.1 Introduction

The World-Wide Web (WWW) is today mostly used as a request application where the end-
user tells a browser to fetch and display information. Imagine instead your WWW-browser
being used as a broadcast-receiver (broadcast in the comparison to TV-program broadcasts
and not network-broadcasts) where the user tunes into a channel and starts watching the
HTML-pages being distributed there. This would add a real-time dimension to the WWW
that could be used fordistributed presentationsand so calledprogrammed presentations
(Web-TV).

The until now experimentalMulticast Backbone (MBone)[1, 2] is today being deployed
on the Internet as part of the real production network and more and more sites around the
world are being connected each day. The MBone is being used daily for both one-way broad-
casts of many different events such as concerts, conferences, lectures and tutorials and for
multi-way sessions as distributed meetings, virtual worlds, games, multiuser chat/talk, and
computerized surveillance. Although many tools exist, there is a lack of tools for scalable
distribution of documents, such as WWW-pages, and synchronization of programs, such as
WWW-browsers.

1This work was supported by the Centre for Distance-spanning Technology (CDT), Lule˚a, Sweden.
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Many documents exist on the WWW today and many more are produced every day. It
therefore seems very natural that these documents should be used in distributed presenta-
tions. The realization of a good tool for this purpose would add a new dimension, areal-time
dimension, to the WWW.

The problem of creating a framework for using the WWW as a distributed presentation
medium can be divided into two parts, asynchronizationpart and adistributionpart. Syn-
chronizationrelates to how to make all WWW-browsers within one session display the same
page at the same time.Distribution relates to how the HTML-pages are distributed to all
listeners in a scalable and efficient way.

The first part is solved by using a newControl Bus (CB)protocol [3] which is a mes-
saging protocol based on a reliable multicast framework calledScalable Reliable Real-time
Transport Protocol (SRRTP)[4]. SRRTP is an extended version of the Real-time Transfer
Protocol (RTP) [5] which include the ideas from the SRM framework [6].

A simple solution to the second part would be to let each client fetch the data to be
presented using the standard way of fetching WWW documents, but if the group is large this
would create a very large burden and high latency on the HTTP-server serving that particular
page. This simple solution does not scale to many members. Instead, a new protocol,Scalable
Reliable File Distribution Protocol - SRFDP, for distribution of not only files but also meta-
information about these files, is presented as a solution.

This paper also presents an application calledmWebthat can be used for simple collection
of presentation material, distribution of this material, synchronization of WWW browsers,
and a new concept calledprogrammed presentationsor Web-TV.

An earlier and shorter version of this paper was presented in [7].

3.1.1 Related Work

At least two earlier attempts have been made to use the WWW as a distributed and synchro-
nized presentation medium:

� In 1995, Ed Burns presented his work onWeb-Cast[8], a platform for sharing WWW
documents over the MBone by either multicasting URLs or HTML-documents. It
interfaced the WWW browser XMosaic [9] through the Common Client Interface
(CCI) [10] and distributed WWW pages and corresponding inline images using the
Reliable Multicast Protocol (RMP) [11]. Tests were conducted during the spring of
1995 which showed that the multicast distribution model used by that version of RMP
was not suitable for wide-area-networks, because only the original sender of the data
could do a repair of lost packets. In more recent versions of RMP the distribution
problems have been solved.

� mMosaic[12] is another tool for sharing WWW-documents over the MBone. It is
currently being developed and is an extended version of the WWW browser, XMosaic.
Initial tests show that mMosaic works well with HTML-pages and smaller images, but
the distribution delay gets too large with bigger images. A drawback is that it is very
tightly coupled to XMosaic.
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Both these tools and other earlier Web-distribution tools are all tightly connected to the
XMosaic browser. One of the main design-constraints on the mWeb application is that it
should be browser independent.

Readers not interested in the underlying network-protocols might want to jump to section
3 where the mWeb application itself is presented.

Real-time Transfer Protocol (RTP)

The new protocols presented in this paper are based on the Real-time Transfer Protocol and
the framework of SRM.

The Real-time Transfer Protocol (RTP) [5] is designed for real-time traffic over both Intra-
and Internets. RTP functions include loss detection for quality estimation and rate adaption,
sequencing of data, intra- and intermedia synchronization, source identification, and basic
membership information. RTP is designed to operate on any kind of network-protocol and is
therefore completely self-contained, meaning that it does not depend on any information in
the lower levels of the network model. RTP is only implemented over IP/UDP today, but the
protocol can be used on any type of packet-network, e.g. native ATM or ISDN.

RTP consists of two different protocols, the RTP that transports the payload data and the
Real-time Transfer Control Protocol (RTCP), which exchange meta-information about the
current session. The protocols operate on two separated channels where transmission is of
’best-effort’ quality, meaning that packets can be lost without retransmission. All members
on the RTCP-channel send regular messages about how much data they have sent (if any)
and how well the data on the RTP-channel is being received. This information can be used to
detect packet-loss and request senders to adapt their transmission-rates to the current packet-
loss.

Scalable Reliable Multicast - SRM

Scalable Reliable Multicast (SRM) [6] is a reliable multicast framework for application level
framing and light-weight sessions. The algorithms of this framework are efficient, robust and
scale well to both large networks and large sessions. The framework has been prototyped in
wb, a distributed white-board application, and has been extensively tested on a global scale
with sessions ranging from a few to more than 1000 participants. The framework can be
summarized by describing the three types of packets:heartbeats, NACKs and repairs.

� Each member periodically sends out aheartbeatincluding the sequence number of the
latest sent packet. These heartbeats are used by the other members to detect packet loss
by comparing the sequence number in the heartbeat and the sequence number of the
last data-packet received.

� When a packet is lost, anegative acknowledgment (NACK)is sent to all members us-
ing the same method of transportation as the original data. As all members see these
NACKs, everyone can participate in the repair of the traffic. This is important because
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it lessens the burden on the original sender and makes the repair process faster if the
distance between the NACK sender and the original sender is large.

� Each member of the session cache the latest data-packets received (and sent) and if
they see a NACK for a packet they have in their cache, they retransmit that packet to
the whole group as arepair.

To minimize the number of NACKs and repairs, these two operations are preceded by
exponential back-off. This means that instead of sending the packet directly, the client waits
for a random time (based on the distance to the related other party) and if another client sends
a corresponding packet it withdraws its own potential transmission.

3.2 Reliable Multicast

This section present two new protocols for reliable multicast and file distribution.

3.2.1 Scalable Reliable Real-time Transport Protocol - SRRTP

In [4] a proposed protocol, calledScalable Reliable Real-time Transport Protocol (SRRTP)
is presented. This protocol incorporates the framework from SRM into RTP by extending
both the RTP and the RTCP protocols. This provides a reliable and scalable protocol for
services like wide-area file-distribution and messaging between applications. (Note that an
earlier version, called DVRMP, of this protocol was presented in [13].)

All pseudo-random timers and back-off times in SRM are based on thedistanceto the
originator or destination. The distance is calculated using the heartbeats and the round-trip-
time it takes for a packet to travel between two members.

The added control messages (heartbeats, NACKs, time-stamp queries and replies (data
needed for distance-calculations)) are sent using a new RTCP packet type. Each packet in
a session is uniquely identified by the senders SSRC (a RTP-header field which is used to
uniquely identify a member within a group) and the packet-sequence-number. This packet
identifier is used when sending NACKs. To minimize the number of NACKs if several pack-
ets are lost from the same source, NACKs can be grouped together into one NACK-request.

3.2.2 Scalable Reliable File Distribution Protocol - SRFDP

SRRTP provides a scalable and reliable framework for distribution of data within a large
group of members. Because SRRTP is based on packets, there is a need for a protocol for
division of files into packets and control of file-distributions. This sections presents a new
protocol calledScalable Reliable File Distribution Protocol (SRFDP), which is a protocol for
distribution of not only single files but also groups of files and meta-information about these
files.

Each process of distributing a file consists of three steps: deciding themeta-file-information,
sending the headerandsending the file.
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� Themeta-file-informationconsists of information about a particular file. This informa-
tion include the file-name, file-size, MIME-type [14] and the last-modification time.
The last field is used by receivers to check if a locally cached copy of the file should be
invalidated. This information is also referred to as theheader.

� The second step is to send thefile-headerto notify the members of the group of the
upcoming file-distribution.

� Finally thefile itself is distributed using SRRTP.

Several headers can be grouped into an specialindex-file, which is used by clients to
identify the files available from one sender within the session. Index-files also contains infor-
mation about current file-distributions. Several index-files can be available within one session
if several senders are offering files.

A typical client-scenario would look like this; the client joins the session and requests the
index-file. If he does not receive any index-file (no one is offering files), he waits until an
index-file is offered. After receiving at least one index-file, he selects the files of interest and
requests that these files will be distributed. Before any request, he applies exponential back-
off to check that no-one else is also requesting the same files. For instance, if the session was
recently announced several clients might join the session and at the same time requesting the
same information. He also checks the current traffic-flow for any active file-distributions. If
a file he is interested in is already being distributed, then he saves the part of the file currently
being distributed and when the end of the file is reached he requests the missing parts as if
they where lost.

3.2.3 SRFDP and SRRTP

In SRRTP, the NACKs were based on the packet identity. SRFDP extends this to allow
NACKs based on a file-name and a byte-offset within that file. This can be used by a client to
request a particular part of a file, without having to know the current packet size being used.

Furthermore, the time-stamp in the RTP-packet header is constant (the time of when the
first packet is sent) on all packets related to the same file distribution. This allows for several
files to be distributed from one sender at the same time within one session.

3.3 The mWeb Application

The technology represented by SRRTP and SRFDP have been deployed in an application
calledmWeb. This application includes functionality for distribution of HTML-pages includ-
ing in-line data and embedded objects, pre-caching of files to be used within a session, on-
demand fetching of files, synchronization between browsers and interfacing different WWW-
browsers.

As described in the introduction, the problem of adding real-time distribution of HTML
to the WWW could be divided into two parts,synchronizationanddistribution. This section
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discusses the architecture of the mWeb application and how these problems have been solved
in mWeb.

3.3.1 The Architecture

The mWeb application acts as a gateway between a WWW browser and the MBone, mediat-
ing distribution of HTML-pages anddisplay-messages(see Sect. 3.3.2). The application can
also run in a light-weight mode where only the URLs to be displayed are multicasted. This is
useful in smaller groups.

Figure 3.1 displays the interface of the mWeb application.

Figure 3.1:The mWeb application.

HTML-pages to be displayed during a session can be collected in three ways:

1. URLs to be displayed, including URLs to any inline data, are specified manually in a
file by the presenter. This file is then used by mWeb.

2. URLs are collected dynamically during a presentation using a browser that supports
the Common Client Interface (CCI) [10] (currently only supported by the XMosaic
browser). This means that whenever the presenter selects a link or change HTML-page
(for instance using the history in the browser), information is sent from the browser to
the mWeb application.
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3. URLs are collected dynamically during a presentation using the specialmWeb WWW-
proxythat sends information about the requested pages to the mWeb application. This
is achieved by telling the browser to request all pages through the proxy, instead of
fetching them directly.

Unfortunately this creates problems when using HTML-frames as mWeb interprets this
as several quick request (an HTML-frame-page consists of several HTML-files). To
solve this, mWeb tries to guess that it is a frames-page based on the URLs requested and
the time between the requests. Another way of solving this would be to let mWeb parse
each requested HTML-file and take proper actions when a frames-page is encountered
but the gain does not justify the overhead.

The last two methods can also run in so calledcache-mode, meaning that the presenter
makes the collection of URLs to a file, before the actual presentation is held. This file can
then be edited by the presenter to add or remove URLs. This is useful if a page to be displayed
contains an embedded object, such as Java-applets (see Sect. 3.3.4).

When the presenter is finished with his page-list, he tells mWeb to start distributing the
pages using SRFDP. Each listening client will cache the files locally and wait for the presen-
tation to start. On user request, information about the current transfers can be displayed.

During the presentation a pop-up-window containing a list of displayed pages is shown
(see Fig. 3.1). At the presenters side this list will containall the pages but on the listeners
side only pages that have already been displayed are listed.

3.3.2 Synchronization of WWW Browsers

When a presentation is distributed over the MBone and a WWW-browser is used for pre-
senting the slides, there is a need for synchronization between the involved WWW-browsers,
meaning that all browsers display the same page. This is solved by sending adisplay-message
to all members of the group using theWebDesk Control Bus (CB)[3, 15]. The CB protocol is
a messaging protocol used above SRRTP which provides a simple way of exchanging mes-
sages both internally within an application and between several distinct applications.

During the session, the listener can select what shall happen when a new display-message
is received: display the new page directly, display a dialogue asking the user what to do or
just display in the page-list that a new display-message have been received.

If a listener wants to go back and take a look at an already displayed page, he can select
the page of interest in the list over displayed pages. He can also instruct the local mWeb client
to send a display-message to all other listeners including the presenter. This is useful if the
listener wants to comment or ask a question related to a page that is not currently displayed.

3.3.3 Interfacing WWW Browsers

Incoming documents can be sent to the browser in two ways; using an fictive ’file’-URL or
through an HTTP-proxy:
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In the first method, mWeb would save all received pages and data on local disk. If the
name of the file contains one or more ’/’-characters, a relative directory-structure according to
the name will be built. This allows for relative links to sub-directories to be resolved locally.
When a page is to be displayed, a fictive URL with ’file:’ as the protocol-part pointing to the
local cache is constructed and the browsers is instructed to display that URL.

In the other method the user is asked to change her browsers proxy-setting to point to
the local mWeb application. When the browser is requested to display a certain URL, it
will connect to the local mWeb and receive the page locally without transferring it over the
network from the original site. This is more elegant than the first method but puts a larger
burden on the end-user who must know how to configure her browser.

In both methods, if a requested page is not found at a client during the session, mWeb
will request that page.

3.3.4 Embedded and In-line Objects

It is easy for a program to scan an HTML-page for references to inline images as these are
stated clearly in the file, but it becomes more complicated if the page contains embedded
objects, such as a Java-applet. A reference to an embedded object only points out the first
element of what could be a complex program. In the Java-applet case, the applet can fetch
more data in two ways:

� Classes(program-parts of the applet) are fetched from the same source as the main-
class (the one referenced in the HTML-page) so if the Java-applets main source is local
disk, requests for additional classes will be serviced locally.

� Other datacan be referenced in any way the applet programmer sees fit, so special
care has to be taken by the programmer on how the data is referenced if the applet is
supposed to be copied to other sites using mWeb.

3.3.5 Members

Member information can be displayed in a pop-up-windowduring a presentation (see Fig. 3.2).
This window also contains information about whether all listeners have acted on a display-
message and are displaying the same page. This gives the presenter feedback on the current
situation within the group. Further information, as email-address, phone-number etc, about
each member is also available.

3.3.6 Remote Pointers

A presentation system must include some sense ofremote pointerswhere a presenter can use
his mouse to point in the slide when talking about it. A major problem, is that an HTML-page
might look very different depending on the display (resolution, fonts) and the browser (kind of
browser, width of the browser-window). This excludes an pixel-based remote-pointer model
and instead introduces the need for a semantics-based pointing where the presenter selects
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Figure 3.2:Current members of an mWeb session.

one of several predefined pointing-points. This has the consequence in that the HTML-page
itself must be extended in some way.

Two simple solutions are available:

1. Let mWeb modify the HTML-page to include special mark-up images that point out a
special location in the page, for instance an item in a list. When the next point is to be
selected mWeb instructs the browser to reload the page which then will have changed.

2. Insert specialpointer-appletsat certain points in the HTML-page. A pointer-applet
is an applet that displays different images depending on some kind of external input.
These applets connect back to the mWeb application, which controls the display of
images in each applet. On the presenters side the applets get their input from presenter,
send this information to the local mWeb which in turn sends CB-messages to the rest
of the group.

The second method is much more flexible and faster as the page does not have to be
reloaded between each pointing-event. This method is used in mWeb.

3.3.7 Creating Slides

Although there are several HTML-editors available today, none is ”slide-based”, helping the
end-user to create a set of HTML-pages to represent an presentation.

The mWeb framework contains a simple program for creating several HTML-files from
one larger HTML-file. Each of the created HTML-files contains a predefined header and
footer and buttons to link the pages together. The program also creates an index-overview
over all the slides.

3.3.8 Programmed Presentations and Web-TV

Although this paper focuses on distributed real-time presentations, the mWeb application can
be used in so calledprogrammed presentation modewhere the presenter instructs mWeb
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to send display-messages for a set of URLs at certain times. This can be used to create
a television-like system where the receiving browsers display a group of pages. We call
this functionalityWeb-TV. This functionality could be used for dissemination of information
within one group of listeners, for instance to spread important information within a company
or organization.

3.4 Implementation and Status

The mWeb application and its underlying protocols are all currently being implemented using
the Java language [16].

WWW browsers currently supported are Netscape Navigator [17] under X11 and Win-
dows and NCSA XMosaic [9]. Although the Java-language itself is platform independent
there is no platform independent way of interfacing WWW browsers.

Further information about the status and implementation of mWeb can be found at [18].

3.5 Summary and Conclusions

This paper has described a new application,the mWeb, and a framework for scalable and
reliable distribution of HTML-pages and their in-line data to a large audience. The mWeb
allows for easy creation of WWW presentations, scalable distribution, local caching, on-
demand fetching of data and synchronization between World-Wide Web browsers using the
WebDesk Control Bus. The mWeb can also be used to create programmed presentations
resulting in aWeb-TVframework.

Distribution of the data to be displayed is done using two new network protocols,Scalable
Reliable Real-time Transport Protocol (SRRTP)andScalable Reliable File Distribution Pro-
tocol (SRFDP). SRRTP creates a scalable and reliable distribution platform for real-time data
by adding the ideas from the SRM-framework to the Real-time Transport Protocol (RTP). As
SRRTP only supplies a platform for reliable distribution of data, SRFDP adds a framework for
grouping of files and distribution of meta-information about these files. The meta-information
includes at least information about the names and the MIME-types of the files.

These new protocols and the mWeb application brings the WWW and the real-time
MBone closer together and makes the distance to a true real-time WWW shorter!
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Abstract

This paper presents a system, called mTunnel, for application level tunneling of multicast
traffic in a lightweight manner, where the end-user is responsible for deciding which MBone-
sessions and multicast groups to tunnel. mTunnel is primarily designed for easy deployment
and easy-to-manage tunneling. Therefore it runs as an user application and does not need
access to restricted system resources.

Information about currently tunneled sessions and control of mTunnel is provided through
a Web-interface. To allow the user to easily start tunneling of announced MBone-sessions,
mTunnel listens for announcements and presents this information through the Web-interface.

To save bandwidth, tunneled streams can be translated in four ways: audio streams can be
recoded to an encoding that requires lower bandwidth, several audio streams can be mixed
together, streams can be switched based on activity in another stream and streams can be
scaled by dropping a certain percent of the traffic.

4.1 Introduction

The Multicast Backbone, MBone [5] has existed for several years and is slowly being de-
ployed in production networks. When a host sends a packet on the MBone it does not send
it to any specific host, but instead to a so calledmulticast group. The sending host does not
need to know which hosts are members of this group, but that information is stored in and
kept up to date by the network. Packets sent to a group are only sent to the parts of the Inter-
net, where there are listeners. Local routers detect if there are any local listeners to a specific
group using theInternet Group Management Protocol - IGMP[4]. IGMP is also used by
hosts to signal that they want join or leave a multicast group.

To ease the development of the MBone it was first developed as a virtual network on
the Internet consisting of tunnels between machines that acted as virtual routers, sending
multicast packets encapsulated in unicast packets. The software used is calledMRouted[6].

1This work was supported by the Centre for Distance-spanning Technology (CDT), Lule˚a, Sweden.
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Today, multicast routing functionality is being built into standard Internet routers, but there
is still no general support for multicast over point-to-point links (such as analog modems or
ISDN-links).

MRouted uses the normal routing tables and does real multicast routing, which means
that a lot of routing information is also sent over the tunnels. On low bandwidth links, this
can cause a problem because much of the bandwidth is used for control traffic and not the
data itself.

MRouted also use IGMP to detect members of multicast groups and decide on which
groups to tunnel based on the group membership information. This means that if a user on
the local network joins a group, traffic to and from that group will automatically be tunneled
as long as the users tool is running. This automatic tunneling can be a problem on low
bandwidth links, as local users do not see which groups are currently being tunneled and may
make the total bandwidth requirement too high by joining to many groups. If this happens,
all currently tunneled groups get affected as packets will be dropped at random.

Another reason for using an unicast tunnel is firewalls. At some company’s it has proven
to be very hard to convince the system administrators to open the companies firewall for
multicast traffic.

mTunnelis an application for tunneling of multicast traffic based on user requests rather
than based on IGMP. This means that users explicitly have to choose which groups to tunnel.
mTunnel, also allows the users to specify how different groups should be prioritized, which is
useful if a group of users are currently using mTunnel to tunnel an electronic meeting and do
not want to be disturbed by another user that, for instance, want to watch the current NASA
mission in Space2. mTunnel uses the World Wide Web as its main user interface.

The first design goal of mTunnel was to easily tunnel multicast traffic through non-
multicast enabled parts of the Internet or within an intranet. The second design goal was
to let the end users easily make the decision on which groups to tunnel. The end users should
also be able to easily prioritize different parts of the traffic. The third design goal was that it
should waste as little as possible of the available bandwidth on control data. The fourth and
last design goal was that it should be as platform independent as possible.

The rest of this paper is divided into: Sect. 2 that presents the general architecture of
mTunnel and its features, Sect. 3 that presents the user based Quality-of-Service model used
by mTunnel, Sect. 4 that presents the implementation and current status and Sect. 5 that gives
a summary and conclusion about the work.

4.2 The mTunnel Application

mTunnelconsists of four main parts, thetunnelerwhich performs the tunneling itself, the
controller that keeps both ends of the tunnel synchronized and updates control-clients, the
Web-interfacewhich present a user interface to mTunnel using the World Wide Web, and
finally thetranslatorwhich can translate streams in various ways.

2NASA currently multicasts most of their shuttle missions.
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Figure 4.1: A tunnel connecting a private network to the MBone.

As with all tunnels it has two end-points (see Fig. 4.1), between which the traffic is tun-
neled. For that reason there must always be two copies of mTunnel running, one at each side
of the tunnel.

mTunnel runs as a user process to allow for easy deployment of new and perhaps tempo-
rary tunnels.

Sessions

The termsessionis used as a name for one tunneled stream. A session consists of: a multicast
group, a base port which is the lowest port number to tunnel, the number of consecutive ports3

including the base port to tunnel, the Time To Live of the outgoing packets (see Sect. 4.2.6),
and the name of the session.

Statistical information about the number of bytes and packets sent and received is also
stored within a session.

A session can also include information about prioritization, if different from the default
value (see Sect. 4.3).

4.2.1 The Tunneler

The tunneler, is the part of mTunnel that does the actual tunneling. It listens on a num-
ber of multicast sockets (based on which groups to tunnel), encapsulates the incoming data,
and sends it through the tunnel (see Fig. 4.2). The mTunnel on the other side, receives the
encapsulated unicast packet, decapsulates it and resends it locally using multicast.

The tunneled data is sent over a unicast “connection” between the two endpoints and all
data is sent over the same port number. This allows for easy tunneling through firewalls (as
the systems administrator only has to open one port in the firewall).

Encapsulation of Data

Each multicast packet is encapsulated by adding the multicast address of the group from
which the packet was received, and the port, to the end of the packet (see Fig. 4.3). Because

3Most multicast streams on the MBone use the Real-time Transfer Protocol [9], that uses more than one port, one
for data and one for control.
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Figure 4.2: Path of an incoming packet with optional translation.

mTunnel runs as a user process, it does not have access to raw IP packets or the kernel
buffers used to receive the packet by the operating system. Therefore, to minimize the number
of copy-operations needed, the tunneler uses a memory buffer that is larger than needed to
receive the incoming packets. This allows the tunneler to add the encapsulation information
after the data in the same buffer as the packet was received in. On the other side of the tunnel,
the same packet is recent without any extra copy-operation, by stripping of the earlier added
encapsulation data.

Transmission Loops

mTunnel is designed to connect a network or a single host that currently is isolated from
the MBone, to the MBone. But, if both ends of a tunnel is started within the MBone, a
transmission loop can occur if the tunneled MBone-sessions and TTL values are not chosen
carefully. mTunnel therefore does not forward packets trough the tunnel if the sender matches
the other end of the tunnel. Unfortunately, if two separate tunnels are deployed that together
create a loop, packets will be forwarded over and over again.

If mTunnel suspects that a loop has occurred (the packet rate through the tunnel suddenly
raises dramatically), it sends out a special probe-packet and waits for the probe-packet to be
received again. If the probe-packetis received all current tunneling is stoped and users of the
system are notified by the Web-interface. If the probe-packetis not received, the process is
repeated a couple of times, because the probe-packet could have been lost on the way due the
to best-effort nature of UDP-packets.

4.2.2 The Controller

Thecontroller, is the part of mTunnel that keeps the two endpoints synchronized. That is, if
a new session is added on one end of the tunnel, the controller sends a message to the other
end telling it to add the same sessions. The controllers communicate with each other over a
TCP-connection for reliable messaging. If one end of the tunnel is restarted, the other end
automatically updates the first end with information about current sessions. The controller
also allows for connections from clients who wants a simpler and faster (than through the
Web-interface) way of communicating with the server.



mTunnel: a multicast tunneling system with a user based Quality-of-Service model57

Figure 4.3: An encapsulated packet where ’Data’ is the original multicast packet.

Using the controller each session can be controlled in various ways:

� Pause/Continue: The tunneler can be instructed to temporarily pause tunneling of
a session. If the pause lasts for more than one minute the tunneler also leaves the
multicast group by sending an IGMP leave message for that session, which makes
traffic to that group stop. This has the advantage of the traffic to the end of the tunnel
connected to the MBone lowers, but unfortunately this also makes the delay longer
when the tunneling of the session is continued and no one else is listening to the same
session (since the tunneler must rejoin the group and there is always an initial delay
before the first packets are received).

� Priority : The priority for the session can be changed (see Sect. 4.3).

� Translation: The tunneler can be instructed to start a translator. A translator can recode
a stream between different encodings; mix several streams into one stream; switch the
traffic, meaning that only packets from a certain source is forwarded based on another
stream (for instance, video packets are only tunneled for the member that currently is
speaking; and streams can be scaled, meaning that parts of the traffic is just dropped
(see Sect. 4.2.4).

4.2.3 The Web-Interface

As one of the design goals was to allow for easy deployment, there is a small and minimal
Web-server built into mTunnel. The alternative was to use a separate Web-server and the
CGI-interface [1], but the built in Web-server allows for faster access than through a CGI-
program (it also allows for a simpler implementation).

The Web-interface lets the user watch information about current sessions and statistics
about the total number of packets and bytes sent through the tunnel. It also allows the user to
control the current sessions and create new sessions.

Creation of a New Tunnel Session

Tunneling of new sessions can be specified in two ways: 1) manually entered or 2) chosen
from a list of earlier announced MBone-sessions:
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1. Manually: The user first chooses how many sessions to start (normally one session
per available media). Second, the user specifies a name that is common for all the new
sessions, the TTL with which outgoing packets should be sent, and for each session
the user specifies the media-type, the multicast group, the base port and the number of
ports to tunnel.

2. Chosen:The user first chooses a MBone-session to tunnel from a list over announced
sessions. The information about announced sessions is gathered using a built in version
of the multicast Session Directory, mSD [7], which is an application for displaying
information about currently announced MBone-sessions. Second, the user chooses
which sessions to create (an announced MBone-session can include several different
media which results is several tunnel sessions).

4.2.4 The Translator

The last part of mTunnel is thetranslator, that translates the traffic in various ways. Cur-
rently the translator includes arecoder, that translates between different encodings; amixer,
that mixes several streams into one stream; aswitch, which only forwards packets from a
certain source based on another stream (for instance, video packets are only tunneled for the
member that currently is speaking); and ascaler, that rescales the traffic by dropping packets
in predefined ways.

� The recoder, parses incoming traffic and translates it to another format. Currently,
translation from PCM to GSM is supported, which for a normal MBone audio session
would result in a reduction in bandwidth of about 75% (from 78 to 17 Kbps). LPC
support is currently under development and would result in a reduction of about 88%
if translating from PCM.

� The mixer, mixes several streams into a single stream. This allows for a bandwidth
reduction, if several sources are active at the same time, but has the drawback of that
the final receiver can not choose only to play out data from one sender. Currently
mixing of PCM and GSM is supported.

� Theswitch, selects which packets to forward through the tunnel based on the activity in
another stream, e.g. it can be instructed to only forward video packets from the source
that currently is also sending audio packets.

� Thescaler, rescales traffic by dropping certain parts of a traffic flow. This is currently
only applicable on video traffic where the scaler drops packets randomly or drops com-
plete frames depending on the type of traffic. This rescaling is possible due to the nature
of video encodings on the MBone today, which are designed to tolerate packet-loss.

The different modes of the translator can of course be stacked after each other, e.g. an
audio session can be both mixed and recoded.
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4.2.5 Security Issues

There are three main aspects of security in mTunnel: access to the interface, access to the
tunneled data and firewalls.

Access to the Web-interface and the controller can either be public or based on simple
user/password authentication. If the access is public, anyone that has access to the Web-
interface can get information about current sessions and start new sessions, but only the host
that created a session can alternate it (that is pause, continue, stop and/or change the priority).

When tunneling data over public networks, there is sometimes a need to hinder vicious
persons from reading the tunneled data. This is solved using encryption of the tunneled traffic.

A third concern regarding security, is how to tunnel data through firewalls where it has
proven administratively hard to open the firewall for regular multicast traffic. Here, mTunnel
makes it easier to tunnel traffic as all tunneled data always have the same connection, i.e.
its source and destination host and port is always the same. By this, it is easier to convince
security administrators to open the firewall based on that connection pattern.

4.2.6 Time To Live

When packets are sent on the MBone today, their reach is limited by a so calledTime To Live
(TTL)value. For instance, if a user wants to send multicast packets to the local network only,
he sends them with a TTL of 1.

In the current standard version of the sockets interface4 under Unix and Windows, there
is no way for a user application to get information about the TTL of an incoming packet.
Due to the socket interface, and the fact that mTunnel runs as a user-application, mTunnel
can only forward packets based on the TTL value specified when the session was created.
Unfortunately, this means that if a user sends traffic in an announced MBone-session with a
lower TTL than the announced TTL, the local packets will be “amplified” and retransmitted
with a higher TTL than intended by the original sender.

The only available solution to this problem today is to make the users of mTunnel aware
of the problem.

4.2.7 MBone Session Announcements

mTunnel includes an option for tunneling of MBone session announcements. These an-
nouncements are multicasted using the Session Announcement Protocol [10] over a known
group-address and port-number. When mTunnel is started, it can be instructed to automat-
ically tunnel these announcements. This allows for users on the side that is normally not
connected to get information about current MBone-sessions. This SAP-tunneler, can also be
instructed to only tunnel information about MBone-sessions that are currently tunneled. It
can also create new announcements for sessions that are manually entered (that is, they are
not announced in the normal MBone manner).

4The way an application speaks with the operating system and the network.
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To allow for faster update, known MBone-sessions are cached locally and are read from
the cache and re-announced when mTunnel is restarted.

4.3 User Based Quality-of-Service and Session Prioritiza-
tion

The MRouted application (as presented in Sect. 4.1) connects networks to the MBone and
makes them “true” members of the MBone, by tunneling all requested traffic. The decision
on which sessions to tunnel, is based on requests made by the multicast aware applications
that the users on the other side of the tunnel starts.

This model works very good if the bandwidth is not limited, as several sessions can be
tunneled at the same time. But, if the bandwidth is limited (like over analog modems or
ISDN-links) the users have to quit their MBone applications to stop a session from being
tunneled (i.e. if an application “wants” multicast traffic for a special multicast group, usually
the only way is to quit the application to stop the traffic). Also, if several users share the same
narrow link, it might complicated or even impossible to coordinate which sessions to tunnel
(several users join different sessions at the same time).

mTunnel instead uses auser based Quality-of-Service modelwhere the local users explic-
itly have to choose which sessions to tunnel. This has several advantages, such as: making
the end users aware of other currently tunneled sessions and removing the need for users to
quit their MBone tools to stop the tunneling of specific multicast groups.

Another disadvantage with using MRouted for tunneling over dial-up links is that it uses
the same link continuously for exchanging router information, even if no actual traffic is
currently being tunneled. This means that links that have automatic set-up and tear-down will
be kept dialed up as long as the MRouted program is running. mTunnel does not exchange this
router information, as it only tunnels multicast traffic and is not a full router implementation
(other multicast routers will not see the mTunnel as a router, but only as simple end-host in
the network).

4.3.1 Prioritization

If the total currently needed bandwidth exceeds the available bandwidth, the tunneler can
throw away packets (not send them through the tunnel) based on user defined priorities.

By default, all sessions have the same priority, but using the controller and the Web-
interface, the priorities can be changed. Priorities for one or several sessions can also tem-
porally be locked, meaning that no other session can get a higher priority than that/those
sessions. This is useful if an important electronic meeting is conducted over the tunnel and
the participants do not want to be disturbed by another user who wants to watch some other
MBone-session.

Priorities, can also be configured in mTunnel, based on a number of different variables
in the session: the media-type, the multicast address and port, the used bandwidth, the name
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and the description. This allows for advanced selection of priority schemes, that enables a
user to participate in sessions even if the total needed bandwidth is not available.

4.4 Implementation and Status

The current prototype is implemented in the platform independent Java language (version
1.1), except some parts of the audio recoder that is implemented in C for efficiency reasons.
The audio recode functionality is currently only available on Sun/Solaris, but the rest has
been tested to work under both Unix and Windows95/NT4.

mTunnel is currently being used in three different ways: to connect different parts of
a large software company’s intranet, to connect computers at users homes, and to connect
industry networks to the MBone.

More information about the current version and status of mTunnel can be found at [8].

4.4.1 Further Issues

Important issues currently not addressed within the mTunnel development includes the ideas
of header compression[2, 3], which together with stream based flow labels would result in
a reduction of the bandwidth requirement. This means that not the full header would be
transmitted through the tunnel, but common parts between packets in a stream would only
transmitted with regular intervals and removed from the packets inbetween.

The encryption of the security part is currently completely missing and will be imple-
mented in the future.

Another issue that requires further examination is compression of data sent over the tun-
nel. Several tunneled packets could be grouped together and then be compressed before sent
through the tunnel.

The translator should also be extended to include a larger variety of encodings.

4.5 Summary and Conclusions

This paper presents a system for allowing users to easily connect to the MBone infrastructure
and to connect different isolated multicast capable networks.

mTunnel allows users easy access to information about current tunneled sessions through
a Web-interface, which also allows for easy configuration of existing and future sessions.

mTunnel does not start tunneling of MBone-sessions based on current multicast group
activity, but instead makes the user responsible for deciding which MBone-sessions to tunnel.
This allows for auser based Quality-of-Service modelwhere service decisions are left to the
user.

To save bandwidth, data streams can be translated in four different ways: audio can be
recoded to an encoding that requires lower bandwidth, several simultaneous audio streams
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can be mixed into a single stream, streams can be switched based on another stream (for
instance, video packets could be forwarded, based on which audio packets are currently being
received), and streams can be scaled by dropping certain parts of the traffic.

The system is currently being used to connect different parts of a large software com-
pany’s intranet, to connect computers at users homes to the MBone and to connect industry
networks to the MBone.

The usage of mTunnel has shown and proven that it is useful and that there is a need for
this kind of applications.
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