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Abstract Association rule mining is used to find statistically significant
rules of the form ”if a then b”, a→ b, where a and b are two distinct events.
Today there exists a lot of different measures that are used to find these
rules. Generally these measures try to compare the conditional probability,
p(b|a), related to the rule a → b with marginal probability of b, p(b), and
see how much they deviate from each other. For example, as a difference
p(b|a) − p(b). Some measures have normalizing factors, but they are all
measuring the strength of dependence between two events in some way.

Currently there exists no good way of comparing the goodness of these
measures. Therefore we will introduce a way of doing so, the comparison
method we introduce may not be perfect, but we hope that this paper may
shine some light onto some of the problems that exists when trying to com-
pare different measures with each other.

We will also defined a simple new measure for measuring rules. The
reason for creating this measure is that there are cases when a measure
is indicating a very strong rule, but we still only have a 50 % chance of
predicting the correct outcome, this is called equilibrium. In the cases where
we are not only interested in deviation from independence, but also deviation
from equilibrium, no good measures exist today. Our measure will therefore
takes the equilibrium into account as well as the independence.

Ett sätt att jämföra m̊att inom kundkorgsanalys
Sammanfattning

Kundkorgsanalys g̊ar ut p̊a att hitta regler p̊a formen ”om a s̊a b”, a→ b,
där a och b är tv̊a separata händelser. Det finns i dag redan flertalet olika
mått för att hitta dessa regler. Generellt sett s̊a jämför dessa mått den
betingade sannolikheten, p(b|a), med sannolikheten för b, p(b), helt enkelt
skillnaden p(b|a) − p(b). En del mått har en normaliseringsfaktor, men alla
mått mäter p̊a n̊agot sätt hur stor avvikelsen fr̊an oberoende är.

Det existerar inget bra sätt att mäta och utvärdera dessa mått. Därför
introducerar vi ett nytt sätt att göra det, metoden är l̊angt ifr̊an perfekt,
men vi hoppas att den kan p̊avisa n̊agra av problemen som finns med att
jämföra dessa mått med varandra.

Vi har ocks̊a definerat ett nytt mått för att mäta dessa regler och anled-
ningen är att ibland indikerar ett m̊att p̊a en stark regel, men man har änd̊a
bara 50 % chans att förutsp̊a rätt utfall, detta kallas jämnvikt. I de fall vi
inte bara är intresserade av avvikelse fr̊an oberoende utan ocks̊a intresser-
ade av avvikelse fr̊an den här jämnvikten s̊a existerar det inget bra mått i
dagsläget.



Popular science summary
Association rule mining is the field of statistics where you try to find rules

on the form ”if a then b’ where a and b are two events. For example, a store
owner might be interested in how to organize the store to maximize sales. So
she may want to find strong rules like ”if (buying) flash-light then (buying)
batteries” that she can use to reorganize the store accordingly. Today there
exist a lot of measures that are used to identify what a strong rule is, but
no good way of comparing these measures. In this paper we will therefore
introduce a way of comparing these measures. We have also defined a new
measure and compare it with some of the existing measures by our new
comparison method. The results show that there are many challenges in
comparing different measures, our method have some flaws and can only be
said to be conceptually correct. The results also show that our method ranks
the existing measures to be more stable.
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1 Introduction

In the field of association statistics one tries to find interesting associations
among events as rules, such as sales of goods (itemsets) in sales and market-
ing, etc.

We begin by defining the notations used in this paper. Here we denote
random variables (and sets of them) with upper-case letters like A,B,X and
Y and their values with lower-case letters a, b, x and y, respectively. Proba-
bility distribution of random variable X is denoted by P (X). Probability of
an event X = x is denoted by p(X = x) = p(x) where x is a possible value
that can be taken by X. Note that sometimes this is used as probability
mass/density of X. An itemset can be ”butter” or ”butter and bread” or
similar. So X = butter is an event where random variable X denoting a buy-
ing/sale; i.e., simply it is the event of buying/selling butter. For simplicity
expressions such as ”butter” means the event of buying/selling of butter, and
so on. So we can see that, for example, p(X = butter) = p(butter) = 0.1,
meaning 10% of the sales contains butter.

An association rule is an expression on the form a → b, ”if a then b”,
where a and b are disjoint itemsets. Let I = {i1, i2, ..., id} be the set of all
items available for a transaction and T = {t1, t2, ...tN} be the set of all trans-
actions. Each transaction t ∈ T contains a subset of items chosen from I,
i.e., t ⊆ I. For example, almost all stores collect customer transaction data
on daily basis. These data may amount to huge databases where each trans-
action consists of an itemset. From these data one can then find and extract
frequent rules like ”if flash-light then batteries” (frequent itemsets) meaning
that if flash-lights are brought then batteries are also often brought. Another
application can be user browsing behaviour like ”If surf on travel agency site
then click swimming suits banner”. More generally one is interested in rules
like ”if a then b”, where a and b are disjoint and non-empty sets of items,
that are called antecedent and consequent respectively. In most cases the
consequent consists of only a single item, i.e., it is a singleton.

In order to say something about the strength of a rule we need measures
to represent its strength. Today at least 40 different measures exist and
each of them have their own interpretation and applicability (Hahsler et
al. 2016). Generally a measure tries to compare the conditional probability
related to the rule b → a, p(a|b) and see how much it deviates from the
marginal probability of a, p(a), for example, as a difference p(a|b)− p(a) or
as a ratio p(a|b)/p(a). Some measures have normalizing factors, but all of
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them are measuring the deviation from the independence the dependence of
the two events in some way.

Unfortunately not all strong rules are interesting and not all interesting
rules are strong. Reader is referred to Zang and Wu (2011) for a recent
discussion on association rules mining and knowledge discovery in datasets.
For example, there are cases where a measure is indicating that a rule is
very strong, but we still only have a 50 % chance of predicting the correct
outcome. That is, the rule has similar number of examples and counter
examples. On the other hand, if we are not only interested in deviation
from independence, but also in deviation from equilibrium, p(a|b) = 0.5, this
rule is not interesting for us. There are no good measures combining these
two concepts (deviation of dependence from independence and that from
equilibrium) today. So, we propose a simple measure that combines these
two aspects. The measures that already exists today are more than capable
of measuring this if you calculate them individually and use them side by
side. But it might not always be the case that you want to take this approach
and that is when our measure can come in handy. In fact, our measure is
a simple proposal to combine two aspects (deviations from dependence and
that of equilibrium) into a single index. It is also important to note that just
because we find a strong and interesting rule we can not say anything about
causality.

The measure we introduce in this paper will hopefully help finding the
interesting and strong rules in these special cases. Specifically we want to find
rules that appear relatively frequently for a given dataset and also have some
deviation from equilibrium. More importantly, we are also exploring a new
type of noise-based cross-validation scheme for the evaluation of association
measures. We argue that if a measure is accurate, then it should have minimal
changes of its values for a given set of true rules (from an original database)
when it is applied to find the same rules from the same database with added
noise. So, we test some measures for their values for known rules, when they
are applied to original database with some noise contamination. Ideally the
measure should give the same values and ranks to those rules when they are
found in the database with added noise. We hope that our work can shine
some light onto the problems of selection and evaluation of measures, that is
mainly ignored in association rule mining today.
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2 Purpose

In this paper we introduce a way of comparing the goodness of measures
called noise-based cross-validation, NB-CV for short. We will also define a
new normalized measure that ranks association rules by considering deviation
from equilibrium as well as deviation from independence. We use this NB-
CV to compare our newly defined measure with some of the most commonly
used measures in association statistics today.
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3 Theory

Here we present the measures that are focused in this paper. They are se-
lected because they are among the most commonly used measures in associa-
tion statistics. A brief introduction to the apriori algorithm will also be given.
Then a discussion of creating our measure will follow.

Many different measures are often used to establish whether a rule is
interesting or strong. The two most fundamental and common measures are
called support and confidence (Agrawal et al. 1996, 307-328). Support is
the marginal probability of an event occurring, meaning the proportion of
transactions that contains the itemset of interest. The transaction t is said
to contain an itemset x if x is a subset of t. Mathematically the support
count, scount(x), for an itemset x can be stated as:

scount(x) = |{t|x ⊆ t, t ∈ T}|,

where the symbol |A| denotes cardinality of (number of elements in) the set
A. Confidence is how likely it is for event b to occur if event a have already
been observed, i.e., conditional probability p(b | a). The formal definitions
of support of an itemset a and a rule a→ b, and confidence of a rule a→ b
are:

Support, s(a) =
scount(a)

N

Support, s(a→ b) =
scount(a ∪ b)

N

Confidence, c(a→ b) =
scount(a ∪ b)
scount(a)

where N is the total number of transactions in the database.
These two measures are used as gatekeepers when initially calculating

and finding rules of interests. One of the problems with association mining
is that it is very computationally heavy to find and calculate the support
and confidence for all rules in a dataset. In fact there are R = 3d − 2d+1 + 1
possible rules in a dataset containing d items. This formula is presented in
Tan et al. (2006, 331) without any proof. For the purpose of this paper we are
content with their claim and will not present any proof for this statement.
For example, in the dataset ”Groceries” that we will be using, there are
169 items and that gives a total of 4.3 ∗ 1080 possible rules, this is roughly
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equivalent to the number of atoms in the known and observable universe
(Villanueva 2009).

In order to simplify this problem into something that is computationally
feasible one first calculate the support for each rule, then calculates the con-
fidence for all the rules with a higher support value than some user defined
threshold. By doing it this way we do not have to calculate confidence for the
rules that have a lower support than its threshold. But once again the brute
force technique is very computationally heavy, because we have to compare
each possible candidate within each transaction. If that candidate is either
equal to, or a subset of, that transaction its support count will be increased
with one. The number of comparison for this is O(wN(2k − 1)) where N is
the total number of transactions in our dataset, w is the maximum number
of items in a transaction and k is the number of possible items available for a
transaction. For our dataset this means that we now ”only” have to compare
5.15 ∗ 1055 rules (Tan et al. 2006, 327 - 414).

To further reduce the possible number of candidates one can apply an
apriori algorithm. This algorithm makes use of the apriori principle which
states that ”If an itemset is frequent, then all of its subsets must also be
frequent”. This means that if an itemset, say {a, b} is infrequent, then all
supersets of {a, b} must be infrequent too. To use this algorithm the first
thing one does it to specify the minimum support, and it will find all the
potentially interesting rules in a more efficient manner than the brute force
technique. Then to know if a rule is truly interesting we decide on a min-
imum confidence and calculate the confidence for the potentially interest-
ing rules. The rules with support > minimum support & confidence >
minimum confidence are then deemed interesting (Tan et al. 2006, 327 -
414).

There exist at least 40 measures to analyze those interesting rules fur-
ther. Most of these measures can be divided into either normalized or non-
normalized category. Commonly used non-normalized measures that will be
used in this paper are Lift and Conviction. And for normalized one we have
Phi, Certainty Factor and our proposed measure.

Lift, (Brin et al. 1997, 255 - 264) is about how the conditional probability
p(b | a) differs from the marginal probability of p(b) as a ratio. Definition of
lift:

Lift, l(a→ b) =
c(a→ b)

s(b)

Conviction, (Brin et al. 1997, 255 - 264) can be interpreted as the ratio
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of the expected frequency that event a occurs without the b (that is to say,
the frequency that the rule makes an incorrect prediction) as if a and b
were independent divided by the observed frequency of incorrect predictions.
Conviction compares the probability that a appears without b if they were
dependent with the actual frequency of the appearance of a without b. For
example if Conviction for a certain rule, a → b, was 1.5 it means that the
rule would be incorrect 50% more often if the association between a and b
was purely random chance. The definition of Conviction:

Conviction, conv(a→ b) =
1− s(b)

1− c(a→ b)

Phi, φ, (Tan et al. 2004, 293-313) is a measure of association between
two binary variables as against two events. But it can be used for measuring
association between events that is required for association rule mining since
variable considered for φ are binary. This measure is based upon chi-squared
statistics but without the factor representing the sample size that is used
to estimate observed probabilities. No simple interpretation for φ can be
given other than that 1 is indicates a perfect relationship between variables
(therefore the events!) and -1 is a perfect negative relationship between and
0 independence of them. Consider measuring the dependence between two
events A = a and B = b where A and B can take values from the sets {a, a′}
and {b, b′} respectively. Let p(a, b) = p(A = a,B = b), p(a) = p(A = a) and
p(b) = p(B = b). Then φ is defined as follows.

φ(a→ b) =
p(a, b)− p(a)p(b)√

p(a)(1− p(a))p(b)(1− p(b))

Note that φ is symmetric, i.e., φ(a→ b) = φ(b→ a).
Certainty factor, (Shortliffe, Buchanan 1975, 351 - 379), (Ju, et al. 2015)

is a measure of variation of the probability that event of interest a is in a
transaction when only considering transactions with event b. The positive
and larger the Certainty factor means that the larger the probability that a
is in a transaction that has also b in it (compared to it is being alone). Note
that sometimes p(a|b) can be large, yet p(a) is also. Then the rule b → a
may not be interesting. But certainty fatcor is giving more information about
the rule (than mere p(b|a)) since it is considering range of values that p(a|b)
can take, for example, in the positive case (see few lines below) it can be
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in [s(a), 1]. Negative Certainty factors have a similar interpretation. The
definition of certainty factor, when c(b→ a) ≥ s(a) (positive case) is:

Certainty factor, CF (b→ a) =
c(b→ a)− s(a)

1− s(a)

and when c(b→ a) < s(a) (negative case), it is:

Certainty factor, CF (b→ a) =
c(b→ a)− s(a)

s(a)

.

3.1 Creating the measure

Now we look at how the association between two events is tested and mea-
sured because it is the basis for association interestingness measures. In
particular it is important to understand this theory if one wants to select
better measures or construct new measures. The following is discussed in
Wijayatunga (2016) in detail. We begin by noting that measures that de-
pend on the size of a database, like χ2, are not recommended when measuring
association, (Tan et al. 2004, 297). In fact, such measures are not measures
of degree of dependence between to events concerned but they are statistics
for testing independence of the events. We still study them here because of
the concept of measuring association between events.

Suppose for two random variables A and B whose values are from the sets
{a, a′} and {b, b′} respectively, and we are interested in association between
event A = a and B = b. Therefore we may look at equality of population
values p(a|b) and p(a) from a random sample of cases. If p(a|b) − p(a) = 0
then the two events are independent and if it is considerably larger than
0 then there may be a strong positive association between the two events,
therefore we may obtain the association rule ”if b then a”, ideally after a
statistical hypothesis testing. Note that then the association rule is obtained
in reference to the independence (Lallich et al. 2007). To test if p(a|b) −
p(a) = 0, we can not apply some test like ”two proportion test” (see, for
example, Moore et al. (2011, 478)) since estimators of these two proportions
becomes dependent for a random sample of data on A and B. In order to
apply this test it is required that the estimators of the two proportions are
independent.
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The certainty factor is defined in literature considering deviation of p(a|b)
from p(a). Therein the normalising constant is (1−p(a)) for cases of p(a|b) ≥
p(a) because in this case p(a|b) can be maximally 1 and minimally p(a), and it
is p(a) for cases of p(a|b) < p(a) similarly. This results in that the measure is
in between 0 and 1. Note that here marginal and conditional probabilities are
used, instead of support and confidence that are functions of them for defining
the certainty factors. Recall that the certainty factors for association rules
that is defined as CF (b → a) = {p(a|b) − p(a)}/{1 − p(a)} if p(a|b) > p(a)
and CF (b→ a) = {p(a|b)− p(a)}/p(a) if p(a|b) < p(a). For 0 < p(a) < 0, in
the former case, the maximum value of p(a|b) − p(a) is 1 − p(a) and in the
latter case it is p(a). So, in both cases certainty factor is normalized to unit
and the two cases applies to positive and negative associations respectively.

Deviation between probabilities p(A = a|B = b) and p(A = a) for each
a and b can be important for finding the association between two random
variables A and B. Consider that the two random variables are discrete
and then we use chi-squared (χ2) statistic to find the dependence between
A and B. And let the values of A and B be i = 1, ..., α and j = 1, ..., β,
respectively. Let us write the joint probability of the event A = i and B = j
as p(A = i, B = j) = p(ij), the marginal probability of A = i as p(A =
i) = p(i.) =

∑
j p(ij) (and similarly p(.j) is defined) and the conditional

probability of A = i given B = j as p(A = i|B = j) = p(i|j) = p(ij)/p(.j)
(and similarly p(j|i) is defined). Then,

χ2 =
∑
i,j

n
(p(ij)− p(i.)p(.j))2

p(i.)p(.j)
= n

{∑
i,j

(p(ij))2

p(i.)p(.j)
− 1

}
= nEAB{X}

where X is a random variable that takes value xij = (p(j|i) − p(.j))/p(.j)
(that can be also written as (p(i|j) − p(i.))/p(i.)) with probability p(ij) for
i = 1, ..., α and j = 1, ..., β. So, χ2 is n-multiple of expected value of a
random quantity that is taking some values where each of them is a ”nor-
malized” deviation between a conditional probability p(j|i) and a marginal
probability p(.j) where the normalizing constant is p(.j), (or equallly ”nor-
malized” deviation between a conditional probability p(i|j) and a marginal
probability p(i.) where the normalizing constant is p(i.)).

Consider the φ-coefficient that is used to measure the dependence be-
tween two binary variables rather than that between two events. Let us be
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interested in finding the dependence between two events X = 1 and Y = 1
where X and Y can take values from the set {0, 1}. Using the above notation

φ =
p(11)− p(1.)p(.1)√

p(1.)(1− p(1.))p(.1)(1− p(.1))
,

So, φ-coefficient is a normalized measure of deviation of dependence from
independence p(11)−p(1.)p(.1) where normalization constant is the geometric
mean of the variance of X and that of Y (see (Wijayatunga 2016) for details).

In the above, we have seen measures that are based on the difference
p(a | b)− p(a) for two events A = a and B = b, some normalization is used.
These normalizations ensure that the measures are considering the strength
or degree of dependence between the desired events. However not all the
measures that are based on the difference are normalized. For example,
consider the measure called rule interest RI = p(a, b) − p(a)p(b) Piatetsky-
Shapiro (1991) and (Tan and Kumar 2000). This is a value in [−0.25, 0.25]
(in literature this measure has other names too).

However in the cases when we are interested not only in the deviation
from independence but also in equilibrium. Recall that a rule ”if b then
a” may be interesting if there exists a deviation from independence, i.e.,
p(a, b) − p(a)p(b) or equivalently p(a|b) − p(a) is considerably larger than
zero. The deviation from equilibrium is when |p(a|b) − 1

2
| is considerably

larger than zero. Sometimes we may not be interested in rules b → a when
p(a|b) ≈ 1/2, since then examples and counter examples of the rule are
almost at the same frequency. For example, in a grocery store for itemsets
a and b if p(a|b) ≈ 1/2 then sales can be more if b is kept with some other
items (with the subjective knowledge) than only with a since p(a′|b) ≈ 1/2
where a′ represents all items other than a. However this may not always be
the case. It may be that, to maximize the sales we need to consider other
probability calculations, not just finding association rules, for example, the
use of Bayesian networks.

One can combine many aspects when creating a measure, for example,
combining deviation from independence, M1, and that from equilibrium, M2.
HereM1 is the absolute value of CF. We have here combined these two aspects
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into our proposed measure, M , in the following way;

I1 = I(p(a|b) ≥ p(a))

I2 = I(p(a|b) < p(a))

M1 =
|p(a|b)− p(a)|

(1− p(a))I1(p(a))I2

M2 =
|p(a|b)− 0.5|

0.5

M =
√
M1M2

where I(E) = 1 when E is a true statement and I(E) = 0 otherwise.
Note that this measure is very strict in assigning values to rules, since to
get a higher value for a rule we need both deviation from independence and
equilibrium. Of course one can use M1 and M2 separately but here we are
interested in combining them into one. In fact, in association rule mining,
people use several measures to find rules.

Since both M1 and M2 take on larger values the stronger the deviation
from independence and equilibrium is, M shows the same. So higher value
of M means stronger association between events b and, a or a′. However we
can not give a concrete interpretation for the value of M as in the case of, for
example, lift. Subjective judgement is also needed for refinement of selection
of rules since M only indicates stronger rules.

4 Data

Here we give a short description of the dataset used in the evaluation of
measures. The dataset that is used here is called Groceries and is a part of
the package called arules (Hahsler et al. 2016) in R, (R Core Team 2016).
This software is used for all analysis in this paper.

The dataset (database) consists of 9 835 transactions, where each trans-
action contains between 1 and 32 items out of 169 possible items. It is ”a
real-world point-of-sale transaction data from a typical local grocery outlet”,
(Hahsler, Hornik, and Reutterer, 2006), that is collected during a 30 day pe-
riod. This ”typical grocery outlet” is typical for a grocery outlet in the U.S
and its not clear in what state this collecting of data took place. Therefore
it is hard to make any generalisation about the data and the rules extracted
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from this. But since we use the same data for all our measures we still think
that conclusions about the goodness of the measures can be made.

This is second hand data with little documentation so we have no way of
detecting errors in the collecting and coding of this data. Therefore we make
the assumption that this is done in a satisfying way, but should this not be
the case we still think that the data can be used for our purpose: comparison
between measures. To reduce the risk of tabulation error the data is checked
for errors after each time any kind of manipulation of the data is made.

In Table 1 the item frequency distribution can be found, this is the number
of items a transaction consists of. So most customers have only one item in
their basket and since we are comparing rules on the form A → B, these
transactions will not be included in our analysis since we need at least two
items in a transaction to create a rule.

Ideally we would like to have greater knowledge about the data, like what
rules that are true rules, and how/if manipulation of item placement in the
store could affect these true rules. Because after all in a shopping bag analysis
a rule is only interesting if it can be used in any way, its not interesting if
we know that ”if A then B”, but we can not do anything about it. For these
reasons we have to assume that the rules we extract from this data are both
true and interesting.

Table 1: Transaction length distribution
lowest mode median mean highest

item frequency 1 1 3 4.409 32
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5 Algorithm

Algorithm 1
T = {t1, t2, ...t9835}, the set of all transactions
I = {i1, i2, ..., i169}, the items available for a transaction
M = 300, the number of iterations for the Monte Carlo loop
V = {v1, v2, ..., v300}, the vector that holds the result for each iteration of
the Monte Carlo loop
SEED = The seed used to ensure that that all measures are evaluated
on the same set of transactions

1. Initiate Monte Carlo loop

(a) set i = 1

(b) set seed = SEED

2. Create sample S = {s1, s2, ...s9000}, and find the true rules

(a) Sample, without replacement, 9000 transactions from T and call
them S

(b) Find all rules with support > 0.0005 on S

(c) Find the value for each rule

(d) Choose the 50 rules with highest value, these are defined as true
rules

(e) Standardize these 50 values (vector) by subtracting the mean of
the vector from each value and then dividing it by the standard
deviation of the vector

3. Create noise data N = {n1, n2, ...n1000}

(a) Generate 950 transactions by randomization

i. First randomize how many items each of the transactions
should consists of. This randomization is controlled so that
the 950 transactions, on average, have the same item length
distribution as T

ii. Then randomize what items each transaction consists of. This
is also a controlled randomization so that each transaction can
contain any item from I, with the same probability as in the
original data T
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(b) Resample, with replacement, 50 transactions from original data T

(c) Combine the transactions in step 3(a) and 3(b) into noise data N

4. Create contaminated data C = {c1, c2, ...c10000}

(a) Combine sample S and noise data N into contaminated data C

5. Find the standardized difference for each rule, D = {d1, d2, ...d50}

(a) Find the values for the true rules in step 2(d), for the contami-
nated data C

(b) Standardize these 50 values (vector) by subtracting the mean of
the vector from each value and then dividing it by the standard
deviation of the vector

(c) Calculate the difference between each of the 50 values in steps
5(b) and 2(e), save this to vector D

6. Find standard deviation of change

(a) Calculate the standard deviation of D

(b) Save this to position i in vector V

7. End of loop with exit condition

(a) If i = M , return standard deviation of V and exit loop

(b) Else i = i+ 1 and go to step 2
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6 Method

Here we present our method called noise-based cross-validation, NB-CV for
short, for testing the goodness of each measure. It is based on the concept
that if a measure is good then it has to have minimal changes in its values for
some given rules when they are evaluated for the same data but with some
added noise where the rules are extracted from original data.

Today there exists no (universally accepted) methods of comparing dif-
ferent measures in the field of association rule learning. That is why we
introduce NB-CV. The idea is based on Cross-validation (James et al. 2014,
228-238).

The details of this NB-CV can be found in Algorithm 1. This algorithm is
run once for each measure to give the result in Table 2. Since it has elements
of randomization and we want the comparisons between the measures to be
as fair as possible we used the set.seed() function in R to ensure that each
measure is evaluated on the same samples.

Basically we have one training set, that is our sampled 9 000 transactions.
We have one test set, that is our contaminated data of 10 000 transactions
that consists of the training set, 950 noise transactions and 50 resampled
transactions from original data. Here we include 50 true (positive) cases when
adding noise to the data, since it is highly likely that added noise is giving
false (negative) cases so that all the noise may be balanced, conceptually.
However the sizes of 950 noise and 50 resampled transactions is subjectively
done! In this test set we consider the rules found in the training set as both
correct and true rules and all deviation from this as an error.

When creating this noise it is important that the noise reflect the orig-
inal data in a randomized way. Because if we created the noise to be com-
pletely random in both item length and item frequency this noise would
be so unlike the original data that it would not act similar to Gaussian
noise-contamination in other applications of model-selection. All the rules
in essence are counting what items that appear in conjunction with some
of the others more often than they would be if those items were indepen-
dent. Since we have 169 items (values) its very unlikely that this noise would
form any kind of pattern that these measures could pick up on, hence no
measure would be changed in a considerable and measurable way. This is
achieved by first randomizing the number of items, item length, each of the
950 transactions should have. This number is a sample from the item length
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distribution of the original data. The next step is to randomize what items
each of those 950 transactions should have. Each item is sampled with the
same probability that it appears in the original data.

When evaluating if a measure is good or not we have chosen to define
”good” as robust. That means that we want a measure that can find the
true rules in the data in as a reliable way as possible. One could exemplify
this by a store owner that wants to find the shopping patterns of her regular
customers. But every now and then a bus full of teenage football players make
a pit-stop at the store. It is not hard to imagine that they have completely
different shopping habits than the regular customers. In this case the true
rules are found in the regular customers transactions and the teenage football
players can be regarded as noise. For our store owner that wants to find the
true rules it is important that the measure she uses to find those rules are
robust and does not pick up on all this noise.

The premisses of our Noise based Cross-validation is that we find true
rules in those 9 000 first transactions that we sample. On average we find
151 789 rules in each of those 9 000 samples. To do a comparison on each of
these rules for all the measures would not only be computationally difficult,
but in a real world application we would only look at the strongest rules and
try to analyze those. Therefore we have chosen to find the value for, what
each measure ranks as the top 50 strongest rules in this sample. So when we
talk about how much the values or a measure changes, we are talking about
the values and change in the top 50 strongest rules for that measure.

The next step in this NB-CV is to record how much each rule change,
for each measure, when noise is introduced to the data. Since each measure
have a different interpretation and behave mathematically different it is very
hard to compare change between measures. Ideally the measures would have
give values on the same scale, but since this is not the case we need to find
some way of comparing them. A normalization of the values given for each
measure is not possible since some measures can theoretically give values up
to infinity. We first considered measuring the percentage change for each
measure when noise were introduced, this obviously does not work since a
50 % increase in one measure can not be said to be equivalent to a 50 %
increase in another measure, this is also true for other percentages. We also
considered calculating Spearman correlation for each measure and see how
well the individual order of the rules were preserved after introducing noise
(Spearman 1904, 72-101). But indications showed that this would not be a

good way of comparing robustness since all measures investigated seemed to
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keep the individual order well preserved and thus showing an almost perfect
Spearman correlation (close to 1). For this reason we chose to standardize
the measured values, for each measure, to ∼ N(0, 1) both before and after
the contamination. To better understand this standardization the reader is
referred to step 2 and 5 in algorithm 1. Then we calculated how much each
rule changed, for each measure, when noise where introduced.

We defined that robustness is desirable in a measure, therefore we com-
pared the standard deviation, SD, of this change between the measures. A
low SD is deemed good, the opposite is true for a high SD. This step is
conceptually correct, that we compare the change in each measure when in-
troducing our noise. Ideally we would have another, more fair, method of
comparing this change. Since we do not have such method available, at this
time, we still find it worth investigating this method.

7 Result

In Table 2 the mean change in SD, are found for each measure.

Table 2: Average number of SD the measures change when calculating rules
on the contaminated data

Measure Phi Certainty Lift Conviction
Mean SD
change

0.600 0.345 1.416 0.326 1.178

8 Discussion

We set out to define a new measure that would help in cases where you are
interested in deviation from equilibrium, as well as deviation from indepen-
dence. Naturally when creating a measure like this we would like to be able
to say something about the goodness of that measure. The problem we ran
into with this, as it is with other measures in the fields of association statis-
tics, is that we had no way of evaluating how good this measure is compared
to other existing measures.

It became clear to us that the real focus of this paper should be on how
to evaluate different kinds of measures. For this reason we explored a way
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to compare and evaluate the goodness of some of the more popular existing
measures. There existed no definition of goodness among measures, so we
choose to define good as robust. For that reason we tried to compare how the
values for each measure changed when noise where introduced to the data.
The result in Table 2 of our NB-CV show that our measure is more sensitive
for noise in the data, and thus worse, than both Phi and Lift. The upside of
our measure though is that it not only measures strength in a rule, but also
deviation from equilibrium in the cases where we are interested in that.

Conceptually this NB-CV method of comparing the goodness of each
measure is sound. Two of the problems with it though is that each of the
measures are on a different scale and behave mathematically different. Our
way of handling this was to standardize the measured change for each rule,
in this process we lost a lot of information and interpretability. The other
problem is that, as previously mentioned, when we created the contaminated
data we chose the number of noise and resampled transactions subjectively.
Ideally we would have done a more in depth analysis to find the optimal
composition of this contaminated data. Unfortunately limitations in the
arules package and a deadline prohibited us from doing so.

With this in mind we can not make the claim that results in Table 2
are a fair comparison between the different measures. We can see that they
do behave differently to noise in the data, but it is not possible to tell why
these differences occur. It could be that our method actually works and that
some measures are more sensitive to noise in the data. Another possibility
is that our way of transforming and tracking this change is unfair and that
the results in Table 2 are just random noise.

What we can say though is that there exist a lot of measures for finding
strong rules, but no way of selecting the best one for the occasion. We hope
that our efforts here will shine a light on some of the challenges that needs to
be overcomed in order to find a good method for evaluation of measures in
association rule mining. Because it is clear that this field of statistics could
benefit from having a method for evaluating the goodness of a measure. Just
like in other fields of statistics where you put great emphasis on being able
to test and select the correct model for the occasion.
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