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Abstract

Efficient communication is an essential part of cooperative work,
and no less so in the case of radio communication during air combat.
With time being a limited resource and the consequences of a misun-
derstanding potentially fatal there is little room for negligence. This
work is an exploratory study which combines data mining, machine
learning, natural language processing and visual analytics in an ef-
fort to investigate the possibilities of using radio traffic data from air
combat simulations for human performance evaluation.

Both temporal and linguistic properties of the communication were
analyzed, with several promising graphical results. Additionally, ut-
terance classification was successfully attempted with mean precision
and recall both over 0.9. It is hoped that more complex and to a lar-
ger extent automated data based communication analysis can be built
upon the results presented in this report.

Sammanfattning

Effektiv kommunikation är en grundläggande del av god samar-
betsförmåga, inte minst när det gäller radiokommunikation under luft-
strid. När tid är en begränsad resurs och ett missförstånd kan få fatala
följder finns inte mycket utrymme för slarv. Det här arbetet är en
utforskande studie som kombinerar data mining, maskininlärning, na-
tural language processing och visuell dataanalys i syfte att undersöka
hur radiotrafikdata från luftstridssimulering skulle kunna användas för
prestationsutvärdering.

Såväl tidsrelaterade som språkliga egenskaper hos kommunikatio-
nen har analyserats och flera av visualiseringarna ser lovande ut. Vida-
re prövades med framgång att klassificera yttranden, med genomsnitt-
lig precision och täckning över 0.9. Förhoppningen är att de resultat
som presenteras i rapporten ska kunna användas som grund för vidare
utveckling av mer djupgående och i större utsträckning automatiserad
databaserad kommunikationsanalys.



Contents
1 Introduction 1

1.1 Background . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1
1.2 Purpose and problem definition . . . . . . . . . . . . . . . . . 2
1.3 Limitations . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3
1.4 Outline . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

2 Theory 4
2.1 Machine learning . . . . . . . . . . . . . . . . . . . . . . . . . 4

2.1.1 Supervised and unsupervised learning . . . . . . . . . . 4
2.1.2 Outlier detection . . . . . . . . . . . . . . . . . . . . . 6
2.1.3 Dimensionality reduction and visualization . . . . . . . 7

2.2 Features . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 7
2.2.1 Feature engineering . . . . . . . . . . . . . . . . . . . . 7
2.2.2 Feature selection . . . . . . . . . . . . . . . . . . . . . 8

2.3 Natural language processing . . . . . . . . . . . . . . . . . . . 9
2.4 The air combat domain . . . . . . . . . . . . . . . . . . . . . . 10

2.4.1 BVR combat . . . . . . . . . . . . . . . . . . . . . . . 10
2.4.2 Radio communication . . . . . . . . . . . . . . . . . . . 10
2.4.3 Communication efficiency . . . . . . . . . . . . . . . . 11
2.4.4 Terminology and phraseology . . . . . . . . . . . . . . 12

3 Methodology 13
3.1 Domain expert workshop . . . . . . . . . . . . . . . . . . . . . 13
3.2 Data . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

3.2.1 Language processing . . . . . . . . . . . . . . . . . . . 15
3.3 Feature engineering and selection . . . . . . . . . . . . . . . . 16

3.3.1 Language representations . . . . . . . . . . . . . . . . . 16
3.3.2 Time related representations . . . . . . . . . . . . . . . 18

3.4 Model selection and training . . . . . . . . . . . . . . . . . . . 19
3.4.1 Priority type classification . . . . . . . . . . . . . . . . 19
3.4.2 Outlier detection on utterance level . . . . . . . . . . . 20
3.4.3 Communication trends over time . . . . . . . . . . . . 22

3.5 Evaluation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

4 Results 23
4.1 Workshop results . . . . . . . . . . . . . . . . . . . . . . . . . 23
4.2 Priority type classification results . . . . . . . . . . . . . . . . 24
4.3 Outlier detection results . . . . . . . . . . . . . . . . . . . . . 25
4.4 Additional visualizations for feature evaluation . . . . . . . . . 29



5 Discussion 31
5.1 Classification with rules and machine learning . . . . . . . . . 31
5.2 Identifying outliers . . . . . . . . . . . . . . . . . . . . . . . . 32
5.3 Usefulness of temporal features . . . . . . . . . . . . . . . . . 33
5.4 A note on combining models . . . . . . . . . . . . . . . . . . . 33
5.5 Communication analysis in general . . . . . . . . . . . . . . . 34
5.6 Ethical aspects and sustainability . . . . . . . . . . . . . . . . 34

6 Conclusions 35
6.1 Summary of results . . . . . . . . . . . . . . . . . . . . . . . . 35
6.2 Future work . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

References 38

A Examples of type labeled utterances 40



1 Introduction
Communication is an important part of cooperative work. In many applic-
ations, and in time sensitive applications in particular, it is also of essence
that the communication is efficient. Exactly what efficiency means within a
certain application may be difficult to define, and even more so in a general
sense. Despite this difficulty, it should be possible to analyze communication
and say something about its properties. Doing so could be relevant in any
effort aiming to evaluate and improve the performance of a cooperative group
of people.

As it is not always obvious what efficiency means, an explicit measure
of it may not be easily interpretable or even attainable. An alternative
route is to exploit human intuition, and support that by providing suitable
representations highlighting important aspects of the communication. This
work is a case study using the second approach. The particular application is
verbal radio communication in air combat simulation and the background to
this problem is presented in detail below. Air combat radio communication
is a relevant domain to study as it is time sensitive and also complex enough
to make the concept of efficiency non-obvious.

1.1 Background

The Swedish Air Force Combat Simulation Centre (FLSC), part of the Swedish
Defence Research Agency (FOI), is a facility providing simulation-based
training for fighter pilots. It is also used as a research and development
environment. With eight cockpits and additional computer generated forces
the facility is capable of simulating ‘many vs. many’ scenarios. It is primarily
designed to practice beyond visual range (BVR) combat with JAS 39 Gripen.

At FLSC the pilots plan their training with the support of an instructor,
execute the plan in the simulated scenario and run the debrief afterwards.
At the debrief, or after action review (AAR), the scenario and performance
is reviewed and discussed in order to enhance the learning experience [2].

An essential tool in this process is a software called HawkEye, which
provides the participants with a 3D visualization of the simulated world,
along with head-down displays from up to eight cockpits. The simulation
can be replayed and the playback speed can be set to higher or lower than
real time. HawkEye can also display other types of data such as speed, fuel
levels, radar coverage and missile envelopes.

During simulation the pilots and the Fighter Controller (FC) (sv. flyg-
stridsledare) communicate with each other via radio. The nature of this
communication is, naturally, heavily dependent on the tactical situation at
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hand. Efficient communication, or the lack thereof, could in certain situations
be the difference between a successful or a failed mission.

There are several aspects to the efficiency of radio communication in this
particular domain. Time is very important: seconds matter when dealing
with aircrafts moving at transonic and supersonic speeds. Also, only one
person at a time can speak on each radio frequency (even when multiple
simultaneous transmissions are technically possible it is not common practice
as it makes it significantly more difficult to hear what is said). This makes
radio time a limited resource. Using the correct terminology and phrasing
is also of essence, to avoid misunderstandings and minimize the need for
repetitions.

There are currently no tools available to support evaluation of the com-
munication at the AAR. Therefore any evaluation of that aspect of the sim-
ulation relies on an experienced instructor’s ability to notice, remember and
later point out instances of less-than-optimal communication. It is too time
consuming to replay the entire scenario in real time at every AAR in order
to manually do this analysis afterwards.

1.2 Purpose and problem definition

There is a wish to include the communication aspect in the AAR in better
ways, so that the general efficiency of the communication can be evaluated
in a consistent manner. The long term goal is therefore to provide those
performing an AAR with the tools needed to make such an evaluation easier.

It is not obvious what such tools should look like, nor is it obvious where
the line between efficient and inefficient communication should be drawn. An
important part of this work is therefore to understand how to represent the
communication data in order to identify parts of the communication which
are in some way inefficient.

The idea is to find and use relevant representations and through machine
learning identify passages in and properties of the communication which,
from an efficiency point of view, are interesting to discuss during an AAR.
Ideally this work will serve as a foundation on which it would be possible to
build more complex communication analysis. It should also provide insight
in terms of how communication within other domains and applications could
be analyzed and presented for evaluation purposes. While the explicit results
are limited to the domain under study, the implications of the results and
the viability of the approach is discussed both from a domain specific and a
more general perspective.
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The aim of this report is to explicitly answer two questions:

1. Which features are useful for analysis of communication with respect
to efficiency in the air combat domain?

2. What parts of communication efficiency analysis can be performed
automatically and with what precision?

1.3 Limitations

This work explores the representation possibilities of the communication data
and evaluates with what precision different representations can be used to
identify communication inefficiency. It does not aim to produce complete
software to be integrated with existing systems or to be used in actual AARs.
Nor does it include an explicit evaluation of the pedagogical usefulness or
advantages of the results.

Visualization is a great tool in exploratory machine learning and data
mining and it is here used as such. The visualization concepts presented in
this work can certainly be used as ideas or prototypes for how one would
eventually want to visualize the data for AAR purposes, but should not be
considered finalized visualization models or implementations.

1.4 Outline

This report consists of a theory chapter, a methodology description, present-
ation of the results, a discussion of the results and finally the conclusions.
The theory mainly concerns relevant machine learning concepts and mod-
els, feature handling, natural language processing and application domain
knowledge. The methodology chapter describes in detail each part of the
work behind this report. This includes, but is not limited to, a conduc-
ted domain expert workshop, data acquisition and processing methodology,
machine learning techniques used, and evaluation methods.

The results of the workshop, as well as the machine learning application
to the data, are presented in the results chapter. A number of graphs and
visualization prototypes are displayed as well, as they are essential tools for
evaluation. The discussion that follows covers evaluation of the results as
well as reflections regarding their usefulness. The main points from this
discussion are then summarized as conclusions.
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2 Theory
The first part of this chapter concerns the field of machine learning. The
second part describes feature handling, which can be considered a part of
the machine learning process but is here discussed separately due to its im-
portance to the problem discussed in this thesis. Some relevant aspects of
natural language processing are then presented briefly. The last part of this
chapter serves as an introduction to selected aspects of the air combat do-
main.

2.1 Machine learning

Machine learning is a way of inferring new knowledge from data. It is useful
when there is no algorithm available to directly perform a task, but when
there are examples or past experience of the outcome of the task in the
form of data. In general, a model is constructed based on training data (the
learning process), and the performance of the model is evaluated on test data
that has not been used during the training. The model can be predictive or
descriptive; the former is used to make predictions based on past experience,
the latter to gain new knowledge [1].

2.1.1 Supervised and unsupervised learning

Somewhat simplified, there are two main types of learning: supervised and
unsupervised. Which learning type is more suitable in a given situation
depends both on the goal of the learning and on the properties of the available
data. This is a brief overview which is based on general machine learning
literature [1, 13].

In the case of supervised learning one wants to predict the value of an
output variable, based on the values of the input variables. For such learning
to be possible there has to be a large enough set of data instances for which
the values of both the input variables and the output variables are already
known.

A typical supervised learning task is classification. In this case the output
variable is typically discrete, denoting the class a data instance belongs to
– a class label. Some classification algorithms deal only with two classes,
i.e., a binary decision, whilst other algorithms can handle multiple classes.
Another common supervised learning task is regression, which is used when
the output variable is continuous.

The idea of supervised learning is to learn a mapping from input to out-
put. The usual approach is to define a parametric model and then use a
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set of training data to learn the optimal values of the parameters by, for ex-
ample, minimizing the approximation error or maximizing the classification
accuracy.

Evaluation of the performance of a classifier can be done statistically using
an additional set of data for which the class of each instance is known. The
class label assigned by the classifier is compared to the known true class and
statistical measures of how often a new data instance is correctly classified
can be obtained. One such measure is precision, which for a given class A is
defined as

precisionA =
TP

TP + FP
,

where TP is true positives (the number of instances classified as A for which
the true class is indeed A) and FP is false positives (the number of instances
classified as A for which the true class is not A). Another commonly used
measure is recall, defined as

recallA =
TP

TP + FN
,

where FN is false negatives, i.e., the number of instances which belong to
class A but were not classified as A.

Supervised learning is used in this thesis as a tool for classification of
utterances. This is a non-binary task, i.e., it involves multiple classes. The
performance of these classification models are evaluated in terms of precision
and recall.

In unsupervised learning, on the other hand, there is no known output
data. The goal is not to predict a label or a numeric value, but to identify
structures and patterns in the input data. A typical unsupervised learning
task is clustering. The general idea is to exploit patterns in the input data
in order to determine if there are hidden group structures.

There are similarities between classification and clustering in the sense
that they both aim to find group structures in the data. The significant dif-
ference is that while classification uses known class labels of data instances to
learn how to separate the classes, clustering requires no such prior knowledge
about the class of an instance. As a consequence, a clustering algorithm can
only say something about the existence of group structures in the data. It
can not name the groups or tell the application related meaning of a group
by itself. Therefore the results need to be manually interpreted in order to
be useful.

There are significantly less requirements on the data when unsupervised
learning is used. In many applications pre-labeled data is rare, and manually
putting class labels on data instances can be difficult. In some cases it may
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not even be possible to do in a reliable way, for example if the potential classes
are unknown or difficult to define. A downside of unsupervised learning is
that it makes performance evaluation more difficult, since there is no known
truth to compare with.

Unsupervised learning is also used in this thesis, as most of the data has
no obvious output values or class labels. In order to evaluate the results of
the unsupervised learning, tools such as outlier detection and dimensionality
reduction have been used. These two concepts are described in more detail
below.

2.1.2 Outlier detection

An outlier is a data instance which appears to deviate from, or not be con-
sistent with, other data instances sampled from the same distribution. The
meaning and interpretation of an outlier varies with the context. In data
from a chemical or physical experiment an outlier may be the result of a
measurement error, in which case the data point can probably be disreg-
arded. In other applications an outlier could be caused by a faulty technical
system or a patient’s medical condition, in those scenarios a data instance
with outlier properties may instead be of great interest. Outlier detection
methods can be divided into three types [8], according to the following:

The first type does not require outlier knowledge about the data used for
training, i.e., which of the data instances are outliers and which are not. A
static distribution is learned from all the data and data instances which, with
respect to some suitable measure, does not fit in well in this distribution are
considered potential outliers. This is an unsupervised approach, similar to
clustering.

The second type of outlier detection is closely related to supervised classi-
fication. It is essentially a binary classifier which models both the properties
of the normal data instances and those of the outliers. As with other super-
vised methods this type of outlier detection requires training data for which
each instance has been labeled as normal or outlier.

The third type of outlier detection is a mix of the first two and can
be considered a semi-supervised method. The general idea is to model the
whole range of the distribution of normal data and consider any instance
which falls outside of this as an outlier. This method requires the training
data to contain instances from the entire spectrum of what is considered
normal, but does not require outlier instances for training.
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2.1.3 Dimensionality reduction and visualization

Visualization is an important tool for interpreting and evaluating the res-
ults of unsupervised machine learning. It is often necessary to reduce the
dimensionality of data before it is possible to visualize it. There are many
techniques for dimensionality reduction, a couple of them will be described
here.

A self-organizing map (SOM) is an artificial neural network (ANN) which
is trained in an unsupervised way through competitive learning. The train-
ing results is a mapping from a high dimensional data instance to a low
dimensional (at most three dimensional, often two dimensional) topology.
The ANN consists of nodes, the topology determines how the nodes are con-
nected to each other. Each node has a weight of the same dimension as the
data and these weights are updated during the training process [10]. After
the training phase new, previously unseen, data instances can also be placed
on the resulting map.

Principal component analysis (PCA) is a statistical method of finding the
dimensions of the data with the largest variance. The idea is to study the
covariance matrix of the variables of the data. The principal components are
the eigenvectors of the covariance matrix and therefore orthogonal, since the
covariance matrix is symmetric. The first principal component corresponds
to the largest eigenvalue and the largest variance. By using only the first few
(up to three) principal components of the data, as much as possible of the
variability is kept while still in a visualizable dimension [1].

2.2 Features

Features play a vital role in any machine learning process. Dealing with
features can be divided into two separate processes, feature engineering and
feature selection.

Sometimes it is important to make a distinction between raw data and
final data representation. In this report the term attribute refers to the raw
data, whereas feature refers to an element of the representation of the data
that is eventually presented to a learning algorithm.

2.2.1 Feature engineering

Feature engineering is the process of constructing relevant features from avail-
able data attributes. This may require both human resources in terms of
intuition and creativity, and an iterative approach to running a learner, ana-
lyzing the results and modifying the features and/or the learner [5]. There is
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no general rule for how to do this which suits every situation or application.
There are, however, a number of strategies and tools which can be used as
starting points, some of which are now described briefly.

A key element of feature engineering in an applied machine learning prob-
lem is of course application domain knowledge. Existing knowledge should
be incorporated in the representation so that a learning algorithm can exploit
it [7]. This becomes increasingly important if the application is very specific
and/or if the amount of data available is not huge.

Making use of domain knowledge involves working with the attributes to
obtain new features which better represents the data with respect to the ap-
plication in question. Some examples of this are combining, rescaling and dis-
cretizing attributes. From numerical attributes new features can be derived
by considering counts, minimum values, maximum values and thresholds.
New binary features can be derived from most types of attributes.

A useful tool when engineering features, in particular if the data is un-
supervised, is to visualize the distribution of data, with respect to different
attributes, through clustering.

Feature engineering is an important part of this thesis due to the close
connection between the problem and the rather specific application, and to
the fact that communication efficiency is difficult to define in general. Feature
engineering is not the same thing as feature selection. Although the latter is
of less importance in this work, it is described briefly below to highlight the
differences between the concepts.

2.2.2 Feature selection

Feature selection is particularly important in cases where the data has a very
large number of attributes (e.g., ten to a hundred thousand). Reducing the
number of attributes considered by an algorithm has several goals. In general
it speeds up training and testing, it should also improve performance by
reducing overfitting, and make the result easier to interpret. To achieve these
goals it is essential to find an optimal subset of attributes. The strategies for
doing so can be divided into three main categories: filter methods, wrapper
methods and embedded methods.

Filter methods work by selecting a subset of attributes based on the prop-
erties of the attributes themselves, i.e., without using the machine learning
algorithm (e.g., a classifier) one intends to eventually apply the data to.
A set of attributes can be chosen for example with respect to the mutual
information [7].

Wrapper methods use a chosen learning algorithm to evaluate different
sets of attributes, in order to find the one yielding the best performance.
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As an exhaustive search over all possible subsets is often not possible, in
particular when the number of attributes is large, a more intelligent search
strategy is needed. There is also a risk of overfitting. This risk can be reduced
by performing feature selection and training the final model on different sets
of data.

Embedded methods are learning algorithms for which feature selection, by
design, is part of the training process. This can for example be expressed as
a trade-off between maximizing how well the trained model fits the data and
minimizing the number of attributes used [7]. Ridge regression and LASSO
are examples of such algorithms.

2.3 Natural language processing

Natural language processing (NLP) is, broadly speaking, computational tech-
niques which make use of language knowledge to process text data. What
type of language knowledge to use depends on the application. A simple al-
gorithm may only need to know how to construct words from letters, whereas
a more complex algorithm can incorporate a grammar model describing how
to correctly put different types of words together in a sentence.

A commonly used representation of natural language is the bag-of-words
model. In its most simple form each document, i.e., text data instance, is
represented by a feature vector in a vector space with one dimension per
word occurring at least once in the entire corpus (a collection of documents).
A feature value for a given document can be either binary (1 if the corres-
ponding word is in the document, 0 if it is not), the count of the number of
occurrences of the word, or a count score weighted by the length of the docu-
ment and how common the word is in the whole corpus. This representation
does not convey any information regarding the ordering of the words [12].

An NLP model which does take word order into account is the n-gram
model. An n-gram is a sequence of n words, the model is based on the gen-
eral language property that certain word sequences are far more commonly
occurring than others. A bigram (n = 2) model is a first order Markov
model and considers the probability of a word given the previous word, i.e.,
p(wordi | wordi−1) [16].

In some NLP applications there is no need to differentiate between differ-
ent forms of the same word, e.g., bird and birds, or talk, talking and talked.
If only the stem of the word is of interest in the application, any additional
affixes such as -s or -ing are just noise in the data. In order to reduce the
amount of such noise, a procedure called stemming can be used. Stemming
is performed by morphologically parsing each word and identifying the word
stem and the affixes (if there are any).
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This work involves analysis of spoken language and so NLP is relevant,
provided that the speech is transferred to text format. However, the air com-
bat language is to some extent scripted rather than natural, as is explained
in greater detail below. As a consequence, not all NPL concepts are directly
applicable.

2.4 The air combat domain

In this section selected aspects of the application domain are described. Some
parts are relevant in order to understand the problem, some to explain the
methodology and others are mainly of importance for the interpretation and
discussion of the results.

2.4.1 BVR combat

Beyond visual range (BVR) combat is, as the name suggests, combat where
a pilot does not normally have direct visual contact with the enemy. Instead
of eyesight, radar is used to locate threats and to guide missiles to their
intended targets.

In order to launch a missile a pilot locks their radar on the intended
target. Information about radar locks and launched missiles show up on
displays in the aircrafts of the other members of the group. The aircrafts are
also equipped with a radar warning receiver (RWR), which alerts the pilot
of incoming radar lock ons.

Two pilots working together as a pair is called a 2-ship (sv. rote). A
common setup is to put two such pairs together to cooperate in a group
of four, a 4-ship. The pilot in charge of such a group is the 4-ship lead.
Additionally, the group is supported by a Fighter Controller (FC) on the
ground. In this setting a pilot gets information from their own radar, from
the other aircrafts in the group (via data link), as well as verbally from the
FC and the other pilots.

2.4.2 Radio communication

The verbal communication between pilots and the FC is transmitted via
radio. When training at FLSC there are usually two radio channels in use.
The main channel is the one which both the FC and the pilots listen to and
can speak on, the other channel is used only internally by the pilots. On the
main channel the spoken language is English.

In order to send a transmission on a channel, i.e., speak on the radio, the
speaker has to press a button. This is referred to a push-to-talk (PTT). On
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a real radio channel anyone can transmit at any time. During simulation at
FLSC, however, only one person at a time can speak on each channel. This
means that whoever pushes their button first gets to speak and not until that
person releases their button will anyone else once again be able to transmit.

In a survey among pilots of the Finnish Defence Forces some of the most
common communication problems reported were multiple speakers transmit-
ting at the same time causing overlapping speech, and missing acknowledg-
ment calls. The former was considered a problem in particular by the fighter
pilots. Additionally, 59% of the fighter pilots reported that most of the com-
munication problems occurred during air combat exercises [11].

2.4.3 Communication efficiency

As has already been mentioned it is not obvious how to define communication
efficiency in this particular domain. The words and phrases used are very
different from many other language applications, the grammar of an utterance
does not necessarily follow normal language rules. The importance of time
is also rather extreme, in comparison with other domains.

Typical efficiency metrics used to evaluate dialogue systems are system
turns, user turns and elapsed time [19]. As in this case there is no system
involved the first one is not relevant. User turns could be considered in
terms of utterance repetitions. Such a measure would however only catch
rare extreme cases of inefficiency and thus be of limited use. Elapsed time is,
in combination with other time based measures, certainly of interest to this
problem.

A simulator study of civil aviation communication in three person crews
has indicated that certain language variables are correlated with for example
individual performance, and also varies with crew position and level of work-
load [17]. Some of the language measures used were number of words spoken,
percent of words greater than six letters, and use of first person plural. The
crews consisted of a captain, a first officer and a flight engineer.

An effort has earlier been made to describe the communication in a milit-
ary expert team and to suggest a method of analysis [14]. This work includes
an empirical study of the communication in a simulated combat scenario.
Although this scenario does not involve air combat, and the communication
between the participants is direct as opposed to radio transmitted, some of
the conclusions are still relevant for the application at hand.

In the aforementioned study a number of communicative elements such as
ambiguity, responses/acknowledgment and pre-defined phrase structures are
discussed. The suggested analysis method (PILOT) consists of three steps:
identification of the communicative problems, localization of the types of
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situations where the problems arise, and finally determination of the cause
of the problem. The PILOT method is designed as a mainly manually per-
formed analysis method, there is no discussion of its potential in terms of a
fully automatic process.

Additionally, a study of speech acts during missile launch situations in
simulated BVR combat scenarios has shown relations between speech acts,
communicative problems and outcome with respect to missile hit or miss, as
well as over all mission success [18]. The speech act were manually coded
into 7 categories (such as tactics, question, and information about present
activity) and the PILOT method was used to analyze the communication
problems.

2.4.4 Terminology and phraseology

The domain specific terminology and phraseology are described in a manual
issued by the Swedish Armed Forces [6]. This manual also contains instruc-
tions for how and when to use specific terms and phrases. Only some basic
concepts and terminology examples, relevant to BVR combat, will be presen-
ted here.

An important process during air combat, intended to maximize the situ-
ation awareness of the pilots, is picture building. The picture is a description
of the air situation in terms of enemy units and unknown units. A group is a
number of aircrafts within a certain distance of each other. Multiple groups
with larger separation is described as a package. A group is described by
number of contacts, formation, position and identity.

A formation is described by type (e.g., box, wall) and size (how wide
and/or deep it is). The position of a group can be described with bearing
and range in relation to a specified geographic point referred to as bullseye,
with the addition of altitude. It can also be described in BRAA format.
BRAA means bearing, range, altitude and aspect in relation to a fighter. A
specific contact within a group is referred to with its direction (e.g., west,
east) and depth position (lead, middle or trail).

Aspect is used to describe the threat angle relative to own position (hot,
flank, beam or drag) whereas head on, crank, notch and pump are used by
pilots describing their own maneuvering. In addition to this, track (and
direction) is used to describe the direction of flight of a non-friendly aircraft.

A threat call is a warning from the FC regarding an untargeted group
which fulfills the range and aspect criteria of being a threat. A spike call
is a pilot informing the rest of the group and the FC about a radar threat
detected by RWR. A pilot may also request a declaration of the identity of
a group or contact from the FC.
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3 Methodology
This chapter describes and motivates the methodology of each part of the
process of this work. This process can be divided into five phases:

1. Domain knowledge acquisition

2. Data acquisition and processing

3. Feature construction

4. Model construction and training

5. Visualization and evaluation

This is meant to be an iterative process on both a global and a local scale. It
is globally iterative in the sense that new domain related insights gained in
the last phase of one iteration may be the first phase of the next iteration. It
is locally iterative in the sense that certain process elements, such as feature
engineering, may require an internal loop of feature construction, training
and visualization.

3.1 Domain expert workshop

Due to the lack of written material on the subject of communication efficiency
in the air combat domain it is essential to use domain experts as a source of
knowledge, in order to understand the problem and gain additional insight on
the matter. A workshop was conducted in an effort to acquire such knowledge
in a structured manner [4].

The participants were, apart from myself, three FOI/FLSC researchers
and three domain experts with both pilot/FC experience and knowledge of
the FLSC simulation environment. After a brief presentation of the purpose
of the workshop each participant got the time they needed to write down
keywords and concepts related to air combat communication efficiency and
inefficiency on individual post-it notes. One at a time, the three domain
experts then got to explain what they had written and place the notes on
a whiteboard. These explanations sometimes included real world examples
and often lead to follow up discussions in the group. Finally all the notes
were clustered and each cluster given a name or short description.

The results of this workshop are presented in section 4.1. These results
are of importance for the understanding and motivation of the rest of the
methodology.
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3.2 Data

All of the data used in this work originates from simulations at FLSC. The
raw data is primarily of two types, sound recordings and simulator system
logs. The sound recordings contain the sounds transmitted on the radio
during a simulator session. The system log in question is a record of every
instance where a PTT button is pressed or released by a pilot, including
timestamps, channel number and which pilot performed the action.

As indicated above, the word content of the radio transmissions is of
great interest to the analysis. For this reason the sound recordings need
to be transcribed. For simplicity it was decided that the use of automatic
speech recognition was to be omitted in this work, as it would potentially
introduce too much technical overhead to a study which in many regards
is an initial and exploratory one. The task of transcribing the sound re-
cordings was instead performed manually. Apart from extracting the word
content, transcribing the recordings also yields a start and an end time for
each utterance.

One of the communication aspects highlighted during the workshop was
that different types of radio messages have different priority. The ability
to automatically label utterances with type based on word content would
therefore potentially be useful in a communication efficiency analysis. One
obvious approach to this task is supervised machine learning. To make that
possible a set of transcribed utterances were manually labeled with type.

The utterance types used were chosen based on comments from the work-
shop and a later discussion on the matter. These types were threat calls, spike
calls, declarations, picture descriptions, tactical calls, acknowledgment calls
(utterances which serves only as acknowledgment in response to a previous
utterance, containing no additional information) and other. The last category
is the ‘none of the above’ option and so it contains a variety of utterances,
for example certain administrative exchanges such as radio checks. The par-
ticular data set used in this study happened to contain only a single instance
of declaration type. While the category itself is included in the presentation
of the results for completeness, the ability of different models to classify this
type of utterance is not further discussed. A few examples of utterances
contained in each category can be found in appendix A.

The PTT log provides information about who speaks when. The PTT
events were merged with the transcribed utterances in order to obtain a set of
data instances with complete information regarding who was speaking, what
was said and when it was said. Each utterance was thus assigned a speaker.
As there is currently no logging of the PTT actions of the FC it was simply
assumed that any utterance not assigned to any of the pilots is an utterance
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of the FC.
The sound recordings with corresponding PTT logs contained a total of

720 utterances. These were the utterances which were assigned utterance
type labels. An additional 277 utterances were transcribed from recordings
with no PTT logs, meaning they could not be assigned to speakers in a
reliable way. The latter set of utterances were therefore only used for limited
parts of the analysis.

3.2.1 Language processing

As already pointed out, the language of air combat is not the same as the
natural English language. Normal grammatical rules do not apply and the
vast majority of words are never used. A small set of words are used much
more frequently than they normally would be, and some of them with a com-
pletely different meaning than they would have outside this specific context.
The air combat language is to a large degree scripted, in a sense somewhere
in between a constructed and a natural language. Hence it is not reason-
able to assume that every standard tool of NLP is directly applicable to
this language. However, the concept behind a tool may still be relevant and
useful.

One such commonly used NLP tool is stemming. In this context it would
probably be unwise to apply it directly to the text data. For example, there
is a difference between notch and notching where the former is a directive call
and the latter a descriptive one. Removing the affix -ing and only keeping
notch would potentially result in loss of important information. However, the
idea that some words may look different but still represent the same thing
is still relevant. This phenomena creates noise in the data which one would
like to remove.

Instead of stemming a domain specific processing tool was designed, from
here on referred to asmasking. The idea of masking is to replace certain words
with more generic ones. The words west, east, southeast etc. all describe a
direction. One can be substituted for another and still play the same role in
an utterance. From this point of view the difference between east and west is
just noise. By replacing them both with <direction> that noise is removed.
Other such generic tags used are <number>, <callsign>, <location> and
<brevity>. The brevity tag is not used for all defined brevity words but only
to help ‘validate’ (for lack of a better word) brevity words which are not
used very often. Additionally this tool adds <start> and <end> tags to the
beginning and end respectively of each utterance.
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3.3 Feature engineering and selection

As has already been discussed it is not clear exactly how communication
efficiency and inefficiency should be defined, and therefore it is also not ob-
vious how to represent the data in order to identify interesting patterns and
outliers. For this reason a significant amount of effort has been put into un-
derstanding the domain and transferring this knowledge into different data
representations, i.e., engineering the features.

Feature selection on the other hand is less important in this work as
features (engineered features as opposed to raw data attributes) are not gen-
erally in abundance. However, as there is a wish to keep the models and
results as interpretable and explainable as possible at this stage, so that one
knows what aspect of the communication is modeled in each case, the general
rule of selecting features has been to not mix different types of features to
any larger extent than necessary.

3.3.1 Language representations

In order to analyze the communication language on utterance level each ut-
terance needs to be represented in terms of a number of suitable features.
Finding suitable features is the purpose of feature engineering. Features
should be constructed in such a way that they capture as much as possible of
the variability one wants to study. At the same time one should avoid noisy
features, i.e., features that to a large extent capture random variability not
relevant to the analysis. There is a trade-off between the two and finding the
right balance is a key part of the process.

Priority type classification features
Due to the scripted nature of the air combat language there are for some
types of messages only a few different ways to express a given amount of
underlying information. Furthermore, the substantial use of unique brevity
words with very specific meanings provides significant clues as to what type
of message an utterance may be. Based on these observations a simple bag-
of-words model is a reasonable starting point for a language representation.

As in this case each text data instance is one single utterance and thus
very short, there is little need for the feature model to keep track of the
number of occurrences of each word in an utterance. Multiple occurrences of
a word in an utterance does not necessarily mean anything in terms of what
type of message it is. This potential noise is avoided by defining the feature
values as binary.

This feature model is constructed from a set of training data. In order to
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limit the dimensionality of the feature space a word is made a feature only
if it occurs at least N times in the training data. When applying the model
to unseen data, new words encountered are simply ignored. The point of
this design is to make sure all utterances are in the same feature space and
a feature space recognized by the trained classifiers.

For the construction of this feature model the original utterance data
instances were pre-processed through masking (see section 3.2.1). However,
the <brevity> tags were in this particular case omitted, as the brevity words
often contain important information regarding the type of utterance. For the
minimum word count parameter N = 2 was used.

Outlier detection features
For the part of the work which concerns outlier detection among utterances
as a way of identifying potentially inefficient communication with respect
to language use, a different approach was taken. What words are used is
certainly interesting, but that alone does not tell the whole truth, the order of
the words is also important. Another issue is that using the words themselves
as features, i.e., a bag-of-words model, would introduce a fair amount of noise
in the sense that two completely different utterances may be equally common
and/or valid. Differentiating between them would then not contribute to, but
rather obfuscate the process of detecting relevant outliers.

Including not only single words but also word sequences is a way of incor-
porating the order of the words in the feature model, and so the first problem
is dealt with. The second problem is more specific to the particular applied
problem and it is less obvious how to solve it.

As indicated above, looking for patterns in word occurrences and co-
occurrences was deemed a too sparse and detailed feature model for outlier
detection. An alternative is to consider words and n-grams by their probab-
ility. An utterance can then be viewed as a distribution over probabilities.
Due to the high frequency of very short utterances it was decided to use
only bigrams (2-grams), in addition to single words, in an effort to make all
utterances comparable and keep them in the same feature space. Obtaining
the feature values of an utterance is done as follows:

1. The original utterance is pre-processed through masking.

2. Each word wi of the utterance contributes with pword(wi) to the collec-
tion of word probabilities of the utterance, and each bigram (wi, wi+1

contributes with pbigram(wi, wi+1) to the collection of bigram probabilit-
ies.

3. All probabilities of a collection are sorted into bins representing differ-
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ent subintervals of the probability interval [0, 1]. (The word and bigram
probabilities are handled separately but with the same procedure.)

4. The total bin counts are normalized so that the sum of the word and
bigram bin ‘counts’ respectively equals 1. These word and bigram
probability distributions are the features of the utterance.

This feature model is dependent on a language model, i.e., the word and
bigram probabilities. The probabilities are acquired through simple counting
of occurrences in a large set of utterances. As in this study the amount of
data available was not huge, all utterances (including those with no speaker
assigned) were used to construct the language model. While this introduces
a slight risk of overfitting it also provides the best, under the circumstances
possible, language model in terms of statistical accuracy.

One advantage of this feature model is that it does not require any
smoothing in order to deal with new words not seen during the construc-
tion of the language model. A new word can be assigned probability 0 and is
then treated as a low probability word, relatively speaking, in a natural way.

The model has a number of parameters which have to be set, namely the
number of bins and which part of the probability interval each bin covers. The
total number of bins affects the number of features in the final representation
of the utterance. Using a large number of bins increases the risk of the
features capturing noise rather than the variance under study. In this case
the parameter values were tuned by using a subset of the data and iteratively
setting values, training a model, visualizing the result and inspecting the
plot. This procedure does not guarantee optimal values, but provides a local
optimum in parameter space where the feature model can be evaluated. The
parameter values eventually used were 5 word probability bins and 5 bigram
probability bins, defined by the intervals below.

Words: [1, 0.1), [0.1, 0.05), [0.05, 0.01), [0.01, 0.001), [0.001, 0]

Bigrams: [1, 0.02), [0.02, 0.005), [0.005, 0.0005), [0.0005, 0.0002), [0.0002, 0]

3.3.2 Time related representations

Not only the language content but also the time dimension of the communic-
ation is of interest. Therefore there is also a need to find representations of
the data which reflect its temporal properties. From the already mentioned
time stamps of utterances the length lt in time of each utterance can be ob-
tained. Closely related to the time length feature is word count cw, i.e., the
number of words in an utterance. While not strictly a temporal feature, it is
reasonable to assume that it is strongly correlated to lt.
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To study the communication on a larger time scale, for example over the
course of one simulated scenario, other features are needed. Channel time
usage is one such feature, here defined as the proportion of the time interval
(t−h, t+h) used for talking, where t denotes a moment in time and h specifies
the size of the time window taken into consideration. Utterance frequency is
another feature of possible interest. It is similar to channel time usage but
only counts the number of utterances within the specified time window. It
is essential to consider these two features together as they complement each
other in which information they convey, due to the fact that the utterances
vary significantly in length.

3.4 Model selection and training

The distinction between feature engineering and model construction is not
always made, nor is it easily defined. Whether feature engineering is viewed
as a separate process preceding a less complex model, or thought of as the
first part of a more complex model, is often merely a matter of presentation.
In this report features are handled separately in order to make it easier to
relate them to the applied problem and explain the meaning of them. This
leaves less for the models to handle and as a consequence these can in most
cases be kept relatively simple.

3.4.1 Priority type classification

One aspect of communication efficiency is to talk about the right thing at
the right time and so make sure no important information is drowned in less
important one. It is therefore of interest to investigate how, and with what
accuracy, utterances can be automatically classified with respect to priority
type.

One approach to this problem is to construct classification rules by hand,
based on knowledge about the air combat domain and language. Two types
of such rules were used. The first type of rule defines a set of words which
must all be contained in the utterance, and one set of words which can not
be contained in the utterance, in order to count the utterance as a match to
the rule. One of the two word sets may be empty.

The other type of rule defines only one set of words. All words of an
utterance must be in this set of words for the utterance to match the rule. In
total 30 rules were used. To some extent these rules were designed to favour
precision over recall. The rules were tested one by one in a set order and in
case of a match no more rules were tested. As a consequence, the ordering of
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the rules is also significant and in a sense part of the model. If no rule gave
a match the utterance was classified as the type other.

The alternative to handwritten rules is machine learning. The machine
learning models used in this study are based on decision trees. A single tree,
taking the entire feature space into account at each node, was trained with the
C4.5 algorithm [15]. Additionally, the tree based ensemble learning method
random forest was used. A random forest model is a collection of decision
trees which each is trained by considering a randomly sampled subset of the
total set of features at every node [3]. In this case the collection consisted of
100 trees, each tree considering 20 features at each node.

A third option is to combine the two above described models. The idea is
to exploit the high precision of a few handwritten rules to filter out utterances
which are relatively easy to classify. Utterances not matched by any rule are
instead classified by a machine learning model. This was done with 27 out
of the original 30 rules. The training of the combined model was done by
filtering the training set through the rules and thereby only train the machine
learning models on unmatched utterances.

3.4.2 Outlier detection on utterance level

Another task related to analyzing the communication efficiency is to identify
utterances which stand out from the rest, with respect to for example lan-
guage or temporal properties, generally referred to as outlier detection. Since
there is no realistic way of manually labeling utterances as normal or outliers
in a consistent manner, without specifying exactly what is meant by efficient
communication, unsupervised learning methods is the obvious approach.

For the purpose of detecting utterances which with respect to language
use are potential outliers the feature model based on word and bigram prob-
ability distributions was designed. With this representation each utterance is
a point in a high dimensional vector space and therefore can not be directly
visualized. The ability to visualize is important when one is limited to un-
supervised learning. Therefore a model capable of dimensionality reduction
is preferable in this case.

One type of dimensionality reduction is to use a model which considers
all the original dimensions in the data and learns a mapping from the high
dimension to a low (visualizable) dimension. A self-organizing map (SOM)
is such a model, which was used here. During the training phase a mapping,
in the form of a node topology, is learned. New data instances can later be
placed on the topology by using the learned mapping function. The idea
is that data instances which are similar in the high dimensional space will
form clusters in the low dimensional space and so outliers can potentially be
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identified.
A SOM has several parameters which affect training and the resulting

model. One factor is the shape and size of the node topology. In this study
square topologies of 3 different sizes (50× 50, 100× 100 and 150× 150 nodes
respectively) were used. The number of iterations during training is another
variable parameter.

Another way of reducing the dimensionality of the data is to project the
original feature space onto a low dimensional subspace. This was tested
through the use of PCA. By applying PCA and keeping the two largest
principal components the two dimensional plane capturing most of the high
dimensional variance in the training data is identified. New data instances
can later be placed in the same plane through the learned projection. The
actual dimensions of the plane are linear combinations of the original feature
dimensions and may not be interpretable at all, they do however express the
variance of data and so clusters and outliers may be identified.

In an effort to detect outliers with respect to the temporal properties of
the utterances the time length and word count features were used. As has
already been pointed out it is reasonable to assume that there is a correla-
tion between these two features. Utterances which deviate from the general
correlation pattern may be of interest to the efficiency analysis. Initial in-
spection of the data suggested a linear relationship between the two features
and therefore linear regression was a natural choice of model.

Regression is a supervised method learning a mapping from regressors
(input variables) to a dependent (output) variable. In this case the word
count, cw, was used as regressor and the length of the utterance, lt, as the
dependent variable. The mapping that was used was the least squared error
fit of a degree 1 polynomial to the training data.

It is not, however, the resulting line itself that is of interest here but
rather the data instances that do not fit the line. The goal is to identify
outliers and to this end a scoring model for determining the ‘outlierness’ of
each data instance was designed. The scoring is based on the deviation of
the time length of an utterance from the regression estimate, normalized by
the number of words in the utterance. The outlier score oi of data instance
i is

oi =
|lt,i − (kcw,i +m)|

cw,i

,

where k and m are the coefficients of the regression polynomial lt = kcw+m.
This outlier score says something about how much of an outlier a given

data instance, i.e., an utterance, is with respect to the word count and time
length features. Whether or not it is useful for the communication efficiency
analysis is a different matter which needs to be evaluated separately.
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3.4.3 Communication trends over time

In addition to analysis performed on utterance level it is also of interest
to study how the radio communication change over a simulator session as
a whole. The channel time usage and utterance frequency features were
constructed for this purpose. These features are time series by design and
can easily be visualized as such. In order to determine if these features are
useful or not it is important to put them into a context, i.e., relate them to
other temporal events or properties of the simulated scenario. This is more
of a visualization problem than a machine learning one, but it is relevant to
the effort of answering the question regarding what features should be used
for communication efficiency analysis.

3.5 Evaluation

This work includes both supervised and unsupervised learning, which en-
ables and requires different types of evaluation. The performance of super-
vised models is evaluated in terms of the statistical measures precision and
recall, along with inspection of confusion matrices. Unsupervised models are
evaluated through visualization, and inspection of clusters and outliers.

The direct evaluation of the performance of each learning model is a part
of the answer to the scientific questions stated in the beginning of this re-
port. However, the first one of these questions, concerning which features are
relevant to communication efficiency analysis, is more fundamental. While
the use of machine learning is one way to answer it, it is not necessarily the
only way to do so.

With the feature engineering separated from the machine learning models
it is possible to let a human observer replace the latter, as a means to evaluate
the former. Neither a human nor a machine can with certainty say that a
feature is useless, but they may complement each other in ability to detect
usefulness of different types of features.

For a human to be able to do such evaluation the features need to be
presented in a comprehensive way, which is here done through visualization.
A visual representation can also support the human understanding by for
example conveying information about the context of the data and/or features
in question. This type of evaluation, which to some extent is used in the
evaluation part of this work, borders to the field of visual analytics [9].
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4 Results
The first part of this chapter provides a summary of the results of the do-
main expert workshop, which was conducted as an initial effort to better
understand the problem at hand. These results may in some regards reflect
specific experiences and opinions of the workshop participants, and they do
not necessarily cover every aspect of air combat communication efficiency.
They do, however, serve well as a starting point when it comes to choice of
methodology and evaluation.

The rest of the chapter presents the results of the feature engineering
efforts and the use of machine learning algorithms, with statistical measures
and visualizations where applicable.

4.1 Workshop results

As a result of the workshop described in section 3.1 three main categories
of communicative elements related to efficiency were identified. The first
category was labeled Rules or Grammar (grammar in the sense of how to
correctly put together utterances and chains of utterances, not related to the
normal grammar of the language spoken). This category includes elements
such as proper use of callsigns, to make it clear who is speaking and to whom
the message is intended if there is an addressee, and proper use of response
acts i.e., in some situations information should be read back whereas in others
an indication of acknowledgment is sufficient. Using the correct phrases and
responses is of importance also because certain pre-defined communicative
exchanges entail a shift of responsibilities within a group of pilots and it is
imperative that there are no uncertainties regarding who is responsible for
what at any given time.

The second category was labeled Terminology, with focus on what words
to use and how to pronounce them. If mission specific code words have been
defined they should be used, both for security reasons and clarity. Addi-
tionally, there is a large number of generally defined brevity words which
should also be used to reduce the risk of misunderstandings. Also, the com-
munication typically involves reading out a significant amount of numbers
and therefore it is essential that the pronunciation used is such that the risk
of mixing different numbers up is minimized.

The third category was labeled Guidelines (sv. Handlingsregeler) and
describes a set of rules which are softer compared to those in the first category.
Here the importance of adjusting prosody, pitch and talking speed according
to the situation is pointed out. It also includes keeping the speech compressed
(if something can be said with one word it should not be said with a full
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sentence), clear and concise. One should speak only if it is necessary, not
just because there would otherwise be silence, and only about things that
are not already known (for example visible on a display). There is often a
set priority order for different types of messages. Threat calls usually have
the highest priority, followed by spike calls. Next is declarations and then
picture descriptions. Everything else has lower priority.

Other things that were discussed, but not included in the categories men-
tioned, were emergency situation exceptions and also the fact that consist-
ency may in some cases be more important than correctness, with regards to
efficiency and clarity.

4.2 Priority type classification results

The utterance types are in the presentation and discussion of the results
referred to by the following numbers:

1. threat call

2. spike call

3. declaration

4. picture description

5. tactical call

6. acknowledgment call

7. other

Classification by handwritten rules was evaluated on the whole set of type
labeled utterances. The resulting confusion matrix is shown in Table 1.
Precision and recall for each class are shown in Table 5.

The models involving machine learning algorithms were trained on a
training set consisting of 70% of all labeled utterances, and tested on the
remaining 30%. The subsets had the same distribution over classes as the
original set. The confusion matrices for the single decision tree model and
the random forest model are shown in Tables 2 and 3 respectively. Precision
and recall for each model and each class are shown in Table 5.

The best results for the model combining rules with machine learning
were obtained when random forest was used as the machine learning com-
ponent. The confusion matrix for this setup, trained and evaluated on the
same data sets as the pure machine learning models, is shown in Table 4.
The corresponding precision and recall measures for each class are shown in
Table 5.
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True Classified as
class 1 2 3 4 5 6 7
1 26 0 0 0 0 0 0
2 0 21 0 0 0 0 0
3 0 0 1 0 0 0 0
4 0 0 0 145 2 0 94
5 0 1 0 18 193 1 114
6 0 0 0 0 0 75 0
7 0 0 0 0 1 0 28

Table 1: Confusion matrix for classification with handwritten rules

True Classified as
class 1 2 3 4 5 6 7
1 7 0 0 0 0 0 0
2 0 4 0 0 1 1 0
3 0 0 0 0 0 0 0
4 0 0 0 68 1 2 1
5 0 0 0 11 80 6 1
6 0 0 0 0 1 21 0
7 0 0 0 1 0 3 4

Table 2: Confusion matrix for classification with single decision tree

4.3 Outlier detection results

The part of this work which concerns outlier detection with respect to lan-
guage use was approached with unsupervised learning, resulting in a number
of plots, some of which are shown here and later discussed. The dimension-
ality reducing clustering models were trained on the utterances from all but
one simulator run (which was instead used for evaluation).

Clustering of the training data through a self-organizing map (SOM),
with 150 × 150 nodes trained with 50 iterations, is shown in Figure 1a.
Clustering of the same data through PCA is shown in Figure 1b. Figure
2 shows the utterances of the simulator run not used in training, to which
the learned PCA projection has been applied. The plots that show clustering
of training data highlight the differences between SOM and PCA. With this
particular data and feature set the SOM model produces multiple smaller
clusters whereas PCA results in a single cluster and some outliers.
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True Classified as
class 1 2 3 4 5 6 7
1 7 0 0 0 0 0 0
2 0 4 0 0 1 1 0
3 0 0 0 0 0 0 0
4 0 0 0 60 12 0 0
5 0 0 0 14 78 5 1
6 0 0 0 0 1 21 0
7 0 0 0 0 0 3 5

Table 3: Confusion matrix for classification with random forest

True Classified as
class 1 2 3 4 5 6 7
1 7 0 0 0 0 0 0
2 0 6 0 0 0 0 0
3 0 0 0 0 0 0 0
4 0 0 0 68 4 0 0
5 0 0 0 10 87 0 1
6 0 0 0 0 0 22 0
7 0 0 0 0 3 0 5

Table 4: Confusion matrix for classification with combination of rules and random
forest

Class
1 2 3 4 5 6 7

Rules 1.00 0.95 1.00 0.89 0.98 0.99 0.12

Precision Decision tree 1.00 1.00 0.00 0.85 0.96 0.64 0.67
Random forest 1.00 1.00 0.00 0.81 0.85 0.70 0.83
Combination 1.00 1.00 0.00 0.87 0.93 1.00 0.83

Rules 1.00 1.00 1.00 0.60 0.54 1.00 0.97

Recall Decision tree 1.00 0.67 0.00 0.94 0.82 0.96 0.50
Random forest 1.00 0.67 0.00 0.83 0.80 0.96 0.63
Combination 1.00 1.00 0.00 0.94 0.89 1.00 0.63

Table 5: Precision and recall for each class and classification model
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(a) SOM with 150× 150 nodes (b) PCA

Figure 1: Clustering of training data

Figure 2: Application of learned PCA projection to evaluation data
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Outlier detection with respect to temporal properties of the utterances
was approached with linear regression and a measure of ‘outlierness’ with
respect to the regression result. Figure 3 shows the utterances of one partic-
ular simulator run not used to train the line model. The dashed lines mark
4 estimated standard deviations for the line coefficients. To the left in the
figure the colours and markers denote speaker identity, to the right the colour
indicates the outlier score on a scale from 0.0 seconds/word (yellow) to 0.5
seconds/word (red). This scale is primarily calibrated to illustrate the vari-
ation normally found in data. It is not based on any prior knowledge about
talking speeds or word-to-time ratios. Of particular interest is the utterance
distribution relative to the line.

Figure 3: Linear regression result and ‘outlierness’ of utterances
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4.4 Additional visualizations for feature evaluation

The utterance frequency and channel time usage features are designed to
represent the communication over the time of one simulator run. Figures 4a
and 5a show these features as time series. Utterance frequency is represented
by dots and a dashed line, channel time usage is represented by a solid line.
In this case h = 15 seconds was used (i.e., the total length of the time window
was 30 seconds). Of particular interest in these graphs are the location of
peaks and periods of silence. They also provide an initial impression of the
amount of variability over the time.

To add some context and aid the evaluation of these features the distri-
bution of utterance types is shown in Figure 4b and Figure 5b respectively.
Each dot represents an utterance. This shows both what types of utterances
are used during different time stages of the simulated scenario, and what
types of utterances are used in close proximity to each other. The vertical
lines represent two pilots attempting to transmit at the same time, which is
a potential sign of less-than-optimal communication flow.

(a) Utterance frequency and channel time usage over time

(b) Utterance type distribution over time

Figure 4: Communication on defensive side during a simulator run
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(a) Utterance frequency and channel time usage over time

(b) Utterance type distribution over time

Figure 5: Communication on offensive side during a simulator run

In addition to the presentations above, Figure 6 shows the distribution
of used channel time over speakers. Each participant has a role to play
in the group, and different roles (here represented by FC, Pilot 1, Pilot 2,
Pilot 3 and Pilot 4) require different amounts of verbal communication. Of
particular interest is in this case to identify if someone appears to have been
talking significantly more or less than expected, given their role in the group.

(a) Offensive side (b) Defensive side

Figure 6: Distribution of used channel time over speakers
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5 Discussion
As an initial study, closely connected to an applied problem, this work at-
tempts to answer questions on several levels. To be discussed are the applica-
tion and domain centric aspects, the technical aspects such as the specifics of
machine learning models, and what the results may implicate in more general
terms.

5.1 Classification with rules and machine learning

Due to the scripted nature of the air combat language there is reason to
believe that classification of utterance types should be a relatively easy task,
even if the vocabulary or structure used in reality is not always completely
by the book. For certain types of messages the brevity words are so specific
that they can be used to formulate classification rules by hand.

As is evident by the confusion matrix for classification with handwrit-
ten rules, this model performs very well on class 1, 2 and 6. Differentiating
between class 4, 5 and 7 turns out to be more difficult. This is due to the
fact that the language variability within the latter three classes is signific-
antly larger, as is the language overlap between them. For reasons already
explained class 3 is ignored in this discussion.

When it is not obvious how to construct sufficient rules by hand, a natural
way forward is machine learning. The two machine learning models tested in
this study give a better classification result for class 4, 5 and 7 but perform
worse on class 2 and 6, compared to the rule model. The performance of the
single decision tree is fairly similar to that of the random forest model over
all. The former has somewhat better results for class 4 and 5 but worse for
class 6 and 7.

In an effort to exploit the strength of both the rules and the machine
learning a combined model was constructed. The best result was achieved
by using random forest as the machine learning component. Taking both
precision and recall into account, the combined model performs as well as
or better than each other model for every class. This model has a mean
precision of 0.93 and a mean recall of 0.91.

The idea behind training the machine learning model only on instances
not matched by any of the rules is to focus the learning on the concepts which
the simple rules can not deal with. A potential problem with this approach
is that the amount of training data visible to the machine learning model is
reduced. Further study with more data would be particularly beneficial for
evaluation of the combined model.
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5.2 Identifying outliers

Inspection of the utterances behind the points in the SOM clusters indicates
that there is no obvious interpretation of what these clusters represent. And
of more importance to this particular study, no cluster appears to specifically
attract bad or unusual use of air combat language. Potential outliers are dif-
ficult to detect due to the many clusters. The plot obtained through PCA, on
the other hand, indicates that data points close to the top are in some respect
outliers, and may be of interest. Inspection of these utterances confirms that
there is clearly an over representation of unusual or unconventional language
use among them.

Application of the same PCA projection to unseen evaluation data in-
dicates the same pattern, the most extreme outliers at the top of the plot
are indeed examples of unconventional language use. However, one has to be
careful to draw generalized conclusions from these observations. In the data
used in this study there are only a few obviously ‘incorrect’ utterances in
each simulator run. There is a substantial amount of utterances which may
or may not be correct language use, depending on the communicative and
tactical context. What should and should not be considered an outlier in a
graphical sense is also difficult to define.

A statistical evaluation of the performance of this model would require
more data and possibly a different distribution of utterances, this is beyond
the scope of this study. Relevant to the current study, however, is the in-
dication that the used feature model in combination with PCA represents
something relevant in terms of language usage in an utterance.

Another outlier detection problem in this study is that which concerns
the correlation between word count and time length of an utterance. The
linear regression model makes it possible to measure to what extent a data
instance is an outlier in an explicit way. The most interesting aspect here is
the interpretation of what an outlier represents in terms of communication
efficiency. Pauses or hesitation within an utterance is waste of radio time and
clearly not efficient. Such an utterance will have a lower number of words
per second and should therefore be an outlier above the line.

One issue with using a more natural everyday-language, instead of the
scripted and correct version, is the tendency to add short filler words which
do not convey any actual information. This type of inefficiency may instead
increase the amount of words, but not the amount of information, per second.
Such an utterances would be an outlier below the line.

Of course there are other possible explanations for differing word-to-time
ratios. Pronunciation and general talking speed are factors that certainly
are relevant, and also vary between individuals. Given enough data, one

32



possibility is to train one line model for each individual, to obtain a more
accurate detection of outliers.

5.3 Usefulness of temporal features

The utterance based features have already been discussed in detail. In order
to evaluate the utterance frequency and channel time usage features they have
been visualized as time series over the duration of one simulator run. Looking
at such a graph gives a rough idea of the amount of radio traffic over time.
A closer study requires more context. A prototype concept for visualization
of utterance types is provided as an example. With this combination of
information it is possible to both identify trends and interpret them in terms
of communication content.

The context dependency is important to keep in mind when comparing
graphs from different simulator runs. On a detailed level the graphs may
only be comparable if the contexts are. These features may therefore be of
particular interest when studying multiple runs of the same simulated scen-
ario, or to compare communication on opposing sides in the same simulator
run.

Related to channel time usage is the distribution of the used channel time
over speakers. Despite its simplicity, this distribution can give a hint as to
who has taken what role in the group. If someone, be it the FC or a pilot,
takes a role they are not meant to have, the distribution of radio time may
highlight the issue. In the example provided in Figure 6 there is a significant
difference between the two sides, which in this case were fighting against each
other. The defensive side distribution in particular deviates from the general
expectation and would potentially, depending on the tactical context, be an
interesting evaluation point.

5.4 A note on combining models

Throughout the study behind this report features of different types, or related
to different aspects of communication efficiency, have been treated separately.
One advantage of this approach is that it makes the resulting graphics re-
latively easy to interpret. This is particularly important here as it is not
entirely clear what aspects of the radio communication are the most relevant
ones to study. It is hoped that by starting to look at a few closely related
features at a time, new insight can be gained.

Combining results to better understand them, as described above, is a
small step towards combined models. An extension to this is to let the result
of one model be a feature in the next, e.g., a well trained and reliable classifier
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can give each utterance a new feature representing the utterance type. Upon
new insight and a wider range of features more complex models can be built.

However, one must not forget that the end goal here is for someone to
learn something practical about their own or their group’s behavior. A non-
transparent or very complex analysis, with a result that is difficult to interpret
and relate back to reality, is not necessarily useful.

5.5 Communication analysis in general

While the study behind this report is limited to the air combat domain, the
results may on different levels be useful in other application domains as well.
With smaller modifications the specific feature, machine learning and visu-
alization models could potentially be relevant in other military application
areas, where similar language and communication patterns are used. With
larger modifications they could possibly be used in domains such as civil
aviation and emergency services. The key is to identify relevant communica-
tion aspects of each new domain, along with language properties, and adjust
models accordingly.

In more general terms, the results of this study show the relevance of
putting the communication into context. The nature of this context will of
course vary with application domain, but it is likely to be too important to
ignore. The results also show the benefits of incorporating domain knowledge
in feature and machine learning models. This is not necessarily restricted to
analysis of communication, but may apply to any problem within a clearly
specified area of application.

5.6 Ethical aspects and sustainability

Neither economic, social or ecological sustainability has been deemed a relev-
ant issue for the problem of this study. Related to the performance evaluation
application there are some ethical aspects to consider regarding data handling
and management. Preservation of personal integrity may be a concern, in
particular if the data contains information connected to specific individuals.
However, no such data has been used in this study.
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6 Conclusions
The two questions posed in the beginning of this report concerns which fea-
tures of the communication are of interest to efficiency analysis, as well as
what parts of such analysis that can be done automatically and with what
precision. The first part of this chapter, which is a summary of the results,
addresses these questions. The second part is a discussion on the topic of
future possibilities.

6.1 Summary of results

The probability distribution features representing language use, in combina-
tion with PCA, as well as the word count and time length features, appear
to be useful for identifying outliers among utterances. Further study of the
former is needed to determine what scope of utterances each PCA model
should represent and how to define to what degree an utterance is an outlier.

Channel time usage and utterance frequency are features better suited
for assessing communication behavior over time. Further study, with larger
amount of data, is needed to find context dependent baselines which can
be considered normal or efficient. Significant deviation from such a baseline
would potentially indicate inefficiency.

Distribution of used radio time over speakers says something about group
dynamics and roles with respect to communication. Sometimes a deviation
from general expectation will be easily explainable by the tactical context.
If it is not, however, the explanation for the anomaly may well be of interest
from an efficiency point of view.

The bag-of-words feature model used for classifying utterances serves its
purpose well. The classification model combining handwritten rules with
random forest performs well, with a mean precision of 0.93 and a mean recall
of 0.91. While the utterance types themselves are not directly related to
efficiency, the distribution of them over time is.

The conclusion from this, with regards to the first of the two questions
posed, is that all the studied features appears to be useful to some extent.
Some feature models are useful in a direct way, e.g., the distribution of used
channel time over speakers, and others in an indirect way, e.g., the bag-of-
words model.

The second question concerns the possibilities of automatic analysis. Some
parts of the process from raw data to visual representation can be done auto-
matically. Extraction of features such as channel time usage and utterance
frequency is one example, another is priority type classification of utterances.
The latter has been shown to be possible with relatively high precision, by
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combining handwritten rules and machine learning.
The graphics presented in this report require a human to interpret them.

It is therefore not a fully automatic process for efficiency analysis. It is,
however, a step towards such a process in terms of finding relevant data
representations. One must also keep in mind that in this case the whole
purpose of analyzing the data is to aid humans in evaluating performance
and learning something from it. Completely excluding the human from the
process is therefore not necessarily ideal. At what stage it would be optimal
to bring in the human is a question for the future.

As a final conclusion in more general terms, this study of communication
in the air combat domain has shown that the implicit approach of providing
humans with visual data representations to support communication efficiency
analysis and evaluation can be viable. Such visual representations may need
to convey information about context in addition to communication. The
study has also shown the benefits of incorporating domain knowledge in
feature, machine learning and visualization models.

6.2 Future work

The methodology of this work was initially described in terms of an iterative
process. This report covers the first iteration and so the natural next step is
the transition from visualization and evaluation to domain insight and the
beginning of the next iteration. That discussion, however, is beyond the
scope of this report. The focus here is instead on possible extensions of the
methods and models previously discussed.

Priority type classification gives a rough idea of the content of an ut-
terance but sometimes it might be useful to know in more detail what was
said. A potential step forward would be automatic information extraction
based on the type of utterance. For example, if an utterance is classified as a
tactical call it might be of interest to know if it concerns a recently launched
missile and if so what the target of that missile is. A related task is that of
automatically checking if an utterance is directed at everyone on the channel
or at a specific person.

While the attempted outlier detection of utterances with respect to lan-
guage use showed indications of the feature model being a meaningful rep-
resentation, improvements are needed for the resulting plots to be useful in
practice. One issue is that the cluster is not very distinct, in particular when
applying a learned projection to a new smaller set of data. One way to re-
duce the variability between ‘equally correct’ utterances would be to train
separate PCA models for different types of utterances, e.g., one model for
picture descriptions and one model for tactical calls. Another problem is
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that of deciding what is and what is not an outlier. Given a learned PCA
projection it would be possible to define a geometric measure of how much
of an outlier a given utterance is. Calibrating such an outlier score could
however prove difficult, due to the underlying problem of efficiency not being
well defined.

The analysis of the distribution of used channel time over speakers could
be extended. A baseline reflecting the mean and variance for each group role,
i.e., FC, Pilot 1, Pilot 2 and so on, would be useful. This requires more data
than is currently available. With such a baseline it would also be interesting
to study a particular individual’s average behavior in different roles.
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A Examples of type labeled utterances
A few examples of type labeled utterances are given below. These examples
do not cover the whole utterance range of each class.

Class Utterance example

1: Threat call reptile4 threat BRAA 080/25 18 thousand north trail
missile defending red3
red2 threat BRAA 300/23 15 thousand untargeted

2: Spike call 1 defending
spike range 32
red2 spiked

3: Declaration grizzly declare group in 323/10 6 thousand track west

4: Picture grizzly leading edge 3 groups remaining
south trail group bullseye 113/30 28 thousand
north lead group vanished

5: Tactical call roger that and gator1 notching north
blue2 fox 3 104/40 29 thousand south lead
number 1 pitbull pumping

6: Acknowlegment call grizzly copy
reptile
affirmative

7: Other grizzly blue formation radio check
copy grizzly 4-ship gator21 as fragged
what the

40



www.kth.se


