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Abstract

Context. A large portion of all the transportation in the world consists of voyages over
the sea. Systems such as Automatic Identification Systems (AIS) have been developed
to aid in the surveillance of the maritime traffic, in order to help keeping the amount
accidents and illegal activities down. In recent years a lot of time and effort has gone
into automated surveillance of maritime traffic, with the purpose of finding and reporting
behaviour deviating from what is considered normal. An issue with many of the present
approaches is inaccuracy and the amount of false positives that follow from it.

Objectives. This study continues the work presented by Woxberg and Grahn in 2015.
In their work they used quadtrees to improve upon the existing tool STRAND, created by
Osekowska et al. STRAND utilizes potential fields to build a model of normal behaviour
from received AIS data, which can then be used to detect anomalies in the traffic. The
goal of this study is to further improve the system by adding statistical analysis to reduce
the number of false positives detected by Grahn and Woxberg’s implementation.

Method. The method for reducing false positives proposed in this thesis uses the
charge in overlapping potential fields to approximate a normal distribution of the charge in
the area. If a charge is too similar to that of the overlapping potential fields the detection
is dismissed as a false positive. A series of experiments were ran to find out which of the
methods proposed by the thesis are most suited for this application.

Results. The tested methods for estimating the normal distribution of a cell in the
potential field, i.e. the unbiased formula for estimating the standard deviation and a
version using Kalman filtering, both find as many of the confirmed anomalies as the base
implementation, i.e. 9/12. Furthermore, both suggested methods reduce the amount of
false positives by 11.5% in comparison to the base implementation, bringing the amount
of false positives down to 17.7%. However, there are indications that the unbiased method
has more promise.

Conclusion. The two proposed methods both work as intended and both proposed
methods perform equally. There are however indications that the unbiased method may be
better despite the test results, but a new extended set of training data is needed to confirm
or deny this. The two methods can only work if the examined overlapping potential fields
are independent from each other, which means that the methods can not be applied to
anomalies of the positional variety. Constructing a filter for these anomalies is left for
future study.

Keywords: maritime surveillance, potential field, anomaly detection, bayesian learning,
kalman filtering, false positive reduction
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1 INTRODUCTION

The sea has had an important role in global economy since we first set sail, as it allows us
to trade goods all over the world. In our modern society we have easy access to faster
means of transportation, such as aircraft. Despite this, the amount of ships at sea increase,
and in 2015 a total of 1 750 000 vessels traversed the sea[1]. In an effort to make tracking
these vessels easier, most ships with a gross weight over 300 tonnes are required to be
fitted with Automatic Identification Systems (AIS). These systems transmit, among other
pieces of information, GPS coordinates, speed and heading of the vessel on which they
are installed.

The AIS data transmitted by the ships can be analyzed in order to detect anomalous
traffic behaviour at sea, and there are several reasons why it is necessary to do so. For
instance, a ship moving away from the normal routes may indicate illegal activity such as
smuggling or human trafficking. It may also indicate that a ship is drifting due to engine
failure. Either way, analysing the incoming AIS transmissions to find these anomalies
can help preventing accidents or crime, which is why in recent years a lot of effort has
been put into the field of maritime anomaly detection.

The approach being used in this thesis was originally examined by Osekowska in her
dissertation[2]. The method uses collected AIS data to populate a potential field, further
discussed in section 2.3, with a charge. The charge represents the normal behaviour of
the maritime traffic, and can be used to produce a heatmap of the normal behaviour as
well as detect vessels that deviate from what is normal.

Multiple potential benefits and practical applications from using AIS and potential
fields in combinations exist. Which of the benefits and applications apply in a given
situation depends on the user. A ship navigator, for instance, can use the heatmap rendered
from the potential field populated by the AIS data to see the normal behaviour in a part of
the sea, making the choosing of the safest path to the target port easier. The combination
could also be used by e.g. the Coast Guard to detect possible traffic incidents, making
it possible to respond to the event quickly. From the point of view of the authorities, a
system such as this could help identify issues with traffic regulations and legislation.

1.1 Aims and Objectives
The aim of this thesis is to further improve the implementation of the anomaly detection
system DynSTRAND, by adding statistical analysis to dismiss anomalies that are likely
false positives due to too little data being gathered in the area. The modified system should
not impact the system’s ability to detect true positives, but should reduce the number of
false positives detected by the system, thus making the detections more reliable.

The current implementation of DynSTRAND has a false positive rate of 20.1%,
meaning that 20.1% of all examined vessels are marked as anomalous despite not being
anomalous. The aim is to reduce the number of false positives.

1



2 CHAPTER 1. INTRODUCTION

1.2 Purpose

The purpose of this thesis is to optimize the tool developed by Woxberg and Grahn so
that the number of false positives is decreased, while retaining the precision necessary to
find all actual deviations in the sea traffic. The need for the optimization rises from the
fact that it is the intention of the Swedish Coastal Guard to use STRAND as part of their
surveillance system, and that STRAND should be able to aid in the decision of whether
or not to take action against a detected diversion. If a lot of false positives are detected
and reported, it will make the system less usable as the tool’s operator will still have to
do a lot of manual analyzing. By reducing the amount of false positives, the efforts of the
operator can be focused where attention is truly needed.

1.3 Delimitations

The study presented in this thesis is limited to only looking at the impacts of applying the
filtering methods to DynSTRAND. Furthermore, the STRAND systems are implemented
to be able to detect anomalous course, speed, position, type and time of travel of a vessel.
However, the type variety will be excluded from the study completely, and the way point
variety will be included in the study but not subjected to the proposed methods. The
modified version of DynSTRAND which will be implemented as part of this study will
be compared to both the original STRAND implementation by Osekowska, as well as
DynSTRAND implemented by Woxberg and Grahn.

1.4 Research Question

The research questions which will be answered in this thesis are as follows:

1. Is it possible to reduce the amount of false positives detected by DynSTRAND
while not affecting the tools ability to detect true positives by adding statistical
analysis to DynSTRAND’s detection algorithm?

2. Howdoes the proposed implementation compare to the original STRANDdeveloped
by Osekowska and the DynSTRAND developed by Grahn and Woxberg?

The hypothesis for the first research question is that it is possible to reduce the number
of false positives detected by DynSTRAND by using statistical analysis, and that it is
simultaneously possible to preserve the tool’s ability to detect true anomalies.

The hypothesis for the second research question is that applying the proposed methods
to DynSTRAND will lower the amount of false positives detected by the tool. By
extension this means that the proposed methods will also perform better than STRAND,
as DynSTRAND already produces fewer false positives than STRAND.
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1.5 Research Methodology
A set of quantitative experiments are performed to answer the research questions of
this thesis. The first research question is answered using real life traffic data as well as
generated data used for a case study. The real life data consists of one set of known,
labelled anomalies as well as a set of unlabelled data considered to not contain anomalies.
The second research question is answered solely by the same set of unlabelled data as is
used for answering the first research question.





2 BACKGROUND

In this section the the basic concepts that make up the foundation of this thesis will be
explained. Maritime surveillance, Automatic Identification Systems, potential fields
and Bayesian learning will be looked at as well as Kalman filtering, which is a form of
Bayesian learning.

2.1 Maritime Surveillance
Because of the ever increasing amount of ships traversing the sea, the need for surveillance
of the traffic steadily increases as well. Systems such as AIS, further explained in section
2.2, have been developed to help with this task. In order to make the tracking of this
data easier a number of initiatives have been developed. In the European Union there is
a system called SafeSeaNet established by the European Maritime Safety Agency that
allow participating countries to request and provide data concerning maritime traffic[3].
Presently there are 29 European countries participating, with 4 of these only requesting
data[4] and all others both requesting and providing data.

In the United States there is a network of AIS transponders called the NAIS, or
Nationwide Automatic Identification System, that consists of 200 AIS receiver sites.
These are positioned along the coast of continental United States, Alaska, Hawaii and
Guam, as well as along inland rivers. The purpose of NAIS is to increase the Maritime
Domain Awareness, with a primary focus on maritime security and safety, search and
rescue, and environmental protection[5].

The Swedish Coast Guard uses a system called Sjöbasis, which is a system used to
gather and distribute information on maritime traffic from and to different governmental
organizations of Sweden, such as the police, the armed forces and the transport agency[6].
In an effort to make the use of Sjöbasis and potentially other systems like it easier to use,
the Swedish Coast Guard in collaboration with the Swedish Institute of Computer Science
(SICS), among others, have created the SADV system. The purpose of SADV is to
automate the detection of marine traffic behaving anomalously using various techniques
and subsystems[7]. One of these subsystems is STRAND, which is the base for this thesis.
STRAND and its variation DynSTRAND are described further in section 2.4 on page 7.

2.2 Automatic Identification System
Automatic Identification Systems, or AIS, are used to keep track of vessels at sea. The
systems broadcast dynamic and static pieces of information about the ship via very high
frequency radio1, which are described below. AIS is required to be carried by all ships
above 300 gross tonnage engaged in international voyages, all cargo ships with gross

130MHz-300MHz
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6 CHAPTER 2. BACKGROUND

tonnage of 500 tonnes or above regardless if the voyage is international or not, and all
passenger ships with no respect to size. The only exception to this is when international
agreements, rules or standards say otherwise[8]. The requirement is set forth by the
International Maritime Organization (IMO), and was put into effect 31 December 2004.
Smaller ships, such as fishing and sailing boats, can also be equipped with AIS.

The dynamic pieces of information that must be transmitted (with few exceptions)
are heading derived from the ships compass, rate of turn indicated by either a dedicated
sensor or the heading from a gyrocompass, and position derived from GNSS. The static
data pieces that must be transmitted are the Maritime Mobile Service Identity (MMSI)
number, IMO vessel number, radio call sign, and name, type and dimensions of the ship.
These recommendations are laid forth in [9]. Both dynamic and static information is
transmitted periodically, but the dynamic data is transmitted much more frequently than
the static data.

In December 2004, the Maritime Safety Committee stated that publication of AIS
data to freely available platforms may be detrimental for safety and security of the ships
whose information is being published. Therefore it is highly discouraged to publish
the data so that it is freely accessible. Because of this, getting access to a stream of
continuous AIS data can be hard without collecting it yourself. The Swedish Coast Guard
has access to a stream of AIS data, but to the public services like AIS Hub2 are the only
options. The service provides AIS data if you pay back to the community by uploading
AIS data you’ve collected yourself, and the data provided by the service is not streamed.
Finding suitable data for testing is therefore a challenge.

2.3 Potential Fields

In the context of this thesis, a potential field is a grid which is superimposed on a map.
Each cell in the grid contains a charge that is increased when some charging object passes
through a cell. The result of this is that cells through which a lot of charging objects have
passed will have a higher charge than the cells where few or no objects have passed. This
allows the potential field to be used as a model for the normal behaviour of the charging
objects. Along with the grid itself, a set of rules defining how the charge of one cell
distributes to its neighbours and how the charge in a cell decays over time is supplied
in order to make the model more reliable and up to date. In this thesis, the grid of the
potential field is superimposed on a world map, and the charging objects are the AIS
equipped ships that traverse the sea. Potential fields can be used for detecting anomalies,
as in this thesis, and also for e.g. path finding in artificial intelligence, as demonstrated
by Hagelbäck in 2011[10].

2http://www.aishub.net/

http://www.aishub.net/
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2.4 STRAND and DynSTRAND
In her dissertation, Osekowksa implemented potential fields for detecting anomalous
maritime traffic in a system called STRAND. Her implementation of STRAND did
however produce up to 44.4% false positives in its detections[11]. Woxberg and Grahn
studied STRAND further in 2015, and utilized quadtrees to improve the method laid forth
by Osekowska. Their implementation of the system (referred to as DynSTRAND in this
thesis) had the ability to adjust its model’s granularity as needed. The approach found
8/9 of the real anomalies in the test data, while reducing the number of false positives
from 44.4% to 20.1%[12].

STRAND uses multiple potential fields. Apart from one field which contains all
observed ship traffic, there are also specific purpose potential fields for the eight cardinal
and intercardinal directions, for different speeds and for different vessel types. These
different potential fields can be considered to be stacked on top of each other, as they are
separate but superimposed on the same geographical area.

The original implementation of STRAND uses uniform cell sizes in its potential
fields. However, in [13] Osekowska shows that the system performs better close to the
coast with small cells than with large cells, and it performs better over open seas with
large cells than with small cells. This is because ships move slower near port than out in
the open, which means that higher precision is needed close to the coast than out at sea.

The original implementation of STRAND also used statically declared cell sizes. In
2015 Woxberg and Grahn examined how using potential fields with dynamic cell sizes
would affect the anomaly detection. In their study they used quadtrees to divide the grid
cells into four smaller cells once a certain charge was reached. This allowed for small,
high precision cells where the traffic was slow or frequent, while larger cells could be
used in less trafficked areas[12]. The study showed promising results, and this version of
STRAND is the foundation of my thesis.

2.5 Bayesian Learning
Bayesian learning, or Bayesian inference as it is also called, is a form of machine learning
that has its base in probability theory, particularly in Bayes Theorem (equation 2.1 below,
A and B are two stochastic variables).

P(A|B) =
P(B |A)P(A)

P(B)
∝ P(B |A)P(A) (2.1)

Bayesian learning is not a machine learning algorithm, but rather a scheme describing
how machine learning can be done. It starts off with a probability distribution called the
prior describing the probability that the initial statement is true. When new information
is observed, the likelihood that this new information is true is combined into the prior to
form a new probability distribution, called the posterior, which denotes the probability
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that the original statement with the new added information is the truth. In other words, the
more information is observed and subsequently added to the model, the more accurately
the model shows the certainty of the statement’s truth. This is showed in figure 2.1. This
form of machine learning closely resembles the way humans process new information,
and how we assign likelihood of truth to a statement[14].

0 1 2 3 4 5 6 7 8 9 10
0

0.2

0.4

x

y

Prior
New information

Posterior

Figure 2.1: The prior is the distribution of the model before new information is added.
The posterior is the distribution produced by combining the prior with the distribution of
the new information.

In this thesis Bayesian learning will be used to model how probable it is that enough
data is gathered in a certain cell of the potential field for the cell to accurately find
anomalies. How this will be implemented is detailed further in section 4.1.1 on page 15.

2.5.1 Kalman filtering
Kalman filtering is a Bayesian algorithm for estimating the true value of a series of
measurements with Gaussian noise. This is done using equations 2.2, 2.3 and 2.4. The
first algorithm, 2.2, calculates the so called Kalman Gain (KG). This value acts as a
bias, determining how much the next observation will affect the estimated true value. In
the equation EEST is the error in the estimate and EME A is the error in the measurement.
If EME A is small compared to EEST the Kalman gain will be close to 1. This, in turn,
means that the measurement is more accurate than the estimate, and the measurement
will affect the new estimate more. If the reverse it true, i.e. EEST is small compared to
EME A, the estimate is better than the measurement and the Kalman gain is close to 0,
which means that the measurement is not affecting as much.

Equation 2.3 is the formula to calculate a new estimate. It is clear from this equation
what role the Kalman gain plays in the process. The next estimate is calculated by
adding the biased difference between the last estimate and the new observation to the last
estimate.
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Lastly, in equation 2.4, the new error in the estimate is calculated from the last error
in the estimate.

KG =
EEST

EEST + EME A
(2.2)

EST = ESTt−1 + KG[ME A − ESTt−1] (2.3)

EEST = [1 − KG]EESTt−1 (2.4)

This process is done with each new observation, thus bringing the estimate closer to
the true value of the observations with each iteration. How this algorithm is utilized in
this thesis to estimate a normal distribution is discussed further in sections 4.1.1.2 and
4.1.1.3.





3 RELATED WORK

Anomaly detection is, according to Chandola et al., the act of looking for patterns
deviating from the expected behaviour in a data set[15]. In maritime traffic, such patterns
can be unexpected speed, heading, or position of a vessel, as well as ships passing by
each other at a closer distance than is normal. As these behaviours might indicate danger
or illegal activity a lot of research has been put into the area of detecting these behaviours,
and there are many approaches to the problem.

Using potential fields to build a model of normal behaviour has been suggested
by Osekowska[11]. In her solution, each vessel leaves a charge in a grid which is
superimposed over a map of the sea. As the charge builds up in the grid, a model of the
normal behaviour of the maritime traffic is built. If a ship is found in a cell in the grid
with low enough charge the vessel is considered to behave anomalously. Based on this a
tool called STRAND was developed.

Mascaro et al. studied the use of Bayesian Networks for modelling maritime traffic and
detecting anomalous behaviour from AIS data in 2013[16]. In the study they investigated
two approaches to learn the models. In the first approach they took steps k and k + 1
in the data set in mind, effectively using a Dynamic Bayesian Network. The second
approached was derived from creating single summary records of each tracked vessel,
from which a static model was learned. From the study they conclude that combining
the two approaches will likely yield a more reliable anomaly detection with fewer false
positives.

A method for anomaly detection using geometric analysis was laid forth by Soleimani
et al. in 2015[17]. The method does not require training in order to work, but compares
the actual trajectory of a vessel with a near-optimal path generated by a graph search
algorithm. The approach gives each ship trajectory a score denoting how anomalous it
is, which enables sorting by how deviating the taken path is. They proceeded to add a
threshold to their scoring, denoting whether or not to consider the trajectory in question
an anomaly. After using the score and an anomaly threshold to label each trajectory as
normal or abnormal, the method’s labelling was 94% consistent with the labelling of a
human expert. In other words, the system labelled 94% of all trajectories correctly.

By using a data-driven non-parametric Bayesian model combined with active learning,
Kowalska and Peel got an approximate accuracy of 80% in their detections when their
model of normal behaviour was properly trained, i.e. approximately 80% of the assessed
data points were correctly classified as normal or anomalous[18]. The Bayesian model
was built with Gaussian processes as its base, where the mean m = 0 and the "square
exponential" stationary covariance function was used, with σ2

f being the signal variance.
The use of multiagent systems has also been explored. In 2012 Brax et al. approached

the problem using a rule engine to keep track of maritime regulations and an adaptive
multi-agent system to evaluate ship behaviour and trigger an alert should an anomaly

11
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be detected[19]. For each observed ship a separate agent is created, which evaluates
the severity of detected anomalies. The anomalies are issued by the rule engine. If the
numeric value representing the severity surpasses a defined threshold an alert is triggered.
However, the method’s performance has not been evaluated.

Holst et al. studied the combination of data-driven statistical analysis and knowledge-
driven rule analysis in their paper in 2012[20]. They use Bayesian inference to analyse
observations statistically. The study shows that the two anomaly detection methods can
be combined and that they complement each other.

A study was made in 2015 by Shahir et al. on detecting anomalous interaction
between vessels[21]. In it, they use left-to-right Hidden Markov Models to represent the
ship patterns, and Support Vector Machines to classify the vessel interaction. The study
shows that using this strategy 96.7% of all examined data points were correctly classified
as normal or anomalous.

The Gaussian Mixture Model together with a greedy Expectation-Maximization
algorithm was used by Laxhammar in 2008 to cluster vessel traffic patterns together[22].
The paper concluded that while the approach worked, it produced detections of a simple
nature and in order to detect more complex anomalies more work would be needed.

In 2011, Laxhammar and Falkman studied the use of the Similarity based Nearest
Neighbour Confirmal Anomaly Detector (SSN-CAD) to detect anomalies in trajectory
data[23]. The algorithm takes the dissimilarity measure as a parameter, and in the article
two parameter free dissimilarity measures are used, both based on Hausdorff distance.
The article concluded that the method yielded high sensitivity and a low false alarm rate.

Using the ISFAR concept, Roy and Davenport created the ARMAD system in 2010,
designed to detect traffic diverting from normal behaviour at sea[24]. In the study,
expert knowledge on the subject of maritime anomaly detection was expressed using
description logic, and this ontology was exploited using automated description logic
reasoners. According to the study, ARMAD showed potential but is not suitable for real
life anomaly detection, as this has quite high processing demands because of the amount
of data to process.

Apart from the problem of finding the anomalies themselves, there is also the issue of
finding only the anomalies, i.e. reducing the amount of false positives. While some of
the aforementioned approaches have kept this in mind and have made active efforts to
keep the number of false positives down, most of them focus on finding the anomalies,
not reducing the amount of false alarms. There are however studies using different
approaches on this area as well.

Osekowska et al. made a study concerning the optimal cell size in the potential field
grid used by STRAND in 2014[13]. In it they concluded that different grid sizes were
more suitable for different conditions. Close to the coastline a more fine grained grid
needs to be used, while in the open sea larger grid cells are more appropriate. This is due
to the fact that ships move slower near the coast and therefore risk leaving a charge in a
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large cell more than once, and at sea small cells might result in some cells not getting any
charge as the ship passes it too quickly. The optimal ratio for the cell size is a side of
60-200 meters for small cells near port, and a side of 300-1000 meters for large cells in
the open sea.

Grahn and Woxberg made a study in 2015 which examined the possibility to increase
accuracy and reduce the number of false positives in Osekowska’s STRAND system by
using quadtrees, i.e. by dividing each cell in the potential field into four smaller cells
once a certain potential was reached in the cell[12]. In the study they showed that the
method has promise, but in order to get more certain results a better set of training and
test data would have been needed.

In 2015, Radon et al. published an article to the 2015 IEEE International Conference
on Big Data (Big Data) where they described a method to reduce the number of false
positives in maritime anomaly detection by taking contextual information into the
calculation[25]. If e.g. the weather conditions are unfavorable for sea voyages chances
are that any ships traversing the ocean will slow down. If the weather is then not taken
into account when trying to detect anomalies this lowered velocity might be interpreted
as anomalous. The study showed that using contextual information decreases the amount
of false positives in all tested cases, and removes them completely in some.





4 METHOD

4.1 Implementation
4.1.1 Bayesian Learning
In this thesis, Bayesian inference is used to model the probability that enough data is
gathered in a particular cell of the potential field used as a model of normal behaviour.
This is done to produce alarms that can realistically be considered to be true positives.
To represent this probability, a Gaussian distribution is chosen where the expected value
(denoted m) and the standard deviation (denoted σ) are calculated as laid forth in sections
4.1.1.2 and 4.1.1.3.

The data being used to estimate the normal distribution consists of the charges of a
cell where an anomaly was detected in all potential fields. I.e., if an anomaly has been
flagged in cell 50, 43 in one potential field, the charge of this cell will be x1 ∈ X . x2
through xn are the charges of cell 50, 43 in the other potential fields, see figure 4.1.

Figure 4.1: The same cell in the potential field for all the cardinal and intercardinal
directions

All kinds of potential fields except the way point one is examined, i.e. if a speed
anomaly is detected the data set used to estimate the normal distribution of the charge
in that cell consists of course and daytime potential fields as well. The reason for this
is that speed is independent from course and course is independent from daytime etc.
This can be extended to work with all kinds of potential fields in STRAND except the
way point one which is not independent from the others. The potential fields has to be
independent from one another to enable the use of the Gaussian distribution as a model

15



16 CHAPTER 4. METHOD

for how the charge is distributed over the different potential fields. If a ship is regarded as
a stochastic variable which can take the values 0 or 1, 0 meaning the ship didn’t pass
through the cell in question and 1 meaning that the ship did pass the cell, the charge can
be considered a sum of stochastic variables. A sum of random variables is approximately
normally distributed[26], and as such we can use the distribution in this case.

4.1.1.1 Kalman filtering
As shown in section 2.5.1, the Kalman filtering algorithm takes two variables: the error
in the measurement and the error in the estimation. These represent how much the
measurements and estimations vary from the actual value. The error in the measurement
is usually static, provided that the same measuring tools are used for each observed
measurement, while the error in the estimate is updated iteratively by the algorithm. In
this thesis the error in the measurement is set to 0.1 and the error in the estimate is set to
2. The error in the measurement is chosen to be 0.1 as it gives the measurements high
significance in the beginning of the filtering process, while still giving some room for error
in the actual observations. The room for error does not need to be large, as measurements
are the potential in the cells of the potential fields, which is precise. The error in the
estimate is chosen to be 2 because it gives the measurements further significance in the
beginning of the filtering, while still allowing the estimate to become significant quickly
enough to actually affect the outcome, given the low amount of observed data.

4.1.1.2 Estimating the expected value m
In a Gaussian distribution the expected value is the point in the center of the bell curve. It
can be calculated from observed values of a stochastic variable of the same distribution.
Because of the small sample size which will be used in this thesis, and because of the fact
that there will be deviating values in the sample sets, it is not unreasonable to question
whether or not a normal average is the best way to estimate the expected value. Kalman
filtering is designed to filter out Gaussian noise from measurements, which makes it a
good candidate as the best method. Because of this an experiment to determine whether
a normal average or Kalman filtering is the best way to estimate the mean was performed,
as discussed in section 4.4.1.

4.1.1.3 Estimating the standard deviation σ
Two attempts were made to accurately estimate the standard deviation. The first method
used the unbiased formula for estimating the standard deviation that can be seen in
equation 4.1. The second method, referred to in this thesis as filtered estimation of
the standard deviation, estimates the standard deviation for a part of the data set using
the unbiased formula a number of times, each time increasing the amount of data used.
Once these estimations are performed, Kalman filtering is applied on the estimated
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values. In other words, the method first estimates the standard deviation for only {x1},
then for {x1, x2} etc, until {x1, x2, ..., xn} has been estimated. Once this is done, all the
estimations are used as observations in the Kalman filter. The final estimation of the
standard deviation is the outcome of the filtering.
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√√
1

n − 1

( n∑
i=1
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The two methods do not perform equally well under all circumstances. When there
are no highly deviating values in the data set examined, the unbiased method outperforms
the filtered one. The opposite is true for the filtered method, i.e. it outperforms the
unbiased method when there are highly deviating values in the data set. This can be seen
in figure 4.2, where the two Gaussian distributions N (40, 5) and N (40, 10) are tested
with different deviating values. The graphs show the average difference between the true
standard deviation and the estimated standard deviation for the two methods after 50000
trials for each deviating value.
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Figure 4.2: Difference from the true standard deviation in the two method of estimating
it. N (40, 5) to the left, N (40, 10) to the right

As is clear from the graphs, the point where the unbiased method becomes better than
the filtered one is not consistent between different true standard deviations. Therefore, in
order to determine which method works better in the context of this thesis an experiment,
described in section 4.4.3, is performed.
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4.2 Training Data

The training data used in this thesis is the same as the data used by both Osekowska and
Woxberg and Grahn in their studies[12, pp. 21–24]. The data is a set of AIS messages
containing MMSI, position, course, speed and a timestamp. This data, as well as static
data such as vessel names and types, are stored in an SQLite database. The training data
was collected over nine days, with the first transmission recorded at 2012-04-12 07:12:29
and the last one at 2012-06-21 17:06:59. The collected AIS messages come from the
southern part of the Baltic Sea in an area stretching from longitudes 13.4 to 21.6 and
latitudes 53.5 to 57.5. The data is downloaded from www.aishub.net by Osekowska
with a few minutes intervals between downloads.

The positions of the recorded vessels are stored in longitude and latitude degrees with
a precision of five decimals. The vessel course is stored in degrees, ranging from 0 to
360, rounded to the closest integer and speed is stored in knots with a precision of one
decimal. The timestamp shows when the AIS transmission was downloaded, and deviates
from the time the transmission was sent with a maximum error of a couple of minutes.

The training data has been divided into two categories. One part is considered to be
historical data, and is used to populate the potential field with charges in order to build
the normal behaviour model. The other part will be used as the set of current traffic, and
will be tested against the normal model where each data point will be marked as normal
or anomalous. The two parts are disjoint, and no AIS message occur in both parts.

4.3 Test Data

Two sets of confirmed anomalies were provided by the Swedish Coast Guard. The list of
usable anomalies from these two sets can be seen in table 4.1, and these anomalies are a
small fraction of the two larger sets which were provided. These two sets contained 220
and 242 confirmed anomalies respectively, but due to lack of necessary data only this
small list could be used in this thesis. The confirmed anomalies which could not be used
lacked data for speed or course of the vessel when the anomaly was reported. In some
cases, such as when a ship had grounded, the speed could be deduced. However, only a
handful of these anomalies were within the region of where training data was available,
i.e. from 53.5 to 57.5 latitude and 13.4 to 21.6 longitude.

www.aishub.net
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ID Event Longitude Latitude Date
1W Collision with wharf, bridge, etc 17.014 56.983 2013-01-05
2W Grounding 18.502 57.162 2013-04-28
3W Grounding 16.382 56.530 2013-06-25
4W Grounding 14.650 55.997 2013-11-25
5S Fire in electrical installation 14.360 55.557 2013-05-24
6S Fire/Explosion in engine room 18.430 56.850 2013-06-01
7S Engine failure 18.350 55.400 2013-06-23
8S Fire/Explosion in engine room 15.575 56.167 2013-06-24
9S Engine failure 13.937 55.395 2013-08-09
10S Still at sea 16.160 55.596 2016-03-14
11C Grounding 16.549 57.275 2016-03-08
12C Grounding 16.549 57.276 2016-03-13

Table 4.1: List of confirmed anomalies used by previous studies of STRAND. In the ID, a
W means "way point anomaly", an S means "speed anomaly" and a C means "Course
anomaly".

The usable entries are all of the type "Grounding" or "Collision with wharf, bridge,
etc", "Still at sea", "Engine Failure" or "Fire in electrical installation". For the first three
categories it is easy to deduce that the speed for the anomalies are 0 from the nature of
the anomaly. The speed for the last two categories are also deduced to be 0, but as the
ships could drift in these cases it is a more uncertain deduction.

The letters in the ID of the anomalies in table 4.1 show what kind of anomaly the
ID is assigned to. A W means that the anomaly is of the way point variety, an S means
speed anomaly and a C means course anomaly. These IDs are used throughout the thesis.

As the method for reducing false positives proposed in this thesis uses DynSTRAND
as it’s foundation, the amount of anomalies that can be found by the proposed solution
from the above list is limited by the amount that is detected by DynSTRAND. In figure
4.3 the results are seen, and it is clear that only nine out of the twelve anomalies are
detected. This means that the proposed solution can only detect a maximum of nine
anomalies from the confirmed set of anomalies. The detections in the figure were made
with the parameters determined to be optimal by Woxberg and Grahn in their thesis. This
means that the original size of the grid cells is 2048 meters, the cells divide at most
6 times, which gives a minimum cell size of 32 meters, and the cells divide when the
potential of a cell is 20.
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Figure 4.3: The result of running the anomalies in table 4.1 through DynSTRAND. An
arrow marks a detected anomaly, while a cross marks a missed anomaly. Note that both
11C and 12C were missed, but they share a single cross due to being close to each other.
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4.4 Experiments

4.4.1 Mean estimation experiment
In order to establish whether using Kalman filtering or the normal average is most suitable
to estimate the mean, the two methods were tested against a sample set produced by
a stochastic variable Y ∈ N (40, 5), where 19 values were produced by the stochastic
variable. The twentieth and last value represented a deviating value, to simulate the
conditions of the STRAND potential field in the case of a true positive. These deviating
values varied between 0 and 40 in increments of 5. For each deviating value a total
of 50000 sets of random values were produced and the mean was estimated from each
of these data sets. From these estimated expected values, the true expected value was
subtracted and the absolute value of this difference was summarized and divided by
50000, thus producing an average error in the estimation for each of the deviating values.
The method which turns out to be the better one will be used to estimate the mean in the
rest of the experiments of this study.

4.4.2 Threshold experiment
In order to efficiently be able to filter out as many false positives as possible while
still keeping all true positives, it is necessary to define what the probability threshold
should be to consider detections to be true positives. To determine this threshold an
experiment was run. The experiment consisted of running the detection algorithm of the
list of confirmed anomalies (table 4.1 on page 19) a number of iterations. Each iteration
the probability threshold is incremented by 0.005, i.e. 0.5%, and the number of found
anomalies is counted. Once all anomalies are detected the experiment is stopped, as
all higher probabilities will also find all anomalies, and as more false positives will be
filtered out with a lower probability threshold it would be redundant to further test the
possible thresholds. The experiment is done for both methods of estimating the standard
deviation as part of the experiment to determine the better method of the two. In this case,
"all anomalies" is the set of anomalies detected by DynSTRAND, showed in figure 4.3.

As only two of the confirmed anomalies have known courses and timestamps and
these two are not found by any of the implementations of STRAND for reasons explained
in the discussion, this experiment is ran with only speed and way point anomaly detections
turned on. This is to avoid the experiment generating false positives due to lack of data in
the set of known anomalies.

4.4.3 Standard deviation method test
As discussed in 4.1.1.3, the two proposed methods for estimating the standard deviation
work well under different circumstances. This means that one of the methods should
generally perform better than the other in the application of this thesis, and it is therefore
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necessary to determine which of the methods is most suitable. In order to do this an
experiment is performed. Firstly the threshold experiment described in section 4.4.2 is
performed for both estimation methods in order to determine at what probability the two
methods find all true anomalies. Once these values are found, the detection algorithm is
run on the set of data points with the last observed AIS transmissions for the ships in the
training data once for each estimation method with the determined probability threshold
for that method. The amount of detected anomalies is counted, and as the data set is
considered to not have any true anomalies all detections are false positives. Therefore the
method which produces the fewer detections will be considered the better alternative.

4.5 Validation Method
The goal of this thesis is to reduce the amount of false positives produced by DynSTRAND
when detecting anomalies. To verify to what degree the amount of false positives is
reduced, the proposed method which proved to be the better one will be compared to
previous implementations of STRAND. In other words, the better proposed method
will be compared to the unaltered DynSTRAND, but also to the original STRAND.
DynSTRAND will be tested with the same parameters as the improved version, i.e. the
potential field will divide up to 6 times, the division will happen when the potential of a
cell reaches 20 and the initial size of the cells will be 2048 meters. These parameters
are chosen as they are found to be optimal in Grahn and Woxberg’s thesis on the subject.
Osekowska’s original STRAND will be tested with a small cell size, i.e. the sides of the
cells will be 64 meters. The reason for this is that her implementation found the most
confirmed anomalies with this setting.



5 RESULT

5.1 Results of mean estimation experiment

The results of the mean estimation experiment can be found in figure 5.1. As shown
in the figure, using the average to estimate the mean outperformed using the Kalman
filtering in this case study. The deviating value was the last observation throughout this
experiment, meaning that it held the least significance to the output to the Kalman filter.
Despite this the results turned out as shown in figure 5.1.

It should be noted that these are just average errors. In reality, the Kalman filter may
work better with some data set than the average does for the same data set, but on average
the best method is to use the normal average of the observed data set as the distribution’s
mean. It should also be noted that the experiment is performed as a case study. The
Gaussian distribution Y ∈ N (40, 5) was chosen because it puts the most likely outcomes
from producing random number between 30.2 and 49.8. This is deemed suitable to
represent the charge of a cell in the potential field, as all charges in the potential field are
positive and the distribution will likely keep all outcomes positive.

As a result of this test, the average is used to estimate the mean for all experiments
following this one.
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Figure 5.1: Average difference from the true mean for the two methods of estimating it
for N (40, 5)
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5.2 Results of threshold experiment
In figure 5.2 below the results of the threshold experiment is presented. From the figure
it is clear that the two methods both find all confirmed anomalies when the probability
threshold is set to 2%. This means that any detection in a cell with a potential that has
a higher probability than 2% will be dismissed as a false positive. The experiment is
stopped at this threshold as increasing the threshold further would not find more of the
set of confirmed anomalies, and would mean that fewer false positives are filtered out.
The determined of 2% will be used as the threshold for both proposed methods for all
following experiments.
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Figure 5.2: Amount of anomalies found by the different methods of estimating the
standard deviation at different probability thresholds.

5.3 Results of the standard deviation estimation method experiment
In table 5.1 the results of the standard deviation estimation method experiment can be
seen. It shows that both methods marks 116 vessels as anomalous, which is equal to
17.7% of all data points that were examined. From these results it seems that the two
methods perform equally. As way point anomalies are not handled by the proposed
filtering methods it is however possible that a difference in performance is simply masked
by detected way points as ships can be marked with as anomalous in more than one
potential field. Because of this it is necessary to look at the individual types of detections
to see whether the two methods are in fact equal in performance or if one of the methods
is better.
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Method Anomalies Detected Waypoints Examined Percentage
Unbiased 116 655 17.7%
Filtered 116 655 17.7%

Table 5.1: Results of the test for estimating standard deviation

In table 5.2 the amount of detections of each anomaly type is shown. The table shows
that the amount of detections doesn’t vary for any of the anomaly types between the two
examined methods. Both methods produce 70 course anomalies, and 32 each of speed
and daytime anomalies.

Method Total Way point Course Speed Daytime
Filtered 116 47 70 32 32
Unbiased 116 47 70 32 32

Table 5.2: The amount of different anomaly types detected using the two proposed
methods for estimating standard deviation

The table alone makes it seem like there is no difference between the two methods.
Examining the individual detections made by the two methods reveals that such is not
the case. There are three detections that the filtered approach marks as anomalous while
the unbiased does not, and there are three detections that the unbiased method marks as
anomalous while the filtered does not. The differences between these two cases can be
seen in figure 5.3. The figure shows examples of how the methods perform differently.
In all cases where the filtered method detects an anomaly that the unbiased dismisses,
the cell potential is in the part of the normal distribution where the one estimated by the
filtered method is under that of the unbiased approach. The opposite is true for when the
filtered method dismisses a detection that is accepted by the unbiased approach.
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Figure 5.3: Difference between the two examined methods. The unbiased finds an
anomaly that the filtered does not to the left, and vice versa to the right

Further examining the individual detections reveals that most of the detections that
were filtered out as not anomalous have a lowmean and standard deviation, which indicates
that these areas have a very low charge over all and thus has had little traffic. In fact
64.1% anomalies dismissed by the filtered method and 65.1% of all anomalies dismissed
by the unbiased method have a mean that is less than 1 and all dismissed anomalies have
a mean less than 4 regardless of method. The case for standard deviation is similar, with
all standard deviations being under 4 for all anomalies discarded regardless of method,
and 75% being under 1 for the filtered and 75.9% being under 1 for the unbiased method.
These values may change as the amount of training data increases, as the charge even in
under populated cells will likely increase when the potential field is better trained. This
will not mean that the filters stop functioning, but only that the numbers themselves will
look different. It is also probable that the amount of dismissed detections will decrease
as the amount of training data increases, as the base implementation should not detect as
many false positives with a well trained potential field.

Looking at the individual anomalies also reveals that the estimated standard deviation
for the filtered approach is lower than the standard deviation for the unbiased method
68.44%, regardless of whether or not the examined data point is considered anomalous
or not, which is showed in figure 5.4. This means that the bell curve for the unbiased
method will be flatter than the curve of the filtered method in most cases.
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Figure 5.4: Estimated standard deviations for the two examined methods. The
estimations are sorted are sorted for clarity

A keen eye may notice that the numbers in table 5.2 do not add up to 116 in total, but
in fact add up to 181. This comes from the fact that each data point examined can be
labelled as more than one kind of anomaly, while the total number of detections only
count each data point labelled with any anomaly type once. I.e., if a data point is marked
as both a course and a speed anomaly it will still only count as one detection with respect
to the total amount of detections.

5.4 Validation
In table 5.3 below the test results of the standard deviation estimation experiment are com-
pared to Osekowska’s original implementation and Woxberg and Grahn’s DynSTRAND.
The table shows that using the filtered method for reducing false positives laid forth in this
thesis does indeed decrease the amount of false positives. DynSTRAND produced 20%
false positives, while the suggested method only produces 17.7%. This means that when
using the proposed method the amount of false positives is reduced by 11.5% compared
to DynSTRAND and 46.4% compared to the original STRAND. The data presented in
the table is also shown in figures 5.5 to 5.7 on page 29.
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Method True Posi-
tives

False Posi-
tives

Examined Percent False
Positives

STRAND 9 284 655 43.4%
DynSTRAND 9 131 655 20%
Unbiased 9 116 655 17.7%
Filtered 9 116 655 17.7%

Table 5.3: Comparison of results from previous studies and this study, examining all
anomaly types
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Figure 5.5: Left: Confirmed anomalies detected with original STRAND.
Right: Unconfirmed anomalies detected with original STRAND.

Figure 5.6: Left: Confirmed anomalies detected with DynSTRAND.
Right: Unconfirmed anomalies detected with DynSTRAND.

Figure 5.7: Left: Confirmed anomalies detected with both the proposed methods.
Right: Unconfirmed anomalies detected with both the proposed methods.





6 DISCUSSION

As shown in the result, the two methods for estimating the standard deviation both
reduced the amount of false positives down to 116, which equals 17.7% of all examined
ships. Looking at the amount of detections done with each anomaly type reveals that
the two methods still find equal amounts of the different anomaly types. However, when
looking at individual detections it is clear that the two methods do in fact perform slightly
differently, as there are a total of six detections that differ between the two methods.
Three of these are dismissed by the filtered method and not by the unbiased method, and
vice versa. This means that one of the methods is probably better than the other, but it is
not possible to determine which, with the test data used in this thesis.

Looking at the individual detections also showed that the filtered method estimates
lower standard deviations than the unbiased method in most cases. This means that the
bell curve of the unbiased method will be flatter than the curve of the filtered approach.
When taking this into account, it seems reasonable that the unbiased method should
actually perform better than the filtered approach, simply because any given probability
threshold will be further from the mean with a flatter curve. This, in turn, means that
more values should be filtered out. But, as mentioned, a new extended set of data would
be needed to confirm or discard this theory.

Further examining the individual detections reveal that all dismissed detections have
a standard deviation and mean that is lower than 4, and that most are lower than 1. This
means that the anomalies that were dismissed were located in cells in the potential field
where the charge was not built up very much; a charge of 4 means that only four ships
passed through that cell previously. This is a positive result, as the aim of the thesis was
to reduce the amount of false positives, mainly caused by too little data being gathered in
the cell where the alarm was raised. This result shows that the proposed filters do exactly
that. It should be noted that the numbers do not mean that the filters will only work for
these low means and standard deviations. The filters will work in the same way even
for larger values, and all anomalies detected in areas with similar charge in all potential
fields will be dismissed. This means that the filters will still fulfill a purpose in a well
trained potential field.

The way point potential field was not subjected to the filtering methods suggested
in this thesis. This is due to the fact that the potential field is not independent from the
other potential fields, thus making it erroneous to use it when estimating the normal
distributions. Because of this the way points have to be examined on their own, but as
there is only one potential field in DynSTRAND holding way point data it is not possible
to reliably estimate a normal distribution from only way point data. It should however
be possible to further reduce the amount of false positives produced by the system by
applying some form of filter on the way point anomalies as well.
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Of the set of confirmed anomalies there are three that are never found by the original
DynSTRAND implementation, and as such cannot be found by any of the implementations
proposed by this thesis. The anomalies in question are 5S, 11C and 12C. The two latter
occurred a few days apart at locations which are very close to each other. The data
regarding these received from the Swedish Coast Guard is quite sparse, but the description
of them are "aground in 3 minutes". The fact that both these anomalies have a non-zero
speed recorded implies that the anomalies weren’t actually recorded when the ships had
grounded, but rather when grounding was imminent. As STRAND is not designed to
detect incidents that are about to happen, but only detect when a ship goes outside of the
normal behaviour, it is not implausible that the two ships behaved in a normal fashion
according to STRAND. The third anomaly which was never detected is 5S. This anomaly
was reported as "Fire in electrical installation". No speed was recorded along with the
incident, but from the circumstances it was deduced that the ship should stand still or drift
slowly. The anomaly was recorded very close to port, and as such it is not unreasonable
to see why an anomaly cause by the ship not moving could be missed.

While STRAND and all its variations are built for detecting incidents once they’ve
happened, it would be possible to modify the system to make it a preventative tool as well
and thus make it possible that anomalies 11C and 12C would also be detected. There
are several types of anomalies which can be avoided if only an alarm is raised in time.
For instance, if two vessels are on a collision course this could be avoided by one or
both of the ships changing their course. Another preventable accident is grounding, as
a correction of course in time will prevent this as well. As it stands today, STRAND
has no feature to do this. By adding the ability to mark an area as strictly off limits it
would be easy to make sure that ships heading for shallows would be detected early by
simply marking the shallow area and some surrounding sea. Once a ship passes into the
surrounding area it would be marked as an anomaly regardless of charge in the potential
field. A similar feature could be devised for preventing collision by saying that ships
which move on crossing courses and are within a certain range from each other raises an
alarm irrespective of charge in the potential field as well. This is outside the scope of
what the potential field alone can accomplish, however.

Another feature that would improve the tool is detecting that a ship has turned
off its AIS transmitter. The system as it stands works by looking at where a ship is
geographically, and comparing that to a model of where ships normally are. This is
sufficient to detect ships going off course, going too fast or suffering from an engine
failure. These anomalies are all accidental to some degree. However, if a ship engages in
illegal activity of some sort it stands to reason that they will probably want to hide their
activity. A good way to do this would be to turn off their AIS system, thus making their
deviating routes invisible to systems such as STRAND. This could possibly be remedied
by not only looking at the positional data of the ships in real time as separate data points,
but by also tracking them over a period of time. Should the ships at some point stop



33

sending AIS data this could then be detected as an anomaly, as it might indicate illegal
activity in progress.

The STRAND systems have potential to be used to help protect the environment.
In particular if the proposed additions are made, the system could detecting e.g. oil
tankers that are about to or have already grounded, and therefore it may be possible to
dispatch rescue and clean up teams earlier than if an alarm has to be raised manually by
the tanker’s crew.

It could be argued that STRAND suffers from privacy issues and that the system
enables it’s users to monitor where people go or what companies do. However, in it’s
current state this is not possible, as neither passenger lists or the MMSI-ID for any ships
can be retrieved through the tool.
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The two research questions for this thesis are if it is possible to decrease the amount
of false positives produced by DynSTRAND without impairing the tool’s ability to
detect true anomalies, and how the proposed implementations compare to STRAND
and DynSTRAND. The experiment results show that the proposed methods does indeed
decrease the amount of false positives in DynSTRAND. The base implementation detects
131 false positives while both proposed methods detect 116, thus bringing the number
down. The second part of the first question is answered by the threshold experiment.
The probability threshold of determining whether or not a detection is to be discarded
as a false positive or not is chosen so that all confirmed anomalies are found with that
threshold. In other words, it is possible to decrease the amount of false positives without
impairing the ability to detect true anomalies.

The answer to the second research question is quite clear. The proposed methods
reduces the amount of false positives by 11.5% compared to DynSTRAND, and by
46.4% compared to the original STRAND. The improved system still detects 17.7% false
positives however, which leaves room for further improvement.

The results also show that the proposed method filters out anomalies detected in fields
with low means and standard deviations. This indicates that the cells from which the
detections are dismissed contain a small amount of previous data. The supposed target
for the filters were anomalies detected in cells with too little data gathered to make a
reliable detection, and the results show that the proposed filtering methods do just that.

The two proposed implementations perform equally well on the test data used in
this thesis. However, the results indicate that the unbiased method may do better than
the filtered approach due to the fact that the unbiased method produces wider normal
distributions, which means that it should be able to filter out a larger range of cell
potentials as false positives. To confirm or deny this a different set of test data would be
necessary, and as such it is left for future studies.

As commented in the discussion, way point anomalies are not subjected to the
proposed methods of false positive reduction. It should be possible to further reduce the
amount of false positives detected by DynSTRAND to filter the way point potential field
as well. The design and implementation of such a filter is left for a future study.

The fact that STRAND has no way to detect that a ship stops sending AIS data, which
could indicate illegal activity, is also mentioned in the discussion. To remedy this it could
be possible to look at the transmitted AIS data of a single ship over a period of time, not
only in discrete steps as is the case now. It would then be possible to detect that the AIS
is missing and raise and alarm. Studying the possibility of this area where further work
could be done.
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The discussion also comments on several features which could be added to STRAND
to make a preventative tool that raises alarms when incidents are imminent. Adding these
features to the system is also left for future studies.

To conclude, this study has shown that it is possible to decrease the amount of false
positives in DynSTRAND by 11.5% without affecting the ability to detect true anomalies
by the introduction of statistical filters to the tool. Filtering is accomplished by estimating
a normal distribution and dismissing all detections in potential field cells where the charge
has a probability higher than a certain threshold, determined to be 2%. The filters dismiss
any detected anomalies found in areas where the potential field is not populated enough,
and thus make it possible for operators of the tool to focus more on the real anomalies.
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