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Abstract
With the novel advances in sequencing technology, scientists have now access to
information derived from a single cell. As singlecell sequencing attracts attention, the
publicly available scRNAseq datasets become easier to find. In this study, we
implemented a stacked denoising autoencoder, which aims to identify cell types based

on singlecell gene expression data. The data that we used are coming from two

different labs, and both derive from the mouse cortex containing neuronal and
nonneuronal cells. We successfully conducted experiments that incorporate both
datasets, proving that our algorithm is capable of generalizing well and capturing the
essential information of the cells, even though the data are highly heterogeneous.
Finally, we created a simple method for marker gene identification, which takes
advantage on the previously trained machine learning model, to indicate which genes
are highly expressed for each available cell type.

Learning to recognize cell types with neural networks
Popular Science Summary
Anastasios Glaros
Cells are the building blocks of life. Every living thing is made of either one cell (unicellular) or
more than one cell (multicellular). Multicellular organisms usually have several types of
different cells (e.g. muscle cells, skin cells, etc.). Categorizing cells into different cell types is as
crucial as the classification of the living organisms into different species. Each cell type is
dedicated to performing a set of unique tasks, while maintaining the common basic cell
functions. Specifically, the human body is made of about 30 trillion cells and they all belong to
one of the estimated 210 different cell types in it. Another rough estimate, supports that each cell
type has about 20 cell subtypes on average. Nevertheless, the definition of these numbers is still
an open research field due to the lack of a universal way to distinguish the various cell types.
However, the expression levels of the genetic code of the cells (gene expression data) could also
work as their fingerprint, so reading it could give the solution to this problem. For many years,
scientists tried to take advantage of this phenomenon, however it was not possible to extract
information from each individual cell, with the former technology. Fortunately, recent advances
in the field of genome sequencing, are now allowing the precise information acquisition of
individual cells, through a process called 
singlecell sequencing
.
Singlecell sequencing
technology, as most of the biological assays nowadays, produces very big
and complex data volumes that computer algorithms have to be used in order to process them
and infer any conclusions in a reasonable amount of time. An emerging technology on the
computer science side that could help in the analysis of such data, is the so called 
deep neural
network
, which is an advanced 
machine learning
technique. As 
machine learning
, we can define
an algorithm which is able to learn without being specifically programmed. In this study, we
built a specific deep neural network, which is called a 
stacked denoising autoencoder
(StackedDAE), in order to import 
singlecell
gene expression data anticipating it to learn how to
discriminate between different cell types.
Specifically, we tested two datasets created by two different labs, both derived from mouse brain
tissue. Initially, we trained our algorithm with one of the datasets at a time, and it turned out to
be very accurate in recognizing a cell’s type based on its gene expression profile (about 99%
accuracy). Thus, we developed another challenge for it. We wanted to test whether our
algorithm, being trained on the one of the datasets, is capable of identifying the type of a cell that
belongs to the other dataset. The fact that the two datasets have been created by different labs,
means that the protocols and the storing format used are different, so there is a heterogeneity
between them, even though they originated from the same organ of the same species.
Fortunately, the algorithm was able to recognize same (or similar) cell types from the two
datasets, and to place them in proximate groups. Working with such heterogeneous data is well
known in the scientific community as a very demanding task. Thus, having an algorithm that has
the potential to properly function with such heterogeneities, is a great advantage for the research
community.
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Abbreviations
ADASYN

ADAptive SYNthetic sampling

AE

Auto Encoder

AI

Artificial Intelligence

API

Application Programming Interface

DAE

Denoising Auto Encoder

DNA

Deoxyribonucleic Acid

FPKM

Fragments Per Kilobase of transcript per Million

ICA

Independent Component Analysis

(A)NN

(Artificial) Neural Network

OPC

Oligodendrocyte Precursor Cell

PCA

Principal Component Analysis

ReLU

Rectified Linear Unit

RL

Reinforcement Learning

RNA

Ribonucleic Acid

RNAseq

RNA sequencing

RPKM

Reads Per Kilobase of transcript per Million

scRNAseq

SingleCell RNA sequencing

SMOTE

Synthetic Minority Oversampling Technique

StackedDAE (or SDAE)

Stacked Denoising Auto Encoder

SGD

Stochastic Gradient Descent

TPM

Transcripts Per Million

tSNE

tdistributed Stochastic Neighbor Embedding

UMIs

Universal Molecular Identifiers
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1

Introduction

The definition of cell identity is a core problem in biology. As regards multicellular
organisms, they consist of many different types of cells, which in turn all differ from each
other by various means (such as morphology, functionality, connectivity and
electrophysiological characteristics). For example, there are muscle cells, nerve cells,
skin cells, etc., and all of them serve a different purpose in an organism. According to a
frequently quoted estimate, the human body is made up of about 210 different cell types
(Trapnell, 2015). However, they can be further divided into more specific cell subtypes in
respect to some consistent differences maintained among the ostensibly rigid cell types.
For doing so, we should go beyond the traditional ways of cell discrimination (such as
microscopy and functional assays), that are used for identifying characteristics as the
ones stated in the previous paragraph. Since every cell in an individual’s body has
essentially the same genetic template, that is DNA sequence, the specific pattern of
transcription of this template into RNA is an important part of what makes cell types
different from each other. Thus, cell identity is intimately connected to gene expression,
and global gene expression experiments such as those enabled by RNA sequencing
(RNAseq) technology, should allow a more datadriven approach for cell type definition.
However, dealing with the cell definition requires capturing phenomena in a single cell,
which is an impasse for typical bulk RNAseq techniques, since they lack such
precision. In the bulk RNAseq experiments, the RNA is extracted from a large number
of cells which make up a tissue. This inevitably means that the individual cell
information is being masked, as the readout is an average signal of the whole
population. Fortunately, the recent technology of SingleCell RNA sequencing
(scRNAseq) can process  and thus maintain the information of  individual cells
independently. In this way, the obscuring effects of averaging the cell information of a
tissue are mitigated, enabling a high resolution view of gene expression.
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1.1 Aims of the study
The aim of this study is the implementation of a machine learning algorithm that will be
able to be fed with SingleCell gene expression datasets, producing a higherlevel
representation model out of them. The purpose of this is to identify hidden structures in
the data, which with the proper analysis can potentially lead to the distinction of cell
types. Specifically, a particular type of an autoencoder  a Stacked Denoising
Autoencoder (StackedDAE)  has been built, which constitutes a novelty for the
SingleCell data analysis. Additionally, we set a hypothesis test for the algorithm in order
to evaluate whether it has the potential to generalize between heterogeneous input data
or not.
Autoencoders are a kind of an Artificial Neural Network (ANN). They are often used for
dimensionality reduction, where a high dimensional dataset can be represented in a
compact way, while retaining the “interesting” structures in the data. This is reminiscent
of techniques such as Principal Component Analysis (PCA), but the ability of the
autoencoders to be “stacked” (creating a multilayer neural network) embodies a
hierarchical compressed representation of the original data. This is relevant to the cell
identity problem, since different cell types form a natural hierarchy, resulting from the
progressive differentiation while developing from stem cells to more specific types.
Moreover, autoencoders achieve better performance when large volumes of data are
available, which perfectly fits the case of the scRNAseq technology that produces big
amounts of data, since it extracts the transcriptome of each individual cell in a sample.
Furthermore, once the machine learning algorithm has been optimized, the evaluation
of a hypothesis follows. This would provide us with the right knowledge about the
functionality and the usefulness of the algorithm. The hypothesis, tests whether the
validity of the trained model is sufficient for datasets that have been generated from
different labs and have been saved in different formats (e.g. transcripts per million
(TPM), reads per kilobase per million mapped reads (RPKM), or simple transcript
8

counts). To keep the hypothesis as strict as possible, the cells included in the tested
datasets should be of similar types, and they should also be derived from the same
organism and organ (e.g. mouse cortex). This is important because a trained model
would be able to be used for studies from different labs, which is known to be a difficult
task.
Finally, we developed a naïve way to scan through the network of a successfully trained
model in order to find whether it is possible to identify marker genes for specific types of
cells.

2

Background

2.1 The Cell Identity Problem
The investigation and definition of different cell types, traces back to the end of the 19th
century, when Ramon y Cajal described the function of single nerve cells in his book
(Ramón y Cajal, 1909). Categorizing cells into different cell types is as crucial as the
classification of the living organisms into different species. Until recently, the definition of
cell types was mostly based on microscopy, functional assays, microarray analysis and
other techniques for the exploration of the morphological, connectional, molecular,
functional, electrophysiological, etc. characteristics of the cells (Sugino et al., 2006;
Rudy et al., 2011; DeFelipe et al., 2013; Greig et al., 2013; Harris and Shepherd, 2015;
Sorensen et al., 2015).
Although there are a lot of methods that attempt to classify cells into their cell type, a
problem arises on where the boundaries of a definite cell type should be placed.
Moreover, even if a cell type has been defined, there are most probably cell
substructures that will also have to be defined. For example, the muscle cells can be
further divided by their locality and morphological characteristics (e.g. skeletal, smooth
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and cardiac muscle cells), and also skeletal cells can be divided even further by their
contraction speed (e.g. slow and fast). However, it is hard to determine which
characteristics should be used to define a cell type (Trapnell, 2015).
Nevertheless, it is well known that every cell in an individual’s body carries the same
genetic template (DNA). Although we cannot use this fact to infer information about
specific cell types, we know that each cell expresses its genomic information into RNA
in a unique way. Thus, the gene expression pattern acts as a fingerprint for each cell.
Additionally, similar groups of cells maintain similarities in their expression patterns,
which could be used in the confrontation of the cell identity problem.
In recent years, scientists have attempted to exploit the expression patterns of the cells
with various transcriptomic analysis studies, using bulk sequencing techniques (Cahoy
et al., 2008; Zhang et al., 2014). However, the bulk measurements obscure the potential
heterogeneity in a tissue. This means that we only have access to an average
information of the transcriptome of the cells in a tissue, not being able to access
information about individual cell phenomena. Although this process could, under ideal
conditions (e.g. perfect purification), be enough to discriminate between cell types, the
underlined information, like compositional or regulatory differences, remain inaccessible.
This leads to the conclusion that in order to study cell identity in depth, information
about single cell phenomena is required.

2.2 Singlecell Technology
The recent advent of singlecell technology revolutionizes many fields in biology, since it
has the potential to be used for genome, epigenome and transcriptome sequencing
(Wang and Navin, 2015). However, this study is focused on the gene expression part,
since this kind of information is relevant to the cell identity problem as described earlier.
Unlike bulk measurements that obscure the underlying information of a tissue,
scRNAseq processes and stores the information of each cell individually. Also, since
10

singlecell technology is still in its infancy (Trapnell, 2015) novel approaches are always
coming out. For example, scRNAseq can now process thousands of individual cells in
a tissue  as they did in Macosko et al. (2015) where they sequenced ~ 45.000 cells.
This means that the average information of the sample is not being lost, since it can be
simply calculated.
Specifically for the cell identity problem, singlecell technology has an enormous
advantage compared to the traditional bulk RNAseq approaches. Possessing data from
each individual cell in a sample means that methods can be developed to group
individual cells into different groups of similarity, based on their gene expression
patterns. Moreover, since the grouping is based on similarities in expression patterns, a
hierarchy of groups can be created for an in depth categorization study. Singlecell
technology have already opened the way for such studies as we see in studies like
Macosko et al. (2015), Zeisel et al. (2015) and Tasic et al. (2016).

2.3 Machine Learning
Machine Learning is the field of science which combines statistics, mathematics and
computer science, in order to set computers to learn without being specifically
programmed. A more formal, widely approved definition of machine learning by Mitchell
(1997) is: "A computer program is said to learn from experience E with respect to some
class of tasks T and performance measure P if its performance at tasks in T, as
measured by P, improves with experience E". Machine learning initiated as a part of
Artificial Intelligence (AI), but it was soon recognised as a separate field, since it was
handy for solving practical problems by exploiting its analytical capabilities. At the same
time, it also benefited from the increasing pace of data production, and thus quickly
became indispensable for dealing with big amounts of data.
There are, roughly speaking, three main categories of machine learning algorithms that
represent the different ways of knowledge accumulation. The Supervised Learning
algorithms are fed with labeled data (data with inputs and their respective outputs), and
11

they try to create a model that maps the input data to the labels. Then there are the
Unsupervised Learning algorithms which are fed with unlabeled data (data without their
desired outputs), and their aim is to find hidden structures/patterns in the data. The third
one is Reinforcement Learning (RL), which is mostly useful in dynamic environments,
since it has the ability to adapt to changes over time (or steps) by a “trialanderror”
process (Kaelbling et al., 1996). This “trialanderror” process is influenced by a reward
mechanism which, for example, gives a negative or positive reward (feedback) on the
fault or correct actions taken, respectively. However, RL is out of the scope of this study,
so it will not be referenced anymore in this document.
Although the aforementioned categories of machine learning algorithms are the core
and most known ones, there is yet another one that has to be mentioned in this study. It
is called semisupervised learning and, as long as it concerns its learning procedure, it
lies somewhere between the supervised and unsupervised learning algorithms. This
means that a semisupervised learning algorithm is given a dataset with an incomplete
set of labels. Supervised and unsupervised learning algorithms are described further in
the next paragraphs.

2.3.1 Supervised Learning
The supervised learning technique can be described as the task of inferring a model
(i.e. function) from a given labeled dataset during the training process, and then use this
model in order to predict previously unseen, yet similar, data (Maglogiannis, 2007). The
main purpose of such algorithms is to create an accurate model that will be used to
predict the label of newly introduced unknown data, in an as much as possible correct
way. Depending on the type of the intended outcome (i.e. prediction), we can name two
major groups of supervised learning algorithms; classification and regression.
A classifier is an algorithm that implements classification, and as the name suggests, its
goal is to classify the data into different categories. Therefore, the intended outcome is
discrete. This means that the labels of the training data, and consequently every
12

possible output of the algorithm on previously seen or unseen data, belong to a
predefined set of finite values called classes. The number of classes in the set
determines the type of the classification problem. If there are two available classes, then
it is called a binary classification, while if there are more than two classes it is called a
multiclass classification. Although the outcome is discrete, there are many different
implementations for class prediction. For example, there are the nonprobabilistic
classifiers, which provide us with the best class that fits the data, and the probabilistic
classifiers which return a probability for the input data to belong in each of the available
classes.
On the other hand, the intended outcome of a regression algorithm is continuous. This
means that the predefined target values and the prediction values of the algorithm can
take any real value. The regression algorithms try to fit a model (i.e. function) on the
given dataset. Afterwards, it uses this model to predict the outcome of the given
previously unseen data. One of the simplest regression functions is called simple linear
regression, and it has one dependent and one independent variable. The task is to
predict the dependent variable Y, given the independent variable X (e.g. given the height
to predict the weight of a person). There are many forms of linear regression algorithms,
such as multiple linear regression and multivariate linear regression, which work well
with linear distributed data, while in the case of nonlinear distributed data (i.e.
exponential, logarithmic etc.) there is also a big artillery of nonlinear regression
algorithms to choose.

2.3.2 Unsupervised Learning
An unsupervised learning technique can be described as the task of seeking and
determining how the data are organized into a given dataset, which does not include
labels as in the case of supervised learning (Hastie et al., 2009). The absence of labels
prevents the calculation of an error estimate or a feedback through a reward
mechanism, as happens in the cases of supervised learning and RL. In order to
separate the data into different groups, unsupervised learning algorithms use some
13

similarity measures on the available features of the provided data, to calculate
proximity/vicinity between the examples (Ahmad and Dey, 2007). The most common
unsupervised learning technique is called clustering (or cluster analysis) (Jain et al.,
1999). Its general aim is to place similar data (based on a similarity measure) into one
group (cluster), which is discretized from other groups of similar data. Other types of
unsupervised learning techniques are the latent variable models, which include methods
like the Principal Component Analysis (PCA) (Jolliffe, 2002) and Independent
Component Analysis (ICA) (Hyvärinen et al., 2004), mostly used for data visualization.

2.4 Artificial Neural Networks
Artificial Neural Networks or simply Neural Networks (NNs) are inspired by how the
brain works. They are generally computationally expensive compared to other machine
learning algorithms, hence their use were limited for many years. However, they
became popular over the last years, due to the rapid increase in the computational
power and the exponential data production and complexity rates, since they have the
ability to outperform traditional machine learning techniques. The superiority of the NNs
over the traditional machine learning techniques, becomes even more obvious when
they deal with big, highly complex data.
According to Haykin (1994) “A neural network is a massively parallel distributed
processor made up of simple processing units, which has a natural propensity for
storing experiential knowledge and making it available for use”. A basic NN has one
input layer, one or more hidden layers, and one output layer, as shown in Figure 1a.
Each layer is consisted by at least one artificial neuron, but it can be scaled to possess
hundreds or thousands of neurons, according to the needs. Each neuron (or unit, or
node) has a number of inputs in accordance to the neurons in the previous layer, or to
the input data in the case of the input layer. They also have an output, which is
distributed to every node of the next layer (Figure 1a). However, the most significant
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part of a neuron is its processing unit, which possess a mathematical function that
transforms the data in a process called activation.

Figure 1: (a) An illustrative example representation of a simple NN. (b) A neuron with three inputs
and its activation function. Theta represents the weights and the biases, θ={W, b}.

From a mathematical perspective, the processing unit of a neuron (Figure 1b) consists
of the adder which sums the weighted input signals, and the activation function f θ
which regulates the output amplitude (Haykin, 1994). Hence, the output y of a neuron
(and consequently the output of the layer) can be represented as follows:

y = f θ (W x + b) = f θ (

n

i=1

W i xi + b)

(1)

where x is an instance of the input data, the parameter set θ = {W , b} holds the
parameters (weights and biases) to be learned for fitting the model to the data, and n is
the number of features. In neural networks, there are no standard techniques for weight
initialization, albeit it is a very crucial parameter for the performance of the network
(Yam and Chow, 2000). The most widely accepted technique is the random initialization,
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and in this project we use such a random approach (informally called the Xavier
initialization) (Glorot and Bengio, 2010).
There are several types of activation functions that can be used in the processing unit of
a neuron. The logistic function (or sigmoid) has the form:

f (x) =

1
1+e

x

and its output range is [0,1]. A graphical representation of the sigmoid function can be
found in Figure 2a. Another popular activation function is the tanh (hyperbolic tangent)
function, which has the following form:

f (x) =

ex e
ex+e

x
x

=

2
1+e

2x

1

and its output range is [1,1]. A graphical representation of the tanh function can be
found in the Figure 2b. There are several other activation functions like the binary step
function, and the ReLU (Rectified Linear Unit), however we are not going to analyze
them here. Although the tanh is considered to be more efficient than the sigmoid
function, in this project we are using the latter. This is because the sigmoid function
provides better interpretability due to its percentage like range ([0,1]), and smoother
mapping (as can be observed in Figure 2). Another reason for this choice, is that the
sigmoid is used by Vincent et al. (2010) which acted as a guideline for our work, while
the time limitations did not allow us to explore the capabilities of the tanh function.
For the optimization of a neural network, one has to calculate the error produced
between the algorithm’s output and the expected output. This error is calculated by a
cost (loss) function and it can then be fed to an optimization algorithm, such as the
gradient descent. An optimization algorithm tries to minimize the produced error, by
adjusting the system’s parameters (weights and biases).
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Figure 2: (a) A schematic representation of the sigmoid function. (b) A schematic representation
of the hyperbolic tangent (tanh) function.

A common approach for the further optimization of a neural network is the
backpropagation

(HechtNielsen,

1989).

The

backpropagation

is

a

backward

propagation of the errors that have been accumulated at the output node of a neural
network through the forward propagation. It is used in conjunction with an optimization
algorithm (e.g. gradient descent) in order to correct the weights that have been learnt
during the forward process.

2.5 Autoencoders
An autoencoder (or autoassociator) is a type of neural network whose main purpose is
to apply dimensionality reduction to the input data. Unlike typical neural networks,
autoencoders are originally unsupervised learning algorithms. In order to achieve this,
their target output is set equal to their input data, which in other words means that they
try to reconstruct the input data. A graphical representation of a simple autoencoder can
be found in Figure 3.
Architecturally, a traditional autoencoder consists of two core parts, the encoder and the
decoder. The encoder is very similar to the NNs described above, and it has a function
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f θ that uses the same formula given earlier in equation (1). However, in this case y
does not represent the output of the system, but a higher level representation of the
input data x . An intuition of what higher level representation is, is that it contains only
the important parts of the data which are crucial for their reconstruction, leaving out the
insignificant features and the noise. This is similar to the dimensionality reduction, since
an hourglass shaped autoencoder compresses the data to their essential features
(excluding sparse autoencoders which expand the data instead of compressing them).
The decoder’s input is the encoder’s higher level representation output y . Its purpose is
︿

to try to map the representation y back to a probabilistic reconstruction x , through a
function g θ′ , as follows:
︿

x = g θ′(y) = s(W ′y + b′)
where s(·) is the sigmoid function (this notation will prevail to the rest of the document
since this is the chosen activation function), and θ′ = {W ′, b′} represent the decoder’s
weights and biases. Usually tied weights are used for the decoder, which are the
transposed weights that were used for the encoding (Vincent et al., 2010). It should also
︿

be noticed that the cardinality of the reconstructed data vector x is equal to the input’s
︿
x (i.e. ∣x ∣ = ∣x ∣ ), or in other words the reconstructed data vector has the same
∣ ∣ ∣ ∣

amount of features as the input data vector.
Since the reconstruction is not a replica of the input data, but instead a probabilistic
representation of it, there is an error yielded during decoding. This is called the
reconstruction error and there is the need of a loss (or cost) function in order to
calculate it. There are several loss functions, nevertheless not all of them should be
expected to perform well enough as concluded by Rosasco et al. (2004), thus we will
refer to only two loss functions in this study, both proposed by Vincent et al. (2010).
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Figure 3: A simple autoencoder model has an Input
layer, a number of Hidden layers, and an Output layer.
An autoencoder uses its encoder to create a higher level
representation of its input data (which is usually smaller
than the input vector), and the decoder to reconstruct a
probabilistic approximation of the input data, by using a
higher level representation of them.

The sum of squared error (or squared Euclidean distance) function is a loss function
which is used for realvalued input data and has the following form:
︿

︿

L(x, x ) = 21 Σj (xj

2

xj )

where j represents all the features included in the input vector. The sum of squared
error loss function is suitable for continuous and normally distributed targets (e.g.
regression problems).
Another loss function is the crossentropy function, which, although its main purpose is
to be used with binary input data, can also be used with realvalued data in the range
[0,1]. The crossentropy function has the following form:
︿

︿

︿

L(x, x ) = LH (x, x ) = Σj [xj logxj + (1

xj )log(1

︿

xj )]

where j represents all the features included in the input vector. The crossentropy loss
function works better than the sum of squared error, with the nonlinearities of the
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sigmoid activation function. In this study, we use the crossentropy loss function, since
we make use of the sigmoid activation function too.

2.5.1 Introducing the Denoising Criterion
By looking at the data with an algorithm that seeks to model too much detail, we fail to
capture interesting chunks of information that lies in the data. This would lead our
algorithm to learn uninteresting features and thus to fail to infer useful information about
the data. A simple autoencoder, like the one described in the previous section, tend to
adopt such behaviours. This implies that it would not be sufficient to move forward with
an algorithm with such a drawback in our project.
A good way to compel an algorithm to look at the data from a higher perspective is to
introduce a denoising criterion. This technique described using autoencoders in Vincent
et al. (2008) and its purpose is to introduce a corruption level upon the input data. By
doing this, the algorithm is forced to capture bigger chunks of information in order to be
able to reconstruct the input in a good extent, otherwise it would fail. The procedure can
be described as a “fillin the gaps” game, where the algorithm is called to “understand”
the structure of the data and not to focus on unimportant features, in order to be able to
reconstruct the initial input as best as possible.
In order to corrupt the data, a mapping function q D is used to create a noisy version x
of the initial input data x (Vincent et al., 2008). The mapping function can be any
function that has the potential to add noise to the input data. For example, prior
knowledge of the data can be used in order to apply noise in a targeted way. However,
although this is easy to be done on data like images whose structure is apparent, it is
very hard to be done on flattened data like those of transcriptomic analysis since they
are not arranged in an informative way. Furthermore, in the case of deep architectures
(discussed in the next section), even if the input dataset is consisted of images, the
available prior knowledge that they provide is not available in the next (intermediate)
hidden layers, since the data has the form of a higher level information and they are not
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able to be seen as images anymore. In such cases, a stochastic mapping function can
be used in order to randomly apply noise over the data.
There are many techniques that can be used for introducing noise to the data. However,
in our study, we only test three of them which are all based on random choice of data
points to be affected by the noise, without targeting on specific previous knowledge of
the data. These are, the masking noise, the TensorFlow dropout and the salt & pepper
noise. The masking noise selects a number of elements randomly and forces them to
zero, as described in Vincent et al. (2010). The dropout technique follows the same
principle in general, in a more sophisticated way described in Srivastava et al. (2014).
The salt & pepper method sets the chosen random points either to zero or one, in an
also random way.

2.5.2 Deep Architectures by Stacking Denoising Autoencoders
Stacking different types of neural networks to build a deep architecture has become a
well documented technique (Hinton et al., 2006; Hinton and Salakhutdinov, 2006;
Bengio et al., 2007; Larochelle et al., 2009), and stacking denoising autoencoders
follows the same principles. Each layer of a stacked network should be trained
individually, which means that the intermediate layer of the first trained network,
becomes the input for the training of the next layer, and so on. The product of stacking
denoising autoencoders is called stacked denoising autoencoders (for brevity
StackedDAE or SDAE).
The only attention on the stacking process, should be paid on the input corruption
aspect of the denoising autoencoders. Once the encoder function f θ of the first layer
has been learned, it should not be used to encode the corrupted version of the data for
the training of the next layer. Instead, it should henceforth be used to encode the
uncorrupted version of the input data (Vincent et al., 2010). Furthermore, since the
intermediate layer of a network becomes the input for the next network, the corruption
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process should be applied to it during the training phase of the next network. Finally,
each stacked network becomes an intermediate layer of the resulted StackedDAE.
As a final step, a supervised learning algorithm can be fed with the output of the last
layer (highest level output) of the StackedDAE network. This algorithm could be a
completely standalone method, or an extra supervised learning layer attached at the
end of the StackedDAE. The benefit of the latter case, is that it can be used to finetune
the network. This means that once the network has been trained in an unsupervised
fashion, reaching the last supervised layer, labels can be used to adjust the previously
learned parameters throughout the network, based on a gradientbased procedure like
SGD.
An advantage of stacking neural networks is that any sort of network can be added to
fulfill the nature of the underlying problem. Thus, having labels could help improve the
performance of the algorithm by adding a supervised layer at the end. However, the
network would work even with the absence of the labels. Moreover, if some of the
annotations are available, albeit most of the data are unlabeled, a semisupervised
algorithm can be used as described in Weston et al. (2012), to adapt and exploit the
most out of such a situation.

3

Materials and Methods

In this project we built a Stacked Denoising Autoencoder (StackedDAE) focused on the
cell identity problem. The StackedDAE is based on TensorFlow, the Google’s newly
released machine learning API (https://www.tensorflow.org), which it seems has already
become one of the most popular APIs for machine learning. The theory of our algorithm
was mostly influenced by the approach of Vincent et al. (2010). Another significant
source was the ADAGE (Analysis using Denoising Autoencoders of Gene Expression)
implementation (Tan et al., 2015), which is based on Theano package.
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For the visualization and the interpretation of the results we were mostly based on R.
The R scripts were handled in two different ways, either as standalone command line
scripts or as scripts that were called from within the Python environment using the rpy2
Python package. The project, as well as the rest of the Python package requirements,
can be found in the project's folder on Github (https://github.com/glrs/StackedDAE).

3.1 Data and Data Preprocessing
The data used in this project derived from scRNAseq projects and they were acquired
from several public repositories. Both of the datasets collected during the course of the
project, are based on mouse individuals. The first contains around 1,800 cells harvested
from the primary visual cortex of adult male mice (Tasic et al., 2016), while the second
contains around 3,000 cells derived from the primary somatosensory cortex and the
hippocampal CA1 region of juvenile mice (Zeisel et al., 2015).The first dataset  from
now on we will refer to it as “Allen” dataset for brevity  contains 7 different main cell
classes, 2 of which are neuronal cells (Glutamatergic Neuron, GABAergic Neuron), and
the rest are nonneuronal cells (Endothelial Cell, Astrocyte, Microglia, Oligodendrocyte,
and Oligodendrocyte Precursor Cell (OPC)). Figure 4 illustrates the distribution of the
data depending on the class. The dataset also contains an extra class called
“Unclassified”, which is not explained in the paper describing the project or the paper’s
supplements. In this project, instead of excluding this class from the set we use it along
with the rest of the data, since one of the goals is to check how well the algorithm
performs on unlabeled and/or badly labeled examples. Moreover, in Tasic et al. (2016)
they conducted an assessment in which they injected Canine Adenovirus (CAV) in a
region of the mouse brain, then they obtained cells from this area for singlecell
transcriptome analysis and they categorized them in the existing classes. Following the
same principle as with the Unclassified data, we did not exclude these cells from our
project’s experiments. Finally, the Allen dataset contains information for about 22,000
genes and it is saved in three different formats, TPM, RPKM, and simple transcript
counts.
23

Figure 4: Distribution of the cells along the Cell Type (class) they belong to in the Allen dataset.

The second dataset  from now on we will refer to it as “Linnarsson” dataset for brevity 
contains 9 main cell classes which are reduced down to 7, by fusing Mural and
Endothelial into an Endothelial_Mural class, and Ependymal and Astrocytes into
Astrocyte_Ependymal. Hence, there are 3 neuronal classes of the Linnarsson dataset
(Interneurons, Pyramidal CA1 and Pyramidal SS), and 4 nonneuronal (Microglia,
Oligodendrocytes, Endothelial_Mural and Astrocyte_Ependymal). An illustration about
the distribution of the cells in the different classes of the Linnarsson dataset can be
found in Figure 5. The Linnarsson dataset contains information for a bit less than 20,000
genes and it is saved only on simple transcript counts. Finally, the Linnarsson dataset
uses UMIs (Universal Molecular Identifiers), so that each RNA molecule can only be
detected once  UMIs have not been used for production of the Allen dataset.
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Figure 5: Distribution of the cells along the Cell Type (class) they belong to in the Linnarsson
dataset.

Apart from the datasets presented above, we also created a compendium of the
Linnarsson and Allen datasets for validation and interpretation purposes. For the
accomplishment of this task, we kept the intersection of the genes within the two
datasets. For the intersection, we used an exact matching of the gene names in both
datasets, which gave us about 18,500 genes. Since the number of genes was adequate
enough, we did not perform any sort of advanced search to identify same genes that are
named in a different way. Afterwards, we simply concatenated the Allen and Linnarsson
datasets.

3.1.1 Data Normalization
Data normalization is a term to describe the process that adjusts the values of data that
have different scales of measurement into one specific range. This range is usually
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[1,1] or [0,1] and the reason we are doing this is to eliminate the influence of some
features over the others. For example, this can happen when a feature contains values
in a range orders of magnitude larger than another’s feature range, or if the range of
one feature contains negative values in contrast to another one. This procedure is also
called Feature Scaling, and the formula we use is:

xnew =

x
xmax

xmin
xmin

In this project we use this formula to scale our data in the range [0,1]. The range
depends on the nature of the data, and in our case the data do not contain any negative
values since they rely on gene counts, as the transcriptome analysis implies. Yet
another advantage of scaled features is that the optimization algorithms, like the
Gradient Descent, converge faster on normalized data.

3.1.2 Data Balancing (Dealing with Imbalanced Data  ADASYN)
The data are considered imbalanced when there is a significant difference in the
number of instances between two or more of the existing classes. This usually
adversely affects the performance of machine learning algorithms (He and Garcia,
2009). A very simple example is an algorithm that learns to always predict a class
named “Yes” over a class named “No”, while the distribution of the classes is 100:1.
Although this algorithm would have a 99% accuracy, it would fail to predict the “No”
class; this is called the Accuracy Paradox (ValverdeAlbacete and PeláezMoreno,
2014). As may be apparent from Figures 4 and 5, our data are rather imbalanced,
especially in the case of the Allen dataset. The cause of imbalanced data is usually
entangled with the source or the procedure that the data are collected. For example, in
the case of scRNAseq, the distribution of the data depends on the selected tissue
(source), which probably is abundant in some particular cell types while other cell types
are sparse in the area.
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There are several techniques that are recommended for the imbalanced data effect
minimization. An opportunistic approach is to check whether it is possible to collect
more data, that could probably lead to better balanced data. Obviously, this is not
always an easy task since some experiments are very difficult and/or expensive to
repeat, and sometimes it is impossible as in the case of singlecell analysis in which the
cells are usually collected from a certain tissue from a single individual.
Another family of approaches, called Sampling Methods, is based on the manipulation
of the existing imbalanced data (He and Garcia, 2009). There are two basic ways to
resample the data, the oversampling and the undersampling. For the oversampling
method, a randomly selected subset of the minority class is picked, and after replication
of the selected instances, it is placed back again to the initial dataset. Thus, the
instances of the minority class are increased, according to the desirable balancing
percentage. For the undersampling method, on the other hand, instead of increasing the
examples in the minority class, some examples of the majority class are removed. The
selection of the instances to be removed can be random or informed, as explained by
He and Garcia (2009). In the case of multiclass datasets the above procedures are
repeated for every unbalanced class.
However, both of these methods have some significant drawbacks that can potentially
prevent a learning algorithm to achieve robust generalization. The undersampling
method causes information loss from the majority class, which can lead the learning
algorithm to perform poorly (Mease et al., 2007). For example, in the case of the Allen
dataset we should undersample the two majority neuronal cell classes by about 95% in
order to balance them with the underrepresented nonneuronal classes. This would be
an enormous loss of information for our algorithm. In contrast, the oversampling method
can cause overfitting to the trained model. Since the minority class has been populated
by simple repetitions of its data, the learning algorithm is compelled to read the same
examples over and over again, which finally leads to the generation of very specific
rules over the particular class. Although its performance in the training set may be good,
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it will fail to generalize and accurately predict new, unseen data, as described in Mease
et al. (2007) and He and Garcia (2009). Likewise, oversampling the minority classes of
the Allen dataset, would need about twenty times as much replicates as the instances in
the minority classes are. To put it into perspective, for every unique example of a
majority class, the algorithm would have seen an example of a minority class about 20
times.
In order to avoid the effects of oversampling and undersampling, there are some
sampling methods that generate synthetic data in order to balance the unbalanced
classes. In this study, two of those methods are presented, the Synthetic Sampling with
Data Generation, and the Adaptive Synthetic Sampling. Both of them are accompanied
by an implemented algorithm; SMOTE  Synthetic Minority Oversampling Technique,
and ADASYN  ADAptive SYNthetic sampling, respectively.
The SMOTE algorithm produces synthetic data by taking into account the existing
underrepresented instances of a minority class (Chawla et al., 2002). Specifically, for
each example in the minority class it finds the Knearest neighbours, and after randomly
selecting a number of them  depending on the oversampling magnitude  it uses the
following formula to create a new example:

xnew = xi +
where

xi

︿
(xi

is a minority example,

xi ) × δ

︿
xi in one of the Knearest neighbours, and

(2)

δ is a

random number in the range [0,1]. Concretely, the new example created lies at a
random point in the line between

xi

and

︿
xi (He and Garcia, 2009). However, SMOTE

has also some drawbacks which can harm the generalization of the learning algorithms.
Specifically, SMOTE creates examples without taking into account the surrounding
instances, which can potentially lead to increased overlapping between the classes.
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Adaptive synthetic sampling algorithms attempt to tackle this problem by trying to
circumvent the production of new examples. One of the modifications of SMOTE that
has been proposed to deal with this drawback, is the BorderlineSMOTE, and it is
described in Han et al. (2005). In short, it checks the nearest neighbors of each
example in the minority class, and depending on the number of the neighboring
instances that belong to the majority class, it marks the example under investigation as
“Danger”, “Safe”, or “Noise”. As “Danger” are marked the examples that have more
majority class neighbors, as “Safe” are marked the examples that have more minority
class neighbors, and as “Noise” are marked the examples that have only majority class
neighbors. Then the algorithm creates new instances only for the examples of the
minority class that have been marked as “Danger” (He and Garcia, 2009).
Another approach that deals with the problems of simple synthetic sampling approaches
is ADASYN (He et al., 2008). The ADASYN’s aim is to decrease the imbalance effect
and also to improve the learning process by generating more synthetic instances for the
examples of the minority classes that are harder to learn. This aspect of ADASYN is
based on the density of the data in a region, as it is shown below. Specifically, it first
calculates the degree of the class imbalance d , which is the ratio of the number of
examples in the minority class to the number of examples in the majority class, as
shown below:

d = ms /ml
where d ∈ (0, 1] , ms is the number of examples in the minority class, and ml is the
number of examples in the majority class. Then it calculates the number of instances G
that need to be created in total for the minority class as follows:

G = (ml

ms ) × β
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where β ∈ [0, 1] and it represents the desirable balance level to be achieved after the

production of the synthetic data. Afterwards, it finds the Knearest neighbors for each
example xi in the minority class, and calculates the following ratio:

Γi =

Δi/K
Z

,

i = 1, ..., ∣ms ∣

where Δi is the number of Knearest instances that belong to the majority class, and Z
is a normalization constant, so that Γi is a density distribution (∑ Γi = 1) . Then it
calculates the number of examples g i that need to be generated for each example in
the minority class:

g i = Γi × G
Finally, it uses the equation (2) that was presented earlier for the SMOTE algorithm, in
order to populate the given dataset with synthetic examples in an adaptive way.
In this study, we are using a slightly modified version of ADASYN in order to balance our
data. The modifications are recommended by the creators ADASYN (He et al., 2008),
and they allow the use of ADASYN on multiclass data. The idea is to identify which
class is the major one, and then balance each consecutive class accordingly. Also, the
definition of Δi is slightly altered to be the number of Knearest instances that belong to
any other class apart from the minority class. Finally, we incorporated the ADASYN
algorithm into our StackedDAE algorithm, in order to be able to use it on demand.
The reasons we chose ADASYN for balancing is not that it is the best balancing
technique. By using ADASYN we reduced the time spent to the minimum, since the
authors of its article also provide an ADASYN implementation on Github. The time spent
was only for the changes described above. Moreover, as it becomes clear on the
Results, the ADASYN algorithm improves the performance of the machine learning
algorithm, as it is supposed to do. So, conclusively, this was a good set of reasons to
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choose the ADASYN for this project, rather than spending more time for an even better
solution.

3.2 Network Setup
A neural network cannot be initially optimized for the problem that it is intended to solve.
This is due to the fact that neural networks in order to adjust their parameters  that is
the weights and biases  are based on their hyperparameters. Hyperparameters are
directly linked to the nature of the input data, the chosen approach, the desired
outcome, etc., and in general they determine everything about the behaviour of a neural
network. Specifically, the hyperparameters define the functions and the architecture of a
neural network, for example the two major architectural hyperparameters are the depth
of the network, and the number of hidden units in each layer. Also, the number of the
hyperparameters is not constant; it scales as new features added to the network’s
environment.
Since the list of hyperparameters in our network is quite long (Table 1), and taking into
account the fact that some of them are unconstrained and form interdependencies
between them, it would be a very tedious and time consuming task to run through all of
them for their optimization. Although there is the option to explore the hyperparameter
field by using a grid search or some other methods, the development and/or integration
of such methods would have cost us an additional amount of the already limited time we
possessed.
Hence, in order to reduce the workload, we decided to define the value or constrain the
range of some hyperparameters based on previous knowledge. We were mostly based
on Vincent et al. (2010), on implementations like ADAGE (the one used in Tan et al.
(2015)), and also in various other sources collected from the web. In Table 1 you can
see the hyperparameter list with the values that we were able to test during the course
of this project. Thus, we set a constant value for the unsupervised and the supervised
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learning rate, and we chose to use only the sigmoid activation function among others
(e.g. hyperbolic tangent and ReLU), and the crossentropy as a loss function.
Table 1: List of Hyperparameters for our StackedDAE algorithm. The abbreviations of the noise
type values are for Masking Noise, Salt & Pepper noise and TensorFlow DropOut accordingly.
Hyperparameters

Range / Values

Number of Hidden Layers

{3, 4}

Number of Hidden Units (per layer)

{64, 75, 500, 1000}, {32, 50, 75, 200, 300}, {16, 25, 75, 100}, {8, 10, 30}

Noise (dropout) Ratio (per layer)

{0.1, 0.2}

Noise Type

{‘MN’, ‘SP’, ‘TFDO’}

Unsupervised Learning Rate (per layer) 0.0001
Supervised Learning Rate

0.01

Batch Size

{5, 7, 9}

Number of Pretraining epochs

{15, 25, 30, 35, 40, 45, 50, 55, 60, 75, 100}

Number of Finetuning epochs

{5, 10, 15, 20, 25, 30, 35, 56, 60, 100}

Activation Function

Sigmoid

Loss Function

CrossEntropy

ADASYN Balancing

{True (beta=1), False}

For a better intuition of the system’s functions, the batch size is the number of examples
of the training set to be fed into the algorithm for each training step. An epoch is a
complete iteration of the algorithm through all the examples in the training set. So, the
number of the pretraining and finetuning epochs is how many iterations should the
algorithm perform on the training set, during the pretraining period (the unsupervised
part), and the finetuning period (the training of the supervised layer at the end of the
network) respectively.

3.3 Marker Gene Identification Methods
In an attempt to identify potential marker genes that describe the various cell types
found on previous steps, we implemented a naïve procedure. In this procedure (Figure
6) we use a n x n square matrix, where n is the number of genes in our dataset, with
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ones on its main diagonal ([1,1]  [n,n]) and zeros elsewhere (this is also called the
identity matrix). Every column in the dataset represents an artificial “cell”, while each
row represents a gene. Thus, the intuition of using the identity matrix is that we activate
only one gene at a time while keeping every other gene deactivated.
Thereafter, a previously trained network is called to predict the cell type by being fed to
the identity matrix. This results in an output matrix, with dimensions [number of cell
types X number of cells], in which for each cell there is the prediction to belong to one of
the types. Just for simplicity and concreteness, we will henceforward take into account
only one row vector of the output matrix, which corresponds to one cell type (e.g. in
Figure 6, “Node 1” represents a specific cell type), and we will refer to it as the output
vector.
Each of this output vector’s element represents the activation value of the
corresponding cell (i.e. each input column corresponds to an element of the output
vector, as it is indicated by the red arrows in Figure 6). Assuming that a gene plays a
significant role in the distinction of a cell type (e.g. the one represented by “Node 1”), we
expect to see a high activation value in the output vector, while on the contrary, if it does
not play a significant role we expect to see a low activation value.
Finally, we can sort the activation values in the output vector, since it is hence easier to
collect the genes that give the higher activation values. These are the potential marker
genes identified by this naïve system. One can afterwards crosscheck the validity of the
results, for example, in some online databases that provide information about marker
genes. We based our validation on the online platform of cell marker genes provided by
Zhang et al. (2014) on (http://web.stanford.edu/group/barres_lab/brain_rnaseq.html).
We also created two more approaches, one based on a genetic algorithm and another
one on a gradient ascent algorithm, in an attempt to identify sets of marker genes. Both
algorithms try to find a set of genes (input vector) that maximizes the activation of a
specific cell type (output node). They get feedback from the output node in order to
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adjust and optimize the input. Also, as in the naïve way, these approaches make use of
a previously successfully trained network.

Figure 6: A simplified schematic representation of our naïve way to identify marker genes.

Since these algorithms generate marker “sets of genes” for a particular cell type, it is
hard to evaluate the results, since there are no well known public databases that allow
search for groups of marker genes. Moreover, we faced issues with the convergence of
the gradient ascent algorithm, since it gets stuck on local maxima. In contrary, the
genetic algorithm works better, however, in an attempt to select and evaluate highly
active single genes out of the resulting set, we got inferior results in comparison to them
of the naïve method. Thus, no results that came out of these algorithms are presented
in this study.

4

Results

4.1 Optimizing Hyperparameters
We saw earlier that some hyperparameters were set to constant values in order to fit the
workload to the time limitations. However, keeping track of the changes in the
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performance by scanning through every single one of the remaining hyperparameters,
pinning the rest of them, would have also been a demanding task. For this reason we
performed

a

plethora

of

experiments,

tweaking

each

time

one

or

more

hyperparameters, trying to achieve increased performance based on several
indications. Thus, the results we provide are based on the statistical significance that we
can infer by comparing the yielded performance with each hyperparameter. This means
that some artifacts (e.g. outliers) are probably based on the various hyperparameter
changes or on the random initialization of the weights.
So, let us first take a look at the number of hidden layers (Figure 7). We conducted 42
experiments with the option of 3 hidden layers, and 10 experiments with 4 hidden
layers. It seems that both options achieve about the same maximum performance (very
close to 100%), however, with 3 layers we can observe a more scattered range, while
with 4 layers the performance seems to be more consistent.

Figure 7: The performance yielded from a 3 layers and a 4 layers deep StackedDAE.
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Next, we have the noise type (Figure 8). There were 17 experiments conducted with
masking noise, 27 with TensorFlow Dropout, and only 5 with Salt & Pepper noise.
Hence, albeit the latter seems promising, we cannot reason with enough confidence
about its performance due to the lack of samples. Thus, we are focusing on the rest of
them. Although all of the noise types give a maximum performance close to 1 (100%),
there is a difference in the mean performance. With the TensorFlow DropOut the
algorithm’s average performance is about 98%, while with the use of masking noise the
mean performance is about 90%. Nevertheless, some outliers can be observed with the
use of the former approach, but as we described earlier, this could be a matter of other
changes in the system.

Figure 8: The performance yielded with the use of different noise types. The tested noise types
are the masking noise, the TensorFlow DropOut, and the Salt & Pepper noise. Note that there is
an important difference in the number of samples for the Salt & Pepper approach, which could
cause disturbances in its statistical significance.

Furthermore, we have the number of pretraining and finetuning epochs (Figure 9). It
seems that around 30 to 35 pretraining epochs give a more stable, high performance,
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while for the finetuning epochs this stands true for 15 to 20 epochs. Moreover, we can
observe a seemingly small drop in the performance of both, as the number of epochs
decreases (e.g. for 5 or 10 epochs). On the other hand, as the number of epochs
increases the performance seems to gradually become inconsistent in both cases.

Figure 9: On the left is a scatterplot of the performances as they correspond to the different
amounts of pretraining epochs per experiment. On the right, likewise, is the scatter plot of the
finetuning epochs per experiment.

Finally, there are the rest of the four explored hyperparameters (number of hidden units
per layer, noise ratio, batch size and ADASYN Balancing). The results for the ADASYN
Balancing are presented on the next section. Many potential values were tested for the
number of hidden units per layer (as shown in Table 1), which led to a small number of
experiments per setup (i.e. architecture). Hence, we could not infer a decent statistical
significance for this hyperparameter, and moreover due to its structure and its
interdependency to the number of hidden layers it is hard to draw any informative lines.
Next, for the noise ratio, based on indications and several sources, we initially tested a
ratio of 0.2 (20%) and soon after a ratio of 0.1 (10%). We quickly realized that the
results were better with a 10% noise ratio, so we kept this noise percentage for the rest
of the experiments. Finally, for the majority of the experiments we used a batch of size
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9, while we only set the batch size to 7 and 5 for a very few number of experiments to
be able to provide a confident result. Nevertheless, the results indicate that all of the
choices worked similarly, without any significant deviation among them.

4.2 Benefits of Class Balancing with ADASYN
Prior to using ADASYN to balance the data, there is the need to decide on the degree of
balancing completion to be achieved. In other words, the β coefficient has to be set with
a value in range [0,1], which represents the expected balancing percentage. Since we
did not have the time for introducing and exploring an extra hyperparameter to the
system, we based our approach on the ADASYN’s study (He et al., 2008), in which is
demonstrated that a full balancing (100%) gives the best results (Figure 10). Thus, we
trusted and adopted their conclusion, setting β = 1 for the generation of the synthetic
data.

Figure 10: Exploring the performance error of a machine learning algorithm for several different β
coefficients (spanning from 0% to 100%). It seems that the performance error is minimum with
fully balanced data. The experiment conducted by He et al. (2008).
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After balancing the data with ADASYN, we created a new histogram plot for each
balanced dataset (Allen and Linnarsson, in Figure 11a and 11b respectively). ADASYN
is a deterministic algorithm, so it always produces the same output. As can be observed
in the plots, ADASYN does not balance the minority classes to match exactly the
number of elements in the majority class.

Figure 11: (a) Allen dataset and (b) Linnarsson dataset, after balancing with the ADASYN
algorithm (full balancing, β=1)
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Running the StackedDAE algorithm on the balanced datasets yields better results than
when the algorithm is used to train a model on the unbalanced datasets. This
improvement is demonstrated in Figure 12, where the performance of our StackedDAE
algorithm, for using full balancing against not using balancing at all, is shown. The
benefits of using ADASYN are obvious, and in accordance with what is described in He
et al. (2008).

Figure 12: Comparison of the StackedDAE algorithm’s performance on imbalanced and fully
balanced data.

4.3 Generalization Across Experimental Setups
Once a setup that yields a satisfying performance has been found, we can use it to train
a model for each of the available datasets. In order to illustrate the output and evaluate
the results in a visible way, we created some tSNE plots. The tSNE is a dimensionality
reduction nonlinear algorithm as described by Maaten and Hinton (2008), and it is
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useful for creating 2D and 3D plots. The various cell types in the Allen data set (given in
the legend) are clearly distinguishable in the 2D tSNE plot, in Figure 13. We can
observe some data points from the Unclassified class to have been predicted as
Glutamatergic Neurons, and also a small stream of data points that seem to connect
these two classes. As a reminder, there is no information available about the origin of
the Unclassified class.

Figure 13: The 8 cell types of the Allen dataset, arranged in a 2D tSNE plot. Some purple points
(belonging to the Unclassified class) can be found within the green group (Glutamatergic
neurons). Also, a connection seems to be formed between these two classes.

Since the model seems to be able to capture the essential information of the cells
stored in the dataset used for the training, the following step is to test whether our
hypothesis stands true or not. As a reminder, the hypothesis tests whether the novel
expression profiles not used in model training, after having passed through a trained
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StackedDAE network, are able to be mapped to the appropriate cell type cluster (see
Aims of the study). The resulting tSNE plot derived from such a validation attempt is
presented in Figure 14. Specifically, the compendium of the Allen and Linnarsson
datasets, was fed into a model trained only on the Allen dataset, to check how the
algorithm performs on heterogeneous data.

Figure 14: The tSNE plot of the output of a model fed with both Allen and Linnarsson datasets,
yet trained only on the Allen dataset.

We can observe that there are some wrong predictions, however, in general there is a
coherence between the similar classes of the two datasets. For example, the Astrocyte
class and the astrocytes_ependymal class (from Allen and Linnarsson dataset
respectively), are represented close to each other, as well as the Endothelial Cell and
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endothelialmural classes, the microglia from both datasets and the oligodendrocytes.
Also the neuronal cell types (i.e. GABAergic, Glutamatergic, interneurons and
pyramidal) hold an area in the middleleft of the plot, avoiding being mixed with the
nonneuronal cells which are mostly on the right/lowerright part. The only exception is
the Oligodendrocyte Precursor Cell (OPC) class, which appears on the very left side of
the plot, being obviously separate from the neuronal clusters.
Lastly, by making use of our naïve method for marker gene identification, we collected a
list of genes for each cell type. Afterwards, the lists were sorted and then the top 10
genes per cell type were kept (Table 2). In order to verify whether our method is able to
detect genes that highly represent their cell type, we used an online platform provided
by Zhang et al. (2014). The results are a histogram plot per gene, which represents the
expression levels of the gene in each cell type. For example, in Figure 15 we can see
the histograms for the top 10 genes of the Linnarsson’s astrocytes_ependymal class.
With only a few exceptions (Gstm5 and Cst3 genes), the genes identified by our
method, seem to be highly expressed in the corresponding cell type, in comparison with
their expression values on the rest of the reported cell types.
Table 2: Top 10 marker genes for each of the cell types on the Linnarsson dataset, identified by
using our naïve method for marker gene detection.
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endothelial
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Figure 15: Histogram plots for the expression level of each of the top 10 genes, identified for the
astrocytes_ependymal class. Genes from 1 to 5 (Atp1a2 to Fzd2) in Table 2 are represented in
the first row, while the genes from 6 to 10 (Gstm5 to Cldn10) are in the second row.
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5

Discussion

Exploiting both scRNAseq data and deep neural networks, we succeeded in a relatively
short amount of time to implement and train an algorithm that yields an almost perfect
performance (about 9899% accuracy on average) with respect to classifying gene
expression vectors into predefined cell types. A prerequisite to achieve such high rates
is the optimization of the algorithm’s hyperparameters.
In Vincent et al. (2010), which acted as our guideline, they suggest that networks with a
depth of 1, 2 or 3 layers are preferred. Using this previous knowledge, we evaluated the
performance of our algorithm with 3 layers, and afterwards we tested the algorithm with
4 layers, just to check how it works in our case. Taking into account the results shown in
Figure 7, 4 layers seems to be a more reasonable choice, however we should keep in
mind that there are four times more experiments with 3 layers than with 4. More
experiments are needed in order to draw any robust conclusions.
Furthermore, as regards the pretraining and finetuning epochs, the small decrease in
the performance for a small number of epochs (shown in Figure 9) seems to be due to
the lack of iterations over the dataset, which usually leads to underfitting. On the other
hand, the increased amount of epochs could potentially lead to overfitting effects, which
also translates to a decreased performance. Moreover, a more aggressive decline in the
performance as the finetuning epochs increase can be observed. This is because
supervised learning techniques are more prone to overfitting than the unsupervised,
since supervised techniques are dependent on external indications (i.e. labels).
In general, without perfectly optimizing all of the hyperparameters, we succeeded an
undoubtedly good performance. However, more experiments have to be conducted in
the future in order to enhance the algorithm even further.
Another important aspect of the learning process is the class balancing. The ADASYN
method used in this study, proved to be sufficiently effective. However, the synthetic
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sampling techniques create unwanted overlapping between classes, as described by
He and Garcia (2009), and they suggest some data cleaning techniques (e.g. Tomek
links) in order to produce more distinct clusters. It could probably be worth to test such a
technique in the future.
The hyperparameter optimization might lead to an increased performance, however a
great performance without being able to interpret the results, is worthless in a research
study. Thus, in an attempt to evaluate the usefulness of the algorithm, we first created
various kinds of plots to visualize the algorithm’s output. Being able to recognize distinct
patterns that correspond to the real cell types, provides a visual feedback that the
algorithm learns the dataset that it is trained on.
Next, we also checked whether the algorithm performs well with heterogeneous data 
data derived from different labs, with different library preparation techniques and
different singlecell sequencing protocol. The algorithm, being trained on one of the
datasets and tested on both, seems to generalize well, and it succeeds to place same
(or similar) cell types in proximate regions in a tSNE plot (Figure 14). Moreover, notice
that there is no matching class for the neuronal cell types on the two datasets, yet the
algorithm succeeded to place the neuronal cell clusters close to each other. The OPC in
a nonneuronal cell type that can be found on the Allen dataset, but it does not have a
match on the Linnarsson data. Thus the algorithm just placed it in an easily distinctable
position on the tSNE plot.
Unfortunately, we are currently not able to provide quantitative results for this process.
This is due to the different number of cell types and/or the different naming of them, in
the Allen and the Linnarsson datasets, which makes it hard to extract the statistics. In
the future, we will try to create common naming for the similar cell types, in an attempt
to quantify the results. Nevertheless, this is probably the most significant outcome of
this study, since working with data from different labs is a very demanding task, and
reproducibility is not always feasible. Having a tool that has the potential to properly
function with such heterogeneities, is a great advantage for the research community.
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Furthermore, we did not have the time to test more hypotheses other than the one
discussed above. Nevertheless, we have set some of them that we could evaluate in a
future study. One hypothesis, is to check whether the model succeeds to generalize for
cell data derived from different organs in a specific organism (e.g. mouse brain cells and
mouse retina cells). It would also be of great interest to examine whether the model is
able to recognize commonalities between cells of the same organ, but from different
organisms (e.g. mouse brain cells and human brain cells), or even whether it is able to
find similarities between cells from different organs and different organisms (e.g. mouse
brain and human retina).
Lastly, seeking further interpretability of the biological results, we attempted to identify
marker genes of the available cell types, in order to check whether our results agree
with public sources. As a public source, we used the online platform provided by Zhang
et al. (2014), however the labels they use are slightly different than what we have on the
Allen and Linnarsson datasets (e.g. they label all the neuronal cells as neurons without
any further discrimination) and they use FPKM as a measurement unit.
Our method is relatively naïve and has some obvious weak points that are a matter of
improvement. It takes into account whether a gene is highly expressed in a specific cell
type, without taking into account the expression levels that it has on the other cell types.
For example, the Cst3 gene (Table 2) has an expression level of about 4,000  5,000
FPKM on the Astrocytes. This is a high value and it is not surprising that it is placed on
the astrocytes_ependymal top genes. However, its expression levels on Microglia is
enormously greater (~50,000 FPKM). Furthermore, the Gpr37l1 gene seems to have
high expression value for both the Astrocyte and the OPC cell types. This could be
prevented if instead of just sorting the genes to collect the top ones, we were seeking
for genes that are unique  at least among the top genes  in all of the available cell
types. This would exclude genes that are highly expressed for two or more cell types, to
show up as marker genes.
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In conclusion, on the one hand, singlecell sequencing is a powerful emerging
technology, which has the potential to reveal new discoveries in the related fields, such
as biology, immunology, pharmacology, etc. On the other hand, deep learning is thriving
nowadays due to recent technological and theoretical breakthroughs, which increased
the computational power and provided new algorithms capable of dealing with very
highly complex data. Together, these two amazing technologies, can revolutionize some
very demanding fields of science and industry, and faster lead to new discoveries.
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