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Abstract 

To enable high performance data management for sensor-based systems the 

system components in an architecture has to be tailored to the situation at 

hand. Therefore, each component has to handle a massive amount of data 

independently, and at the same time cooperate with other components within 

a system. To facilitate rapid data processing between components, a model 

detailing the flow of information and specifying internal component structures 

will assist in faster and more reliable system designs. This thesis presents a 

model for a scalable, safe, reliable and high performing system for managing 

sensor-based data. Based on the model a prototype is developed that can be 

used to handle a large amount of messages from various distributed sensors. 

The different components within the prototype are evaluated and their 

advantages and disadvantages are presented. The result merits the architecture 

of the prototype and validates the initial requirements of how it should operate 

to achieve high performance. By combining components with individual 

advantages, a system can be designed that allows a high amount of 

simultaneous data to be disaggregated into its respective category, processed to 

make the information usable and stored in a database for easy access to 

interested parties.  
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Abstract 

Om ett system som hanterar sensorbaserad data ska kunna prestera bra måste 

komponenterna som ingår i systemet vara skräddarsydda för att hantera olika 

situationer. Detta betyder att varje enskild komponent måste individuellt 

kunna hantera stora simultana datamängder, samtidigt som de måste 

samarbeta med de andra komponenterna i systemet. För att underlätta snabb 

bearbetning av data mellan komponenter kan en modell, som specificerar 

informationsflödet och interna strukturer hos komponenterna, assistera i 

skapande av snabbare och mer tillförlitliga systemarkitekturer. I denna uppsats 

presenteras en modell för skapande av skalbara, säkra, tillförlitliga och bra 

presterande system som hanterar sensor-baserad data. En prototyp utvecklas, 

baserad på modellen, som kan hantera en stor mängd meddelanden från 

distribuerade sensorer. De olika komponenterna som används i prototypen 

utvärderas och deras för- och nackdelar presenteras. Resultatet visar att 

arkitekturen hos prototypen fungerar enligt de initiala kraven om hur bra 

systemet ska prestera. Genom att kombinera individuella styrkor hos 

komponenterna kan ett system skapas som tillåter stora mängder data att bli 

fördelat enligt deras typ, behandlat för att få fram relevant information och 

lagrat i en databas för enkel tillgång. 
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1 Introduction  

Sensor-based systems [1] are based on a combination of software and hardware 

that cooperate to collect data and process it so that the data can be used for 

various tasks. As sensors and their coupled systems are entering a broader 

market a ubiquitous name has been coined, namely the Internet of Things [2]. 

The Internet of Things is rapidly expanding with many billion devices in use at 

the moment, and growing by several billons each year. The requirements on the 

servers that handle all the transmitted information will increase by the number 

of devices in use [3;4]. If the requirements on the servers are not met it could 

result in loss of, potentially valuable, information and other unwanted issues. 

 

There are several steps involved in order to manage data in sensor-based 

systems. These steps can be broken up into three major categories: 

disaggregation, processing and storage [5]. First, all incoming data has to be 

disaggregated into sub-categories so that case relevant information more easily 

can be discerned. Secondly, data in the sub-categories has to be compiled and 

processed so that the data can be more understandable in terms of getting a 

good overview. The last category is where the processed data is stored in a 

database for easy access and distributed to interested parties. This could be 

other computers, machines or humans that need a certain type of data to 

manage their respective tasks. All these different aspects has to cooperate to 

make information flow without some parts bottlenecking the others.  

1.1 Background 

Many of the devices within a sensor-based system are sending information on 

regular intervals, meaning that that the amount of “files” created by a single 

sensor could be many thousands each day, i.e., if it sends data on a second based 

interval [6]. Even though these files might be small in size, say just some 

temperature data with three digits, all incoming files to a server have to be 

processed in the same manner independent of size. 
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When a rapid amount of incoming data has to be processed, without queues 

starting to form, it is no longer possible to use conventional data management 

models where clients send information to a multi-threaded server and a thread 

is assigned to handle the incoming data. This conventional model will limit the 

performance quickly since the number of available threads quickly diminishes 

due to the time it takes to process the data. Instead other, more distributed, 

methods has to be conveyed that quickly release the threads that are accepting 

incoming data and relay the processing to other backend processes.  

 

In order to tackle increasing demands on the servers, a model that serve as a 

foundation for building scalable, reliable, secure and high performing systems 

that can handle a surge of incoming data will aid in the overall system design. 

By constructing such a model, based on tested and accepted techniques, a 

reliable system foundation can be described that many developers would feel 

familiar with. Usage of the model should help the design of higher quality 

software. 

1.2 Problem 

Each year an increasing amount of data is produced by the Internet of Things 

(IoT). By the year 2020 it is expected that about 10% of all available data will 

have been produced by the IoT, which is a huge increase from only 2% at 2013 

[6]. Also considering that the amount of data expected to exist by 2020 is about 

44 trillion gigabyte, gives a hint of what kind of computational power that will 

be required to handle this information [6]. The problem with sensor-based 

systems is however not that it will be responsible for 10% of the world’s 

combined data by the year 2020, but rather that it will be responsible for 99% 

of all created files in the world [6]. For a server to manage such an amount of 

regular incoming data, the architecture of the software has to be tailored to the 

situation at hand and allow the hardware to scale as the amount of data 

increases. 

 



3 
 
 
 
 

There are many tasks that have to be completed when creating a system for 

managing sensor-based data in a rapid manner. The first task that has to be 

addressed is being able to accept all incoming data without having a growing 

queue of incoming data transactions. A way to solve this issue is by using a 

publish/subscribe model [7] that allow a server to relay incoming data to a 

suitable category depending on the type of data (publish) and have backend 

processes waiting to process any data that is being relayed to their respective 

category (subscribe). By doing this, the server will quickly be able to release the 

threads that accept incoming data and move the processing to where the time 

constraint is not as high.  

 

The next task is data processing. If the processing of the relayed data were to 

take longer than the rate at which new data is coming in, a problem would 

eventually occur. In order to process data it is imperative that knowledge of how 

the data is to be used is known by the processing servers. There are generally 

two types of data that is of interest in sensor-based systems: real-time data and 

batch data [8]. Real-time data is data that other processes depend on to manage 

their respective tasks and should be processed and relayed in near real time, 

making time a critical component [9]. Batch data is data that has been gathered 

for some time, is accessed infrequently and is likely not to be changed after 

being gathered [10]. This kind of data can be processed when there is CPU 

power to spare and does not share the time constraint of real-time data [10]. To 

handle these different data types, specialized back-end processing servers 

should be available that is set up to process these data types and when the 

incoming data is relayed it should be sent to different clusters depending on its 

type.  

 

Having specified some of the problems for managing sensor-based data, the 

main problem to solve within this thesis is: How can sensor-based data be sent 

in a safe and reliable way to a server, be disaggregated and relayed to suitable 

back-end processes depending on its nature and processed to make the data 

available to the end consumer?  
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1.3 Purpose 

The purpose of this thesis is to present a model for building a system that 

manages a large amount of simultaneous incoming data. The model will provide 

knowledge of what components should be used to provide good scalability and 

performance, utilizing disaggregation and processing as core services. A system 

prototype based on the model will also be presented, together with tests to show 

what kind of performance that could be expected by applying the model. The 

prototype will serve as a validation of the model, showing how the model should 

be applied and how well it works as foundation for creating a system 

architecture.  

1.4 Goal 

The goal is to present model, and a system prototype based on it, that can be 

used by companies and institutes to facilitate the development process of their 

system architectures for sensor-based systems. 

1.4.1 Benefits, Ethics and Sustainability 

The described model will be beneficial to companies and institutions that needs 

to develop a system for managing a large amount simultaneous incoming data. 

The model can be used as a general foundation that can be configured to more 

precise needs. By doing so, investigations into different architectures can be 

reduced, which will save both time and money. Also, by using existing and 

acknowledged techniques that programmers and system architectures are 

familiar with, the time it takes to develop a system can be reduced. 

 

There are a few ethical aspects that have to be considered when providing a 

model that other can base their development on. Providing accurate context is 

the most important aspect due to the nature of confidentiality of data in general. 

If a supplied model is used in a system architecture that handles data, which in 

most cases is associated with some level of confidentiality, and the model is 

flawed it could be a potential security risk. To avoid security risks, potential 

issues with the model have to be considered and presented so that they can be 
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avoided in an implementation. Another ethical aspect is reliability, which could 

have a huge impact on the overall performance and user experience. When data 

is sent, to a system based on the model, it has to be made sure that it will be 

delivered according to some specified quality of service (QoS) [11] agreement. 

QoS is a binding agreement between two parts that indicate what kind of 

demands one part can have on the other, with repercussions if the demands 

cannot be uphold. If a company has stated in their QoS that 99.9% of all sent 

data will arrive and be processed in some time interval, they have to make sure 

the system can fulfil this requirement. If the model have some bottlenecks that 

cracks under a heavy load, it could give companies all sort issues with their 

customers, leading to a number of potential problems. It is therefore important 

to make sure that a system prototype of the model is tested to see what kind of 

QoS is to be expected and what promises can be given. 

 

In terms of sustainability there are three main aspects to consider: Economical, 

Environmental and Social [12]. Looking at the economical aspect it is all up to 

the implementation. The model itself will not have any economic incentive 

since it cannot precise what kind of software and hardware to be used in a 

system based on it. If the implementation is to be considered there are many 

decisions to be made that will influence the final cost. Looking at hardware it is 

possible to buy physical servers and host everything on those, or cloud solutions 

could be used and leave the hardware management out of the picture.  

 

In terms of software, company-managed software could be beneficial for their 

support and personal help. This could give a better end product in a fast 

manner, but it could be expensive. Using open source software on the other 

hand gives greater freedom and licensing fees are excluded, but support can be 

lacking and implementation could be more challenging. Both solutions have 

financial benefits and drawbacks, leaving it to the companies to do cost analysis 

of what will the best solution for them. When it comes to software there are 

solutions that can be bought from existing companies, which will come with all 
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kind of support and help, or open source solutions that is free to use but the 

level of service and guidance might be a problem. 

 

Since the model proposes an architecture for a software solution there is no real 

environmental aspect to consider. There only environmental aspect is that of 

the hardware that is needed to run the software. A preferable solution would be 

to use a cloud service for the underlying infrastructure due to the negative 

effects production and transportation will have if own hardware is to be used. 

Of course this applies for cloud services as well, but they have some much 

redundancy in their infrastructure that it is likely that even if the software did 

not run on their platform it would sit idle and consume electricity anyway.  

 

The social aspect of the model is subtle since it will be integrated within a 

system. A system for managing sensor data will neither have an effect on the 

society per se, but looking at a bigger perspective this kind of system will allow 

for more advanced cyber-physical systems [13] to be created. Cyber-physical 

systems will eventually change the landscape of the current society and make it 

hard to differentiate between digital and physical things. This kind of 

perspective is however out of the scope for this thesis and the model proposed 

here will not have a direct relevance to the scenario.  

1.5 Methodology / Methods 

To achieve the goal of a thesis it is essential to carefully choose the right 

methods and methodologies. In this section more general methods and 

methodologies are addressed, and chosen, to suit the creation of a model for 

sensor-based systems. Large portions of the descriptions in section 1.5 are 

reused from the author’s previous work, see Communication Protocol for a 

Cyber-Physical System [14].  

 

The first thing that has to be chosen is the general direction of the research. The 

two different directions to choose from are qualitative research and quantitative 

research [15]. They can be seen as opposite forces, where qualitative research 

focuses on investigating a phenomenon and through that create concepts and 
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theories, such as models and products [15]. Quantitative research then focuses 

on proving a phenomena by experiments or system testing using big data sets 

[15]. Since the purpose of this thesis is to develop a model that can be used as a 

base architecture for handling large amounts of sensor-based data, a qualitative 

approach will be used. Although a system prototype will be developed it will not 

be used to prove a phenomena, but rather to validate the model and exemplify 

how it should be used. 

1.5.1 Philosophical assumptions 

The philosophical assumption can be viewed as what underlying view the 

research will have, and is where the researcher first decides how to conduct the 

research [15]. It describes methods of how the collected data should be viewed 

and how valid it is in the eye of the researcher.  

 

 Positivism - The assumption that the observers have no impact on the 

reality, that the reality is completely objective [15]. It is good when 

evaluating performances. 

 Realism - The assumption that collected data from a phenomenon is 

objective and credible [15]. When the data is collected, the researchers 

work to understand the data. “Realism can be used in interdisciplinary 

research in information and communication” [15]. 

 Interpretivism - The assumption that the understanding of phenomenon 

is subjective [15]. Used when developing computer systems. 

 Criticalism - The assumption that reality is subjective [15]. It focuses on 

the causes of the subjectivity and tries to eliminate them. Can be used 

when studying the impact of cultures on computer usage. 

Since this thesis uses different opinions, perspectives and experiences to gather 

data to construct the model, interpretivism will be used as the philosophical 

assumption [15]. To collect data for the thesis, reports and studies carried out 

on different information processing technologies will be used as the main 

source of information. The information mainly comes from researchers and 
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experts within the field and therefore provides valuable insights to create the 

model for sensor-based systems.  

1.5.2 Research methods 

For research methods, the researcher will have to choose what kind of 

procedures that should be used to finalize tasks within the research [15]. The 

procedures can be viewed as a framework, containing directives of how the 

research should be done in general. Some of the most common research 

methods are: 

 

 Experimental research - Studies variables, their relationship, their 

causes and effects depending on the settings [15]. It is good when 

evaluating the performance of a system. 

 Non-experimental research - “Examines existing scenarios and draws 

conclusions for the situation” [15]. It is good when using a qualitative 

research method to examine people’s thoughts about a subject. 

 Descriptive research - Studies a phenomena and the details surrounding 

a situation but not what the actual cause is [15]. “The method focuses on 

finding facts to establish the nature of something as it exists and can be 

used to find new characteristics, meanings and/or relationships in 

already existing data” [15]. It is useful in both qualitative and 

quantitative research since it is very versatile in which ways the data can 

be collected, such as surveys, observations and case studies.  

 Analytical research - Is used when analyzing an existing dataset. One 

draws conclusions and verify/falsify a hypothesis by analyzing already 

existing information [15]. It can be useful when you want to create a 

design for a process or a product since previous data can tell what has 

worked before and what has not. 

 Fundamental research - Studies a phenomena to gain new knowledge 

about its nature [15]. It will result in new innovations and evolution of 

old problems by using basic research and testing theories. It is used 

when one wants to generate something new out of something old. 
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 Applied research - Uses the same principle as fundamental research but 

is more targeted on a specific problem [15]. It depends on the subject if 

one should use applied or fundamental research. If one is targeting 

something specific within an environment then applied research should 

be used since fundamental research is much broader. 

 Conceptual research - “Is used for developing new concepts or 

interpreting existing concepts” [15]. It uses literature as a base platform 

from where theories can be evolved into new concepts within the field of 

study. It should be used if there is anything conceptual within the 

research that needs to be investigated further. 

 Empirical research - Uses observations and experiences to get 

knowledge and draw conclusions about real situations and people [15]. 

It can be used with either quantitative or qualitative research to explain 

situations. 

This thesis will use data and solutions from already established sources, 

which makes fundamental research the best choice as the research 

method. The outcome of the thesis, the model, should be a new innovation 

that evolves previous established research. 

1.5.3 Research approaches 

As research approach, the researcher can choose what type of approach to have 

with regards to conclusions drawn from the collected data [15]. It can be used 

to find out if a hypothesis is true or false, formulating new theories and a 

combination of both. 

 

 Inductive approach - Starts with data collection, usually with qualitative 

methods, which is then analyzed to gain an understanding of a 

phenomenon [15]. Good to use if there are several explanations or during 

the development of an artifact. 

 Deductive approach - Used to test theories using, almost always, 

quantitative methods with large data sets [15]. Good to use when a theory 

or hypothesis is already in place and needs to be validated. 
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 Abductive approach - Is a mix of the previous two research approaches 

[15]. Starts with a hypothesis which best explains the relevant evidence 

and an incomplete data set. It is useful as heuristics. 

As the thesis lacks a hypothesis, and focuses on using already existing 

solutions as a base for the model, the research approach that will be followed 

is an inductive approach. The knowledge that is derived from the solutions 

will be used to develop an artifact, a general architecture, which should 

facilitate system designs for general purpose information processing in 

sensor-based systems. 

1.5.4 Literature study 

To gather the required information to conduct a qualitative investigation into 

the field of model creation for system architectures, a literature study will be 

done. In this study, information will be gathered from different sources on the 

topics that are of interest to the research. To main bulk of the data will come 

from the Internet, as it provides fast and easy access to the most current and 

versatile research. To assure that used information is of high quality, only 

papers that can be backed up by other sources are deemed valid to use.  

 

The first information that will be gathered for this thesis is previous research in 

the field of data disaggregation and data processing. The information will then 

be used to map what has been done up to this point, where the focus lies at the 

moment and where it is heading in the future. This will be used to design the 

different components within the model and gain an understanding of how they 

can cooperate to achieve a common goal. Information regarding the IoT and 

cloud computation in general will also be gathered to give a broader view of the 

field that the model is supposed to operate within. Details regarding model 

design for computer architectures will also be retrieved to make sure the design 

of the model is done with proven and accepted techniques.  
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1.6 Delimitations 

The main focus of the thesis will be on the proposed model, however, a system 

prototype is also required to validate its design. This means that, even though 

the prototype will use the model for its implementation, it cannot be viewed as 

an absolute example of how the model can be utilized. The prototype will use 

aspects outside of the model, which is what has to be done, since the model 

cannot detail all specifics of an implementation.  

 

Although the model is to be used for sensor-based systems, it will focus on the 

software solution when data is transmitted to the servers. This means that the 

hardware aspect will, mostly, be excluded and solutions for that part will have 

to be acquired elsewhere. All inter-device communication, which will be a 

crucial part of an entire solution, will only be mentioned briefly to give a clear 

picture of an entire system overview and not have much relevance to the model 

presented within this thesis. Another thing that will be left out is the security 

aspect in the prototype. The reason for this is that the prototype is not to be 

used as a commercial product, and therefore security is an irrelevant factor as 

it will only operate in a confined environment.  

 

There is also a need to distinguish the aim of this thesis, on sensor-based 

systems, from the related field of cyber-physical systems (CPS) [13]. While CPS 

and sensor-based systems are basically the same area, the biggest distinction 

between them is that in CPS an integrated computational component is a 

critical part [16]. This means that each device within a CPS should have the 

ability to perform various computations on collected data, which is not the case 

for devices in sensor-based systems. In sensor-based systems the majority of 

the devices are sensors that collect data. The sensors themselves does not 

perform any computation, but rather pass the data to a back-end system that 

handles the computation. This is how sensor-based systems should be viewed 

throughout this thesis.  
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1.7 Outline 

In chapter 2 an overview of the technologies that are involved in the creation of 

the model is presented. The history of sensor-based systems, focusing on the 

Internet of Things, is presented along with related work that are deemed 

valuable assets in the model creation. In chapter 3 different, more practical, 

methods of how to conduct research are given. Among the methods, quality 

assurance is addressed to assure that the thesis upholds an academic standard. 

In chapter 4, software development is addressed and details regarding how to 

go from an idea to a working product are given.  

 

In chapter 5 initial aspects of the model, based on the previous collected data, 

is presented. First a walkthrough of how the chosen methods are applied is 

given, followed by how requirements on the product should be set. In chapter 6 

the model presentation continues, starting an overview of the different required 

components that is followed by parts that goes into details regarding the 

internal structure of each component. In chapter 7 a system prototype is 

presented, using the model as a base, to show how the model should be applied 

in the creation of a system architecture.  

 

In chapter 8 different results based on calculations and tests on the prototype 

and its components are presented, providing knowledge of how different setups 

will yield different results. In chapter 9 all the work is tied together, presenting 

conclusions, evaluating the results and discussing the work from the author’s 

perspective. A discussion on how this thesis will help the research field of 

sensor-based systems is presented and details regarding the future of the field 

is also given. Chapter 10 summarizes the whole thesis.  
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2 Sensor-Based Systems 

This section first looks into the history sensor-based systems, with a focus on 

the Internet of Things and why it has become such a huge area of interest in 

recent years. An explanation as to why sensor-based systems, such as the 

Internet of Things, is tightly connected with cloud computing will also be 

provided. The next topic to be addressed is data management in sensor-based 

systems, starting with data disaggregation and focuses on why it is used, how it 

can be used and what current solutions exist today. The next part of the data 

management is regarding data processing, which is where to main computation 

takes place, and addresses both real-time processing and batch processing. The 

last part is regarding related work in the field of creating architectures for 

sensor-based systems. This part gives insight in what previous research has 

been conducted and provides valuable design aspects of the model presented 

within this thesis.  

 

It is important to understand the difference between the words model, 

architecture and design. The interpretation of the words throughout this thesis 

will be the following: A software model involves all steps from generating initial 

requirements of the system down to having a detailed layout for each 

component that will reside within the system. A software architecture is a high-

level abstraction of the components that are used to create the system. It shows 

how the distributed components are connected and how the data will flow. A 

software design is when more details are applied to the architecture. Here more 

implementation specific information, such as internal functions, is added to 

facilitate the coding of the system.  

2.1 Internet of Things and cloud computing 

The term Internet of Things (IoT) was, presumably, first used in 1999 [2] and 

could be explained as physical objects “that are enhanced by a small electronic 

device to provide local intelligence and connectivity to the cyberspace 

established by the Internet” [17]. By coining the term, Internet of Things, the 

area of sensor-based systems has become ubiquitously available. While having 
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sensors that transmit data has existed for many years it is not until recent years 

that the IoT has become something viewed as a new emerging trillion US dollar 

market. It is estimated that by 2025 the IoT market will be worth upwards to 11 

trillion US dollars [18], giving an enormous incentive for companies to start 

exploring how they can contribute to the market.  

 

The start of the IoT began, however, long before the term was coined and the 

size of the market was thought to be grow as large as it is today. It all started 

with the development of the radio frequency identification (RFID) [19] 

technology, which began in 1948 when Harry Stockman [20] published the 

paper “Communication by Means of Reflected Power”. The work done by 

Stockman was cultivated over the following years and by the 1970s commercial 

RFID sensors were available for limited usage, such as tracking animals and 

vehicles. After this, new areas emerged where RFID could be used as the size of 

the chips shrank due to advancements in micro technologies. The concept of 

having miniature wireless data transmitters and combining this with sensors is 

then what has become a key building block of what today is known as the IoT.  

 

There is however something that, in recent years, has made the IoT accessible 

to a broader audience, namely cloud computing [21]. Development of IoT 

oriented applications are something that many developers associate with cloud 

computing and in 2015 over 55% of the IoT developers connected their devices 

to a cloud service [22]. The NIST [23] has come up with a definition for cloud 

computing: “Cloud computing is a model for enabling ubiquitous, convenient, 

on-demand network access to a shared pool of configurable computing 

resources (e.g., networks, servers, storage, applications, and services) that can 

be rapidly provisioned and released with minimal management effort or service 

provider interaction” [24]. By utilizing the power and flexibility of cloud 

computing, new kind of possibilities are available since complex systems can be 

built without having the required hardware close at hand. This means that 

sensors can be placed almost anywhere to gather data and all processing can be 
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done in a cloud environment, opening up for possible microscopic systems to 

be designed without having to reduce its computational power. 

 

Looking ahead in time, the market for IoT will, most likely, explode and new 

areas will become digitalized and measurable. Some of the future applications 

may include: Accurate predictions of natural catastrophes, monitoring health 

parameters to detect sickness at an early stage, advanced metrics for 

agriculture, autonomous transportations, anomaly detection in industrial 

applications, total control and analysis of homes and much more [25]. There is 

however an abundant of research required before many of these envisioned 

applications are ready to be commercialized. Some of the research areas 

include: big scaling, system architecture, privacy, security, reliability and 

acceptance from the population [26]. Scaling will play a big role as the systems 

for managing the data from ubiquitous sensors will have to handle an enormous 

load. Communication protocols is another aspect that is of importance if the 

IoT is to be scalable. The sensors have to be lightweight, and for messages to be 

easily processed the size and complexity has to be kept to a minimum.  

 

The architecture is of uttermost importance for designing IoT systems that are 

viable in the long term. Objects have to communicate with other objects and 

some objects might have to be protected from some devices. All the 

entanglement and disjunction have to work seamlessly for the flow of 

information to be maintained. Privacy, security and reliability will of course 

have to be a core part of any IoT system. If any of these areas are lacking it could 

have potential devastating effects as the IoT gains more control and 

information about the surrounding environment [26]. This brings up the aspect 

of human understanding for a connected and autonomous environment. People 

are very complex, both physiological and psychological, and for the IoT to 

become widespread it is important that they are aware of how their 

surroundings are being changed. For example, some will have an easy time to 

enter an autonomous vehicle since they know that it will not make any human 

errors, while some will refuse due to lack of understanding the underlying 
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system and how it is designed to be more secure than with a human driver. 

Technical researchers will therefore have to cooperate with psychologists to 

understand how they should create systems that will be accepted by the general 

population. 

2.2 Data disaggregation 

To efficiently disaggregate simultaneous incoming messages at a high rate, 

using a publish/subscribe model [7] has been proven to be an efficient solution. 

It works by having nodes send their data to a middleware entity, a so called 

Message Broker [27], that work as a gateway for all messages. The broker will 

keep track of topics, which is a category that messages can be stored under, and 

clients can then register to topics that they are interested in. When a message 

arrives to the broker it will examine the content and store it in an appropriate 

topic. Any subscribed clients will then have messages stored in their subscribed 

topics pushed to them. By utilizing that a back-end system [28] can be a client 

it is possible to have incoming messages rapidly relayed to the process that 

should manage the data, allowing disaggregation of many thousand messages 

each second.  

 

There are many commercial products implementing this technique available, 

many being open-source, and can be utilized to set up a simple data 

disaggregator. Some notable products are RabbitMQ [29], ActiveMQ [30] and 

Kafka [31]. They are all used in production environments and can therefore be 

viewed as commercially viable options. While they all have benefits and 

drawbacks in different areas it seems like Kafka is the clear choice if message 

throughput is what is desired [32].  

2.3 Data processing 

When looking at data processing in sensor-based systems, both real-time data 

and batch data have to be considered. To allow different results to be aggregated 

simultaneously, without impairing other processing services, there has to be 

clear distinctions between these two segments. Starting by looking at real-time 

processing there has been proposed that eight specific rules should be fulfilled 
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to have a complete processing model. These rules are: Make sure the data keeps 

flowing throughout the system, use StreamSQL [33] for queries, make sure late 

and out-of-order data does not disrupt all other processing, have a model for 

how the out coming data is structured, use stored data together with streaming 

data to enable historical analysis, have a fail-over solution in case the an error 

occurs in the main processing system, have a distributed system that is 

automatically scalable, and finally make sure that the system is capable of 

handling a high load with low latency [34].  

 

What also has to be considered is that ordinary database management systems 

(DBMS) [35] most likely cannot be used as they require the data to be stored 

for it to be processed. To process a stream of real-time data it is instead better 

to use stream processing engines (SPE) [36] that can use SQL on the stream, 

allowing on-the-fly processing [34]. This will allow data to be processed without 

storing it, lowering the processing time and overhead, making sure that the data 

is processed in near real-time.  

 

The other type of data, batch data, is less constrained by time and can be 

processed when there is time to spare. This does not, however, usually mean 

that the data can sit idle for hours without it having some kind of impact. There 

are log data that, maybe, is only accessed once a month, but most data is used 

by other processes or should be presented to clients in some structured way. 

Batch data should therefore be processed as soon possible to ensure that 

information is available, independent of when it will be used. In recent years 

batch processing is mostly done by using the MapReduce [37] framework. 

MapReduce is a programming model developed by Google that allow large 

datasets to be generated and processed. The process works in two steps: map 

and reduce. The map part is when information is broken down into small 

chunks, distributed to a number of different machine and processed to generate 

new information. The reduce part is when the newly generated data from all 

machines are combined together to get an accumulated set that can be 

presented in a clear way. The reason this method has become so widely used is 
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that the underlying system takes care of parts like scalability, job distribution, 

membership management and parallelization. The users only have to write the 

map and reduce functions and everything else is taken care of by the system.  

2.4 Related work 

The focus of this thesis is to describe a model for how to manage data 

simultaneously in sensor-based systems. Aiding in the design is other types of 

existing models and their solutions, supplying design aspects that could be of 

value. It is important to look at the overall design, the architecture, of these 

models to discern what particular modules could be aggregated to the model in 

this thesis. The related work described in this section will focus on sensor-based 

systems that describe a model for managing the data. Some of the related work 

is addressed based on partial value, as the focus might not reflect the complete 

focus of the model for this thesis. 

 

The first architecture to be investigated is that of CloudThings [38]. 

CloudThings is an IoT platform which address how hardware components can 

create a wireless mesh network [39] using 6LoWPAN [40] and CoAP [41] for 

handling efficient, low power, inter-device communication. All sensors within 

the same physical environment are connected to a hub that acts as a relay for 

communication with different cloud platforms depending on what the data is 

to be used for. This allow the sensors to be very energy efficient as they 

themselves are not required to transmit their data to the cloud using an Internet 

connection. The described architecture of CloudThings is how a device network 

should be set up to facilitate the flow of information and allow the sensors to be 

as low powered as possible. The described architecture does, however, not go 

into details regarding the inner structure of the cloud system, which is what this 

thesis will focus on. 

 

Another interesting system is IoTCloud [42], which provides an architecture for 

a cloud centric IoT solution. IoTCloud propose to use a controller located in the 

cloud that manage all sensors in a large scale, distributed, network. When a 

sensor is set up it will create a SOAP message to register with the controller and 
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thereby letting the controller to manage all provisioning of the sensor. A client 

can then access the controller and acquire metadata about all available sensors, 

which could be used to set up new services and check the status of the registered 

sensors. Inside the cloud is also a Message Broker that is used to manage all 

data in the system. The sensors will publish data to the broker and then a client, 

by subscribing to a topic using the controller, will have subscribed data pushed 

to them by the broker. This way of using a controller in the cloud is a very 

interesting solution when control of all available sensors is required and is 

something to be considered if the underlying infrastructure is designed to have 

distributed sensors without a central physical hubs.  

 

Yet another architecture that is interesting, called PatRICIA [43], describes a 

cloud centric system for controlling devices within the IoT. PatRICIA has a four 

level structure consisting of a physical layer, a device and data integration layer, 

a cloud runtime system layer and a development support layer. These layers are 

designed according to a service-oriented architecture (SOA) [44] format to 

facilitate issuing commands and tasks to devices. Starting from the bottom with 

the physical layer, the different devices and sensors that make up the IoT is 

present and as the name implies consist of only physical entities. The entities 

from the physical layer communicates with the data and device integration 

layer, which act as a virtualization of the different connected devices. It contains 

a wrapper for all connected devices, exposing them as services instead. The 

services can then registered and discovered so they can be used by higher-level 

domains. There is also a device manager present that will detect any new 

devices, as well as data persistence in form of NoSQL and relational databases 

for sensor data. The next, higher, level in the hierarchy is the cloud runtime 

systems layer that provides an execution environment for applications. An 

execution manager is present that monitors all running applications and a 

runtime container is tasked with dynamically scaling the system to the current 

load. Data management, policy enforcement and task registration also exist to 

provide runtime services. The final layer is the development support layer 

exposes tools to developers for creating IoT applications. There is also an 
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application manager that manages licensing, configuration and deployment of 

the developed applications. This way of exposing devices as services is a very 

interesting concept and by utilizing the flexibility of SOA, a responsive system 

that allow rapid instructions to be sent to devices can be developed. SOA could 

be used as an added feature to the model that will be described within this 

thesis, but its main focus is not to manage the data collected by sensors, but 

rather to allow fast analysis of data to determine if actions has to be taken in 

response.  

 

The final architectural component that is related to the work within this thesis 

comes from Gubbi et al. [45] where they propose a somewhat complete 

overview of a cloud-centric IoT system built using Aneka platform. In their 

architecture they propose that sensors relay data to an Internet gateway which 

stores the data in a cloud storage [46]. On top of this storage is a web portal that 

can access data from the storage and send data to an Aneka cloud platform for 

computation and storage. A user can access the web portal to request analysis 

if their data, which will create a job to ingest data from the storage and analyze 

it using Aneka. The stated reason for using Aneka as the key cloud component 

is that it provides a high-level API for analysis and management of data, which 

means that things such as MapReduce and threads can be ignored when 

creating a system. This will simplify the initial setup of the system, but could 

become an issue if specialized services are to be integrated in the future. Many 

of the modules from Aneka will be used to create the model for this thesis, but 

additional modules will also be present, especially to enable real-time data 

analytics.  
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3 Methods 

This section discusses the methods that can be used in a project and how they 

are used throughout this thesis. Large portions of the descriptions in this 

chapter are reused from the author’s previous work, see Communication 

Protocol for a Cyber-Physical System [14]. 

3.1 Research strategies 

The research strategies are tightly connected with the research methods 

described in section 1.5.2, but rather than describing the framework it describes 

the actual steps that need to be taken in order to conduct the research [15].   

 

 Experimental research - “concerns control over all factors that may affect 

the results of an experiment” [15]. It verifies or falsifies a hypothesis and 

provides correlations between variables. Usually used in experiments 

with large data sets. 

 Ex post facto research - Similar to experimental research, but is carried 

out after the data is collected so it does not change independent variables 

[15]. Can be used to study behaviors.  

 Surveys - Examines the relationship between variables and describes a 

phenomenon which is not directly observed [15]. There are two types of 

surveys: cross-sectional and longitudinal. Cross-sectional surveys collect 

data at a single point in time from a population while longitudinal 

surveys collect data over a period of time. 

 Case study - A strategy which involves an empirical investigation and 

multiple sources of evidence to explain a phenomenon [15]. Can be based 

on either qualitative or quantitative methods or both.  

 Action research - “Performed by actions to contribute to practical 

concerns in a problematic situation” [15]. Supposed to improve how 

people address issues and solve problems. Qualitative methods are most 

suited since action research often involves settings with restricted data 

sets.  
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 Exploratory research - Explores the possibility to obtain as many 

relationships between variables as possible [15]. Uses surveys to get 

insight, but rarely provide definite answers. It uses qualitative data 

collection to identify key issues and variables to define objectives. 

 Grounded theory - Collects and analyzes data [15]. “The grounded theory 

is an inductive theory discovery method that allows the development of 

a theoretical account of general features of a topic” [15]. 

 Ethnography - Uses descriptive studies of cultures and people in order 

to place a phenomenon in cultural and social contexts [15]. 

The model that will be developed will consist of different components that all 

require their own separate data collection and analysis. The research strategy 

that will be used is therefore grounded theory since data will be collected and 

analyzed iteratively.  

3.2 Data collection 

Before a solution can be deemed appropriate to use, data about it has to 

acquired and analyzed. The data collection methods to use depend on the 

chosen direction for the research. Methods can also be combined if different 

parts of the research requires different data sets.  

 

 Experiments - Used when one need to collect big chunks of data using 

certain variables [15]. 

 Questionnaire - Used when one want to gather data from certain 

questions [15]. 

 Case Study - Used when gathering data from a small number of samples 

or a smaller group and get a deep understanding of their behavior [15]. 

 Observations - Used to “observe behavior with focus on situations 

(participation) and culture (ethnography)” [15]. 

 Language and Text - “Used for interpreting discourse and 

conversations, and meanings in texts and documents” [15]. 
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 Interviews - Used to gather what some people think about a certain 

subjects and gain a deeper understanding of why they think like they do 

[15]. 

To collect data for this thesis a mix of text analysis and experiments will be used. 

The text analysis is used to gather information of how the different components 

in the model can be used, how they can communicate with each other and where 

bottlenecks could arise. The prototype that will be developed, using the model 

as a foundation, will undergo different experiments to test its functionalities 

and gather performance data.  

3.3 Data analysis 

Data analysis describes in what way the collected data should be analyzed [15]. 

The data is inspected, relevant information is extracted, and then it can be 

converted and modelled into a manageable state. 

 

 Statistics - Used when analyzing data and determining the significance 

of it [15]. 

 Computational Mathematics - “Used for calculating numerical methods, 

modelling and simulations with an emphasis on algorithms, numerical 

methods, and symbolic methods” [15]. 

 Coding - Used when turning qualitative data, such as interviews and 

observations, into quantitative data [15]. 

 Analytic Induction / Grounded Theory - Used when developing a theory 

but there are many different cases that need to be analyzed before 

anything can be concluded [15]. There are iterations of collection and 

analysis of data for each case until some kind of valid theory can be 

formed. 

 Narrative Analysis - Uses the meaning of text, signs and symbols in 

literary discussions and analysis “to support traceability in requirements 

and interfaces” [15]. 
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To analyze the collected data, a mix of analytical induction and statistics will be 

used. Analytical induction will be used to first conclude if the individual 

components will work and then if the components will work together. When the 

model has undergone its iterative verification, the prototype will have to be 

evaluated to see how well it performs. When results from testing the prototype 

becomes available they will be analyzed, and by using statistics the data can be 

presented and clear conclusions can be drawn from it. 

3.4 Quality assurance 

Quality assurance is the final part of the research and it describes how the 

research can be verified and validated in a way that is satisfactory to other 

researchers in the same area [15]. 

3.4.1 Quantitative research 

 Validity – The instruments used for testing works correctly and the 

collected data is of the expected type [15]. 

 Reliability – The measurements are stable and repeated testing is 

consistent with previous measurements [15]. 

 Replicability – The same results can be achieved by having another 

researcher perform the same tests [15]. 

 Ethics – “Independent of quantitative research or qualitative research, 

is the moral principles in planning, conducting and reporting results of 

research studies” [15]. 

3.4.2 Qualitative research 

 Validity – The research in conducted by following a set of existing rules 

and the results can be confirmed by participants that they are correctly 

understood [15]. 

 Dependability – Another expert in the area can judge what level of 

correctness the conclusions have [15]. 

 Confirmability – The research has been conducted according to a 

professional standard without letting personal judgment affect the end 

results [15]. 
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 Transferability – “Create rich descriptions that can become a database 

for other researchers” [15]. 

 

Since this thesis uses a qualitative direction, only the points under section 3.4.2 

has to be addressed. To assure the validity of the research some general 

principles on software architecture will be given in section 4.1, which serve as 

guidelines to be followed. By following these guidelines, others should be able 

to confirm that the model has been developed from using a predefined structure 

that is generally accepted. When it comes to dependability, researchers within 

the field of sensor-based systems and data management should be able judge 

the level of correctness in the model by looking at the presented specifications 

and how well the prototype follows the guidelines. Assuring confirmability can 

be done by verifying that a prototype could be built using the model. The final 

topic to address is transferability. By allowing other researchers to use the 

model as a foundation for building their own sensor-based systems, new 

insights and aspects can be achieved that can be used to further enrich the 

model structure.   
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4 Software Development 

This section describes how software is created, starting from a design 

proceeding down to working code. It is important to understand the 

characteristics of modern software development in order to produce a product 

of high quality. Immediately starting to code when an idea comes to mind will, 

in most cases, end up with issues as new features to the program is added. To 

avoid issues that could arise as the complexity of the product increases, formal 

ways and philosophies have been developed and by following their guidelines 

the chance of creating a good product increases.  

 

The first part of this section looks at design and creation of software systems 

and what steps need to be done to create a high quality end product. The next 

part looks into different philosophies that can be applied for the development 

process. Which philosophy to use depends on many variables, such as scale, 

complexity, flexibility and available resources. They do however share a 

common goal: to guide the development from an initial design to a working 

product using tested and approved techniques. The final part goes into the 

choice of which philosophy is used in the creation of the system prototype. 

4.1 General principles 

As a first step towards creating new system solutions there is need to look into 

formal ways of how software is designed from a high level perspective down to 

small details. Designing software is getting more tedious as the complexity of 

new systems are growing by a more demanding market. Solutions to more 

simple requirements are likely to already exist and therefore newly created 

systems that want to offer new innovations are likely to have a complex 

structure of many cooperating sub-systems. This means that creating software 

is no longer only about implementing new algorithms and defining data 

structures, modelling the entire structure of all components from 

interoperability to individual internal structures is turning out to be a main 

problem area in modern software architecture [47].   
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When creating new software there are generally three high-level steps that has 

to be traversed through: requirements, architecture and code [48]. First of all 

there has to be thorough documentation on the expected functionality of the 

system, stated by formal requirements, that can be tested and verified during 

the development process. It would be unwise to building an entangled system 

that would have to be finished before all original requirements could be tested. 

It is instead better to build the system in a modular way and make sure that 

each component is capable of fulfilling any applicable requirements on its own. 

This narrows down the probability of major remodeling at later stages, when 

changes will be more costly in terms of money and time. 

 

The second step in the process is architecture [48]. The architecture is where 

the requirements are used to create an overall picture of the entire system. This 

is generally done by using either Architecture Description Languages (ADLs) 

[49] or Unified Modelling Language (UML) [50], which both provide graphical 

and textual visualizations of all parts within the system [48]. UML is for more 

general purpose modelling in an object-oriented manner while ADLs is more 

specialized in software architecture and provides tools for representing broader 

interaction between components. This means that it is possible to use either 

UML or ALDs for the whole modelling process depending on what kind of tools 

that is needed. It is also possible to combine them, first making a sketch in an 

ALD and then going creating the topology in UML [48].  

 

The last step in process is coding [48]. There are in general two ways to build a 

software system: top-down and bottom-up. The top-down approach is when a 

complete architecture of the system is created by first making a general 

overview of all components and then defining all necessary sub-requirements 

on each component down to general pseudo-code [51]. This approach makes for 

more planning, making it requirement oriented, and the coding will not start 

until a complete picture of all components and their connections has been 

defined. The bottom-up approach instead allows for a single component to be 

specified and then implementation can start. This way allow for a more modular 
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oriented approach, focusing on the technical aspect of the design, which can 

allow for a more rapid development. Bottom-up also emphasize re-use of 

existing code and early testing, but could lead to problems at later stages since 

requirements might not be fulfilled due to incompatibility between developed 

modules.  

4.2 Philosophies 

Throughout the years that software has been developed there has been many 

different philosophies of how to best implement a solution. Depending on the 

scale and nature of the project some philosophies are more suitable than others. 

What they all have in common is that they ordinate a structure to follow from 

the start of the project until a final, launch-ready, product. The following parts 

will address some of the most common software development philosophies and 

give an idea their strengths and weaknesses. Due to the vast amount of 

philosophies available only a few, popular ones, are described here. 

4.2.1 The waterfall model 

One of the most famous, and overall used, philosophy in software development 

is the waterfall model. The name is an abstraction of how the development is 

divided into phases, starting from a top level and going down on the way to a 

released product. The waterfall model consist of five phases that address 

different stages of the development process [52]. These phases are: 

Requirements Engineering, Design and Implementation, Testing, Release and 

Maintenance. Between the phases are also quality controls, where all 

documents processed during a phase are screened and approved before the next 

phase can start.  

 

Going through the phases like this has many drawback, many due to the lack of 

flexibility. When one phase is finished it, in most cases, cannot be redone. This 

means that when the requirements are set and the architecture is created, it is 

very hard, and costly, to incorporate new information that might come at a later 

time. There are of course also benefits to this model. It facilitates the design and 

coding, since all information of what is required is already known. The 
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architecture can then be created with respect to the available information and 

the code can be written according to the architecture, making future changes 

irrelevant to the current workflow.   

 

When starting a new development process using the waterfall model it starts 

with requirements engineering, which is the first phase of the project. This 

phase is a collaboration with the customer where all requirements for the 

project are specified and written down, making sure that both the company and 

the customer is aware of what the final product should include [52]. The 

requirements are then refined to better suit how they should be applied in the 

development process and stored in a repository. Next the requirements are 

screened and chosen depending their importance and how many resources are 

available. The next phase, design and implementation, is where an architecture 

for the product is developed and implemented at a code level. Before the next 

phase can start all written code is tested using unit tests, making sure that all 

components are working according to their individual requirements.  

 

When the development is completed the next phase, testing, is commenced. 

During the testing phase the produced code is tested as a whole, combining all 

components and running end-to-end test scenarios. The code is also tested 

using different software and hardware configurations to see how the product 

performs in different environments. As a quality check the system is tested 

against all requirements set in collaboration with the customers to make sure 

that the product is what the customer requested. After this phase, the product 

is made ready to be presented to the customer and the next phase, release, 

begins. During the release phase, documentation is finalized and the product is 

configured to be deployed on the customers’ infrastructure. All the 

requirements are parsed through together with the customer to see how they 

are being met, after which the customer has to accept (if all requirements are 

met) the delivered product. The final phase, maintenance, is a sort of post-

project phase which means that the company maintains support for their 
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developed product. The customer might have questions, request new features 

or report issues, which the company should provide assistance for.  

4.2.2 The spiral model 

The final philosophy that will be described is the spiral model, which can be 

viewed as a combination of the waterfall model and agile development. The 

model consist of four phases, which can be seen as quadrants of a plane, and a 

looping process, called a cycle, where the four phases are iterated repeatedly 

(like a spiral) [53]. In the first phase, objectives for the cycle are set, how to best 

do the implementation is decided and what constraints exist are discussed. The 

next phase starts by finding different alternatives with regards to constraints 

and objectives. By doing this, risks can be identified by finding uncertainties 

that could prove to be a critical part of the project. When the risks are found, an 

economical plan for solving them should be formed.  

 

After having formed a plan for solving any identifiable risks, the next phase 

takes over. In this phase, the plan I carried out by, for example, creating 

prototypes, modeling, simulations, questionnaires or other techniques for 

managing the risks. The last phase of the cycle starts when a certain amount of 

yield from the risk resolution has been acquired. The amount of yield varies 

depending on the objectives, but when the threshold is reached a summary of 

the results should be done to see how the risks were maintained. Next, a plan 

for the upcoming cycle should be formulated to set up new objectives, 

depending on yield from the previous cycle. As a final step of the cycle, all 

primary involved parties in the development process does a review, together, of 

the previous cycle and discuss the plan for the next cycle. This is to agree on 

how many resources should be used for the next cycle and keep everyone of the 

same page of what is being done.  

 

By iterating through several cycles in the spiral, a product will eventually start 

to take form. The first cycle will primarily be to develop the concept for the 

product, to show the feasibility, and most likely will not produce anything other 

than a design overview together with some calculations [53]. For each new cycle 
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more of a working prototype will be shaped, with more specific features being 

added over time. This way of working, as with any software development 

process, has its ups and downs. It is more flexible in terms of change than the 

waterfall model since it allows for some change before each new cycle starts. 

The issue with the changes is however that the grand model, which was 

developed during the first few cycles, has to be maintained throughout the 

process. Even though changes can be done, it will only be smaller changes that 

oblige to previous established model. This makes it less flexible than an agile 

philosophy, but it still facilitates the development if the initial design can be 

maintained.   

4.2.3 Scrum 

One of the most commonly used philosophies today is agile development. What 

is meant by “agile” is that the development is adaptable to change, producing 

working code is prioritized over creating a ubiquitous design, the customer is 

continuously a part of the decision making and people are valued over tools 

[54]. From this mindset, a number of different frameworks has been adopted 

to structure a workflow that will guide a project from start to finish. One of the 

most commonly used frameworks is Scrum, which is the one chosen to be 

described due to the extensive documentation and track record available. The 

methodology of Scrum is that the development is divided into mini-projects, 

which from an overview perspective works like any other development project 

[55]. These mini-projects consist of three phases: Planning, Sprints and 

Closure. A mini-project should be short so that changes can be applied 

frequently, giving the customer opportunities to continuously come with 

feedback and add additional modules.  

 

The planning phase, which is done at the start of a mini-project, is done by 

writing down tasks that should be accomplished during the project period and 

breaking down larger tasks into smaller ones [55]. The tasks are then assigned 

a priority and a time estimation, which together is used to determine when the 

task should be scheduled and how many should work on it. After having decided 

everything that should be done before the next iteration, the project moves on 
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to the Sprint phase. A Sprint itself consist of four smaller phases: Develop, 

Wrap, Review and Adjust. First development of specified tasks is performed, 

followed by a wrap that integrate the changes into the larger product. Then a 

review of what has been done is made and reprioritizations are made on tasks 

that are left in the backlog. The last part of a Sprint is when adjustments are 

made to the project based on the feedback gathered from the review. After this 

a new Sprint could be launched, repeating the whole process. This could be 

done a few times until a new release of the product is available, which marks 

the end of the Sprint phase and the start of the Closure phase. The closure of a 

mini-project is where enough new features are available to call it a new release 

and preparations for a general release is made. This includes production tests, 

integration, documentation and even marketing. When a project has been 

closed a new project could be started with new features and changes to be made, 

making this way of working with development very convenient for the 

customer. 

4.3 Philosophy for prototype development 

To develop the system prototype, the software development philosophy that 

will be used is the waterfall model. The reason for choosing this philosophy is 

that if requirements are set and no changes is to be expected, which is the case 

for this prototype, it is very time efficient since compatibility issues are unlikely 

to occur. The steps that will be taken is therefore: requirement engineering, 

design and implementation, followed by testing. The two final phases, release 

and maintenance, are not applicable to a prototype and will be ignored. The 

requirement engineering will result in formal requirements for the prototype 

and aid in the design. The design step will result in an architecture, which is 

implemented in the next step. The last step, testing, is where actual 

measurements are carried out on the system to see that it follows the 

requirements. Between each step there will be quality controls, making sure 

that everything works together and that that model is applied correctly. 
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5 Model Design 

This section describes the initial aspects of the model for handling 

disaggregation and processing of data in sensor-based system. The model 

provides general guidelines and advice on the architectural design in the 

creating of a system for managing data coming from distributed sensors. The 

model is designed to manage all steps from initial requirements down to the 

final system design. The model will however not give a full description on all 

steps, but rather provide general rules that should be followed as each step is 

traversed through.  

 

Before the model is described in detail, a part about how the different stated 

methods are applied is given. The next part goes into formal requirements on 

the model and specify what has to be considered to acquire desired functionality 

from an implementation.  

 

To ensure that the design of the model is valid, a prototype based on it will be 

created. Each step in the design will be iterated through, giving explanations of 

how they are utilized. When all steps are accounted for, the model can be 

deemed valid in the architectural design of a system. 

5.1 Method usage 

It is important to make sure that the stated methods that are used in this thesis 

are accounted for and it is clear how they are applied. The stated research 

strategy is grounded theory, which has set the course for how the model is 

created. It is applied on the model design by collecting data and analyzing it at 

a component basis. Collection and analysis is done iteratively, making sure each 

component works individually and together with all other components. The 

data collection methods are text analysis and experiments. Text analysis is 

applied by reading through documentations and papers, both on individual 

component level and on a more coherent level, to gain the necessary knowledge 

to design the model and create the prototype. To test how well the prototype, 

and indirectly the model, performs it is essential to conduct experiments on the 
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weakest link in the chain and on the system as a whole. The weakest link will be 

scrutinized to see how it best should be constructed, making the whole chain as 

thorough as possible. The whole system will also be tested, making sure that is 

it clear what limitations are present and to see how well the model can be 

applied.  

 

When it comes to the data analysis methods, both analytical induction and 

statistics will be applied. Analytical induction is quite straight forward based on 

the research strategy and how data is collected. The model will be constructed 

by validating each of the components individually and their cooperability. 

When the model has been fully defined and the prototype, which is based on 

the model, thoroughly tested, statistics will be applied to the results to present 

it in a clear and accessible way. This will mainly come in the form of various 

graphs, where standard deviations should be present if it is deemed necessary 

depending on the nature of the test.  

5.2 Requirements 

Before the actual design can be presented it is needed to specify formal 

requirements that a system implementation should fulfill. These requirements 

will serve as the foundation of the model and implementations based on it will 

thereafter have the requirements built into its core. The requirements specified 

in this section are in no way an absolute truth and could be viewed as concerns 

that should be considered and addressed before launching a commercial 

product. The presented requirements is not from a specific formal source, but 

rather comes from common areas that could become a liability if not addressed 

correctly.  

 

The recommended requirements are the following: scalability, reliability, 

security and performance. Starting with scalability it is necessary that the 

system can handle various loads and increasing numbers of connected nodes. 

Since many sensors and end-user systems are likely to have infrequent updates 

of data it is not possible to calculate how much computational power the servers 

need at a specific point. A bad way to solve this is to measure the peak load and 
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gear up for handling that surge, and some more, all the time. This will make 

sure that the system always is able to handle the heaviest load but most of the 

time a large portion of the servers will sit idle, wasting electricity and money. A 

better way to solve the issue is to use a demand-response model (also known as 

auto scaling) offered by many cloud providers. Using this model means that the 

system can scale up and down depending on the current load. If a lot of data is 

starting to come in, more CPU and memory can be rented until the peak is over 

and then returning the system to its normal configuration. Using a demand-

response model can give large financial benefits and allows for more end-user 

systems to be connected without having to worry about the servers not being 

capable of handling the load.  

 

The next requirement to be addressed is reliability. While the model itself 

cannot give details regarding what level of reliability can be promised, it can 

specify certain safeguards that should be implemented to increase the overall 

reliability. One important aspect is that there is some offline data management 

available in case the Internet connection between an end-user system and the 

servers is malfunctioning. This means that data should be able to be 

temporarily stored in the local environment until the Internet connection is 

working again. If the local system is powerful enough it could also provide some 

basic services that otherwise would be done by the servers, reducing the impact 

for the consumer.  

 

Another aspect is of course reliability during high load, where a solution already 

has been proposed with a scalable demand-response cloud model. What also 

could impact reliability is hardware failure on the server side. It is possible that 

a power-outage, lightning storm, fire or other unforeseen circumstances will 

make the physical servers unavailable for a long period of time, without 

guaranteeing that stored data is preserved. To avoid such scenarios having a 

catastrophic impact on the system it is important to have back-up servers and 

databases in different physical locations. All data should preferably be 

duplicated at arrival in the system and sent to different physical servers to 
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ensure that as little as possible is lost during hardware failure. The local system 

should also keep the most recent data backed-up so that it can be re-sent when 

the failure is over. Having an entire back-up system at another physical location 

will allow traffic to be re-directed when one system is down. This will make sure 

that there is almost no downtime, even during unforeseen events. It will also 

simplify system updates since one system can be taken down for patching while 

the other takes over the traffic. 

 

As the third requirement, security, is hard to detail for a model due to individual 

strengths and weaknesses in used sub-components, it will be given at a general 

level. Starting with the data transfer between an end-user system and the 

system servers it is essential that the communication is encrypted. The 

encryption should be applied in the initial communication establishment using 

a symmetric encryption scheme for TCP, like SSL/TLS. It is also important to 

only allow verified and trusted devices to communicate with the servers. If any 

device was allowed to communicate and send data to the servers it could be 

exploited by staging a denial-of-service attack, making the servers unavailable 

for the duration of the attack if the hardware is static or creating an economical 

unsustainable situation if a scalable cloud solution is used. Shifting focus to the 

data that has entered the systems servers there is the aspect of encrypting the 

data at rest. Any data that is stored should be unreadable to any unauthorized 

entity, human or system component alike. Encrypting the data at rest will 

preserve the integrity and confidentiality of the data, making sure that end-

users can rely on their data being kept private. This could be done be using a 

symmetric key encryption where only an end-user and authorized system 

components have access to the decryption key. 

 

The final requirement, within the scope of this model, is performance. It is not 

enough to have the capacity for managing a large number of concurrent 

incoming messages if the back-end components cannot process it in a timely 

fashion. This is especially true for processing real-time data, where a delay of 

only a few seconds could have repercussions on the functionality. It is therefore 



37 
 
 
 
 

essential to have knowledge of what different system components need in terms 

of software and hardware. From a software perspective, even if the underlying 

hardware is capable of managing all data the software has to be written to utilize 

all available resources. The software should be able to do load balancing, 

membership management, thread concurrency, RAM memory utilization and 

much more. From a hardware perspective, different software modules will 

utilize hardware in different ways depending on its purpose. Some modules 

might be very memory heavy, requiring a lot of RAM memory and little CPU 

power, some might be the opposite and some might need a balance between the 

two. The hardware should be set up according to the individual needs of each 

module, maximizing the potential performance on a modular basis.  
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6 Model for Simultaneous Data Management in Sensor-Based 
Systems 

This section describes the architecture for a system that manages data from 

distributed sensors. First an overview of a complete system architecture is 

presented. This gives an idea of what components are required and how they 

are connected. Following this are three parts that goes into details about the 

major components and their internal structure. The flow of information in each 

component is described and how different internal sections are connected and 

used as the data flows through the component. 

 

To gain an understanding of the model it is good to start from a broad 

perspective and work down towards a detailed level. The first part of the model 

will therefore be a general overview, showing the steps from data collection to 

processing and storage.  

 

Fig. 1. A general overview of a complete sensor-based system according to the model 
specifications. 

 
As shown in figure 1, the first part of the whole process is that some sensors 

collect data that they relay to a local system hub. The hub is what connect all 

local sensors with the servers through an Internet connecting. The 

communication between the sensors and the hub has to be done using a low 

power communication protocol, conserving the power source of the sensors as 

much as possible. Some suggested protocols are ZigBee [56], CoAP [41] and 
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6LoWPAN [40], which all are designed to be power efficient in terms of wireless 

communication. The hub will be responsible for temporarily storing any data it 

receives from a sensor and, depending on the configuration, send it to the 

servers at a suitable time. This could be as soon as data is received or after 

certain requirements are met, such as elapsed time or amount of collected 

messages.  

 

The system servers should preferably be contained within a cloud environment 

to allow easy scalability of the hardware. This is of course not a requirement, 

private hardware could be used to achieve the same functionality. That being 

said, the recommendation and continued assumption throughout the model 

description will be that a cloud environment is used to host the server side of 

the system. When a hub connects with the cloud it will be connected with a data 

disaggregator that act as a single point of contact for relaying sensor data. The 

type of data will not matter, it should all be sent to the same place and let the 

disaggregator decide where it belong. 

 

 The disaggregator will examine the metadata of any incoming message and 

categorize it, which in turn sends a copy to any process that has stated interest 

in messages belonging to that category. The data is then relayed to either the 

batch processing engine or the real-time processing engine, where it will be 

processed according to the current system configuration. The difference 

between the two processing engines is that they are used to make data available 

at different time and are used to process data differently. The batch processing 

is used by the company/institution that operates the platform to aggregate 

results based on a large dataset. An example could be to analyze the average 

temperature in different housing complexes and together with an analysis of 

the average energy consumption see if there are flaws in the heating system of 

a building. This whole process might take hours to complete and the results 

might only be updated once per day or even once per month.  
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To allow normal users access to their own data, and view it in real time, there is 

a need to do some simple processing and make the data available soon after 

being gathered. This is what the real-time processing engine will allow. It will 

continuously process any available data and do some fast processing on it 

before storing it to a database in a format that a user interface can utilize for 

displaying it. After being processed the data can either be sent back to the 

disaggregator for relaying messages back to a hub or be sent to a database for 

permanent storage. The database should be of a non-relational type due to the 

horizontal scaling it provides along with a non-schema data model, making it 

easy to add new types of messages.  

 

After showing the overview of a somewhat complete system architecture the 

focus now shift towards the internal structure of the server components. The 

internal structure is divided into three separate categories, one for each major 

component on the server side i.e. one for the data disaggregator, one for the 

batch processing engine and one for the real-time processing engine. Keep in 

mind that this does not show all internal aspects and that an implementation 

will require more detailed specifics for it to work.  

6.1 The disaggregator 

The first component that will be disclosed in details is the data disaggregator. 

It is through this component that all data will enter the servers and is a vital 

part for the overall performance of the system. The disaggregator component 

will be of a distributed nature, meaning that there are several individual nodes 

that cooperate to achieve better performance and reliability. All these nodes will 

be connected to a maintenance node that will be in charge of the overall 

configuration of each disaggregator. The maintenance node will also be in 

charge of keeping track of where data can be located, which in turn can be given 

to consumers so they can pull data that they are interested in.  
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Fig. 2. The internal architecture of the data disaggregator component in the system model. 

 

In figure 2 the overall design and communication paths for the data 

disaggregation is shown. Each individual disaggregator can be divided into four 

sections, each responsible for different internal tasks. The first section is for 

communication with local system hubs over an Internet connection. Before a 

hub can connect to a disaggregator it has to receive the address to it from the 

maintenance modules membership manager, which is in charge of keeping 

track of all individual disaggregators and their configurations. When a hub 

receives an address it will connect with a connection thread operating within 

the client communication section of an individual disaggregator. The 

connection thread will pass the connection to an assigned thread that will 

manage all further communication with the hub. When the connection has been 

established the hub can start transmitting data, which the assigned thread will 

pass along to a processing thread in the computation engine section.  

 

When a processing thread has been given data it will examine the associated 

metadata to establish what category it belongs to and send a message to the 

logging manager in the message logger section. The logging manager is in 

charge of keeping track of all data messages that has been given to a 
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disaggregator. The log can in turn be used for system analysis, debugging and 

failure recovery among other things. When the data analysis is completed it will 

send the data with an associated category to the replication manager in the data 

and management section. The replication manager will copy the data and its 

category and send this information to other disaggregators. This will make sure 

that there are several setups of the same data in case of crashing nodes, 

increasing availability and integrity of the data. The data will also be stored in 

a local database consisting of categories and its associated data. Consumers can 

then pull data from this database and due to the distribution of disaggregators 

multiple databases can be accessed simultaneously for better performance.  

 

Also within the data and management section is the individual configuration of 

a disaggregator. The configuration contains what categories it should be in 

charge of, where to replicate data to, how long to keep consumed data, 

connection settings, thread count etc. The individual configuration can be 

changed from the maintenance section during uptime if overall system changes 

are required. This could happen if some nodes crash and other has to be in 

charge of their categories or if new nodes are added and leadership of categories 

should change. Within the maintenance module is also a subscription manager 

that is tasked with keeping logs of stored data within all categories.  

 

When a disaggregator store data it will announce this to the subscription 

manager which will make a note that new data is available in that category. 

Consumers that are polling the subscription manager will then be notified that 

new data is available in their categories of interest and there it can be found. 

The consumers can then fetch the new data from the database at their own 

leisure. The subscription manager also maintain a list of subscribed topics for 

all consumers. This means that when a consumer checks for updates the 

subscription manager can easily check only subscribed categories, ignoring all 

other categories for improved performance.  
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6.2 Batch processing 

The next component to be disclosed in details is the batch processing engine 

that is tasked with processing batch data. As this is a commonly used 

phenomena it would be ill-advised to change a working concept and therefore 

a standard map-reduce model will be used for the batch processing.  

 

 

Fig. 3. An internal view of the batch processing engine following a map-reduce processing 
model. 

 
To better understand how the batch processing engine works it has been 

divided into three sections, see figure 3. The sections consist of a consumer, a 

mapper and a reducer. Keep in mind that the batch processing should be done 

in a distributed fashion, spreading out work over many nodes. This will improve 

scalability, reliability and performance, which are critical aspects of the overall 

system architecture. The consumer section is responsible for continuously 

polling the data disaggregator for new data. When new data is available it will 

be fetched from the databases where it is located, which should be done multi-

threaded if more than one database has to be accessed. The data will then enter 

an accumulator in the mapper section, where it will be temporarily stored until 

all data necessary has been accumulated. The actual mapping process can now 

commence and the accumulated data is split into shards that are distributed to 

threads. The shards, which consist of unstructured partial data, are then 

mapped according to system specifications. The mapped data is then sorted so 

that linked data is put together. The sorted data will in turn be merged together, 



44 
 
 
 
 

forming partial results, which is done in the reducer section. The partial results 

will in the final step be reduced into a final result, which is stored in a database. 

The result can then be accessed by other system components or parties that are 

interested in viewing aggregated data, possibly from a vast amount of different 

sources. 

6.3 Real-time processing 

The final major component required to complete the model description is the 

real-time processing engine. While the batch processing could be viewed as 

giving the value to companies/institutes in terms of aggregated information on 

user behavior, real-time processing is giving value to the customers as it will 

allow fast and complex analysis of their own data. This allows the customers to 

view, in near real time, the outcome of certain actions they perform. For 

example, if the heating system is shut down in a building, the temperature 

decrease could be monitored to see how long it takes to go below a certain 

threshold. Another example could be to monitor electricity consumption of 

household appliances, which could be used to alter the behavior of when and 

how people use certain appliances.  

 

The difficult part of defining how the real-time processing should be done is 

that it can be performed in many different ways depending on what type of data 

is available, the number of data messages in the stream, the type of processing 

required and what to do with the processed data. The common thing about all 

solutions is that a data stream is used as a source. A data stream can be defined 

as “a real-time, continuous, ordered (implicitly be arrival time or explicitly by 

timestamp) sequence of items”  [57]. Information from the stream can be 

extracted by using specialized stream queries, such as StreamSQL [33], or 

modified using similar models to the  MapReduce framework available for 

batch processing [58]. What to use and how to use it is therefore highly 

dependent on the use cases. One service might extract the age of people using 

an online shopping service to see the typical age span of the shoppers, providing 

the company information of their current target audience. Another service 
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might modify all messages in a stream by mapping them all to a specific 

structure used for database storage.  

 

 

Fig. 4. An internal view of the real-time streaming engine and possible actions. 

 

Due to the diversity of possible actions on a stream, the component model of 

the real-time processing engine is deliberately lackluster in details and gives 

more of a summarization of what an engine should offer. As seen from figure 4, 

the first step is to create a data stream from small batches of data. Threads in 

the stream creation part of the engine should ingest data from one topic each 

from the disaggregator. This is to parallelize the ingestion, allowing more 

information to be processed simultaneously. Each thread should have a 

preprogrammed buffer window where it waits for more data to be available at 

the disaggregator. The size of this window is highly dependent of how many 

messages are coming in to the system and how often information has to be 

updated. A window size could be between one second to one minute in general, 

all depending on what requirements that should be met. When a thread has 

consumed data from the disaggregator it will create a stream from the batch. If 

more than one topic is read from there will be multiple streams available, one 

for each topic. In order to improve performance these streams should be 

combined, forming a single final stream of diverse messages. This continuous 

stream is what will be available in the extraction/modification part of the 

engine.  
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One possible action to perform on the continuous stream is streaming SQL 

queries to extract data from each message in the stream. The extracted result 

can then either be stored in a database or sent to services that utilize this data 

in their own processing. These queries will not modify the stream in any way, 

allowing other actions to be applied to the stream without the queries affecting 

their outcome. When the SQL queries are done (which of course can be skipped 

entirely) the stream can be modified to better fit a predefined storage model, to 

extract data of where to store the data or other types of actions. This can be 

done in a MapReduce way, where functions are mapped directly to the stream 

and then reduced to retrieve the relevant information. It will also be possible to 

skip the reduce part entirely by only mapping some functions that alter the state 

of the messages in the stream. An example of this could be to map a parsing 

function on each message that parse the content and adds a header to the 

message with some of the extracted data to see where and how the message 

should be stored. At the end of the stream the data can be stored in a database, 

preferably NoSQL, or discarded if all relevant information already has been 

extracted, which might be the case if only streaming SQL queries are used on 

the stream. 
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7 System Prototype 

Having described the aspects required to implement a system for managing 

sensor-based data it is time to utilize the model in the development of a 

prototype. The development process will follow the guidelines described in the 

model to show how they can be interpreted in practice, also keep in mind that 

the system that will be developed is a prototype, meaning that it will lack 

features of a commercial product.  

7.1 Formal requirements 

In accordance to the model, the first step in the development process is to 

specify the requirements of the system. These requirements should be 

quantifiable, meaning that they can be measured and verified when the system 

has been developed. The requirements set on the prototype will be the 

following: 

 Scalable 

 Fault tolerant 

 High performant 

Requirements regarding security and integrity is purposely left out in the 

prototype due to the overhead it creates for just demonstration purposes. In 

terms of scalability the system should be able to be scaled to handle an 

increasing load. The system does not have to scale automatically, but the option 

to add more nodes to the each individual component has to exist. The fault 

tolerant requirement dictates that there has to be redundancy within the 

system. Even if a node crashes there should be other nodes present that will 

maintain the system in an operational state.  

 

The last requirement, high performant, is hard to quantify as it depends on 

what it is compared to. To make the requirement more detailed, the system 

should be able to ingest, and disaggregate, a minimum of 10.000 messages per 

seconds, with an average size of 200 bytes, in an initial configuration that 

abides to the two first requirements. This amount of messages should allow a 

flexible array of possible systems to be adopted without message ingestion 
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being a limiting factor. To clarify what is meant by message ingestion, it is the 

amount of messages that can enter the system without a queue starting to form. 

It does not involve processing of the messages in terms of extracting useful 

information or modification. Following the message ingestion, where the 

messages are disaggregated into topics, there will have to be a real-time 

streaming engine that reads and process the disaggregated messages within a 

few seconds of their arrival. This is to make sure that real-time data is available 

for consumers in as close to real time as possible and to stop the processing 

from taking a long time.  

7.2 System architecture 

Having set formal requirements on the system, the next part is to create the 

system architecture with the requirements in mind. The prototype will not 

contain any actual sensors or a hardware hub as depicted in the model overview. 

This is something that easily could be added at a later stage, but the hardware 

will be simulated from a computer as the focus of the prototype will be on the 

data management part. The system will use a cloud platform for all parts on the 

server side. Using a cloud platform will allow easy scalability, which is a 

requirement, since adding more nodes will not involve purchasing any 

additional physical hardware. To implement the different server side 

components some commercial, open-source, solutions are used. There is no 

need to create large and complex applications if good and viable ones already 

exist. What is important is to make sure that the used applications fulfill the list 

of requirements, both on their own and in conjunction with others. 
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Fig. 5. The architecture of the prototype based on the overview proposed by the model. 

 
 
The architecture that will be used can be seen in figure 5 and shows the used 

applications and how data will flow through them. Starting from the left-hand 

side, sensor data will be simulated and sent through an Internet connection to 

the cloud platform. The data will be formatted as JavaScript Object Notation 

(JSON) [59] due to its lightweight and easy to understand structure. An 

example of how a message with temperature data is formatted can be seen in 

figure 6. A message will contain a data section, starting with the letter “d”, and 

a timestamp section, starting with the letters “ts”. The data section contains 

information about where the sensor is located, what kind of measurement it 

takes, the value of the measurement and a unique identifier of the owner of the 

data/sensor. The timestamp will be formatted to include the current date and 

the time the measurement was down to a second-based resolution. The 

timestamp also includes data for time zone variations according to the 

Coordinated Universal Time (UTC) [60] standard by indicating the difference 

between local time and UTC. This will facilitate aggregation of data for analysis 

if the system has users with different time zones.  
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Fig. 6. An example of a JSON formatted message from a temperature sensor. 

 
The cloud platform used for the prototype will be Amazon Web Services (AWS) 

due to its extensive and versatile product repertoire. Other cloud providers 

could have been used, but AWS has an extensive track record and is easily 

configurable to suit almost any type of architecture. When data enters the cloud 

it arrives to the disaggregator, which is implemented using Apache Kafka. Kafka 

is a message broker with arguably the best performance on the market [32] and 

is the clear choice to use as high performance is a requirement.  

 

Kafka works by storing messages in a topic depending on the nature of the 

message. What topic to store a message in has to be decided at the user side and 

is included as the connection to Kafka is established. To process the messages 

stored in Kafka there will be two distinct ways, real-time and batch. The real-

time processing is done by using Spark Streaming, which is a streaming engine 

that can perform operations on messages in a stream. Spark Streaming will 

ingest all messages from a topic and buffer them into a stream, where the 

buffering time is variable but usually only a few seconds. When the stream is 

created, operations such as Map, Reduce and streaming SQL can be applied to 

each message is the stream. After having applied all functions on the stream, 

the final result will be stored in Cassandra. Cassandra in a NoSQL database with 

a syntax that is similar to that of SQL and provides scalable and fast storage of 

data.  

 

To be able to aggregate results over a long time and perform extensive analysis 

of data the use of a real-time processing is not viable as it would consume too 

many resources, which is why batch processing will be used as a key system 
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component. The batch processing will start by utilizing the same model as for 

real-time streaming, meaning that Spark Streaming will be used to 

continuously read data from Kafka. The data will however not be processed in 

the same way as with the real-time processing. Instead all messages that is 

ingested into the stream will be saved in Amazon S3 as a raw file, marked with 

the time interval that the messages were created. Amazon S3 can be viewed as 

a hard drive in the cloud that is, almost, infinitely scalable and is suitable for 

storing raw, unprocessed, data.  

 

When an analysis of data is to be done the data corresponding to the time period 

of interest can be fetched from Amazon S3 and be processed by Spark. Spark is 

a data processing engine that operates using the MapReduce framework and 

the processing is done in-memory. This means that it can perform very fast 

processing as the data does not have to be saved to disk, but at the cost of heavy 

RAM utilization. After being processed, the final result can be stored to 

Cassandra for easy retrieval. To display the processed data, a user can fetch it 

by utilizing an application on their own terminal. The application can aggregate 

different values and display it as a common graph. 

7.3 Implementation 

To implement the system described in the architecture, and abide to the 

requirements, there are many decisions to be made regarding the hardware that 

will host all the components. Different components utilize resources differently 

and the size of each individual component cluster also varies. To have an 

efficient system it is therefore essential to build each cluster according its own 

unique preference. Starting with Kafka, the disaggregator, it relies heavily on 

RAM and disk throughput due to its ability to ingest a lot of data quickly. 

Because of this, the basic setup for each Kafka node will be 4 CPU cores, 30.5 

GB RAM and an 80 GB SSD. 

 

In addition to the Kafka nodes that are in charge of ingesting messages, there is 

need for a management cluster called Zookeeper, which is an internal part of 

Kafka as a whole. The Zookeeper cluster is in charge of membership 
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management, heartbeat checks, topic management, replication and more 

cluster management functions. The Zookeeper nodes are not very resource 

heavy and will be allocated 2 CPU cores, 15.25 GB RAM and a 32 GB SSD each. 

If the Zookeeper cluster where to go down, Kafka will stop working as it would 

not know how to store the messages. It is therefore essential to have redundancy 

so that nodes can crash without the system going down.  

 

Zookeeper operates using a quorum for determining if a node is down or not, 

which is why a cluster of three nodes will be used to maintain the cluster. All 

information between the Zookeeper nodes is replicated to the other nodes in 

the cluster, meaning that two out of the three nodes can crash while still 

maintaining all necessary information. The Kafka nodes does not need as much 

redundancy as Zookeeper since the information stored in them is extracted 

shortly after it has been ingested. There is still need for redundancy of course, 

which is why two nodes will be used to run the Kafka cluster. All information 

between the nodes will be replicated to each other, allowing for one of the nodes 

to crash while still maintaining an operational state. Partitioning will also be 

used to increase message throughput, meaning that messages will be split 

between the two nodes and thereby essentially doubling the message 

throughput.  

 

The hardware required for running Spark and Spark Streaming is not as biased 

towards memory as with Kafka. Spark utilizes CPU quite extensively due to the 

processing it does on the messages, as well as RAM for keeping everything in-

memory. The resources allocated to nodes running Spark and Spark Streaming 

will therefore be 4 CPU cores, 15 GB of RAM and 2x40 GB SSD. The initial setup 

of the prototype will not include any redundancy for the Spark nodes since they 

do not hold any vital data that will be lost in case of a crash. If a node was to 

crash, a new node can be set up and continue where the old one failed. The 

Amazon S3, where all raw data is stored, is automatically scaled to make sure 

that new data can continuously be stored. The data is also replicated in case 

something would happen to the server running it.  
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The final component, Cassandra, is highly dependent on CPU and disk, but not 

so much on RAM. In order to handle multiple concurrent requests, both writes 

and reads, there needs to be sufficient CPU cores to serve these requests. Since 

Cassandra is a database it is essential to have fast disks that can store all data. 

To serve these demands, each Cassandra node will have 8 CPU cores, 15 GB 

RAM and 2x80 GB + 1x8 GB SSD. The number of cores and the RAM does not 

need any further explanation, but the disks can seem strange at first. Cassandra 

keeps a log of all writes that can be used to restore data after a crash and then 

there is the actual data that is being stored. The log is quite small and does not 

require a lot of resources to be maintained, which is why it will be placed on the 

small 8 GB SSD. The data on the other hand requires space and speed, which is 

why the two 80 GB SSDs will run in a RAID0 configuration, essentially creating 

a 160 GB SSD with twice the performance. To make sure that the cluster is fault 

tolerant, a cluster of three nodes will be maintained so that a quorum can be 

formed. This will allow for easy maintenance of the cluster and make sure that 

data is persisted, even if a node crashes.  
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8 Results 

To test the performance of the prototype the interesting aspect is how fast data 

can be ingested into the system and disaggregated to the correct topic. When 

the data is in the system there is no actual time pressure since no data will be 

lost once it is safely stored. Looking backwards at the components in the system 

and starting with the performance of Cassandra it can easily handle the 

minimum requirement of 10000 records per second according to performance 

tests [61]. According to the tests, with only two Cassandra nodes a throughput 

of about 50000 stored records per second is achievable. Take into account that 

the prototype is using three nodes, the performance requirement is clearly met. 

 

When it comes to Spark, the performance is not an issue since all nodes in the 

system are co-located with a 1 Gb/s network interface between them. This 

means that if a message is 200 bytes large, a single Spark node can (in theory) 

ingest 625000 messages per second from Kafka if the Kafka cluster can supply 

that throughput. Also since Spark performs everything in-memory, the disk 

speed is not a limiting factor when it comes to the performance. The Amazon 

S3 does however suffer from the issue of limiting disk speed and that the disks 

are virtualized. Having virtualized disks means that the data is spread out on 

different disks, which has to be synchronized, giving some overhead. If data 

transfers are made within the same region, which is the case for the prototype, 

an average of 27 MB/s is achievable [62]. This would equal a total of, if the 

message size is 200 bytes, 135000 messages per second, fulfilling the 

requirement. 

 

What it all boils down to is how the entrance point of the system, Kafka, 

performs. This is highly dependent on the configuration, and tests have to be 

made to see how different setups will affect the performance. The tests that will 

be made to see how performance is affected are: message size, batch size, 

number of available cores, replication, partitioning, a combination of 

partitioning and replication, and finally message consumption. The first test is 

regarding how the message size affects the throughput. A normal message is 



55 
 
 
 
 

assumed to be around 200 bytes, but to see the performance changes a test with 

messages of size 100, 200, 1000 and 10000 bytes is done. This test is done using 

one node for Kafka, one for Zookeeper and one as a message producer. The 

Kafka and Zookeeper nodes use the setup described in the architecture and the 

message producer use a 4 core CPU that send messages in parallel to Kafka. The 

same test is done once more with an 8 core CPU producer to see how the 

number of cores on the producer affects the throughput. Each test is repeated 

three times to include standard deviations in the measurements. The value used 

for throughput is the value when the transfer speed has stabilized, which should 

be when about half the messages are sent. Detailed data about the 

measurements can be found in Appendix A. 

 

 

Fig. 7. Throughput with regards to message size and number of CPU cores on the producer. 

 
As seen from figure 7, the throughput is highly dependent on the size of the 

message. For the messages of size 100, 200 and 1000 bytes around 8500 

messages is disaggregated in Kafka each second. For messages of size 10000 

bytes it is a bit lower, down to around 6500-7000 messages per second. This 

shows that as the size of the message increases the disaggregation speed will 

start to slow down, but even with a 10 time increase of the size it was only slowed 

by ~20%.  
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Fig. 8. Throughput in terms of messages/second and its correlation with batch size. 

 
The next test is regarding batch size and how it correlates with message 

throughput. What is meant by batch is that messages are bundled together and 

sent at the same time. Using message batching means that acknowledgement 

of received messages only needs to be done per batch, reducing the amount of 

acknowledgements sent. The message size is 200 bytes and the batches will go 

from 1 to 125 messages per batch, with a 5 times increase in messages each step. 

The results can be seen in figure 8 and displays an exponential trend in message 

throughput. 
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Fig. 9. Throughput in correlation with message size and the number of CPU cores on the 
disaggregator. 

 
To see how the number of available CPU cores on the disaggregator (Kafka) 

affects the throughput, the next test is done with a varied number of cores. The 

results can be seen in figure 9 and are in line with the previous tests. Not until 

the message size got to 1000 bytes a noticeable, still small, difference could be 

seen. The 2 core disaggregator could not process the messages at the same pace 

as the 4 and 8 core disaggregators. When the message size is bumped up to 

10000 bytes, the utilization of more cores starts to shine through. Here the 8 

core disaggregator outperforms the 4 core disaggregator, and the 2 core 

disaggregator cannot keep up with either the 4 or 8 core disaggregators.  
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Fig. 10. Message throughput in correlation with replication and partitioning. 

 
The next test is regarding replication and partitioning. Replication means that 

data is copied between nodes and thereby increasing the fault tolerance in case 

a node crashes. Partitioning is when data is split between nodes, essentially 

allowing a speedup in message throughput that correlates to the number of 

nodes. The speedup will then, of course, come at the cost of fault tolerance since 

data will be lost in case of a crash, and depending on the scenario make data 

that are stored on other nodes useless. To test how replication affected the 

message throughput, a standard message size of 200 bytes is used and the 

number of nodes that data is replicated to increase from one up to four nodes. 

As seen from figure 10, the overhead that is associated with replication follows 

a linear decline that correlates to the number of nodes. In terms of partitioning, 

the format of the test is the same as with replication. The speedup follows an 

almost linear path, as seen from figure 10, which might transcend into a 

declining curve given enough nodes.  
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Fig. 11. Message throughput in correlation with and combination of replication and 
partitioning. 
 

The final test with regards to message ingestion is to see how a combination of 

replication and partitioning affects the message throughput. The results can be 

seen in figure 11 and the setups are as follows: setup 1 uses two nodes with a 

replication and partitioning factor of 2, setup 2 uses four nodes with a 

replication and partitioning factor of 4, and setup 3 uses four nodes with a 

replication factor of 2 and a partitioning factor of 4. Setup 1 is what is used in 

the prototype and the message throughput is ~40% higher than the 

requirement. By using a combination of partitioning and replication, data is 

safe in case a node crashes and yields a higher message throughput than if 

partitioning would not be used. Setup 2 shows that if the nodes are doubled and 

the fault tolerance is increased so that the data is safe even if three of the nodes 

crashes, a good yield in performance can still be achieved. Setup 3 is something 

that could be used to increase message throughput and maintain the fault 

tolerance of setup 1.  
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Fig. 12. Consumption of stored messages with regards to the number of threads on the 
consumer and the number of partitions of the Kafka cluster. 

 
The final test is regarding the consumption (read) of the messages that are 

stored in the Kafka cluster. To make sure that that there is not a bottleneck 

when messages are sent from the disaggregator to the processing engine, a 

message consumer was set up with 4 CPU cores available to test how many 

messages per second it could consume. The results can be seen in figure 12 and 

there is a clear cap at around 470000 messages per second (~90 MB/s) with a 

message size of 200 bytes. The test starts with using one thread to read from a 

single node. The test then continues with increasing the number of threads up 

to the number of cores (4) and the nodes (using partitioning) is increased with 

it. The only, small, difference in throughput between the different setups is 

when going from one thread to two, which after the cap was hit.  
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disaggregator in the cloud. The time it takes for the message to become available 

in the Cassandra database is 1-3 seconds. The reason for the time interval is that 

Spark is set to buffer messages for 2 seconds before it starts to do any 

computations on the messages in the stream. A message could arrive at the start 

of the buffering or just as it is finishing. This means that if the buffering time is 

excluded it takes just under 1 second for a message to go through the 

disaggregation, real-time processing and storage.  
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9 Conclusions 

This chapter presents a final assessment and conclusions about the model and 

prototype. First the results are evaluated to see how well the model was utilized 

and conclusions based on the tests are given. The following part discusses the 

overall work of the thesis, from the author’s own perspective. The final part 

looks at future work, describing how to continue from here and where the 

research field of sensor-based systems is heading. 

9.1 Evaluation 

To evaluate the results there are two distinct evaluations that have to be made. 

First, the results from applying the model to the prototype design are evaluated 

to ensure that all steps are accounted for. Second, the results from the 

performance tests are evaluated and reasoned over, interpreting the 

information and putting it into context.  

9.1.1 Evaluation of the model 

To see how well the model was applied in the creation of the prototype, each 

component will be analyzed according to the model specifications. As a first step 

the model states that formal requirements should be made, preferably 

quantifiable, that can be checked after the product is finished. Scalability, 

reliability, security and performance were the recommended requirements that 

should be addressed, which was done in the first step of the prototype creation. 

The only requirements that was not incorporated was security, mainly due to 

the product only being a prototype. If the product was to be launched 

commercially this requirement would be of high importance, and is therefore 

included in the list of requirements. The next step, according to the model, is to 

create a system overview. The overview is used to understand how all 

components are connected and thereby having the communication and data 

paths in mind when designing each component on an individual level. The 

fundamental component layout of the model was used as a base for creating the 

overview of the prototype. It is stated in the model design that more details can 

be required when creating a system architecture, which was the case for the 
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prototype. To create a functional solution, the batch processing engine required 

a more detailed architecture than what was depicted in the model and thereby 

augmenting the model structure.  

 

The final piece in the prototype architecture was to describe how the chosen 

components work at a detailed level, emphasizing on how data should flow 

through the system. Each component was chosen based on their individual 

strengths and that they all have an inner structure similar to the specified 

internal structure of the model. When the inner details were described, the 

model had been applied as a whole and the creating of the system architecture 

was finalized. What was left was to implement the system according to the 

architecture, which is out of the scope as far as the model in concerned. When 

the implementation was done, the requirements set on the prototype had to be 

accounted for.  

 

In terms of scalability, nodes can be added to each component to increase its 

performance, fulfilling the scalability requirement. Fault tolerance is also 

accounted for by the basic setup of the prototype. There are enough nodes 

available, using data replication, to have redundancy in case a node were to 

crash. The last requirement was performance, which dictated that the system 

should be able to ingest, and disaggregate, a minimum of 10000 messages, each 

of 200 bytes, per second. The tests that were run on the disaggregator, using 

the basic setup, shows the performance requirement was met.  

9.1.2 Evaluation of the performance tests 

The results based on the performance tests of the disaggregator shows that it is 

important to structure the cluster depending on its use case. The number of 

cores on the message producer is not an impacting factor, judging from the 

results from the first test. The reason the large increase in message throughput 

from the first test is that each message has to be acknowledged before the next 

can be sent, to assure that messages are not lost during transmission. This 

means that as the message size increases the transmission delay becomes more 

negligible and more data can be processed. Judging from the second test, 
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message batching is of vital importance to increase message throughput. By 

using batching, the size of the cluster and the overall load, especially on the 

network, will decrease dramatically. Batching is something that has to be 

implemented at the local system level. The gateway that collects data from the 

local sensors should store the data for some time before it sends it in one large 

batch. Of course there are exceptions to this, if data is required a few seconds 

after collection the batching can be circumvented and sent immediately.  

 

As far as data replication goes, it is quite inexpensive to have a great deal of 

redundancy. Going from one copy of the data to four copies only resulted in 

~30% reduction of the message throughput, which given the possible 

repercussions in case of crashes is a small price to pay. The degree of 

redundancy is not static and it is up to each system owner to decide the required 

level of redundancy to use. Looking at partitioning there is no reason not to use 

it if the data is also replicated. Having two identical setups with replication 

enabled, the use of partitioning increased the message throughput by ~92%. 

Given that there is no real compromise to gain this speedup, it is a given to 

utilize it.  

 

The message consumption of the disaggregated messages had the issue of 

hitting a cap, likely due to limited disk speeds. The SSDs used on the nodes have 

a read speed of 79,4 MB/s and a write speed of 102 MB/s. Together with 

buffering the read speed can be sped up, but even with increased concurrency 

there was a static cap. The write speed of the consumer is therefore likely to be 

the cause of the cap since the writes to the disk are more random than with the 

data used to test the write speed. There are settings in the Amazon platform to 

increase the disk speed, but seeing as more than 400000 messages per second 

could be read it is unlikely to become an issue. Keep in mind that this is from 

using a single consumer reading from a single topic, which is something that 

has been considered in the prototype. By having two separate message 

consumers reading separate topics, the rate of the message consumption can be 
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doubled. This scales linearly, meaning that it is easy to scale if it, unlikely, would 

become an issue.  

 

The summary of the results is that data can arrive to the system simultaneously 

and be disaggregated in a timely manner, be processed for both real-time and 

batch analysis, and stored to a database for access to the end consumer. This 

means that a large amount of simultaneous data coming from a sensor-based 

system can be managed according to set requirements. All components are 

scalable since they utilize worker nodes, meaning that more nodes can be added 

to any component to increase its total power. The use of a cloud platform 

facilitates scaling process and it can even be made to scale automatically when 

a threshold is reached.  

9.2 Discussions 

Looking back at the introduction of the thesis there is a question and statement 

that needs to be addressed. We start by discussing the problem that was to be 

solved within the thesis: How can sensor-based data be sent in a safe and 

reliable way to a server, be disaggregated and relayed to suitable back-end 

processes depending on its nature and processed to make the data available to 

the end consumer? We introduced security and reliability aspects in the 

requirements section of the model design. The hard part of such specifications 

is that it is highly dependent on the environment at hand, which is why only 

general pointers were given. The overall assessment of how to send data safe 

and reliably to the system is to use encryption the obscure what is sent and to 

utilize message authentication to determine the source of the message. 

Encryption is something that we purposely discarded in the prototype since the 

prototype is not meant to be launched commercially.  

 

To disaggregate the data when it arrives to the system we used a message broker 

that stores the data in topics. The reason we chose this structure was for the 

small overhead in message ingestion coming from message brokers and that by 

utilizing a topic structure it is simple to aggregate results over time. The topic 

structure is then connected to how the data is relayed to the back-end processes. 
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By having two separate processing engines we can aggregate data very fast for 

real-time applications and at the same time compile advanced results from data 

over time. We felt that having both these options present opened up for a large 

variety of possible commercial usages and providing greater insight into how 

different variations affects the immediate environment as well as over time.  

 

To address the purpose of the thesis we feel that sufficient evidence is present 

to conclude that the presented model provides a foundation that can be used to 

build a system for managing a large amount of simultaneous incoming data. 

The presented model was successfully used to create a working prototype and 

the application of the model on the prototype’s architecture has been accounted 

for. The knowledge provided of the required components was used successfully 

and component details were helpful when deciding how to implement the actual 

software. The prototype is proven to have a modular design that allows for 

scalability and the test results shows that high performance is to be expected. 

Also looking at the goal of the thesis, we are confident that the model can be 

used by companies and institutes when they are to develop similar systems. By 

using the supplied model and seeing how it was applied to create a system 

architecture a great deal of time and money could be saved. This should hold 

true for all phases in the development, from requirement engineering to 

architectural design and implementation.  

 

Next we will address the methods that were chosen in the introduction of the 

thesis and how they have been applied throughout the work. The outermost 

method choice was to have a qualitative focus, meaning that we investigated the 

phenomena of sensor-based systems and how to manage data within them. The 

investigation then created the ground work that was used to create a conceptual 

model for managing the sensor-based data. The next method choice that was 

made was regarding the philosophical assumption and interpretivism was 

chosen. Interpretivism was applied by looking at papers from different 

perspectives and before anything was deemed valid to use it needed verification 

from at least one additional source. By using the experience and opinions by 
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forefront researchers in the field, the gathered data should be of high quality 

and valid to use to derive further knowledge.  

 

Following the philosophical assumption was the research method. The choice 

fell on fundamental research and was applied by investigating existing solutions 

and by deriving partial conclusions a new model could be established. The 

model was based on existing, proven, solutions and by utilizing them the model 

had a high chance of being valid, even before a concrete picture of the whole 

system was visualized. This leads on the last method from the introduction 

chapter that will be discussed. The research approach that was chosen was an 

inductive approach. The choice of using an inductive approach was clear since 

there was no hypothesis to prove at the start of the work. It was applied by 

exploring the different qualities of the chosen components to see how their 

interoperability would work and to make sure that each component met the 

individual requirements needed to have it in a system solution. The derived 

facts and conclusions then lead to the creating of an artifact, the model, which, 

in theory, should be applicable in the creation of a system architecture to 

manage sensor-based data. We feel that the choice of methods was suitable for 

this thesis and by applying those throughout the work the report became more 

coherent, following a red thread. 

 

To make sure that the thesis upholds an academic standard, several steps of 

quality assurance were supplied in section 3.4 and we will now discuss how they 

have been addressed. Since the research had a qualitative focus we had to 

account for validity, dependability, confirmability and transferability. In terms 

of validity we tried to use existing rules when constructing the model. This was 

done by first following a general template that has been proven to work and 

then applying the template to the structure of the model. By applying the 

template we knew that we were following proven guidelines that would facilitate 

for others to understand the presented results. For dependability we have tried 

to base all the components and their connections on proven facts. This means 

that everything proposed within the model has been vetted and checked for 
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interoperability so that its validity is sound. Experts within the field should be 

able to compare the specifications of the model to facts about the used 

components and draw the same conclusions of functionality as we have.  

 

When it comes to confirmability we have been keen on not letting personal 

judgement affect the end result. Everything described in the model is based on 

reliable facts, leaving out any own interpretation of how things might work. The 

fact that a working prototype could be constructed using the model further 

merits the fact the personal judgement has not affected the end result. The final 

point, transferability, has been kept in mind throughout the work. The model 

has been designed in such a way that it is very general and thereby letting others 

construct more specialized architectures for their own systems. By showing how 

to utilize the model by creating the prototype, others should have an easy time 

replicating the taken steps and reduce the effort required to create similar 

systems. Also by supplying test results, both in the form of graphs and detailed 

tables, others can size their systems according to their individual requirements. 

 

The last part to be discussed is how this thesis fits together with the related work 

described in section 2.4. The systems and models that were described as related 

work all aim to come with suggestions as how to create an environment for 

handling sensor-based data. The difference between the work within this thesis 

and the related work is that here the aim has been to give general tools that can 

be used as a foundation, rather than a complete architecture where all 

components are pre-determined. The model proposed here has to same end 

goal as the other work, but it leaves much of the decision-making up to the 

system architects. Having a general model has its ups and downs, but we believe 

that this way gives more control and more versatile end results than if 

everything was set in stone. The recommendations and detailed suggestions 

still provide enough information to create an architecture, proven by the 

prototype, and is therefore as valid in terms of system design as the related 

work. It is our hope and belief that the combination of understanding how 
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others have designed their systems, and using the model provided by this thesis, 

will facilitate in the process of creating similar systems in the future.  

9.3 Future Work 

The final part of the conclusions is to describe what is left to do from here and 

talk about the general direction of where the sensor-based systems and the IoT 

is heading. What is left as far as the presented model is concerned is to allow 

others to tests it in their own system architectures. The model has been proven 

to work, but this is only from the author’s own perspective. To verify that the 

model is complete, external parties have to utilize the model as described and 

only if they are successful in the creation of their own systems it can be deemed 

valid.  

 

When it comes to the speculations about the future of sensor-based systems and 

the IoT, it is clear that the market will broaden and new areas will emerge. New 

ways of monitoring and collecting data of our surroundings are evolving, 

meaning that previous unknown variables now can become known. How to use 

this new information give rise to a lot of ethical dilemmas, encouraging caution 

and consideration before acting on it. The information can be used to improve 

a lot of aspects of our lives, especially if our bodies are monitored in detail. 

Prediction of deceases and personal health recommendations are likely 

applications in the near future. Detailed information about individuals can 

however also be used in malicious activities, which is why security most likely 

will become the most important factor when creating systems for managing this 

kind of data.  
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10 Summary 

The market of sensor-based systems, commonly known as the Internet of 

Things, is at the start of a breakthrough. Things that previously were 

unthinkable of connecting to a network now collect information of the 

surrounding environment periodically. This presents issues since the data has 

to be processed for it to be useful. If millions of sensors were to send data on a 

second based interval, it will put a tremendous pressure on the system to 

manage it in a timely fashion. First the data has to be ingested and 

disaggregated into topics. By storing different data in different topics, the 

processing of it can be specialized without having to parse each message to see 

its type. To enable fast processing of the data, an engine for real-time processing 

has to continuously read the disaggregated data and process the messages in a 

stream. There is also need to aggregate data over a longer period of time, 

providing valuable knowledge of how variables change and the reason behind 

it. To do this there is also need for batch processing, which can process very 

large datasets and present aggregated results based on it.   

 

To solve all of the mentioned issues, a model for creating systems that manage 

large amounts of sensor-based data has been presented. The model starts by 

addressing basic requirements that should be set on a system, allowing secure 

and reliable data transfers, scalable hardware and high performance. The next 

step of the model is to create an overview of the components that should be 

used. Then details regarding each component should be presented, giving a 

clear understanding how everything works down to the smallest level. A system 

prototype was successfully created by using the model, giving merit to its design 

and usefulness. How the model was used in the creation is accounted for, going 

through each of the steps from idea to a working product. Tests made on the 

prototype shows that the set requirements are fulfilled and that it is scalable to 

manage almost any amount of incoming data. What is left is for others to utilize 

the model to create their own system architectures and hopefully finding that 

the process was facilitated by it. 
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Appendix A 

To test the Kafka cluster the following commands were used: 

bin/kafka-run-class.sh org.apache.kafka.tools.ProducerPerformance --topic 
test1 --num-records 200000 --record-size 100 --throughput -1 --producer-
props acks=1 bootstrap.servers=kafka-ip:9092 batch.size=100  
 
bin/kafka-consumer-perf-test.sh --zookeeper zookeeper-ip:2181 --messages 
1000000 --topic test1 --threads 1 
 
To be able to run the command, Kafka has to be installed in a Linux 

environment and the command executed from the main Kafka folder. The 

different variables can be configured according to the settings from the tables 

below. The num-records variable should be set so that sufficient messages are 

sent to establish stable transfer speed. The bootstrap.server variable should be 

set to point to the nodes that are present within the Kafka cluster. The machine 

that the test code is run from should not be part of the Kafka cluster. 

 

Messages 

Per  

Second 

T1: 

MB/s 

T2: 

MB/s 

T3: 

MB/s 

Avg. 

MB/s 

Message 

Size 

Repli-

cation 

Part-

itions 

Cores 

Per 

Producer 

Batch 

Size 

8752 0,83 0,86 0,88 0,86 100 1 1 4 100 

8535 1,63 1,71 1,7 1,68 200 1 1 4 200 

8486 8,09 8,29 8,04 8,14 1000 1 1 4 1000 

6444 61,45 62,08 63,96 62,5 10000 1 1 4 10000 

8504 0,81 0,87 0,87 0,85 100 1 1 8 100 

8467 1,61 1,74 1,74 1,7 200 1 1 8 200 

8588 8,19 8,22 8,41 8,27 1000 1 1 8 1000 

6972 66,49 66,13 66 66,21 10000 1 1 8 10000 
 
Table 1. Data from the test where correlation between message size and throughput was 
measured. 
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MB/s T1: 

Messages 

Per 

Second 

T2: 

Messages 

Per 

Second 

T3: 

Messages 

Per 

Second 

Avg. 

Messages 

Per 

Second 

Message 

Size 

Repli-

cation 

Part-

itions 

Batch 

Size 

1,67 8734 8681 8985 8800 200 1 1 200 

6,46 33833 33940 34318 34030,33 200 1 1 1000 

30,33 159012 150775 141464 150417 200 1 1 5000 

81,76 428648 436116 433554 432772,7 200 1 1 125000 
 
Table 2. Data from the test where correlation between batch size and message throughput was 
measured. 

 

Messages 

Per  

Second 

T1: 

MB/s 

T2: 

MB/s 

T3: 

MB/s 

Avg. 

MB/s 

Message 

Size 

Repli-

cation 

Part-

itions 

Cores 

Per 

Disaggregator 

Batch 

Size 

7559 0,72 0,72 0,73 0,72 100 1 1 2 100 

7472 1,43 1,42 1,43 1,43 200 1 1 2 200 

7273 6,94 6,87 6,86 6,89 1000 1 1 2 1000 

5691 54,27 51,67 52,36 52,77 10000 1 1 2 10000 

8752 0,83 0,86 0,88 0,86 100 1 1 4 100 

8535 1,63 1,71 1,7 1,68 200 1 1 4 200 

8486 8,09 8,29 8,04 8,14 1000 1 1 4 1000 

6444 61,45 62,08 63,96 62,5 10000 1 1 4 10000 

10017 0,96 0,92 0,93 0,94 100 1 1 8 100 

8707 1,66 1,7 1,74 1,7 200 1 1 8 200 

9233 8,81 8,49 8,27 8,52 1000 1 1 8 1000 

7167 68,35 69,74 66,84 68,31 10000 1 1 8 10000 
 
Table 3. Data from the test where correlation between available disaggregator cores and 
throughput was measured.  
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MB/s T1: 

Messages 

Per 

Second 

T2: 

Messages 

Per 

Second 

T3: 

Messages 

Per 

Second 

Avg. 

Messages 

Per 

Second 

Message 

Size 

Repli-

cation 

Part-

itions 

Kafka 

Nodes 

Batch 

Size 

1,65 8668 8918 8587 8724,333 200 1 1 1 200 

1,43 7484 7727 7547 7586 200 2 1 2 200 

1,32 6941 7150 7199 7096,667 200 3 1 3 200 

1,18 6210 5854 6174 6079,333 200 4 1 4 200 
 
Table 4. Data from the test where correlation between replication factor and message 
throughput was measured.  

 

MB/s T1: 

Messages 

Per 

Second 

T2: 

Messages 

Per 

Second 

T3: 

Messages 

Per 

Second 

Avg. 

Messages 

Per 

Second 

Message 

Size 

Repli-

cation 

Part-

itions 

Kafka 

Nodes 

Batch 

Size 

1,61 8443 8488 8438 8456,333 200 1 1 1 200 

3,16 17061 16533 17153 16915,67 200 1 2 2 200 

4,51 23651 23350 23230 23410,33 200 1 3 3 200 

5,43 28473 28531 28462 28488,67 200 1 4 4 200 
 

Table 5. Data from the test where correlation between partitioning and message throughput 
was measured.  
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MB/s T1: 

Messages 

Per 

Second 

T2: 

Messages 

Per 

Second 

T3: 

Messages 

Per 

Second 

Avg. 

Messages 

Per 

Second 

Message 

Size 

Repli-

cation 

Part-

itions 

Kafka 

Nodes 

Batch 

Size 

2,79 14363 13574 14451 14129 200 2 2 2 200 

3,77 19752 20294 21107 20384 200 4 4 4 200 

4,41 23133 23976 23872 23660 200 2 4 4 200 
 

Table 6. Data from the test where partitioning and replication was used in conjunction to see 
how it affected message throughput.   

 
MB/s Messages 

Per 

Second 

Message 

Size 

Consumer 

Threads 

Part-

itions 

Kafka 

Nodes 

Batch 

Size 

85,74 449438 200 1 1 1 200 

89,05 466853 200 2 2 2 200 

89,73 470441 200 3 3 3 200 

89,53 469373 200 4 4 4 200 
 
Table 7. Data from the test where message consumption was measured.  
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