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Abstract 

Big data is a concept that is expanding rapidly. As more and more data is generated 
and garnered, there is an increasing need for efficient solutions that can be utilized 
to process all this data in attempts to gain value from it.  
 
The purpose of this thesis is to find an efficient way to quickly process a large num-
ber of relatively small files. More specifically, the purpose is to test two frameworks 
that can be used for processing big data. The frameworks that are tested against 
each other are Apache NiFi and Apache Storm. 
 
A method is devised in order to, firstly, construct a data flow and secondly, con-
struct a method for testing the performance and scalability of the frameworks run-
ning this data flow. The results reveal that Apache Storm is faster than Apache 
NiFi, at the sort of task that was tested.  
 
As the number of nodes included in the tests went up, the performance did not al-
ways do the same. This indicates that adding more nodes to a big data processing 
pipeline, does not always result in a better performing setup and that, sometimes, 
other measures must be made to heighten the performance. 
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Sammanfattning 

Big data är ett koncept som växer snabbt. När mer och mer data genereras och 
samlas in finns det ett ökande behov av effektiva lösningar som kan användas för 
att behandla all denna data, i försök att utvinna värde från den.  
 
Syftet med detta examensarbete är att hitta ett effektivt sätt att snabbt behandla ett 
stort antal filer, av relativt liten storlek. Mer specifikt så är det för att testa två 
ramverk som kan användas vid big data-behandling. De två ramverken som testas 
mot varandra är Apache NiFi och Apache Storm.  
 
En metod beskrivs för att, för det första, konstruera ett dataflöde och, för det andra, 
konstruera en metod för att testa prestandan och skalbarheten av de ramverk som 
kör dataflödet. Resultaten avslöjar att Apache Storm är snabbare än NiFi, på den 
typen av test som gjordes. 
 
När antalet noder som var med i testerna ökades, så ökade inte alltid prestandan. 
Detta visar att en ökning av antalet noder, i en big data-behandlingskedja, inte all-
tid leder till bättre prestanda och att det ibland krävs andra åtgärder för att öka 
prestandan. 
 

Nyckelord 
Big data, NiFi, Storm, HDFS, prestanda, realtid, HDP  
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Glossary 

Hadoop The collective name for HDFS, YARN, MapReduce, and Hadoop Common. 
HDFS Hadoop Distributed File System, enables storing and replication of large data 

sets over multiple physical machines. 
YARN Handles resource management and job scheduling on top of HDFS. 
 
Spark A framework for working with batch-processing, micro-batch processing, SQL 

and machine learning. 
NiFi A tool used to create and manage data flows. 
Storm A distributed real-time computation framework. 
 
Kafka A distributed general purpose publish-subscribe system. 
Flume A distributed messaging system. 
 
Hortonworks A company that produces open source solutions based on the Hadoop plat-

form. 
HDF Hortonworks DataFlow. Open source Hadoop platform for real-time analysis 

of data built on NiFi. 
HDP Hortonworks Data Platform. Open source Hadoop platform for static analysis 

of data. 
XBRL eXtensible Business Reporting Language, an XML based information carrier 

for business and accounting information. 
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1 Introduction 

This chapter gives an introduction to the thesis. It aims to explain the problem 
statement that laid the foundation of the thesis, the goals that were achieved and 
the delimitations that had to be made. 

1.1 Problem statement 
 
As the volume of data in the world increases so does the complexity of processing 
and visualizing it. The distributed computing platform Hadoop includes a couple of 
frameworks for handling large amounts of data. Data that is to be processed will 
have different requirements. Some types of data may need to be processed in real-
time, others may be more useful to analyze by processing the data in batches. 
 
When this thesis was written, no benchmarks were found on how these frameworks 
performed when handling large amounts of relatively small files, such as financial 
documents, sensor readings and the like, being processed in real-time. This makes 
it difficult to know how different frameworks will perform against each other. 
There are many frameworks for processing big data in real-time and there needed 
to be a way to be able to pick the right one for the job. 
 
Big data does not necessarily mean that the parts of data that flow in are big on 
their own. The accumulation of a lot of small data can quickly become big data as 
the amount of sources increase. As the sources increase, there must be a way to ef-
ficiently process the data in real-time. This thesis researched and tested perfor-
mance and scalability when processing large amounts of data that arrives in small 
chunks. The benchmarks were made in order to find a suitable candidate for im-
plementing a prototype data adapter for ingesting financial data.  
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1.2 Goals 
 
The primary goals of this project are to analyze different ways of processing big da-
ta in real-time. 
 
1. Research different frameworks for processing real-time big data. 

i) Research and document which frameworks are commonly used to pro-
cess real-time data. 

ii) Research how some real-time data sources are processed. 
iii) Research and document how a currently unsupported source can be pro-

cessed in the frameworks. 
iv) Research and document speed and scalability of the frameworks. 
v) Research and document a real-time data source that is currently unsup-

ported by the frameworks. 
 

2. Construct, test and measure the results of two prototypes. 
i) Test the speed of reading the source and saving the data to a distributed 

file system. 
ii) Test the scalability by increasing the number of nodes reading the source 

and saving the data to a distributed file system. 
 

3. Implement a solution in a specific framework that can process the data source 
and save it to a distributed file system. 

i) Select a framework based on the speed and scalability parameters. 
ii) Document the implementation process of the solution. 
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1.3 Delimitations 
 
To be able to complete the project within the given time frame and with the availa-
ble resources, delimitations had to be made. The main goal of the project was to 
research different ways of processing big data and testing the aspects speed and 
scalability. The following delimitations were made with that in mind. 
 
Only one format will be processed, namely XBRL, a format for carrying financial 
information. It is assumed that the value that can be extracted from examining data 
in the XBRL format is already known. 
 
Only one big data distribution will be tested, the one chosen is called Hortonworks 
Data Platform, HDP. HDP was already available on a few cluster nodes and it also 
included multiple tools that could accomplish the goals of this thesis. 
 
Not all aspects of big data processing will be inspected. Only speed, scalability and 
delivery semantics will be examined. Tests for scalability and performance will be 
made on 1, 2, 3 and 4 cluster nodes for processing XBRL data. 
 
Only two frameworks for performing real-time stream computation in HDP were 
benchmarked due to time limitations. 
1.4 Authors’ contribution 
 
This thesis was written as a mutual collaboration between Simon Nyström and 
Joakim Lönnegren. The thesis was done at a company called Granditude AB, a 
company that specializes in big data. A few employees; Markus Nilsson, Joakim 
Bissmark, Riccardo Rappoldi, at Granditude helped with setting up the cluster and 
installing the required distributions. 
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2 Background and theory 

This chapter intends to give an introduction to the concept of big data, mentioning 
topics such as the history behind big data and descriptions of a few projects that 
utilize big data. The use of big data in real-time applications will also be covered. 
There will also be information about a few examples of big data impacts on society. 
Lastly, processing XML in a distributed system will be covered. 

2.1 Big Data 
 
The definition of big data, sometimes referred to as Big Data, is somewhat disput-
ed. The common and general definition seems to be: Data, of such a scale, that tra-
ditional methods and software are unable to handle it efficiently. As early as 2001 a 
research report [1], concerning big data, defined big data as a way to deal with the 
ever increasing amounts of data. It was defined to be the way of dealing with data 
volume, data velocity and data variety [2]. 
 
In 2011 however, IDC, a large actor in big data and its research fields defined big 
data as:  
 
“Big data technologies describe a new generation of technologies and architec-
tures, designed to economically extract value from very large volumes of a wide 
variety of data, by enabling the high-velocity capture, discovery, and/or analy-
sis.” 
 
Adding a fourth aspect that was to be considered: Value [3]. These different ways of 
dealing with big data: volume, velocity, variety and value, are sometimes referred to 
as the 4 Vs. 

2.1.1 History 
In the past 10 years, the amount of data has exploded in various and diverse fields 
[4]. The amount of data stored is estimated to double every two years in the near 
future [3]. An increasing number of businesses are incorporating big data solutions 
into their systems [5] and the need for big data analysts and big data scientists will 
increase [6].  
 
Huge amounts of data can be used for a variety of purposes. Companies can use big 
data to improve different aspects of their businesses. For example, it can improve 
the targeting of customers and optimize business processes for companies. Big data 
is not only for the benefit of enterprises and business’ however, big data processing 
can also help improve science, research, sports and more.   
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A more concrete example is one with tangible results. Sociometric Solutions is a 
company that put sensors into employee name badges. These sensors’ purpose was 
to detect social dynamics. One of Sociometric Solutions’ client was Bank of Ameri-
ca, they detected that the top performers in their call centers were ones that took 
breaks together. By initiating a group break policy they increased the performance 
of the workers by 23 percent [7]. 

2.1.2 Challenges 
Dealing with big data involves certain challenges that need to be considered and 
addressed. By categorizing the different challenges into their relevant areas, the 4 
Vs, a clearer picture of what some challenges are, can be formed. 

 Value 
The large amount of data that is stored and readily available to companies opens up 
an opportunity of obtaining value from the data. According to a company report 
made by KPMG [8], use cases must be determined beforehand. Looking for pat-
terns will most likely result in a found pattern, but it might not be of any value. The 
purpose of the big data processing machinery must be chosen before starting to try 
to extrapolate any value from the accumulated data. In some cases, it is important 
to determine what the value is before data is even being collected. If data is only 
being stored with the purpose of finding value in it, it may not be necessary to store 
all the data.  

 Variety 
While there are certain standard formats such as JSON and XML, these are merely 
specifications of how data is structured within the files. There are no rules as to 
what data is contained or how it should be interpreted. The same goes for database 
schemas, they conform to some type of modeling, but the data that is stored can be 
structured in a multitude of ways. Dealing with these inconsistencies can be diffi-
cult [1]. Even data that is used for a specific purpose may be stored in a variety of 
ways by different data procurers and producers.  

 Velocity 
It is not enough for enterprises of today to find and analyze their data. They must 
find the relevant data quickly and process it rapidly. One solution is to utilize high-
end hardware. Using increased memory and parallel processing can greatly up the 
rate of data processing. Another approach is to put data in-memory, but use a clus-
ter of computers for the processing [9]. Some data must be processed in near real-
time to be as beneficial as possible. Detecting fraud or road traffic disturbances for 
example, may lose some of its value if the information is not processed and con-
veyed fast enough [10]. 
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 Volume 
To utilize big data and achieve meaningful results, high volumes of data is required. 
Single core CPU processor speeds are plateauing [11] and data volume is scaling 
faster than the resources used to compute it. For decades, hard disk drives were the 
norm for storing data, but HDDs suffer from the fact that their random access 
times are too high to handle the volume efficiently. Solid state drives, or SSDs, are 
now replacing HDDs. SSDs, compared to HDDs, do not suffer from random access 
as much and the way data is stored can be reconsidered [10]. Another considera-
tion that must be made is that many companies already have great volumes of data, 
starting to analyze this data may be of value, but again as mentioned before; ascer-
taining the value of the data might be difficult. 

2.1.3 Impacts 
This section goes over a few impacts that big data has on society as a whole, going 
over topics such as socioeconomic impacts, environmental impacts and societal 
impacts. 

 Socioeconomic 
Recently there was an exposure of one of the world’s biggest law firm, Mossack 
Fonesca, where 11.5 million documents leaked. This leak has been named The Pan-
ama Papers. A way to process all the data in the documents had to be devised to be 
able to gain insight into the wrongdoings. In an article released by The Guardian 
[12] it is stated that the documents revealed many ways that some wealthy people 
were able to exploit offshore tax regimes.  
 
According to a Techworld article [13], gaining insight into the big network of mis-
use that was discovered required that data had to be handled in a way that was 
searchable and able to be analyzed efficiently. Humans on their own would not be 
able to see all the intricate connections.  
 
Neo4j, a company that develops and maintains a graph database, released a blog 
[14] about the Panama Papers. In this blog they discuss how the relevant connec-
tions that lead to the release of the exposed Panama Papers were found. Some big 
data technologies were used, these included Apache Solr and Apache Tika, Apache 
Solr is a big data framework used to search vast amounts of data and Apache Tika 
is a content analysis toolkit.  
 
With the help of big data, socioeconomic impacts can be accomplished. This was 
mentioned in an article by The Economist [15]. The effects of the revelation of the 
Panama Papers are expected to have a number of impacts including the resignation 
of certain political leaders, a decrease in government legitimacy and an increase in 
pressure on offshore centers, to name a few.  
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 Environmental 
Big data has a good chance of becoming a versatile tool in the research fields con-
cerning the environment [16] and has a good chance to help business understand 
the impact they have on the environment, even outside of the business. This was 
mentioned in an article by The Guardian [17].  
 
Some businesses, for example IKEA, are attempting to understand the impact their 
work has on the environment. They are trying to grasp how various external busi-
ness related factors are affecting the environment. Some of these various external 
factors include: how the acquisition of raw materials is done, how their suppliers 
work, how their employees travel, how the customers use their products and more 
[17]. 
 
When an analysis on two companies was made, GSK (GlaxoSmithKline) and BT 
(British Telecommunications) only 20 percent and 8 percent respectively, of their 
carbon footprints, came from within the companies own boundaries. The rest was 
emissions from outside the companies’ direct control [17].  
 
Collecting and understanding data can collectively reduce the impact enterprises 
have on the environment. By understanding the entire chain of operations and the 
impacts on sustainability by outside factors, companies can make better decisions 
when it comes to environmental concerns. Equipped with knowledge of your sup-
pliers for example, can give insight to whether the supplier is a good selection to 
reach their sustainability goals. 
 
An interesting big data effort relating to environmental issues is the World Re-
source Institute’s, or WGIs, Global Forest Watch project. This is mentioned in a 
study by the University of Oxford [18]. By collaborating with various Environmen-
tal Protection Agencies, data sources have become richer, meaning more specific 
data and better localization of pollution in action. The Global Forest Watch also 
utilizes satellites and crowdsourcing to generate a mapping application that can be 
used by interested parties. Once you have the maps you can zoom in on areas, see 
where a problem is and who is associated. The Jane Goodall Institute uses it to 
monitor chimp habitats and park rangers use it to monitor borders of protected 
areas.  

 Societal 
Interesting advancements within the health and medicine sector can be found in 
big data applications. This section will describe a few ways that big data can be 
used in, or is expected to work well in, areas surrounding public health. 
 
A report made by the Center for US Health System Reform states that system-wide 
implementation of big data technologies might have the ability to reduce the annu-
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al spending, by the US government, on health care by $300 billion to $450 billion 
dollars. A reduction of 12 to 17 percent spent on health care. This massive reduction 
in health care costs is estimated to be possible by implementing a model they for-
mulated. Value in the sense of this model is considered to be the balance of health 
care spending and patient outcomes. The model entails, for example, targeted dis-
ease prevention, improved coordination across care providers and letting patients 
meet the right care provider faster. These improvements have been encouraged for 
some time, but advancements in big data has the potential to amplify the effects. 
Kaiser Permanente, a company in the health sector, has already started implement-
ing a part of the model and have managed to reduce the number of office visits by 
26.2 percent. [19] 
 
Back in 2009, a new flu virus (H1N1) was discovered. It spread quickly and health 
agencies around the world feared a pandemic would break out. The CDC, Center for 
Disease Control, in the US requested that doctors inform them of new cases of the 
flu. Patients are not always bound to immediately consult a doctor when they feel ill 
and relaying the information from doctors to the CDC took time. This resulted in a 
picture of the flu was always one or two weeks old. A few weeks before the H1N1 
was mentioned in media, Google published a paper where they explained how they 
could predict the spread of winter flu in the US, down to specific regions and states. 
Their system was based on processing massive amounts of data. When the H1N1 
virus hit, it proved to be a much more useful indicator of the current spread and it 
was able to do so in near real-time [20].  

2.2 Big data in real-time 
 
Big data in itself is a challenge, processing big data in real-time even more so. In 
this section, the history, challenges and use cases of real-time processing of a large 
data set is discussed. 
 
In a study, “Big Data and Smart Trading”, published by Sybase [21], the researchers 
found that even a small decrease in latency can help a stock trading company save 
millions over the course of a year. Having fast and reliable access to a great number 
of corporations’ accounting data would enable a whole new level of financial analy-
sis. Fraud and errors would be trivial to discover.  
 
When processing real-time data there are two important system measurements 
regarding performance: throughput and latency. Latency is the time it takes for a 
user to interact with the system and get a response back. Throughput is how many 
correct operations a system can generate over time. These are both a consideration 
for real-time financial analysis of accounting documents. However, throughput 
might be considered more important since the filing of these kinds of documents 



 
 
 
 
10  |  BACKGROUND AND THEORY 

take a couple of business days in the least, a couple of minutes of latency is ac-
ceptable. 
 
The original use case of MapReduce frameworks was batch processing of stored 
data; now similar frameworks are used to process data as it arrives. Two research-
ers at Twitter said that there are two sides to this sort of processing: the academic 
side and the business side [22]. The academic view is to find the best ways of pars-
ing homogeneous data in the best way possible. The business view is to produce a 
system that can parse homo- or heterogeneous data in a fault tolerant and scalable 
way. 

2.3 Technology overview 
 
This section aims to give introductions to the systems that were considered. As per 
the delimitations; only systems compatible with Hadoop were considered and only 
software that is easily configured and installed on HDP (Hortonworks Data Plat-
form) was tested. An introduction to HDP and the tools that was used will be given 
and a brief mention of other alternatives will follow. To be able to process data a 
few different technologies had to be used in conjunction with one another. 
 
HDP is commonly run in a cluster environment. A cluster environment is a setup 
where multiple nodes (computers) are run in tandem, either in a local server farm 
or on one of the many cloud service providers like Azure and Amazon Web Ser-
vices. To process large amounts of data, one node is typically not enough and, as 
such, work must be distributed over several nodes. 
 
When analyzing big data different components are needed, for the specific goals of 
this thesis there was a need for a distributed file system that would allow files to be 
saved in a distributed fashion. Cluster environments commonly use distributed file 
systems. They can be used to, for example, load data from disk at a rapid rate [23]. 
A distributed file system also commonly supports replication, meaning that if one 
of the nodes die, your data is still accessible. This is described in section 2.3.1.1, Da-
ta management.  
 
There was also a need for a way to process big data in real-time. Big data processing 
can be done in a few different ways. The most common ways are batch processing, 
micro-batch processing and real-time processing. There are many frameworks that 
can be used to perform operations on data and these frameworks are built with 
cluster environments in mind. Operations that can be done include transformation, 
computation and analysis of data. A few of these frameworks are described later in 
section 2.3.1.2, Data processing. 
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There also had to be an efficient way of delivering messages to a cluster environ-
ment. Data that is not already stored in a cluster environment must first be sent 
there in order to be processed. There are many frameworks for delivering messages 
to a cluster, and two of these are described in section 2.3.1.3, Data transmission. 

2.3.1 HDP 
HDP, Hortonworks Data Platform, is an open-source Apache Hadoop distribution. 
HDP includes built-in security, governance and operations. HDP includes a wide 
range of tools for use in big data applications. It gathers many open source frame-
works that are commonly used into one distribution. It consists of ways to handle 
data management, data access, data governance, security and operations [24]. This 
chapter intends to give brief introductions to the technologies in HDP that were 
used. 

 Data management 
The data management part of HDP contains its cornerstones. It consists of YARN 
(Yet Another Resource Negotiator) and HDFS (Hadoop Distributed File System). 
YARN is what makes it possible to run multiple jobs at the same time, it also pro-
vides the resource management and the architecture that enables plugging data 
access tools into it. HDFS provides scalable, fault-tolerant and cost-efficient storage 
for the data [24].  

HDFS 
HDFS, Hadoop Distributed File System, is a virtual file system that uses a master-
slave architecture [25] [26]. The HDFS file system is very similar to other file sys-
tems, it is built hierarchically and, just like other file systems, allows for the moving 
of files between different directories. To manage large amounts of data across the 
computers participating in a cluster, structure is needed. The structure consists of 
one NameNode and several DataNodes, commonly there is only one NameNode 
and many DataNodes (usually one per cluster participant). The NameNode is re-
sponsible for providing management of the file system hierarchy and regulation of 
client access. The clients, i.e. DataNodes, are the ones who serve read and write 
requests from the file system’s clients. They also receive instructions from the 
NameNode relating to creation, deletion and replication of data blocks. The 
NameNode and DataNode software is written in Java, which makes it possible to 
run on any system that is able to run Java programs. 
 
A challenge with HDFS is that it stores metadata about files on a file-by-file basis, 
which means that data split over many files consumes more memory as metadata 
than the same data all in one file.  
 
Processing large files in HDFS is much less resource intensive than processing the 
same information split over many smaller files due to HDFS NameNodes holding 
their metadata in memory. For example: A NameNode reading a 1 GB file will hold 
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100 bytes of metadata about that file. Having 10 000 files of 100 KB, which approx-
imately equals 1 MB, consumes 150 MB of memory, more than 100 times more 
metadata for the same amount of information. These calculations are based on a 
blog by Cloudera [27] and an article by Microsoft [28]. 

YARN 
YARN, Yet Another Resource Negotiator, is at the core of Apache Hadoop, thus also 
at the core of HDP [29]. It enables different data processing engines: interactive 
SQL, real-time streaming, data science, batch-processing. These engines are able to 
handle data stored in one platform. Its primary focus is to provide resource man-
agement and a way to deliver operations that are consistent, secure while also ena-
bling the use of data governance tools.  
 
The integral idea behind YARN is to be able to split up the functionalities sur-
rounding resource management and job scheduling/monitoring into separate 
background processes [30]. It does this by having managers for resource arbitra-
tion, scheduling, monitoring and by running applications inside containers.  

Zookeeper 
Zookeeper is a synchronization service for distributed systems with support for rep-
lication and eventual consistency [31]. It is used to sync smaller amounts of data 
between nodes in a cluster such as configurations and heartbeats. It consists of in-
dividual nodes which are grouped under a dynamically chosen master. Data is writ-
ten into znodes which are byte arrays that can contain other znodes, forming a tree 
structure comparable to a file system.  
 
Writes to Zookeeper are scheduled through the single master node and are there-
fore guaranteed to be sequential. Reads are done to the individual slave nodes 
which facilitates many concurrent reads over one or several nodes. However, these 
reads are not guaranteed to give the newest information since the master might 
have a write that hasn’t been replicated to the slaves yet. 

 Data processing 
HDP contains many ways of processing data in various ways [24]. The data access 
parts of HDP makes it possible to process data in batches, use interactive SQL or 
fast access with NoSQL. With the use of frameworks such as Apache Spark, Storm 
and Kafka it is possible to process data in different ways.  
Apache Spark 
Apache Spark is a general processing engine that is compatible with Hadoop [32]. 
It is able to run in Hadoop clusters either through YARN, but can also be run in 
standalone mode. Spark also has the benefit of being able to do batch processing 
(like Hadoop MapReduce), handle streaming data (like NiFi and Storm) and it can 
also facilitate machine learning.  
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Spark Streaming 
Spark Streaming is the part of Apache Spark that is used for processing data in re-
al-time. Data that comes in can immediately be processed by executing a batch of 
small jobs, called micro-batching [33]. Spark Streaming enables scalable, high-
throughput, fault-tolerant processing of real-time data. This data can come from, 
for example, Kafka or other TCP sockets [34]. 

Apache Storm 
Apache Storm is a real-time data processing framework [35], also referred to as a 
streaming framework. Running Apache Storm on YARN allows for real-time ana-
lytics, machine learning and live monitoring of operations. Apache Storm can inte-
grate with other technologies within HDP such as Kafka [36]. By setting up an 
Apache Storm topology it is possible to consume streams of data and process them 
in real-time, the streams can also be repartitioned between computations to change 
the structure of them. 
Apache NiFi 
Apache NiFi is a framework made for structuring and handling data flows [37]. It 
has a web based GUI for setting up, what NiFi calls, processors. These processors 
can perform operations such as receiving data, transformation of data and transmit 
data. By inspecting the processors, real-time feedback can be gained as the proces-
sors’ operation is visualized in the web based graphical user interface. NiFi also al-
lows for real-time restructuring of operations and data flows, by allowing the user 
to drag-and-drop new processors, move existing ones or altering the connections 
between them. 

 Data transmission 
Data transmission relates to how the loading and sending of data is done. HDP in-
cludes many tools for handling data flows, one of them being Apache Kafka. The 
use of data flow tools can help control the flow of data and the order of operations.  

Apache Kafka 
Apache Kafka is a messaging system that is built to be fast, scalable and fault-
tolerant [38]. It uses a publish-subscribe model that allows programs to receive 
messages selectively. Kafka works well in combination with frameworks like 
Apache Storm, Apache Spark and Apache NiFi, allowing for a way to send the data 
that is to be streamed by the frameworks.  
 
To carry out these tasks well Apache Kafka is implemented as follows [39]. Kafka 
maintains different feeds of messages, categorized by topic names. Applications 
that produce content that is to be published (sent) to Apache Kafka are called pro-
ducers, while applications that subscribe (read) to the topics are called consumers. 
Apache Kafka is commonly run as a cluster allowing for efficient scalability and 
each of these cluster nodes running Apache Kafka are called brokers.  
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Apache Flume 
Apache Flume is a distributed messaging system that is built to be reliable with 
high availability [40]. Flume does collection, aggregation and movement of data, 
typically log data. It has a flexible architecture that is based on real-time data flows. 
It also supports failure recovery mechanics.  
 
In Flume, a flow is started by a client. The client then transmits some type of mes-
sage to a source, source meaning where data enters a Flume agent (a machine run-
ning Flume) [41]. The source then passes the message on to one or more channels, 
a channel is where data travels between a source and a sink. A sink is the compo-
nent of Flume that drains the channels and passes it forward. Channels utilize a 
producer-consumer model meaning that if Flume gets overwhelmed by input, the 
channel grows and can accommodate for the spike in data. Sinks can be chained 
together with other sources to allow for more complex data flows.  
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3 Method 

The purpose of this chapter is to explain which tools and methods were used. There 
is information regarding how these tools were selected and why a specific method 
was chosen. How these tools were used and how the cluster was organized is also 
discussed in this chapter. More information regarding the chosen frameworks is 
included and the data format that was examined is explained. The chosen method-
ologies to achieve the result were experimenting, testing and the development of 
prototypes. 

3.1 Selecting the tools 
 
In this section, information about which tools were chosen and why will be ex-
plained. It starts with a comparison of the technologies described in the previous 
section and continues on with a section about which frameworks were selected for 
use in the testing. 

3.1.1 Comparison of the frameworks 
This section intends to explain the main differences between the frameworks in 
relation to our test case. Not all aspects were compared, only those that were most 
likely to be the points of slow-down or speed-up. 

 Data processing 
Spark Streaming is based on a concept called micro-batching, what this means is 
that Spark Streaming can continuously receive data from a data source, it then di-
vides that data into batches which are sent to the Spark engine as small batches 
[34]. This incurs a latency since the data is waited on before it is sent forward to be 
processed [42]. Spark Streaming is also built to support exactly-once1 processing, 
this means that data will only be processed once [43].  
 
Storm does one-at-a-time processing, as soon as it receives some data it can begin 
to process it [44]. By not batching the data like Spark Streaming does, a lower la-
tency can be achieved. The time that Spark Streaming spends buffering incoming 
data, is removed. Storm, however, does not support exactly-once semantics and it 
is thus unable to guarantee that data is only processed once [45]. It does however 
support at-most-once and at-least-once processing, these modes cannot be run 
simultaneously. Those two modes however are susceptible to different errors. At-
most-once processing might lead to loss of data while at-least-once processing may 
lead to duplication of data [46]. 
                                                   
1 This source also explains why exactly-once delivery is impossible, but the frameworks have work-
arounds for this. When exactly-once is mentioned as a property of one of the frameworks, it refers 
to the framework’s support of exactly-once processing. This can be done by, for example, deduping 
data once it is processed. 
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NiFi works differently from Spark Streaming and Storm, it is mainly a tool used for 
controlling data flows. As such, NiFi does not inherently provide mechanisms for 
at-most-once, at-least-once and exactly-once semantics. These must therefore be 
implemented, if they are wanted, by the developers and managers of the NiFi data 
flow.  

 Data transmission 
Flume is more tightly knit to the Hadoop ecosystem than Kafka is, it supports sinks 
that are supported out-of-the-box for tasks like writing to HDFS [47]. To add con-
sumers to Flume, the pipeline must be altered and the channel must be replicated, 
which results in downtime. Flume’s message durability is based upon file-based 
channels and memory-based channels; this has the downside of messages not being 
available until an agent that has terminated is recovered.  
 
Kafka is a more general purpose messaging system that is not specifically built for 
Hadoop, meaning Kafka is easier to move from one platform to another. One of the 
benefits of Kafka is that it is very scalable, it allows for the addition of consumers 
without downtime and without affecting performance. This is because Kafka simply 
keeps all messages around until they have expired, the expiration is done by setting 
a certain time that messages are kept before they are removed from Kafka. [47] 

3.1.2 Selection of frameworks 
The selection of which frameworks were to be tested was based on a few different 
factors. First off, NiFi is substantially different to Storm and Spark Streaming, as 
mentioned in the previous section. Relevant benchmarks of NiFi could not be 
found, after all it is not a system designed to do the same tasks that Spark Stream-
ing and Storm can accomplish. NiFi also scales in a different way, a cluster of NiFi 
nodes works by running the entire data flow on each node, while Spark Streaming 
and Storm scale by distributing subtasks to other nodes. By investigating a frame-
work that was not specifically made to perform big data analysis, it was of value to 
compare its performance to one of the the ones made for processing big data in re-
al-time. Comparing frameworks made for different purposes had value since it pre-
sented an opportunity to see whether big data frameworks were necessary in the 
type of test that was conducted. 
 
Due to the limited time mentioned in section 1.3, Delimitations, it was not feasible 
to implement the many out-of-the-box features that Spark Streaming support. 
Since NiFi is a very different tool from Spark Streaming and Storm, most of the fea-
tures that Spark Streaming and Storm supply had to be implemented to give a fair-
er comparison. Since Spark Streaming supplies features like exactly-once semantics 
and micro-batching, these would have had to be implemented in NiFi. Storm on the 
other hand utilizes one-at-a-time processing, which is the way NiFi processors 
work by default. Storm also does not support exactly-once and neither does NiFi. 
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Because of this feature difference, the selected frameworks to be tested against each 
other were NiFi and Storm.   
 
The nature of the message transmission systems led to the selection of Apache Kaf-
ka as the system used for data transmission. Kafka is more durable and scalable, if 
the input of data increases, it is easy to accommodate for these spikes in Kafka 
since it does not require downtime to be scaled. It also supports durability in a bet-
ter way, since it always keeps a record of the received messages. 

3.2 Framework terminology and detail 
 
Compared to section 2.3, Technology overview, this section aims to give a more 
detailed description of how the selected frameworks work. This section also con-
tains information about the terminology used by the different frameworks. 

3.2.1 Apache Kafka 
As can be read in section 2.3.1.3, Kafka is a messaging system of the pub-
lish/subscribe type. All the features of Kafka were not needed in this thesis, but this 
subsection aims to introduce the different features of Kafka that were used in the 
tests. 
 
When messages are sent to Kafka, a topic has to be specified. A topic is a way for 
Kafka to determine where the messages are supposed to be sent forward. When a 
sender sends messages to Kafka, it is called the producer. As a producer sends mes-
sages to Kafka, they are stored for a configurable amount of time. They will stay in 
Kafka until someone subscribes to that topic and retrieves the messages that have 
been sent to it, the one retrieving the messages is called a consumer. A topic has the 
possibility to use partitions. A partition is a subset of a topic, splitting a topic into 
four partitions, for example, would allow four different consumers to receive mes-
sages from the same topic depending on the partition number, this technique is 
utilized in the tests to be able to evenly distribute messages from Kafka. 

3.2.2 Apache NiFi 
Apache NiFi is an open-source data flow management system where data flows are 
built and managed through a web GUI. All features of NiFi were not needed for our 
purposes, but the essentials of what was used is covered in this subsection. 
 
NiFi includes a multitude of already finished processors. A processor in NiFi is a 
component that in some way interacts with data that is being sent through a data 
flow. Some of the included processors were ones that were needed for the tests. The 
processors that come with NiFi are fairly configurable and it was possible to attain 
the goal of the data flow by incorporating some of the finished components with 
ones that were written with a specific task in mind. Processors, that are not readily 
available from a fresh NiFi installation, can be added. This had to be done to be 
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able to write custom processors for the data flow. A data flow is built by dragging 
components into the web GUI, and then connecting them together based on differ-
ent relationships. An example of how the NiFi web GUI looks can be seen in figure 
3.1. 
 

 

Figure 3.1: An example of a setup in the NiFi web GUI. The larger boxes represent NiFi processors, the small-
er boxes represent the queues between them and the arrows represent the directions  

3.2.3 Apache Storm 
Apache Storm is an open-source real-time big data processing framework. It is 
commonly used where data is to be extracted and acted upon, for example perform-
ing some type of count or calculating a value based on input. Many features of 
Storm were not of importance to the testing process, and these will not be covered. 
 
Storm uses abstractions called Spouts and Bolts to transfer data within a topology. 
Topology is the name for the structure of the processing chain [48]. A Spout is a 
component that brings data into the topology from outside the cluster [48]. As an 
example, the component, fittingly named KafkaSpout, is a Spout that brings data 
from Kafka into the topology. Once data has come to the spout and thus into the 
topology, it can distribute data to Bolts. A Bolt is a component that is used for act-
ing upon data that has been received from a Spout or from another Bolt [48]. A Bolt 
can for example, like the HDFSBolt explained later, receive some data, act upon it 
and emit that data to another Bolt. Bolts are versatile and must not always emit 
something, they can be end-points where data is simply acted upon and then, in 
essence, removed from the topology. There are many open-source Spouts and 
Bolts, two of which were incorporated into the testing process.  
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The setup used for the test involved one instance of Nimbus, one instance of Storm 
UI Server and up to four instances of Supervisors. Nimbus is a framework that can 
be used in conjunction with Storm, it is the framework that is responsible for as-
signing tasks, monitoring the cluster for failures and distributing the code (the pre-
viously mentioned topology) to the cluster nodes [49]. Storm UI Server is a web 
server that serves a web GUI where you can monitor your topology in near real-
time, parameters such as Spout and Bolt latency can be seen here, as well as hints 
to which Spouts or Bolts should be handed a higher grade of parallelism. An exam-
ple of a portion of Storm UI can be seen in figure 3.2. Each node that is doing work 
for Storm runs something called a Supervisor. A Supervisor is responsible for lis-
tening to Nimbus and starts/stops worker processes as needed [49]. 
 

 
Figure 3.2: An example of a portion of how the Storm UI looks. 

 
A Storm topology relies on splitting up its work into worker processes. A worker 
process is an execution unit that executes a subset of a topology, it belongs to a spe-
cific topology and can run one or more executors for Spouts or Bolts. An executor is 
a thread that is spawned by a worker process, each executor always has one thread 
and can run several tasks. A task is the name of the unit that does actual work and 
runs within its executor’s thread. By default, an executor only runs one task [50]. 
An illustration of Storm’s execution model can be seen in figure 3.3. 
 

 
 

Figure 3.3: An illustration of Storm's execution model. 
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3.3 Data format 
 
To better analyze the problem of this thesis and benchmark the distributed pro-
cessing platform in realistic scenarios the eXtensible Business Reporting Language 
(XBRL) was chosen as a suitable data format to process. The nature of business 
reporting means a corporation sends their filings once a year and the number of 
reports to process can be limited by geographic location. There are other formats 
that could be processed in the same manner, this solution is focused on XML but it 
does not care about what XML format it is. XBRL was requested by Granditude. 

3.3.1 XBRL 
The eXtensible Business Reporting Language, or XBRL, that was analyzed is used 
as an information carrier for finance. It is essentially marked up business infor-
mation used to generate financial statements, business filings and accounting doc-
uments. It was recognized as an official UN standard for public procurement in 
January 2016 [51].  
 
An XBRL report is based on two documents: the XBRL instance document, which 
is the actual marked up information, and one or more taxonomies. The taxonomies 
are descriptive documents which contain the labels used in the instance document 
as well as metadata such as format rules and relationships between labels. The in-
stance document contains facts, which are values in conjunction with a context. 
Contexts are what give the values meaning: the value 1 000 doesn’t mean much 
unless you know it is the number of goods sold in April 2015, for example. A con-
text usually includes a time, what the value describes and the owning entity. So a 
context in plain text could be “dollars made by example corporation as of 2016-01-
01“. 
 
XBRL Sweden has, as of the date this thesis was written, three official taxonomies 
for Swedish companies [52]. These are compliant with different Swedish account-
ing laws. The mapping of taxonomy concepts from Swedish to English is complete 
but should only be used as a reference and not in official accounting documents 
[53]. 
 
The latest version of XBRL at the time of writing is 2.1, which was released in De-
cember 2003 with latest erratum 2013 [54]. Data in this format can be acquired on 
European corporations from the European Business Register, EBR. This is a net-
work of the member countries’ information distributors. The Swedish information 
distributor for EBR is Bolagsverket, which has nearly one million registered busi-
nesses. However, only a small portion of corporations are filing their information in 
XBRL. According to Nina Brede [55], product owner at Bolagsverket, only 110 
companies have filed XBRL documents in the period 2006-2012. 
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3.4 Test methodology 
 
This section gives an introduction to what was tested and how it was tested. It also 
explains the setup that was used during the testing. In this section there will also be 
information about how the cluster was set up and how the different components 
were built to work together. Illustrations of the cluster setup will also be found for 
both NiFi and Storm. 

3.4.1 Test case 
The test case that was examined was a hypothetical one, the assumption that all 
companies in Europe were to send their financial statements to a central organiza-
tion. It is estimated that there are 25.6 million businesses in Europe according to 
Eurostat [56]. If all these businesses were to send their financial statements once 
per year, it would result in an average of approximately 70 000 XBRL documents 
to be processed per day. The tests were made to see how fast it was possible to 
count a certain tag, in this case “se-gen-base:Soliditet”, in 10 000 documents in 
real-time with an approximate file size of 50 KB. The test was an end-to-end test, 
from the time that the messages were sent to the time it took for the sender to re-
ceive a confirmation message that all the messages had been saved to HDFS. 10 
000 was chosen instead of 70 000 to allow for the tests to run within a reasonable 
amount of time, but still give a good indication of how long it would take for 70 000 
messages. 
 

3.4.2 Cluster specification 
A cluster deployed on AWS, Amazon Web Services, was used to conduct the tests. 
The machines running in the cluster were all running HDP 2.4. At the time of writ-
ing this distribution ran the following versions of the components involved in the 
tests: 
 

• HDFS 2.7.1 
• YARN 2.7.1 
• Kafka 0.9.0 
• Storm 0.10.0 
• NiFi 1.1.2.0 

Four machines were available and the machines were of type r3.large. These are 
considered by Amazon to be their memory optimized machines [57]. These were 
running two CPUs of type Intel Xeon E5-2670 v2 (Ivy Bridge) processors, 15.25 GB 
RAM and 50 GB HDD disks. The machines’ physical location was Ireland.  
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3.4.3 Benchmarking 
In this section, different methods of performing tests on the frameworks are dis-
cussed. There will be information about different ways the tests could have been 
done, and information about why a specific method was chosen. 

 Choosing a method 
Many different methods were considered before deciding upon a specific method-
ology. Due to the different natures of the frameworks a generalized approach that 
would easily and reliably be tested on a similar base had to be constructed. This 
section brings up the different methods that were considered and why a specific 
one was chosen. 
 
One method that was considered was one that involved timing each individual 
component to see where potential bottlenecks were present. First of all, it makes 
bottlenecks easily identifiable, second of all it involves each component having to 
log the individual times. This would have required a more complex process to im-
plement. Due to time constraints and the fact that the entire flow of data was to be 
benchmarked, this method was not chosen. 
 
Another method would have been to disregard the time that it took for the messag-
es to be sent, this would allow the benchmarks to only include the time that the 
messages spent on the cluster and not the time that it took to send the messages to 
the cluster. This method was promising but was not chosen in the end due to the 
fact that, again, the purpose was to find the time it took to send the messages to the 
cluster and receive a reply that all processing was completed. 
 
The final, and chosen, method was one that involved sending all the messages to 
the cluster and then sit and wait for a response denoting that the process was com-
plete. This method has the benefit of actually seeing how long it would take for a 
single sender to send a certain number of messages, including the time it took to 
respond to the sender that everything had been processed successfully. Some 
drawbacks with this approach includes the fact that network delay and other trans-
fer times are included in the tests. It was also concluded that this would be the fast-
est approach to implement that would work similarly in both frameworks.  

 Additional note on benchmarking 
To avoid affecting the benchmarks by optimizing the configuration of the used 
tools, all tools were tested with their out-of-the-box settings, or as close as possible 
to those settings. By not tweaking the configurations it is clear that the optimal per-
formance might not be achieved, but the frameworks will be tested on equal 
grounds. It is also important to note that the frameworks are intended to excel at 
different things, as such leaving the default configurations might affect the outcome 
of the performance tests. 
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3.4.4 Components 
This section intends to give an overview of the settings used in the various compo-
nents, it will not include the settings that are the defaults on HDP, but will include 
the settings used by the message producer and the settings that were altered on 
HDP when the tests were run. 

 Sender 
The sender was a Java program composed of a Kafka producer and a Kafka con-
sumer, whose purpose was to send the messages and wait for a reply indicating that 
all the files had successfully been saved to HDFS. Once it received this final reply, it 
could be certain that all messages had passed through processing without errors, 
meaning the time from the start of the transmission to the reception of the last 
message could be calculated. To remove as much overhead as possible from the 
producer, the same file was sent over and over. To send different files would mean 
the producer would also continuously have to read a new file before sending it to 
the cluster. A secondary reason for sending the same file over and over is that 
XBRL does not guarantee that every XML tag is present in every XBRL document. 
Since the task of the real-time processing was to count the number of occurrences 
of a specific tag in a specific document, the decision to send the same file over and 
over again, was made. This component was used in both the testing of Storm as 
well as NiFi. The sender had to specify Kafka settings to be able to communicate 
with the rest of the cluster. One set of settings for the Kafka producer part and an-
other for the Kafka consumer part. All of these settings were left at their defaults, 
apart from cluster-specific settings such as IP-addresses, ports, Kafka group IDs 
(used for subscribing to a specific partition, see section 3.2.1 for information about 
partitions) etc. 

 XBRLParser 
A Java class was created that could be used in both Storm and NiFi. The name of 
this class was XBRLParser and its purpose was to parse a string into an XML doc-
ument and store it within the object. The object exposes a method that counts tags 
depending on the input string it receives. Internally, the XBRLParser class used 
existing Java classes made for parsing XML. This component, just like the sender, 
was used when testing both frameworks. 
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 Components used in the frameworks 
This subsection will describe the components used to perform the tests. Several 
different components were needed, but they are similar enough to each other that 
they are described only once, with the differences pointed out. 
 
Messages, containing XML, had to be received by the cluster in some way and since 
Kafka was the framework of choice for this, components that are compatible with 
Kafka was used. Messages were received through prebuilt, open-source solutions 
for both NiFi and Storm, named GetKafka and KafkaSpout respectively. 
 
The test involved counting a certain number of tags in the XML documents that 
were sent to the cluster. This was done using custom-built solutions for both 
frameworks. It receives XML, from the component mentioned in the previous par-
agraph, counts the number of a specific tag and sends the result forward. The 
names used for this component were TagCounter and TagCounterBolt for NiFi and 
Storm respectively. 
 
Components for saving data to HDFS already had open-source solutions, these 
were used in both cases. This component receives the result from the previously 
mentioned component and saves the data to HDFS, once it has been saved it passes 
it on to the next component. A difference between the NiFi and Storm open-source 
solutions is that the Storm solution did not by default pass the message on. This 
was done by modifying the open-source code. PutHDFS was the name of the NiFi 
implementation and HDFSBolt was the name of the Storm implementation. 
 
Next, the number of messages that were successfully saved were to be counted. This 
was done by using custom-built solutions that received messages, from the compo-
nent in the paragraph above, to count the number of successful saves to HDFS. 
This was named Counter and CounterBolt for NiFi and Storm, respectively. 
 
Lastly, a component for delivering the message back to the client was needed. 
Again, prebuilt, open-source, solutions existed and were used in both frameworks. 
These solutions receive a message once the previously described component reach-
es a target value and sends a message to Kafka, denoting that the process is com-
plete. This component was called PutKafka in the case of NiFi and KafkaBolt in the 
case of Storm. 

3.4.5 Cluster setup 
Two different setups had to be made since tests for both Storm and NiFi were run. 
The setups consisted of a set of components that were explained in the previous 
section. This section is dedicated to explaining and visualizing how the flow of data 
was organized in the two different frameworks.  
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Both frameworks used the same sender, the sender was the Java program that sent 
the data and waited until it got a response saying the data had been processed and 
saved successfully, the sender was also responsible for timing the process from first 
message sent to the reception of the message ascertaining all that all the data was 
processed correctly. The Java program sent and received messages via Kafka. 
 
The sender would send to a specific Kafka topic that was configured specifically for 
the test case at hand. Since the tests were to be run on a different number of cluster 
nodes, specific topics had to be created with a differing number of partitions. All 
the topics were created with a replication factor of one. These topics were then con-
sumed by the two different setups described next. 
 
An important note to make concerning the choice of method (having to wait for a 
reply denoting that all were finished) imposes a limitation: tests will never finish 
faster than the slowest Bolt or Processor in the respective frameworks, they all have 
to wait for the slowest one. 
 
All nodes were not only running the required software. The nodes in question were 
running other software such as Zookeeper, YARN, HDFS and Kafka as well as NiFi 
or Storm. See Appendix A for a list of the software that was run on each node, re-
spectively. Note that when running Storm and NiFi, the framework that was not 
currently being tested was turned off, they will both appear in Appendix A but were 
not run concurrently with each other. 

 Storm setup 
The storm setup consisted of one Spout and four Bolts. The KafkaSpout’s responsi-
bility was subscribing to the Kafka topic that the sender produced messages to and 
then pass these forward to the next step in the processing chain, namely the 
TagCounterBolt. The TagCounterBolt then received the message containing the 
XBRL data and counted the number of “se-gen-base:Soliditet” tags in the docu-
ment and passed the result on to the next bolt, the HDFSBolt. The HDFSBolt saves 
the message and passes it on to the CounterBolt once it has been saved. The Coun-
terBolt then keeps counting the number of messages that have been saved to 
HDFS, and when it reaches the preconfigured value (the number of messages used 
in the test) it passes a message on to the KafkaBolt. Once the KafkaBolt receives the 
message, it passes the message on to a Kafka topic that the Java sender is subscrib-
ing to. Scaling the setup is done by adding more instances of the Bolts and the 
Spout. One KafkaSpout per Kafka partition was used. Note that the way Storm dis-
tributes components is done automatically, thus the illustration of the setup is a 
logical scheme. This setup is illustrated in figure 3.4. 
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Figure 3.4: An illustration of the logical scheme used for Storm. 

 NiFi setup 
NiFi was set up similarly to Storm. All nodes ran the same components and one 
node also ran the extra components (see Node and Extra in figure 3.5 respectively). 
Messages entered the nodes through Kafka, they were retrieved by the GetKafka 
processor, it subscribed to a specific topic and when messages were received it 
passed them on to the TagCounter processor. The TagCounter received the message 
containing XBRL data and counted the number of “se-gen-base:Soliditet” tags in 
the document. Once done counting, it passed the result on to the PutHDFS proces-
sor. When the result was received in the PutHDFS processor, it was saved to HDFS 
and then the saved data was passed on to a Counter processor. The Counter proces-
sor was responsible for keeping track of how many files had been successfully saved 
to HDFS on the current node, once it reached the number of messages included in 
the test, it sent a message denoting that all files had successfully been saved to 
HDFS. This message was sent to the PutKafka processor, once the PutKafka pro-
cessor received this message, it sent it to a Kafka topic that another GetKafka pro-
cessor was subscribing to. Once this GetKafka processor received messages it 
passed them on to another Counter processor that counted the number of nodes 
that were done. Once all nodes were done it sent a message to another PutKafka 
processor. This PutKafka processor then in turn sent a message to a Kafka topic 
that the Java program was subscribing to. As explained in this text, and illustrated 
in figure 3.5, this setup is somewhat different. Due to the nature of how NiFi is 
normally clustered (the same data flow normally gets placed on each node) extra 
components had to be added to be able to performance test it. The box denoted Ex-
tra in figure 3.5 is the collection of components that is needed for testing purposes. 
 

 
 
Figure 3.5: An illustration of the logical scheme used for NiFi. The black component denotes the same compo-
nent, drawn this way for simplicity. 

  



 
 
 
 

27  |  METHOD 

 
 

3.4.6 Designing the test program 
As mentioned in 3.4.3.1, Choosing a method, the chosen method was one that in-
volved sending all messages and awaiting a reply denoting the success of the send-
ing process. This section describes how the program was built in order to facilitate 
this process. 
 
The test program had one producer and one consumer. It sent 10 000 messages, 
then waited until it received a reply. The reply that it would receive would not be 
sent until all the 10 000 messages had been processed and the consumer waited in 
a loop until a message was received. This guaranteed that the consumer would not 
finish preemptively. When the test program received acknowledgement of the suc-
cessful transfer, it reinitiated the producer and sent another 10 000 messages. This 
was repeated 40 times for every test, to achieve more accurate test results.  
 
The test program also had its own partitioner. A partitioner is a class that is used to 
distribute messages to Kafka partitions in a way that is not the default. This parti-
tioner was made to produce an equal number of messages to each partition in the 
relevant topic. Refer to section 3.2.1 for more information on partitions and topics. 

3.4.7 Settings 
In this section, framework specific settings concerning the launching and running 
of the frameworks will be discussed. Since not all settings were tweaked, only the 
ones that have been changed will be mentioned. Settings that are cluster specific, 
i.e. IPs and other location based settings will not be mentioned since they have to 
be setup differently depending on the clusters IP addresses and ports etc. Internal 
testing that was done to determine the best concurrency parameters is also dis-
cussed. If no changes were made to the defaults that are setup in the HDP distribu-
tion, they will not be featured in this section. 

 NiFi 
To configure the parallelism of NiFi, some internal testing had to be done. This sec-
tion aims to go over the settings used for NiFi and the settings used to configure the 
grade of parallelism. 
 
All settings were left on their defaults; this includes all the processors that were 
used in the tests. What was changed, however, was a field called concurrent tasks. 
This is a value that can be set on a NiFi processor to choose the number of parallel 
tasks that a processor is allowed to run. 
 
The NiFi web GUI reveals many relevant statistics when determining where bottle-
necks are located. Through some testing it was quickly discovered that the PutH-
DFS processor was a bottleneck, this could be determined due to the time it took 
per file, and examining the queue that leads to the PutHDFS processor. This queue 
was the only one where several messages got bunched up, revealing that this pro-
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cessor could not handle the load efficiently. Different concurrent tasks values were 
used to determine the best setup. Choosing a low value for this resulted in an even 
larger queue, while selecting a too large value simply seemed to incur an overhead. 
Tests were made and it was discovered that setting the concurrent tasks for the 
XBRLParser processor and PutHDFS processor to two and nine concurrent tasks 
respectively, yielded the best results. 
 
Since NiFi’s standard cluster model is to put the same flow on every node that is 
meant to be included in the processing chain, the same settings were used for each 
node’s data flow. 

 Storm 
This subsection will describe how the parallelism for Storm was setup and which 
default settings were changed when the tests were run. It will also provide infor-
mation about the testing that was done to come up with these settings. 
 
All settings were left on default for Storm, the values for parallelism however, have 
no defaults and as such had to be configured when creating the topology. By exam-
ining the Storm UI, it was possible to determine where bottlenecks were happen-
ing. Storm UI shows information such as processing latency, by using this value it 
was possible to determine what a suitable number of executors would be. 
 
Starting off, it was discovered that the HDFSBolt was the bottleneck. The field, in 
Storm UI, called Capacity is an indicator to help the developer identify which com-
ponents need more processing power (more executors). The number of executors 
for this bolt was increased since it was indicated that this component needed more 
processing power. As the number of executors went up, the latency went down, this 
only held true up until a certain point however. Once the number of executors in-
creased above approximately 14 per active cluster node, the latency went up. This 
indicated that the overhead of the processing was becoming too large. Due to this, 
it was settled that approximately 14 HDFSBolts would be used per test. 
 
All the other components had relatively good usage (again, indicated by the Capaci-
ty field in the Storm UI) and did not have to be tweaked, not much time was spent 
in them. In Appendix B, the number of executors per Bolt and Spout will be shown 
in relation to the number of active nodes. 
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4 Results 

This chapter is dedicated to the results of the tests that were made. It will contain 
diagrams displaying the test results, it also includes conclusions that can be drawn 
from the results. The diagrams are based on the 160 tests that were run for Storm 
and NiFi, 40 per node setup of which there were four. The diagrams will be display-
ing data related to the speed of which Storm and NiFi processed the 400 000 files, 
and data regarding average time per file. The chapter finishes with a comparison of 
the two frameworks. 

4.1 Storm 
 
The first data that was assembled was data pertaining to how much time was spent, 
on average, per file. A diagram of this data can be seen in figure 4.1. It shows how 
many milliseconds one file took, on average, to finish its run through the pro-
cessing pipeline. The error bars are representative of a 95% confidence that a file 
will be processed within that time.  

 

 
Figure 4.1: A diagram displaying the average time per file for Storm, on different number of nodes. 

 

The graph in figure 4.2 illustrates a timeline of how long it took for each configura-
tion, respectively, to finish all their tests. The x-axis denotes the number of files 
processed, starting from zero and going all the way up to 400 000 (40 tests, 10 000 
files each test). The y-axis denotes the time taken, in seconds, to finish the tests. 
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Figure 4.2: An illustration of how long it took for Storm to finish all tests for each node configuration respec-
tively. 

As could be gathered from figure 4.1, the three-node-configuration seems to be the 
optimal amount of nodes to perform this process in the most efficient manner, 
without optimizing any settings other than those pertaining to the grade of parallel-
ism. An interesting thing with this graph is that, even with seconds on the y-axis, 
they are relatively jagged lines. This indicates a big fluctuation in time difference on 
a test-per-test basis. From this another conclusion can be drawn: the process is not 
very stable. Sometimes the tests ran much faster than others, even though all the 
parameters were the same.   
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4.2 NiFi 
 
Like the previous section, the first data concerns how much time was spent, on av-
erage, per file. The diagram in figure 4.3 is constructed in the same way as the pre-
vious section and, again, the error bars denote a 95% confidence of ending up in 
that interval. 
 

 
Figure 4.3: A diagram displaying the average time per file for NiFi, on different number of nodes. 

 
A diagram analogous to the diagram seen in figure 4.2 is shown in figure 4.4, it is 
constructed based on the same parameters as figure 4.2 but depicts the results for 
NiFi. 
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Figure 4.4: An illustration of how long it took for NiFi to finish all tests for each node configuration respec-

tively. 

The results shown in this diagram are, just like in figure 4.2, possible to extrapolate 
from the diagram shown in figure 4.3. A three-node-configuration is again the win-
ner of the test. The lines are relatively straight which indicates that there are not big 
fluctuations from test to test.  
 

4.3 Comparing the results 
 
This section will give a comparison of the results, put the two frameworks side by 
side and examine the differences. The section also contains conclusions that can be 
drawn by the comparison. 
 
The diagram below, figure 4.5, is a combination of the diagrams shown in figure 4.1 
and 4.3. By putting these two diagrams together, information about which frame-
work is the fastest can be visualized in an easier manner. 
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Figure 4.5: A diagram for comparing NiFi and Storm in their speed of average processing time per file. 

As can be seen in figure 4.5, Storm is the winner of this test. At a one node setup it 
is nearly three times as fast as NiFi. At three nodes, the best configuration for both 
frameworks, Storm is still nearly twice as fast. Another interesting conclusion can 
be drawn: NiFi benefits a lot more by the increase in nodes in the tests made. It is 
also very interesting that a one-node-configuration still nearly beats the best NiFi 
configuration  
 
In figure 4.6, a combination of the diagrams shown in figures 4.4 and 4.2 was 
made. It has extracted the best test results from both, namely the three-node-
configurations. For processing 400 000 files, Storm clocked in at approximately 
1200 seconds, while NiFi clocked in at approximately 2400 seconds. These results 
could have been extrapolated from the other diagrams, but this gives a simpler 
overview of the results.

 
Figure 4.6: A diagram depicting NiFi's and Storm's best configurations, side by side.
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5 Analysis and discussion 

This chapter contains information surrounding the thesis as a whole. It examines 
the method and result, looking at factors that might have affected the tests. This 
chapter also aims to provide a discussion about how the performance might have 
been improved and what benefits can be found by conducting tests such as these. 

5.1 Analyzing the method 
 
In this section the results will be analyzed and discussed, topics such as what could 
be improved and which drawbacks the solution has. There will also be discussions 
about future work in this area and discussion around how the test could have been 
improved. 
 
The conducted tests assumed that all messages would be coming from the same 
sender, this is most likely not the case and as such this has a high chance of being a 
bottleneck that might not exist in an actual system that is used in production envi-
ronments. Since we wanted to make sure all messages got received by Kafka from 
the producer, we configured Kafka to acknowledge all messages. This constraint 
slows down the producer further, but we wanted to make sure the messages 
reached the start of the processing chain so we left this setting on. 
 
The way the tests were conducted is also not optimal in determining the actual time 
it takes to save the messages, but the time it takes to send all messages and then be 
informed that the messages have been saved successfully. In some cases, the pro-
ducer might not care if the messages were saved properly. Due to this way of meas-
uring, all use cases are not covered. Perhaps one would only be interested in the 
time it would take to save one message, and not the time it takes to send many 
messages and get confirmation that the messages were saved successfully. 
 
Another important thing to note is that, due to the distributed nature of the system, 
timing when all the files were saved imposed another artificial component used in 
the tests. Since the distributed components had to speak to a centralized counter 
for us to be able to determine when all the files were actually saved (in the NiFi set-
up). Disregard this component and there might be speed improvements. 
 
These tests also include the time that the transferring of messages to, from and in-
side the cluster is taking. This is a factor that might not be interesting to everyone 
since there might be changes one wants to make to the setup. For example, a pro-
ducer might not be producing on the same network as the processing chain, while 
our setup assumes the sender is from inside the local network. 
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The tests also had the limitation of processing the same file over and over. This 
might result in inconsistency relating to file sizes and XML document complexity, 
however, XML documents of similar size and complexity should be able to be pro-
cessed in the same amount of time. 
 
It should also be mentioned that due to the nature of how the clustering of these 
technologies was done, there are more components involved in the NiFi solution, 
this was a sacrifice we made to be able to time the process from start to finish. As 
mentioned earlier, this might not always be something that the user wishes, maybe 
they only intend to “send and pray”, i.e. send the message and not care about 
whether it came through successfully. 
 
The way we made the tests disregards the file itself, when it comes to persistence, 
and only saves the results of the real-time processing, if you were to save the files 
for further processing, there might be extra time included that would not otherwise 
be present. 
 
Due to time constraints, we went with a similar setup for both NiFi and Storm, it is 
possible that these setups are not optimal for the frameworks. With this setup, the 
logical connection of components is the same, but perhaps distributing certain 
components in a different fashion would result in a more optimal performance. 
 
As mentioned earlier in this thesis, the two frameworks are also not tested with 
many tweaked settings. Tweaking settings in either framework might yield a better 
performance. We decided to test the frameworks as they came out-of-the-box to the 
extent that it was possible, tweaking settings for optimal performance was not fea-
sible in the given time period of this thesis. 
 
Due to the use of open-source components, it cannot be assured that these are the 
best implementations of the specific purpose we meant to test, there was however 
not sufficient time to implement every component on our own. 
 
The fact that HDD disks were used instead of SSDs might have a large impact since 
a big part of the time spent in the processing pipeline is spent saving to the filesys-
tem. Perhaps using SSDs instead would yield a performance improvement. 
 
As mentioned before, time constraints were a very delimiting factor when writing 
this thesis. Aspects of big data processing such as fault tolerance and security were 
not considered in the tests. It is probable that those factors would have impacted 
the test results. 
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5.2 Analyzing the results 
 
This section analyzes the results, discussing why the results may have ended up the 
way they did. Differences between NiFi and Storm will thus be discussed in this 
section, as it has high relevance to why the results look like they do. 
 

5.2.1 Applying the results 
In section 3.4.1, a hypothetical use case was proposed, it involved dealing with 70 
000 files, and this had to be done within a day to be able to handle the financial 
information from all the countries in Europe. This section analyzes what is likely to 
happen when 70 000 messages are sent instead of the 10 000 as was the case in the 
tests. 
 
Using the best node configurations that were found for both NiFi and Storm re-
spectively, the average time per message held quite steady and it can be expected to 
stay that way when a message load increases. Assuming this is true and using the 
best setups for NiFi and Storm (the three-node-configuration), the time to send all 
70 000 messages would likely end up in the ranges listed below. 
 

• Average time to finish 70 000 messages 
o Storm – 3.53 minutes 
o NiFi – 6.96 minutes 

• 95% confidence to finish in 
o Storm – 3.12 to 3.94 minutes 
o NiFi – 6.64 to 7.23 minutes 

Meaning that even if you were to use NiFi, it would indeed be very possible to pro-
cess 70 000 files per day, since it is likely to only take circa seven minutes to do 
this. It seems like the worst case wouldn’t take much longer than seven minutes 
either. 
 
By doing measurements and tests like these, one can determine whether the cluster 
really needs to be as powerful as it is, or if it really needs as many nodes as it has. In 
this case, the goal was to be able to process 70 000 files in a day. This task is easily 
achievable and if that was the only task the cluster was to perform; it would be over 
dimensioned. If it is over dimensioned, perhaps it is worth trying to find other, ad-
ditional, tasks for the cluster to do, or simply scaling down the cluster in order to 
bring down the power consumption and save money. 
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5.2.2 Result and framework discussion 
 
Storm markets itself as a distributed real-time computation system [58] while NiFi 
markets itself as a system to use for data routing, transformation and system medi-
ation logic [37]. By comparing what they both market themselves to be, the results 
are expected to be as they were for us. 
 
An interesting find is that the average processing time spent per file, for Storm, de-
creases until the solution is scaled to four nodes. As mentioned in section 3.4.7.2, 
the HDFSBolt exhibited the largest latency of all the components, it is likely that 
this is a bottleneck that cannot be overcome by scaling horizontally2. A conclusion 
that is possible to draw from this is that adding a higher grade of parallelism to the 
solution, increases performance but only up to a certain point. After this point it is 
likely that other measures have to be taken to reduce the processing time. 

Interestingly enough, figure 4.3 reveals the same pattern found in section 4.1. 
Three nodes appear to work the best for this test case. This leads to the same con-
clusion as section 4.1, but this time for the PutHDFS processor rather than the 
HDFSBolt. After a certain point, adding more nodes does not seem to help in NiFi 
either. 
 
Storm has a high focus on doing real-time analytics and computations while NiFi is 
made to be an intuitive way of distributing data through a data flow. Storm won by 
quite a large margin, but for the use case at hand, NiFi was more than sufficient. 
 
In our opinion the frameworks were both very nice to work with, though it became 
obvious that they filled different niches; this made them interesting to test against 
one another. NiFi was easily reconfigured once it was deployed, nothing had to be 
recompiled if the processors that were deployed had configurable fields for all val-
ues that would require changing on the fly. This made NiFi very smooth to test 
when changing the node configuration. Storm on the other hand, if data is to be 
routed differently or handled in a different manner, requires the solution to be re-
packaged into a new JAR file, deployed on the cluster and restarted. 
 
We drew the conclusion that both frameworks are very valuable in their own rights 
and that using the right tool for a job isn’t always strictly necessary. We also drew 
the conclusion that choosing the right tools for the right job is difficult when there 
aren’t readily available benchmarks to look at, for a specific use case. This thesis 
did not tackle the challenge of configuring the frameworks in the optimal way, 
which has the potential to give different results. 

                                                   
2 To scale horizontally means the addition of more nodes, compare with scaling vertically, which 
means upgrading, or adding to, a node’s hardware.   
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5.3 Possible performance improvements 
 
This subsection will give a discussion surrounding the different parameters that 
could possibly be tweaked, it also provides discussion around some further re-
search that would be interesting to delve into to improve the performance of the 
tests. 
 
It was mentioned in section 4.1 and 4.2 that the bottleneck seemed to be the com-
ponents HDFSBolt and PutHDFS. It would be interesting to attain a deeper under-
standing of how HDFS works, because if further research into HDFS performance 
had been made, it is probable that potential performance improvements would 
possibly be found. The tests were run with a replication factor of three, tweaking 
this value should improve performance, in theory, since it means less disk access. 
 
 
It would also have been very interesting to run the tests on SSDs to see if the per-
formance was increased substantially or not, and then be able to calculate the rela-
tion between performance and cost when it comes to the price of SSDs against the 
price of HDDs. 
 
Finding other ways to increase the performance of HDFS would require diving into 
the multitude of settings that are possible to change when setting up a HDFS clus-
ter. There was not enough time for this and as such we can only speculate about 
what the reasons behind the bottleneck may be. 
 
There is a possibility that the cluster nodes are not able to perform as efficient as 
can be expected, with the specs they are running. Every node is running quite a few 
processes even without Storm or NiFi running. According to a blog, released by 
Hortonworks (the company that releases the HDP distribution), the recommended 
specs are way higher than the nodes used in the testing done by us. The recom-
mendations are to use nodes with six 2 TB drives, 48 GB RAM and 8 cores in dual 
socket configuration, per node [59]. These recommendations are nearly five years 
old, but as demands on hardware normally go up, these recommendations are a 
good indication that the cluster we used was under dimensioned. 
 
As mentioned in 3.4.5, the test can never finish before the slowest Bolt / Processor 
is done with its processing. Because our test program tests the entire process from 
the start of the sending to the end of the processing chain, the entire process can 
never be faster than the slowest Bolt / Processor. For the processing chain as a 
whole, if it is not interesting to know how long the entire process took, this is an 
artificial decrease in speed. This artificial decrease in speed is unnecessary and can 
easily be avoided if using a model where an acknowledgement of the completion is 
not needed. 
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There are a multitude of settings for both frameworks, ranging from things such as 
how many files are allowed in the system, to more specific settings such as how a 
certain Processor, Bolt or Spout behaves. It is quite likely that further improve-
ments could be made by researching the possible settings for NiFi and Storm. If 
there was more time, some of that time would probably have gone into researching 
specifics pertaining to performance improvements for both frameworks.  
 
We mention in sections 3.4.7.1 and 3.4.7.2 that tests were performed to find a good 
value for the various parallelism settings. We hoped to be able to test this further to 
achieve the absolute best values for this. That would however involve a much high-
er number of tests to be run, and there was not enough time. Finding a better num-
ber for these settings might result in a better performance. 

5.4 Potential impacts 
 
By taking the time to test different implementations of big data processing, perhaps 
it is possible to make decisions that would not otherwise be thought of. A potential 
conclusion could be that the amount of nodes could be reduced, or that the power 
of the machines could be scaled down. Doing tests like these may thus have value in 
more than one aspect. If a company that uses too many machines to process data, 
they may be wasting resources in the form of power consumption. If there are tan-
gible results that a company can look at and realize that they may not need to be 
using such high-end machines, or such a high number of nodes, a reduction in the 
number of these can be made.  
 
The tests revealed that increasing the number of nodes hampered the performance 
once it increased beyond three. If four nodes had been used in hopes of better per-
formance, more power would be drawn, without any benefit. With knowledge of the 
optimal number of nodes to use for a specific use case, power may be saved. This 
both benefits the environment as well as brings down the cost for the company that 
is utilizing such a cluster. 
 
Since more and more social data is available via the Internet through sources such 
as Facebook, Twitter and other social media. There could be a possibility of attain-
ing value out of this data if the speed of which it is done is high enough. If data pro-
cessing of data of such a scale is done, there is a chance of continuously surveying 
people. Daily activities, places they go, who they know and other knowledge can be 
used if such surveying is done. This severely affects the privacy that people might 
feel entitled to, even though they are posting data voluntarily. With access to data 
of such magnitude, a multitude of ethical dilemmas can arise. The benchmarks re-
veal the best setup that we were able to develop in this thesis. By providing bench-
marks like these, they might be used for unintended purposes.  
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6 Conclusion 

This thesis tackles the problem of ingesting a high number of small files using 
frameworks that can be used to process streams of real-time data. The frameworks 
that were tested were Apache NiFi and Apache Storm. The benchmarks revealed 
that Apache Storm performed better than NiFi at this task, however, NiFi seemed 
to be more versatile and easier to configure, which could even be done without tak-
ing the cluster offline in some cases. 
 
The tests dealt with handling 10 000 XML files, following the XBRL specification, 
of an approximate size of 50 KB. Both frameworks proved to be adequate in the use 
case that was devised. It was also revealed that when selecting which framework to 
use, more than speed and scalability might be of importance and must be taken 
into consideration as well. The speed of which the processing was done became less 
important for the use case at hand, but with a sufficiently large data set, speed and 
scalability are even more important and for those use cases, the results of this the-
sis should be able to give guidance in a choice between NiFi and Storm. 
 
Moving forward, it would be interesting to see how the frameworks would hold up 
against each other if configured optimally. It would also be interesting to see how 
these frameworks measure up against other similar frameworks, but it would also 
be very interesting to see if a cluster is needed at all when dealing with data of this, 
relatively small, magnitude. 
 
Many questions and afterthoughts became apparent as this thesis was being writ-
ten. It is important to consider the fact that these tests have been run without con-
sideration for fault tolerance and security, how would the test results have looked if 
these factors were included? The tests in this thesis only included two frameworks 
that can be used for real-time processing, how would they measure up against mi-
cro-batch processing frameworks? HDFS was the filesystem we decided to use, this 
has many applications, but depending on what the data is to be used for once it is 
saved, would it be beneficial to use a non-distributed filesystem instead? 
 
Big data is a field that continues to expand. The frameworks, that are available for 
performing tasks such as the one in this thesis, are many. Choosing one of these 
frameworks requires extensive analysis and research about the value that can be 
gained from data that is to be analyzed. With sufficient knowledge of how the data 
is to be processed and sufficient knowledge of the requirements on performance, a 
suitable framework can be chosen and implemented to perform analysis, transfor-
mations or computations on a data set.
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Appendix A 

A list of which software was installed on which node in the cluster. 

Master node 
• HDFS, NameNode
• Zookeeper Server
• YARN, NodeManager
• Storm UI Server
• Storm Supervisor
• NiFi

Node 1 
• HDFS, DataNode and SNameNode3

• Zookeeper Server
• YARN, ResourceManager
• Nimbus
• Storm Supervisor
• NiFi

Node 2 
• HDFS, DataNode
• Kafka
• Storm Supervisor
• NiFi

Node 3 
• HDFS, DataNode
• Zookeeper Server
• Storm Supervisor
• NiFi

3 SNameNode, Secondary NameNode, is a component that takes over if the primary NameNode goes 
down. 
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Appendix B 

A list of values set for the various Storm components in the tests. 
 
One active node  

• 1 KafkaSpout 
• 14 HDFSBolts 
• 2 XBRLParsers 
• 1 CounterBolt 
• 1 KafkaBolt 

Two active nodes 
• 2 KafkaSpouts 
• 28 HDFSBolts 
• 4 XBRLParsers 
• 1 CounterBolt 
• 1 KafkaBolt 

Three active nodes  
• 3 KafkaSpouts 
• 46 HDFSBolts 
• 6 XBRLParsers 
• 1 CounterBolt 
• 1 KafkaBolt 

Four active nodes  
• 4 KafkaSpouts 
• 62 HDFSBolts 
• 8 XBRLParsers 
• 1 CounterBolt 
• 1 KafkaBolt 
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