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Abstract

A combination of Ada, real-time Linux and an embedded computer is a cost-
e�ective solution that accommodates most of the demands of embedded systems
development or prototyping. Linux in its standard con�guration is not suitable
for real-time applications, but there exists solutions that modi�es it to be more
real-time capable. The question is, what modi�cation is the optimal one from
an Ada perspective? To answer this, a literature study has been conducted to
identify solutions, followed by an analysis that �gures out the most promising
one. The selected solution has then been further evaluated and veri�ed by bench-
marks and tests running on a BeagleBone Black.

The evaluation results shows that the PREEMPT_RT real-time patches for Linux
is the optimal solution for enabling real-time execution of Ada code. Two other
promising solutions were Xenomai and RTAI, they provide better performance
in terms of lower latencies but does not have full Ada support and requires code
to be speci�cally targeted to their solutions compared to PREEMPT_RT that is
transparent to the user.

The worst case latencies for PREEMPT_RT were measured with Cyclictest while
the system was stressed by using Sysbench, Hackbench and ping �ooding. The
tests stressed di�erent part of the system, e.g CPU, memory and �le IO, making it
possible to determine how sensitive the latencies are to di�erent types of applica-
tions. Two of the tests stood out from the others, the ping �ood and the Sysbench
Thread-test. When pinging the system the worst case latencies were 364 µs, in
the order of three times higher than the other loads. The other deviating result
was observed when the system was loaded using the Sysbench Thread-test, the
latencies were actually lower compared to the unloaded system, 62 µs versus 90
µs. The reason for this is di�cult to determine due to the size and complexity of
Linux, it would require a deeper analysis of the kernel code.

PREEMPT_RT allows existing applications for Linux to run without modi�ca-
tion to the source code which makes it attractive for developing mixed type sys-
tems that require real-time predictability, general purpose �exibility and high
throughput. It is a cost-e�ective solution that could be used for teaching Ada
and making prototypes that don’t require the highest levels of safety certi�ca-
tion. The latencies are not low enough to accommodate the demands of all sys-
tems, but many systems require latencies only to be in the order of milliseconds,
which this solution would be suitable for.



Sammanfattning

En kombination av Ada, realtids-Linux och en enkortsdator är en kostnadse�ek-
tiv lösning som möter de �esta av behoven för utveckling och prototypframtag-
ning inom inbyggda system. Linux är i sin standardkon�guration inte lämplig
för realtidsapplikationer, men det �nns lösningar som gör Linux mer realtids an-
passat. Frågan är, vilken lösning är den optimala från ett Ada perspektiv? För att
svara på detta har en litteraturstudie utförts för att identi�era olika lösningar,
följt av en analys som tar fram den mest lovande. Den utvalda lösningen har se-
dan utvärderats och veri�erats genom tester som körts på en BeagleBone Black.

Utvärderingen visar att lösningen PREEMPT_RT för Linux är den optimala för
realtids-exekvering av kod skriven i Ada. Två andra lovande lösningar är Xe-
nomai och RTAI, de uppvisar bättre prestanda genom kortare fördröjningar. Men
de har inte fullt stöd för Ada och kräver att kod anpassas för deras lösning till
skillnad från PREEMPT_RT som är transparent för användaren.

Fördröjningarna för PREEMP_RT mättes upp med Cyclictest samtidigt som sy-
stemet belastades av Sysbench, Hackbench och ’ping �ooding’. Testerna belas-
tade olika delar av systemet, till exempel CPUn, minnet och �l-IO, vilket gör det
möjligt att bestämma hur känsligt systemet är för olika typer av applikationer.
Två test särskilde sig från de andra, ’ping �ooding’ och Sysbench Thread-test.
När systemet pingades mättes fördröjningarna upp till 364 µs, i storleksordning-
en tre gånger högre jämfört med de andra testerna. Det andra utmärkande testet
var när Sysbench Thread-testet kördes, fördröjningarna var oväntat nog mindre
jämfört med det obelastade systemet, 62 µs respektive 90 µs. Anledningen till det
är svårt att avgöra på grund av storleken och komplexiteten av Linux, det skulle
kräva en djupare analys av Linux-kärnan.

PREEMPT_RT tillåter att be�ntliga applikation för Linux att köras utan föränd-
ringar av källkoden vilket gör lösning attraktiv för utveckling av system som
kräver realtidsegenskaper, �exibilitet och hög prestanda. Det är en kostnadsef-
fektiv lösning som kan användas för utbilding i Ada och utveckling av prototyper
som inte kräver högsta nivån av säkerhetscerti�ering. Fördröjningarna är inte
tillräckligt låga för att kunna möta kraven för alla system, men ofta är kraven i
storleksordningen av millisekunder, vilket den här lösningen skulle vara lämplig
för.
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1 Introduction

1.1 Motivation - Complex Systems
Self-driving vehicles are lurking in the horizon, robots are moving into our homes
and the fusion of sensors can be used for analyzing our mental and physical
state. These types of systems can be called embedded, cyber-physical, real-time
(see section 2.3), safety-critical and ’Internet of things’. For people familiar with
these systems the di�erences between them might be clear, for others it’s di�er-
ent names for the same thing. This thesis is concerned with all these systems
and will not divulge into de�nitions, merely the viewpoint here is that usually
these systems are some sort of embedded systems, sometimes connected in a
networked fashion, sometimes isolated from other systems and sometimes con-
nected to the Internet. With more than 98% of all the microprocessors being
embedded [1] it’s a signi�cant area for research.

These systems are becoming more complex. Since cars are a seemingly universal
way to explain things examples will be provided from that domain. As [2] ex-
plains, the car has evolved through systems of isolated functions to cooperative
systems where the functions are connected in networked form. They mention
how one of the �rst systems, like anti-lock breaking, was an isolated function
only concerned with its own task, but now there are more advanced systems, for
example active break assistance (ABA) that makes connections between several
functions like breaking, steering and input/output from the dashboard.

There is a trend towards developing self-driving vehicles, a challenge is how to
make them safe. One way to solve the safety issues can be by having a person be-
hind the wheel, ready to intervene in case of computer failure. But if cars evolves
in the same way as aircrafts do, being impossible to operate without computer
control [3], the computer system must control the vehicle in all situations with-
out relying on a human to intervene if it fails. This full autonomy puts enormous
pressure on the software developers and the computational hardware.

With many functions operating at the same time it can be bene�cial to assign
them with di�erent levels of critically, directing more e�ort on guaranteeing
correct behaviour of the safety-critical ones. It is of essence that the safety-
critical functions always works as intended, even if other functions fail. A bug
in the infotainment system of a car are not allowed to a�ect the engine control
or breaking system. The traditional approach, known as the federated approach,
have been to build these systems by assigning functions to individual electronic
control units (ECU) which then provides isolation and protection by hardware
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[4]. If a task fails its impact is limited to the ECU it operates on. This approach
have the bene�t of simplifying the veri�cation and certi�cation process[5], often
it is boiled down to bandwidth and timing analysis of the communication bus [6].

The federated approach have for some type of systems reached its limits. The in-
creasing number of functions and their tightly coupled behavior makes sharing
of computation and communication resources inevitable [5], also all the wiring
and all electrical components for the federated this approach is a signi�cant cost
and overall obstacle [6]. A way of providing isolation between functions, but at
the same time optimizing resources in terms of weight, power, size and cost is
to group functions on fewer amount of ECUs with software provided partition-
ing, also know as the integrated approach [6, 7]. This has been done in aviation
where the previously separated the �ight control and autopilot have been inte-
grated on the same computer [3]. The problem of that approach becomes how
to guarantee the functions to operate in isolation and to always have the com-
putational power, memory and I/O access that it needs.

Environmental aspects are becoming an all more important factor, the whole life
cycle needs to be considered. The bene�ts of reduced weight and energy con-
sumption for the integrated approach are well suited with today’s requirements.
Further, it also means that less chemicals and materials used during production.
Also, at the end of the life cycle there are less hardware to recycle. The solution
presented in this thesis, where a single hardware platform hosts many types of
functions, have these bene�ts.

There is a lot of money and e�ort to save when developing these systems, the
cost associated with making real-time systems to behave as intended is up to 50%
of the total cost and even more for systems that are safety-critical [5]. Indeed,
for �y-by-wire aircraft manufacturers the validation and certi�cation is so ex-
pensive that in order to ensure a 50 year production cycle the manufactures buy
a 50 year supply of microprocessors all at once, from the same production lines
and masks, to avoid redoing the validation and certi�cation process [8]. But as
Lee [8] notes, this also means that no improvements will be done for 50 years,
all new technology advancements in e�ciency will have to wait, achieving pre-
dictability is rendering other factors nearly irrelevant.

The term complex systems has been used a couple times so far, it deserves a fur-
ther explanation. Kopetz view is: "We classify a system as complex if we are not in
the position to develop a set of models of adequate simplicity", and further: "Com-
plexity can only be assigned to models of physical systems, but not to the physical
systems themselves, no matter whether these physical systems are natural or man
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made." [5]. This means that complex systems become non-complex if we can
simplify our view of them, this absolutely necessary to cope with the challenges:
"There is no alternative to simplicity " [9]. Kopetz present four ways to achieve
simplicity; abstraction, isolation, partitioning and segmentation. A �fth way is
mentioned by [10], using hierarchies to reduce the number of objects a human
needs to handle. Especially abstraction is echoed throughout the literature as a
fundamental concept for dealing with complexity [3, 8, 11–13]. Basically abstrac-
tion removes details that are irrelevant for the problems that needs to be solved
[5]. At the programming language level this can be done by for example using
Ada, a more high-level language than C which is typically used for embedded
systems. Below that, more abstraction can be acquired by using an operating
system (OS) like Linux compared to bare metal programming.

1.1.1 Advantages of Ada

Sometimes systems are connected to other types of systems, in a network, form-
ing what’s is also known as cyber-physical systems [8]. An example of this is pla-
toon driving of trucks, a technique used to reduce air resistance, which translates
into lower energy consumption. A signi�cant challenge is the security issues that
arises from the openness. The trucks could be hijacked remotely, causing a dis-
aster. These issues adds to the complexity of system, the developers needs to put
an great deal of e�ort for ensuring not only the safety but also the security. Ada
is more secure than other common languages like C and C++, for example one
feature is its built-in protection against bu�er over�ows [14].

Embedded system development requires speci�c domain knowledge that needs
to be combined with software development, it is therefore often control engi-
neers and mechanical engineers who writes the software since they understand
the physics of the system [15]. A great challenge is how to e�ciently combine
the expertise from both �elds [15], work is being done and methods like contract
design have been proposed [16]. Using a programming language that supports
these design techniques would be bene�cial. The great expansion of the em-
bedded �eld have created a shortage on experienced real-time programmers, the
productivity is not increasing in the same rate as the code size [17]. Managing
the complexity of the software is considered to be one of the greatest technol-
ogy challenges [18]. This can be addressed by using Ada with its features like
contract programming and object-oriented programming (OOP).
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1.1.2 Advantages of Linux

The next generation of systems have functions that are highly interactive, but at
the same time needs to be isolated, like the case for autonomous systems [19],
which can be provided by Linux which both isolates applications and o�ers fast,
safe communication paths. Putting these functions on a common hardware plat-
form when its possible will provide a performance advantage over the federated
approach, specially concerning the exchange of data between functions. A CAN
bus has for example a maximum bandwidth of 1Mbit/s, this is in the order of
1000 slower than DRAM speed and 100 000 times slower than cache memories
in microprocessors [20]. The integrated approach enables systems to be realized
where the functions are highly coupled with high demands on bandwidth and
short latencies for exchanging data.

The open-source aspect is becoming an all more important factor when choos-
ing operating systems, these OSes are now the most used for these applications,
surpassing the commercial OSes [18]. The code quality for open-source projects
are better than for proprietary software at all project sizes as reported by the
Coverity Scan report [21].

As systems become even larger the reuse of code becomes more important, al-
ready more than 60% is reused for projects in embedded systems [22]. Linux, an
open-source OS, is widely spread and for which there are a ton of open-source
software readily available for anyone to use. Vision systems, A/V decoding/en-
coding, HTTP, web-applications, databases, security software, networking, HMI
and more has already been developed. This is very bene�cial for software devel-
opers that needs to implement functionality in a limited time frame.

The convergence of mainstream (PC,server) and mission-critical (embedded) mar-
ket [23] put demands on the operating system to support both real-time and
general-purpose applications. For those systems an operating system need to
have both good real-time and general-purpose performance, but it’s di�cult to
achieve everything at once. Linux in its standard con�guration is not suitable for
real-time applications, consequently solutions made by others have been devel-
oped to make it more real-time, see Section 5.2. This opens up new opportunities
to develop systems with requirements on short deadlines, a lot of functionality
and high throughput.

One way to run non-real-time software developed for Linux, or Windows, side-
by-side with real-time tasks is to use hypervisors and virtualization techniques.
By using this approach a general-purpose operating system (GPOS) and a real-
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time operating system (RTOS) can run on the same hardware platform. But this
means that the real-time applications needs to be programmed using the inter-
faces for the RTOS, a signi�cant disadvantage compared to using a real-time
modi�ed GPOS which provides better portability [24]. Further, the performance
decrease can be substantial using hypervisors, in [25] are nine times longer laten-
cies reported, and the view of [15] is that vitalization techniques are not feasible
for embedded systems because of resource constraints. With this in mind a bet-
ter way to go is directly modify Linux to be more real-time capable.

1.1.3 Combined E�ect

Ada is a programming language with technical features that are bene�cial for
development of applications with real-time, safety and high security demands.
With a real-time enabled version of Linux there is the possibility of writing real-
time applications in Ada that can run on the same platform as general-purpose
applications, with high-speed data transfer paths between them, without risking
the safe operation of critical tasks. Linux with its open source Ada compilers
and presence in many domains opens up a wide range of hardware targets. The
combined solution is highly portable, the design of Ada allows applications writ-
ten for other OSes to be used on Linux with no or very little changes. Adding to
this is the portability of Linux that allows the developer to switch hardware plat-
form if required, due to for example performance requirements, without having
to rewrite the code for the applications, whether its C or Ada.

1.2 Implementation Challenges
There are as mentioned ways to modify Linux to become more real-time capa-
ble, determining the optimal one with respect to real-time code written in Ada
requires gathering and processing a lot of information. Each solution has it’s
advantaged and disadvantages, the relevant factors for a combined GPOS RTOS
system needs to be identi�ed. This involves acquiring detailed knowledge about
both the hardware and software, how it a�ects performance, real-time behaviour
and the e�ort required to use it. When the optimal candidate is identi�ed the
challenge becomes to successfully compile it, get it to run on an embedded com-
puter. Then to develop the metrics and gather enough data to be con�dent in the
predictability and stability of the combined solution. At the same time it needs to
be user friendly, since the intended users aren’t Linux experts, but instead people
that are experts in other �elds than software.
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1.3 Contributions
The contributions of this thesis are:

• An up-to-date review of techniques for making Linux real-time and which
the optimal one is from an Ada perspective, see Section 5.

• A set of factors which are important to consider when choosing a real-time
Linux solution, this can be used as a checklist when evaluating a solution,
see Table 2.

• A method, based on open-source tests and benchmarks, for determining
what type of applications that impacts the latencies. This can be used by
developers to devote resources where its needed the most, instead of opti-
mizing code that in the end wont have a signi�cant impact on the system,
see Section 6.3.1.

• An analysis of Ada; its current state, reasons for why it is in that state and
suggestions on how to increase its popularity, see Section 2.1.

1.4 Outline
Chapter 2 starts of with discussing programming languages, in particular Ada. It
continues with an investigation of how modern computational hardware impacts
software development, then ends with sections about real-time and operating
systems. Chapter 3 describes how the research have been conducted, with details
of the literature review in Chapter 4. Chapter 5 explores the di�erent solutions
for making Linux real-time. It is followed by a evaluation and veri�cation of the
optimal solution in Chapter 6. A summary of the �ndings and conclusions is
found in Chapter 7. The appendices contains con�guration details and scripts
for the benchmarks. They also contain details from the literature study.
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2 Background

2.1 Programming Languages

2.1.1 Ada

Ada is a programming language that was originally created by the US Depart-
ment of Defense with the purpose to replace and reduce the amount of languages
within the department. Now it’s an ISO standard with the latest being Ada2012,
typically used in the aerospace and defense sector.
By conducting a literature study, with details found in Appendix C, the conclu-
sion is that Ada is in many ways better than other popular ones like C, C++ and
Java, see Table 1.

Some of Ada’s bene�cial features are:

• Built-in concurrency
• Strongly typed
• Mixed language support
• Run-time checks
• Built-in methods for subsetting the language
• Supports object oriented programming
• Scalar ranges

Table 1: How suitable a selection of programming languages are for di�erent types
of systems.

Safety-Critical Real-time Embedded Desktop
Ada High High Medium Medium
C Low Medium High Low
C++ Low Medium Medium High
Java Low Medium Low High

The factors used in Table 1 for evaluating the languages are de�ned as:

• Safety-Critical: The correctness of the software is of essence, faults are
not allowed, since severe injury or loss of life otherwise could occur.

• Real-time: The language support for concurrency and predictable execu-
tion, this involves both soft and hard real-time systems.
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• Embedded: The e�ciency of the language in terms of CPU usage, memory
footprint and interaction with low-level hardware.

• Desktop: Producing software for desktop use, usually with graphical user
interface’s (GUI). For example, word editors, statistical tools, games, web-
browsers, communication software. Compared to the other types of sys-
tems are the demands on correctness and e�cient resource usage lower, in
return for faster development times.

2.1.1.1 Example Code

For complete details of programming in Ada the reader is referred to [26–30]. In
this section is example code provided that highlights some of Ada’s features.

One way that Ada supports contracts is by pre and post conditions, these are con-
ditions that are checked on entry and exit of the function calls. If the conditions
are not ful�lled an exception in raised. If better run-time performance is wanted,
these checks can be turned o� when the software has been properly tested. By
having this built-into the language it provides an easy way for programmers to
implement the contracts which otherwise could have been skipped because of for
example laziness. Below is an example where contracts have been implemented
for the Pop and Push functions of a stack implementation [26].
package S t a c k s i s

type S t a c k i s pr ivate ;
function Is_Empty ( S : S t a c k ) return Boolean ;
function I s _ F u l l ( S : S t a c k ) return Boolean ;
procedure Push ( S : in out S t a c k ; X : in I n t e g e r )

with
Pre => not I s _ F u l l ( S ) , −− Th i s i s t h e Pre−c o n d i t i o n .
P o s t => not Is_Empty ( S ) ; −− Th i s i s t h e Po s t−c o n d i t i o n .

procedure Pop ( S : in out S t a c k ; X : out I n t e g e r )
with

Pre => not Is_Empty ( S ) ,
P o s t => not I s _ F u l l ( S ) ;

function " = " ( S , T ; S t a c k ) return Boolean ;
pr ivate
. . . −−imp l emen t a t i o n o f t h e f u n c t i o n s .
end S t a c k s ;

Ada provides the option to declare ranges for variables, if a value outside the
range is assigned to the variable an exception will occur.
Speed : I n t e g e r range 0 . . 1 0 0 ;

Ada has built in support for task management, below is an example for imple-
menting periodic tasks with di�erent priorities [31]:
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−−Car c od e example
package Ada_Tasks i s

task T d i s p l a y i s
pragma P r i o r i t y ( 1 2 ) ;

end T d i s p l a y ;

task Tspeed i s
pragma P r i o r i t y ( 1 1 ) ;

end Tspeed ;

task Tengine i s
pragma P r i o r i t y ( 1 0 ) ;

end Tengine ;

. . .

package body Ada_Tasks i s
task body Tspeed i s

Next_Time : Ada . Real_Time . Time : = Clock ;
P e r i o d : constant Time_Span : = M i l l i s e c o n d s ( 2 5 0 ) ;

begin
loop
−− Do t h e j o b
Next_Time : = Next_Time + P e r i o d ;
delay unt i l Next_Time ;
end loop ;

end Tspeed ;

task body Tengine i s . . .
task body T d i s p l a y i s . . .

end Ada_Tasks

2.1.2 Ada Case Studies

Arguments about programming languages based on its features can be used to
get some sense on how a language will perform. However that information won’t
be very reliable since there are many factors impacting the results. Case studies
are necessary for determining how the languages actually perform. Two Ada
studies found in the literature are summarized below, one from the industry and
the other from academia. Both studies shows that programming in Ada results
in less bugs compared to C, the development time and cost are in Ada’s favour.

Industry study [32]: In this study a company started using Ada instead of C
for a project. Before joining the project 75% of the programmers had done sub-
stantial programing in C only and 25% of them in Ada. The project was large,
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complex and spanned over years. There where 70% less internal �xes and almost
90% less bugs for �nal customer when using Ada. Ada was not more di�cult to
learn than C. The �nal results showed that the cost of coding in Ada was about
half of C, and their conclusion was that this di�erence would be even bigger
for other organizations because their organization had good understating of the
sources for faults in C and used aggressive approaches to avoid these problem.
Further, their experiences was that bug rates for C++ was running even higher
than C.

Academia study [33]: In a course on Real-Time embedded systems a railroad
model was used for several years as a mean for teaching programming languages.
For the �rst six years of the course there were no student group that completed
the project, even though in the end more than 60% of the code was supplied to
them. They used C as the programming language, a switch was then made to use
Ada instead. After the �rst year 50% of the students completed the project, and
the next years the completion rate remained over 75%! This while providing the
student with less then 20% of the code. The foremost reason for this was believed
to be Ada’s way on handling scalar values(integers, real numbers). Mistakes in
C that took a full day to �nd was immediately reported by the Ada run time
systems, these mistakes are so common that it makes a big di�erence for the end
result, many of the problems with scalars that arises when using C was said to
be non-existent for Ada.

2.1.3 Factors for Choosing a Language

There is a question whether programming should be done manually at all, or
if the code should be automatically generated from models. The model driven
approach bene�ts from using intuitive graphical notations that are more expres-
sive and provides higher level of abstraction [15]. There is a trend in moving
from manual programming to model-driven development, however a lack of tool
support makes it impossible to cover the complete life cycle using model-based
methods [15].

Automatic code generation has been a several decade long dream for software
engineers and managers, but there are still signi�cant challenges like the execu-
tion speed and memory usage [17]. Then there are the problems of transitioning
to and from design phases that was pointed out by Glass in the mid 90’s, the
opinion was that it would make large scale code generation extremely unlikely
[34]. These challenges are still valid since there has been no breakthrough in
automatic code generation according to [17]. Model driven engineering and au-
tomatic code generation could very well be the future, but for now the systems
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can’t deal without manual programming.

When selecting a programming language one needs to consider several factors.
There are technical ones such as e�ciency, concurrency support,footprint, main-
tainability, syntax, portability, real-time support, safety and hardware access [35,
36]. These technical factors are not the only ones, and sometimes not the most
important either. The non-technical factors like the availability of programmers,
compilers, support, documentation, training courses and online communities
plays an important role: "The reason for choosing a particular language may ul-
timately be based on factors having nothing to do with the technical merits of the
language itself " [37].

A lack in either type of factor, technical or not, can result in not choosing a par-
ticular language. If the language does not have the technical features to solve
the problem it does not matter if it’s available on every single platform with an
abundance of skilled programmers. At the same time it does not matter if a lan-
guage is technically superior when there are no programmers or compilers to be
found.

Selecting a suitable programming language is an important step in the software
development [14, 38, 39]. On the other hand McDermid [40] argues that pro-
gramming language has little bearing on failure rates of safety-critical software.
He knows of a system written assembler that has had over 20,000,000 �ying hours
without hazardous failures. This is anecdotal and perhaps not the best evidence,
but lets assume that the hazardous failures does depend on the programming
language, does that mean that the language is unimportant? No, it doesn’t, since
safety-critical systems, such as those in aviation, needs to be certi�ed against
some standard [41, 42]. This process should make sure that the software has
a reliability of some degree, for example it must be proved for the highest level
safety that there will be a maximum of one failure in 109 operation hours [43, 44].
Another important aspect is the evolution of complexity and scale of projects.
The code size today is many times larger than it was a decade ago, see Figure 1.

Nevertheless, in principle any language could be used, but choosing one that is
designed for reliability, safety, and real-time will reduce the e�ort and cost [14,
45–47], especially during the operation phase: "For complex code that must be
maintained over many years, maintenance costs typically run 70% to 90% of the
software life cycle costs." [37].

What factors are important for choosing a language? The UBM Market Study
[18] shows that the most important software tools are the Debugger, Compiler

13



Figure 1: The code size have grown substantially during the years for Airbus air-
crafts [48]

and IDE, in descending order. Source code analysis tools, testing tools that is
important for safety-critical development are however in the bottom of the list.
This is supported by the VDC survey [49] which shows similar results. These
studies uses data form many domains of the embedded market, like automotive,
aerospace, medical, industrial automation and consumer electronics.

Meyerovich et al [50] analyzes open source projects for the purpose of �nd-
ing factors for language adoption. The projects can be of any type; embedded,
desktop, web etc. The results, see Figure 2, clearly shows that the external(non-
technical) factors of the language are the most important ones for adopting a
language. The top factor is the availability of open source libraries, however for
large companies (+100 employees) the possibility to build onto existing code is
the most important factor. Intrinsic factors like simplicity, language features and
safety/correctness ranks low. This shows how di�cult it is for small languages
to become more widely used. A language needs to be popular in order to be cho-
sen, but no language is popular from the beginning. The technical features must
really be much better than for existing languages to outweigh the lack in other
factors like familiarity.
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Figure 2: How companies of various sizes values di�erent factors when choosing a
programming language. E = Extrinsic factor, I = Intrinsic, M= Mixed. Figure from
[50]

.

2.1.4 Popular Languages: Surveys

Ada is often mentioned in the literature as being a popular language for safety-
critical systems, see Appendix C, but how popular is it according to large scale
studies?

IEEE Spectrum [51] tracks language usage for di�erent domains like embedded
systems and web applications. It is weighing data from di�erent sources like
Google searches, Github projects, Stack Over�ow, Reddit etc. In the embedded
domain C is the top language, followed by C++ and then Assembly. Ada is only
ranked at 10 of 13, when considering the Trend or the Job ranking it comes in at
7/13. When all domains is considered Java tops the list, followed by C and C++.
Ada comes in at 35/49.

The TIOBE Index [52], which considers all type of systems, shows how Ada has
steadily declined in popularity since 1995, from a Top 5 language to top 30. C
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and Java is battling for the �rst place, with about 16% each of the market. C++ is
close to 8%, Ada comes in at 0.7%.

The embedded market studies shows the same situation, Ada is far from a dom-
inating language. According to the UBM Market Study 2014 [18], Ada was used
by less than 1% of the developers, with the main language being C. The VDC
report [49] from 2011 shows however that Ada+SPARK usage was roughly 5%,
this may be due to the higher amount of respondents from Military/Aerospace in
which Ada has its strongest position: A survey of languages used in Department
of Defense showed that Ada was the most used language [53] in the mid nineties.

Chen et al [54] analysis 17 di�erent programming languages, one interesting re-
sult is that their survey from 2003 shows that the top �ve popular languages was
C++, Java, Smalltalk, Ada and FORTRAN when considering the grass root sup-
port, notice that C is not on that list. According to their result C went from being
the most popular language in 1998 down to 6th popular in 2003. This is contra-
dicting the results from the TIOBE Index which shows C as the top language in
both 2000 and 2005. Depending on the respondents, the domain considered, if
companies, hobbyists or universities are asked the results will be di�erent, some-
times signi�cantly like between the TIOBE and Chen study. Based on this it’s not
possible to say which language is the most popular in general terms, however it
is possible to draw the conclusions that Ada is a niche language.

2.1.5 Why is Ada not More Used?

The studies above gives some indication on why Ada is not very popular. The
lack of popularity is a strong reason in it self for not choosing the language. Pop-
ularity breeds popularity. What other reasons can be found?

If we start at the point where many programmers will begin their training, at the
academic institutions. The universities are providing the industry with educated
personnel, obviously the choice made by them will in�uence the availability of
programmers. What languages do they teach? Why do they teach those lan-
guages?

The choice of programming language to teach has been debated since it was
�rst introduced in the university curricula [55]. The main question is whether
to choose a language because it’s pragmatic or pedagogical. The pragmatic ap-
proach plays into the industry demands and focuses on student employment, the
pedagogical approach focuses on the suitable to teach programming concepts
and problem solving, minimizing the e�ort spent by the student to understand
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complex programming languages [55, 56].

“ A language that requires signi�cant notational overhead to
solve even trivial problems forces the language rather than the tech-
niques of problem-solving to become the object of study
John M. Zelle [57]. ”Institutions like US Air Force Academy (USAFA) recognized that language like

Java and C# was much more widely accepted in industry than Ada. However
they saw that it was their obligation to use the best tool available, which they
considered to be Ada, to teach new computer scientist. They however mentioned
that their academy was not as a�ected by industry like civilian institutions, thus
having more freedom to select an appropriate language [58]. This seems how-
ever to have changed since Ada is no longer taught as the introductory language
at USAFA, but it’s still being used by the US military academy (USMA) and as
well by the faculty for robotic research [59]. It was chosen as introductory lan-
guage at MIT, but here one important argument for Ada was that it’s actually
used in the industry, namely the aerospace sector [60]. On the other hand, in [3]
it is said that Airbus considers the education by schools in aeronautics curricu-
lums is to low level, not su�cient to handle the complex systems. Instead they
say training is done in the company by mixing experienced and new personnel
in the same teams.

In [61] trends and reasons of teaching programming languages are discussed by
looking at 4 studies from 2001,2003, 2010 and 2013. These studies builds on data
from Australian and New Zealand, showing the most popular languages and the
main reasons for choosing to teach them. In 2001 the top reason for choosing a
language was its marketability, its use in industry, second to that came the ped-
agogical aspects.

By 2010 there had been a shift, the marketability factor declined from 56.1% to
48.8% and the pedagogical increased from 33.3% to 53.5%. From the �rst three
surveys it is not possible to determine how important the respondents thought
a speci�c aspect of the language was since they was not asked to rate them. The
2013 study did however ask respondents to rank how important a speci�c reason
was. This showed that it was the pedagogical and platform independence that
was the most important, the industry aspects was not as important, see Figure 3.

How has this been re�ected on the choice of language? In 2013 Java and Python
was clearly standing alone at the top, both at 27.3% when considering number of
courses. When consider amount of students that are being taught the language
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Python emerged as the winner with 33.7% of the share compared to Java with
26.9%. What makes the �gures more astonishing is that in 2003 Java was the
clear top language with more than 40% of the students/courses, Python was a
new language and scored 0%. The new trends in choosing a teaching language
have bene�ted Python and been a disadvantage to Java.

What about Ada? Well the studies shows that only 2.3% of the courses used Ada,
which makes it a bottom language. The trends is however positive, and Ada has
the highest rank now since 2001. The studies does not go further back than 2001
but another paper from 2000 [62] shows how the amount of colleges teaching
Ada peaked in 1997 and then remained at that level until 2000. This while the
tool/vendor trend was quickly declining. They thought this was due to academia
is slow to change. This could be the reason why Ada in the 2001 report was still
in use, but the disappeared from the curriculum in the 2003 and 2010 report.

What is the reason then for Ada being introduced as an teaching language again?
Since the popularity in the industry aspect is losing its importance for the choice
of language, Ada can be considered for it pedagogical bene�ts. Another impor-
tant factor is the availability of free compilers and developing environment [63],
this played a role when Ada was chosen as a language in a university in Germany
[64], and is as well one of the factors that respondents thought was important
when the choosing Python as a language in the [61] study.

The results from [61] is not applicable across the world since the data comes only
from Australia and New Zeeland, but [65] shows that the trend of moving from
Java towards Python in the introductory language is present in the USA as well,
the same goes for the use of Ada which is at 1.7%. A survey [66] of 39 colleges in
the mid-west USA showed that approximately 9 programming languages were
used in introductory courses, some of them were C, C++, Alice, VB, Python, Java,
C# and Ada, but they did not provide to what extent di�erent languages were
used. More information about language choice can be found in literature surveys
like [56, 67, 68]. However there is a lack of systematic large scale studies [68, 69],
but until there such studies available the previously ones discussed gives at least
a view of the situation in USA, Australia, New Zeeland and to a small degree
Europe. The indication is that universities are pulling them self away from being
puppets of the industry, which should be comforting for some:

“ The greatest danger to our university system is the lemming-
like rush to do the same thing, to be one with the crowd, to be part
of the current fashion industry of computing.
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Johnson [70] ”Indeed, the side e�ects of trying to teach a language that is used in industry but
that is not best pedagogical have been pointed out in [71]. The presented view
discourage the use of Java because it teaches students how to pick bits and pieces
together from the vast amount of libraries and frameworks. They say it results
in students being able to put programs together but they become less skilled
at actually programming, the concept of run-time costs are lost. From private
conversations that they reference to it is revealed that many big companies like
Intel, Microsoft, AT&T, IBM, Lockheed Martin and more are unhappy with the
approach to teach Java as an introductory language.

Figure 3: Important aspects that are considered when choosing a programming lan-
guage to teach. Figure from [61].
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2.1.6 Summary

There is a trend of software increasing in both code size and complexity, the
object-oriented language like Ada, Java, C++ suits well with the demands of pro-
ductivity, maintenance and code reuse. Ada takes one step further in the support
of building systems using the correctness by construction approach, which is be-
coming more important [19]. But for some high performance applications it will
be necessary to use OOP languages in combination with C or Assembly [17]. Ada
has a good mixed language support which could accommodate such demands.

It is clear that Ada is a niche language used for safety-critical, large scale and
real-time applications in aerospace and military. Its position as a mainstream
language is weak, often non-existent in some domains. In education its position
is weak as well, however the trend of caring less about industry demands and
more about pedagogical aspects has re-introduced Ada as an option. The orga-
nizations behind Ada has an opportunity here, if they can devoted resources for
pushing Ada into the curriculum the language might gain the necessary momen-
tum to make it a real contender in other domains than aerospace and military.

The availability of open-source, free compilers for Linux has aided in a mini-
comeback. Ada has always been a technical superior language in many cases,
the latest addition of support for contract programming builds on its strengths
even further. However as can be seen by the studies above the external factors
of a language is many times the most important ones. People, companies and
institutions value very strongly the availability of compilers, software libraries,
and familiarity of the language. Ada has in the past scored low when it comes to
compilers, platform support, libraries, tools and familiarity. But things are turn-
ing around for some of these aspects.

In any case it is unlikely that C will continue to be a dominating language due
to is lower abstraction levels compared to other languages. As [12] describes the
language trend: In the early days Assembler took the step up from machine code,
later in the 70’s higher abstraction was provided by languages like C and now
we have object-oriented languages to further make programs easier to write and
understand, increasing productivity.

The desktop domain has already shifted to object-oriented languages as can
be seen by market studies above, the embedded domain that is more resource-
constrained is still dominated by C but probably not for long considering the
trends. The time-to-market and rising complexity are main factors for transition-
ing to other higher level languages, especially since the software development is
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the dominating cost factor for embedded systems [22].

2.2 Computational Hardware - Challenges
The ways of increasing the performance of hardware the last decade is di�erent
to what it has been in the past which complicates things on the software side.
Software now needs to be parallel to take advantage of the performance increas-
ing features, something that turns out to be very di�cult. The development of
real-time systems have also been a�ected, in a negative way. The hardware is
becoming less timely predictable, which makes the traditional techniques for en-
suring results arriving at speci�c deadlines less e�ective. This chapter provides
details of how the hardware have been changed, the trade o�s that are being
made and how it a�ects real-time systems.

In the past, for almost 20 years, the performance of microprocessors was in-
creased by approximately 50% every year [72], see Figure 7. Software engineers
could sit back and rely on hardware engineers to provide increased performance
of their programs, but around 2005 this changed: "The La-Z-Boy programmer era
of relying on hardware designers to make their programs go faster without lifting a
�nger is o�cially over. If programmers want their programs to go faster with each
generation, they must make their programs more parallel" [72]. The traditional
way of improving performance by increasing clock frequencies and instruction
level parallelism (ILP) has more or less come to an end, the methods for the pro-
cessors to do parallel work without requiring changes in the software design has
been exhausted, and the increased power consumption put an end to increasing
clock frequencies [73].

“ The transition towards chip multiprocessors has created a dis-
ruptive change: For the �rst time in many years, substantial per-
formance gains for applications can no longer be achieved without
modifying the underlying source code. Future applications must be
radically di�erent - they must be parallel.
Huard et al. [74] ”Further the memory speeds has not kept up with processors speeds, see Figure 4,

for example the memory bandwidth of DRAM is only 6% of what the core i7 Intel
processor can utilize [72], unaddressed this would have been a serious bottleneck
of modern processors. To mitigate this smaller faster memories, cache, are built
into the processor. Depending on the application the e�ect of cache will di�er, an
typical case is shown in an example by [72], with no cache the system would be
40 times slower than the one with cache. This shows the waste of resources that
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occur when real-time developers in the old-fashioned way disable cache [75] to
make worst-case execution time (WCET) calculations possible.

Figure 4: The DRAM performance, in terms of latency access, have not kept up with
processor performance, in terms of memory requests. The processor performance
levels out at 2005 since this graph shows performance on a per-core basis. Figure
from [72].

As can be seen in Figure 5, there is a trade o� between speed and capacity, the
memory closest to the processor is the fastest but at the same time the smallest.
The reason for slow DRAM is however more due to a practical matter than a
technical one; storage capacity and low cost has been prioritized in exchange for
speed, since this have been possible due to cache memories [73, 76]. A problem
with cache is the storage capacity, for it to be useful the hardware or software
have to make predictions on what data that will be used next, so it is available
when requested. When data is needed by the CPU the �rst place to look for it
is in the cache, if it’s not there the CPU has to look in DRAM. This results in a
substantial performance penalty, since the latencies can be 100 times longer for
DRAM compared to cache as shown in Figure 5 .

The hit ratio for data requests from cache must be close to 1 to achieve any sig-
ni�cant speed up [77]. In [72] it is shown how for example a computer with
no cache misses is 1.75 times faster than one with 2% misses. By using di�er-
ent data replacement strategies and clever programming it’s possible to make a
signi�cant di�erence on the hit ratio [72]. However for some application like
Big Data, the memory demand is substantial and often the data cannot be found
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in cache, this puts demands on new memory architectures that have both large
storage capacity and performance [78].

Figure 5: The latencies and bandwidths for memory increases with the distance
from the processors. There is a trade o� between speed and size resulting in several
layers to achieve optimal performance in terms of performance, cost and energy
consumption. Figure from [72].

Since the single core performance stalled, see Figure 4, the concept of multi-core
processors were introduced (Figure 6), this has enabled the continuation of per-
formance increases, though at a slower rate, see Figure 7. However, then end
of single-thread performance and the way to increase performance by parallel
means has perhaps created the greatest software challenge in history of comput-
ing according to [76].

The ways to improve performance for microprocessors have focused in increas-
ing the average performance, while this works well for desktop and server ap-
plications it is not the most important factor for most real-time systems where
predictability and worst case performance is typically what matters [79].

Before the introduction of multi-core processors the real-time systems develop-
ers already faced signi�cant challenges; Pipelines, cache’s and branch predictions
are good means of improving average performance, but the CPU becomes less
deterministic [13, 80], see Figure 8. 10 years of research between 1995 and 2005
did not improve the correctness of WCET, it actually became worse [81], which
is pointed out as actually being huge progress since the architectures changes
are just making the WCETs more and more di�cult to compute.

The traditional response time analysis methods are often too pessimistic to be
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Figure 6: The amount of transistors has increased over the years improving the pro-
cessor performance. A very important aspect is that since 2005 the extra transistors
has been used for implementing multiple cores since the single-core performance
can’t be increased in a signi�cant way by adding more transistors. The clock fre-
quencies can’t be increased due to the power consumption. Figure from [74].

useful [82]. The introduction of multi-core processors just makes these calcula-
tion even harder: "To map real-time tasks onto the processor cores for system-level
resource management and integration, a large number of scheduling techniques has
been developed in the area of multiprocessor scheduling. However, the known tech-
niques all rely on safe WCET bounds of tasks. Without proper spatial and temporal
isolation, it seems impossible to achieve such bounds. To the best of our knowledge,
there is no work on bridging WCET analysis and multiprocessor scheduling" [83].

According to anecdotal information referenced by [8] the real-time performance
of PC’s haven’t improved since the mid 1980’s, which is however noted to also
be because of overhead when using for example operating systems. There are of
course ways of making the architectures more predictable, [84] presents an ap-
proach to design time-predictable chip-multiprocessors and [13, 83] concludes
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Figure 7: For many years the processors performance was increased by 52% per year,
but this has now slowed down, and more importantly the increases now are mainly
because of the implementation of more cores which causes problems at the software
level related to parallelism. Figure from [72].

that more predictable architectures are needed in order for being able to perform
useful timing analysis. The question is whether microprocessors vendors will
listen to this and start developing time-predictable architectures, it is not point-
ing in that direction since benchmarking is focusing on average performance,
the timing predictability is not considered [8]. Also [23] notes that the relative
low-volume of processors with these requirements would be extremely costly
because of Non-Recurring Engineering (NRE) costs.

On the other hand, [11] says the typical worst-case design approach is no longer
acceptable because of dynamic environments, that approach is too resource waste-
ful, instead adaptive techniques needs to be used, where the system can detect
and adapt to changing environments. Indeed, visions systems for example have
very varying load depending on the objects in the �eld of view [85]. Another
way demonstrated by [86] is to use health-monitoring systems that can comple-
ment systems building on uncertain WCETs, as they mentioned that tight WCET
calculations are di�cult, sometimes providing overestimates of 100%, and for
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Figure 8: The average execution time (ACET) have increased signi�cantly due to
improvements in the architecture, however the important worst cased execution time
(WCET) property for real-time systems have not improved as much, resulting in an
larger gap between ACET and WCET. From [23]

some processors being impossible. By monitoring the tasks and detecting errors
a safe routine can intervene in case it’s needed. These ways of working around
the problem of unpredictable hardware layers does however rise the complexity
that is so important to reduce [8], but in the mean time while microprocessor
designers does not provide predictable hardware the only way forward is to use
what is available.

2.3 Real-Time

2.3.1 What is Real-Time?

In the introduction chapters of research papers and books that involves real-
time systems there is often an de�nition of real-time systems in the style of:
"The correctness of a real-time system depends not only on the logical result of the
computation, but also on the time at which the results are produced" [5, 24, 29, 87–
92]. This is unfortunate because that de�nition is not very useful in the sense it
doesn’t make a clear distinction between real-time systems and other systems.
For all systems there will be a limit for how long time that can elapse before
a result is received, but it might not be explicitly expressed. A result that is
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produced after a million years won’t be useful, real-time or not. When browsing
the web there might not be any explicit timing constraints for when the result
needs to be produced, one or a few seconds could be okay, but if it takes one day
it would in most cases render the result useless. But how many will classify web
browsing as a real-time system? A better de�nition, is the one presented by [93]:

“ A real-time system is one in which the temporal aspects of
its behaviour are part of their speci�cation. The correctness of the
system depends not only on the logical results of the computation,
but also on the time at which the results are produced.
Bernat, Guillem [93] ”The �rst sentence makes all the di�erence, if the timing of the result is important

enough to be part of the speci�cation it is a real-time system. Timing properties
will in many cases not be part of the speci�cation for web-browsing, but in some
cases, like stock-related information, the timing is very important and it is not
unlikely that the developers of those systems put an e�ort into making sure that
the result is delivered in a speci�c time frame. If that is the case it is a real-time
system. This de�nition, will probably not be spot on for 100% of the cases, but it’s
the one that will be used here. This is also in the lines with the German industry
standard DIN 44300 (1985) that [94] references to, "[A real-time computer system
is one] in which the programs for the processing of data arriving from the outside
are permanently ready, so that their results will be available within predetermined
periods of time" [emphasis added].

Real-time systems can be classi�ed as being hard, �rm, soft, weakly hard. Often
only the hard and soft notations are being used, at least in the papers reviewed
by this thesis. The de�nitions for real-time systems used here are:

Hard
In hard-real time systems a missed deadline could lead to catastrophe, hence no
deadlines are allowed to be missed. [5, 17, 30, 91, 95, 96]

Firm
The result received after a missed dealine has no value, but some amount of
missed deadlines are tolerated [17, 30, 95, 97]

Soft
A missed deadline is degrading the performance, but the result still has value.
[17, 91, 95, 96]
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Weakly hard
Weakly hard systems can be seen as a more elaborate version of �rm real-time
systems. A �rm real-time system is vague in the sense that it does not specify
how many dealines that can be missed in a sequence. Missing one deadline every
100 is di�erent compared to missing 100 deadlines in a row. Weakly hard systems
speci�ed how many deadlines that can missed during a speci�c time window [93,
98].

2.3.2 Real-Time Implementation Challenges

The Ada+Linux solution running on a modern hardware platform will have dif-
�culties to support traditional ways of developing real-time systems. Hard real-
times are very di�cult to guarantee, probably infeasible.

An essential part of many real-time systems is the scheduling of tasks, there are
di�erent algorithms for this and according to Buttazzo [97] the Rate Monotonic
(RM) and Earliest Deadline First (EDF) are the most common ones, of which EDF
is supported by Ada. There are misconceptions on which is the most optimal
one and how they handle overload conditions, Butazzo performs simulation ex-
periments that shows how the assumption of RM having better jitter control and
more predictability for overload conditions doesn’t hold in general.

To be able to schedule tasks for RM and EDF the time it takes to execute the
task, including context switches etc needs to be known. As mentioned before,
this becomes problematic for modern complex microprocessors where timing
aspects are extremely di�cult to have full knowledge of. One problem is the so
called timing anomalies, one might think that computing the worst case scenario
for parts of the system and then adding them up will give the global worst case
scenario, but this is not the case. As explained by [99], for advanced architec-
tures a local worst case like the cache miss can actually result in lower global
worst case execution times compared to the much faster cache hit. To be able
to �nd the WCET for these architectures they say that all execution paths needs
to be analyzed, but for complex systems full-path coverage is infeasible [81, 100].

If the application does not require state-of-the-art performance simpler architec-
tures can be used, like the older ARM7, for which only the worst case scenarios
of the sub systems need to be considered, hence full-path coverage is not needed
[99]. A less safe method is just to simply run the code and measure the execu-
tion time, the observed WCET will unlikely be the real WCET, nevertheless this
method is the most common in industry even though it’s unsuitable for hard
real-time systems [81].
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The solution to the WCET problems can be the Measurement Based Probabilis-
tic Timing Analysis (MBPTA) technique that uses extreme value theory to give
an estimate of the timing properties to any desired degree of probability. The
execution times for a program is measured, and with enough samples statistical
methods can be used to give the probability that a certain execution time will oc-
cur . However, this requires that the observed execution times can be modelled
as independent identically distributed random variables [100], unfortunately no
commercial modern microprocessors ful�lls the randomisation requirements for
this method [101].

Further, for dynamic systems deadlines cannot be guaranteed in advance [102].
For example, the CPU utilization for a self-driving vehicle depends on the envi-
ronment; heavy tra�c, multiple road alternatives, surrounding objects etc. Con-
ventional real-time approaches fails to incorporate the dynamic nature, therefor
other approaches like data-analysis and prediction of the workload is an alter-
native that is presented by [103]. With highly variable systems like that it would
be ine�cient, and perhaps impossible, to use a CPU that can deal with the worst
case scenario for all tasks at the same time. This can be solved by assigning tasks
di�erent critically, when the high-critical tasks needs the a lot of the computing
resources the other tasks have to wait to do their part until the workload reduces.

2.4 Operating Systems
The purpose of an Operating System is to manage the sharing of resources on a
computer, it provides a set of APIs for the users to develop applications running
on the OS [104]. It also provides isolation between applications, for the most of
the time, only letting an application have access to its own memory space if it
runs under what sometimes is called ’user space’. Some applications like drivers
runs in the core of the operating system, ’kernel space’, these applications has
access to all the memory, making it extra important to ensure the correctness of
them since a bug can crash the whole system.

For real-time systems it often desirable to run the application on top of a real-
time operating system (RTOS), this becomes an necessity for large projects, for
example the Mars rover had 120 tasks running in parallel on top of an RTOS
[105]. However, for soft real-time applications where the throughput is more
important a GPOS can sometimes be more suitable than a RTOS.

The API richness can be very di�erent between OSes, in a paper [106] evaluat-
ing several RTOSes the amount of systems calls range from 18 to 93. The basic
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services that a RTOS should provide is generally mention as being methods for
task management, time management, interrupt handling, synchronization/inter-
process communication and memory management [107–110].

The di�erences between a RTOS and a general purpose operating system (GPOS),
like Linux and Windows, are typically that the RTOS has at least one schedul-
ing method that can guarantee timing properties of tasks in a predictable way,
it has predictable synchronization between tasks [104], generally the key word
is determinism. The GPOS is optimized for maximum throughput, sacri�cing
short latencies, while the RTOS is optimized for predictability, placing an upper
bound on latencies, which on the other hand can degrade throughput perfor-
mance [111].

“ The goal of a Real-Time Operating System is to create a pre-
dictable and deterministic environment. The primary purpose is not
to increase the speed of the system, or lower the latency between an
action and response, although both of these increase the quality of
a Real-Time Operating System. The primary purpose is to eliminate
“surprises".
Rostedt and Hart [112] ”Other aspects that needs to be taken into consideration are the support of devel-

opment tools, safety certi�cation and error handling of system calls [113]. The
middleware in the RTOS is also important, for example the �le system, commu-
nication stack and portability [3]. To achieve portability it is bene�cial if the
operating system support standard interfaces, for example any of the four main
ones POSIX, OSEK, APEX and ITRON [11]. For some applications the energy
consumption can be of interest as well, one observation shows that the energy
consumption of complex RTOSes are less sensitive to the workload compared to
simpler ones, complex RTOSes have a higher initial higher energy consumptions,
but with the bene�t of being more predictable [114].
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3 Research Design

3.1 Research Goals
The research goals are to:

• Provide deeper understanding about programming languages, why does
people chose one before another, what is the state of Ada, its strength-
s/weaknesses, what is its future?

• Find out how people choose operating systems in order for determining the
expected reception of the Ada+Linux+SBC (Single Board Computer) com-
bination; if it shows superior performance will that be enough for people
to transition from other solutions? What can the organizations/teams be-
hind Ada and Linux do in order for making their work reach the masses to
a larger extent?

3.2 Research question
Based on the challenges mentioned in the introduction, developing systems with
highly-coupled mixed type functions on an embedded hardware platform, the
research question becomes:

Research Question: What is the optimal way to modify Linux for
enabling real-time execution of Ada code?

3.3 Methodology
In order to answer the research question the task has been broken down into two
main parts; a literature study to �nd the optimal solution and a practical part for
veri�cation and evaluation.

The literature study gives answer to what the optimal solution is by:

• Determining factors that are important when choosing an operating sys-
tem, see Table 2.

• Giving answers to how the real-time modi�cations of Linux evaluates against
these factors, see Chapter 5.

• Providing information about Ada support for those solution, see Chapter
5.
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Further, it provides the contents of Chapter 1 and 2. The details of how the liter-
ature study was conducted is described in Chapter 4.

When the optimal solution has been found it is veri�ed and evaluated in Section
6 by the following methods:

• Implementing the modi�cations, installing it on a BeagleBone Black.
• Verifying the Ada support by testing the compiler using the GCC Ada test-

suite.
• Executing benchmarks for evaluating real-time and throughput perfor-

mance, see Table 6.

Table 2: Factors for that are taken into consideration when determining the optimal
solution.

Factor Description
Ada compatibility Is Ada supported? No solution can be considered optimal

without Ada support
Performance What are the latencies and throughput?
Portability Can it be used on multiple hardware platforms?
Predictability Are the functional and temporal results predictable?
Ease of use How much e�ort is required from the user to take ad-

vantage of the real-time properties?
Organization Is there an active team or stable organization developing

behind the solution?
History of use Have it been successfully used before?
Installation How much e�ort is there to install it, is it di�cult, are

there many things that can go wrong in the process?
Community Is there an active community where support can be

found?
POSIX compliance POSIX is a IEEE standard OS interface that many OSes

uses, allowing for code to be portable.
Documentation Is there detailed and up-to-date and documentation on

how implement and use the solution?

3.3.1 Reliability

Will same results be produced if the research is repeated?
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Literature study
The process of �nding relevant real-time Linux solutions in this thesis is based on
citation count and date of publish. These factors are dynamic, they will change
with time. The databases might improve in linking research papers between each
other, providing more accurate citation lists. The top 15 citing articles of a cer-
tain paper today will most likely be di�erent ten years from now. With this in
mind, the results are reproducible when considering the time that this thesis is
written.

Veri�cation and Evaluation
All the relevant software and their versions have been documented to improve
the reliability. Di�erent software versions can show completely di�erent results,
but as long as the setup is the same as described in this thesis the results should be
reproducible. There is however one exception to this, the measured worst case
latencies. These measurements can be considered as a function of probability.
The longer the measurements occur the higher probability for the worst case to
be reported. For these types of systems where theoretical analysis is infeasible it
can’t be guaranteed that the same latencies will be measured. The average case
latencies should however not deviate signi�cantly to the ones presented here.

3.3.2 Validity

Are the results an accurate description of reality?

When trying to �nd the optimal solution based on the literature study there are
two main threats to validity.

• Enough relevant data has not been found.
• The data that has been found is inaccurate.

The �rst point can be seen as a coverage problem, has all solutions been found
and considered? This is handled by the way the literature study has been con-
ducted as described in Chapter 4. The second point is a bit of a concern when
using data from computer science. There is a lack of empirical evidence in the
peer reviewed literature, statements are often anecdotal and self-reported claims
of e�ciency are common, see Appendix D that touches this subject. The optimal
solution is based on a set of factors that was derived of the information found in
the literature, if those factors are not as important as the authors claim the results
in this thesis will be less valid. This is mitigated by a correctness-by-numbers ap-
proach, if a view is found in several articles it is deemed to be valid. To further
minimize the threat, market studies have been included which provide statistical
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data, together with the peer-reviewed literature this approach is deemed to be
su�cient.
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4 Literature Study

In order to help answering the research question and meet the research goals a
literature study has been conducted. It can be divided into two parts, one part fo-
cuses on the real-time aspect of Linux and the other on programming languages.
For both parts Mendeley [115] has been used to manage the references. It was
chosen because it has a built in PDF reader, support for annotations, tagging and
full text searches. Some papers contain information that spans several subjects,
for example one source might discuss both operating systems and programming
language, using folders would therefore not be a good approach for organiza-
tion. Instead tags where used to categorize sources since a source can easily be
assigned with multiple tags. Later on the tags can be used as a �lter, showing
only sources with a speci�c tag. This was necessary because with hundreds of
sources it becomes di�cult to keep track of which one to use and where.

The tagging was done using a tree-like structure, by �rst using the keyword
CODE and then adding sublevels separated by a underscore "_", for example
CODE_RTOS_LINUX_RTAI and CODE_RTOS_LINUX_XENOMAI. Table 3 shows
the main tags and the number of sources under each, note that this includes all
sources that have been added to the database, not only the ones that in the end
where used in this thesis.

Table 3: Tagging were used to organize papers, these are the main levels in the tree
structure, a source can have multiple tags The table shows the number of sources
for each tag.

Code Amount
CODE_BACKGROUND_ 67
CODE_EDUCATION_ 19
CODE_HARDWARE_ 13
CODE_LANGUAGES_ 75
CODE_MARKETSTUDY_ 7
CODE_REALTIME_ 35
CODE_RTOS_ 45
CODE_TESTING_ 19

4.1 Real-time Linux Modi�cations
The main goal of this part of the study is to �nd the metrics and candidate so-
lutions for determining the optimal real-time modi�cation for Linux. The tasks
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involved with this are the following:
• Step 1. Do a background study to determine what factors that should be

used for evaluation of the solutions.
• Step 2. Search the literature for solutions and make a list of possible can-

didates.
• Step 3. Find basic information of all the solutions, exclude the ones that

fails in any factor.
• Step 4. Find detailed information of the remaining solutions.

The results from Step 1 are used in Chapter 1 and 2, the results from steps 2-4
are used in Chapters 5 and 6.

4.1.1 Step 1. Background

In order to determine the optimal solution there needs to be some factors to eval-
uate the solutions against. A complete system consists of the hardware platform,
operating system and programming language, which all a�ects the end result of
the system. The goal of this part is to gain knowledge about real-time, safety-
critical systems, general-purpose systems, operating system and hardware plat-
forms. This knowledge is then combined with the perspective of this author
to determine what factors to use when evaluating the di�erent solutions. The
sources found in this study are used in Chapters 1 and 2, which contributed to
deriving the factors in Table 2.

The approach for this part has been to �nd enough sources for a certain topic,
which is judged by the quality and the information they provide. If the views for
a topic are diverse with an ongoing debate it calls for more sources compared to
a topic where there is a consensus. Since the goal for this part is not to statisti-
cally present how many papers are supporting view X the method to search for
information was highly dynamic, iterative and adaptive. Multiple search terms,
constructed by the main keywords: real-time, safety-critical, embedded, testing,
fault tolerance, cyber-physical, integrated federated approach, challenges, rtos, rtos
selection, microprocessor future, market study, caches, pipelines and certi�cation.
A strong focus on examining references used by papers and citations, full text
searches when needed, making judgement call for each paper, either stopping or
keep going depending on the quality and amount of information needed. Sources
for information have been found by using Scopus and Google Scholar.

4.1.2 Step 2. Finding solutions

The goal of this part is to �nd solutions that potentially could be the optimal one.
No evaluation is done at this step, the purpose is only to provide a list which is
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subject to a more focused study in a later step. However, if a solution does not
have a chance to be considered optimal it is not included in the list.

The amount of solutions that needs to be found is limited due to the factors that
people consider important when choosing an operating system. It was identi�ed
from the background study that the solution needs to be widely spread to not be
ruled out, since being widely spread has impact on many things; platform sup-
port, community support, availability of pre-built sources which often are more
important factors than for example performance.

Further a solution that have thousands or millions of users will be put under an
enormous amount of di�erent conditions, providing trust in that it is stable and
reliable. Anyone can make a real-time modi�cation and provide benchmarks that
shows promising performance, but without the wide spread use the trust in the
predictability and stability will not be high enough. Theoretical guarantees can’t
alone provide enough trust for these complex systems.

With this in mind, when a possible solution is found, a Google search is made to
see if there it is any o�cial website for it. If the o�cial website states that their
solution doesn’t have support for ARM (which BBB and RPi uses) then it wont
be included on the list. If there is no o�cial website or community website then
the solution is excluded based on the discussion above. Also if the solution is not
open source it will be excluded as well. The sources for information is not limited
to published academic literature, but also includes o�cial websites, forums and
technical articles.

To be e�cient the search method has been shaped so that it with good con�dence
captures all the possible candidates and only excludes solutions that wouldn’t
make it anyway. Google Scholar and Scopus has been used for this study.

Scopus
Search term: ( TITLE-ABS-KEY ( "real-time" ) AND TITLE ( linux ) )

The �rst 50 hits sorted by both date and citation count is looked at, �rst the title,
then if needed the abstract. When a name for the solution can be identi�ed the
next hit is examined.

Scholar
On scholar the �rst two pages with hits are examined, 40 in total, sorted by rel-
evance.
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Search term: "real-time" linux

Additionally, inspired by the approach used in [116] has necessary coverage for
�nding candidates to the optimal solution been achieved by using seminal pa-
pers as a base to �nd other sources. Like the �rst implementation of real-time
Linux [117], any paper that attempts to make Linux real-time are likely to cite
this one. However, some of them won’t, but these solutions are then likely to be
captured by looking at citing sources for the papers that originally cited [117].
If the original paper for a certain solution is found, then the �rst 15 citations of
that paper will be looked at.

Lastly, some papers also have lists of Linux solutions. These types of papers are
found by combining some of the seemingly poplar solutions in one search term
(xenomai rtai linuxrk linuxrt) and (xenomai rtai preemp rt) on Google Scholar.

The candidate solutions that where found and made it to the list were: PRE-
EMPT_RT, Xenomai, RTAI, Linux/RK, SCHED_DEADLINE, RTLinux, ART Linux,
QLinux, KURT, Litmus.

4.1.3 Step 3. Re�ned Study

This part of the study aims to �nd literature that provides more detailed knowl-
edge about the solutions. The question to be answered are: How have the real-
time features been achieved, for example by using a single or dual kernel ap-
proach? How are the real-time features accessed, is there a special API? How
widely spread is the solution, how good is the documentation? What level of
support is there for popular single board computers like the BeagleBone Black
or RaspberryPi, can you get it running with a few clicks or does it require a ker-
nel expert? Who develops it, is there an organization behind it? The goal is to
gather enough information to be able to either exclude or include the solution
before the �nal step.

To determine how widely spread the solution is, the search count on Google
Scholar and Google is used. Documentation and implementation details is found
by looking at the o�cial website.

The original papers of each solution are used to understand the purpose of the
solution, the bene�ts, what it improves compared to previous ones. To �nd these
papers the name of the solution was used as search term on Scholar and Scopus,
sorting by date with the oldest �rst. Further, any paper of decent quality includes
a reference for a solution if they discuss it, it could be a paper that has made an
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implementation using for example Xenomai, by looking at the references the rel-
evant paper can be found.

Beaglebone Black and Raspberry Pi support was determined by using Google,
combining the name of a solution and the hardware, for example xenomai raps-
berry pi. Community literature was found by Googling on the solution, looking
for wikis and forums.

This information was used to reduce the list to three solutions: Xenomai, RTAI
and PREEMPT_RT.

4.1.4 Step 4. Focused Study

For this �nal step sources where gathered to provide additional information in
order to evaluate the solutions against the factors in Table 2. The main focus here
is performance, Ada compatibility and real-time capabilities (Predictability).

Sources of information for Ada compatibility was found by searching on Scholar
for Ada in combination with the solution, example : ada xenomai, and by �nding
the implementation details for the real-time features by looking at o�cial web-
sites.

The performance is an important aspect, to evaluate the solutions Scholar and
Scopus were used to �nd benchmarks that compared the solutions. Since hard-
ware plays an important role for the results, it was necessary that the studies
included at least two of the solutions at the same time to evaluate how the per-
form against each other. If enough benchmarks are gathered a cross evaluation
can be used. For example, one paper studies solution A and B, with the result
that B is faster than A. Another paper studies solution B and C, where C is faster
than B. Then it is reasonable to conclude that C is faster than A. The approach
was therefore to use search terms as for example xenomai rtai performance and
xenomai preempt_rt performance. The top sources sorted by date and citation
count were �rst looked at. Then the looking at the citations to see if anyone
had challenged their results. After reading a few papers it became clear that the
results di�ered signi�cantly depending on test methods and software versions,
but it was still possible to see some trends. Based on that, and since performance
was only one of many factors used for determining the optimal solution, enough
sources where gathered to only get a rough estimation of how the solutions per-
formed.

Sources used for evaluating the predictability factor where the o�cial websites,
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original papers that described the implementation, and sources found by search-
ing on Scholar and full text search on IEEE for the solution in combination with
the keyword predictability, for example xenomai predictability. The information
found in this study was then used in Chapter 5 in order to determine the optimal
one.

4.2 Programming languages
To �nd out how Ada compares to other languages in di�erent situations Scholar,
Scopus and full text IEEE was used to �nd sources discussing advantages and
disadvantages. The search terms that where used were a mix of keywords: Ada,
C, Java, C++, programming languages, safety-critical, real-time, market studies,
language selection, advantages, teaching, challenges, further the references and ci-
tations where looked at to see if any interesting source could be found that either
challenged or supported the view. Based on the quality, amount of new informa-
tion, controversy of the subject a judgement call was made to determine when
su�cient amount of sources had been collected. It resulted in quite a few sources
which was di�cult to keep track of, so important parts from each source was
summarized into a document, see Appendix C, which simpli�ed the overview.
Then an analysis could be made, which can be found in Chapter 2.
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5 Exploring Solutions

5.1 Mainline Linux
The default/mainline/vanilla Linux is too unpredictable regarding temporal as-
pects to be considered an RTOS. Instead predictability has been sacri�ced for
higher throughput. But why is there a trade o� between these two? Consider
the case of having multiple tasks (threads) that needs to execute simultaneously.
A single processor (with one core) can only execute one task at hand, in order
to show a seemingly concurrent behavior the the tasks needs to be scheduled.
There are many di�erent algorithms to schedule tasks and the amount of context
switches between them will di�er. The context switch is one of the most signi�-
cant overheads in operating systems [91] and it’s the most important speed issue
in RTOSes [113]. The more switching between tasks means more lost CPU cy-
cles, thus a GPOS can let a task run for longer until it �nishes its job, or at least
a big portion of it, reducing the amount of context switches, but this also means
unpredictable latencies. For example in [118] it was shown that real-time patches
for Linux resulted in 5 times more context switches compared to vanilla Linux.

A very important aspect of operating systems is the stability. Unexpected faults
due to bit �ips in CPU registers or corrupted API calls is a growing problem. With
transistors becoming smaller and smaller the risk of faults increases because of
higher sensitivity towards environmental radiation and component degradation
[119]. Developers of operating systems needs to take this into consideration oth-
erwise the OS won’t be stable when put into a less protected environment.

Open-source OSes are just as reliable as proprietary ones, in [110] are three popu-
lar RTOSes are evaluated for these faults, µC/OS, VxWorks and RTEMS, of which
the last one is open source. They use a system that corrupts data in for exam-
ple API system calls and then observe how this fault is propagated through the
system. The results shows that RTEMS is the most robust system according to
their metric. They did not include Linux, but other papers have evaluated Linux
in terms of fault injection which shows that Linux is a dependable system [120]
and in [121] Linux performs well against MINIX, an OS running on a microker-
nel designed to be highly reliable [122].

Linux is a stable OS but in the vanilla kernel there are several things that makes it
unsuitable as a RTOS, for example kernel system calls are not preemptible (can’t
be interrupted by other processes), paging of memory has no upper time bound,
the default scheduler uses an unpredictable ’fairness’ algorithm [111]. There are
at least two main di�erent ways in how to make Linux more predictable, either
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by modifying the kernel to make it fully preemptive or by using a two-kernel
approach [111]. See Figure 9 for an overview of the dual kernel approach used
by the real-time extensions Xenomai and RTAI.

Hardware Hardware

ADEOS / ipipe

Figure 9: The dual kernel approach by Xenomai and RTAI to provide Linuxwith real-
time capabilities. Linux runs as a low priority thread, interrupts are �rst delivered
to the real-time kernel that then processes or redirects them. Figure from [123].

5.2 Real-Time Linux
The �rst real-time extension to Linux was created by Victor Yodaiken according
to Butazzo [91], however according to [124] it was �rst implemented in the mas-
ter thesis work of Barabanov [117] at the New Mexico Tech university where
Yodaiken was a professor. In any case it went under the name RTLinux, then
commercial available via FSMlabs and later on Wind River Systems, but now
it is discontinued by Wind River which uses the PREEMPT_RT patches [125].
There was also a free RTLinux during the years which now seems to be aban-
doned. The way to improve the real-time behaviour was to use the dual kernel
approach where Linux is running as a low priority preemptible thread, this has
the bene�t of low latencies, but also means that device drivers and other code
has to be rewritten in order to be executed by the real-time kernel [91].

Similar approaches that exist today are RTAI [126] and Xenoma i[127], which
provides performance at the same level as genuine RTOSes [128, 129]. They
however su�er from the same drawbacks as RTLinux, code needs to be written
using their API. Also, if for example code is written for Xenomai then great care
needs to taken so no system calls are made to the Linux kernel since this would
move the application to Linux space [130], resulting in lost real-time capabili-
ties. The other approaches to modify the kernel itself is done by for example
PREEMPT_RT patches and Linux/RK [131, 132].
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Currently there are three real-time enchantments to Linux which has a his-
tory and long term feature that is consistently mentioned in the literature, PRE-
EMPT_RT, Xenomai and RTAI [91, 118, 123, 133–140], to some extent there are
implementations and papers about Linux/RK in for example [91, 103, 141]. The
SCHED_DEADLINE [142] is now a part of the mainline kernel since Linux 3.14
[143]. In [139] are other options mentioned: ART Linux, QLinux and KURT. For
scheduling in multiprocessor environments there is Litmus [140, 142, 144].

The PREEMPT_RT solutions modi�es the kernel, the most important modi�ca-
tions are according to [139]:

• High resolution timers.
• Complete kernel preemption.
• Interrupts management as threads.
• Hard and soft IRQ as threads.
• Priority inheritance mechanism.

It is the most successful attempt to make the Linux kernel fully preemptive with-
out using a dual kernel approach like Xenomai and RTAI [145]. Some sections
like the scheduler and the implementation of mutexes must however remain non-
preemptive [112]. On the other hand, a fully preemptive kernel might not be
necessary, as [146] explains, a modern processor 1 GHz processor can execute
100,000 cycles in 100 µs, which means that the non-preemptive parts can exe-
cute fast enough to be su�cient for many applications. Also it is very di�cult
to account for the preemptive overheads in WCET analyses for fully preemptive
systems [147].

Real-time systems does not necessarily mean fast systems, but what are the typ-
ical requirements? A market survey [49] on embedded systems asked respon-
dents the about their timing demands, see Figure 10, which shows that often
sub-millisecond performance is required, but for example the sample rate for a
�ight controller can be 100 ms [148]. According to [89] the requirements on re-
sponse time for mechatronic systems are typically less than 100 µs. This means
that if the RTOS can only provide a cycle time of 1 second there are many appli-
cations it can’t be used for.

5.3 Ada Compatibility
Of the solutions mentioned above the only one that can be used with Ada with-
out modi�cation to the compiler is the PREEMPT_RT patches since it modi�es
the mainline kernel without requiring a special API to access the real-time func-
tions: The great advantage of PREEMPT_RT based solutions is that improved per-
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Figure 10: The real-time requirements for interrupt latencies, from a survey done by
[49]

formance can be obtained instantly without any modi�cations of users code [145].
The drawback compared to Xenomai and RTAI is the lower performance in terms
of latencies.

Ada can be used with RTAI or Xenomai without modifying the compiler, but
then API bindings are needed to use those features. This is possible to do, but
it means that the Ada features for managing for example tasks won’t be used.
There are already Ada bindings [149] to the the POSIX standard that many RTOS
like Lynxos, VxWorks and Xenomai are conformant to, but as noted by [29] this
means that that the Ada features won’t be used and the portability will not be as
good, it should only be used when there is no other option.

5.4 Candidates
Based on the factors in Table 2 there are three real-time modi�cations of Linux
that stands out from the others:

• PREEMPT_RT
• Xenomai
• RTAI

These three options will be further investigated in this section, a comparison can
be seen in Table 4.
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Table 4: Factors that are considered for determining the optimal solution and how
the di�erent solutions scores.

Factors PREEMPT_RT RTAI Xenomai
Ada compatibility High Low Low
Performance Medium High High
Portability High Medium Medium
Predictability Medium High High
Ease of use High Medium Medium
Organization High High High
History of use High High High
Installation High Low Low
Community High High Medium
POSIX compliance Medium High High
Documentation High High Medium

Determining the best performance based on data from the literature can be dif-
�cult due to di�erent methods and software versions used by the researchers.
Garre et al [133] tests several real-time extensions, see Table 5, which are clearly
showing Xenomai as the best performing. These results are completely di�er-
ent compared the ones in [129], which they say is probably due to two reasons,
di�erent benchmarking techniques and di�erent versions. They give a reference
to a more recent paper [150] that shows �gures similar to theirs, RTAI is not
included in that paper but Xenomai clearly outperforms PREEMPT_RT Linux
when it comes to interrupt latencies. However, in [137, 151] experiments shows
that RTAI have better performance than Xenomai in some applications.

Table 5: The worst case latencies in nanoseconds for Linux and it’s real-time exten-
sions, measured in latencies. Xenomai provides the shortest latencies. Data from
[133].

Task Switch [ns] Preemption [ns] IPC [ns]
RTAI 12060 14855 12986
Xenomai 1422 2922 1282
PREEMPT 27085 15986 19776
Linux 13200 >106 12453
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In [130] Xenomai is compared to vanilla Linux when it comes to video decoding,
it shows that stressing the system has a great impact on the performance. When
the Linux system is being stressed the decoding times increases more than 50
times, but the Xenomai performance is remaining at the same level as for the
unstressed system. Their conclusions is: The Xenomai real-time extension has
proven its high performance level of compliance with hard real-time constraints.

Throughput benchmarks is provided by [139] where PREEMPT_RT is compared
to vanilla Linux and Xenomai using an overall throughput benchmarking suite,
the conclusions is that Xenomai is slightly better in a uniprocessor environment,
however for a dual-core processor the mainline kernel scores highest.

When it comes to Xenomai vs PREEMPT_RT the recommendation in [150] is
to use Xenomai for 100% hard real-time applications, but to consider the use of
Linux with patches for 95% hard real-time application. However this was sev-
eral years ago, the version they used, 2.6xx, is compared to 3.6xx in [152], which
shows that for example the maximum interrupt latencies are almost 70% higher
for the older Linux version. The di�erence between versions is even bigger for
the task switch time and inter-process communication latencies, more than nine
times larger [135]. Nevertheless, the PREEMPT_RT patches still is far from the
performance of dedicated RTOS operating systems, but the gap have been re-
duced over the years [125].

A very important aspect is pointed out in [150]: "In all likelihood, nobody is dis-
tributing pre-built, patched kernels for your platform, so using RT or Xenomai con-
�gurations commits you to maintaining a custom kernel in-house. Building custom-
patched kernels is time consuming, and you will almost certainly encounter more
bugs than you will in stock Linux. Identifying, classifying, and resolving those bugs
is time consuming. Furthermore, since patches are developed and distributed sepa-
rately, patch sets may lag the stock kernel head."

This aspect also mentioned by [85] that had problems of �nding kernel sources
for their UAV application using Linux/RK. However, today this is not such a big
problem for the PREEMPT_RT patch that has received more attention and is
long-term tested by OSADL [153] on many di�erent platforms. They provide the
con�g �les being used for the tested kernels, making it possible to for anyone to
compile a stable version, and the PREEMPT_RT patches are available through
the o�cial Linux website.
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5.4.1 Hard Real-Time

The timing properties is essential for determining if an RTOS can be used at all
for a certain task. Altenberg [154] investigates the PREEMPT_RT patches on
ARM9 and ARM11 platforms. He concludes that cyclic tasks for these platforms
can be used for cycle times down to 1ms and 0.5ms (this with the demand that
the worst case latencies are a maximum 25% of the cycle time). As an comparison
OMRON PLCs operates with cycle times from 0.15 ms to 1 ms depending on the
model [155].

Altenberg makes a rather bold statement based on the test results: "The bench-
marking results on both platforms have proven a 100% deterministic behaviour of
Preempt RT on ARM. So, Preempt RT on ARM CPUs can meet hard real-time re-
quirements". On the other hand in [145] tests are performed on ARM running
vanilla Linux, PREEMPT_RT and ADEOS (the technology Xenomai and RTAI is
built on), their conclusion is the opposite regarding PREEMPT_RT: "In the group
of evaluated solutions only the ADEOS based is suitable for hard real-time appli-
cations. PREEMPT_RT cannot guarantee the required determinism because of its
architecture."

According to the previous discussions in this thesis about real-time it seems odd
to categorize a RTOS as soft or hard based on data from benchmarks. For ex-
ample in [3] it is said that the latencies of common Linux distributions can be
hundreds of milliseconds and it is therefor not suitable for hard real-time ap-
plications. But what if there is an application that only require latencies in the
order of seconds? Even if the latencies for the OS are measured in minutes it can
still be a hard real-time operating system, there only need to be an upper bound
on the latencies. Of course, if the latencies are very high and variable the RTOS
can’t be used for many applications.

In [156] Linux, PREEMPT_RT and Xenomai are benchmarked, one of their con-
clusions is that vanilla Linux is not suitable for real-time systems because the
latencies under load scenarios are much larger than the mean values. But how
large can the di�erence be before a system becomes unsuitable for real-time use?
What makes Linux unsuitable for real-time systems cannot be shown by bench-
marks on latencies, instead it is the theoretical analyses mentioned before that
Linux has sections of unbounded latencies that makes it unsuitable for real-time
systems.

Benchmarks cannot be used to guarantee that the upper bound of latencies has
been found, at the most they can give information about the probability of how
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likely is that no higher latency will occur. Even that is di�cult, the probabilis-
tic methods for timing analyses on complex hardware based on measurements
(MBPTA) have strict requirements on the hardware. This approach can be a
promising alternative to be used for complex hardware and software, but cur-
rently there is no commercial processor that is compliant with requirements for
MBPTA [101]. Monitors, or Run-time Veri�cation, is presented by [157] as an
alternative, they say state-of-the art formal-veri�cation can only on be used on a
fraction of today’s large systems and testing alone is impossible for ultra-reliable
systems [148].

The only formally veri�ed OS kernel with memory protection is the seL4 accord-
ing to [158], the o�cial web page [159] states that its the only OS with memory
protection that can give hard real-time guarantees. However, the formal proofs
only shows that the OS is functioning correctly according to the speci�cation,
but as [160] points out, formal methods shifts the problem of writing correct
code to writing correct speci�cations. If the speci�cation is not correct then the
OS won’t be either, so the statement that seL4 it can guarantee upper bounds is
questionable.

The PREEMPT_RT patches for Linux modi�es the unbounded sections to have
upper bounds, but it is not possible to determine with 100% con�dence for what
conditions it is hard real-time. In the end it is up to the developers to conduct the
necessary test to provide enough con�dence that the tasks will meet their dead-
lines. For safety-critical applications requiring certi�cation it will be very di�-
cult to convince the certi�cation authorities that meeting the deadlines can be
guaranteed with high enough probability, one other option is then to use simpler
hardware, with or without an simpler RTOS, that can provide higher con�dence.
Another option is to have a small section of code that does run-time veri�cation
and detects error [157], this code can them be formally veri�ed but this approach
won’t work if the code runs on an operating system that itself cannot be veri�ed.
In [42] they looked at Linux compliance to the DO-178B standard but could not
found any evidence that it had ever been done. There are however work done
into certifying Linux, the OSADL [153] has a project, SIL2LinuxMP, that aims to
certify Linux to comply with IEC 61508 SIL 2.

5.5 Summary
The optimal real-time solution for Linux depends entirely on the application, if
one wants to program portable Ada code for Linux without bindings to Real-time
APIs the only way to go is using PREEMPT_RT. If the real-time performance is
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not su�cient, and full Ada support is not required, Xenomai or RTAI can be used.
However, based on real-time requirements seen in Table 5, Xenomai and RTAI
will not be su�cient for many systems either. The best option in many cases
could therefor be to use Linux with PREEMPT_RT patches in combination with
a separate micro-controller or similar for very low latency hard real-time tasks.
This can be programmed in Ada if the platform has compiler for it, ARM STM32
and AVR32 are two architectures that can be used. The hard real-time demands
shouldn’t however be exaggerated, many systems today bene�ts more from a low
average response time than a low maximum response time. For cars there are
functions like Lane Keeping, Automatic Cruise Control and Crash Preparation
are developed without hard deadlines, instead the average response time is the
key quality parameter [161]. The Ada/PREEMPT_RT solution is well suitable for
those types of applications.
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6 Veri�cation and Evaluation

The solution that will be furthered examined is the PREEMPT_RT patches run-
ning on a BeagleBone Black (BBB). The BeagleBone Black has been chosen be-
cause it is a popular board that is being long-term tested by OSADL. The require-
ment that the board running Linux should be tested by OSADL or any other or-
ganization is due to the fact the the Linux kernel can be con�gured in a million
di�erent ways, it is hard to tell how a small change will a�ect the system.

By using the exact Linux con�guration tested by OSADL there is a lot more con-
�dence in the stability of the system. Another option could be Raspberry Pi (RPi),
but the test-reports on OSADL shows that it is not stable, this does not mean that
it’s impossible to have a stable real-time Linux version running on RPi, but no
reliable information have been found for such a con�guration.

The Linux kernel is only a part of the complete system, the device drivers that
are developed by third parties runs in kernel space, if they are unstable it will
make the system unstable. The real-time system is not just a matter of making
the kernel real-time, the drivers have to work on that kernel without modi�ca-
tions for the solution to be considered successful.

The crashes of the RPi are probably due to the drivers, but the RPi2 does how-
ever show stable performance so far on the OSADL, it could be a option. The
advantage for the BBB is its programmable real-time units (PRU) integrated on
the board, directly accessible from the CPU. This means that no extra micro-
controller would be needed for 100% hard real-time applications which would be
the case for the RPi’s.

The methods to evaluate the solution are:

• Implementing the modi�cations, installing it on a BeagleBone Black.
• Verifying the Ada support by testing the compiler using the GCC Ada test-

suite.
• Executing benchmarks for evaluating real-time and throughput perfor-

mance.

Typically, when benchmarking a real-time system, tests are done to measure the
latencies, either with the system under load or not. However, as the literature
study of hardware architectures have shown, there are many aspects of a modern
microprocessor that a�ects the performance. The hypothesis here is that di�er-
ent types of applications might a�ect the latencies to a varying degree due to
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cache, pipelines and branch predictions.

Instead of just loading the system in some arbitrarily way, the method here will
be to use popular throughput test-suites for stressing system. For each test in the
test-suite the latencies will be measured, as well as the throughput performance.
This will show both how a high-priority task a�ects the throughput, and how
the latencies of the high-priority task is a�ected by low-priority applications. It
will show whether the system is sensitive to a certain type of workload. If there
are signi�cant latency di�erences when running for example a low-priority CPU
application compared to a memory intensive one, then it’s possible to optimize
the application to for example use less memory operations in order to increase
the performance of the real-time tasks.

6.1 Compiling the Kernel
One of the reasons for choosing a popular SBC as hardware platform was that is
would make it more likely to �nd resources, tutorials etc on how to actually get
a patched Linux kernel running on it. As mentioned, OSADL provides the kernel
con�guration, but for people that are not compiling kernels on a regular basis it
is not very straightforward to go from there to a complete operating system run-
ning on the SBC. Fortunately after searching the web some scripts [162] where
found that supposedly would leave you with a patched Linux operating system
on a SD-card, ready to plug in to the BBB, by just issuing a command from the
terminal.

However, as usual things never work ’right out of the box’, �rst there where
problems to get the cross-compiler working. Debian 8 was used in the beginning
to execute the scripts, but after some unsuccessful e�ort with trying to install a
cross-compiler and get it recognized by the script a switch was made to Lubuntu.
From there all the dependencies could be installed by simple apt-get install com-
mands.

Still, the scripts were not successful, there was no functioning OS on the SD-
card after running them. Therefore the painful task of analyzing script line by
line was needed to �gure out was was wrong and how it could be �xed. This
meant that signi�cant time was spent on �nding bugs instead of evaluating the
system. At last the operating system got successfully compiled and transferred
to the SD-card, the problem was faulty paths for the kernel modules when trying
to transfer them to the SD-card. Unfortunately the problems where just starting,
the OS was constantly freezing, errors where reported in the console when try-
ing to simple tasks, it was completely unstable. After some more bug searching
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it was realized that the SD-card had been partitioned to just �t the operating
system, leaving no space left on the SD-card. Alot of the problems was solved by
extending the rootfs partition into the unallocated space of the SD-card.

However, the freeze lags were still present, very high latencies were reported
by cyclictest [163], frequently over 50ms. This caused confusion whether the
PRREMPT_RT was properly installed or not, but uname -a showed that it was.
The latencies and freezes �nally got resolved by changing the CPU frequency
scaling method to ’performance mode’ which puts the CPU frequency to max,
1000 MHz, instead of 300 MHz that was the case for the default ’ondemand’ pol-
icy. However, this was later silently without noti�cation changed back to default
when rebooting. By then many packages had been install, the thought was that
any of these were causing the problems, it took a while to realize that the scaling
method had been changed and were the cause of problems.

6.2 Verifying the Compiler
The Gnat (Ada) compiler is not installed by default, this is however simply �xed
by issuing apt-get install gnat in the terminal. This will install the 4.6 gnat com-
piler and the AdaCore GPS development environment. More recent compiler
version can of course be installed by either downloading the GCC sources and
building them or by updating the source-lists for apt-get to include later Debian
packages.

To test the correctness of the compiler the GCC testsuite was downloaded from
https://ftp.gnu.org/gnu/gcc/gcc-4.6.3/gcc-testsuite-4.6.3.tar.gz

Dejagnu is a prerequiste for the GCC testsuite so it was installed by apt-get in-
stall dejagnu

The �rst attempt to verify the compiler by executing make check-ada in ac-
cordance with the GCC guidelines (https://gcc.gnu.org/onlinedocs/gccint/Ada-
Tests.html) just resulted in: make: *** No rule to make target ’check-ada’. Stop.

After some web-searching and trial-and-error the solution was to issue runtest
–tool gnat, executed from the testsuite folder. This did however not work as
expected, there were a lot of errors. Extending the command, with the -v op-
tion, showed when the failures occurred and gave some more information : RTS
path not valid: missing adainclude and adalib directories. Trying to solve this by
modifying the paths, (ADA_INCLUDE_PATH, ADA_OBJECTS_PATH), to point
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directly to the adainclude and adalib folders did not help. After some more web-
searching on DejaGnu (driver for executing the tests) it was found that more
detailed output could be achieved by just adding more -v’s:
runtest –tool gnat -v -v

This produced a lot of output, and in the noise this was found: –RTS=/usr/./libada.
That is the path the compiler is using, so the solution was then to simply create
that folder and copy adainclude and adalib there:
cp -r /usr/lib/gcc/arm-linux-gnueabihf/4.6/adalib/ /usr/libada/

This solved the problem and the test could �nally execute as intended, results
were:
=== gnat Summary ===

# of expected passes 868
# of expected failures 11
# of unsupported tests 5

This shows is that the compiler works as intended, there where no unexpected
passes or failures. The �ve tests that where unsupported were targeted for other
platforms, like the test for SSE instructions used on the x86 architecture.

6.3 Benchmarking
A popular software tool to benchmark real-time performance on Linux is cyclictest
[163], the bene�ts of testing the performance without using external equipment
like an oscilloscope and a function generator is the simplicity of setting up re-
peatable tests. The downside is that the response latencies for external events
triggered by IO wont be measured, but as shown in [154], cyclictest shows similar
�gures to tests that toggles GPIO pins and measures the latencies. It is therefore
possible to draw conclusions based on the tests here on how the system would
behave if external interrupts are enabled on the IO pins for the BBB.

The system was loaded by runnin hackbench [164], parts of SysBench[165] and
UDP Unicorn (ping �ood) [166], see Table 6. At the same time where cyclictest
running as a high priority process and measuring the latencies. The purpose of
this setup is to stress many parts of the system in a somewhat isolated way to
see if there are types of applications that in�uence the real-time performance
more than others. A RTOS where a high-priority task is sensitive to applications
running at a low priority is not very predictable and in a sense not suitable for
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hard real-time systems. The opposite applies for a GPOS that should be ’fair’
when dividing the resources amongst applications, achieving high throughput.
In that case it is not desirable that a single application consumes all the resources
and severely reduces the throughput of the systems just to maintain low latencies
for itself.

Table 6: The tests used for benchmarking and stressing the system

Test name Description
CPU SysBench, CPU intensive.
Memory SysBench, memory intensive.
Threads SysBench, stresses the scheduler.
FileIO SysBench, �le I/O intensive.
Ping UDP Unicorn, system stressed by ping �ooding.
Hackbench RT-Tests, stresses the system by sending data between threads.
Cyclictest RT-Tests, benchmarks the latencies.
No Load The state after system reboot, no other applications started.

There is no global optimal solution in how response time and throughput should
be prioritized, it is entirely dependent on the application. The take away is that
the operating system should be customizable, the user needs to have the option
to choose to what extent di�erent aspects should be prioritized. Linux provides
this by having di�erent schedulers for both real-time and general-purpose appli-
cations that can be controlled by the user.

6.3.1 Benchmarking Setup

The relevant software for conducting the tests are:

• SysBench 0.4.12
• RT-tests 0.92 (cyclictest and hackbench)
• Linux 3.12.31-rt45
• UDP Unicorn 2.0

See Appendix A for details about setting up the software.

Each test was con�gured to run for approximately 10 minutes, this was judged to
be su�cient to determine if the latencies where a�ected in any signi�cant way
by the load.
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Bash scripts where made to test and log the system in a systematical way, see
Appendix B. For all the tests, except the ping �ood, the BeagleBone Black was
connected to a Logitech K400 keyboard/touchpad and a Samsung monitor. The
power was supplied via a 2.1A 5V power supply (DC connector) since powering
the BBB via USB at 500 mA have been reported to cause problems. For the ping
�ood test a Ethernet cable was connected, via a TP-Link MR-3420 router, to a
quad-core Intel computer. The only command issued before running the test af-
ter reboot was to set the CPU governor to run in ’performance’ mode. The tests
where then started from the terminal on the BBB.

6.4 Results and Discussion
The results, as seen in Figure 11, shows some variation between the di�erent
workloads. One test that stands out is the ping �ood, generating worst case la-
tencies that are are 3-5 times larger compared to the other loads, see Figures 13
and 14 for distribution plots. When loading the system with the Thread-test are
the latencies surprisingly lower compared to the unloaded system. Running two
more tests to con�rm this, the Thread-test showed lower latencies compared to
the No-Load case. This either shows that the Thread-test have a unexpected in-
�uence on the system or it’s just a �uke. Other results that is worth mentioning
is that during the ping-�ood the GUI completely frooze, something that needs to
be considered if the BBB is hooked up to the Internet.

The results of Thread-test are indeed strange, logically an unstressed system
would show lower latencies than a stressed one. However, remember the dis-
cussion about timing anomalies, where the the trigger of a slow cache miss can
results in lower total executions times compared to the much faster cache hit.
The Thread-test might be one of these odd cases where the complex architecture
and software is combined in a way that make it di�cult to reason about what to
expect without rigorous analyses down to the bit level. This is something that in
future work should be investigated in more detail to determine the cause.

The di�erences between the other tests CPU, Memory and Hackbench can be
considered to be insigni�cant, in the sense that a developer doesn’t need to de-
ploy advanced techniques to for example reduce memory operations or �le IO.
Such optimizations won’t a�ect the latencies for the high priority task signi�-
cantly, but is likely to increase development time and cost. Further, between the
CPU and Memory-test is the di�erence less than 6%, with the CPU-test showing
the lowest latencies, if the test where to run for a week it is not unlikely that this
relation could be swapped. If the BBB is connected to the Internet a developer
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Figure 11: The latencies under various kinds of loads on the system. The two tests
that stands out are the Ping and Threads tests. Perhaps most surprising is that the
Threads-test load actually results in lower the latencies for the cyclictest task, it is
unclear why this is the case.

needs to have in mind that the worst case latencies will be several times higher,
for this case it is motivated to use strategies for handling packet �ow to the BBB,
perhaps by using a dedicated �rewall on another hardware platform.

The throughput performance got signi�cantly a�ected by the cyclictest task,
around 20-30% for some tests, see Figure 12, as a reference the cyclictest used
about 10% of the CPU, reported by the top command. If this amount of perfor-
mance degradation is acceptable is dependent on the application of the system,
but considering that the cyclictest used 10% of the CPU a 20-30% performance
decrease for the low priority tasks is not extreme.

The research was designed with a strong focus on the literature study, this to
have a good understanding of the requirements for di�erent types of system,
e.g soft/hard real-time and how the complete platform Linux+Ada+SBC meets
those requirements. However, this reduces the amount of time that can be used
for testing and analysing the platform. If the background study would have been
reduced more time could have been spent on interpreting and investigating the
benchmark results, for example the low latencies for Thread-test.

The parts that could have been reduced without severely negatively a�ecting re-
sults and conclusions could have been the work of �nding and narrowing down
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the possible Linux real-time solutions. Instead of looking at all possible solu-
tions, PREEMPT_RT, Xenomai and RTAI could have been focused on from the
beginning, although this would have changed the formulation of the research.
Instead of �nding the optimal solution it would have been an evaluation of three
popular solutions. Depending on who reads this report this could be both pos-
itive and negative. For someone who is well addressed with the di�erent types
of Linux real-time solutions, a stronger focus on testing could have been more
desirable. For others, the e�ort to consider all solutions is necessary to provide
con�dence that the most promising solution have been tested and analyzed, so
that a decision whether to use Linux+Ada or not is based on the state-of-the-art
and not some less promising solution.
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Figure 12: The performance for various SysBench tests when running Cyclictest at
the same time, compared to the case when the system is not loaded. The FileIO
is almost not a�ected at all, for the other tests there is a signi�cant decrease in
performance. The cyclictest used 10% of the CPU when running the tests.
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7 Conclusions

The tests in Section 6 combined with the discussions in Section 5 shows that
Linux with Preempt_RT patches can provide predictable worst case latencies
for systems where applications from many di�erent domains are running simul-
taneously. Latencies are fairly consistent across various types of loads on the
system, except when stressed from ping �oods. One of the tests showed unex-
pected results, loading the system with the Thread-test resulted in lower laten-
cies compared to the unloaded system. Future work that investigates why that
happened could result in new knowledge regarding the real-time behaviour of
PREEMPT_RT Linux.

The analysis have been limited to only include Linux real-time solutions that
have received enough attention to be cited by others in literature. The practical
part the thesis, evaluation and veri�cation, was limited to the most promising
solution, PREEMPT_RT patches running on an BeagleBone Black, which is the
solution that answers the research question, see Section 3.2.

If the strict de�nition for hard real-time system is used - no deadlines are allowed
to be missed - then Ada code cannot practically run in hard real-time on this plat-
form. Some use real-time benchmarks to determine if the RTOS is hard real-time,
but as discussed before this is highly questionable. Tests can never prove that the
maximum latencies have been measured and full Linux is too complex to be veri-
�ed using code analysis with current state-of-the-art methods. This also true for
other RTOSes, it is not possible to 100% guarantee that the deadlines will be met
except for the simplest hardware and software, but this is usually not a require-
ment. Certi�cations standards deals with probabilities, but that is also di�cult to
estimate for this Linux solution running on the BBB, except for the lowest safety
levels where testing the system for a certain amount of time is feasible.

The general advise based on the �ndings is not to use Linux for the highest safety
levels of safety-critical applications, other than that is well suited for mixed real-
time general-purpose applications. The BeagleBone Black can provide hard real-
time determinism with its PRUs, but the objective here was to see if Ada code
can run on top of Linux, not a bare-metal microprocessor.

As discussed earlier, people developing real-time systems are often not experts
on compiling operating systems, a suitable OS+platform con�guration would not
require this from the users. The solution evaluated here lacks in that aspect, it
was not easy to get the system up and running. It would be very bene�cial if
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the people developing these hardware platforms would provide a pre-built PRE-
EMPT_RT Linux distribution that only requires that the user clicks a few buttons.
OSADL is testing PREEMPT_RT Linux on many di�erent hardware platforms,
they provide con�guration �les and patch scripts, but what really is needed in
order to bring real-time Linux to the masses is to provide complete package that
even the most inexperienced Linux user can download and get running quickly.

Programming and building Ada software on the BBB is possible without any
other computer involved. This means that it’s not necessary to �nd cross-compilers,
which is a huge bene�t. However, for large applications a cross-compiler will
probably be needed that can run on a more powerful computer if the compila-
tion times cannot be accepted. Cross-compiling is standard business in the world
of Linux, so if one can’t �nd one there are tutorials on how to make one.

The research goals, see Section 3.1, have been met by providing an analysis of
Ada in section 2.1.1 that answers why, how, when Ada is used, its strengths and
its future. The factors that are important when choosing operating systems can
be seen in Table 2. The deeper understanding of why people choose a particular
language and operating system leads to the conclusions that performance and
technical features are not enough to motivate transitions from other solutions
in most cases. Ada needs to become more widely spread, which can be done
if its pushed into the curricula of universities. The new focus on pedagogical
bene�ts rather than industry demand puts Ada at a better position than it has
been in many years. The solution presented here, Ada+PREEMPT_RT+BBB is a
cost-e�ective, readily available combination that could be used for that purpose,
as well as for prototyping and applications that doesn’t require the highest lev-
els of safety certi�cation. Finally, the approach of using one hardware platform
for many di�erent types of functions, instead of several platforms, is in accor-
dance with environmental requirements of reducing energy consumption, it also
reduces the stress on the environment related to factors from production, trans-
portation and recycling of the hardware.
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A Setting up the System

Installing cyclictest and hackbench

git clone git://git.kernel.org/pub/scm/linux/kernel/git/clrkwllms/rt-tests.git
cd rt-tests
make all
cp ./cyclictest /usr/bin/
cp ./hackbench /usr/bin/

Installing sysbench

apt-get install sysbench

Setting CPU governor

cpufreq-set -g performance

Figure 15: Settings used for stressing the BBB via Ethernet.
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B Scripts for Testing

run_all_sysbench.sh
#!/bin/bash
echo "Starting stressed sysbench"
./sysbench_cyclic.sh
echo "Starting unstressed sysbench"
./sysbench_noload.sh

run_cyclic_except_ping.sh
#!/bin/bash
echo "Starting CPU"
./cyclic_cpu.sh
echo "Starting FileIO"
./cyclic_fileio.sh
echo "Starting Hackbench"
./cyclic_hackbench.sh
echo "Starting Memory"
./cyclic_memory.sh
echo "Starting NoLoad"
./cyclic_noload.sh
echo "Starting Threads"
./cyclic_threads.sh

cyclic_ping.sh
#!/bin/bash

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
cyclicpath=results/cyclic_ping/cyclic_ping_output_"$filedate"

echo "#START: $dat" > $cyclicpath
command="cyclictest -l3000000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"
echo "#Command: $command" >> $cyclicpath

$command >> $cyclicpath

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
echo "#FINISH: $dat" >> $cyclicpath
echo DONE

cyclic_threads.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
threadspath=results/cyclic_sysbench/threads_cyclic_output_"$filedate"
cyclicpath=results/cyclic_sysbench/cyclic_threads_output_"$filedate"

echo "#START: $dat" > $threadspath
echo "#START: $dat" > $cyclicpath

command_threads="sysbench --test=threads --num-threads=100 --thread-yields=1000000 run"
command_cyclic="cyclictest -l3000000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"

echo "#Command: $command_threads" >> $threadspath
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echo "#Command: $command_cyclic" >> $cyclicpath

$command_threads >> $threadspath &
threads=$!
$command_cyclic >> $cyclicpath
kill $threads

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
echo "#FINISH: $dat" >> $threadspath
echo "#FINISH: $dat" >> $cyclicpath
echo DONE

cyclic_noload.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
cyclicpath=results/cyclic/cyclic_output_"$filedate"

echo "#START: $dat" > $cyclicpath
command="cyclictest -l3000000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"
echo "#Command: $command" >> $cyclicpath

$command >> $cyclicpath

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
echo "#FINISH: $dat" >> $cyclicpath
echo DONE

sysbench_cyclic.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")

memorypath=results/sysbench_cyclic/memory_cyclic_output_"$filedate"
fileiopath=results/sysbench_cyclic/fileio_cyclic_output_"$filedate"
cpupath=results/sysbench_cyclic/cpu_cyclic_output_"$filedate"
threadspath=results/sysbench_cyclic/threads_cyclic_output_"$filedate"

cyclicpath=results/sysbench_cyclic/sysbench_cyclic_output_"$filedate"

echo "#START: $dat" > $memorypath
echo "#START: $dat" > $fileiopath
echo "#START: $dat" > $cpupath
echo "#START: $dat" > $threadspath

echo "#START: $dat" > $cyclicpath

command_memory="sysbench --test=memory --memory-block-size=1K --memory-total-size=4095M run"
command_fileio="sysbench --test=fileio --file-total-size=4G
--file-test-mode=rndrw --init-rng=on --max-requests=0 --max-time=600s run"
command_cpu="sysbench --test=cpu --cpu-max-prime=15000 run"
command_thread="sysbench --test=threads --num-threads=100 --max-time=600s run"

command_cyclic="cyclictest -m -n -a0 -t1 -p99 -i200 -h1000 -q"

echo "#Command: $command_memory" >> $memorypath

81



echo "#Command: $command_fileio" >> $fileiopath
echo "#Command: $command_cpu" >> $cpupath
echo "#Command: $command_thread" >> $threadspath

echo "#Command: $command_cyclic" >> $cyclicpath

$command_cyclic >> $cyclicpath &
cyclic=$!

function memstress {
for i in {1..10}
do

$command_memory >> $memorypath
done
}

memstress
$command_fileio >> $fileiopath
$command_cpu >> $cpupath
$command_thread >> $threadspath
kill $cyclic

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")

echo "#FINISH: $dat" >> $memorypath
echo "#FINISH: $dat" >> $fileiopath
echo "#FINISH: $dat" >> $cpupath
echo "#FINISH: $dat" >> $threadspath

echo "#FINISH: $dat" >> $cyclicpath
echo DONE

sysbench_noload.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")

memorypath=results/sysbench/memory_output_"$filedate"
fileiopath=results/sysbench/fileio_output_"$filedate"
cpupath=results/sysbench/cpu_output_"$filedate"
threadspath=results/sysbench/threads_output_"$filedate"

echo "#START: $dat" > $memorypath
echo "#START: $dat" > $fileiopath
echo "#START: $dat" > $cpupath
echo "#START: $dat" > $threadspath

command_memory="sysbench --test=memory --memory-block-size=1K --memory-total-size=4095M run"
command_fileio="sysbench --test=fileio --file-total-size=4G
--file-test-mode=rndrw --init-rng=on --max-requests=0 --max-time=600s run"
command_cpu="sysbench --test=cpu --cpu-max-prime=15000 run"
command_thread="sysbench --test=threads --num-threads=100 --max-time=600s run"
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echo "#Command: $command_memory" >> $memorypath
echo "#Command: $command_fileio" >> $fileiopath
echo "#Command: $command_cpu" >> $cpupath
echo "#Command: $command_thread" >> $threadspath

function memstress {
for i in {1..10}
do

$command_memory >> $memorypath
done
}

memstress
$command_fileio >> $fileiopath
$command_cpu >> $cpupath
$command_thread >> $threadspath
kill $cyclic

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")

echo "#FINISH: $dat" >> $memorypath
echo "#FINISH: $dat" >> $fileiopath
echo "#FINISH: $dat" >> $cpupath
echo "#FINISH: $dat" >> $threadspath

echo DONE

cyclic_memory.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
memorypath=results/cyclic_sysbench/memory_cyclic_output_"$filedate"
cyclicpath=results/cyclic_sysbench/cyclic_memory_output_"$filedate"

echo "#START: $dat" > $memorypath
echo "#START: $dat" > $cyclicpath

command_memory="sysbench --test=memory --memory-block-size=1K
--memory-total-size=4095M run"#ca 30 sec per test
command_cyclic="cyclictest -l3000000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"

echo "#Command: $command_memory" >> $memorypath
echo "#Command: $command_cyclic" >> $cyclicpath

function memstress {
for i in {1..1000}
do

$command_memory
done
}

memstress >> $memorypath &
memory=$!

$command_cyclic >> $cyclicpath
kill $memory

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
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echo "#FINISH: $dat" >> $memorypath
echo "#FINISH: $dat" >> $cyclicpath
echo DONE

cyclic_hackbench.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
hackpath=results/cyclic_hackbench/hackbench_output_"$filedate"
cyclicpath=results/cyclic_hackbench/cyclic_output_"$filedate"

echo "#START: $dat" > $hackpath
echo "#START: $dat" > $cyclicpath

command_hack="hackbench -l100000000"
command_cyclic="cyclictest -l70000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"

echo "#Command: $command_hack" >> $hackpath
echo "#Command: $command_cyclic" >> $cyclicpath

$command_hack >> $hackpath &
hack=$!
$command_cyclic >> $cyclicpath
kill $hack

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
echo "#FINISH: $dat" >> $hackpath
echo "#FINISH: $dat" >> $cyclicpath
echo DONE

cyclic_�leio.sh
#!/bin/bash
#Before starting test: sysbench --test=fileio --file-total-size=4G prepare

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
fileiopath=results/cyclic_sysbench/fileio_cyclic_output_"$filedate"
cyclicpath=results/cyclic_sysbench/cyclic_fileio_output_"$filedate"

echo "#START: $dat" > $fileiopath
echo "#START: $dat" > $cyclicpath

command_fileio="sysbench --test=fileio --file-total-size=4G
--file-test-mode=rndrw --init-rng=on --max-requests=0 run"
command_cyclic="cyclictest -l3000000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"

echo "#Command: $command_fileio" >> $fileiopath
echo "#Command: $command_cyclic" >> $cyclicpath

$command_fileio >> $fileiopath &
fileio=$!
$command_cyclic >> $cyclicpath
kill $fileio

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
echo "#FINISH: $dat" >> $fileiopath
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echo "#FINISH: $dat" >> $cyclicpath
echo DONE

cyclic_cpu.sh
#!/bin/bash
dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
filedate=$(date +"%Y_%m_%d_%H_%M_%S_%3N")
cpupath=results/cyclic_sysbench/cpu_cyclic_output_"$filedate"
cyclicpath=results/cyclic_sysbench/cyclic_cpu_output_"$filedate"

echo "#START: $dat" > $cpupath
echo "#START: $dat" > $cyclicpath

command_cpu="sysbench --test=cpu --cpu-max-prime=10000000 run"
command_cyclic="cyclictest -l3000000 -m -n -a0 -t1 -p99 -i200 -h1000 -q"

echo "#Command: $command_cpu" >> $cpupath
echo "#Command: $command_cyclic" >> $cyclicpath

$command_cpu >> $cpupath &
cpu=$!
$command_cyclic >> $cyclicpath
kill $cpu

dat=$(date +"%Y-%m-%d %H:%M:%S,%3N")
echo "#FINISH: $dat" >> $cpupath
echo "#FINISH: $dat" >> $cyclicpath
echo DONE
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C Programming Languages

This appendix provides the data that was used for evaluating Ada. Programming
languages can sometimes be used for many domains, and sometimes only for
very speci�c purposes. The focus here are on languages that are candidates for
any systems that are either safety-critical, real-time, high-integrity or embedded.
There are quite a few articles discussed here, this amount was deemed necessary
because of lack of empirical evidence in computer science, see Appendix D.

The NASA guidebook on software safety [113] list bene�cial features of Ada,
which they say is one of the most commonly used languages in military and
safety-critical applications. Some of these features are:

• multiple styles possible like object-oriented programming and functional
(structural) programming techniques.

• Compiler validation.
• Mixed language support.
• Language restriction ability and more.

When it comes to C they say it is extremely popular because of the �exibility
and support environment, the non-technical factors such as availability of tools,
vendors and experienced programmers are good as well. The C de�nition is
however considered to not be at the level necessary for safety-critical applica-
tions. There exists many dialects of C, causing integration problems between
code reuse on di�erent platforms. Despite it’s drawbacks it has been used suc-
cessfully in safety-critical applications, but the e�ort on the developer is larger
for verifying the software. They mention that C++ su�ers from many of the same
drawbacks as C. Java has limitations like its virtual machine, garbage collections
and it is not standardized by major standard groups. Their conclusion is that
Ada95 (and Ada83) with the subset SPARK is the safest languages. However ,
since it’s not the most popular it can be di�cult to �nd and keep good program-
mers, therefor other languages are often chosen. Their advise is to be aware of
the limitations of other languages if Ada is not used, extra time needs then to be
spent on inspection, analysis, testing and the use of coding standards.

A popular book [30] on real-time systems and languages focuses on C, Java and
Ada with the motivation that these language are being discussed because they
are actually used.

In [38] is a literature review conducted on programming languages. They recog-
nize that developers use di�erent languages such as Assembly, Ada, C and C++.
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Their conclusions is that however that C is the most dominant and de facto lan-
guage for developing resource-contrained embedded systems.

Halang et al [167] mentions that Ada is often used on a industrial scale in safety-
related system and mostly military applications. Also C is one of the most com-
monly used languages, but it has weaknesses such as:

• very weak typing,
• severe problems with dynamic memory allocation and pointer arithmetic
• logical expressions are de�ned, but a logical data type is not,
• potential ambiguities in if conditions,
• increment/decrement operators, etc.

To overcome the problem of trustworthiness of software they propose a dedi-
cated subset of PEARL 90.

Rogers [14] compares Ada and C++ for safety critical applications. The conclu-
sions is that Ada is designed for those type of systems and C++ is not. Early data
indicates that coding in C++ is always more di�cult and expensive compared to
the initial plans for a project.

“ In the world of safety-critical programming the languages sup-
ported by the least expensive labor force have, for many years, been
C and C++. There is a glut of C and C++ programmers in the world
of software development. They pour out of colleges, universities,
and technical schools like a mighty river. Unfortunately, use of the
C and C++ languages results in signi�cant hidden costs and safety
risks due to the clumsiness and lack of precision the languages pro-
vide as safety-critical programming tools.
James S. Rogers [14] ”Brosgol [45] discusses the use of Ada for high-integrity applications and con-

cludes that all the Ada revisions at that time (83,95 and 2005) meet the require-
ments of those systems.

Naiditch [37] compares Ada83, Ada95, C, C++ and Java against a set of factors,
Ada95 scores high on all the factors which none of the other languages does.
Further a lists of 11 misconceptions about programming language is discussed,
some of them are:

• Misconception 2: C is the most e�cient language since it is closer to as-
sembly code
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• Misconception 6: Java is a great language because the same code can run
on windows 95, Solaris, Unix, Macintosh, or just about any platform

• Misconception 7: Using operating system (os) services for concurrent pro-
gramming is just as good (if not better than) using special language con-
structs

• Misconception 9: Java is small, simple, and easy-to-learn
• Misconception 11: In terms of life cycle costs, it does not matter what pro-

gramming language is chosen

According to [39] C is the primary language at many organizations, NASA/JPL
included, therefor a list 10 programming rules are described targeted for C. Note
that the NASA guidebook considered Ada as the safest language, but even in
NASA C is the primary language, at least at JPL division.

In [1] it is said that 80% of all companies in the embedded-software domain are
using C, over 40% are using assembler and to some degree C++ is used. Java is
said to be increasing its usage for GUI applications. A rule of thumb is presented
that can estimate the amount of defects in software that needs to be found and re-
moved: Raising the amount of functions points to the power of 1.22. If one wants
the number of defects per lines of code (LOC or KiloLOC) one must consider how
many statements there are per function point, and the amount of statements per
line of code, which is language speci�c. For C they say that the KLOC/Function
point ratio is 150 to 1 (depending on the dialect), which evaluates to 30 defects
per KLOC for C.

This rule of thumb indicates that the amount of defects in an application only
depends on the number of function points, not the language. The authors does
not however explicitly mention which languages this is applicable for, other than
C. But it gives cause to be careful when comparing defects/KLOC between lan-
guages since in theory a language that needs more KLOC for an implementation
will show less defects/KLOC, this is shown for a real use case between Ada and
C in [32].

For �ight control software [168] discusses the use of C, C++, Java and ADA. The
conclusion is that there are many small problems in inappropriate languages that
in end translates to di�cult problems. However, using Ada reduces this aspects
to becoming trivial as a whole to the designer, allowing for more focus on appli-
cation problems instead of bug �xing.

Ciocarlie et al. [169] lists a set of factors for real-time languages and compares
major languages to these features. They say that only a small numbers of sys-
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tems are developed in Ada, which they say is unfortunate because Ada would
simplify embedded development compared to C++. However, Ada is having a
mini-comeback, particularly because of open-source compilers for Linux (a view
is shared by [17]). Java is said to be receiving some attention because its attrac-
tive features, however in its original form it’s unsuitable for real-time application
because its terrible timing behavior due to the garbage collector. The Real-Time
speci�cation for Java might be predictable enough to introduce Java as real con-
tender, however they say it depends on how much extra complexity and reduced
features it realizes.

Pont [170] considers resource-constrained embedded systems, it is recognized
that O-O languages has attractive features, but the languages are typically to
resource consuming. An object oriented approach for C is presented, and the
conclusion is that C is the most appropriate language. A recent study [171] how-
ever shows that C, C++ and especially Objective C is more failure prone than
other languages.

The most popular programming languages for multi-core embedded systems
are discussed in [35] which they considered to be Assembly, C, C++, Ada, Java
and Python. They acknowledge that the C11 and C11++ standard adds multi-
threading to the language, which previously was provided only by external li-
braries. C is the language of choice for many embedded systems due to it’s
ability to directly access hardware. C++, Ada, Java and Python have features
that give rise to increased code size and performance degradation, making them
unsuitable for resource-constrained systems. They however say that some fea-
tures can be disabled to increase performance, for example the run-time checks
in Ada. Python is not suitable for time-critical applications, and it also requires
a lot of memory making it unsuitable for small embedded systems, but it’s used
by embedded system developers to create prototype-code quickly, and for high-
end embedded systems like smartphones. They say Java is a costly language that
is unsuitable for system that are either real-time, safety-critical or has limited
resources. It’s like Python popular for smartphones and web applications. For
real-time safety-critical applications Ada should be considered.

Kornecki et al. [42] discusses programming languages for software that needs to
be certi�ed against some standard, often safety-critical. For those applications
the contenders are Ada, C, C++ and Java, for which DO-178B certi�ably has been
claimed. They say Ada seems be the most advanced in that respect with its his-
tory of certi�cation and validation from the start in the eighties.

Brosgol [46] derives general language requirements from the DO-178B standard,
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in other words safety-critical and high-security software. Ada, C, C++, and Java
is then evaluated against these requirements. The focus of the analysis is how
these languages can be subsetted to ease the certi�cation of applications. He says
MISRA-C has been successfully used in safety-critical systems, but C has signi�-
cant drawbacks that are intrinsic and that cannot be removed by subsetting. C++
is considered to be in many ways better than C, two subsets are common, JSF
C++ and MISRA C++, however the same drawbacks for MISRA-C can be found
in those subsets. They say Ada was designed for safety-critical systems which
avoids many drawbacks found in C and C++, it is continuing to be widely used
in military and commercial avionics.

His opinion is that the full Ada language is however too large to be used for
these type of systems. According to him this can be solved by using Ada’s unique
way of excluding features, no extra tool is required, this is supported by any
standard compiler. A subset can be de�ned in any way the application requires,
additionally an o�cial certi�able subset pro�le (Ravenscar) is included in the
standard. The disadvantages of Ada are said to be mainly non-technical; its us-
age is smaller than the other languages and the tool vendor community is smaller.
SPARK(an Ada subset) is the language that best meets the requirements, how-
ever it su�ers from the same non-technical disadvantages like Ada, also it lacks
expressibility. Java has some bene�ts like less implementation dependencies, but
they conclude that compared to the other languages it has the most signi�cant
challenges for safety-critical applications.

Orozco et al. [172] discusses real-time languages and the support for them in
RTOSes. The languages considered are: Ada, C, C++, RT Java and in very spe-
ci�c applications Assembler. When using Java, both the JVM and JIT are unsuit-
able because of of unpredictable behaviour and its memory foot print. The more
promising options is the use of Java co-processor or processor. The co-processor
translated Java code in to native code to the coupled CPU. The Java processor
executes Java bytecode directly as native code. This can solve memory and per-
formance issues, however it requires the system to use speci�c hardware. Ada is
considered a good choice for embedded systems with safety-critical or real-time
applications, but mainly for systems with large resources in terms of process-
ing power and memory, for small embedded systems its unsuitable. It’s used in
aerospace, defense, medical, rail-road and nuclear systems.

They say C++ is a very powerful language, but it’s di�cult to manage all its fea-
tures. There is a lack of compilers compared to C. In the end developers prefers
using C in spite of its limitations compared to C++. Of the �ve languages, the
trend is reducing the contenders to C, C++ and RT Java. Finally, they conclude
that the bene�ts of C, like the availability on almost every hardware platform,
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close interaction with the hardware and its libraries makes is an excellent choice
for developing real-time embedded applications.

Anderson et al. [173] discusses software from a safety perspective, enormous
e�ort is being spent on validating software, but still almost all software stills
contains defects. For safety-critical software the typical ways for development
can’t be used. The use of coding standards is discussed to see how they can be
used to improve the software development. For these systems C and C++ are the
dominating language, even though the are unsuitable:

“ Despite the inherent lack of safety in the de�nition and im-
plementation of the C and C++ programming languages, they re-
main the dominant languages used in most embedded systems pro-
gramming today. Languages such as Ada o�er much better guaran-
tees, and correctness-by-construction methods such as SPARK [174]
have proven e�ective at increasing code safety, but economic forces
and institutional momentum have prevented widespread adoption of
these approaches. C and C++ are expected to remain the language
of choice for the foreseeable future.
Anderson et al. [173]. ”Erkkinen [175] compares Ada and C with its subsets(SPARK and MISRA), the

view is that Ada, and languages like Modula, are more suited for high-integrity
software but that C can used in these applications as well with proper develop-
ment.

In [160] the view is that C, C++, Java and Ada are all unsuitable for safety-critical
software. The languages are too complex to be used for these applications, but
by using subsets they can be reduced to a level where the languages are fully un-
derstood. The problem with this approach could however lead to a language that
is to restrictive to be used for the intended application [176]. There is balance
between functionality and the ability to verify the software.

Many of the papers above suggests using subsets and coding standards to in-
crease reliability, but this might have the adverse e�ect than intended. To see
if the code adheres to a standard tools can be used that checks the code, but
for example the popular MISRA standard have a very high false-positive ra-
tio(mandatory to non-mandatory rules), for every genuine fault detected there
are 50 false-positive faults in the MISRA C 1998 subset according to Hatton [177].
Correcting these false-positives can lead to re-injection of faults.
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In the end, according to Hatton, it is not unlikely that more faults are introduced
by fully adhering to the MISRA C 1998 compared to not using it at all. Hatton
says that one of the goals of MISRA C 2004 was to reduce this e�ect, however
as he reports the real to false-positive ratio has actually increased, making it
even worse than MISRA C 1998. If the newest version, MISRA C 2012 has made
any progress in this area remains to be seen. Still, coding standards are widely
adopted, as an example the NASA Mars rover project employed six levels of cod-
ing standards according to [105]. For the highest level, the code had to comply
with all the MISRA rules. In the code review process approximately 10,000 peer
comments and 30,000 tool generated reports where discussed, of these 84% led
to changes in the code.

Clearly, defects will be present (and found) even if the project adheres to cod-
ing standards. But perhaps the most important aspect about coding standards
is not to try reducing the amount of defects made by the programmer, but in-
stead restricting the language to make it possible to use tools to analyze the code
e�ciently. In [39] is the �rst rule is to forbid recursions, this will allow code an-
alyzers to �nd the limits of stack use. Some organizations like NASA can a�ord
to have the code reviewed by both humans and tools, but this is not the case for
many other organizations/companies where the tool solution is the only viable
option. Making it possible to use those tool is therefor key, coding standards
helps in doing that.

According to Hatton [177], one problem with C and C++ is that the compilers
successfully compiles faulty code that should be rejected, which they say has
led to discussion about if these language should be used at all in safety-related
system. However it is noted that using compilers for quality measure is not suf-
�cient since the fact is that some of the world’s most reliable systems, Linux, has
been written in C.

A paper from 1991 [178] discusses the choice of programming languages for
safety-critical systems. A set of technical factors are de�ned, and then each lan-
guage is evaluated against those factors. It is advised to not use C, its de�nition is
too unde�ned and vary between applications which makes it signi�cantly worse
than assembler. A subset for C++ could be a contender, but no conclusions could
be made at that stage. Ada is considered a good choice, however unrestricted use
cannot be recommended, instead a subset should be used. The most appropriate
languages, with subsets, are in descending order: ISO Pascal, ADA, Modula-2,
CORAL66. Of these languages, only Ada is still being considered by more recent
papers cited in this thesis.
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Another paper [62] once again evaluates Ada, C and C++ against a set of factors,
this time for the use in weapons systems. Ada scores well on the technical factors
of the languages. But the lack of tools, libraries, compilers, education and train-
ing makes it an unattractive language compared to C/C++. It is estimated that
the cost for developing a compiler for a new target platform would be 1 million
dollars and adding to that, 18 months to �eld it. The conclusions at that time, late
90’s, was that Ada’s positions had been weakened compared to other languages,
and the trend would continue in that direction.

In [36] a comparison is made between di�erent languages. For the overall rat-
ing Ada scores the highest, followed by C++,Java and then C. C scores particular
low for reliability and safety. Further, Ada provides the best mixed language
support. Ada, C and C++ are all standardized language supported by standards
organization, however it is noted that there are important di�erence between the
standards. For Ada the standard was written before the language was developed,
for C and C++ the standard was adopted to the language afterwards. This results
in many dialects for C/C++ with signi�cant di�erences between them, which is
said to be a possible source of problems with for example portability.

Jones [179] argues that one aspect of costs for Ada have been overlooked, namely
if considering all projects, successful and canceled, Ada is not the most cost ef-
fective option. The argument is that Ada’s savings are made on the maintenance
part of the projects, so for the canceled projects Ada’s cost will be higher. If
one can determine the amount of canceled and successful projects its possible to
calculate the total cost, Jones gets this information from the well known Chaos
Report [180], however the validity of that report have discussed in [181–183],
the conclusion is that those �gures can’t be trusted.

Smith [184] recognizes Ada as respected language in safety-critical software de-
velopment. It has the potential to lower life cycle cost, but in reality its more
likely too increase cost due to lack of compilers, tools and experienced program-
mers. The use of Ada is said to be decreasing and it has almost totally disappeared
as a teaching language in computer science.

Ada has been commended for it’s real-time capabilities, however [79] points out
that Ada has a lack of functionality. The delay statement in Ada for the timing of
tasks is only a lower bound of the scheduling, there is no support for guarantee-
ing the upper bound. A task can therefore miss it’s deadlines. However, it is now
possible to monitor the timing properties of a task, like start time and executing
time. A handler can then be used that activates if a deadline is missed [26, 30, 45].
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Ada is according to [185] a key component in large complex projects like the
Boeing 787, F-22 Raptor, F-35 JSF, all projects with several million lines of codes.
These systems have strong requirements on testing and veri�cation, the authors
give concrete examples of how tools for Ada can be used to verify and test the
software, in particular range analysis is dicussed.

Brosgol et al. [186] compares Ada and Real-Time Java. Neither full Ada or Java is
suitable for safety-critical systems, this the opinion of [187] as well. Ada can be
subsetted by using pragmas that restricts features, however the �exibility of this
can cause certi�cation problems when using certi�ed code in other implemen-
tations. Still, they say Ada is expected to be a language of choice when devel-
oping safety-critical applications, and because of the broad use of Java in many
systems this could lead to a mixed language solution using both Ada and Java
for developing safety-critical systems. This suits well with the requirements of
mixed language systems, Ada has great support for using code written in other
languages [188]. A real mixed language application is shown in [189] where C,
Ada and Java are all used for developing the software for unmanned ground ve-
hicles. More about how to interface Ada with other languages is described in the
reference manual [28], the Annex B shows both general interface support and
how to use packages with speci�c support for C, C++, COBOL and FORTRAN.

The core of the FAA’s air tra�c control was written in Ada in unprecedented
short time within budget [190]. Its success in aviation is supported by [191],
they say Ada’s abstraction from processor and systems architectures has helped
the avionics programmes to produce portable code. Also, the Ada95 standard
goes further than the C/C++ counterparts in trying to achieve compiler compat-
ibility, however closer examination of the compiler still needs to be done because
of potential vendor lock-in solutions.

There are worries about start up costs when switching to a new language, the
start up cost will be less when the programmers are skilled in the chosen lan-
guage, however any skilled programmer in C or C++ can come up to speed to
Ada fairly quickly by tutorials, book, courses. A �ve day course can make a pro-
fessional programmer pro�cient in Ada [192]. Indeed, when the USAF academy
was transitioning to Ada from Pascal in programming courses there was a con-
cern about faculty inexperience using Ada. However it turned out at Ada was
su�ciently similar to Pascal and other imperative languages that enabled the
faculty to quickly develop the skill needed for teaching the courses [193].

Di�erent languages are popular in di�erent domains, according to [3] are small
embedded applications often programmed in C and C++. For larger real-time
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systems Ada dominates. In Germany Pearl is common for industrial automation.
Ada’s approach of having real-time support built in the language rater than an
API is said to be bene�cial for static analysis by the compiler leading to higher
quality of the code and cost-e�ective production. They say Ada remains the lan-
guage of choice for many high-integrity applications but it has never regained
its momentum it had in the early years, there are less programmers around and
it’s not taught as much in universities.

In an review of Ada from 1988 the conclusions was that Ada was not the per-
fect language, but it was the best currently available [194]. It’s not perfect today
either, the ISO/IEC technical report [195] on guidelines for avoiding vulnerabil-
ities shows that all the languages they considered has vulnerabilities, there are
however many vulnerabilities in C that is for example not present in Ada due to
the di�erent languages designs. Clearly, no perfect language exits, but some has
more vulnerabilities than others.

Ada is considered to be unique in it’s compliance to the attributes needed for
a language to be used for high-integrity software [196, 197]. Ada is said to be
standing on its own as a language that provides the framework needed for static
analysis and correctness by construction [196]. Indeed, in [198] it is reported
that the defect rate for projects using the correctness-by-construction (CbyC)
approach are extremely low, this while maintaining a productivity higher than
the industry standard. However it is noted that Ada is not suitable for this, in-
stead SPARK should be used. Ada 2012 does however introduce the concept of
contract programming with its pre and post conditions [27] making it more suit-
able for the CbyC approach.

In [29] it is mentioned that Ada is the only language in common use where
the real-time constructs plays a main role of the language, other languages like
C/C++ relies on external libraries and Java has only weak support. They say Ada
is the language of choice for many complex systems, such as the Boeing 787.

Sward [59] discusses the rise, fall and persitance of Ada. He says that the lan-
guage has declined in popularity since its glory days in the mid 90’s, the lack of
e�ective compilers is mentioned as one of the reasons, it has however persisted
in the domain of safety-critical and high integrity software: It is acknowledge that
Ada has not become an widely accepted mainstream developing language, however
it has persisted in the domain of safety-critical, high-integrity and large scale com-
plex system.

From a workshop about avionic software [199] the conclusions about usage of
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programming languages was that Ada is still used but not taught at many places
anymore. Assembly is present as well. C is loosing ground to C++, and the use
of Java is virtually non existent.

A market study[200] evaluates of the use of Ada. There is almost no criticism
about the language itself, but it’s clear that the factors outside the language has
signi�cant weaknesses such as lack of tools, trained sta� and libraries. C and
C++ on the other hand are the most popular choice, even though it receives crit-
icism for being unreliable languages. It is said that strength of having a wide
range of cheap tools, libraries and trained sta� is so important that it seems to
outweigh the technical weaknesses.
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D Evidence in Computer Science

In philosophy, religion and science there are many questions that never will be
answered to the satisfaction of all people. In computer science there is one that’s
been of much debate, namely what programming language to use. Programming
languages pops up like weeds in a garden, often being very similar to each other.
Old features, libraries and algorithms that already exists gets implemented in
new languages. The view of [66] is that the duplication e�ort is enormous, the
peer-review process to ensure originality of scholarly papers seems to be non-
existent for this �eld. C has been an in�uential language in the development of
other languages like C++, Javascript and Java. Unfortunately all these languages
have reproduced the defects of C that was originality reported in 1982 by one of
the architects, Dennis Ritchie [201].

“ Indeed, one of my major complaints about the computer �eld
is that whereas Newton could say, "If I have seen a little farther than
others, it is because I have stood on the shoulders of giants," I am
forced to say, "Today we stand on each other’s feet." Perhaps the
central problem we face in all of computer science is how we are
to get to the situation where we build on top of the work of others
rather than redoing so much of it in a trivially di�erent way. Science
is supposed to be cumulative, not almost endless duplication of the
same kind of things.
Richard Hamming 1968 Turning Award Lecture ”It is not di�cult to �nd so called ’�ame wars’ on the subject, people arguing

why ’their’ programming language is better, without providing evidence. This
is perhaps what you can expect from discussions at forums and blogs. However,
in the scienti�c community this is often the case as well, which is surprising, it
is for example not guaranteed that a language under the scrutiny of a standard
organization is being enhanced by the means of science; Ste�k et al. [66] argues
that the C++ ISO committee is being pseudo-scienti�c.

Its not easy to make an sound decision on what language to use based on facts
when there is a lack of evidence. In [202] 400 research papers, about computer
science, are analyzed regarding the use of experimental evaluation. Their �nd-
ings where disappointing: Over 40% of articles about new designs and models
completely lacked such experimentation and the fraction was even higher, 50%,
for the samples related to software engineering. This study was done in 1995,
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two decades ago, but has things changed since then? A similar study was con-
ducted by [203] where papers from 2005 where evaluated in the same way as was
done in 1995, the conclusion was that not much had changed, computer science
still lacked empirical evaluation.

“ There are plenty of computer science theories that haven’t
been tested. For instance, functional programming, object-oriented
programming, and formal methods are all thought to improve pro-
grammer productivity, program quality, or both. It is surprising that
none of these obviously important claims have ever been tested sys-
tematically, even though they are all 30 years old and a lot of e�ort
has gone into developing programming languages and formal tech-
niques.
Tichy 1998 [204] ”A recent study [205] evaluates papers from 1986 to 2012 on the use of evidence

for human factors in language design. Their �ndings are similar to ones above,
worse actually: The analysis of papers from 2009 to 2012 shows that approxi-
mately only 28.1% of them that has empirical information.

Why is this the case? Perhaps it partly could be because computer science has
had an identity crisis, starting from its birth, contributing to many di�erent views
of what methodology to use [206]. In [66] the academic institutions are men-
tioned as not providing the incentive for evidence based research:

"Further, given that academic institutions often rely considerably on
paper counts, literally the number of papers an academic publishes
as a metric, academics are directly discouraged from working to al-
leviate hard and long-standing problems that might take years of
hard study if it leads to only one, or a few, publications. In other
words, while we admittedly have no direct observations, we won-
der whether modern methods for evaluating tenure and promotion
are having a negative impact on the quality of work in the academic
literature".
Ste�k and Hanenberg [66]

The take away from this is that extra attention is required when studying the
literature related to computer science and not jumping to conclusions too fast
when reading about promising �ndings in research papers.
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