
DEGREE PROJECT, IN  ,COMPUTER SCIENCE AND COMMUNICATION
SECOND LEVEL

STOCKHOLM,  SWEDEN 2015

Modelling the body language of a
musical conductor using Gaussian
Process Latent Variable Models

KELLY KARIPIDOU

KTH ROYAL INSTITUTE OF TECHNOLOGY

COMPUTER SCIENCE AND COMMUNICATION



Modelling the body language of
a musical conductor using
Gaussian Process Latent
Variable Models

Modellering av en dirigents kroppsspr̊ak användandes
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Abstract

Motion capture data of a musical conductor’s movements when conducting
a string quartet is analysed in this work using the Gaussian Process La-
tent Variable Model (GP-LVM) framework. A dimensionality reduction on
the high dimensional motion capture data to a two dimensional representa-
tion using a GP-LVM is performed, followed by classification of conduction
movements belonging to different interpretations of the same musical piece.
A dynamical prior is used for the GP-LVM, resulting in a representative
latent space for the sequential conduction motion data. Classification re-
sults with great performance for some of the interpretations are obtained.
The GP-LVM with dynamical prior distribution is shown to be a reasonable
choice when wanting to model conduction data, opening up the possibility for
creating for example a ”conduct-your-own-orchestra” system in a principled
mathematical way, in the future.



Referat

Motion capturedata med en dirigent som dirigerar en str̊akkvartett analyseras
i detta arbete med ramverket för GP-LVM, en sorts latent variabelmodell
med en Gaussisk Process som priorifördelning. Dimensionsreduktion av det
högdimensionsionella motion capturedatat genomförs, följt av klassificering
av dirigentrörelser tillhörande olika tolkningar av samma musikaliska stycke.
Användandet av en dynamisk priorifördelning för GP-LVMen resulterar i
en representativ latent rymd för det sekventiella dirigeringsdatat, och hög
korrekt klassificeringsgrad uppn̊as för n̊agra av de musikaliska tolkningarna.
Resultaten indikerar att en GP-LVM är ett lämpligt val av modell för att
modellera dirigentrörelsedata, vilket öppnar upp möjligheter för att i framti-
den kunna skapa ett ”dirigera-din-egen-orkester”-system p̊a ett principiellt,
matematiskt sätt.
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Chapter 1

Introduction

This work is a study on modelling one kind of human actions, musical conduc-
tion, in a principled mathematical way using Machine Learning algorithms.
In 2009 Ronald Poppe presented a survey [1] on the current advances on
vision-based human action recognition in general. This survey presents a
great number of publications using a wide spectra of different methods, point-
ing out how substantial the field is. Vision-based human action recognition
implies looking at sequences of images of human motion and labelling these
image sequences as different actions, for example ”walking” or ”running”.
This task can be divided into three parts, the feature extraction part leading
to a modelling work using these features and some kind of classification of
new data, which is the actual recognition part. The work presented in this
report is one kind of such a recognition system, with motion capture data1

used as a starting point instead of images. Conduction belongs to the sub-
group of human actions that has as purpose to communicate something to its
surroundings, in this case to communicate instructions of how the musicians
should play regarding tempo, volume, emotional expressiveness, accents and
much more. Figure 1.1 shows a picture of a conductor in action. Human
communication in general partly consists of spoken language and partly of
non-verbal expressions. The spoken language contains a lot of communica-
tional information and is built up by us humans with the purpose of making
it easier for us to communicate with each other. Each specific language
is defined by a number of rules, letters and words among other elements.
Even though these different elements are many, are changing over time and
have exceptions, they are made up in a way which most probably makes
it relatively easy to understand the underlying structure and hence model
it. Spoken language has indeed been widely and successfully analysed and

1Motion capture data is data that has captured body movement information [2] and
will be explained in further detail in Chapter 4.
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Figure 1.1: Susanna Mälkki conducts the New World Symphony in music of
Berlioz and Saariaho in December 2012 [3].

modelled in a Machine Learning perspective [4]. A well known example of a
machine recognising natural language and being able of expressing correctly
spoken language is IBM’s Jeopardy winning Watson [5], [6]. This machine,
see Figure 1.2, is mostly known for its artificial intelligence which resulted
in it winning over human champions in Jeopardy, but it is also an example
of how human speech has been successfully modelled. Human non-verbal
communication, such as body motion, muscle tensions and facial expressions
is not that easy to divide up into rules and other structural elements. Nev-
ertheless, it transfers a lot of information contributing to the understanding
of what a person expresses [7]. Everyone has most probably experienced
some situation where a person says one thing and at the same time expresses
something entirely different with his/her body language. This kind of com-
munication messages are called ’conflicting messages’ [7] and one concrete
example of such a situation is if you meet a friend that you haven’t seen
in a while, and he/she tells you that he/she is ”feeling good”, even though
it is clearly visible that his/her actual mood is not good. In situations like
this you ”just know” that the person is not telling the truth. This person’s
body language tells you the opposite to what he/she is saying in such a
strong way that it convinces you that the non-verbal signals are the ones
telling the truth. What is it then, that makes you draw this conclusion that
contradicts with what the person is actually telling you? It might be the
person’s facial expression, or the overall body posture, or where and how
his/her eyes are focusing, or a combination of many factors. How is it then
possible to model this kind of communication? Mostly, non-verbal human
communication is communicated out unconsciously, as in the situation de-
scribed above, where the person expressing the non-verbal message had no
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Figure 1.2: A picture of Jeopardy, when the machine Watson, developed by
IBM, wins over human champions in the game, in 2011. Photo credit to IBM
and published in [8].

intention of expressing it and still the person receiving these communication
signals ”just senses it”. This makes this phenomena hard to quantify and
explain in a principled way. Another kind of non-verbal human communica-
tion is intentional non-verbal human communication. Intentional refers to
body expressions that are communicated out with a purpose of obtaining a
specific result. This property makes it easier to perform a quantitative anal-
ysis of intentional non-verbal communication. Musical conducting is such
a case. Conductors have through years of training taken control over their
body language and uses it to reach specific outcomes by non-verbally com-
municating out a specific musical interpretation to the musicians. Therefore,
in conduction there is a ”ground truth” of the motion according to what the
conductor’s intentions are. Different conductors conduct in different ways,
they have their own differentiable conduction style, so the many years of
training do not result in conductors learning forced, specific and unnatural
movement patterns. They rather learn to build up a consciousness about
how they can convey certain intentions [9]. But even though a conductor has
his/her own style, there has to be some common, underlying factors in all
kinds of conduction. It is possible for professional musicians to follow and
understand the intentions of any professional conductor without speaking to
him/her or having seen him/her conduct many times before, and therefore
it is interesting to analyse conduction.

1.1 Problem formulation

This work aims to formulate a model of a conductor’s body language in a
principled mathematical way. The model is used in experiments, in order
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to draw conclusions regarding the underlying expressions in the conductor’s
motion. Motion capture data of a conductor conducting a string quartet
was recorded in May 2014 at KTH and is used in this project for train-
ing and testing of the model. The Gaussian Process Latent Variable Model
framework, presented by Neil Lawrence in 2005 [10], is used for modelling,
to map the conduction movements (which are high dimensional) to a lower
dimensional representation. With this low dimensional representation of the
motion, classification of unseen motion data is done. In a larger perspective
this mapping could be used in the future in a system that recognises conduc-
tion motion and what information different kinds of conduction movements
communicates to musicians. Such a system could for example be an inter-
active ”conduct your own orchestra”-game where the player could influence
pre-recorded orchestral music with his/her conduction movements, that could
be purchased by anyone to play at home. This kind of interactive system
could also be developed as a training tool for conductor students to practice
their conduction skills on during their education. Such a training tool would
be of interest because the students have limited opportunities to practice
in front of musicians and get feedback. This is because hiring musicians is
expensive [11].

1.2 Outline

In Chapter 2 follows a summary of previous work addressing the problem of
developing a conduction recognition system. After this summary of previous
work, explanations of the mathematical concepts needed for understanding
the modelling are presented in Chapter 3. Chapter 4 follows, presenting
the data used in this work in detail and leading up to Chapter 5, where
the data handling procedures and the model are formulated together with
the classification algorithm. In Chapter 6, the experimental procedures are
explained and the results presented. Lastly, in Chapter 7 the results are
discussed, conclusions are drawn and further improvements are suggested.
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Chapter 2

Previous work

The special case of human motion that this study focuses on is musical con-
duction. In this chapter follows a survey on musical conduction modelling.
All researchers mentioned here have as a resulting product generated some
kind of a human-computer interactive system that performs gesture recogni-
tion and synthesizes a musical output. Some have developed a game appli-
cation designed for anyone to use [12], [13], [14], [15] and others a training
tool for experienced conductors [16], [11]. Teresa Marrin Nakra [16] has from
1996 until now done extensive work on developing systems for digital musi-
cal conduction. To begin with, she presented the Digital Baton, see figure
2.1, as one of the first systems for doing pre-recorded music more expres-
sive, designed to be used as a traditional conduction baton having position,
acceleration and pressure sensors. Later on she presented the Conductor’s
Jacket, a shirt with positional and psychological sensors worn by a conductor
in action, gathering information about the conduction [16]. A photograph of
when it is used is depicted in figure 2.2. The significant factor of the Conduc-
tor’s Jacket is the information from the psychological sensors, which is used
in a large extent to influence the expressiveness of the music. The system
connected to the ”jacket” gets information about the conductor’s muscular
activity, respiration and heart rate among other things and transforms this
information to features using real-time filtering. The use of psychological in-
formation is unique for T.M.Nakras systems, all other applications, including
the work presented in this report, is concentrating exclusively on extracting
information from positional data. The Conductor’s Jacket has taken place
in a reportage at the New Jersey Public Television while being used in an
experiment performed with the Boston Symphonic Orchestra [17]. Another
system that has been used in the real world for a while now is Jan Borchers’s
Personal Orchestra [13]. This system is, on the contrary to the Conductor’s
Jacket not intended to be used by professional conductors, but instead it
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Figure 2.1: Teresa Marrin Nakra conducting with the Digital Baton in Febru-
ary 1996 (photo by Webb Chappell).

Figure 2.2: Conductor Keith Lockhart using the Conductor’s Jacket while
conducting the Boston Pops Orchestra in April 2006. (photo by AP)
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Figure 2.3: The Personal Orchestra system, at the House of Music exhibition
in Vienna in October 2002. (photo published at J. Borchers’s web page)

is available at the music exhibition centre ”House of Music” in Vienna for
anyone to use. In figure 2.3 there is a photograph of someone using the sys-
tem and conducting recordings of the Vienna Philharmonic Orchestra that
is visualised on the screen in front of the user. This is possibly the most
realistic of all similar kinds of systems thanks to a lot of effort put on the
video response of the system in addition to the real time audio correspon-
dence to the user’s waving of the baton. The baton is emitting infra-red
light that is received by the system and filtered by low-pass filters in order
to extract features to impact the expressiveness of the pre-recorded music.
Eric Lee developed the Personal Orchestra further together with J. Borchers
and T. M. Nakra and presented the You’re the conductor system [14]. This
is an interactive conduction system especially intended for children to use,
presented at the Children’s Museum of Boston, see figure 2.4. The focus was
on improving the robustness, since this system was proposed for children and
they should be able to play with it without damaging the system. The audio
rendering also had to be improved to make the response more accurate, since
children are generally not as patient as adults. Experiments were performed
with both these two exhibition systems. 92% of the users in the experiment
of You’re the conductor, the conducting system for children, were able to
use the system without any problems. The Personal Orchestra, in Vienna,
was also successful with 97% of the gestures recognized by the system during
the experiment. The Personal Orchestra users could influence the tempo of
the music successfully, with 93% managing to do that. The hardest part
for that system was the emphasis of different instrumental sections. A work
addressing specifically the emphasis of different instrumental sections is the
interactive conduction system presented by Carlos Rene Argueta and his col-
leagues in 2009 [11]. To use this system the user stands in front of a screen
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Figure 2.4: The You’re the conductor system, at the Children’s Museum of
Boston, in July 2003. (photo published at the You’re the conductor web
page)

as in the two exhibition systems that has been presented, and wears spe-
cial gloves with sensors. The feature extraction is, in this case, relying on
analysis of the projections of the motion trajectory in the horizontal and the
vertical plane. While the horizontal projection is used for the beat detection
and tempo adjustment, the vertical projection is used for the individual in-
strumental sections emphasising. This system was tested in an experiment
performed by ten persons with different levels of conducting skills that were
asked to conduct different beat patterns and emphasize different instruments
as they preferred. The system’s performance in terms of accuracy, response
time and amusement was graded with around 3.8 on a 1 to 5 scale by the
participants. Around the same time as the Conductor’s Jacket [16] was used
by professional conductors in real concert halls, a Home Conduction system
intended to be used by people in their own homes was developed by Anders
Friberg [12]. Using a web cam and the proper software this is a suggested
home conducting game for anyone, even with lack of musical education, to
use. With no specific devise such as a baton, a ”jacket” or gloves needed to
interact with this system, the features for musical expression was extracted
by looking at changes in the overall quantity of the user motion. Another way
to make an interactive conducting game is to use an already existing game
motion controller, such as the Kinect device. That is exactly what Alejandro
Rosa-Pujazón and his colleagues have done [15]. By setting constraints on
the user’s movement pattern, assigning specific tasks to the different hands,
this work left the realistic aspect of an interactive conduction system and
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Figure 2.5: The Kinect based interactive conduction system. (photo pub-
lished in [15])

focused on developing a game with some simple user rules. The user’s right
hand control the tempo and the the left hand control the dynamics of the
music. In this application it is also possible to emphasize specific instru-
mental sections, as focused on in the work presented by C. R. Argueta [11],
but here by pointing with the left hand at a picture of a instrument and
indicating higher volume for that instrument by raising the hand. In figure
2.5 it is possible to see how this program looks like from a user’s perspective.
With an experiment involving 24 persons with a variety of musical knowl-
edge, the Kinect-based interactive system was graded with around 7.5 out of
10 for all different evaluation parameters such as ”Overall satisfaction with
the application” and ”How intuitive was the interaction”.
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Chapter 3

Mathematical background

The work presented in this report addresses probabilistic modelling. In this
specific chapter the mathematical concepts needed for understanding the
work that has been done, are explained.

3.1 Latent Variable Models

Latent Variable Models (LVMs) are one kind of probabilistic models where
a set of hidden random variables, X = {xi}Mi=1, xi ∈ Rq relates to a set of
observable random variables, Y = {yi}Ni=1, yi ∈ RD[10]. Observable ran-
dom variables are variables whose values are measurable using some device
or sensor. If there is for example a system that has as purpose to anal-
yse the medical condition of a human, an example of an observable random
variable is the ”body temperature”, which is measurable using a thermome-
ter. ’Latent’ and ’hidden’ are two equivalent words for describing random
variables with unobservable values and will be used analogously through-
out this report. To get an intuition of what a latent variable is, one can
think of it as a hidden ”cause” making observable variables obtaining cer-
tain values [18]. In the example with the medical system a typical latent
variable could be an illness, causing observed symptoms such as high body
temperature. As the name states, including latent variables in a model of a
system is what characterises LVMs. Figure 3.1 shows a simplistic example
of a ”medical LVM” as the one described above, visualised with a Directed
Graphical Model (DGM). Two variables connected with a directed edge in
a DGM represents conditional dependence. In the specific example in Fig-
ure 3.1 the different symptoms (observable variables) are all conditionally
dependent on the underlying illness (hidden variables), but independent of
each other given the illness. When modelling with LVMs it is common that
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h

o1 o2 o3

Figure 3.1: This is an example of a simple LVM that analyses the medical
condition of a person. The latent variable, presented as a dotted circle, is
called h and represents ”having a cold”. The three observable variables, the
shaded circles, represent the symptoms ”high body temperature” (o1), ”sore
throat” (o2) and ”sneezing” (o3).

the latent variables have lower dimensions than the observable ones and that
is also the case for the LVM used in this work.

3.2 Dimensionality reduction

Dimensionality reduction, to map a high-dimensional dataset to a lower di-
mensional subspace while retaining the most essential information in the
dataset [18], is useful when analysing a data set’s structure [10]. In this work
high-dimensional motion capture data of a conductor conducting a string
quartet is analysed by performing dimensionality reduction. The most well
known dimensionality reduction method is Principal Component Analysis
(PCA), with its probabilistic interpretation Probabilistic PCA (PPCA) [19].
Given a set of D-dimensional observable data vectors, Y = {yi}Ni=1, yi ∈ RD,
PCA projects this data set into a data space spanned by the q number of
principal axes of the data set. The principal axes are the orthogonal axes re-
taining the maximal variance during the projection [19]. Figure 3.2 shows the
principal axes for an example data set. PPCA will be explained in Section
3.2.1, since it is a plausible starting point for understanding what a Gaussian
Process Latent Variable Model (GP-LVM) is, the type of model created and
used in this work. A PPCA model is a special case of a GP-LVM, where
the observable and the hidden variables are related linearly through a set of
model parameters, W ∈ RDxq [10].
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y2

y1

p1

p2

Figure 3.2: This figure shows an arbitrary data set in a two dimensional space,
with its two principal components, p1 and p2. The figure shows clearly that
the principal component vectors are orthogonal to each other and along the
directions in the data set with maximal variance.

3.2.1 PPCA

PPCA defines a LVM with a linear mapping, f , where each one of the ob-
servable variables, Y = {yi}Ni=1, yi ∈ RD, is related to one of the hidden
variables of the model, X = {xi}Ni=1, xi ∈ Rq, through a parameter matrix,
W ∈ RDxq,

yi = f(xi,W ) + ni = Wxi + ni , (3.1)

where ni ∈ RDx1 is zero mean, white Gaussian noise, i.e. an independent
sample from a Gaussian distribution with zero mean and some covariance
σ2,

p(ni) = N (ni|0, σ2I) =
1√

(2π)D|Σ|
e−

1
2
(ni−µ)Σ−1(ni−µ)T ,

where Σ = σ2I and µ = 0 .

The goal with the PPCA dimensionality reduction procedure is to deter-
mine W , because knowing W makes it possible to transform any high-
dimensional, observable data point, y∗, to a lower-dimensional data point
in the latent space, x∗. The maximum likelihood solution for W is chosen.
This optimal solution corresponds to W spanning the principal sub-space
of the observable data set and therefore it is called Probabilistic Principal
Component Analysis [19]. In order to find the maximum likelihood solution,
the likelihood,

p(Y |X,W , σ2)

has to be defined. For one specific data point the likelihood is,

p(yi|xi,W , σ2) = N (yi|Wxi, σ
2I) .

12



Before maximising the likelihood with respect to the parameters W , the
latent variables, xi, are marginalised out,

p(yi|W , σ2) =

∫
p(yi|xi,W , σ2)p(xi)dxi ,

using the probabilistic chain rule, p(Y ) = p(Y |X)p(X). The prior distribu-
tion over xi, p(xi), has to be defined, in order to perform the marginalisation.
A suitable prior for this is a zero mean, unit covariance, Gaussian distribu-
tion, p(xi) = N (xi|0, I), because it does not have any strong preferences
invoked which is a reasonable choice when no specific information about the
latent space is known. The resulting expression for the marginalised likeli-
hood,

p(yi|W , σ2) = N (yi|0,WW T + σ2I) ,

can be derived analytically, as is shown in [10]. If the data points, yi, are
assumed independent, the marginalised likelihood for the whole data set is
the product of each data point’s marginal likelihood,

p(Y |W , σ2) =
N∏
i=1

p(yi|W , σ2) (3.2)

The last step in the procedure of defining the optimal parameters, W opt, is
to maximise the total marginal likelihood,

W opt = argmaxW p(Y |W , σ2) .

In practice though, the objective function1, L, is most often chosen to be the
negative log-likelihood,

L = −[ ln( p(Y |W , σ2) ) ] =

=
1

2
[ NDln(2π) + ln|C|+ tr(C−1Y Y T ) ], (3.3)

C = WW T + σ2I ,

which is minimised,

W opt = argminW (L) .

1An objective function is the equation you optimise over when solving an optimisation
problem.
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To work with the log-likelihood2 instead of the likelihood is most often pre-
ferred due to the fact that the likelihood often, as in this case, contains
exponentials and since the logarithmic function is monotonic it does not
change any extremum properties. The reason for choosing to minimise the
negative of the function instead of maximising the function, is simply that
most optimisation routines are designed to minimise a function rather than
maximising one. This kind of optimisation where one parameter is integrated
out to obtain a marginal likelihood that is maximised over another parameter
is called Type-II Maximum-Likelihood.

3.2.2 Non-parametric models

A parametric model makes a parametric representation of the data it is
trained on and then the training data can be thrown away, because the
model only needs the model parameters for representing new observable data
points, y∗, in the latent space. In PPCA, described in Section 3.2.1 this is
the Dxq-dimensional W -matrix. The PPCA procedure constructs a linear
mapping between the latent space and the observable space. In order to make
non-linear mappings it is suitable to work with non-parametric models. In
a non-parametric model there is no set of parameters relating the hidden
and the observable spaces. Instead of describing the data transformation
with specific values at a number of parameters, having a fixed-dimensional
feature space, each single data point extends the dimension of the feature
space. Visualisations of how the feature spaces are constructed in these two
approaches are presented in Figure 3.3. The above described property of
a non-parametric model is what makes it suitable for non-linear mappings.
The mapping between the observable and the latent space then gets more
general and entirely dependent of the data points it is trained on. A nega-
tive aspect of non-parametric modelling is that the complexity of the model
increases with the number of data points the model is trained on.

3.2.3 Dual formulation of PPCA

In the PPCA procedure, explained in Section 3.2.1 the latent variables, X,
are marginalised out and the resulting marginal likelihood is maximised with
respect to the model parameters, W . In [10] N. Lawrence shows an alterna-
tive, dual formulation of the PPCA procedure, solving an equivalent problem.

2For further details on how to formulate the log-likelihood, i.e. to go from Equation
3.2 to Equation 3.3 look in [10] and for further mathematical consultation, e.g. for under-
standing how the tr(C−1Y Y T )-term is derived, see Chapter 4 in [18].

14



param 1

p
a

ra
m

 2

(a) The feature space when using a para-
metric model.

(b) The feature space when using a non-
parametric model.

Figure 3.3: These two figures visualise the feature spaces for a parametric
and a non-parametric model. In this specific example three data points are
either represented with different values of two parameters (a), or with their
own position vector forming a set of vectors that together span the feature
space (b).

In this dual formulation the model parameters are marginalised out instead,

p(yd|X, σ2) =

∫
p(yd|wd,X, σ2)p(wd)dwd ,

where d = 1, ..., D, given a particular kind of prior distribution over W
and then, the resulting marginal likelihood is maximised with respect to the
latent variables. The difference between the two approaches is hence that
either the parameter matrix is optimised or it is done through latent variable
optimisation [10]. The procedure is mathematically very similar and the
objective function in the latter case is,

L = −[ ln( p(Y |X, σ2) ) ] =

=
1

2
[ NDln(2π) +Dln|K|+ tr(K−1Y Y T ) ], (3.4)

K = XXT + σ2I ,

which has clear resemblance with the former objective function in Equation
3.2. In Figure 3.4a and Figure 3.4b the difference between the ”traditional”
PPCA and the dual PPCA is shown graphically.
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Figure 3.4: The three figures (a), (b) and (c) show different ways to
marginalise out a random variable. The marginalisation in (a) results in
a mapping between W and Y and the marginalisations in (b) and (c) result
in a mapping between X and Y. In the specific case treated in this text these
procedures describe different approaches to perform PPCA. X are the latent
variables, Y are the observable variables, W is a model parameter matrix
and f is the mapping between X and Y. In the case of PPCA this mapping
is presented in Equation 3.1.

In literature after [10] it is more common to perform this dual PPCA
procedure in a conceptually slightly different, non-parametrised way [18],[20].
This conceptually different approach leads to exactly the same objective func-
tion as in Equation 3.4, but takes a slightly different way to get there. In-
stead of regarding some model parameters, W , as a random variable that is
marginalised out, the mapping, f(X), is regarded as a random variable of
its own, f , and is marginalised out,

p(Y |X, σ2) =

∫
p(Y |f, σ2)p(f |X)df .

This latter way of regarding the dual formulation of PPCA, is visualised
graphically in Figure 3.4c. In the negative log likelihood for the dual for-
mulation of PPCA, Equation 3.4, the matrix K is equal to XXT + σ2I.
This result follows from the mapping between the latent space and the ob-
servable space being linear, that f(xi) = Wxi in Equation 3.1. By changing
the expression for K to something else it is possible to create a non-linear
mapping between the observable and the latent space [10]. This is how a
non-linear mapping between the conductor’s high dimensional motion space
and a latent space is done in this work, and to do this Gaussian Processes
are used.

16



3.3 Gaussian Processes

Gaussian Processes (GPs) make up a class of probabilistic models defining
distributions over functions. A GP form the core building block, the prior
distribution over functions p(f), in this work’s LVM. All the information
about Gaussian Processes comes from K. Murphy’s book in Machine Learning
[18], C.E. Rasmussen’s paper on Gaussian Processes [21] and N. Lawrence’s
paper on Gaussian Process Latent Variable Models [10] if nothing else is
stated. For a Gaussian Process, a random variable f is assigned to each
input x and takes the value of a random function f(x), determined by a
mean function, m(x) and a covariance function k(x,x′),

f(x) ∼ GP(m(x), k(x, x′)) , (3.5)

in the same way as a mean vector µ and a covariance matrix Σ defines a
Gaussian distribution, N (µ,Σ). A GP is a generalisation of the Gaussian
distribution with infinite dimension. Infinite dimensional objects are not
feasible to work with when modelling, but that is not the case. In all practical
situations where a GP is used there is a finite amount of data available for
the process to work on. So, even if it is defined as an infinite dimensional
process, in the presence of data a regular mean vector and a covariance matrix
is defined. An example of a GP is one with

m(xi) =
1

4
x2i and k(xi, xj) = exp(−1

2
(xi − xj)2) ,

and a good way to understand what a GP is, is to draw samples from it. Fig-
ure 3.5 shows five samples from the process together with the mean function
m(xi). The process is given 51 x-values {−5,−4.8, ..., 5}, and generates the
corresponding 51x1 mean vector and a 51x51 covariance matrix, where

µi = m(xi) =
1

4
x2i , i = 1, ..., 51

and (3.6)

Σij = k(xi, xj) = exp(−1

2
(xi − xj)2) , i, j = 1, ..., 51

define a Gaussian distribution. Then, it is possible to generate samples,
random 51x1 vectors with function values from this distribution. A GP can
be defined in many other ways than the example above. It is common to
set the mean function to zero, m(x) = 0, because the GP is known to be
flexible enough for modelling the mean fairly good when it is trained, not
needing more biased information to get accurate results. In Figure 3.6 there
are five samples from the GP defined with the same covariance function as
in Equation 3.6 and with m(x) = 0.
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Figure 3.5: Five sampled functions from a Gaussian Process represented
by the second-order polynomial mean function and a squared exponential
covariance function in Equation 3.6 for x − values = −5,−4.8, ..., 5. The
sampled functions are clearly following the red mean function’s curve and
have a smooth, wavy behaviour representative for the squared exponential
covariance function.
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Figure 3.6: This plot shows five samples from a Gaussian Process with zero
mean function and the covariance function in Equation 3.6. It is clearly
visible that the sampled functions has a smooth wavy behaviour, which is
representative for the squared exponential covariance function.
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3.3.1 Kernels

The covariance function used in a GP, is also called a kernel function or just
a kernel. Kernels are covariance functions with covariances between different
data points in a data set, resulting in a covariance matrix with its number
of rows and number of columns equal to the number of data points. All
covariance functions are not kernels though, a covariance function could also
state the covariance between different data dimensions and would then result
in a covariance matrix with its number of rows and number of columns equal
to the dimension of the data. Such a covariance matrix would result in a
1x1 matrix, a scalar, for the GP example in the previous section. There are
many different ways to define a kernel function. A commonly used one, also
used in this work’s model, is the Radial Basis Function (RBF) kernel,

k(xi, xj) = θ1exp(−
θ2
2
||xi − xj||2) , (3.7)

where θ1 is the function’s variance and θ2 is the inverse width of the func-
tion. The RBF kernel generates smooth functions that goes to zero in regions
where there is no data that enlightens it. It is a more general kernel than
the one in the example in Equation 3.6, having the two parameters θ1 and
θ2, called hyper-parameters, instead of specifying explicitly the covariance
function expression. The hyper-parameters are learned by training the GP.
When training the GP the hyper-parameters, Θ = {θ1, θ2}, are optimised
with the Type-II Maximum Likelihood procedure explained in Section 3.2.1,
according to the available data. To lead up to the next section about Gaus-
sian Process Latent Variables Models there is one more kernel function that
is interesting to look closer at. That is the following kernel function contain-
ing a covariance term corresponding to the function space of linear functions
and a Gaussian noise term with variance σ2I,

k(xi,xj) = xT
i xj + σ2I , (3.8)

resulting in a covariance matrix looking like this,

K = XTX + σ2I , (3.9)

where each Ki,j element is given by Equation 3.8. The covariance matrix
in Equation 3.9 is equal to the K-matrix in the negative log-likelihood ex-
pression for the dual formulation of PPCA in Equation 3.4. The resemblance
between these two expressions pointed out a new class of models consisting of
Gaussian Process mappings from a latent space, X, to an observable space,
Y , called Gaussian Process Latent Variable Models.
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3.4 Gaussian Process Latent Variable Models

A Gaussian Process Latent Variable Model (GP-LVM) [10] is a LVM,

yi = f(xi) + ni , (3.10)

with f(xi) = GP(m(xi), k(xi,xj)) and i, j = 1, ..., N , where N is the number
of data points and ni ∈ RDx1 is zero mean, white Gaussian noise with some
covariance σ2. A GP is incorporated as the prior distribution over functions
in a LVM, used to learn a latent space representation, X = {xi}Ni=1, xi ∈ Rq,
of the observable data, Y = {yi}Ni=1, yi ∈ RD, where q < D and hence
performs a dimensionality reduction. The first thing in the procedure of
creating a GP-LVM is to train the GP, optimising the hyper-parameters. In
order to do this the latent variables, X and the hyper-parameters, Θ, need
to be initialised. When the GP’s hyper-parameters are optimised it is time
to optimise the latent variables. The latent variables are optimised using
the Type-II Maximum Likelihood procedure used in PPCA, Section 3.2.1,
but with the non-parametric approach illustrated in Figure 3.4c defining the
mapping f(xi) as its own random variable fi , and choosing that as the
variable to marginalise out,

p(yi|X,Θ, σ2) =

∫
p(yi|fi, σ2)p(fi|X,Θ)dfi . (3.11)

Equivalent to Equation 3.2 the total marginal likelihood is the product of
the N data points’ marginal likelihoods,

p(Y |X,Θ, σ2) =
N∏
i=1

p(yi|X,Θ, σ2) (3.12)

The objective function in this case is similar to the one in Equation 3.4,

L = −[ ln( p(Y |X,Θ, σ2) ) ] =

=
1

2
[ Nln(2π) + ln|K|+ tr(K−1Y Y T ) ], (3.13)

where each element in K is Ki,j = k(xi,xj), the covariance function of
the GP. This results in a dimensionality reduction creating a mapping from
X → Y that is not restricted to be linear but instead has the possibility of
being non-linear.
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Figure 3.7: A Hidden Markov Model chain with a most probable sequence of
hidden states {h1, h2, ..., hT} associated with a given sequence of observations
{o1, o2, ..., oT}.

3.5 Hidden Markov Models

Hidden Markov Models (HMMs) and the Viterbi algorithm will be used in
this work’s classification experiment. Therefore, this section aims to shortly
explain these two concepts. For further details on HMMs, [22] is recom-
mended, which is also the material where the following information comes
from. An HMM is an LVM describing a dynamical process with states rep-
resented by discrete random variables that have different probabilities de-
pending on the observations that are made. The graphical model in Figure
3.7 shows an HMM for a process at T number of time steps where the ys
are observations and the xs are states. At each time step the process has an
observation, y, and an associated hidden state, x. The characteristic thing
with an HMM is that the hidden states are not independent of each other,
they are related to each other through a Markov process. An HMM is de-
fined by two matrices, the transition matrix and the observation matrix, and
a vector, the initial state probabilities. If the number of possible states the
system can be in are N and the number of possible observations that can
be observed in the system are K, the transition matrix is a NxN matrix,
the observation matrix is a NxK matrix and the initial state probabilities
are gathered in a Nx1 vector. In the initial state probabilities vector there
is information about how probable it is that the system starts out in any
of the N different states. The transition matrix contains the probabilities
that a certain state comes after another state, so that each element is equal
to p(xj|xi), for i, j = 1, ..., N . The elements in the observation matrix are
containing information about how probable it is that a certain observation
was ”caused” by a certain state, p(xi|yk), for i = 1, .., N and k = 1, ..., K.
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3.5.1 Viterbi algorithm

The Viterbi algorithm is an algorithm for estimating the most probable state
sequence, given a sequence of observations, {o1, o2, ..., ot, ..., oT}, together
with a transition matrix, A, an observation matrix, B, and the initial prob-
abilities for the states, p. The Viterbi algorithm uses dynamic programming
and the steps in the algorithm are the following:

1. Initialise. δ1(i) = piBi(o1), i = 1, ..., N . δt(i) is the probability of
having been through the state sequence h∗ = {h1, h2, ..., ht} as back-
tracked by the Viterbi algorithm and having generated the observation
sequence up to ot.

2. For each t > 1: δt(i) = maxj∈[1,...,N ][δt−1(j)AjiBi(ot)]

3. Probability of best path: maxj∈[1,...,N ][δT (j)]

4. Find the best path. For each time step, t, a δ for each of the N
possible states is generated. The best path is found by keeping track
of preceding states and trace them backwards from the most probable
final state.

Figure 3.7 illustrates an HMM chain with a found most probable state se-
quence, {h1, h2, ..., hT}, for the given sequence of observations using a DGM.
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Chapter 4

The Data

In this work a conductor’s motion pattern is analysed. In order to do this 30
approximately one minute long recordings of a conductor conducting a string
quartet was distributed from an experimental session at KTH in May 2014.
The conductor’s motion was recorded with a 3D-motion capture system.

4.1 Motion Capture

Motion Capture is a technique for measuring and recording human motion
(and other kinds of motion) in a physical space into a format usable for a
computer [23]. One way of doing this is by attaching markers on the human
whose motion is to be measured and set up a number of cameras in the room
where the motion is being recorded [24]. With what the cameras see from
different angles the 3D motion is triangulated and with specific 3D-motion
capture software an approximated skeleton1 is adapted with high accuracy
to the observed 3D motion[25]. Figure 4.1 shows what it looks like when a
person wears this kind of markers and the body’s motion is presented in a
computer-usable format.

4.2 Recording of data

In May 2014 a professional conductor was recorded in a 3D-motion capture
studio at KTH while conducting a string quartet with professional musicians.
The conductor’s body motion, from hips to head and out to both hands, see
Figure 4.2, together with the baton in the right hand was saved as motion

1A skeleton is a kinematics hierarchy defining the body joint’s positions, orientations,
types and attachments [23]
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Figure 4.1: How it looks when a person’s motion is recorded with a 3D-motion
capture system using markers. This image comes from [26].

capture data. In Figure 4.4 there is a photograph of the baton with its mark-
ers, used in the recording experiment. Together with the conductor’s motion
the complete sound from the musicians and the sound from each one of the
instruments separately, were recorded. In total, 30 recordings were saved
with the following data files for each one of them:

• The conductor’s body motion captured in 120 frames per second in
three different data formats, .bvh, .fbx and .c3d.

• The baton’s motion captured in 120 frames per second in .csv format.

• Sound recordings for each instrument in .wav format.

• Sound recordings for all instruments together in .wav format.

The recorded data files are of two types. Ten of the files are ∼ 1 minute
long recordings of W.A.Mozart’s Eine Kleine Nachtmusik kv.525, sats 1,
bars 1-35, a musical piece with very regular structure. These files are called
{EKN1, EKN2, ..., EKN10}. The other twenty files are ∼ 1 minute long
recordings of Ludvig Norman, Andante Sostenuto, op.65, bars 1-28, a musi-
cal piece open for more interpretation by the conductor. This piece was con-
ducted with four different emotional interpretations and the files are called
{AS1, AS2, ..., AS20}. The different interpretations of Andante Sostenuto
were categorised in collaboration with the conductor resulting in the emotions
tender, neutral, passionate and angry, positioned in an ”emotional-space” in
the way presented in Figure 4.3. Five instances for each of the four inter-
pretations, in a random order only known by the conductor, were recorded
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Figure 4.2: The part of the conductor’s body that was recorded, adapted to
a skeleton and visualised in the program ”Motion Builder”.

and saved. The musicians did not know about the conductor’s intentioned
emotion for the different recordings, they were only told to follow what the
conductor communicated out while conducting and play accordingly to that.
In Table 4.1 the randomised order in which the emotions were conducted and
recorded is presented. The way the different recordings are named is given
in Table 4.2.

4.3 Pre-processing of data

Of all the available recorded data from the recording experiment described
in Section 4.2, the conductor’s motion in .bvh format and the baton’s motion
in .csv format for the 30 recordings are analysed in this work. The sound
recordings are not investigated.

The .bvh data

The .bvh files contain mainly information about the skeleton’s joint angles
[27]. The skeleton that was adapted to the conductor’s body motion esti-
mated values for the whole human body including legs by default. In the
recording experiment the conductor’s legs did not have any markers and
hence the estimated leg movements saved in the raw data did not hold any
relevant information. Therefore, the estimated values for the leg movements
are removed as a first cleaning step of the raw data. In order to have the
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Figure 4.3: The four different emotions the conductor conducted in, tender,
neutral, passionate and angy, positioned in an emotional space.

Figure 4.4: A picture of the baton with its markers that was used by the
conductor in the recording experiment.
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Randomised order Emotion Comment
1 Neutral not used
2 Angry not used
3 Tender
4 Neutral not used
5 Neutral
6 Passionate
7 Neutral
8 Angry
9 Passionate
10 Passionate
11 Tender
12 Tender
13 Angry
14 Neutral
15 Passionate
16 Passionate
17 Angry
18 Tender
19 Tender
20 Angry
21 Neutral added instead of 1
22 Angry added instead of 2
23 Neutral added instead of 4

Table 4.1: The randomised order in which the An-
dante Sostenuto recordings were performed and the
corresponding emotion. Three of the recordings were
not saved and used.

Name Emotion
AS1 Tender
AS2 Tender
AS3 Tender
AS4 Tender
AS5 Tender
AS6 Neutral
AS7 Neutral
AS8 Neutral
AS9 Neutral
AS10 Neutral
AS11 Passionate
AS12 Passionate
AS13 Passionate
AS14 Passionate
AS15 Passionate
AS16 Angry
AS17 Angry
AS18 Angry
AS19 Angry
AS20 Angry

Table 4.2:
The names
of the twenty
recordings
of Andante
Sostenuto and
their emotions.
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Number Limb
1 Hips
2 Spine
3 Spine 1
4 Neck
5 Head
6 Head end point
7 Left shoulder
8 Left arm
9 Left forearm
10 Left hand
11 Left hand end point
12 Right shoulder
13 Right arm
14 Right forearm
15 Right hand
16 Right hand end point

Table 4.3: A table with all the limbs
describing the motion capture body
motion of the conductor.

Number Point
17 Baton mean point
18 Baton top point
19 Baton first bottom point
20 Baton second bottom point

Table 4.4: A table with all the points
on the baton describing its motion.

positional information of the conductor’s body motion in a format that is
intuitively easier to understand , easier to work with and possible to con-
catenate with the positional information of the baton the joint angles in the
.bvh files are converted to 3D position coordinates for each limb of the skele-
ton. This is done with specific routines distributed in the packages used for
modelling. The resulting body motion data is then, after being processed,
48 dimensional containing the x-, y- and z-coordinates for 16 different limbs
of the body. These 16 limbs are presented in Table 4.3.

The .csv data

From the .csv files the rows containing numerical values and the columns
corresponding to 3D position coordinates are extracted. The available 3D
coordinates for the baton are four, the three motion capture markers on the
baton, that are visible in the photograph in Figure 4.4 and an additional
estimated centre point of the baton, creating a 12-dimensional baton motion
data set. Some .csv files,

{EKN2, EKN4, EKN7, AS4, AS9, AS16, AS20}
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are noticed to have an extra frame in comparison to their corresponding
.bvh file. In order to concatenate the .bvh file content with the .csv file
content it is important that the corresponding files have equally many frames.
Therefore, the last frame in every .csv file having an extra frame, is deleted.
The raw baton motion information was in meters while the raw body motion
information was in centimetres, therefore the baton information is multiplied
with 100 resulting in the two kinds of motion information having the same
scale.
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Chapter 5

Methodology

This work analyses motion capture data of a conductor conducting a string
quartet. Human motion capture data lie on a non-linear manifold [28], mak-
ing a non-linear mapping between the observable space and the latent space
desirable. Therefore, the conductor’s movements are modelled with a Gaus-
sian Process Latent Variable Model (GP-LVM) [10], a probabilistic model
used for performing such non-linear mappings. The motivation for this spe-
cific choice of modelling frame work is that it previously has been successfully
used for other kinds of human motion data [29], [28], [20], [30] and has been
shown to outperform other dimensionality reduction techniques [31]. To do
the modelling the Gaussian Process (GP) modelling packages for Matlab
(GPmat), distributed by Sheffield’s University [32], are used.

5.1 Data handling

When the raw data set from the .bvh and the .csv files is preprocessed as
described in Section 4.3 and saved in that format, it results in 30 files with
12-dimensional baton motion data and 30 files with 48-dimensional body
motion data. These 30 files of each sort of motion data are of two kinds,
as was explained in Section 4.2, ten of them are recordings of Eine Kleine
Nachtmusik (EKN) and 20 of them are recordings of Andante Sostenuto
(AS). The AS recordings are conducted with four different underlying in-
terpretations. Five of the AS-recordings have been conducted tenderly by
the conductor, five have been conducted in a neutral way, five have been
conducted passionately and five have been conducted in an angry way. The
48-dimensional body motion data and the 12-dimensional baton motion data
are concatenated for each file resulting in 60-dimensional data set saved into
30 new files containing the total conduction motion. The data set containing
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Figure 5.1: A histogram over the number of dimensions of the 60-dimensional
Y AStot data set that have different variances.

the ten EKN total motion files is called Y EKNtot and the data set contain-
ing the 20 AS total motion files is called Y AStot. The AS data is handled
further before being used. For Y AStot, containing motions of four different
conduction interpretations, a large difference in variance for the data’s dif-
ferent dimensions is observed. The variances in different dimensions varied
between 0.4 to almost 1200. The dimensions with low variance will not affect
the model remarkably when there exist other more dominant dimensions, it
will make the dimensionality reduction more complex without contributing
with information strong enough to influence the mapping. Therefore, a fea-
ture extraction step is performed choosing only the dominant dimensions
to use when creating the GP-LVM that is to be used for classification. In
Figure 5.1 a histogram over the number of dimensions having variances of
different sizes is presented, and given this spectrum of variances a threshold
was chosen somewhere in the middle, sorting out approximately half of the
dimensions. Only dimensions with a variance over 400 were selected as dom-
inant enough. In Figure 5.2 the variances of all the dimensions are presented
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Figure 5.2: The variances for each dimension of the 60-dimensional Y AStot

data set and the threshold at variance 400. The limbs of the body and
the points on the baton that the numbers 1-20 on the Y-dimension axis
correspond to are presented in Table 4.3 and Table 4.4. So, for example the
first bar in this diagram is the x-coordinate for the conductor’s hips.

together with the threshold. With the dimensions with smaller variance re-
moved, a 24-dimensional data set, called Y ASmaxV ar, is obtained. Table 4.3
and Table 4.4 presents what part of the body or point on the baton each
number on the x-axis of Figure 5.2 represents. The dominant dimensions
are the ones belonging to the baton and the conductor’s hands and also the
top of the head. This is reasonable because these parts of the conductor are
known to communicate out the most information to the musicians [9]. Since
the AS data set will be used for classification, before starting to train any
model the Y ASmaxV ar is divided into a training data set and a test data set.
There are five recordings (data files) of each kind of emotion. Four out of
five data files from each emotion are chosen as training data and the fifth
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file from each emotion is chosen as test data. This results in 8 sub data
sets, Y trainingDataT , Y trainingDataN , Y trainingDataP , Y trainingDataA, Y testDataT ,
Y testDataN , Y testDataP and Y testDataA. In order to train a GP-LVM with a
specific data set, multiple small snippets from that data set are extracted
and used in the modelling. This is needed due to Matlab’s memory capacity
limitations and do not pose any problems in the modelling [28]. For training
models on the EKN data, 67 two second long snippets are extracted with a
sampling rate of 30 frames per second (fps) resulting in a total amount of
67 ∗ 2 ∗ 30 = 4020 frames, forming the Y EKNsequences data set. In the case
of the AS data, the Y ASsequences data set is constructed by extracting 40 one
second long snippets with sampling rate 30 fps from each emotion’s training
data set, resulting in 4 ∗ 40 ∗ 30 = 4800 frames. A schematic overview of
these sub data sets is illustrated in Figure 5.3.

5.2 The modelling

The type of model constructed in this project is a GP-LVM [10]. In total,
three different GP-LVMs are trained. To start with the EKN data is used
for modelling, since EKN is a musical piece with a very regular structure
and is therefore considered ”easier” to model. It is modelled in two different
ways, with and without a dynamical prior. After that the AS data is used,
training a third GP-LVM with a dynamical prior. The GP-LVM without a
dynamical prior is exactly the one presented in [10] and described in Section
3.4 and has the same initial settings and prior over f(xt) as the dynamical
modelling. Therefore, the only model that will be described in this section
is the dynamical model, which is used in most of the experiments and is the
most interesting when working with sequential data, data with dependence
over time. By using a dynamical prior, the model is told that it is working
with sequential data. This dynamical property is incorporated in a GP-LVM
in the same way as is presented in [28]. The following two equations represent
the dynamical model,

yt = f(xt) + ny,t (5.1)

xt = g(xt−1) + nx,t . (5.2)

Equation 5.1 presents the mapping between the latent space representation
of the data at time t, xt, where X = {xt}Nt=1, xt ∈ Rq and the observable
representation of the data at time t, yt, where Y = {yt}Nt=1, yt ∈ RD, with
zero mean, white Gaussian noise, ny,t. In equation 5.2 the dynamical con-
straint in the latent space is presented. It corresponds to a first-order Markov
property, a relationship between the latent space representation of the data
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Figure 5.3: Schematic illustration of the sub data sets used in this work.
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Figure 5.4: A DGM describing the GP-LVM with dynamical prior presented
in Equation 5.1 and Equation 5.2. The Y :s are the observable variables at
the T number of frames, the X:s are the corresponding latent variables, f
is the mapping between the latent and the observable space defined as a
random variable of its own and g is the mapping between a latent variable
and the latent variable at the previous time step, also defined as a random
variable of its own.

points at time t-1 and the latent space representation of the data points at
time t, where nx,t is zero mean, white Gaussian noise. The relationships
presented in these two equations are also visualised with a DGM in Figure
5.4. A GP is used as a prior for f(x), with a zero mean function and a kernel
function that is a combination of three terms: a RBF kernel, a bias term and
a white-noise term1,

kY (x, x′) = θ1exp(−
θ2
2
||x− x′||2) + θ3 + σ2

Y I ,

where θ1 = 1, θ2 = 1, θ3 = 0.1353 and σ2
Y = 0.1353 initially, the default

settings of the GPmat packages. The initial X:s are set to the 2-dimensional
latent space created when applying PPCA to the high dimensional motion
capture data, which is the default initialisation for the latent space in the
GPmat packages. A GP is also used as a prior for g(xt−1), the dynamical

1It is possible to create new kernels by combining other kernels, e.g. by adding different
kernels [18].
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constraint, with a zero mean function and a two-term covariance function
consisting of a RBF kernel and a white-noise term,

kX(x, x′) = β1exp(−
β2
2
||x− x′||2) + σ2

XI ,

where the initial settings for the hyper-parameters are β1 = 0.01, β2 = 0.2
and σ2

X = 1 ∗ 10−6. These initial parameter values are the same as the
ones used in examples of GP-LVM modelling from tutorials distributed by
the Gaussian Processes Summer School [33] organised by the same group
from Sheffield’s University that has developed the GPmat packages. When
the latent space and all hyper-parameters are initialised the objective func-
tion in Equation 3.13 is optimised using the default optimisation routine in
the GPmat packages, Scaled Conjugate Gradient optimisation [10], one kind
of a gradient based optimisation approach. The numbers of iterations are
chosen to be 100, because by then it was observed that the optimisation
routine had converged. This procedure results in a dimensionality reduction
of the high dimensional motion capture data to a 2-dimensional represen-
tation of it. The trained latent space representations of the 67 EKN data
sequences with and without dynamical prior are called XEKNsequencesNonDyn

and XEKNsequencesDyn. For the AS data, the 160 training data sequences
represented in the latent space are together forming the data set called
XASsequences. These low dimensional representations are used to analyse
the conductor’s motion and in Chapter 6 all the performed experiments are
explained. The last experiment is a classification experiment, testing how
well the GP-LVM manages to classify unseen test conduction sequences that
were conducted with a certain emotional interpretation.

5.3 The classification algorithm

The algorithm used for classification is the same as the one used in [30],
where it was used to classify individuals using facial motions of a number of
persons. In order to be able to classify an unseen test sequence as one out
of four different emotions, a GP-LVM has to be trained on data sequences
of conduction movements from all the emotions. The actual classification
algorithm then consists of the following steps:

1. Cluster the latent space. Cluster the training data sequences ex-
pressed in the latent space, XASsequences, into k number of clusters
using K-means clustering. It is here irrelevant what emotional label
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each training data point has, instead every data point is labelled ac-
cording to what cluster it is assigned to. The k clusters are the k
different possible states in a HMM and the frames in the test files are
the observations.

2. Create a transition matrix for each emotion. For each emotion,
go through all the corresponding training data files gathered in the
data set Y trainingData<emotion−letter>, and assign each frame, yi, to its
most probable cluster mean. A yi is assigned to the cluster mean,
cj, j = 1, ..., k, that maximises the likelihood, p(yi|cj). Then, create a
transition matrix for each emotion by counting the transitions from one
state (cluster) to another for all frames in Y trainingData<emotion−letter>.
Add a small number, for example 0.01, to each element in the transition
matrix to avoid numerical problems and to avoid having zero proba-
bility for any transition. Finally, normalise each row in the transition
matrix so that its elements become probabilities.

3. Create an observation matrix for each test file. For each test
file, the probabilities that each frame, yt, in Y testData<emotion−letter>,
correspond to each cluster mean, cj, are gathered up in an observation
matrix. The probability that a frame corresponds to a specific cluster
mean, is the likelihood, p(yt|cj).

4. Find optimal test file-emotion-paths using Viterbi. For each
emotion’s transition matrix and each test file’s observation matrix esti-
mate the most probable state sequence {s1, s2, ..., sT}, path, using the
Viterbi algorithm. This results in nemotions ∗ ntestfiles number of paths
in total.

5. Classify each test file. For each test file, compute how probable each
path (and hence each emotion) is by calculating the multiplicative sum
of the logarithms of the observation probabilities and the transition
probabilities,

val = ln(p(y1|s1)) +
T∑
t=2

[ ln(p(yt|st) ∗ p(st|st−1)) ] , (5.3)

where T = number of frames in the specific test file and st is the optimal
state at time step t. Each emotion gets a logarithmic-value like the one
in Equation 5.3, and then by taking exp() of each of these values and
normalising them, the probabilities for each emotion for the specific
test file are obtained. The specific test file is then classified as the
emotion with the highest probability.
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Chapter 6

Experiments and Results

6.1 Experiment 1 - Dynamical and non dy-

namical prior

This is an experiment where one GP-LVM without dynamical prior (all data
points are independent of each other) and one GP-LVM with dynamical prior
(first order Markov property) are trained on the EKN data, Y EKNsequences.
By visualising and comparing the latent space from these two models knowl-
edge is obtained about the two mappings and how they differ. Figure 6.2 and
Figure 6.3 show the latent space representations of the EKN data sequences
with and without dynamical prior,XEKNsequencesDyn andXEKNsequencesNonDyn.
The same data sequence is pointed out in red in both the dynamical and the
non-dynamical case. Each second pose, the frame representation in the ob-
servable space, of this specific 60 frames long sequence, is presented in Figure
6.1. The dynamical model is clearly better for modelling this data, as is ex-
pected since the data represents a movement pattern that changes over time.
Two poses that are similar (two frames that are close to each other in the
high dimensional observable space) are close to each other in the latent space
resulting from modelling with a dynamical prior. This do not hold for the
latent space resulting from modelling with a GP-LVM without a dynamical
prior. In Figure 6.2 the selected sequence is much more ”jumpy”, the frames
that ”follow” each other and hence are close to each other in the observ-
able space do not lie close to each other in the latent space. Therefore, the
following experiments are all using a GP-LVM with a dynamical prior.

38



Figure 6.1: The conductor’s and the baton’s movement poses for each sec-
ond frame of a data sequence from the EKN data set, Y EKNsequences. This
sequence is the same as the one marked with red colour in the latent space
representations of the data with and without dynamical prior, in Figure 6.2
and Figure 6.3. 39
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Figure 6.2: The latent space of the EKN data set, Y EKNsequences, trained on
a GP-LVM without a dynamical prior resulting in XEKNsequencesNonDyn. One
data sequence is coloured red. The same sequence is marked with red colour
also in Figure 6.3. The poses in the observable space that this sequence
correspond to are visualised in Figure 6.1.
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Figure 6.3: The latent space of the EKN data set, Y EKNsequences, trained
on a GP-LVM with a dynamical prior resulting in XEKNsequencesDyn. The
same data sequence as the one highlighted in the non dynamical latent space
in Figure 6.2 is coloured red here too and the poses corresponding to this
sequence are visualised in Figure 6.1.

40



6.2 Experiment 2 - The latent space repre-

sentation of the AS data

As a next step, the experimenting leaves the very regular structured EKN
data and turns to the AS data, that is conducted with different interpre-
tations. The latent space created with this data, XASsequences, is shown in
Figure 6.4. There is no clearly distinct visible difference in behaviour between
the sequences of conduction movements conducted with different emotional
interpretations. All of the sequences mostly follow each other, but have some
small visible deviations. It is interesting to analyse these small deviations a
bit further in order to be able to say something about the general behaviour
of the conduction movements for different emotional interpretations. In order
to do this the sequences from the different emotion classes are displayed in
separate sub-figures, in Figure 6.5. Some vague characteristics are observed.
To start with, the locations of the passionate (green) sequences are a bit
more spread out compared to the sequences belonging to the other emotions
and it looks like they have most consistent ”length” in terms of spread of a
single sequence. It is possible to observe that the tender (yellow) sequences
and the angry (red) sequences are located in a bit more compact region of
the latent space compared to the other two. More specifically, the angry
sequences have a central region where the sequences both lie close to each
other and also being relatively ”short”. At the same time, there are some
very long angry sequences in other areas of the space. Consequently, the an-
gry sequences are the ones varying the most in ”length”. The neutral (blue)
sequences and the passionate sequences have similar general forms in the
space. Finally, a vague similarity is observed between the neutral sequences
and the angry sequences, having the characteristic ”bow-sequence” in the
lower right corner of the latent space in common.

6.3 Experiment 3 - Classification

The final experiment is a classification experiment, classifying the four dif-
ferent test files, Y testDataT , Y testDataN , Y testDataP and Y testDataA, with the
classification algorithm described in Section 5.3. The classification algorithm
calculates the probabilities that a specific test file is categorised as one of the
four different emotions and assigns the most probable emotion to that test
file. This classification is performed by first dividing the latent space repre-
sentation of the data, XASsequences into a number of clusters k, in order to
define the HMM. The values k is assigned to are k=10, k=20, k=50, k=100
and k=125. In Figure 6.6 the latent representation of the AS training file
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Figure 6.4: The two dimensional latent space of the 24-dimensional AS train-
ing data sequences for recordings conducted with four different emotion in-
terpretations. The colours correspond to the following emotions; red - angry,
green - passionate, blue - neutral, yellow - tender.
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Figure 6.5: The two dimensional latent space of the 24-dimensional AS train-
ing data sequences divided in four different figures, one for each emotion.
The red colour indicates angry sequences, the green passionate sequences,
the blue neutral sequences and the yellow tender sequences.
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Figure 6.6: The two dimensional latent space of the 24-dimensional AS train-
ing data, XASsequences, clustered with the K-means algorithm when k = 20.
The crosses in the figure mark the different cluster means.

sequences, XASsequences, clustered into k=20 clusters is shown. The resulting
probabilities for all the different combinations of k-values and test files are
presented in Table 6.1. The tender test file and the neutral test file are cor-
rectly classified with high probability for all different values of k, while the
passionate test file and the angry test file are wrongly classified for all differ-
ent k:s. This is the main results of this project. The model has successfully
learned the characteristic tender conduction behaviour and the characteristic
neutral conduction behaviour, but it has been harder for it to learn the char-
acteristic conduction behaviour for the more expressive emotions, angry and
passionate. Probable reasons to this will be discussed in the next chapter,
Discussion, but before that the results in Table 6.1 are further analysed by
performing a comparison of the results for different values of k, stating the
optimal k for this experiment. The probability for the tender test file being
tender, increases from k=10 to k=20 and then it gets lower for even larger
k:s. This is not possible to see in Table 6.1 because the probabilities there
are rounded to having 4 decimals in order to provide an overview of all the
results. But it is possible to observe it in the 16th decimal, comparing
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pTender(Y testDataT , k = 10) = 0.9999999999994263752...,
pTender(Y testDataT , k = 20) = 0.9999999999999999999... and
pTender(Y testDataT , k = 50) = 0.9999999999999992720... . The neutral test
file is classified as neutral with increasing probability when the k value is
increased, something that in addition to the information in Table 6.1 can be
seen in the 6th decimal by comparing
pNeutral(Y testDataN , k = 10) = 0, 9999949... and
pNeutral(Y testDataN , k = 20) = 0, 9999999... . For all k values from k=50
and larger the probability for the neutral test file being neutral is constantly
equal to 1 according to the software used for converting the log-likelihoods
to probabilities [34]. This makes it impossible to figure out if the probability
continues to increase or not for even larger k values. But by looking at the or-
der of magnitude for the probabilities for the neutral test file being classified
as the other emotions in Table 6.1, it is possible to observe the following. For
k=50: pTender ∼ 10−30, pPassionate ∼ 10−71 and pAngry ∼ 10−23, then
for k=100 all of them decrease to pTender ∼ 10−85, pPassionate ∼ 10−78

and pAngry ∼ 10−94 meaning that pNeutral increases at k=100 compared
to k=50. When k is increased even more to k=125 the probabilities for
pTender, pPassionate and pAngry are not all increasing any more. The
passionate and the angry test files are incorrectly classified and the results
are a bit unstable. At k=10, the passionate test file starts out with having
passionate as the least probable emotion, gaining ”second place”, with the
second highest probability in the cases when k=20, k=50 and k=100. When
k is increased even more to k=125 pPassionate falls down to third place.
Only once, when k=100, the probability for the passionate test file being
passionate is relatively high with 27% after neutral, having 58% probability.
The emotion that the passionate test file is classified as most times is neutral.
Only for k=125 it is classified to something else with high probability, and
that is tender. The angry test file has the most unstable classification for the
lower k-values, k=10 and k=20, shifting between two different most probable
emotions, both wrong, and with angry on third place. The angry emotion
then climbs up to second place for the remaining k-values, having neutral as
the most probable emotion in all these cases. At k=100 the probability for
a correct angry classification reaches its highest value. To sum these results
up, the optimal k-value for the the neutral test file, the passionate test file
and the angry test file is k=100 and for the tender test file it is k=20. Hence,
the global optimal k-value is k=100.
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Test file k=10 k=20 k=50 k=100 k=125
Tender
pTender 0.9999 0.9999 0.9999 0.9677 0.9659
pNeutral 5.7362

∗10−13
5.1822
∗10−20

7.2791
∗10−16

0.0323 0.0341

pPassionate 6.1457
∗10−21

2.4559
∗10−29

7.5091
∗10−69

1.2767
∗10−31

8.8772
∗10−39

pAngry 3.8518
∗10−30

9.8801
∗10−50

1.0904
∗10−272

1.7376
∗10−169

3.2228
∗10−173

Neutral
pTender 5.0520

∗10−6
2.0364
∗10−29

1.7382
∗10−30

5.2722
∗10−85

5.4028
∗10−52

pNeutral 0.9999 0.9999 1 1 1
pPassionate 2.6068

∗10−15
7.1346
∗10−25

5.2103
∗10−71

9.0287
∗10−78

1.4750
∗10−72

pAngry 1.5572
∗10−17

8.5883
∗10−26

5.3648
∗10−231

3.5562
∗10−94

5.6358
∗10−115

Passionate
pTender 0.0010 4.5616

∗10−15
2.9791
∗10−16

0.1572 0.9999

pNeutral 0.9990 0.9918 0.9999 0.5772 4.2862
∗10−16

pPassionate 2.4311
∗10−7

0.0082 5.2915
∗10−10

0.2656 1.3177
∗10−27

pAngry 0.0001 2.3682
∗10−10

1.5270
∗10−189

1.3030
∗10−50

3.6004
∗10−65

Angry
pTender 0.6651 1.8471

∗10−18
2.8389
∗10−26

1.9039
∗10−37

5.6829
∗10−84

pNeutral 0.3348 0.0016 0.9999 0.9960 1
pPassionate 0.0000 0.9984 3.6064

∗10−42
1.3974
∗10−97

2.6286
∗10−84

pAngry 0.0001 7.2068
∗10−10

9.2567
∗10−9

0.0040 1.7676
∗10−38

Table 6.1: A table with the classification results, the probabilities for the
different test files being classified as the different emotional interpretations
for the different k values.
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Chapter 7

Discussion

7.1 Conclusions

The goal with this study was to analyse underlying patterns in a conductor’s
body movements modelled with a GP-LVM, and more specifically to inves-
tigate if emotional intentions of the conductor could be found in the motion
data. With the results from Experiment 1 and Experiment 2 it is possible to
conclude that in the low dimensional representation of a GP-LVM with a dy-
namical prior closeness is related to closeness in the observable space; poses
that are similar lie close to each other in the low dimensional space. This
means that the model created in this work retains a remarkable amount of
information during the dimensionality reduction, a key property of a success-
ful dimensionality reduction technique. In order to draw further conclusions
on the model’s performance the results from the classification experiment,
Experiment 3, presented in Table 6.1 are analysed. These results show that
the model together with the classification algorithm manages to classify the
tender test file and the neutral test file correctly with high probability for all
different k values, the number of clusters used during classification. On the
contrary, the passionate test file and the angry test file were not classified
correctly for any k value. This makes it possible to draw the conclusion that
the model built in this project manages to classify conduction movements if
they are not conducted in a too energetic way. The poor results for the angry
and passionate conduction movements are possibly a consequence of the en-
ergetic emotions being more open for interpretation, they can be expressed,
conducted, in a more varied way than the calmer emotions. Two neutral or
two tender recordings are assumed to be more similar than two passionate
or two angry recordings. This would result in it being easier for the system
to learn the characteristic behaviour for the calmer emotions than for the
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more energetic ones, which is exactly what has been observed. It is further
interesting to analyse what emotions the passionate and angry test files were
wrongly classified as. The passionate test file was for k=10, k=20, k=50 and
k=100 convincingly classified as neutral. This is consistent with the ”Emo-
tional space”, defined in cooperation with the conductor and illustrated in
Figure 4.3, where neutral is the emotion closest to passionate. For k=125 the
passionate test file is instead classified with high probability as tender, an
emotion that is further away from passionate in the ”Emotional space”. This
strengthens the conclusion stated in Chapter 6 that k=100 is the optimal k
value for the classification. The angry test file is classified as neutral for k
values from k=50 and larger, a reasonable result since neutral is the closest
emotion to angry in the Emotional space. For the k values smaller than k=50
the angry test file is classified as tender and passionate, emotions that are
not closest to angry in the Emotional space. These observations strengthens
even further that the optimal k value is k=100. After having extensively
analysed and discussed the classification results it is important to turn back
to the main task of this project and the conclusions that can be drawn upon
that in general. The main task was to model the high dimensional data set
of conduction movements in order to be able to say something about the un-
derlying intentions of the conductor. A first conclusion on the modelling was
stated in the beginning of this section, namely that the dimensionality reduc-
tion technique used retains a remarkable amount of information. Further on,
it is possible to conclude that modelling with the GP-LVM framework seems
like a promising approach for a future ”conduct-your-own-orchestra-system”.
Because in this first attempt to do this, the classification results might not
have been excellent for all kinds of underlying emotional interpretations but
they show that the modelling representing the high dimensional movements
in a low dimensional space made it possible for a classification algorithm to
classify some test data correctly. That is the main conclusion of this work.

7.2 Improvements

In order to build further on the work performed in this project, a possible
next step would be to improve the classifier, focusing on actually managing
to differentiate between conduction movements associated with all the four
interpretations angry, passionate, neutral and tender. To achieve this, other
features, representing the energetic emotions even better, could be used in
addition to the position features used in this work. Two examples of possible
relevant features are movement magnitude and movement acceleration. In-
tuitively, it feels like the more energetic conduction movements contain arm
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movements that are spatially larger than the less energetic ones, therefore it
would be interesting to explore what can be learned by looking at the magni-
tude of movements. Vague indications of the angry conduction data having
the most spread out two dimensional sequence representations in the results
of Experiment 2 in Figure 6.5, make it possible to believe that the angry
movements are ”larger”. Further on, to differentiate between fast and slow
movements, hence taking movement acceleration features into consideration,
feels also relevant. Here, the intuition makes us believe that fast movements
should be more characteristic for more energetic emotions. Future work that
would be interesting to perform in order to see if the classification can get
more accurate, is to analyse how the model performs when it is trained on
other subsets of Y AStot than the subset containing the dimensions with a
variance over 400. GPmat, the GP packages for Matlab [32], were used for
implementing this project. This implied restrictions on the matrix sizes the
model could handle and hence limitations on how much information could
be used to train the model. The same researchers that develop GPmat, are
also developing equivalent packages for Python, called GPy. These packages
are more efficient and would probably manage to work with larger data sets.
Therefore, the GPy packages are suggested to work with if developing this
work’s model further. The reason why GPy was not used for implementing
this work is that it did not support dynamical GP-LVMs at that time. If
dynamical GP-LVMs are supported by GPy, the work in this study could
in the future be done more efficiently and probably with the possibility of
using more data for training. It is however important to stress that making
it possible to use more training data will make the model more complex,
since it is a non-parametric model. The foremost way to work further with
the conduction data analysed in this work is to extract information from the
musicians’ sound files, something that was intentionally excluded from this
work in order to form a Master Thesis Project of appropriate size. Using the
information of the sound files would hopefully make it possible to mark where
in the movement recordings each bar starts. This could be used to further
analyse the movement data by learning how many frames a bar equals to and
then define a periodical kernel for the mapping between the latent and the
observable space, f(x) in Equation 5.1, based on that information. A peri-
odical kernel with a suitable periodicity could possibly capture the periodic
behaviour of the motion, creating an even more significant motion pattern
in the latent space representation of the data. If it is possible to mark in
the movement recordings where the bars start, there is something that easily
could be improved in this work’s modelling. At the moment, the record-
ings of the conductor contain a number of frames in the beginning when the
conductor’s movements are recorded even though the conductor has not yet
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started to conduct the musicians. With marks for where the different bars
start, it would be possible to find out where the actual conduction move-
ments begin and hence exclude the movements not corresponding to musical
conduction from the data set. This would most probably generate a more
accurate model and better classification results.
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