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Abstract
Next Generation Sequencing (NGS) is a new technology that has revolutionized the way we study living organisms. Where previously only a few
genes could be studied at a time through targeted direct probing, NGS offers
the possibility to perform measurements for a whole genome at once. The
drawback is that the amount of data generated in the process is large and
extracting useful information from it requires new methods to process and
analyze it.
The main contribution of this thesis is the development of a novel experimental method coined tagRNA-seq, combining 5’tagRACE, a previously
developed technique, with RNA-sequencing technology. Briefly, tagRNA-seq
makes it possible to identify the 5’ ends of RNAs in bacteria and directly
probe for their type, primary or processed, by ligating short RNA sequences,
the tags, to the beginnings of RNA molecules. We used the method to directly
probe for transcription start and processing sites in two bacterial species, Escherichia coli and Enterococcus faecalis. It was also used to study polyadenylation in E. coli, where the ability to identify processed RNA molecules proved
to be useful to separate direct and indirect regulatory effects of this mechanism. We also demonstrate how data from tagRNA-seq experiments can be
used to increase confidence on the discovery of anti-sense transcripts in bacteria. A detailed analysis of the data revealed subtle artifacts in the coverage
signal towards 3’ends of genes, that we were able to explain and quantify
based on Kolmogorov’s broken stick model. We also discovered evidences
for circularization of a few RNA transcripts, both in our own data sets and
publicly available data.
Designing the tags used in tagRNA-seq led us to the problem of words
absent from a text. We focus on a particular subset of these, the minimal
absent words (MAWs), and develop a theory providing a complete description
of their size distribution in random text. Genomes from viruses and living
organisms have MAWs a large fraction of which are well modeled by the
theory, but almost always exhibit a behavior different from random texts
in the tail of the distribution. MAWs from this tail are closely related to
sequences present in the genome that preferentially appear in regions with
important regulatory functions.
Finally, and independently from tagRNA-seq, we propose a new approach
to the problem of bacterial community reconstruction in metagenomic, based
on techniques from compressed sensing. We provide a novel algorithm competing with state-of-the-art techniques in the field.

v
Sammanfattning
Nästa Generations Sekvensering (NGS) är en ny teknik som i grunden
har förändrat hur man kan studera levande organismer. Medan man tidigare
endast kunde undersöka ett fåtal gener samtidigt så ger NGS möjlighet att
utföra mätningar på ett helt genom, på en gång. Priset att betala är att
tekniken genererar en så stor mängd data att det krävs nya bearbetnings- och
analysmetoder för att få fram användbar information.
Denna avhandlings huvudbidrag är utvecklingen av en ny experimentell
metod tagRNA-seq som kombinerar 5’tagRACE, en tidigare utvecklad teknik, med RNA-sekvensering. I korthet kan man med tagRNA-seq identifiera
5’-RNA-ändar i RNA från bakterier och att bestämma om de är primära,
dvs som de syntetiserades i cellen, eller processade, dvs om de senare ändrats.
Detta sker med hjälp av korta RNA-sekvenser, taggar, som ligeras till 5’-RNAändarna, en tagg för de primära och en tagg för de processade. Metoden har
använts för att bestämma transkriptionsstarter och processeringspunkter i två
bakteriearter, Escherichia coli och Enterococcus faecalis. Metoden har också
använts för att studera polyadenylering i E. coli, där direkta och indirekta
regulatoriska effekter kan separeras om man kan särskilja processade RNAmolekyler, samt för att visa hur data från tagRNA-seq kan användas för att
hitta antisensetranskript i bakterier, vilka annars kan vara svåra att skilja
från experimentella felkällor i RNA-sekvensering. En detaljerad analys visade på oscillationer i signalen från RNA-seq mot genernas 3’-ändar vilka har
förklarats och kvantifierats med hjälp av Kolmogorovs brutna-stav modell.
Belägg presenteras också för cirkularisering av några RNA-transkript, i egna
såväl som i offentligt tillgängliga data.
Det praktiska problemet att välja ut vilka taggar som kan användas i
tagRNA-seq ledde till en teoretisk frågeställning om ord som saknas i en text.
En teori har utvecklats för att beskriva fördelningen, beroende på längden,
av minimala saknade ord (minimal absent words - MAWs) i en slumpmässig
text. Huvuddelen av de minimala saknade orden i levande organismers genom
följer samma fördelning. Med undantag för en en del virus skiljer sig emellertid fördelningarna från den i slumpmässiga texter för tillräckligt långa ord.
Minimala saknade ord från denna svans av fördelningarna är är nära relaterade till befintliga sekvenser i genomen som mestadels återfinns i närheten av
regioner med viktiga regulatoriska funktioner.
I avhandlingen presenteras också en ny metod att bestämma artsammansättningen av blandade bakterieprov, baserat på tekniken komprimerad sensning (compressive sensing). En ny algoritm presenteras vilken är jämförbar
med andra nyligen utvecklade metoder inom området.
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Introduction
The research projects summarized in this thesis started at the end of 2010, only
seven years after the completion of the first Human genome within the multi-billion
dollar worth Human Genome Project,1 at a time where next generation sequencing
(NGS) started a transition from a revolutionary technology available only to a few
large scientific consortia into a tool that, while not yet present in every biology lab,
is at least accessible as a service to almost anyone.
As for why to study bacteria instead of contributing to areas more directly
related to Human health such as cancer research, the answer is that bacteria are one
of the most ancient, diverse and widespread living organisms on Earth. Realizing
that there are about as many bacteria in 1 ml of Human gut content as people
currently living on our planet2, 3 gives a stunning view of the richness of the bacterial
world. Through their apparent genetic simplicity, they constitute a starting point
from which we can try to understand fundamental principles of the biochemistry
of Life and build knowledge useful to understand more complex systems. This is
the common approach in physics and the natural way to proceed when the goal
is to generate knowledge, as opposed to curing a disease, for which engineering
approaches are probably more suitable.
The way geneticists used to work traditionally was to focus on a very small
subset of genes, formulating hypothesis from pre-existing descriptive theories and
testing them through experiments with essentially binary answer such as "there
is / isn’t a dark line on the gel". While extremely valuable, such methods are
enormously time consuming. In contrast, NGS allows to capture information for a
whole genome at once in a quantitative and hypothesis-agnostic fashion. In return,
the outcome of such an experiment is a large computer file that is, as opposed to a
dark line on a gel, absolutely incomprehensible to the Human mind in its raw form.
In order to turn it into a usable form, this data needs to be analyzed — or,
as coined in other fields, mined — to reveal the useful content while discarding all
the remaining irrelevant bits. Just like a traditional wet-lab experiment, such an
analysis needs to be motivated by a question based on the same type of reasonable
hypotheses. "Does expression of gene X vary between the samples ?" is a relevant
question but — with all due respect to my colleagues — "Do you see something
interesting in the data ?" is not.
xiii
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Nevertheless, the NGS approach has two tremendous advantages compared to
traditional methods. First, it is true that hypothesis-free discoveries are possible to
a limited extend: the procedure testing if the expression of gene X varies between
the samples may very well lead to the discovery that the expression of gene Y
also varies between the samples, while no one could imagine, based on the a priori
knowledge we have, that gene Y could be involved and no one would have selected
it as a target for a test by Northern blot in the lab. Secondly, when a new question
arises long after the experiment has been completed, one can always go back to the
file and analyze it again in a different way to address the new question. For more
traditional experiments, once the biological material has been consumed, no new
question can be answered without re-running the whole experiment from the start.
Since no thesis involving data analysis in 2015 could be complete without mentioning the term, let me hereby claim that, in my opinion, the features described
above — hypothesis free acquisition, complex structure preventing straightforward
access to information and ability to answer questions formulated after the experiment or measurement — are fundamental characteristics of Big Data, much more
than the actual file size on the disk. In this respect, microbiology, because it deals
with organisms about a thousand times simpler (in terms of genome size) than
Human, has the advantage of providing a version of such ’Big Data’ that has a
more easily manageable file size, which allows to address ideas and test forms of
data analysis that would simply be deemed too lengthy, expensive or cumbersome
on data from complex organisms.
At the core of this thesis is the development and applications in microbiology of
a novel experimental method coined tagRNA-seq that combines modern NGS technologies and the 5’tagRACE method previously developed in a now long-standing
collaboration between our group and experimental microbiologists from the team
of Francis Repoila at the Institute National pour la Recherche Agricole (INRA),
France. My work started almost exactly when the results from the very first preliminary sequencing experiment were made available to us, allowing me to proceed
with their analysis from the ground up and have an influence at many stages of the
numerous steps that lead to the results presented in Paper III.
While bioinformatics is an important part in every project using NGS and is
necessary to transform the data into human readable information, the interpretation
of this information to answer the underlying biological questions and formulate
theories that generate new hypotheses is an equally important and complex part of
data analysis.
A universal constant in projects of this type is that experiments are slow and
things often go wrong. The tagRNA-seq project stalled many times during the
years, leaving me opportunities to work on other, smaller problems closer to the
interests of a physicist.
My PhD ends at a stage where I can proudly announce that the technology we
have developed has already been used at least once by others, the group of Eliane
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Hajnsdorf at Paris Diderot, with whom we collaborated and shared our expertise
on tagRNA-seq. Finally, during the last months and within the collaboration with
Francis Repoila, series of experiments aiming at studying regulatory cascades using
tagRNA-seq have been performed, the planning of which I actively participated in
from the start. The biological exploitation of results based on my first analyses of
the data — not included in this thesis — is ongoing.

Thesis outline
This thesis focuses on understanding transcriptional and post-transcriptional mechanisms in bacteria through NGS experiments and analysis of the resulting data.
Beside the development of a new experimental method, tagRNA-seq, and its applications, this thesis also discusses a few other side projects related to tagRNA-seq
or to transcription in general.
Chapter 1 briefly recalls a few fundamental mechanisms in living cells and
presents the model organisms studied in the papers included in this thesis. Chapter
2 gives an introduction to genetic regulation, focusing on the case of bacteria. We
present notions of promoters, non-coding RNA and post-transcriptional regulation.
Chapter 3 gives an overview of the NGS technologies used in this work. We describe
some technical aspects of the different sequencing platforms useful for understanding the experimental observations in the different projects involving them. Chapter
4 describes standard tools for analyzing large data obtained from NGS experiments
and other related problems.
These four chapters serve as an introduction to Paper III, where tagRNAseq is presented, and set the context for Papers I, IV, V and VI, which are
directly related to Paper III. These chapters also describe preliminary studies and
a few unpublished results that are complementary to those presented in the papers,
without repeating the results presented in them. Paper I uses a subset of the
data introduced in Paper III to demonstrate and explain subtle artifacts in RNAsequencing data towards ends of genes based on Kolmogorov broken stick model.
Paper IV shows how data from tagRNA-seq can be used to improve detection
of antisense transcripts in RNA-seq. Paper VI is a direct application of the new
experimental method to the study of polyadenylation in bacteria. Finally, Paper V
presents observations of some circularized RNA transcripts in the data introduced
in Paper III as well as in publicly available datasets.
Chapter 5 presents principles of compressed sensing and its applications to biology. These concepts are further developed in Paper II where we propose a new
method coined SEK for solving the bacterial community reconstruction problem in
metagenomics. The end of the chapter documents a preliminary study motivating
design choices that lead to SEK as it is presented in the paper.
Chapter 6 studies properties of absent and minimal absent words in the context
of genetic sequences, primarily motivated by their potential applications as tags for
tagRNA-seq. The chapter briefly summarizes the concepts developed in details in

xvi
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Paper VII and introduces an alternative theory, not included in the paper, relating
absent words to problems in the field of satisfiability.
Finally, Chapter 7 reports on a smaller project that addresses structural properties of naturally occurring functional RNAs compared to random sequences.

Papers included in the thesis
Four peer-reviewed papers and three manuscripts are included in this thesis.
• Paper I Nicolas Innocenti and Erik Aurell, “Lognormality and oscillations
in the coverage of high-throughput transcriptomic data towards gene ends”,
Journal of Statistical Mechanics: Theory and Experiment, 10:P10013, 2013.
Contribution : I developed the project idea and performed data analysis. EA
and I constructed the model and wrote the paper.
• Paper II Saikat Chatterjee, David Koslicki, Siyuan Dong, Nicolas Innocenti, Lu Cheng, Yueheng Lan, Mikko Vehkaperä, Mikael Skoglund, Lars
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Chapter 1

Basic principles of Life
“Definitions tell us about the meanings of words in our language, as
opposed to telling us about the nature of the world. In the case of life,
scientists are interested in the nature of life; they are not interested in
what the word ‘life’ happens to mean in our language.”
— Carol Cleland, through NASA.org.
While formulating a rigorous definition of Life has proven to be perilous exercise
(see Cleland and Chyba (2002)4 and references therein), distinguishing living entities from non-living ones is a task that we seem to excel at. This classification
generates surprisingly few debate in the society, less than Pluto being a planet or
a dwarf planet, and even a three-years old already has some ability to perform
this classification with a fairly low error rate (autonomous robotic vacuum cleaners
being a source of systematic errors).
All living organisms known to us happen to be built of small units, the cells, that
host chemical reactions of a complexity that defeats our current understanding and
interact with the environment and with each other. They share the same small set of
fundamental blocks: deoxyribonucleic acid (DNA) for storing information, amino
acids for building proteins and ribonucleic acid (RNA) at the interface between
them. Life without a cell5 or with a different set of building blocks6 does not seem
conceptually impossible to us, but no such examples have been observed. There
are also a few borderlines cases such as viruses, viroïds and prions that use only
subsets of these building blocks and are not considered as living organisms, but are
nevertheless an important part of Life.
A widespread and fundamental feature of living organisms is the ability to reproduce and create almost identical copies of themselves, subject to Darwinian
evolution, and harvesting matter and energy for this process from the environment.
However, the ability to reproduce is not essential, as mules, which are sterile, and
Chlamydias,7 unable to reproduce without parasitizing the molecular machinery of
another cell, are nevertheless considered as living organisms while viruses, forest
fires and self-replicating solar-powered robots are not.
1
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The three domains of Life

While the origins of Life remain unclear, it is commonly accepted that all living cells
are descendants from a common ancestor, in which fundamental principles common
to all living organisms were already defined.8–10 Bacteria and archaea probably appeared first, possibly as early as 3.5 billions years ago.11 Eukaryotes appeared only
1 to 2 billions years later,11 likely when a bacteria invaded an archaeal cell and the
resulting freaky creature started to live as a symbiotic organism and branched away
to form the new domain known as eukaryotes.11–13 This ancestral invader bacteria evolved into the mitochondria, an organelle that produces adenosine triphosphate (ATP) and acts as the powerhouse of every free-living eukaryote.14 At least
one more bacterial invasion of an ancestral eukaryotes happened and resulted in
the appearance of chloroplasts,15, 16 the organelles responsible for photosynthesis in
algae and plants. However, the transition from the first archaeon-bacterium symbiont to the most primitive eukaryotes known today remains a mystery.11 Such
a transition must have had intermediary steps, no traces of which have been observed so far, except perhaps recently with the discovery of an unclassifiable deep
sea organism.17
Archaea were initially classified as a branch of strange bacteria thriving in harsh
environments until modern molecular biology revealed that their internal biochemical mechanisms are very different and much closer to eukaryotes.18 More recent
studies also revealed that archaea are much more widespread than initially believed.19, 20 Archaea and bacteria have circular DNA, usually in a single chromosome with sometimes a few much shorter molecules called plasmids. The cell is
not compartmentalized and the DNA as well as all other biochemical molecules are
simply floating freely in the cell cytoplasm.18, 21 Both domains are limited to small
single cell organisms, but may sometimes exhibit surprising collective behaviors
such as biofilms22, 23 or self-sacrifice for survival of pairs.24
Eukaryotic cells are compartmentalized and show complex cellular structures
through various membranes. DNA is stored in the nucleus in the form of multiple
linear molecules; the nucleus, organelles and various regions of the cytoplasm constitute different biochemical environments with constant exchanges between them.21
Eukaryotes can be unicellular — and typically larger than archaea or bacteria —
or form complex multicellular organisms that constitutes essentially every living
being that can be seen with naked eyes.

1.2

From genes to proteins

While there is not more agreement about the definition of a gene than for Life
itself,25 a protein-coding gene is a notion easier to grasp: it is a region on the DNA
that encodes the information necessary for the synthesis of a protein through a
two-step process, the transcription of the gene into an intermediate molecule, the
RNA transcript or messenger RNA (mRNA), and the translation of this RNA into

1.2. FROM GENES TO PROTEINS

3

proteins.21 Beside protein-coding genes, there exist many regions on the genome
that encode transcripts that do not lead to proteins but nevertheless play important
roles in the cell.25–27
Regions corresponding to genes are typically flanked with promoter region before
the start of the gene and terminator towards its end. Such regions are of extreme
importance for the transcriptional machinery to identify genes on the DNA and
to initiate transcription correctly (see next chapter for a more detailed overview).
In turn, mRNA transcripts are made up of coding DNA regions (CDSs), which
describe the protein to be synthesized, and untranslated regions (UTRs) that are
used for the translational machinery to correctly handle the mRNA (Figure 1.1) as
well as for a large class of post-transcriptional mechanisms, an overview of which
is given in the next chapter.
...
Promoter region

Transcribed region

UTR

...

Protein coding gene

...

Terminator region

Gene ?

...
Genome
(DNA)

Transcription
CDS

UTR

Transcription

Transcripts
(RNA)

Translation
Protein

Function in the cell
in the RNA form

Figure 1.1: Schematic representation of a protein coding gene and its components.
The start and end of the gene are purposely left fuzzy and a question mark is added
for the region describing a functional RNA molecules not coding for proteins, to
illustrate that the exact definition of a gene is not fully settled.
Translation is performed by the ribosomes, macromolecules made of proteins
and RNA molecules, that bind to the mRNA in a UTR and translate along the
molecule until it finds the start of the coding region.21 The details of the mechanism
vary for the three domains of Life and will not be covered here. The ribosome
then starts assembling a peptide chain made of 20 types of amino acids using
the mRNA as an assembly plan for the amino acids sequence. The mRNA is
read three nucleotides at a time — one codon — and interpreted according to
a nearly universal table, the genetic code,28 that also includes special codons for
control of the translation: the start and stop codons. The association between
each codon and the corresponding amino acid is done through the transfer RNAs
(tRNAs): small RNA molecules carrying one amino acid and able to pair specifically
with each codon. The protein synthesis proceeds by iterative selection of the right
tRNA, incorporation of the amino acid in the growing chain under catalysis by the
ribosome, release of the empty tRNA and translocation of the ribosome along the
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RNA to the next codon. In vivo translation speed is on the order of 10 amino acids
per seconds, but is typically parallelised as multiple ribosomes often operate on the
same mRNA simultaneously.21
Thanks to the universality of the genetic code,28 it is fairly easy to identify open
reading frames (ORFs) within a given DNA sequence, i.e. regions that may be
protein-coding.29, 30 Since each codon is made of 3 nucleotides, each DNA strand
can be translated in three different ways depending on the starting point of the
translation, leading to a total of six possible interpretions, or translation frames, of
a DNA sequence in terms of codons. Most often, only one of such frames presents
a start codon followed long stretches free from stop codons, making it possible
to identify coding regions in a systematic way. On the contrary, UTRs, promoters, terminators and genetic regions encoding information for non-protein-coding
transcripts are not obvious to identify in the general case.31

1.3

Model organisms studied in this thesis

This thesis focuses on the study of bacteria, and particularly on two species :
Escherichia coli and Enterococcus faecalis.
E coli is without a doubt the most well studied bacteria and probably even
the most well studied living organism. It is a gram-negative rod-shaped bacteria
commonly found in the gut of humans and most warm-blooded animals. It is
generally harmless and is one of the very first colonizers of the Human intestine after
birth,32 though some strains may cause serious diseases.33 Being easy, cheap and
safe to grow in laboratories, E. coli is often the bacteria used in laboratory classes
for undergraduate students and the workhorse for numerous research projects and
biotechnological applications. E. coli was one of the first living organisms to be
sequenced34 and is nowadays a de facto reference where everything is known, which
every other bacteria is compared to and which every new experimental method is
tested on. Being such an important benchmark in microbiology, E. coli appears in
nearly all the papers included in this thesis.
The most common laboratory strain, E. coli K12 MG1655 has a genome of 4.6
Mbp and contains 4288 annotated protein-coding genes. However, large variations
exist within this species and it is suggested that as few as 20% of the genome may
be common to all E. coli strains.35–37
E. faecalis is a less well-known but not less common organism and it is studied
in Paper III. Colonizing our intestinal track soon after E. coli,32 E. faecalis is a
opportunistic pathogen: commensal in the gut, it may cause dangerous infections
if it reaches the blood stream or urinary tract. Very endurant, E. faecalis can survive harsh environments; it is resistant to detergents and thus is a major problem
in hospital environment where it is listed among the top 5 causes of nosocomial
infections in the Western world.38 The strain v58339 studied in Paper III is resistant to vancomycin, a strong antibiotic of last resort used to treat life-threatening
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infections resistant to all others. Its high endurance to stresses and resistance to
antibiotics combined with its propensity for horizontal gene transfer with other
pathogens40 makes E. faecalis a candidate interesting to study from the point of
view of fundamental science as well as for potential benefits in medicine.
E. faecalis v58339 is sequenced and has a genome of about 3.3 Mbp consisting of
one chromosome (3.2 Mbp) and three small plasmids for a total of about 3300 genes,
most of which are identified by sequence similarity with E. coli. In Paper III, we
compare the transcriptomes of E. faecalis in two different physiological conditions:
static, where the bacterium is grown anaerobically and is loosely representative of
the environment in the gut, and respiratory, where oxygen and heme are added
in order for the bacterium to use aerobic growth, a situation more closely related
the environment found in blood (more details about the growth conditions can be
found in Fouquier et al, 2011,41 supplementary material).

Chapter 2

Genetic regulation
“DNA is a molecule that encodes the genetic instructions used in the
development and functioning of all known living organisms and many
viruses.”— Wikipedia.org.
Deoxyribonucleic acid (DNA) is a long string of monomers called nucleotides. Each
nucleotide is made of a nitrogenous base mounted on a desoxyribose sugar with at
least one phosphate group, which allows the sugars to be attached to each other
to form the chain. Nitrogenous bases are chosen among a list of four possible
ones: adenine, cytosine, guanine and thymine, often simply denoted as A, C, G, T.
DNA is most commonly found double
stranded forming a double helix,42 i.e.
Thymine
Adenine
two strings of nucleotides paired to5′ end
gether by hydrogen bonds with reverse
3′ end
complementary sequences such that A
pairs with T and C with G, winded in
an helix making one turn every roughly
10 bp (Figure 2.1).
The particular sequence of nucleotides in a DNA sequence is the carrier of
Phosphatedeoxyribose
the genetic information: not only it enbackbone
codes all the amino acid sequences necessary for building all the proteins, but
also a vast amount of side information
controlling how this information should
be read and used. Starts and ends of
Cytosine
3′ end
genes, production and degradation rates
Guanine
5′ end
of each molecule, action plans for reacting to changing environmental condiReproduced from Wikipedia.org,
tions and more generally everything that
cba3.0 Madeleine Price Ball
determines the long term aspect, properties and behaviors of a cell are ulti- Figure 2.1: Chemical structure of DNA.
mately all stored in the DNA sequence.43 Dotted lines represent hydrogen bonds.
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Purines

pentose
Base
glycosidic bond

Adenine

OH = ribose
H = deoxyribose
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nucleoside monophosphate
nucleoside diphosphate
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R
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pReproduced from Wikipedia.org.

Figure 2.2: Structure of nucleotides with one, two or three phosphate groups and
the five natural nitrogenous bases. Adenine (A), cytosine (C), guanine (G) and
thymine (T) are used in DNA while uracil (U) replaces thymine in RNA.

In the closely related ribonucleic acid (RNA), the sugar is a ribose and thymine
is replaced by uracil (U) (Figure 2.2). Compared to DNA, naturally occurring
RNA molecules are usually much shorter (a few thousands nucleotides for bacterial
RNA, up to hundreds of millions nucleotides for DNA in Human), have much shorter
lifetimes (a few minutes compared to potentially years) and are most often single
stranded (although double stranded RNA as well as single stranded DNA exist).
The primary role of RNA in the cell is to convey subsets of the information contained
in the DNA and to act as an assembly plan, the messenger RNA (mRNA), guiding
protein synthesis by the ribosomes. In addition to mRNA, there exist numerous
other RNA molecules with enzymatic or regulatory functions.

2.1

Central dogma of molecular biology

The central dogma of molecular biology first formulated by Francis Crick (1956)44
and refined by the same author a few years later45 is often stated in its popular
form as “DNA is transcribed into RNA and RNA is translated into proteins in the
ribosomes” . The dogma in this form postulates that the information flow in a cell
is essentially a one way process : DNA is a long time storage alterable only by
errors during self-replication, RNA is a temporary information carrier and proteins
are the final product of the genetic machinery (Figure 2.3a).
Exceptions to this central flow are however numerous: RNA can be converted
to DNA, which is observed naturally in the case of RNA viruses46 and used extensively in biotechnology; many RNA molecules need to be transformed in some
ways before gaining the ability to code for proteins47–49 and some proteins needs
the assistance of other proteins (chaperones) to achieve their final useful form.50
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Moreover, many proteins called transcription factors, some of which are sensitive to
environmental conditions, bind to the DNA and influence the rate of transcription
of genes,51 thus modifying how information is read. Finally, several genes lead to
RNA molecules that are never translated into proteins, the so-called non-coding
RNAs (ncRNAs), and participate in the genetic regulation at the transcriptional
or post-transcriptional level.25–27, 52 In other words, synthesis of final products of
the cellular machinery can be controlled at many levels by numerous mechanisms
leading to complex interactions (Figure 2.3b).
The rest of this chapter will focus on a few transcriptional and post-transcriptional regulatory mechanisms in bacteria that are of interest in the rest of this thesis
and the included papers.
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Figure 2.3: (a) Central dogma of molecular biology. (b) A more realistic representation of the interaction between DNA, RNA and proteins in a cell. Examples of
mechanisms involved in each branch are given in the figure.

2.2

Transcription initiation in bacteria

The first type of genetic regulation is performed at the level of transcription initiation in a region of the DNA upstream of the gene transcription start site called the
promoter. In its simplest form, a promoter consists of a DNA region that binds the
RNA polymerase (RNAP) with the help of a protein complex, allowing the latter to
synthesize a RNA reverse-complemented copy of the template strand. In addition,
optional binding of other proteins in the same region can both enhance or block
the binding of the RNAP, leading to what is perhaps the most important genetic
regulatory mechanism.
In bacteria, transcription starts when the RNAP loaded with a σ-factor, the
combination of which is called holoenzyme, binds to the promoter. The σ-factors
are proteins that recognize specific nucleotide sequences in the promoter region.
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The most common factor in bacteria, σ A , recognizes two specific regions located
roughly 10 and 35 upstream of the transcription start site (TSS) : the first region is
called the Pribnow or “-10” box, has a consensus sequence TATAAT53 and is well
conserved across bacterial species54 while the second “-35” box has a consensus
sequence TTGACA in Escherichia Coli.55 In Paper III we show that both of
these consensus sequences are well conserved in Enterococcus faecalis and use this
result to demonstrate the reliability of the experimental method developed therein.
Once bound to the RNA, the holoenzyme causes the DNA to unfold and enters
a series of stochastic abortive cycles where the RNAP releases short non-functional
RNA products up to 10 nt in length.56 When it finally escapes the promoter,
the RNAP starts synthesizing an RNA molecule from the 5’ to the 3’ end by iteratively incorporating free ribonucleosides triphosphate (nTPs) into the polymer
chain, using the energy of the two excess phosphate groups catalyze the reaction.
The process is called elongation. The DNA is used as a template and the transcription produces an RNA copy of the coding strand where thymines (T) are replaced
by uracils (U).57 The first nucleotide at the 5’ end of a freshly synthesized RNA
carries three phosphate groups; this is a key property used in 5’tagRACE41 and in
tagRNA-seq (Paper III).
The RNAP proceeds with the elongation until a termination event occurs. Typical RNA products in bacteria have lengths in the order of 1000 nt, but short RNAs
of a few tens of nucleotides are not uncommon and observations in Paper III
suggest that continuous transcription of regions of up to 10 kbp exist in bacteria.

2.3

Transcription termination

In bacteria, transcription of DNA into RNA is generally terminated by one of two
major mechanisms : the rho-dependent or rho-independent termination.58
The rho-independent terminator consists in a cytosine-guanine rich region
followed by a poly-uracil (poly-U)
tail. The RNA transcribed from this 1 A
region folds into a stem-loop struc10
C
ture of 7-20 nt (Figure 2.4) that
A
U
G
U
G
C
C
A
C
G
binds to the RNAP complex, causU
ing a pause in the transcription. The
C
weak bonds between the poly-U tail
C
A
C
G
G
U
G
C
A
and the adenines on the DNA help
A
A
20
the complex to detach from the DNA
strand.60 Such terminators can be 26 G
quickly and reliably predicted using TranstermHP,61 a standard computational tool that searches whole Figure 2.4: Example of an RNA forming
genomes for occurrences of sequences a stem-loop (also called hairpin) structure.
that could lead to the terminators The figure was drawn using VARNA.59
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described above. It proceeds by systematically inspecting the folded structure of
RNA transcripts ahead of all adenine-rich regions of the genome that may correspond to suitable poly-U tails. The ability to predict rho-independent terminations
was an essential tool in Paper I where we investigate subtle effects in RNA sequencing (RNA-seq) signals towards 3’ ends.
In the rho-dependent termination, the mechanism is mediated by a protein
called Rho factor.62, 63 Rho binds the freshly transcribed RNA in weakly folded
regions at specific locations called rho utilisation (rut) site. Such sites are about 70
nt in length and cytosine rich, but no consensus sequence for a rut is known. After
binding, Rho moves downstream the RNA strand through an energy consuming
mechanism.64, 65 When approaching the region where RNA synthesis takes place,
Rho unwinds the nascent RNA from the DNA strand and eventually terminates
the transcription by causing the RNA polymerase to detach in a mechanism that is
so far not fully understood.63 The transcription termination typically takes place
between 10 to 100 nt downstream of the rut site, its exact location depending on
the relative speed of translocation of Rho on the RNA strand and the one of RNA
synthesis of the RNA polymerase.63
In Eukaryotes, two similar mechanisms exist:66 a protein-dependent mechanism
analogous to the rho-dependent one terminates the transcription of RNAP II66, 67
and a protein independent one causes RNAP III to detach in the presence of long
stretches of thymines.68, 69

2.4

Transcriptional and post-transcriptional regulation

While transcription initiation and termination define the starts and ends of RNAs
transcripts and thus allow the cell to find the segments of DNA useful for building
proteins, survival requires production of the proteins that are needed when they
are needed and in the right amount, a task that requires regulating the different
synthesis mechanisms depending on changes in the environment and on the state of
the cell itself. Failing at this task means death or, at best, out-competition by peers
that are able to use available resources in a better way. In multicellular organisms,
regulation needs to be coordinated across multiple cells and appears to be more
important than the “protein assembly plans” themselves: brain, eyes or liver are
all made of cells that contain exactly the same DNA sequence and thus the same
set of genes, yet have radically different appearance and behavior.
As mentioned above, transcription initiation provides a first layer of regulation
but it is by far not the only one. Many other mechanisms exist for regulating
the production and expression of RNA during and after transcription. Below, we
provide a non-exhaustive list of them together with succinct descriptions of their
mechanisms, roles and implications. We note that the separation and classification
below, while common, is rather artificial as many of the processes described are
coupled and often share some of their biochemical building blocks.
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Riboswitches are regulatory segments of RNA transcripts, generally located in
the 5’ UTR of mRNAs, that can bind to small molecules and change conformation of
the nascent or full length RNA,70, 71 or even fold into different structures depending
on the temperature.72 Such conformational changes may influence the elongation
itself, for example by causing a premature transcription termination,73 or act at the
translation level, by blocking access to the Shine-Dalgarno sequence74 — the short
sequence on the mRNA to which the ribosome binds before starting translation
— and inhibiting translation initiation.70–72 Using such mechanisms, an RNA can
sense the environment and regulate itself without the need of any external factor.
After publication of Paper III, it has been discovered that Ref82, one of the
novel transcripts identified during the course of this work, had previously been predicted in the Rfam database75∗ to be a homologue of the FMN riboswitch (Rfam
family RF00050) initially discovered in Bacillus subtilis 76 (figure 2.5b). Briefly,
in presence of FMN (flavin mononucleotide), the nascent RNA changes conformation to form a stem-loop followed by a stretch of uracils, causing a transcription
termination through the rho-independent mechanism (figure 2.5a).77
RNA polymerase interference is an interaction between two or more RNAP
enzymes active at neighboring genomic loci in such a way that they mutually influence the transcription of each other.78, 79 The effect can be caused by collision
of two RNAPs on different strands, by RNAP blocking access to the promoter or
simply by traffic jam.80 Well chosen placement of promoters and genes along the
genome allows to use the spatial constraints on RNAPs as a means of transcription regulation.78, 81 Figure 2.6 shows an example of a region in the genome of E.
faecalis where transcription may be terminated by RNAPs interference .
MicroRNAs (miRNAs) are RNA molecules about 22 nt long. Their main function is silencing a target mRNA and thus regulating its expression. MicroRNAs
are present in many eukaryotes and are evolutionary well-conserved.82–84 These
short molecules originate from independent genes or from introns after splicing84
(see RNA-splicing section below) leading to a pre-micro RNA (miRNA) transcript
that folds into a hairpin structure. The double-stranded part of the hairpin is then
cleaved by a ribonuclease (RNase) of the Dicer family into multiple ∼22 nt long
fragments. These fragments are then incorporated into a RNA-induced silencing
complex (RISC), a complex of many proteins among which the most important one
is a member of the Argonaute family.84 The RISC loaded the miRNA can efficiently degrade mRNAs or block transcription in a sequence specific manner using
base-pairing between the target and the ∼22 nt microRNA sequence as a guide.84
Splicing is a modification of a freshly synthesized transcript that involves removal
of segments, the introns, and ligation of their surrounding regions, the exons, to
∗ http://rfam.xfam.org/
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Figure 2.5: (a) Illustration of the FMN (flavin mononucleotide) riboswitch (b)
RNA expression level and tag signals from tagRNA-seq in the vicinity of the novel
transcript Ref82 reported in E. faecalis in Paper III, compared to a prediction of
FMN riboswitch found in the Rfam database. The RNA expression signal suggests
that the riboswitch is in the ON state as transcription traverses the terminator.
Signals are given for the R growth condition on the + strand (see Paper III).
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Figure 2.6: An example of convergent transcription in E. faecalis. The proximity of
the apparent transcription termination loci and the absence of predicted terminators in the region suggests that termination may be caused by RNAPs interference.
RNA expression levels are given for the Rt transcriptome (see Paper III).

form the final mRNA. In many cases, alternative ways of performing the removal
and rejoining of RNA fragments exist and allow to generate multiple mRNAs coding
for several different proteins from the same gene.85
Introns removed from the premature RNA are of four different types: selfsplicing group I and group II, tRNA and spliceosomal, each group being removed by
different mechanisms.86 The last requires a protein complex called the spliceosome
only present in the cell nucleus of eukaryotes, which is responsible for most of the
splicing events in those organisms.86 Group I and tRNA introns are found across
all domains of life87–89 while Group II has only been observed in bacteria,90 a single
genus of archaea84, 91 and organelles of a few fungi and protists, but never in nuclear
genomes.89, 92
Circular RNAs are transcripts the 3’ end of which is covalently attached to the
5’ end and is one of the possible end products of splicing in eukaryotes (Figure
2.7). While the existence of circular RNA (circRNA) has been known for about 40
years,93, 94 and their presence in Human was confirmed as early as 1993,95 circRNA
did not attract major interest in the molecular biology community until recently
due to the advances in NGS with the consecutive discoveries of many circRNAs in
Human and other eukaryotes96, 97 as well as archaea,98 and their important role in
microRNA regulation.99 While it is known that bacteria can use artificial circRNAs
to direct protein synthesis, to our knowledge, no circRNA has been reported in
bacteria so far.
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Figure 2.7: Illustration of splicing and circularization of RNA showing two types
of chimeric reads (see Chapter 3) that can be used as evidences for the presence of
each effect.
In Paper V, we report on the observation of RNA circularization in publicly
available RNA-seq data in two bacteria : for E. faecalis we used the data published
by us in Paper III, and for E. coli we used data downloaded from the Sequence
Read Archive (SRA) database from the National Center for Biotechnology Information (NCBI). Most of the observations fall in the non-coding parts of both genomes
and are reproducible across experiments and growth conditions. Furthermore, we
found among the strongest signals a circularization of rnpB, the catalytic sub-unit
of ribonuclease P,100, 101 observed in both species. Other observations include, in
E. faecalis, a nested set of circularizations involving three ncRNAs characterized
in Paper III and, in E. coli, strong signals at the locations of csrB and csrC,
two well-known short ncRNAs that bind multiple copies of the CsrA protein (see
further, paragraph Non-coding RNA).
RNA degradation is essential to maintain a rapid turnover of mRNA and allow
the cell to rapidly react to changes in the environment by quickly removing transcripts that are not relevant for the new conditions. While in eukaryotes most of
the RNA degradation is performed in the 5’-to-3’ direction, the dominant mechanism in bacteria is essentially opposite: the process starts by cleavage of the mRNA
by RNase E in AU-rich regions with little secondary structure.102 The fragments
generated in the process are then digested from the 3’ end by one of several exoribonucleases.102
The initial cleavage by RNase E is favored by the presence of a monophosphate
5’ end, thus leaving freshly synthesized primary RNA with a triphosphate 5’ end
mostly untouched. This property is in turn used for regulation with the help of RNA
pyrophosphohydrolase (RppH), a protein able to remove two of the three phosphate
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groups from a triphosphate 5’ end, thus altering the stability of the target mRNA
and marking it for rapid degradation.103 These mechanisms are at the core of the
interpretation of data obtained using tagRNA-seq extensively discussed in Paper
III.
The degradation process described here is dominant in at least E. coli,104 but
is not unique as in some cases other RNases perform the initial cleavage — for
example, PNPase and RNase R are believed to help degradation of RNA with
dense secondary structure102 — and 5’-to-3’ digestion exists in some species.104
RNA processing is a generic name for a series of targeted cleavages that a
bacterial primary RNA undergoes before reaching its useful form. While processing
of ribosomal RNAs (rRNAs) and tRNAs is well known, it is believed that only
few mRNAs or ncRNAs require processing.105 Cleavages in RNA processing are
done using the same set of RNases as those involved in the first step of RNA
degradation.105 Both processes are thus related and the word processing is often
used to denote both. One then distinguishes processing that stabilizes an RNA, i.e.
creates a fragment that can resist further attacks by RNases, or destabilizes it, i.e.
creates fragments that are quickly degraded by exoribonucleases.
In Paper III, we presents what is, to our knowledge, the first attempt to
map RNA processing sites in a bacteria at a whole genome scale by identifying
monophosphate 5’ ends in RNA-seq.
Polyadenylation is the addition of a series of adenine nucleotides that are not
present on the template DNA— a poly(A) tail — towards the end of an RNA
transcript.
In eukaryotes, polyadenylation takes place on nearly all mRNAs and the poly(A)
tails, about 200 nt in length, are essential for the export of the transcript from the
nucleus. Once in the cytoplasm, the poly(A) tail protects the mRNA from degradation and controls its lifetime by getting progressively shorter.106, 107 Poly(A)
tails are commonly used in RNA-seq to separate mRNA from other transcripts in
a eukaryotic cell.108, 109
In bacteria, polyadenylation acts in the exact opposite way110 and causes a
destabilization of the molecule by altering its secondary structure and providing a toehold for 3’-to-5’ exoribonucleases to digest the RNA more easily.111–113
Bacterial poly(A) tails often appear to be much shorter than in eukaryotes, typically in the 2 to 15 nt range,112 and can incorporate a fraction of C or U (about
5%).112, 114, 115 These lengths can however be increased up to 50 nt in vivo by
protecting the mRNA 3’ end from exoribonucleases,116 and may even reach up to
1000 adenines in vitro,116, 117 indicating that the observed tails are the result of a
dynamic equilibrium between addition of nucleotides and degradation.112, 113 This
intrinsically short-lived nature of polyadenilated RNA molecules in bacteria makes
them more complicated to study than in eukaryotes and difficult to detect in RNAseq, mainly due to their relatively low abundance compared to all other more stable
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transcripts.112, 118, 119 Paper VI presents one of the first genome wide studies of
polyadenylation in E. coli, where we investigate poly(A) tails in two ways: directly,
by detecting the faint signals corresponding to additions of nucleotides not present
on the DNA template, and indirectly by the increased amount of undigested gene
fragments in a mutant lacking the pcnB gene coding for the PAP1 protein responsible for polyadenylation in this species.120
Non-coding RNA (ncRNA) is a general term that includes all RNA transcripts
that do not code for proteins, as well as UTRs. The term includes the highly
abundant tRNA and rRNA essential for protein synthesis, the above described
miRNA as well as many other subclasses of transcripts that take part in genetic
regulation in various manner.26, 52 The current number of ncRNAs reported in
E. coli is well above 100121 and computational predictions suggest that their true
number could be significantly higher.41, 122 In Human, this number is approaching
100 000.123 However, the mechanisms of only a few of them have been described
and it remains unclear if all of them are functional.124
A major qualitative difference between eukaryotic and bacterial genomes is that
in bacteria most of the genome codes for proteins, the set of which varies a lot
from species to species, and only a small fraction is allocated for ncRNAs. On
the contrary, eukaryotes and especially higher organisms show relatively few differences in their set of protein coding genes, which represents a smaller portion of
the genomes, and differ by more complex and varied regulatory mechanisms at the
level of transcription, RNA processing and translation.26
ncRNAs can act by interactions with proteins, by direct base-pairing with their
target (mRNA or another ncRNA) or show an enzymatic activity. A classical
example of interaction with proteins is the 6S ncRNA, also called SsrS, historically
one of the first ncRNA of this type identified.125 It is a 184 nt long transcript
expressed during the stationary growth phase that folds into a hairpin structure
and binds with the σ 70 transcription factor to modify the affinity of the holoenzyme
to the corresponding promoter.52, 126 Homologues of the 6S are present in many
bacteria, including E. faecalis (41 and Paper III), and appear to have a conserved
structure but variable nucleotide sequence.127
Another example of well studied ncRNAs is the carbon storage regulator (Crs)
system in E. coli: the CsrA protein represses transcription of mRNAs coding for
proteins involved in metabolic functions of the stationary phase and activates those
required for exponential growth.52, 128, 129 CsrA also activates the two-component
system BarA/UvrY that senses pH and the presence of carbon sources and activates
the transcription of the CsrB and CsrC ncRNAs in a nutrient-poor medium.130
When transcribed, each of those molecules binds multiple copies of CsrA, thus
effectively silencing them and introducing a feedback loop in the system.131 In
addition to these, results of our data analysis in E. coli presented in Paper V
suggest that CsrB and CsrC may be the basis for the formation of several circRNAs
(see above, paragraph Circular RNAs).
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Direct base pairing with the target can affect translation of the RNA by blocking
access to the Shine-Dalgarno sequence,132 or on the contrary alter the structure
of an RNA in such a way that this region becomes accessible, thus acting as a
translation activator. Base pairing can also cause cleavage of the RNA by, among
others, RNase III, which cleaves RNA in double stranded regions.52
Such base pairing may be achieved by transcription of both strands around the
target, as in the case of the hok/sok system of the R1 plasmid in E. coli,133 or by
having a complete or partial repeat of that region at another transcribed locus, as
it is often the case with microRNAs (see above). In the first case, one talks about
antisense transcription and antisense RNA (asRNA). Antisense transcription appears to be widespread in all domains of life,134 albeit their investigation by NGS is
delicate as those methods have a tendency to generate artefactual antisense signals
(see Chapter 3).135, 135, 136 Paper IV illustrates how tagRNA-seq (introduced in
Paper III) can be indirectly used to increase confidence on detection of asRNAs.
Furthermore, many bacterial and archaeal genomes contain sequences called
CRISPRs (clustered regularly interspaced short palindromic repeats) designed to
produce ncRNAs base-pairing with transcripts that are not present in the cell under
normal conditions but come with phages or viruses during infections. CRISPRs thus
act as an immune system at the molecular level.137
Finally, the canonical example of a ncRNA exhibiting enzymatic properties is
the catalytic sub-unit of ribonuclease P, rnpB.100, 101 This particular transcript is
covered in detail in Paper III, where we discuss the maturation of rnpB from its
primary RNA and map one of its main processing sites, and it also appears in
Paper VI as a candidate circRNA observed in both E. faecalis and E. coli.
It is believed that regulation by ncRNAs plays a key role in the rapid adaption of
bacterial cells to their environment.27, 52 For instance, releasing copies of the CsrA
proteins bound to the CsrB and CsrC ncRNAs when conditions become favorable
for exponential growth can be significantly faster and bring a major evolutionary
advantage compared to activating a transcription factor to produce the mRNA
template that will eventually lead to synthesis of CsrA.
Discovery of novel transcripts and particularly ncRNAs in bacteria was one of
the main motivations behind the development of 5’tagRACE41 and its derivative
used for tagRNA-seq introduced in Paper III.

2.5

Conclusions

While producing proteins according to the plan stored in the DNA is absolutely
necessary for a cell to survive, this task appears to be fairly easy compared to the
one of producing the right amount of the right proteins at the right time. The
latter implies regulating the production and degradation of thousands of molecules
interacting in a many-to-many fashion, leading to a near infinite number of possible
configurations for the whole system.
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The nucleotide sequences stored in the DNA are what ultimately determines the
structure of RNAs, the transcription rate of mRNA, the functions of proteins, the
role of ncRNAs, etc... However, those properties arise only through coupling of a
transcript with many other partners in numerous and highly intricate mechanisms,
leading to a level of complexity that we currently understand only superficially. A
DNA or RNA sequence seems useless without the presence of a complex biochemical
machinery to use it. This machinery itself is constructed by reading the DNA
and producing RNA transcripts, thus leaving us with a biochemical version of the
chicken-or-egg problem.
Clearly, grasping the whole picture of all the interactions and regulations in a cell
at once is beyond the reach of our current understanding. Instead, as it is the case in
this thesis, one often adopts a divide and conquer approach and tries to make sense
of individual mechanisms one by one : Paper I deals with transcription termination
and how 3’ end appear in RNA-seq. Paper III investigates transcription starts
and RNA processing. It provides a new tool for discovering new ncRNAs and more
generally for better understanding transcription. Paper IV specifically discusses
detection of asRNA and Paper V reports on observations suggesting that circRNAs
might also exist in bacteria. Finally, Paper VI investigates polyadenylation and
RNA degradation in bacteria.

Chapter 3

Current sequencing technology
Sequencing is the process that consists in taking a polymer and identifying the
nature of each of the monomers it is built of, as well as their order. While protein
sequencing exists138 ∗ , the term “sequencing” in the context of biology is most
often synonymous to DNA sequencing and means identifying the nucleotides of a
DNA molecule and converting the result into a sequence of letters called the read,
typically stored in a text file and often associated with a sequence of “qualities”,
i.e. a number representing the confidence in the correctness of the reading.
The discovery and isolation of the reverse transcriptase (RT)46, 139 allowed the
development of the reverse transcription polymerase chain reaction (RT-PCR),140
a technique that makes it possible to synthesize DNA from an RNA template.
Through RT-PCR, DNA sequencing can also be used to probe RNA molecules and
estimate their amounts in a sample, resulting in methods coined RNA-seq that let
us study transcriptional mechanisms in an unprecedented manner.136
The first technology allowing sequencing of DNA was developed by Frederick Sanger in 1977141, 142 † and dominated the field for about 25 years, to be
overtaken in 2005 only by the 454 sequencing143 — the first of the “next generation sequencing (NGS) platforms”144 — based on the pyrosequencing method
invented in 1996 at KTH.145, 146 Thanks to the momentum generated by the Human Genome Project,1, 147 several other sequencing platforms were developed,148
the two main ones being the Sequencing by oligonucleotide ligation and detection (SOLiD)149–151 and the Solexa, now renamed to Illumina, sequencing by reversible dye-terminators,151, 152 both introduced in 2006. Through continuous improvements in throughput and dramatic drop in the cost of sequencing (Figure
3.1), Illumina is nowadays the dominant sequencing platform on the market, with
SOLiD being a distant runner-up.153
More recently, other sequencing platforms appeared, but they tend to focus on
∗ Frederick Sanger received his first Nobel Prize in Chemistry in 1958 for its work on protein
sequencing and particularly insulin.
† Frederick Sanger received his second Nobel Prize in Chemistry in 1980 for DNA sequencing
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Figure 3.1: Evolution of the cost of sequencing through the years (data taken
from NIH, www.genome.gov/SequencingCosts) together with the lifetimes of the
main sequencing platforms and a few key events in the short History of genome
sequencing.
specialized applications rather than attempting to compete on the general purpose
side: for example, the Ion Torrent technology153, 154 available since 2010 uses solid
state electronics and tries to improve on the affordability of the equipment and the
rapid availability of results, Pacific Biosciences’ platform available since 2011 focuses
on providing long reads153, 155 and the yet to be released Oxford Nanopore Technologies promises miniaturization and portability with a thumb-sized sequencer.156
These specialized platforms will however not be discussed here.

3.1

A few words about DNA replication

DNA replication is a natural process essential for the cell to reproduce. It is also
one of the most fundamental tools in biotechnology and is crucial in virtually all of
the main sequencing technologies currently available.
In vivo, with the help of proteins, the two strands of the DNA double helix
separate on a small distance creating a replication fork and act as templates for two
new strands to be synthesized. The reaction is catalyzed by enzymes from the DNA
polymerase family that select new deoxyribonucleosides triphosphate (dnTPs) by
base-pairing and integrate them into the growing strand by consuming the energy
of two of the three phosphate groups carried by the nucleoside. The replication fork
progressively moves on the genome until the two new strands helices are completely
formed, one for each daughter cell, one strand of each helix coming from the parent
and the other being newly synthesized. The complete DNA replication in nature
shows an impressively high fidelity with an error rate as low as 1 error per 109 bp
synthesized.157 This number results from the cumulative effect of the selection of
dnTP by base pairing (1 error per 103 -104 bp), ability of many DNA polymerases
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to perform proofreading, i.e. interrupting the series of reactions that would lead to
ligation of a wrongly selected nucleotide (improving fidelity up to 1 error per 107
bp), and post-synthesis error correction and repair mechanisms21 .
Because of the asymmetry of DNA (see Figure 2.1), one strand needs to be
synthesized in the 5’-to-3’ direction and another in the 3’-to-5’ direction. However,
no 3’-to-5’ DNA polymerase exists and thus only one strand, the leading strand, can
be continuously synthesized from 5’-to-3’. For the other one, the lagging strand, the
solution found by nature to circumvent this issue is to synthesize by small fragments
in the 5’-to-3’158 (1000-2000 bp long in bacteria, 100-200 bp long in eukaryotes)
and ligating the 3’ end of each fragment to the 5’ end of the growing strand as soon
as it is fully synthesized, with the help of a DNA ligase21 (Figure 3.2).
Post-synthesis
proofreading & repair
5’
3’

Separation of the strands creating a
replication initiation site

Parent DNA
Fresh DNA, leading strand
Fresh DNA, lagging strand
Free dnTP
RNA primer

3’

5’
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3’
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Primer for the leading
strand

5’

3’

Replication fork
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Replication fork

5’

Taq

3’
5’
3’

3’
5’

3’
5’

3’

5’

5’

5’

Taq

Figure 3.2: In vivo DNA replication.
An additional difficulty is that the DNA polymerase can only add a dnTP at the
3’ end of an existing strand. The replication thus needs to be initiated by creating
a primer on which to attach subsequent nucleotides.159 In the cell, this initiation is
provided by the synthesis of a short RNA oligomer, typically 5-15 nt in length, by
RNA primase, an enzyme of the RNA polymerase family159, 160 (Figure 3.2). The
3’ end of this RNA primer is used to attach the first dnTP of the DNA chain. The
resulting RNA-DNA bond is later cleaved by RNase H.161
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In vitro, DNA replication of a targeted region is achieved through polymerase
chain reaction (PCR),162, 163 a technique engineered by Kary Mullis‡ and Cetus
Corporation in 1968 that combines a series of previously known concepts that are
initially inspired from biology but with a significantly simpler biochemistry.
A PCR requires a template DNA (single or double stranded), a large number of
each of the four types of dnTPs, purified DNA polymerase and multiple copies of
two short DNA sequences that will be used as primers for the polymerase (Figure
3.3a). PCR can be targeted to amplify only one region of interest by choosing those
primers in such a way that one is reverse-complementary to the beginning of the
region along the 3’-to-5’ strand and the other one reverse-complementary to the
end on the other strand (Figure 3.3c).
The first step in the PCR, called denaturation (Figure 3.3b), consists in separating the two DNA strands by melting, i.e. heating the mixture up to typically
92-94◦ C in order to cause a complete rupture of the hydrogen bonds holding the
two strands together (Figure 2.1). The advantage of separation by DNA melting is
that it removes the need for the protein complex used in the cell for the same purpose. The drawback is that it implies the use of a DNA polymerase that remains
stable at the high temperatures required for melting. In his original design, K.
Mullis used the Taq, a DNA polymerase isolated from the thermophilic bacterium
Thermus aquaticus that optimally operates around 80◦ C and can resist temperatures as high as 95◦ C for tens of minutes.164 The major disadvantage of Taq is
its low fidelity (a little above 1 error per 104 bp) due to lack of proofreading.165
Improved thermostable DNA polymerases have been made available since then,166
but the fidelity remains nevertheless well below what is achieved by in vivo DNA
replication.167
The second step in the PCR is annealing: the temperature is progressively
lowered to allow the primers to hybridize to the DNA (Figure 3.3c). In the classical
version of the PCR, a temperature of 50-65◦ C is used to allow only base-pairing
of perfectly matching sequences. As soon as the primers are bound, the DNA
polymerase starts the synthesis of a new strand thus entering the elongation step
(Figure 3.3d). The temperature is adjusted to the optimal working temperature
of the polymerase, about 80◦ C for Taq, in order to speed up the elongation of the
DNA to about 1000 bp/min. After a period long enough for the elongation to
cover the whole target region (Figure 3.3e), the sample is heated to cause a new
denaturation and the process is repeated (Figure 3.3f-h), each iteration doubling
the number of copies of the region between and including primers. The process is
stopped when the desired level of amplification is reached or when all the dnTPs
in the medium have been consumed (Figure 3.3j).

‡ Kary

Mullis received the Nobel Prize in Chemistry in 1993 for the invention of the PCR
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Figure 3.3: Principles of the PCR: (a) Initial stage with dsDNA template, Taq
DNA polymerase, primers and free dnTPs. (b) Denaturation by heat to separate
the two strands. (c) Annealing and hybridization of the primers. (d) Elongation by
DNA polymerase. (e) Situation at the end of the first elongation. Further, DNA
polymerase, primers and free dnTPs are omited from the figures for clarity. (f)
Second denaturation and (g) annealing. (h) Situation after the second elongation.
(i-j) Each cycle doubles the number of copies of the target region.
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Using a reverse transcriptase (RT)46, 139 instead of the DNA polymerase, the
elongation step of the PCR can be easily adapted to create a reverse-complemented
DNA copy, the complementary DNA (cDNA), of a target RNA. The resulting
cDNA can then be further amplified by PCR or sequenced using the same methods
as for any DNA, leading to RNA-seq. RTs are enzymes that synthesize DNA from
an RNA template and typically originate from viruses.168 The major drawbacks
of RTs are their low fidelity168, 169 and their tendency for template-switching and
formation of double-stranded cDNA (Figure 3.4). The first is a phenomenon where
the enzyme jumps to another location of the template or to another template after a
few tens or hundreds of bp without terminating the DNA synthesis170 and is a major
issue when probing for splicing or other post-transcriptional modifications.171–174
The latter happens when the RT uses the freshly synthesized DNA as a template
instead of the RNA175 and leads to the detection of ghost antisense transcription
in RNA-seq,135, 176 an issue that we partially address in Paper IV.
RT

RT
RT

(a)
RT

RT

(b)

Template RNA
DNA primer
Synthesized DNA
Free dnTPs

Figure 3.4: Artifacts in reverse transcription. (a) Template switching: the RT
moves to another template without ending the synthesis of the DNA strand, causing
the final sequence to be made of the juxtaposition of sequences far apart on the
RNA. (b) Double-stranded cDNA caused by the RT using the freshly synthesized
DNA as a template, which may be mistaken with the presence of actual asRNA.

3.2

Sanger sequencing

Sanger sequencing uses a DNA replication mechanism similar to the elongation
in the PCR, but uses only a single primer and produces single stranded DNA
complementary to the template. Newly synthesized fragments are not used as
subsequent templates for the amplification and all the newly synthesized molecules
are generated directly from the original templates.142
The procedure starts from purified fragments of a single stranded DNA and
requires the knowledge of a few base pairs (typically 18-22 bp) towards the 3’ end
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of the fragment to be sequenced to create the primer necessary for initiating the
elongation. In its original version, four parallel elongations are performed in separate volumes containing a solution of standard dnTPs with a small fraction of
one of the four types of dideoxyribonucleoside triphosphate (ddnTP) that acts as
elongation terminator. As a result, the last nucleotide of each fragment inside a
given volume is known. A size separation of the fragments by gel electrophoresis
for the four volumes in parallel allows to reconstruct the sequence. With the development of molecular labeling using fluorescent dyes, the technique evolved into
using dye-labeled dideoxynucleotide, allowing to perform all the elongations in the
same volume and facilitating automatized reading using optical techniques (Figure
3.5).

GGCACGTACGTGCTGACTTGC
GGCACGTACGTGCTGACTTGC

GGCACGTACGTGCTGACTTGC
Template RNA
Synthesized DNA
ddTTP

(a)

From Wikipedia.org,
cba3.0 John Schmidt.

(b)

From Wikipedia.org, cba3.0

(c)

Figure 3.5: Sanger sequencing: (a) Examples of sequences synthesized in the subvolume containing ddTTP, thus terminating the elongation on As. (b) Gel electrophoresis of four volumes in parallel, each containing a different type of ddnTP
as terminator. The nucleotide sequence of the template can be directly read from
the gel. (c) Illustration of a more modern version of Sanger sequencing using dyetermination and optical read-out.
Sanger sequencing routinely generates reads of lengths up to 1 kbp with a high
nucleotide accuracy.177 While the cost per nucleotide sequenced on a Sanger platform is several orders of magnitude higher than on NGS platforms,177, 178 it nevertheless remains a quick and cheap tool useful for smaller projects that intend to
sequence just a few relatively short molecules instead of a whole genome and have
no needs for the billions of nucleotides provided by a NGS methods.
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Fragment library preparation

All of the NGS platforms work on a large number of relatively short DNA fragments
(25 to ∼500 nt depending on the platform and protocol used) in parallel to achieve
high throughput.
For DNA sequencing, the first step in the preparation is thus to break long
molecules into fragments of the desired length using physical methods such as sonication or nebulisation, or biochemical ones such as partial enzymatic digestion.179
A set of specifically designed DNA molecules, the sequencing adapters, are attached
to the 5’ and 3’ ends of the fragments to ease the subsequent fragments amplification by methods that are essentially variants of PCR.135 We remark that a side
effect of the fragmentation is that the order of fragments in the originating full
length molecule is lost, and one of the major problems faced when sequencing a
genome is recovering this order in a process called assembly (see Section 4.1).
To achieve RNA-seq, a reverse transcription is required at some point in the
protocol. It can in principle be done at three different moments in the procedure:
(i) at the very beginning, thus producing cDNA copies of the full length RNAs
that are then sequenced exactly as DNA, (ii) first fragment the RNAs, using one of
the above mentioned physical methods or cleavage by RNases,136 and performing
a reverse transcription of the short fragments using a pool of random hexamers
as primers for initiating the elongations180 or (iii) ligating an RNA version of the
sequencing adapters to RNA fragments and using them as anchors for primers to
initiate cDNA synthesis and amplification (Figure 3.6). The first alternative is suboptimal as creating long DNA molecules using RT is difficult and mostly useless as
these would be sheared right away. The second alternative was used at least in the
now obsolete “Classical” Illumina-Solexa RNA-seq protocol.180 Its major drawback
is the loss of strand-specificity, as reverse transcription by random primers leads
to formation of double stranded DNA.135 Finally, the third alternative is the one
used in most if not all of the current RNA library preparation protocols.135, 181, 182
The ligation of RNA primers is typically performed using the T4 RNA ligase or a
variant of it.135, 181, 182 While this enzyme is known to have sequence dependent
biases,135, 183, 184 the technique allows strand specific sequencing, which is a major advantage for the discovery of new non-coding transcripts, UTRs or antisense
regions, where the strand information cannot be recovered by finding which one
of the six reading frames appears to be meaningful according to the genetic code.
Strand specificity and discovery of antisense transcripts is at the core of Paper IV
where we propose a method for detecting artifacts in library preparation, namely
the accidental formation of ghost antisense transcripts.
We remark that the RNA may optionally be pre-processed before the steps
described above in order to remove rRNAs,185 which are an essential part the
ribosomes present in every living cell, or enrich for poly(A) mRNAs when studying
eukaryotes.180 The main motivation behind rRNAs removal is that, since this
class of RNAs represents a very high fraction of the total RNA of the cell (8595%186–188 ), its removal should lead to a 10-fold or more amplification in other
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Figure 3.6: Schematic representation of three possible ways of preparing RNA-seq
libraries. The upper most one emphasized in red is used in most if not all current
commercial preparation protocols.
regions. However, based on our own experiments, rRNA removal leads to an uneven
amplification of about 5-fold (Figure 3.7) and introduces non-trivial biases in the
sequencing results that appear to be stronger than the differences between distinct
physiological conditions (Figure 3.8 and table 3.1 ). Some of these observations, and
particularly the lower than expected fold-changes, are in line with other studies in
the literature.185 Finally, rRNA removal introduces an additional step and one more
potential point of failure in an already long and complex experimental protocol, the
cost of which is about the same if not higher than simply requesting more reads
from the sequencing facility. For all these reasons, all but one of the experiments
described in Paper III as well as the one in Paper VI are performed on total
RNA, without any rRNA removal.
The final library obtained is made of DNA fragments that all start with the
specifically designed 5’ sequencing adapter, contain a fragment of DNA to be sequenced and end with the same 3’ adapters. It is a common practice to allow a
region called the barcode of the 3’ adapter to vary from sample to sample. This
allows to pool different libraries in a single run and, by sequencing the barcode together with the sample DNA fragments, to re-associate each fragment to the sample
it belongs in a post-processing step. This feature is of great help for samples that
require only a fraction of the reads provided by one run of a modern sequencer —
which is nowadays the rule rather than the exception — and thus reduce costs.
Ideally, the DNA or RNA fragmentation should be done in a completely random
way and should lead to fragments with a log-normal size distribution (see examples
of target size distributions in manufacturers manuals189 ), the mean of which is
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Figure 3.7: Scatter plot of the coverage signals normalized to the total number of
reads mapped: the color map represents the density of points for non-rRNA regions
in logarithmic scale and arbitrary units; the black dots correspond to coverage in
rRNA regions and the dotted line has slope 1. A 5-fold downscaling of the KTHr
signal leads to a cloud of points roughly symmetric around the dotted line, indicating that this is the typical gain from rRNA removal, albeit with large variations.

KTH vs KTHr
Rt vs St

All

Excl. rRNA

0.55
0.97

0.80
0.96

Table 3.1: Correlation coefficients between the coverage signals from two pairs of
samples from Paper III for the whole chromosome of E. faecalis (left column)
and the same excluding rRNA regions (right column). The KTH and KTHr are
two transcriptomes from the same RNA extraction, respectively without and with
rRNA removal. Rt and St are transcriptomes from two different growth conditions
that were prepared using the same protocol.
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Figure 3.8: Comparison between the coverage signals from KTH (total RNA) and
KTHr (rRNA removed) transcriptomes in a rRNA region (left) and in another
arbitrary region of the genome (right). The dots correspond to raw data while the
continuous curves show a smoothed version of them using a sliding average with
a 200 bp wide window. The horizontal black arrows indicate annotated genes and
the vertical green ones show the amplification factor between the two signals at a
few loci. While the 16S rRNA is effectively depleted, it is less the case for the 23S.
The right part of the figure illustrates that the amplification in non rRNA region
is uneven and may bias expression level analysis.
controlled by the duration or strength of the fragmentation. Optional size selection may be desirable to remove fragments too short or too long for an effective
sequencing.182 Unfortunately, in practice, the fragmentation is seldom random,
especially when enzymatic digestion is used, and leads to positional biases in the
read coverage signals (see Chapter 4) obtained.190, 191 In Paper I, we show that
despite those biases, we nevertheless observe that log-normality of the fragments
length distribution is roughly preserved and we demonstrate how the length of fragments can lead to subtle effects towards the 3’ ends of transcripts. These effects
are however small compared to the previously mentioned positional biases on the
level of individual genes.

3.4

Library amplification

While some recent platforms are able to analyze molecules one by one,155, 156 the
more common technologies require amplification of the library, i.e. the creation of
numerous identical copies of each fragment prepared as described previously, before the actual sequencing can take place. The principles of the two most common
methods, emulsion PCR used in 454 and older SOLiD platforms and cluster amplification on solid surface used in Illumina and the most recent SOLiD “Wildfire”
platform, are described below.
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Emulsion PCR
In emulsion PCR,192–194 the fragment library is supplemented with DNA polymerase, dnTPs, primers reverse-complementary to the sequencing adapters on the
3’ and 5’ ends of the fragments (see Figure 3.6) — further denoted as P1 and P2 —
and beads about 1 µm in diameter covered with a large number of P1 sequences.
The reaction medium is emulsified in order to produce droplets of water in oil in
such a way that many droplets contain exactly one bead and one library fragment.
Temperature cycling is then applied to the emulsion and each of the droplets acts as
a tiny isolated reactor where PCR amplification takes place. During the annealing
step, the free P1 primers are in competition with those attached on the bead; some
fragments will thus hybridize with the latter and the subsequent elongation will
create a sequence reverse-complementary to the cDNA, i.e. equivalent to the template strand or to the RNA sequence where Us are replaced by Ts, attached onto
the bead (Figure 3.9). After the amplification is performed, beads covered with
DNA fragments are deposited onto the flow cell that is loaded into the sequencer.
5’
5’

dnTP
5’

3’

P1 adapter

3’

DNA pol

3’

P2 adapter

5’

3’

Bead

5’
3’
5’

5’

3’

Water
Oil

Figure 3.9: Principles of emulsion PCR (in the case of SOLiD).
We note that micro-reactors lacking a fragment or a bead are not harmful to
the experiment as their end products - if any - are discarded. Micro-reactors with
a single bead and multiple fragments create beads that cannot be sequenced or
only with low quality (see sequencing methods and read quality further) and thus
constitute waste. Finally, cases with multiple beads for one fragment will cause an
undesirable amplification of this fragment in the final data that may skew expression
level analysis.
Emulsion PCR as described here is used on older versions of the SOLiD (versions
5500 and before), as well on 454 platform,143 although minor variations compared
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to this description may exist in the latter.

Cluster amplification on solid surface
In cluster amplification,195, 196 the fragment library is deposited directly onto the
flow cell to be loaded in the sequencer, the surface of which is covered with two
types of DNA sequences, reverse-complementary to the sequencing adapter on the
3’ side or identical to the one on the 5’ side. The cell is flowed with DNA polymerase
and dnTPs to perform a PCR-like amplification.
After the fragment hybridizes with the short sequence on the solid surface, an
elongation is performed creating a first copy of the fragment, the 3’ end of which
can hybridize with another sequence of the solid surface in the neighborhood before
a new elongation is performed. Each cycle increases the number of fragment copies
while keeping them contained in a small region of the plate (Figure 3.10).
While the beads on a flow cell are essentially point-like features, clusters have
shapes and may even partially overlap, thus requiring a map of the flow cell to correctly sequence the different fragments. On Illumina, such a mapping is performed
during the first 4 or 8 (depending on the sequencer used) cycles and is based on
the assumption that neighboring “pixels” with the same series of 4 or 8 first colors
(see further) belong to the cluster.197
5’
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5’

5’

3’

3’

5’

Fragment from library
Synthesized DNA on surface
Free dnTP

DNA pol

3’

3’

Fragment A

3’

Fragment B

Cluster A

Cluster B

Figure 3.10: Principles of cluster amplification on solid surface (in the case of
Illumina).
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Sequencing techniques

This section describes the principles of three commonly used sequencing techniques
at the basis of the 454, Illumina and SOLiD sequencing platforms.

Pyrosequencing
In pyrosequencing, the sequencing procedure starts with a primer reverse-complementary to the sequencing adapter on the 3’ end of the cDNA template. DNA
polymerase is used to synthesize the second strand and the four types of dnTPs are
introduced one at a time. When the correct base is available, it is integrated into the
growing strand by the DNA polymerase, causing the release of a pyrophosphate.
This pyrophosphate is used to trigger a series of reactions catalyzed by a set of
carefully chosen enzymes that eventually lead to the emission of a quick burst of
visible light.145
Pyrosequencing was used on the now obsolete 454 platform. 454 uses emulsion
PCR for amplifications and the resulting beads are deposited on a solid surface
containing a large number of tiny cavities of a few micrometers in size, forming as
many tiny chemical reactors in which the reactions described above can take place
independently for each bead. The surface if flooded with one type of dnTPs at
a time and an optical sensor monitors the presence and locations of light bursts.
The surface is then washed before introducing the next type of dnTPs. After many
cycles of such a procedure, the sequence attached to each bead can be reconstructed
from the times at which the bursts were observed at the corresponding microwell.
The 454 platform generates reads in the 300-500 bp range, i.e. much longer than
the two other platforms described below, but lags behind in terms of the number
of reads that can be sequenced in parallel. This limitation likely originates from
a sensitivity versus resolution trade-off in the optical sensor used, which needs to
constantly keep all the microwells in the field of view as the brief light bursts can
easily be missed.

Sequencing by synthesis with reversible dye-terminators
On the Illumina platform, the sequencing is, as in pyrosequencing, performed by
letting the DNA polymerase synthesize a second DNA strand complementary to
the template on many fragments in parallel. The natural dnTPs are replaced by
chemically engineered versions with a modified hydroxyl group on the 3’ end and
a fluorescent dye,198 each of the four base types being associated with a dye of one
particular color. Once a nucleotide is integrated into the strand by the polymerase,
the modified hydroxyl effectively blocks further elongation, similarly to Sanger sequencing. The free dye-carrying dnTPs are then washed and the nature of the last
nucleotide integrated in the chain can be read using a laser excitation to activate
the fluorescence of the dyes and optical imaging and image processing to perform
the detection. Compared to pyrosequencing, a dye can be made to fluoresce multi-
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ple times or for longer periods, increasing exposure time and improving sensitivity.
Moreover, limitations in resolution of the optical sensor can be compensated for by
imaging only small regions of the flow cell at a time, at the cost of a slower overall
sequencing. After the optical measurement is done, the dyes are cleaved and a
normal hydroxyl 3’end is restored, allowing the DNA polymerase to integrate the
next nucleotide into the chain198 (Figure 3.11).
Today, Illumina is by far the leading platform on the market. The commonly
achievable read length is a not so impressive 150 bp for single reads or 2x150 bp
in paired-end mode (see further), but with a gigantic yield reaching, on the latest
sequencers available, 1.8 Tbp in a single run, i.e. about 300 times the number of
base pairs present in a human genome.
3’

5’

DNA pol
T
T

?

3’

5’

C

A

T

A

G

T

A

Figure 3.11: Principles of Illumina sequencing. The left side of the figure represents
a DNA molecule bound to the flow cell and the rectangle symbolizes the region
currently being probed. The three subfigures on the right detail the processes
going on in this region: (11 o’clock) integration of a dye-carrying nTP into the
strand by DNA polymerase, (2 o’clock) laser excitation and imaging of the flow
cell, and (6 o’clock) removal of the dye and chain terminator to allow probing of
the next nucleotide.

Sequencing by oligonucleotide ligation and detection (SOLiD)
In SOLiD, the sequencing procedures starts by introducing a primer complementary
to the sequencing adapter on the 5’ end of the template to be sequenced (Figure
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3.12). Sequencing is performed, unlike in other platforms, in the template 5’-to3’ direction, using dye-terminated octamer sequences designed so that they bind
specifically for their two first nucleotides (on the 3’ side) and universally for the
five remaining ones.150 Once bound to the template, the probe is ligated to the
growing strand, excess probes are washed away and the dye color is read optically
similarly to what is done in Illumina. After the optical detection is done, the three
last nucleotides of the probe are removed together with the dye, leaving behind a
5’ end suitable for ligation of the next probe. The sequencing proceeds by probing
two bases and skipping three until the end of the fragment is reached. The whole
procedure is then restarted from the beginning, but now using a primer shorter by
one nucleotide. After five cycles, each base has been called twice.151
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5’

...

5’

?

5’

?

..................

?
3’

CG
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Figure 3.12: Principles of SOLiD sequencing. The top of the figure represents a
DNA molecule attached to a bead and the rectangle symbolizes the region currently
being probed. The four subfigures at the bottom detail the processes ongoing in
this region: (11 o’clock) selection of a dye-carrying octamer by sequence complementarity, (2 o’clock) ligation of this molecule to the growing strand by DNA ligase,
(4 o’clock) laser excitation and optical imaging of the sample and (7 o’clock) removal of the three last nucleotides of the growing strand to make the next ligation
possible. The procedure probes two nucleotides and moves to the next cycle by
skipping three. Once the whole sequence has been probed in this way, the whole
procedure starts again from the begining, using a primer one nucleotide shorter.
After five iterations, each nucleotide has been probed twice.
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Selective cleavage of the last three nucleotides of a probe is achieved by using
a modified sugar backbone at the corresponding position: one of the backbonelinking oxygens from the phosphate group between the 6th and 7th desoxyrboses
is replaced by sulfur. Universal binding of the last five nucleotides is obtained
partly by using inosine — a ribonucleic acid normaly not present in DNA that can
bind non-specifically to other bases, albeit with a smaller energy than the “correct”
Watson-Crick pairs — and partly by constructing a pool of probes containing all
possible sequences.
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Figure 3.13: (a) The SOLiD colorspace encoding, representing 16 dinucleotides with
4 colors. (b) Top: Illustration of how a nucleotide sequence is read in SOLiD. The
orange part of the read represents the sequencing adapter and the black part is the
cDNA fragment to be analyzed. Bottom: Template-free decoding of the read from
colors to nucleotide. A sequencing error at the fifth position causes the rest of the
sequence to be wrongly decoded. (c) A single color mismatch between the read
and a template corresponds to a sequencing error, while (d) a true SNP affects two
neighboring colors.
Finally, the 16 possible di-nucleotide-specific families of probes are represented
using only four colors through the so-called colorspace encoding151, 199 (Figure
3.13a). SOLiD thus sequences the transitions between nucleotides rather than the
nucleotide sequence directly. Such an approach has a major advantage for cases
when one tries to detect small differences like SNPs between the sample DNA and
a reference sequence, as it becomes possible to distinguish a true SNP, which affects
two consecutive colors, from a sequencing error that typically affects only one color
(Figure 3.13c and d). The disadvantage is that decoding colors into nucleotide sequences without a template is possible but error-prone, as a sequencing error will
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cause the rest of the sequence to be wrongly decoded (Figure 3.13b).
The SOLiD 5500 and all older versions of the platform use emulsion PCR and
beads attached on a solid surface while the most recent SOLiD 5500 Wildfire uses
a cluster amplification on solid surface very similar to the one used in Illumina.
While the Wildfire doesn’t bring any major improvement to the platform by itself, it simplifies the preparation steps and thus brings the sequencing cost down.
Comparing data from SOLiD 5500 and Wildfire, we observed that cluster amplification leads to proportionally much higher amplification of short fragments than
emulsion PCR. However, not enough data is available to conclude whether this is
a systematic effect intrinsic to the method or if the observation was simply due to
the Wildfire preparation protocol not being as fine tuned as the older 5500.
SOLiD sequencers produce single end reads of up to 75 bp, or 2x50 bp in pairedend mode, for a throughput of about 320 Gbp, significantly less than Illumina.

Read quality
Each base call, or transition call in SOLiD, performed by the sequencer is associated
with a quality score Q defined as
Q = −10 log10 e,

(3.1)

where e is the probability of error for the corresponding nucleotide or nucleotide
transition. Q is often rounded to the nearest integer and is most commonly represented as a single ASCII character. This score is derived from the optical readouts,
typically from the relative intensities of the four different colors observed at one
bead or one cluster, and calibrated by sequencing known DNA, for example from
well characterized regions of the Human genome.200
By its nature, the quality score measures only errors in the sequencing itself
and cannot account for errors introduced during the library preparation phase: a
mismatching base introduced during the reverse transcription step may propagate
all the way through the library preparation and be sequenced with a high quality.
A result of our analysis (supplementary material of Paper III, section S2) is that
the fraction of mappable reads (see Chapter 4) can be brought arbitrarily close
to 100% by filtering out reads based on their qualities (Figure 3.14).This suggests
that — at least in the case of SOLiD v3 studied here — the error rate in the
library preparation phase is small compared to the one of the sequencer itself, as
the opposite would lead to a plateau were stronger filtering would have no further
effect on the mapping rate. Indeed, the error rate of the reverse transcriptase and
DNA polymerase being on the order of 1 per 10 000 (see above), one can expect
such a plateau to appear closer to quality 40.

3.6

Paired end & mate pair sequencing

Paired end sequencing consists in sequencing both ends of a fragment into two
independent reads while retaining the information that those reads belong to the
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Figure 3.14: Mapping rate obtained for the KTH and KTHr samples after filtering
out reads based on their average read quality and linear regressions based on the four
right-most data points. At average quality 30, over 99% of the data is discarded.
The data is taken from table S3 in Paper III, supplementary material.
same fragment — they are paired — as well as a rough estimate of the length of
the fragment. For paired-end RNA-seq, one of the resulting reads — the forward
read — is identical to the one obtained in single end mode while the other — the
reverse read — contains the reverse-complemented sequence at the other end of the
fragment. By tuning the fragments length distribution, the reads can be chosen
to partly overlap and thus be equivalent to a single end read with about twice the
read length; to completely overlap in order to improve the sequencing accuracy by
probing each base pair twice; or disjoint with a non-sequenced insert of up to a few
hundred nucleotides in length, which is useful in cases where one is more interested
in the amount of reads rather than in their exact sequence, as it is often the case
for expression level analysis.
When cluster amplification is used, the paired-end approach seems natural as the
clusters already contain both strands generated from each fragment. On Illumina,
paired end sequencing requires a second sequencing run using the other adapter
as primer, thus doubling the time required for sequencing, but does not imply any
additional steps in the preparation. Paired-end sequencing on SOLiD exists but
appears to be much less well-documented.
Mate pair sequencing201, 202 can be viewed from the end-user point of view as,
at least on the Illumina platform, a paired-end sequencing with very long insert
size, up to a few thousands base pairs. Long DNA molecules are circularized and
sheared again. Fragments containing the 3’-to-5’ junction of the original fragment
are selected and sequenced in paired-end mode. The result is similar to the one
obtained by sequencing very long fragment in paired-end mode, except that the
roles of the forward and reverse reads are swapped and that long fragments are
actually never present in the library. To our knowledge, it is not possible or at
least difficult to apply mate pairs sequencing to RNA, as this would imply reverse
transcription of long fragments, the issues of which were discussed previously.
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tagRNAseq

TagRNAseq is the experimental method based on 5’tagRACE41 developed and
demonstrated in Paper III and at the core of this thesis. The technique consists
in ligating short and arbitrary RNA sequences called tags at the 5’ end of RNA
molecules, with the possibility to introduce different tags on mono- and triphosphate ends. The operation is performed just ahead of the library preparations
described previously and the resulting RNAs can be sequenced using any standard
RNAseq technology. TagRNAseq retains all the information available from a standard transcriptome while adding the possibility to directly probe for transcription
start sites (TSSs) and processing sites (PSSs) (Paper III), to increase confidence
on detection of asRNAs (Paper IV) or to perform differential expression analysis
on primary and processed RNAs independently (Paper VI).
The technique, as presented in Paper III, starts by ligating a first tag, further
called PSS, to monophosphate 5’ ends using the T4 RNA ligase.203 The tag itself
carries a hydroxyl 5’ end that prevents subsequent ligation of tags, or ligation
between tags themselves. After removing excess tags by size selection, triphosphate
5’ ends are converted to monophophate using the tobacco alkaline pyrophosphatase
(TAP). A second tag, called TSS, is introduced and a new ligation is performed
(Figure 3.15).
Possible tested variations of the method include using RppH (see Chapter 2)
instead of the TAP (data not shown) to perform the dephosphorylation and/or digest untagged monophosphate transcripts using TEX (Terminator™ 5´-phosphatedependent exonuclease)204 after the first or after both ligations. Digestion by TEX
after the first ligation only was used in Paper VI hoping to improve the sensitivity
of the method and reduce the crosstalk between the two tags described in detail in
Paper III. Whether such an improvement is real has however not been rigorously
investigated so far (due to lack of a dataset that could act as a negative control).

Possible improvements to tagRNAseq
Because the ligation of tags is very similar to the ligation of RNA sequencing
adapters, one can consider using tags chosen so that they contain the sequence of
the 5’ sequencing adapter followed by an arbitrary sequence to distinguish between
both tags. After fragmentation, a modified library preparation protocol ligates
only the sequencing adapters on the 3’ ends of RNA before pursuing other steps
in the protocol in an unmodified manner. As a result, only reads corresponding to
fragments from the beginning of transcripts will be selected, leading to a sequencing
protocol with a greatly improved sensitivity for detection and classification of 5’
ends, at the cost of discarding most of other information accessible by RNA-seq,
such as gene expression level or transcripts ends. However, implementing such
a protocol requires collaboration with, ideally, the manufacturer of a sequencing
platform or, at the least, with a sequencing center that is ready to alter the protocols
used routinely.
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Figure 3.15: Principles of tagRNAseq. The step involving digestion by TEX is
optional and was used in Paper VI only.

Another more radical improvement, inspired from the above described mate
pair sequencing, is to develop a protocol that is able to place the tag, the beginning
(5’ end) and the end (3’ end) of the transcript within a single read. In principle,
this could be done by ligating the transcript 3’ end to the 5’ end of the tag after
the second ligation and excess tag removal. After fragmentation, enrichment by
hybridization with the tag could be used to select the fragment of interest, and
sequencing with sufficient length would allow to determine where each transcript
starts and ends, as well as the nature — TSS or PSS — of that transcript start
(Figure 3.16). While determining transcript starts and ends is possible and commonly done in RNA-seq, determining that a transcript which starts at a location x
actually ends at a position y is currently possible only for molecules shorter than
the read length. The method proposed here would achieve such analysis in the
general case and may potentially be very helpful to understand regions where complex transcription mechanisms are observed (For example, Figure 4 in Paper III).
Several steps in this hypothetical protocol are however technologically challenging.
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Figure 3.16: Hypothetical extension of tagRNAseq having the ability to provide
complete information about a transcript in a single read. Dark red arrows indicate
steps that require possibly challenging developments.

3.8

Sequencing methods used in the papers

Paper I uses a subset of the data from the SOLiD v3 and 5000 platforms published
in Paper III with an earlier and different naming scheme for the datasets (see table
3.2). The libraries from the two samples sequenced on the SOLiD v3 platform were
split across two lanes of the sequencers, i.e. two physically separated regions on
the flow cell, leading to two datasets per sample indicated with the -A or -B suffix.
This purely technical distinction was later omitted in other papers where reads
from different lanes were pooled and processed together.
Paper II uses a publicly available dataset205 obtained using 454 sequencing
and no sequencing was performed by us in this work.
In paper Paper III, the samples labeled as KTH and KTHr were prepared
from a single RNA extraction from E. faecalis v583 and sequenced on a SOLiD
v3 platform. In KTHr, the rRNAs were removed (using Ambion MICROBExpress
Bacterial mRNA Enrichment Kit) while in all other samples total RNA was sequenced. Rt and St samples were prepared using tagRNAseq from two different
growth conditions, static for St and respiratory for Rt (see Paper III for details),
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and sequenced on the SOLiD 5500 (pre-Wildfire) platform. Another growth in static
conditions was sequenced on the Illumina HiSeq, leading to the dataset labeled IlluminaSt. While this sample was prepared using tagRNAseq, the experiment yielded
few tags (for reasons independent of the sequencing platform) and the sample could
only be used for standard transcriptomic studies. Finally, a last sample from E. coli
K12 strain MG1655 was analyzed by tagRNAseq using the SOLiD Wildfire platform. All the samples were sequenced using single end reads and the corresponding
manufacturer protocol.
In these experiments, the platforms were chosen purely based on cost and availability, and both should be suitable for transcriptomic analysis and mapping of
TSSs and PSSs. However, it is known that the Illumina may encounter problems
when sequencing libraries where many fragments start with the same nucleotides
sequence because of the way clusters identification are performed,197 as it is the
case in a tagRNAseq library where many fragments start with identical 13 nt tags.
As a precaution, it is thus recommended to warn the sequencing facility and request
to multiplex tagRNAseq samples with other experiments. This is only a very minor
issue as samples are anyway very likely to be multiplexed at any sequencing facility
with a decent sample throughput. A similar issue may exist in the SOLiD 5500
Wildfire platform, although we were not able to find enough information on the
technicalities of that platform to confirm or rule out this possibility.
Paper I

Paper I, IV, V

SRA database

S55rr1
S55sr1
S3sr1A + S3sr1B
S3sr0A + S3sr0B
Not used
Not used

Rt
St
KTH
KTHr
IlluminaSt
Coli

SRX850542
SRX850549
SRX847834
SRX849016
SRR1770393
SRX851084

Table 3.2: Naming of the samples across different papers and accessions IDs in the
NCBI SRA database.
Paper IV uses data from the three successfully tagged experiments from Paper
III to exemplify the application of tagRNAseq for detection of artefactual double
stranded cDNA in the data.
In Paper V, in the case of E. faecalis, the de novo discovery of circRNAs is
performed using the IlluminaSt dataset and the results of the search are confirmed
to be present in the other SOLiD datasets from Paper III. The reason for this is
that splitting reads in three parts as it is done in the discovery pipeline by Memczak
et al. (2013)96 is not possible without an extensive re-implementation of the method
or without an error prone template-free decoding of the reads from color-codes to
nucleotides. The case of E. coli in the second part of the paper is studied using
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only publicly available data from the NCBI SRA database, sequenced exclusively
using Illumina platforms.
Paper VI uses RNA extractions from a wild-type E. coli and a mutant lacking
the pcnB gene and prepared using tagRNAseq. The sequencing is performed on
an Illumina HiSeq using paired-end reads, 100 bp long from each side. The fragmentation is done so that the fragments are slightly shorter than 200 bp and the
pairs overlap on a short region, which in practice can be made equivalent to very
long single end reads. In here, the information from the tags is not used for determination of TSSs and PSSs, but rather to identify which of the reads correspond
to regions of transcripts engaged into degradation after cleavage by an RNase and
to study differential expressions of the processed fraction independently. The long
length of reads is desirable to confirm that the detected poly(A) tails are actually
within such processed reads. We also note that the genome-wide identification of
non-template tails of transcript performed by iterative cutting of the ends of reads
is a lot easier to perform on the nucleotide sequences as provided by Illumina than
on color-coded reads from SOLiD.

Chapter 4

Bioinformatic tools
The output from an RNA-seq experiment is a multi-gigabyte text file containing
millions to billions of reads represented as short sequences of letters corresponding
to each DNA fragment analyzed by the sequencer, associated with a read quality
describing error probability at the corresponding position. In this raw read form,
this huge dataset is not more useful to answer any biologically relevant question
than a national population register is useful for finding the identity of a criminal.
Extracting any relevant information from such a dataset requires heavy processing
and massive dimension reduction before reaching a form understandable to a human
mind. Most of the software tools presented here perform tasks that are on principle
rather simple and could easily be done with a pen and paper for a tiny subset of
the data. The real difficulty originates from the amount of data to be processed
and the need to repeat the same operations billions of times while keeping the total
computational load within reasonable limits. The algorithms for performing certain
tasks are thus as important as well optimized implementations of them, and each
microsecond saved on processing individual reads is amplified to minutes or even
hours saved on the total runtime.
Working with sequencing data consists in first framing the general idea of the
desired analysis and then splitting it into small steps and delegating as many steps
as possible to preexisting highly optimized tools, such as those described in this
chapter, most often used as black boxes abstracting the details of the operations
performed internally. The task of the user is to fill the gaps by writing programs
for tasks that are not standard enough to have dedicated tools and to transform
the output of one black box in a meaningful way and use it as input for the next
tool, building what is commonly called an analysis pipeline.

4.1

Assembly

Assembly is essentially solving a huge bioinformatic puzzle that consists in taking all
the short reads generated by the sequencer and re-ordering them and sticking them
45
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together to form contigs, sequences as long as possible that represent the genome
or transcript the reads originated from before the fragmentation. Assembly is a
necessary step when sequencing the genome of a species de novo and can also be
useful in transcriptomics where re-assembling the transcripts allows discovery of
new genes, TSSs, terminators or splicing patterns.206, 207
In principle, assembly works by searching for regions common to different reads
and concatenating those that overlap sufficiently to give enough grounds to believe
that they are coming from neighboring loci on the genome.208 Repeated regions are
an issue as a repeat close to or greater than the read length prevents from correctly
assembling contigs. The strategy generally employed to assemble large genomes209
is thus to start with a lot of short reads from a NGS platform to construct the initial
contigs and then only assembling, or scaffolding, them by resolving the repeats using
fewer but longer reads obtained through paired-ends or mate-pairs sequencing, or
using technologies yielding long reads such as Sanger or more recently PacBio.
Another possible strategy is to run series of PCR using primers on different contigs
and estimate the lengths of amplified regions to get a better idea of their relative
positions on the genome.210
To make the assembly computationally tractable, the approach used by many
modern assembly softwares211 is to represent reads on a De Bruijn graph212, 213 and
run series of graph-based algorithms to perform error corrections and build contigs,
the details of which are software specific.214
While assembly by itself was not directly used in any of the projects in this
thesis, we remark that the De Bruijn graphs constitute an interesting formalism that
allows to formulate sequences of letters in terms of graphs and radically transform
the formulation of some problems. For example, the concept of absent words and
minimal absent words introduced and extensively discussed in Chapter 6 can be
formulated and solved in terms of De Bruijn graphs (see Section 6.5).

4.2

Alignment

Alignment in the general case consists in arranging two sequences of letters in a
way that facilitates the identification of similarities and differences between them.
Two classical algorithms for solving this problem are Needleman–Wunsch215 for
global alignments, most useful when aligning sequencing of similar lengths, and
Smith–Waterman216 for local alignments, better suited for aligning a short sequence
to a larger reference. Both are based on linear programming approaches. The
goodness of an alignment is defined through user-supplied scoring matrices that
penalize each type of mismatches between the sequences and the reference, the
algorithm minimizing the overall penalty.
In the context of RNA-seq, the problem translates into finding the most likely
origin of a short read given a large known and fairly accurate reference sequence,136
a somewhat simpler task than in the general case, which nevertheless needs to be
repeated for millions of reads. Most of high throughput aligners rely on building an
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index of the genome, often but not always using the Burrows–Wheeler transform,217
to quickly find occurrences of a small part of the read before extending the alignment
in the vicinity of these regions. The quality value is typically used to calculate a
goodness score for the alignment where mismatches at a high-quality locus are
penalized more. Based on this score and a set of user-defined parameters, the
aligner decides about the validity of the alignment and reports or discards it.218
At the time of writing these lines, Wikipedia.org lists 65 different software tools
for performing this task. Moreover, we observed that different versions of the
same tool sometimes behave differently: for example, we have observed small but
measurable improvement in mapping rate for Bowtie between version 0.9.x and
1.0.0. We also note that a comparison of Bowtie,218 SHRiMP219 and BWA220, 221
around the end of year 2010 lead to the conclusion that Bowtie was the best in
term of mapping rate. Redoing the same test on the same data in August 2015
with the most up to date versions of each tool, BWA has dropped support for
colorspace encoded reads, SHRiMP222 appears to be more sensitive than Bowtie and
CUSHAW3,223 non-existent in 2010, performs even slightly better than SHRiMP .
Any attempt to make an extensive comparisons between aligners is thus somewhat
pointless as the conclusions of such a study will likely be outdated by the time they
become available.
The outputs from Bowtie, CUSHAW3 and SHRiMP lead to results very similar
on a global scale, but with some variability in the details: an example of the
differences observed is presented on Figure 4.1. Correlation coefficients for the
coverage over the whole genomes between the three software tools fall between 0.97
and 0.99, which may seem high but is barely above the 0.96 obtained between the Rt
and St transcriptomes when aligned with the same tool (see Section 3.3). Overall,
it is difficult to assess which aligner is “the best” and the final choice is necessarily
based on personal preferences, ease of use and file formats suitable for integration
with the rest of a possibly pre-existing tool-chain. Any choice will introduce biases
of some sort and thus the aligner should really be considered as an integral part
of the experiment, just like the RNA or sequencing libraries preparation protocols.
Any quantitative comparisons between transcriptomes should be performed using
the same aligner with the same command line options in every case to avoid probing
for differences in the behaviors of different aligners rather than biological differences.
Indeed performing a differential gene expression analysis using Cuffdiff (see further)
between the output of different aligners run on the same data resulted in between
19 and 25 genes classified as differentialy expressed, while doing the same for KTH
and KTHr transcriptomes (same RNA extraction, without and with rRNA removal,
sequenced independently on the same platform) aligned the same way yielded only
7 candidates.
Below, we give a short list of aligners used throughout the different projects
summarized in this thesis, briefly mentioning some of the characteristics we found
important in each of them. All aligners support ’normal’ reads given in the ACGU
alphabet, or “Illumina” format, but only a few are capable of aligning reads in
SOLiD colorspace format. In here, we intentionally ignore the aspect of perfor-

48

CHAPTER 4. BIOINFORMATIC TOOLS

Coverage (log10 )

3

Bowtie
SHRiMP
CUSHAW3

2.5
2
1.5
1
0.5

0
1 294 000

1 296 000

1 298 000

1 300 000

Position on the genome (bp)

Figure 4.1: Coverage signals on the forward strand for the same region as in Figure
4.2b obtained using three different aligners for the ’KTH’ transcriptome, each with
their respective default options and in their most up to date versions at the time
of writing these lines. No normalization is applied to better reveal the difference in
sensitivity of the different tools.

mance: the observed differences between the slowest and fastest aligners were at
most a factor 5 and aligning a typical bacterial transcriptome takes in the worst
case just a few hours on “slightly better than standard” desktop computer, a time
absolutely negligible compared to the weeks or months spent by the sample in the
queue of a sequencing center.
Bowtie218 targets alignment of short reads (about 100 nt or less) and supports
SOLiD colorspace format. Bowtie is used in Papers I, III, IV, V and for parts of
Paper VI. Bowtie performs only end-to-end (the read is accepted only if it aligns
over all its length) gapless (insertions in the reference compared to the read are not
alowed) alignments, limiting its use to short reads for which a fairly accurate reference is known, which is often the case while studying bacterial transcriptomes from
isolated laboratory strains. The strong points of Bowtie are a good documentation
and a scoring and selection scheme for reads that is simple enough to be tractable
in many cases.
Around 2010-2011, at the beginning of the project that lead to Paper III,
Bowtie was benchmarked as the aligner providing the best mapping rate for our
data and was used throughout the whole project. Over the years, other aligners have
appeared or improved and as of August 2015 its sensitivity is not the best anymore.
Bowtie is also used in Paper VI in the iterative align-and-cut procedure, but
only for performing end-to-end alignment of reads without mismatches. The main
criteria for this choice was familiarity with the tool, simplicity of how unaligned
reads can be retrieved and absence of complications in the way alignments are
performed.
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BWA220, 221 is a collection of three different aligners optimized for short and long
reads. Support for SOLiD colorspace format was dropped some years ago, probably
for good reason as sensitivity on colorspace reads was plainly bad (mapping rates
obtained were about 5%). BWA remains a valid and widely recognized aligner for
Illumina reads, particularly for longer ones, and was the tool used for the standard
alignment and differential expression analysis of Paper VI. Unlike Bowtie, BWA
allows for gaped alignments as well as for read clipping (a non-alignable beginning or
end of a read can be dropped if the tool concludes that the remaining part is aligned
sufficiently well). Making use of BWA’s clipping was investigated as an alternative
to the iterative align-and-cut procedure from Paper VI, but the way this operation
is performed in the software appeared to be too complex, non-intuitive and with
not enough control for our purpose.
SHRiMP219, 222 is a general purpose aligner that targets good sensitivity. In its
first versions, SHRiMP supported SOLiD colorspace reads but did not take read
qualities into account and used its own output file format incompatible with the
standard SAM/BAM. Nevertheless, back in 2010, SHRiMP was not far behind
Bowtie in terms of sensitivity and produced very similar results.
In its current version, SHRiMP takes read qualities into account, outputs its
results in the standard SAM format and has improved in terms of sensitivity and
achieves a mapping rate close to 60% on the KTH transcriptome, while Bowtie
reaches barely 40% on the same data. SHRiMP is thus a serious alternative to
consider for new projects.
Bowtie2224 can be seen as the long reads version of Bowtie and particularly suitable
for large genomes, although it runs without issues on bacterial genomes. Unlike
Bowtie, it dropped support for colorspace encoded reads and allows for gapped
alignments. For the rest, it is similar to Bowtie in functionalities and constitutes
an almost drop-in replacement. Bowtie2 was only used for a few basic sequence
manipulations in Paper VII.
CUSHAW3223 is a rather new aligner that we discovered only very recently. First
tests have shown that it achieves mapping rates a little higher than SHRiMP. It
is probably the latest aligner with colorspace support to be released, and thus
may be worth a closer investigation for new projects using this type of data. The
documentation however seems to indicate a rather poor control on how the software
deals with reads having multiple valid alignments.

4.3

Coverage

The coverage signal (also called read count, pile-up signal or even expression level)
is simply a function of the strand and genomic coordinate that counts the number
of reads aligned so that they overlap the corresponding position136 (Figure 4.2a),
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expressed in number of reads, or the number of times that region has been seen in
the data denoted as “x”. Coverage provides a direct way of visualizing the amount of
RNA detected from a given region, without assumptions on the functional meaning
of the region considered. Obtaining such a signal can be done using one of the numerous functions of SAMtools,225 a software package absolutely essential for many
small daily tasks involving sequencing data, or are straightforward to calculate directly from the aligner output using simple custom made programs, giving more
flexibility and better control on subtle aspects such as how to account for multiply
mapped reads.
A significant qualitative difference in coverage signal obtained for bacteria as
opposed to complex eukaryotic organisms is that the first case deals with essentially continuous signals, somewhat similar to signals typically found in electrical
engineering, while in the second the signals are mostly discrete and low in amplitude, requiring more advanced tools from statistics to be interpreted. For bacterial
genomes, the size of which is typically of a few million base pairs, the 5 Gbp of
sequencing data (100M reads, 50 nt each) — which is about the minimum amount
of data a modern sequencing platform provides for a sample — leads to a an average
coverage on the order of 100x, while even 10 times more data will barely achieve
1x on a large genome with a few Gbp such as Human.
Coverage signal as observed in all the sequencing data analyzed across the different projects in this thesis appears as a very irregular signal made of successions
of peaks and valleys, the amplitudes of which vary over several orders of magnitude
in regions where one expects the signal to be rather flat (Figure 4.2b). While appearing random at first sight, these peaks and valleys are however reproducible to
a large extend across experiments and are thus more likely to be due to systematic
biases in the sequencing than true “noise” (Figure 4.2c). Another particularity of
sequencing is the enormous dynamic range achievable for the coverage signal, starting from regions having a single read and with no upper limit other than the total
number of reads available, typically spanning about 5 orders of magnitude in our
experiments. Finally, while the existence of truly random noise in sequencing data
is undeniable and is a concern while comparing expression levels, its nature is very
different from familiar forms of noise such as those present in audio signals and
a lot more asymmetric: some fragments may be easily lost through the numerous
steps of library preparation and sequencing leading to “holes” in the signal, but
mechanisms that lead to signal appearing in regions that are actually free from
transcription (with the notable exception of repeats) are hard to conceive. Indeed,
the probability for a random sequence of nucleotides with a length of a few tens of
nucleotides to be present in a bacterial genome by chance is ridiculously small. If a
read “makes sense”, even on a fraction of its total length, one can claim with high
confidence that the corresponding RNA fragment was present in the sequencing library. Concluding whether or not such a fragment was also present in vivo requires
additional considerations based on our understanding of the library preparation
and protocols upstream of it.
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CAGGGCGACATGCTTTTATGATTTCTATAAATAGTTGTTGAATTGATGGCGGGAAGATAGATGCATGTAAACATGAAATTATTTTTAATTTAAAGTAACTTCCTTTTAGTTAGAGTTGGGTTTTTTATAAATGAGTAGGGAAACATTAAAAATTGTTTTTATGGCCCAGCGTGGTGGCTCAC
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Figure 4.2: (a) Illustration of how the coverage signal is built. (b) Example of real
coverage over an arbitrary region from the “KTH” transcriptome from Paper III.
(c) Enlargement of the region of gene EF_1328 in (b) showing the coverage for
different transcriptomes from Paper III. The position of peaks and valleys in the
signal is well reproduced for experiments on the same platform and even, to a lesser
extend, across different sequencing technologies. The reader may browse through
the entire genome in “the ppRNome Browser” (http://ebio.u-psud.fr/eBIO_BDD.php) and
verify that such effects are observed for practically all expressed regions.
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Expression level

The expression level of a gene or more generally any region of the genome is a
single number attempting to estimate how many RNA transcripts originating from
this region were present in the cell. In its most basic form, gene expression level
may be evaluated by counting the number of reads aligned between the start and
end of each region given in the genome annotation. Such counts are typically
normalized by the length of the region considered to allow comparison between
genes of different length, and by the total number of reads to facilitate comparison
between experiments, leading to a expression levels typically expressed in reads per
1000 kbp of gene or region of interest per million reads (RPKM). Read counts can be
conveniently obtained using tools such as HTSeq-count226 and a genome annotation
obtained directly from NCBI in some standard format, the normalization steps
being left to the user.
A more advanced version of expression level evaluation can be visualized as
a problem consisting in optimally fitting the irregular coverage with a shape corresponding to the expected expression profile of a gene, a rectangle in its most
crude form, with some adequate notion of optimality that minimizes the effect of
biases and noise. The Cufflinks suite207 provides an essentially one-click (or rather
one-command-line) solution for calculation of expression level evaluation that is
widely recognized. Cufflinks is built in with a few bias correction algorithms to
compensate for known issues in different sequencing platforms, the effect of which
is visualized in Figure 4.3. We note that Cufflinks offers a lot more possibilities,
such as transcriptome assembly and detection and expression level evaluation of
splicing alternatives, which are generally unnecessary for studying transcription in
bacteria. These features uselessly increase the computation load compared to sim-
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Figure 4.3: Expression levels in the St transcriptome for the 3178 annotated coding
regions in the chromosome of E. faecalis v583 calculated by Cufflinks compared to
a naïve approach simply counting the number of reads in each region and dividing
by the region length.
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pler methods such as HTSeq-count, but the ease of use and wide recognition of
Cufflinks makes it the tool of choice for research projects (as opposed to a large
production environment where performance would be an issue).

4.5

Differential expression analysis

When dealing with multiple experiments, one may want to perform a differential
expression analysis, i.e. searching for genes or DNA regions where the expression
level changes between the experiments. Such a procedure consists in two essential
steps: first, the fold change in expression level across each pairs of experiments is
calculated for each gene or region of interest and, second, one needs to separate
changes due to real physiological differences from those due to alea in the measurement.
The commonly accepted model for differential expression analysis227–229 is to
A
assume that the observed read count Ni,j
for the gene or region i in the j th replicate
of an of experiment performed in a physiological condition A has a negative binomial
distribution, i.e.
A
P (Ni,j
)=

with
p=




A
A
Ni,j
+r−1 r
p (1 − p)Ni,j ,
r−1
2

µA
µA
i
i
and
p
=
,
σi2
σi2 − µA
i

(4.1)

(4.2)

where µA
i is the real expression level of gene i in the physiological condition A and
σi models the dispersion for that gene across replicates.
The difficulty in the process comes from estimating these parameters for all genes
from a limited number of samples and the different methods available227–229 vary
in the details of how this estimation is performed. Indeed, the number of replicates
in transcriptomic experiments, especially within smaller research project, is often
rather small: 3 is really the maximum a data analyst can hope for, but in most cases
one needs to be satisfied with a single transcriptome per physiological condition.
In this extreme case, the dispersion can be estimated based on the assumption that
the expression level of only a few genes is actually affected across conditions and
estimating the dispersion using all the transcriptomes as quasi-replicates.
A comparison between two common tools, DESeq227 and Cuffdiff 207 for this
task is available as appendix at the end of this chapter. Standard differential gene
expression analysis was used in Paper III, but is not central to the results presented
in that work.
A different way of analyzing differential expression from tagRNA-seq data is to
couple the differences in expression levels for genes to the differences in number of
tags observed at transcription start or processing sites at the start of or within the
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corresponding genes. The results of such an analysis for the St and Rt transcriptomes are available in a manually curated form as supplementary material to this
thesis∗ and summarized in Figure 4.4a.
In most cases, variations in expression level and in the tags count are correlated
and suggest that the transcript regulation is primarily done at the transcription
initiation level, as expected. However, a few exceptions exist where this is not the
case, the most notable of which is gene EF_0900 coding for alcohol dehydrogenase
(AdhE) emphasized in the figure, for which the expression level and tags count
at the TSS vary in opposite direction. A detailed examination of signals in this
region (Figure 4.4b) shows the expression level in the St transcriptome is unevenly
distributed along the gene, with regions towards the 3’ end having a coverage about
100 times higher than on the 5’ end. One also observes a drop in 5’ triphosphate
tag counts at the position of the TSS and an increase in 5’ monophosphate tags
over the entire length of the region, likely corresponding to 5’ ends generated at
random positions during RNA degradation.
A possible interpretation to these observations is that the transcription of gene
EF_0900 is down-regulated in St and the number of full length RNA in that
condition is lower than in Rt despite the fact that the total number of reads for the
region indicate that the expression is higher in St. Most of these reads probably
originate from processed products resulting from the full length RNA maturation or
degradation. This in turn suggests that something causes a change in the stability
of these fragments across conditions, the exact mechanisms of which is currently
unknown.
While the case of gene EF_0900 is a nice proof-of-concept, analyses of this type
are currently limited by the small number of tagRNA-seq experiments performed
to date. In particular, it is difficult at this stage to assess the level of experimental
alea in the method and estimate the typical dispersion for the tags counts and, a
fortiori, to evaluate the significance of observed differences in tag counts.
Paper VI presents an analysis of the stability of mRNA degradation products
with or without polyadenylation, in principles very similar to the analysis described
above but implemented in a more robust way thanks to the increased read length
and the type of data analyzed, only the 3’ ends of transcripts. In the paper, the
reads are separated into two classes, processed or not, based on their tags and
differential expression levels analysis is performed for each classes independently.
Regions the degradation of which are directly dependent on polyadenylation exhibit
an increased expression level in the poly(A) deficient mutant within the processed
class only, while genes that are affected indirectly by a chain of regulatory mechanisms show variations correlated across the two classes.

∗ Available

online at http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-173219
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Figure 4.4: (a) Annotated scatter plot showing the fold change in expression level
versus the fold change in the tag counts at the location of the corresponding TSS
for a few genes where either fold change was among the highest. (b) Detailed view
of the coverage and tag signals in the vicinity of gene EF_0900.
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RNA folding

RNA folding consists in predicting the secondary and sometimes tertiary structure of an RNA molecule starting from its nucleotide sequence. The problem is
in principle similar to the more famous protein folding, but simpler due to the
smaller number of monomers and binding involved (four nucleotides compared to
20 amino acids). Tertiary structure prediction remains an active field of research.230
Predictions of secondary structures can be obtained by minimizing the total free
energy calculated using well established methods combining theoretical considerations with constantly improving empirical data.231–233 This is, in the general case,
a difficult problem,234 but can be efficiently solved (in a time growing as the cube
of the length of the sequence being folded) using linear programming methods235
under the assumption that pseudoknots are forbidden, i.e. given a structure with
nucleotides at positions i and j paired together, pairing of a nucleotide at position
k ∈]i, j[ is forbidden with any nucleotide outside of ]i, j[.
Secondary structures prediction faces the issue that in vivo RNA structures
are not necessarily the thermodynamically optimal ones, and that there may exist
several very different structures very close to this optimum.236–238 To circumvent
this, efforts have been made to develop predictive methods that calculate series of
structures within a free energy range close to the optimum. The two major methods
available, developed in the late 1980s or early 1990s and continuously improved over
the years, are mFold238, 239 and RNAfold,240, 241 modern implementations of which
are available in respectively the UNAfold242 and ViennaRNA243 packages. Both are
available as Webservices for interactive folding of a few sequences, and commandline version for situations where higher throughput is required. Both are based on
algorithm proposed by Zuker and Stiegler in 1981244 but use different approaches
for generating multiple suboptimal structures. We note that, beside these two,
numerous other RNA structure prediction techniques have been proposed recently.
Many of them use comparative analysis between evolutionary related sequences
rather than attempting to fold a single sequence.236
A modified version of the UNAfold package is used extensively in Chapter 7 and
ViennaRNA was used by A. Maes for all analyses involving free energy in Paper VI.
These choices were purely motivated by previous experience with the packages and
personal preferences rather than any objective performance criterion. While results
of both software tools were not compared directly, given their respective pedigrees
and the fact that in both situations we consider only the single thermodynamically
optimal structure, we do not expect significant deviations between the two methods.

4.7

Motifs

Sequence motifs, or simply motifs, are recurring short nucleotides sequences on
the DNA or RNA associated with a verified or hypothesized biological function.245
Motifs typically represent functional regions that act as substrate binding proteins,

4.7. MOTIFS

57

enzymes or ncRNAs, like, for example, the -35 and -10 boxes that control RNAP
binding and transcription initiation in bacteria (see Section 2.2).
Motifs can be described with different levels of detail, the most basic of these
being the consensus sequence, a sequence made of the most probable nucleotides
at each individual position of the motif. For the -35 and -10 boxes in E. coli, such
consensus sequences are respectively TATAAT53 and TTGACA.55 We remark that
the consensus sequence should not be mistaken with the most probable sequence:
it is not necessarily a typical sequence in the data and it may even be not present
at all as a whole.
A more informative description of the motif is provided by its regular expression,
indicating alternative nucleotides at each position in brackets. In the case of the -10
box for E. faecalis (see Paper III)), we found a motif with consensus sequence TGGTATAAT and regular expression TG[GT]TA[TA]A[AC]T[ATG], indicating which
positions vary and which alternatives are allowed.
Finally, a complete description of a motif is given through a position-specific
weight matrix, a table describing the probability of each nucleotide at each position
(Table 4.1)
Position
1
2
3
4
5
6
7
8
9
10

A

C

G

T

0.096916
0.132159
0.151982
0.000000
1.000000
0.257709
0.742291
0.603524
0.000000
0.513216

0.140969
0.028634
0.196035
0.015419
0.000000
0.140969
0.044053
0.292952
0.000000
0.041850

0.103524
0.685022
0.354626
0.000000
0.000000
0.059471
0.125551
0.055066
0.000000
0.200441

0.658590
0.154185
0.297357
0.984581
0.000000
0.541850
0.088106
0.048458
1.000000
0.244493

Table 4.1: Position-specific weight matrix for the -10 box for E. faecalis as found
in Paper III.
A convenient and intuitive way of representing a position-specific weight matrix
is through a sequence logo: a histogram showing the information content I(x) at
each position x of the motif, where bars are replaced by a stack of letters representing each nucleotide or amino acid, ordered with the most probable one on top,
and the relative heights of letters are given by their respective probabilities (Figure
4.5).246, 247
The information content at a position is defined in its simplest form as247
I(x) = log2 Z +

Z
X
i=1

Px (Ni ) log2 Px (Ni ),

(4.3)
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Figure 4.5: Sequence logo representing the Position-specific weight matrix from
Table 4.1.
which is expressed in bits, where Z is 4 for RNA or DNA sequences and 20 for
amino acid sequences, and Px (Ni ) represents the probability of having the letter
Ni at position x as given in the position-specific weight matrix. We note that the
second term is simply Shannon’s entropy. More refined versions of the definition of
information content in this context have been proposed to better treat biases245 in
sequences and small samples.248 While very relevant from an information theoretic
point of view, these considerations have a limited impact when the point is only to
generate a colorful graphical representation of a motif.
A popular tool for de novo motifs discovery is MEME.249 The software takes as
input a set of unaligned sequences and a range of lengths within which to search for
motifs, and outputs multiple descriptions of the motifs, from consensus sequence
to logo, as well as detailed results showing which sequences are found to contain
each motif, at which position(s) and with which level of statistical significance. The
software is based on a mixture model combining two random processes, one for the
motif and one for the background, and iteratively adjusts the model selection and
parameters using expectation maximization.250, 251
Based on the motif discovery performed for Paper III, we observed that a good
filtering of input sequences and truncation of them narrowly around the motifs is
a key to achieve decent sensitivity, implying that one needs a significant amount of
information beforehand. In particular, although the software claims to be able to
deal with input sequences not containing the motif, we observed that their presence
in the input decreases the sensitivity further. We also noted several cases where a
region detected with a -10 motif also appears to have a clear motif for the -30 box,
but it is not detected. Overall, in our opinion, using MEME requires the user to
already have a fairly decent amount of information on the existence of the motif
before the start of the analysis, such as an approximate localization in several high
quality examples, but is unlikely to provide any relevant result based on a blind
search.
While many other tools for motif discovery exist,252, 253 finding motifs remains
a complex task with no clear performance criterion available to compare the meth-
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ods.252 MEME, the software described here and used in Paper III, has the advantage of being popular and widely recognized in the microbiology community, and
thus is the de facto tool to use.

4.8

Variable order Markov models

Variable order Markov models are a useful tool for generating random sequences
from a given distribution of short subsequences. The method is used extensively
in Chapters 6 and 7 for generating random transcripts and genomes, as well as in
Paper VI for the same purpose. The Markov model of order k is a random process
that generates a new letter ni to extend a sequence n1 n2 · · · ni−1 of a sequence with
a probability distribution conditioned on the k previous letters, i.e.
P (ni |ni−k · · · ni−1 ).

(4.4)

Using an alphabet Z containing α letters, there are in total αk+1 of such conditional
probabilities that need to be specified as parameters to the model. We remark that
case with k = 0 reduces to a random model where each letter is drawn independently
from the sequence based on a given probability distribution.
Such a set of parameters can be easily learned from a reference sequence by
simply counting the number of occurrences of each multimer of length k + 1 and
computing
.X
P (ni |ni−k · · · ni−1 ) = Nni−k ···ni−1 ni
Nni−k ···ni−1 c ,
(4.5)
c∈Z

where Nn1 ···nm is the total number of occurrences of the sequence n1 · · · nm in
the data. Alternatively, when only limited data is available, it may be useful to
introduce pseudo counts, i.e.
 .X
P (ni |ni−k · · · ni−1 ) = Nni−k ···ni−1 ni + 1
(Nni−k ···ni−1 c + 1).
(4.6)
c∈Z

Motivation for using these pseudo counts takes grounds in Laplace rule of succession and relates to different interpretations of sequences that do not appear in the
reference. In equation (4.5), a sequence not appearing in the data is considered as
forbidden by the underlying process and will be equally forbidden in the Markov
model. In contrast, equation (4.6) considers that a non-observed sequence may simply have been randomly missed and the Markov model will allow it to appear with
a low but non-zero probability, which is closer to a “universal” rule where nothing
is impossible. When the data available is large compared to αk , both approaches
generally converge, but equation (4.5) is preferred if there are reasons to believe in
existence of truly forbidden sequences. When undersampling effects appear, equation (4.6) is generally preferred, although cases where sequences are expected to
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appear once or less are likely to favor (4.5) again, as in such a case the pseudo
counts introduce comparatively high biases.
Noticing that the occurrence count for a multimer of length k can be easily
obtained from the counts of longer ones as
Nni−(k−1) ···ni =

X

Nc

ni−(k−2) ···ni−1 ni ,

(4.7)

c∈Z

it is easy to construct all variable order Markov models of orders 0 to k from a
single learning step. This provides an efficient way of bootstrapping a sequence by
generating the first character from a 0th order model, the second character using
a first order model, etc... until a sequence of sufficient length is reached for the
desired k th order.

4.9

Other useful tools

This sections briefly describes a few other tools that may be helpful for performing
the types of analysis carried on in this thesis.
Flexbar254 is a handy software for sorting reads based on the presence or absence of
known short sequences in the reads. Primarily designed for sorting reads based on
barcodes or removing sequencing adapters that appears in reads when the fragment
lengths is shorter than the read length, Flexbar is very flexible and constitutes the
perfect tool for classifying reads from tagRNA-seq based on the presence of tags.
PEAR255 is a tool specifically designed for assembling partly overlapping mates
from paired-end sequencing into single reads. While such an operation is usually
not necessary for plain alignment and expression level analysis, it is of great help
for analyses involving more direct manipulations of the reads, such as the iterative
cut-and-align procedure from Paper VI. A fortunate side effect of merging reads
is that it also offers an effective way of removing sequencing adapters present in
reads, without even knowing their sequence (Figure 4.6).
FastQC256 generates easy to read reports directly from the raw output of a sequencer, allowing to get an idea of the global properties of the dataset at hand or
detect potential problems with the sequencing very quickly. It is definitely the first
tool to run on a dataset as soon as it is received from the sequencing center.
SAMStat257 is another quality control tool generating easy to read reports about
the overall quality of an alignment. While not essential, SAMStat is simple to use
and runs directly on the standard SAM/BAM files created by most modern aligner.
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cDNA fragment
Sequencing adapters
Reads from a pair

}

}

High conf. region
(read 2x)

Adapters removed

No adapters in reads

Assembly not possible

Normally read region

(a) Adapters removal by assembly

...ACGATAGCTAGAATAATGCTTA
AATGAT-ACGG...

Valid Alignment
(with sequencing errors)

Adapter correctly dropped
Known adapter sequence
=AATGATACGG...

...ACGATAGCTAGCAT
AATGATACGG...

Valid Alignment
(with sequencing errors)

Incorrect removal of part of read

(b) Adapters removal by alignment

Figure 4.6: (a) Illustration of read assembly between the mates of paired-ends
reads as performed by PEAR, and how such an assembly allows for the removal
of sequencing adapters without the need for knowing the adapter sequence. (b)
Adapters removal by local alignment with the known sequence of the adapter as
performed by Flexbar and other tools of this type. The bottom part of the figures
illustrates that the procedure can mistake part of legitimate fragments for the
adapter.
AWK is a scripting language aiming at processing structured text files that are
very common in bioinformatics. The AWK interpreter is part of the standard
features of almost every UNIX system and one may trust that any AWK script
will run essentially anywhere without requiring installation of any interpreter or
libraries. The AWK language allows for powerful operations on strings or real
numbers in very few instructions. AWK programs are usually extremely short,
often fitting on a single line, and can be written in a fraction of the time it would
take using any other language. While it may seem repelling at first sight and is
not a purely bioinformatics tool, AWK is the tool of choice for all the small data
processing or file conversions required on an everyday basis during data analysis
work.
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4.10

Appendix: A comparison between Cufflinks and
DESeq

This appendix describes a comparison between DESeq and Cuffdiff performed
around September 2013, with the by-then most up to date versions of each software. The results described below are available in the Supplementary material to
this thesis† . Conclusions from this section lead to the differential gene expression
analysis as it is presented in Paper III (mainly in Supplementary Table SB).

Cufflinks/Cuffdiff
Cufflinks207 is a popular software suite for post-alignment analysis of transcriptomic
data. A short description taken from Cufflinks home page can be found below.
Cufflinks assembles transcripts, estimates their abundances, and tests
for differential expression and regulation in RNA-seq samples. It accepts aligned RNA-seq reads and assembles the alignments into a parsimonious set of transcripts. Cufflinks then estimates the relative abundances of these transcripts based on how many reads support each one,
taking into account biases in library preparation protocols.
The main utility in the suite — cufflinks — takes as input aligned reads, an
optional annotation and a set of information about the sequencing platform and
the type of library used. Depending on the mode chosen by the user, Cufflinks can
attempt to build an annotation from scratch, i.e. identify transcripts purely from
the data, improve the provided annotation or simply use the annotation directly as
provided. For each transcript found or previously annotated, Cufflinks estimates
a normalized expression level in units of reads per 1000 bp of gene length per
million reads aligned (RPKM). During the estimation, a number of bias correcting
algorithms are used in order to improve reliability of the expression level estimation.
This is done, among others, by weighting reads according to known or learned
sequence biases and correcting for biases in the fragmentation. A remarkable feature
of Cufflinks is its ability to attribute reads to different isoforms originating from the
same gene. Since no alternative splicing is expected in bacteria, we simply provide
an annotation where each gene has only a single isoform.
Another useful utility in the suite — cuffdiff — allows to compute fold changes
between experiments and attempts to assess the significance of observed variations
in expression level. Cuffdiff takes as input aligned reads from two experiments,
an annotation (this time compulsory) and all other parameters normally given to
Cufflinks. Cuffdiff runs Cufflinks on each dataset to compute RPKM values for each
elements of the annotation, deduces fold changes and performs statistical testing to
evaluate significance in the form of a p-value and a false discovery rate (FDR). In its
† Available

online at http://urn.kb.se/resolve?urn=urn:nbn:se:kth:diva-173219
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most recent versions, Cuffdiff implements the statistical model proposed by Anders
and Huber (2010),227 is able to take into considerations experimental replicates and
has a special mode for analyzing time series, two modes which we didn’t test due
to unavailability of such data.
Finally, we note that the Cufflink suite is easy to install, does not depend on
any other software and is compatible with widely used file formats. The drawback
is that the expression level estimation with bias correction is slow (a few CPU
hours per experiments) and requires extensive amount of memory. Estimation of
expression level of rRNA regions is currently out of reach even on most modern
computers (!) due to the high density of reads in those regions.

DESeq
DESeq is an implementation of a statistical model based on negative binomial
distribution by Anders and Huber in 2010.227 A popular quotation by Simon Anders
explaining the difference between DESeq and Cufflink is found below.
If you have two samples, cuffdiff tests, for each transcript, whether there
is evidence that the concentration of this transcript is not the same in
the two samples.
If you have two different experimental conditions, with replicates for
each condition, DESeq tests, whether, for a given gene, the change in
expression strength between the two conditions is large as compared to
the variation within each replicate group.
Thus the main motivation behind DESeq seems to be the ability to deal with
replicates, a feature absent in Cufflink back in 2010 but implemented since then.
Nevertheless, DESeq also allows to analyze differences between conditions without
replicates using the assumption that most genes have similar expression across
conditions, and only a few outliers will vary significantly.
DESeq is supplied as an R package, has multiple dependencies and a poorly
documented installation procedure which make it fairly difficult to set up. It takes
as input a table containing the raw number of reads mapped into the corresponding
regions for each gene and each experiments. No utility is supplied in the DESeq
package to convert standard file formats into this specific data structure.
DESeq performs data normalisation differently from Cufflinks and does not
attempt any bias correction based on the argument that a bias for a gene remains the
same across different experiments, and thus does not play any role in a comparative
study. As a consequence, differential expression analysis with DESeq takes only
a few seconds. Unlike in Cufflinks, inclusion of rRNA in the analysis has only
marginal impact on the computation load and we verified that rRNA inclusion or
removal had really little influence (typically 10−3 relative change in FDR) on the
final result.
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Results
Running DESeq and Cuffdiff on the Rt and St conditions, we obtained a list of only
49 genes with FDR < 100% from DESeq, while Cuffdiff leads to more finely tuned
FDR values, in the 95-100% range for the large majority of genes.
Using a cutoff on the FDR of 10% as advised in the DESeq user manual, a list of
16 genes was retrieved from the output of DESeq and 31 from Cuffdiff. Comparison
between both lists shows that all of the 16 genes from DESeq are present among the
31 retrieved by Cuffdiff. In turn, 29 out of 31 genes from Cuffdiff are present among
the previously mentioned 49 genes with FDR < 100% from DESeq, but with lower
significance (Figure 4.7). For example, gene EF_1013 with a log2 fold change of
2.51 and FDR of 8.5% in Cuffdiff is found with a similar fold change of 2.30 but an
FDR of 98.1% in DESeq. The two remaining genes are absent from DESeq list only
due to a different way of treating cases where strictly no reads are found within a
region in one condition but not the other (DESeq appears to systematically reject
such genes).
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Figure 4.7: (a) Fold changes and between Rt and St transcriptomes and (b) corresponding FDR values calculated by Cuffdiff and DESeq. Red dots indicate cases
that called as significant by one of the softwares, using the default threshold in each
case.
Finally, among the remaining 18 genes (49 with FDR < 100% - 31 found by
Cuffdiff), all have high FDR (above 59%) and all are found by Cuffdiff with somewhat higher confidence.

Conclusions
For the comparison between Rt and St, two physiological conditions that differ
only be the presence of heme and oxygen in the first and without replicates, results
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obtained by Cuffdiff and DESeq in terms of differentially expressed genes are almost
in perfect agreement.
When it comes to the evaluation of the significance level, although both tools
are based on the same statistical model, their results differ greatly. DESeq tends to
give very conservative results in a rather all-or-nothing approach, while Cuffdiff is
more sensitive and outputs many more potential variations with a finer gradation
in the FDR.
One should probably avoid focusing too much on the significance value of a result
and rather use a priori knowledge: a set of genes known to vary across conditions
can help to set a selection threshold in the list and significance of multiple genes
part of an operon can reasonably be considered higher than the ones for individual
genes.
At this level, Cufflink/Cuffdiff appears to be the tool of choice for these types
of analyses. A similar comparison will however need to be done once again when
experiments with replicates will be available.

Chapter 5

Compressed sensing
“Entia non sunt multiplicanda praeter necessitatem”
— Ockham’s Razor.
This chapter starts by presenting a brief introduction to the field of compressed
sensing, a theoretical framework developed in the last decade for solving large
underdetermined systems of linear equations under the assumption of a sparse
solution. Compressed sensing has proven to have many successful applications
in signal processing,258, 259 telecommunications,260–262 image processing263–265 and
medical imaging.266 It has also attracted significant interest in the physics community.267, 268
Tools and concepts taken from compressed sensing are applied in Paper II to a
problem from metagenomics, the bacterial community reconstruction (BCR). The
end of this chapter presents a series of results from an early study that, although not
sufficient for the targeted application, helped to formulate the research questions
and build the multidisciplinary approach that lead to Paper II.

5.1

Underdetermined systems of linear equations and
sparsity

A linear system of m equations with n unknowns is most often represented in a
vector-matrix formalism as
Ax = b ,
(5.1)
where x ∈ Rn is a vector representing the n unknowns, b ∈ Rm is a vector often
called, in the context of compressed sensing, the measurement and A is an m × n
(m lines and n columns) sensing matrix containing the coefficients of the equations.
Basic High School linear algebra teaches us that such a system has a unique solution
if A is a square matrix, i.e. m = n, and is full-rank.
If the number of measurements m is greater than the number of unknowns n,
the system is overdetermined and seldom has a solution. One typically seeks for an
approximate solution by using, for example, the well known least-squares method,
67
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i.e. solving the optimization problem
min kAx − bk2 ,

(5.2)

x

where k · k2 denotes the L2 -norm.
In here, the Lp -norm of a vector x of length n is defined as
kxkp = lim

q→p

n
X

!1 /q
q

|xi |

∀p ∈ [0, ∞[ ,

(5.3)

i=1

where |xi | is the modulus of the ith component of x.
The idea behind the least square is to find the x that minimizes the geometric
distance between the model prediction Ax and the measurement. However, another
and equally valid approach could be to seek for a solution to
min kAx − bk0 ,
x

(5.4)

where the so-called L0 -norm counts the number of non-zero values of the input
vector. Such an approach is relevant when the goal is to minimize the number of
violated constraints. We call a vector x k-sparse whenever kxk0 ≤ k and define its
support as the set of indices corresponding to the non-zero components of x.
Finally, if the number of measurements m is smaller than the number of unknowns n, the system is underdetermined and typically has an infinite number of
solutions. For many applications, it is nevertheless useful to select a particular
solution having interesting properties among the infinite set. For example, one
may select a solution with minimal energy by solving the constrained optimization
problem
min kxk2
x
(5.5)
s. t. Ax = b.
Or one could as well seek for a solution where the number of non-zero elements
of x is the smallest by solving
min

kxk0

s. t.

Ax = b.

x

(5.6)

The latter approach, which we will further denote as the (P0 ) problem, appears
to have a deep physical meaning: if A is our model of a system that combines m
sources of information into a measurement b, and there exist several configurations
of sources giving the same b, then it is very reasonable to believe that — as stated
by Ockham’s Razor principle — the configurations with less active sources, i.e.
with the highest sparsity, are more likely to represent the real situation. The main
drawback of this approach is that solving the (P0 ) problem exactly is NP-hard.269
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Uniqueness of the solution to (P0 )

While it is obvious that the (P0 ) problem always has a solution in the case of an
underdetermined system, its uniqueness is not evident. One of the great achievements of the compressed sensing framework is to prove that, under some conditions
detailed below, this is indeed the case. Most remarkably, it is enough to know that
the solution is sparse for the problem to become well-posed; it is not necessary to
know how many elements are zero nor what are their positions in the x vector.
The uniqueness of the solution was demonstrated by Donoho and Elad270, 271 and
requires the introduction of a new operator called the spark, defined as the smallest
number of columns from a matrix that are linearly dependent. The definition of
the spark somewhat reminds the rank of a matrix, defined as the largest number of
linearly independent columns of A, but the similarity is only syntaxic. Rank and
spark are two different and independent concepts. Quoting Donoho and Elad:
Note that, although spark and rank are in some ways similar, they are
totally different.
If one can find, among the infinite set of solutions to the underdetermined
system, a solution x such that
2kxk0 < spark(A),

(5.7)

then x is the unique solution with minimal L0 -norm to the (P0 ) problem.270–272
Indeed, assuming two distinct solutions x and y such that 2kxk0 < spark(A) and
2kyk0 < spark(A), we can deduce that A(x − y) = 0 and that the vector k(x −
y)k0 < spark(A). Since all sets of columns of A of size up to but not including
spark(A) are linearly independent by definition of the spark, we necessarily have
x = y.
One can also proove that any unique solution of minimal L0 -norm satisfies
this inequality. Let’s assume the existence of two solutions x and y such that
kyk0 = kxk0 . Since both x and y are solutions, we have Ax = b = Ay and the
vector x − y is in the nullspace of A and we have
spark(A) ≤ kx − yk0 ≤ kxk0 + kyk0 = 2kxk0 .

(5.8)

The problem with the above criterion is that calculating spark(A) is at least as
difficult as solving the original problem and thus useless for any practical purposes.
Moreover, it has been shown that270, 271
spark(A) ≥ 1 +

1
,
µ(A)

(5.9)

where µ(A) is the mutual coherence of the matrix A defined as
µ(A) =

max

1≤i,j≤n,i6=j

|aTi aj |
,
kai k2 kaj k2

(5.10)
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where ak denotes the k th column of A and ·T is the transposition operator. The
criterion (5.7) can thus be rewritten into a more restrictive but far easier to evaluate
version: if we find a solution x such that
2kxk0 < 1 +

1
,
µ(A)

(5.11)

it is necessarily the unique solution to the (P0 ) problem.
Finally, it is worth noting that the problem remains well posed in the presence
of noise ε in the system, i.e. the problem (P0ε )
min

kxk0

s. t.

kAx − bk2 ≤ ε,

x

(5.12)

also has provable criteria for the uniqueness of its solution. We will discuss those
in detail here and advise the interested reader to start from the work by Elad.271

5.3

Greedy methods for solving the (P0 ) problem
approximately

Although the (P0 ) problem is proven to be NP-Hard, numerous greedy algorithms
were developed to tackle it directly, some of them well before the introduction of
the compressed sensing formalism. They often provide surprisingly good results
given their simplicity. Matching pursuit (MP)273 and orthogonal matching pursuit (OMP)274, 275 are two examples of such algorithms that proceed to the reconstruction by iterative selection and inclusion of the columns of the sensing matrix
into the support of the solution. In both cases, each iteration starts by computing
the projections of the residual r = Ax − b onto every column of A. The column
corresponding to the longest projection is then selected and added to the support
of the solution. In matching pursuit (MP) (see Algorithm 1), the corresponding
component of the solution is incremented by the previously computed value of the
projection. In OMP (Algorithm 2), a least-square minimization is performed within
the current support at every iteration.
Thanks to their simplicity, these algorithms can easily be tuned for specific
problems or integrate elements taken from the user’s intuition. Indeed, a variety of
algorithms inspired by MP and OMP have been proposed in the literature275–284
+,1
and the algorithm at the core of the solver proposed in Paper II, coined OMPsek
,
also belongs to this family.

5.4. RELAXATION METHODS
Algorithm 1 matching pursuit (MP)
Input:
1: A ∈ Rn×m , b ∈ Rn , ε ∈ R;
Initialization:
1: x ← 0 ∈ Rm , S0 ← ∅, i ← 0; r0 ← b;
Iterations:
1: repeat
2:
i ← i + 1; 
3:
zj ← aTj ri−1 kaj k22
4:
τ ← index j of the largest element |zj |;
5:
Si ← Si−1 ∪ τi ;
6:
xτ ← xτ + zτ
7:
ri ← ri−1 − zτ aτ ;
8: until (k|ri k2 ≤ ε) or (i ≥ m))
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(← is the assignment operator)

(Iteration counter)
j = 1, 2, .., m
(|Si | ≤ i)
(Residual)

Algorithm 2 orthogonal matching pursuit (OMP)
Input:
1: A ∈ Rn×m , b ∈ Rn , ε ∈ R;
Initialization:
1: x ← 0 ∈ Rm , S0 ← ∅, i ← 0; r0 ← b;
(← is the assignment operator)
Iterations:
1: repeat
2:
i ← i + 1; 
(Iteration counter)
3:
zj ← aTj ri−1 kaj k22
j ∈ {1, 2, .., m} \ Si−1
4:
τi ← index j of the largest element |zj |;
5:
Si ← Si−1 ∪ τi ;
(|Si | = i)
6:
xSi ← argminkASi βi − bk2
(ASi ∈ Rn×i )
7:
8:

βi

ri ← b − ASi xSi ;
until (k|ri k2 ≤ ε) or (i ≥ m))

5.4

(Residual)

Relaxation methods

Instead of solving the (P0 ) problem directly, another approach consists in relaxing
the problem, i.e. to solve
min kxkp
x
(5.13)
s. t. Ax = b,
where p is allowed to take other values than 0, hoping to obtain a problem that
is easier to solve and whose solution is also a solution to (P0 ) or at least a good
approximation of it.
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The first of our expectations can only be satisfied for p ≥ 1 where a wide range of
tools from convex optimization can be used to solve the problem. On the contrary,
the problem for all norms p < 1 is NP-Hard.285 As for our second expectation, it
is worth noting that all norms Lp with p ≤ 1 promote sparsity while cases with
p > 1 tend to generate dense solutions in most cases.271 These properties can be
best understood by the visual representations given in Figure 5.1. The L1 case,
also called (P1 ) problem, is particularly interesting as it is sparsity promoting and
convex.
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L∞

Figure 5.1: Visual representations of the optimization problem (5.13) using different
norms. The green line represents the constraints, the red circle the solution and
the blue line all the points of norm equal to the one of the solution. Lp -norms with
p ≤ 1 favor sparse solutions, i.e. located on one of the axes, while p > 1 generates
dense solutions, i.e. out of the axes.
Candès has shown286 that indeed an s-sparse solution x to (P1 ) is also the
unique solution to (P0 ) provided that
√
δ2s < 2 − 1,
(5.14)
where δk is the isometry constant of the matrix A defined as the smallest number
such that
(1 − δk )kyk22 ≤ kAyk22 ≤ (1 + δk )kyk22 ,
(5.15)
for every k-sparse vector y. A corollary of the proof is that (P0 ) has a unique
s-sparse solution for δ2s < 1, albeit one may not be able to find it by solving the
relaxed problem (P1 ).286
While these results provide an elegant framework for compressed sensing and
allow to use rigorous tools from optimization to tackle the problem, calculating
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the isometry constant for a given matrix is not simpler than obtaining its spark,
thus making the criterion not so useful for practical purposes. Moreover, based
on our experience on a few applied cases, tackling the (P1 ) problem directly is
often suboptimal as greedy algorithms solving (P0 ) are usually computationally
less demanding and perform well while the more evolved relaxation methods of
the types described below are better at handling the most complex cases. We
have also observed, in agreements with reports in the literature,287, 288 that many
practical compressed sensing problems remain well posed even when the criteria
introduced above are not satisfied, suggesting that the bounds provided by the
mutual coherence and isometry constant are very conservative.
Much effort has been put to construct matrices with some sort of guarantees
on their isometry constant. So far, this has only been achieved in the form of
probabilistic bounds for families of random matrices, the most common of which
being matrices the elements of which are generated from Gaussian distributions,289
sometimes with specific underlying structures in the matrix.290 Those theories fail
to provide any guarantees for any specific instance of a matrix, but are nevertheless
very useful to understand what properties of matrices make them “good” or “bad”
for a compressed sensing problem. For example, such approaches give reasonably
good hints on how many measurements are required to recover a solution with a
given sparsity,291 or tell us that correlation between the columns of the sensing
matrix292 or in the noise293 are undesirable and require specific treatments.
Alongside the (P1 ) problem, several other more evolved relaxation methods
useful in compressed sensing exist. Below, we present two classical examples of
such and discuss their advantages. Both predates the formalisms of the compressed
sensing theory and are commonly used in the field of machine learning.294

LASSO regression
The least absolute shrinkage and selection operator (LASSO) can be seen as a
reformulation of the compressed sensing problem in term of the unconstrained optimization problem295

min kAx − bk22 + τ kxk1 ,
x

(5.16)

where τ represents the weight of the sparsity-promoting L1 norm over the residual.
For largely undetermined systems in the noiseless case, it seems reasonable to assume that the residual quickly reaches zero, leaving us in a situation very similar
to (P1 ).
The minimization problem (5.16) can be solved for a value of τ chosen by the
user296 or for all values of the parameters in a particularly efficient manner through
least angle regression (LARS).297
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Elastic Net
Elastic Net is an improvement over LASSO to make it more efficient in the case of a
reference matrix with similar or correlated columns.298 Elastic Net, in its simplest
form, solves the minimization problem

min kAx − bk22 + λ2 kxk22 + λ1 kxk1 .
(5.17)
x

The additional L2 norm makes penalization strictly convex, thus favoring denser
solution, while the L1 norm favors sparsity. For a set of well chosen coefficients
λ1 and λ2 , the net effect is to distribute weights in the solutions to unknowns
corresponding to similar or correlated columns in the matrix, while LASSO rather
attribute all the weight to one arbitrary column within each group.298 This thus
sacrifices some sparsity in favor of better reproducing the underlying structure of
the system.
Elastic Net can be reformulated in the form of LASSO by defining :




√
λ1
x
A
b
∗
∗
√
and γ = √
, b =
, x∗ = √
A = 1 + λ2
0
λ2 I
1 + λ2
1 + λ2
(5.18)
where I is the identity matrix. This allows to rewrite expression (5.17) as
(kA∗ x∗ − b∗ k2 + γkxk1 ) ,
min
∗
x

(5.19)

λ1
where γ = √1+λ2
.
Expression (5.19) is in a LASSO form and thus can be solved using LARS for all
values of γ. This formulation reveals that the L2 penalization term helps to reduce
correlations between the columns of the original matrix through the additional
elements at the bottom of A∗ .

5.5

A compressive sensing view on metagenomics

Metagenomics is the study of genetic material extracted from samples made up of
multiple organisms,299 as opposed to classical genomics that studies RNA or DNA
extracted from purified samples, ideally containing only monoclonal individuals of
a single organism. Metagenomics thus enables us to study samples directly from
the environment,300 species that cannot be cultured in a lab301, 302 or groups of
organisms highly dependent on each other.303
One of the problems encountered in metagenomics with potentially huge medical applications is bacterial community reconstruction (BCR):304 can we, given
a measurement performed on a sample and our current knowledge about Life on
Earth, determine which bacterial species are present in the sample and in which
proportions ?
From an abstract point of view, the problem can be viewed as follows: each individual organism i in the sample generates a measurable signal that is a characteristic
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of its identity and can be represented as a vector si of m numbers. Individuals generating the same signal belong to the same species, but two individuals from the
same species do not necessarily generate identical signals, as minor variations from
individual to individual exist. We further assume that our measurement apparatus
used on a mixture of k organisms returns the average of the signals generate by
each individual with some noise, i.e. the result of our measurement is
b=

k
1 X
si + ε,
k i=1

(5.20)

where ε represents experimental noise.
We further assume that the k individuals are grouped into p species, each species
being characterized by a reference signal Sj such that for any organism i belonging
to species j we have δi = Sj − si small in the sense of some norm, the choice of
which depends on the exact nature of the measurement. We can then rewrite (5.20)
as
p
p
X
1X X
b=
(Sj + δi ) + ε =
νj Sj + E,
(5.21)
k j=1 i∈species j
j=1
where we absorbed in E the experimental noise ε and the net effect of all the small
individual variations δi . We also define νj as the relativePfrequency of species j in
the sample, and note that we must have νj ≥ 0 ∀j and j νj = 1 = kνk1 , which
effectively prevents us from using techniques based on L1 relaxation.
In a matrix-vector form, the expression becomes
b = Sν + E,

(5.22)

where the j th column of matrix S is the vector Sj representing the reference signal
of the corresponding species.
Finally, our current knowledge about Life on Earth provides us with a collection
of reference signals Sj that can be represented as a large m-by-n matrix A. A basic
assumption taken here and in Paper II is that our knowledge is extensive∗ so that
the group of species in the sample is a small subset of all the species for which we
have available data. Solving the BCR problem thus consists in finding the subsets
of columns of A that are part of S and calculating the corresponding

 frequencies ν,
ν
i.e. recovering a sparse vector x that is a permutation of
, given the noisy
0
measurement b, which is a perfectly well suited problem for compressed sensing.

Practical realization
The framework we have just introduced is very general and could be applied for
many types of measurements. The limiting factor is thus to determine for which
properties extensive databases are available.
∗ The case where this is not true and one needs to perform discovery of new bacterial species
has been addressed by some of the co-authors of Paper II in another contribution.305
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The number of entries for prokaryotic (bacterial or archaeal) genomes at the
National Center for Biotechnology Information (NCBI) is currently just over 36 000
and growing, but only about 4 000 are labeled as complete. The estimated number
of bacterial species is many orders of magnitude higher than these numbers,306
suggesting that although the number of available genomes may seem high, it does
not represent a knowledge as extensive as we would like it to be.
Another simpler characterization of bacterial species used since well before NGS
is the sequencing of the 16S rRNA or the gene coding for it.307 About 1 500
kbp long, the 16S rRNA is a building block of the ribosomes, the macromolecules
synthesizing proteins from the mRNA template. As such, theses genomic regions
are made up of highly conserved segments (typically important for the ribosomal
enzymatic activity) interleaved by more variable and species-specific parts. In its
release 11, the ribosomal database project (RDP) lists over 3.2 millions of 16S rRNA
sequences308 which seems reasonably well “extensive”, even compared to optimistic
estimations of bacterial diversity.306
As a result, it is clear that BCR method should be based on measurements
targeting the 16S rRNA, albeit the availability of more and more complete genomes
may change this point of view in a not too distant future.
One possible approach for obtaining a suitable measurement, as demonstrated
in Amir and Zuk (2011),309 is to use a chromatographic Sanger sequencer fed with
non-purified templates and using the data from the optical sensor directly, instead
of letting the machine perform base calling. Because the input contains a mixture
of templates, each locus in the output will be made of a mixture of the four colors
the relative intensities of which correspond to the relative frequencies of each basis
at the corresponding position. Methods from compressed sensing are then used to
infer the species relative frequencies.
Although elegant, the approach implies a quantitative measurement of the intensities of faint optical signals that is likely noisy and requires at least modifying
the operating protocols of the sequencing equipment, or maybe even the sequencing equipment itself, to obtain the desired data — something that is unlikely to be
available at many sequencing facilities.
Given the relative ease of access to current NGS platform, an alternative is to
proceed with a standard sequencing of the 16S rRNA, the genes coding for it, or
possibly whole genomes. The output of such a measurement is a large set of reads
that do not directly constitute a suitable representation.
The way of generating a measurement vector suitable for the compressed sensing
framework introduced here is to calculate the distributions of short oligopolymers
of length k, commonly called k-mer, in those reads to generate the necessary signatures.310 Such a distribution is represented by a set of 4k positive real numbers
counting the relative occurrence frequencies of each k-mer, in the case of k = 3:
AAA, AAC, AAG, AAT, ACA, etc... A similar k-mer distribution can be calculated
for each species the 16S RNA sequence of which is available in a database.
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Under some conditions that will be discussed later, one expects the k-mer distribution of all the reads from the sequencing output to be the average of the signatures
of each species in the sample, weighted by their respective relative frequencies, i.e.
exactly the case of the model in (5.21).
The advantages of such an approach are that it does not require aligning the
reads onto the reference, a computationally heavy task the difficulty of which is
further increased by the similarities between the 16S sequences across all bacteria.
It works despite varying lengths of the reads and references and avoids processing
reads one by one, but instead treats all of them together in an integrated fashion.
Many other genetic signatures with similar properties can be conceived and a few
of them have been tried within the study leading to Paper II, but the popular
k-mer distributions remained the ones providing the best results among those we
have tested (data not shown).
The genetic signatures used in Paper II are generated in a slightly more refined manner than the one described above. Instead of calculating a single k-mer
distribution for each reference of length Nseq in the database, we evaluate such distributions multiple times for each reference over partially overlapping sub-sequences
using a sliding window of length Nw moved by Np nucleotides at each step (Figure 5.2). As a result, each reference from the database is translated into about
(Nseq − Nw ) Np columns in the A matrix and the weight associated to a species
is the sum of the elements in the solution vector corresponding to these columns.
Reads obtained from RNA-seq are truncated to the length of the shortest read in
the dataset and we calculate the average k-mer distribution over all the reads. For
a database of 16S rRNA sequences, Nseq ' 1500 nt and, for the test dataset used
in Paper II and described in the next section, Nw was chosen to 450 nt. Results in
Paper II indicate that a value Np of about 15 provides a good trade-off between
computational load and accuracy of the reconstruction. Smaller values of Np lead
to highly correlated columns in A that do not bring much new information into the
system.
Another notable result in Paper II is the development of a new greedy algorithm able to efficiently solve an optimization problem inspired by LASSO and
Elastic Net, with the additional constraints of unit L1 norm for the solution vector
and positive elements in it.
While the construction of the A matrix in SEK, the method we introduced in
Paper II, may seem strange at first, the reasons behind it can be clearly understood through the results of a preliminary study performed before Paper II and
documented in the next section. The section also illustrates why an approach based
on an optimization of an L2 norm was chosen as a basis for the algorithm.
Finally, the ultimate justification behind the approach used in Paper II is that
such a construction together with the newly developed greedy algorithm outperformed the popular RDP-classifier 311 on speed and accuracy by a wide margin,
and is a serious competitor to Quickr,312 another algorithm based on very similar sparsity exploiting principles and developed at the same time as SEK. Overall,
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Figure 5.2: Illustration of the construction of the sensing matrix A for SEK algorithm introduced in Paper II.
Quickr appears to be slightly faster but less accurate than SEK. However, the
computation time of SEK is largely dominated by the generation of the genetic
signatures, which requires tens of minutes for a typical dataset compared to just a
few seconds for solving the optimisation problem itself. The most accurate method
available is still BEBaC305 but, because it is tailored for a more difficult version
of the problem where no reference database is available, its computational cost remains prohibitive even compared to the naive brute force alignment of every read
toward every reference available.

5.6

Results from preliminary study

This section presents results from a preliminary study performed before the work
in Paper II. While the results achieved here probably aren’t good enough for any
practical application, they help to understand the reasons behind design choices in
the SEK method and were useful to formulate the research questions and build the
multidisciplinary approach that lead to Paper II.
The test case we studied here is the same as the one used in experiment 2 on
BEBaC305 and one of the test cases studied in Paper II: a dataset obtained from a
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sequencing experiment on the 454 platform,205 containing 91240 reads with lengths
in the range 450–550 bp associated with a database of 114 reference sequences for
22 species, 20 bacteria, one archaeon and one eukaryote, and a ground truth in the
form of the distribution of species frequencies within the sample. We note that
the reference sequences are fairly close to each other (Figure 5.3) and that the
problem is not very sparse as 21 out of the 22 species in the database are present
in the sample. Such a situation is not representative of a real world case where one
doesn’t know a priori which species are present. To circumvent this, we created
an extended version of the database by adding 45 references for 9 fake species.
The new species are derived by applying 20% mutations to an existing reference to
generate a new species, followed by 0.8% mutations to generate multiple references
within the species, leading to a variability comparable with the rest of the database
(Figure 5.3).
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Figure 5.3: Similarity between each pair of reference sequences given as the fraction of identical nucleotides. Sequences with IDs 1-114 correspond to the original
database and 115-159 are randomly generated.
Below, we attempt to solve the problem using the k-mer distributions as signature for k between 3 and 6. We note that the system is not undetermined in all
cases, but a complete problem using all the data from RDP would always be. The
solvers used, however, are not sensitive to this and provide a solution in all cases.

MP and OMP
In our first attempt to tackle the problem, we use the k-mer distributions directly to
build the A sensing matrix and the b measurement vector. We use a modified ver-

80

CHAPTER 5. COMPRESSED SENSING

sion of MP and OMP algorithms where we have constrained the selection of columns
to those with positive projections on the residual and, for OMP, we replaced the
least-square approximation step with a version constrained to non-negative values
using the implementation provided in Matlab through function lsqnonneg().313 The
constraint of unit L1 norm for the solution vector is applied a posteriori by rescaling the result. We show in Figure 5.4 the solutions obtained for the 114 reference
sequences (subfigures 5.4a and 5.4b) and compared to the ground truth for the 22
species (5.4c and 5.4d).
While the recovery accuracy in these cases is mediocre, the figures and particularly Figure 5.4a help to intuitively understand the problem. The column selection
operation in MP and OMP is based on the projection of the residual and thus its
sensitivity is highly dependent on the angle between the columns of the reference
matrix, defined as


ai0 · aj
−1
,
(5.23)
θ = cos
kai kkaj k2
where ai denotes the ith column of A. In the present cases, these angles are small
(Figure 5.5), meaning that the columns of A are highly correlated.
As a result, at the first iteration, the columns of A are almost parallel and thus
all their projections are very similar. The choice of the first column to be included
in the support is thus not robust and once chosen, one column receives a high
weight, which explains the type of solution observed in Figure 5.4a. OMP behaves
marginally better because the algorithm re-estimates the weights for all columns at
each iteration.
A simple way to increase those angles and thus lower the correlation between
the columns is to subtract from each column of A, as well as from the measurement
vector b, the mean column of A defined as
amean =

1 X
ai ,
m
m

(5.24)

k=1

where m is the number of columns of A and ak is the k th column of A.
The reference matrix A and the measurements b are transformed respectively
into Ã and b̃ such that
ãi
b̃

= ai − amean ,

(5.25)

= b−a

(5.26)

mean

.

The new system of equations to be considered
is Ãx = b̃ and it is exactly equivalent
Pn
to the original Ax = b if and only if k=1 xk = 1, which is true in our case.
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Figure 5.4: Solutions obtained using a modified version of MP and OMP algorithms
using the reference database with 114 sequences and distributions of k-mer for
different values of k. The solution is given in terms or reference sequences in (a)
and (b), and in terms of species together with a comparison to the truth in (c) and
(d).
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Figure 5.5: Angles between each pair of columns of A of k-mer distributions in
the reference sequences as defined in equation (5.23) for four different values of k,
with and without removal of the mean column. Without mean column removal,
the angles typically increase with k but remains small even for k = 6, while, after
mean removal, they are wide in nearly all cases.
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An illustration of the method is shown in Figure 5.6. After removal of the mean
distribution, the angles θ for Ã are much wider and depend less on the length of
the oligopolymers considered.
Legend
Residual
Columns of the sensing matrix
Mean column of sensing matrix

Before mean
column removal

After mean
column removal

Figure 5.6: Visual representation of the effect of the removal of the mean column
and how it widens the angles between the columns and reduces the correlation
between them.
Solutions obtained using MP and OMP after mean removal are shown in Figure 5.7. One immediately notices that the recovery is improved and that both
algorithms now give a fairly similar output. While such results probably aren’t
what one would call satisfactory, we point out that the by-then state-of-the-art
methods for BCR gave variations among themselves (see Figure 1 in Meinicke et
al. (2001)310 ) that are comparable to the errors obtained here. Furthermore, we
emphasize the computational efficiency of the present methods: excluding the time
required to compute the k-mer distributions, all the computations can be performed
on a laptop computer in just a few seconds.
Finally, in Figure 5.8, we consider the case of the extended database and conclude that both methods fail to reproduce the sparsity in the data. We also point
out that “the first takes it all” effect previously described is still present across
references belonging to the same species.

Elastic Net
We now apply the Elastic Net algorithm using the full k-mer distributions, i.e.
without mean column removal (Figure 5.9). To avoid the difficulty caused by the
constraint on the solution unit L1 -norm, we first set an arbitrary value for λ2 and
solve the problem using LARS for all values of γ. We then search among all the
computed solutions for a value of γ that results in a unit L1 -norm in the best
way possible (errors of 10−2 were tolerated and easily achieved in all cases), thus
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Figure 5.7: Solutions at the species level using MP and OMP after subtraction of
the mean statistics.
providing a meaningful way to chose the otherwise arbitrary γ parameter. We
also do not apply any positivity constraints on the values of x in the optimization
problem yet, at least for the original database, all the recovered fractions but one
are positive: the weight attributed to the reference sequences 82 using 5-mer has a
small negative value of about -0.002. We note that the situation is not typical and
lots of negative values are generally created in situations where the solution does
not satisfy the kxk1 = 1 condition.
Unlike the pursuit algorithms above, Elastic Net recovers the underlying structure of the matrix (Figure 5.9a) and spreads weights roughly equally across members
of the same species, thus providing a more meaningful description of the mixture.
The overall quality of the reconstruction is however not better than with pursuit
algorithms.
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Figure 5.8: Solutions at the reference sequence level using MP and OMP and the
extended database, after subtraction of the mean statistics.
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Figure 5.9: Solutions obtained using Elastic Net and LARS solved with λ2 =
3.5 10−3 .
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For the extended database (Figure 5.9b), we note that the results contains a
few more slightly negative values and that the sparsity is not well recovered as
nearly all of the additional references have non-zero fractions. Most importantly
and as shown in Figure 5.10, the presence of additional references leaves the weights
for the real 114 references mostly unchanged, except for a normalization constant.
Everything thus happens just like if Elastic Net was simply modeling the noise in
the measurement using the additional reference sequences available (which in turns
suggests a rather high noise level in the data).

Species fractions - original database
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Figure 5.10: Scatter plot of the reference sequence fractions in the reconstruction
using Elastic Net with and without the 45 additional references for species not
present in the sample.

Epilogue
Although the accuracy of the result achieved during the preliminary study documented here is not the greatest, the computing time on the order of a fraction of
second on a standard laptop, compared to hours on high performance equipment for
other methods available by then (BEBaC, RDP Classifier), sparked the interest to
build a collaboration that eventually lead to the greatly improved results of Paper
II. The formulation of the problem as introduced here was also a key element for
people from the field of signal processing to grasp all the ideas and challenges of
the problem.
Ultimately, it was discovered during the work leading to Paper II that the main
reason behind the poor results obtained here is that the reads in the dataset are
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not uniformly distributed across the reference sequences but instead concentrate
in about one third of them. This results in skewed k-mer distributions in the
measurement compared to the reference because the distribution of a substring of
a sequence does not need to be equal or even similar to the distribution of the
whole sequence. Calculating multiple k-mer distributions for each reference using a
sliding windows about the size of the read as introduced in Paper II circumvents
this issue. While this greatly expands the size of the A matrix, performances of the
method could be maintained by developing the new greedy algorithm presented in
Paper II tuned to the specificities of the problem and combining the encouraging
results of OMP and Elastic Net demonstrated here.

Chapter 6

Absent words
“

,

—

,

´

...42!”
.

This chapter steps a little aside from sequencing and microbiology to address a
problem from theoretical computer science dealing with words and texts. In this
context, words are strings of characters from an arbitrary alphabet and text are
similar strings containing many words. Absent words are words that are not present
in a text. The concept was first introduced by Béal et al. (1996)314 and further
extended by Crochemore et al. in subsequent work.315–317 While Haubold et al.
(2005)318 use the related concept of “shortest unique substrings” in DNA sequences,
the absent words are first introduced in the field of genomics by Hampikian and
Andersen who performed exhaustive search for the shortest oligomers absent in a
variety of genomes (then called “nullomer”).319 Some investigations of the biological meaning of such sequence were carried on,320 but most efforts in the field
targeted the design of more efficient methods for finding the shortest absent words,
motivated by the potential use of such absent sequences as tags or biomarkers in
biotechnological applications.321, 322
Words absent from a genome are directly related to the design of the tags for
tagRNA-seq (Paper III, supplementary material): if we omit the error tolerance
and constraints on the sequence from our requirements, the design of tags simply
becomes a search for two absent words as short as possible. By extension, one can
define the concept of absent words with a certain error tolerance e: subsequences
absent from a reference that remain absent even after a e modifications at any
position in their sequences. Unfortunately, while algorithms exist for retrieving
absent words from a sequence, to our knowledge, there is no tool available in the
literature able to do so for words absent with a desired error tolerance (other than
by exhaustively testing every possibility for each candidate word). In particular,
we remark that while adding a letter to a word known to be absent guarantees that
the new longer absent word is absent, this operation doesn’t necessarily increase
the error tolerance of the new word compared to the one used as a basis.
Minimal absent words (MAWs) are a subset of absent words which cannot be
created by adding a letter to another absent word.323 Although the concept has
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been used repeatedly in computer science and automata theory under the slightly
misused∗ name of minimal forbidden words,316, 324–326 it was popularized only after
Pinho et al. (2009)323 introduced it to the field of bioinformatics, where it has
proven to be useful for diverse applications in genomics and phylogeny327–330 and
the current nomenclature settled. By definition, MAWs have an error tolerance
of exactly 0 and thus form a basis for building all other absent words by adding
characters to their beginning or end.
While not directly useful for the design of tags for tagRNA-seq, absent and
minimal absent words exhibit interesting properties that we discuss briefly in this
chapter and in more detail in Paper VII. The paper also introduces what is, to our
knowledge, the first model characterizing the length-distribution of MAWs in random texts. The end of the chapter relates absent words and minimal absent words
to the field of satisfiability and presents an alternative theory based on previous
results in that field.

6.1

Definitions

An alphabet Z is an ordered set of |Z| letters. A word of length l is a string of
l letters from Z and a text G is a string of finite length G much longer than the
length of any word considered in the problem. In biological applications, the text
is often the genome of the organism studied with typical length from millions to
billions of letters from a four-letters alphabet.
A word w of length l is an absent word of a text G if w is not a substring of
G. The word w is a series of characters c1 c2 · · · cl where the ck are letters from
the alphabet Z. We denote as wL and wR the substrings c1 · · · cl−1 and c2 · · · cl
respectively. We call a word w of length l minimal absent if and only if w is absent
from G and wL and wR are both substrings of G. We also introduce wI as the
substring c2 · · · cl−1 , call it the MAW core and note that such a word appears at
least twice in G, except if c1 = c2 = · · · = cl in which case wL and wR may overlap.
Finally, an absent word is a shortest absent word of length l0 if no absent words
shorter than l0 exist. By definition, all shortest absent words (sometimes denoted
as nullomers or unwords in the literature320, 321 ) are also minimal.

6.2

Empirical properties of absent and minimal absent
words

In the context of genomics, the length of the shortest absent word in a sequence
can be predicted reasonably well with probabilistic models by assuming that the
genome is a random sequence of (non-necessarily equiprobable) letters.322 The
number of absent words of a certain length l grows asymptotically as |Z|l (4l for
DNA sequences, Figure 6.1a). This effect is rather simple to understand: starting
from an absent word of length l, one can build |Z| words of length l + 1 by adding a
∗ The term forbidden presupposes the existence of rules in the language that prevent such a
string to appear, while absent only states that the word was not observed regardless of the reason.
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letter to the beginning or end of the word. Each of these new words is guaranteed
to be absent as well.
Another observation in the context of genomics is that the number of MAWs
shows a drastically different and non-trivial behavior: for l close to the length of
shortest absent words, this number grows similarly to the one of absent words.
After that, it quickly reaches a maximum for a length lmode and then decays with
a long tail for large l (Figure 6.1a, Figure 7 in Pinho et al., (2009),323 Figure 1 in
Garcia et al. (2011)329 ). The effect is qualitatively similar for genomes analyzed in
the literature329 as well as almost all genomes tested by us (Figure 6.1c), the only
exceptions being a few short viral genomes. In contrast, simulations for random
genomes show that the tail behavior of the distributions are very different from the
one described above (Figure 6.1b).

10 10

10 6

Number

10 8

Number

Uniform
Same nt dist.
Same 2-mers dist.
Same 3-mers dist.
Same 4-mers dist.
Same 5-mers dist.
E. Faecalis

10 6

Absent words
MAWs
y = 4x

10 4

10 4

10 2

10 2
10 0

10 0
5

10

15

20

25

30

35

40

45

50

5

10

15

(a)

25

30

35

(b)

1010

Picea abies
Human
Mouse
Drosophila
S. cerevisiae
E. coli
E. faecalis

8

Numberof MAWs

10

20

Length (nt)

Length (nt)

106

M. genitalium
T. kodakarensis
N. equitans
Cafeteria roenbergensis virus
Human Herpers 5 virus
Influenza H5N1
Hepatitis B virus

104

102

100

5

10

15

20

25

30

35

40

45

50

Length (nt)

(c)

Figure 6.1: (a) Number of absent and minimal absent words as a function of the
word length in the chromosome of E. faecalis v583. (b) Number of MAWs in E.
faecalis compared to randomized genomes. Random genomes reproduce well the
beginning and bulk of the distribution, but do not exhibit the long tail behavior of
real genomes. (c) Distribution of MAWs in a few arbitrarily selected genomes from
viruses, bacteria, archaea and eukaryotes, including Human: all but the shortest
viruses exhibit the long tail behavior.
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6.3

A theoretical framework for MAWs

In Paper VII, we present a theory describing the distribution of MAWs for a random sequence with arbitrary letter distribution. The essential part of the approach
is summarized below.
Let’s consider a reference of length N and the word
w = c1 c2 c3 · · · cl−1 cl .

(6.1)

We note that the reference contains N − l + 1 substrings of length l, with neighboring substrings partly overlapping, thus introducing correlation between them. By
definition of a MAW, we must also have that wR = c2 · · · cl and wL = c1 · · · cl−1
must not be absent.
The probability for w to be a MAW can be written with the help of the Venn
diagram in Figure 6.2 as
P (w is a MAW) = P (w is absent) − P (wL is absent) + P (wR is absent)

−P (w, wL , wR are all absent) . (6.2)

wR absent

(implies
w absent)

All
absent

wL absent

(implies
w absent)

w is a MAW
(w absent ; wR, wL present)

w present
(implies wR, wL present)

Figure 6.2: Venn diagram for a word w = c1 · · · cl with subsequences wL =
c1 · · · cl−1 and wR = c2 · · · cl to be a MAW.
The probability for w to be different from a randomly chosen substring is
1 − p1 P2..l−1 pl ,

(6.3)

where pk is the probability for the k th letter of the word to be identical to the k th
letter of the substring considered, and P2..l−1 is the product p2 p3 ...pl−1 .
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Ignoring the correlation between neighboring substrings, the probability for w
to be absent from the reference is thus
P (w is absent) = (1 − p1 P2..l−1 pl )

N −l+1

(6.4)

.

The probability of wL and wR being absent independently from each other are,
using the same approach as above
P (wL is absent) = (1 − p1 P2..l−1 )
P (wR is absent) = (1 − P2..l−1 pl )

(6.5)

N −l+2

N −l+2

(6.6)

.

We now rewrite the third term on the right hand side of equation (6.2) for a
randomly chosen substring Sj of length l from the reference as
P (w, wL , wR are all absent from Sj ) = 1 − P (w, wL , wR are present in Sj
or wL is present in Sj or wR is present in Sj ), (6.7)
where the “or” should be understood in the exclusive sense. The probability on the
right hand side can be written explicitly as
P (...) = p1 P2..l−1 p2 + p1 P2..l−1 (1 − pl ) + (1 − p1 )P2..l−1 p2 ,

(6.8)

= p1 P2..l−1 + P2..l−1 p2 − p1 P2..l−1 p2 ,

(6.9)

= (p1 + p2 − p1 p2 ) P2..l−1 .

(6.10)

We then get for the whole genome
P (w, wL , wR are all absent) = (1 − (p1 + p2 − p1 p2 ) P2..l−1 )

N −l+1

,

(6.11)

and, finally
P (w is a MAW) = (1 − p1 P2..l−1 pl )
− (1 − P2..l−1 pl )

N −l+2

N −l+1

− (1 − p1 P2..l−1 )

N −l+2

+ (1 − (p1 + p2 − p1 p2 ) P2..l−1 )

N −l+1

. (6.12)

From this probability, the expectation value for the number of MAWs as a
function of the length of the word follows using straightforward but lengthy combinatorics and algebra documented in Paper VII. Finally, we remark that, in the
case where all the letters in w are the same, wL and wR can overlap and that
situation requires special treatment, documented in the appendix of Paper VII.
We have verified by simulations that the theory as described here accurately
reproduces the length distribution of random sequences of letters (Figure 6.3). Its
predictions for the length of the shortest absent word are very similar to the one
obtained using the estimator developed and implemented by Wu et al. (2010)322
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Figure 6.3: Comparison between the prediction of Paper VII and real number of
MAWs for random genomes with uniform and biased nucleotide distributions.
(see Table 6.1 further). The unique and novel aspect of the present theory is
its ability to predict the whole distribution rather than a single point of it. In
particular, it demonstrates that the tail behavior observed for real genomes cannot
be explained from a simple random model based on independent letters.
In the paper, we define the notion of tail MAWs, i.e. MAWs that are longer
than lmax , the length of the longest MAW with an expectation value above 1 based
on the above described theory. We show that the cores have biologically relevant
properties and that the observed tail can be reproduced by constructing a genome
using a copy-paste-mutate mechanism.

6.4

Connection to satisfiability problems

A Boolean satisfiability problem, or simply SAT, consists in finding a configuration
of input variables that causes a Boolean formula to be true. SATs form a class of
problems well known in computer science and at the basis of the famous concept
of NP-completeness.331 After the discovery of a phase transition-like behavior by
Sellman, Kirkpatrick and others in the early 1990’s,332, 333 SAT has also attracted
a lot of attention from the physics community.334
This section describes an alternate approach for estimating the number of absent
and minimal absent words by reformulating the problem as a SAT. This theory was
developed before the one described above and in Paper VII, and is somewhat
obsolete compared to it. While both approaches lead to very similar predictions
for the length of the shortest absent word, the SAT-based theory fails to give the
complete distribution of MAWs. It is nevertheless interesting to show the relation
between these apparently unrelated fields.
A more formal way of stating that a word w of length l is absent from a text G
of length N defined on an alphabet Z is:
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Find c1 , c2 , ...cl s.t.
¬( c1 = G1 ∧ c2 = G2 ∧...∧ ci = Gi ∧...∧
cl = G l
∧¬( c1 = G2 ∧ c2 = G3 ∧...∧ ci = Gi+1 ∧...∧ cl = Gl+1
∧¬(
...
∧¬( c1 = Gj ∧ c2 = Gj+1 ∧...∧ ci = Gi+j ∧...∧ cl+j = Gl+j
∧¬(
...
∧¬( c1 = GN −l+1 ∧ c2 = GN −l+2 ∧...∧ wi = Gi+j ∧...∧ cN −l+i = GN

)
)
)

(6.13)

)
is true,

where Gk denotes the k th letter of the text G, ∧ denotes the logical AND operation
and ¬ indicates a negation. Using the identity ¬(a∧b) = ¬a∨¬b, where ∨ represents
the logical OR and grouping terms, one gets
l
N
−l X
Y

¬(ci = Gi+j ),

(6.14)

j=0 i=1

where the summation and multiplication should be understood in the sense of
logical OR and AND operations respectively. We note that the equation above
holds for usual text and linear genome. For circular genomes, the equation needs
to be slightly adapted:
N X
l
Y

¬(ci = G(i+j)

mod N ),

(6.15)

j=0 i=1

The formulations in (6.14) and (6.19) correspond to a SAT in conjunctive normal
form (CNF), except that the variables wi are not Boolean but take their values from
a set of size |Z|. In cases where |Z| = 2φ with φ integer, the transformation into
Boolean form is obvious: one can simply transform each letter into a series of φ
bits and expand each inequality in (6.14) into φ inequalities connected by logical
AND operators, i.e.
(6.14) =

N
−l X
l
Y

¬(xi,1 = Xi+j,1 ∧ ... ∧ xi,φ = Xi+j,φ )

(6.16)

j=0 i=1

=

N
−l X
l φ−1
Y
X

¬(xi,k = Xi+j,k )

(6.17)

j=0 i=1 k=0

=

φl
N
−l X
Y

¬(x̃i = X̃i+j ),

(6.18)

j=0 i=1

where xi,k and Xj,k are the k th bit of the binary representation of the letters wi
and Gj respectively, and where we defined a mapping such that xi,k = x̃iφ+k and
Xj,k = X̃jφ+k .
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In the general case where |Z| is not a power of two, one needs to create φ =
dlog2 |Z|e variables xi,k for each letter ci and add new constrains to the problem
to forbid the 2φ − |Z| binary words that do not correspond to any letter of the
alphabet Z .
The satisfiability problem with Boolean formula (6.18) is a classical k-SAT with
k = φl variables per clause with the particularity of having φl = k variables, i.e.
each variable of the problem appears in each clause.
Using a similar approach, the problem of finding a minimal absent word can be
formulated as
Find c1 , c2 , · · · cl s.t.



l
l−1
N
−l X
N
−l X
l
N
−l X
Y
Y
Y
¬(wi = Gi+j ) ∧¬ 
¬(wi = Gi+j )
¬(wi = Gi+j ) ∧¬ 


j=0 i=2

j=0 i=1

|

{z
α

}

|

j=0 i=1

{z
β1

|

}

{z
β2

}
(6.19)
is true.

Formulation (6.19) reveals that the MAW are the solutions to the (φl)-SAT α
identical to (6.18) that are not solutions of either of the two simpler (φ(l − 1))-SAT
with φl variables β1 and β2 .
While the formulation as a SAT could a priori be used to solve the (minimal)
absent word problem using one of the many available SAT solvers, we note that
this approach is however not productive in practice. High performance algorithms
for finding MAWs directly have been developed and publicly available code on a
modern desktop computer can process genomes with millions of nucleotides in a
matter of seconds322, 327 — a time comparable to what it takes to rewrite a genome
under a CNF as described hereabove. However, the SAT formulation is interesting
from a theoretical point of view as it allows to re-use decades of work and analyses
from that field, which we illustrate in the next section.
We calculated the expected number of solutions following the methodology of
Kirkpatrick’s annealed estimate:333 starting from 2φl possible configurations and
for long texts of length N , each of the N − l ' N reduces the number of solutions
by a factor (1 − 2−k ) = (1 − 2−φl ). The expected number of solution is thus
E(l) = 2φl (1 − 2−φl )N ,

(6.20)

= exp φl ln 2 + N ln 1 − 2

−φl

Noting that



.

(6.21)


lim ln 1 − 2−φl = 0,

l→∞

E(l) reproduces the observed asymptotic behavior of the number of absent words
for large l.
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Furthermore, we can easily construct an estimator lmin for the length of the
shortest absent word l0 as
lmin = argmin |E(l) − 1| .

(6.22)

l∈Z

In the case of a (Boolean) SAT problem where the clauses are biased and contain
a TRUE with a probability ε ∈ [0, 1]. The probability for an assignment of length
k containing t ≤ k TRUEs to be satisfied is

N
k−t
1 − εt (1 − ε)
.
(6.23)
Realising that there are
number of solutions is thus

k
t

E(k) =



possible assignments with t TRUEs, the expected

k  
X
k
t=0

t

(k−t)

1 − εt (1 − ε)

N

.

(6.24)

By extension, we can estimate the number of solutions for the problem formulated in terms of the four letter alphabet found in genomic sequences with GC
content 2ε as



l−t
l
A +tC ) 
X
XA l−(tX
l
l − tA
l − (tA + tC )
E(l) =
tA
tC
tG
tA =0 tC =0
tG =0

l−(tC +tG ) N
1 − εtC +tG 2−1 − ε
,
=

l−t
l
A −tC
X
XA l−tX
tA =0 tC =0

tG =0


tA +tT N
l!
1 − εtC +tG 2−1 − ε
,
tA !tC !tG !tT !

(6.25)

(6.26)

where tA , tC , tG and tT = l − tA − tC − tG are the number of A,C,G or T in the
word and the combinatorial factor accounts for all the possible ways of arranging
these in a sequence of length k. Estimations of the length of the shortest absent
word for a few genomes using results (6.21) and (6.26) are presented in Table 6.1.
The annealed estimator for the uniform case is worse than the uniform estimator
presented in the Paper VII, while the one for biased GC content provides identical
results to the varying estimator in the paper for the set of genomes considered.
Indeed, both estimators have nearly identical equations despite being derived from
different models.
Coming back to the case of MAWs, we can estimate in a similar manner the
number of solutions for each of the SAT problems in (6.19):
Eα (l) = 2φl (1 − 2−φl )N ,
Eβ1 (l) = 2 (1 − 2
φl

(6.27)
)

−φ(l−1) N

= Eβ2 = Eβ (l).

(6.28)
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Human
Mouse
D. melanogaster
C. Elegans
N. Crassa
S. cerevisiae
S. aureus
T. kodakaraensis
M. jannaschii
M. genitalium

Organism
2.9 G
2.6 G
120 Mbp
100 Mbp
40.0 Mbp
12.1 Mbp
2.82 Mbp
2.09 Mbp
1.74 Mbp
580 kbp

Genome
Size
41.0 %
41.7 %
42.4%
35.4 %
48.9 %
38.3 %
32.8%
52.0%
31.3%
31.7%

GC
content

12
12
11
9
11
9
7
9
7
6

Estimators Paper VII
Uniform
Varying
13.9
13.8
11.8
11.7
11.0
10.2
9.23
9.03
8.91
8.17

12
12
11
9
11
9
7
9
7
6

SAT estimate
Uniform Biased
14
14
11
11
11
10
9
9
9
8

11
11
11
10
10
9
8
8
8
7

Length

104
184
182
2
1980
4
225
1
2
3

Truth
Nb. shortest MAWs

Table 6.1: Estimation of the length of the shortest absent word for the same set of species as the one used in Herold
et al. (2008).321 The estimators derived from SAT in the uniform case (equation (6.21) ) and biased (equation (6.26) )
are compared to the estimators presented in Paper VII. The true length of the shortest MAWs and the number of such
words in the genomes are given in the two right-most columns. We consider double stranded genomes in each case.
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The final expectation value for the number of MAWs is then
ET ot (l) = Eα − (2 − ρ)Eβ ,
(6.29)





= 2φl exp N ln 1 − 2−φl − (2 − ρ) exp N ln 1 − 2−φ(l−1)
,
(6.30)
where ρ ∈ [0, 1] represent the fraction of solutions that are common to β1 and β2 .
It is easy to see that, for the length corresponding to the shortest MAW, β1 and β2
are in general disjoint and we have ρ = 0 in all cases except when the shortest MAW
is made of a repetition of a single letter. Increasing the length, it is obvious that
solution common to β1 and β2 will eventually appear and ρ will grow. As a result,
ρ itself is a quantity dependent on the length considered and any constant value for
this parameters does not reproduce a realistic distribution (Figure 6.4). Without a
more detailed model for the overlap, the present estimator provides only upper and
lower bounds on the distributions. No serious attempt to model ρ was carried on
as the theory described in the previous section and Paper VII constitute a more
than satisfactory solution. We point out that, unlike the theory presented in the
paper, the present estimator with ρ close to 1 does qualitatively reproduce the long
tail behavior.

Number of MAWs

10 8

ρ=1

E. Faecalis
Uniform Random
SAT Estimator

10 6
10 4
10 2

ρ=0
10

0

5

10

15

20

25

Length (nt)

Figure 6.4: Predictions from the SAT estimator (equation (6.30) ) with extreme
values for ρ compared to the numbers of MAWs calculated from the E. faecalis
chromosome and on a random genome of the same size and uniform nucleotide
distribution.

6.5

Absent words on De Bruijn graphs

De Bruijn graphs212, 213 are directed graphs representing overlaps between sequences, notably used for genome assembly (see Chapter 4). This section briefly demonstrates how the absent and minimal absent words problems can be reformulated into
a graph problem using this formalism. Readers interested in practical applications
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are advised to skip this section as it is merely a theoretical remark with no algorithm
efficient enough to be used in realistic scenarios.
In order to search for words of length k absent from a reference DNA sequence of
length L, we consider a De Bruijn graph with 4k nodes, each node representing one
4k possible sequences of k nucleotides. Each node has 4 incoming and 4 outgoing
edges coming from and going to the nodes that have sequences overlapping all but
the last and first nucleotide respectively. Nodes that self-overlap such as AAA have
an outgoing edge incoming to themselves. The reference sequence can be viewed as
a directed path in this graph. Following this path, we mark every node and every
edge traverse in the process.
An obvious observation is that after this procedure, every unmarked node in
the graph corresponds to an absent word of length k, and reciprocally, every absent
word of length k corresponds to an unmarked node. Similarly, a pair of nodes
(marked or not) connected by an unmarked edge corresponds to an absent word
of length k + 1, and every absent word of length k + 1 has such a representation.
Among these, pairs having both nodes marked correspond to the MAWs of length
k + 1 (Figure 6.5). More generally, any path of arbitrary length l in the graph
containing at least one unmarked node or edge is an absent word, but not every
absent word corresponds to such a path (this is easy to visualize by considering the
case of k = 1). No conclusion can be drawn from the graph for longer MAWs as a
path containing only marked nodes and edges does not guarantee the presence of
the corresponding sequence.
Reference:
001011111001100

001

011

CA

Absent words (l=3)
000
Absent words (l=4)
0000 0001 1000
MAWs (l=4)
0100 1010 1101

AA
AC

000

010

101

111

CC

100

110

(a)

AG
CT

GC
CG

TA
AT
TT

TC
GA
GG

GT
TG

(b)

Figure 6.5: (a) Illustration of how a De Bruijn graph can be used to find absent
words of length 3 and 4 and MAWs of length 4 in a simplified case using a binary
alphabet. Darker lines in the graph correspond to nodes and edges that were
traversed during the walk on the graph described by the reference. (b) De Bruijn
graph for 2-mers using the DNA alphabet. Marking of the path for an arbitrary
sequence and searching for absent and minimal absent words in this case is left as
an exercise to the reader.
An efficient implementation of a search for absent words of length k leads to an
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implementation strictly equivalent to the one proposed by Herold et al. (2008),321
only changing the interpretation of the array of 4k bits in their algorithm. A
graph based algorithm may be relevant for searching for MAW of a specified length,
although we did not attempt to implement it. We do not expect it to be an efficient
method for calculating all MAWs as a new De Bruijn graph needs to be generated
and marked for each and every length considered.

6.6

Conclusions

As we have seen, absent words and minimal absent words constitute an interesting problem both from the application perspective as well as from the modeling
point of view. We have established what is, to our knowledge, the first theoretical
framework able to reproduce to the entire distribution of MAWs. We have shown
that the distributions observed for real genomes clearly deviate from simple random
sequences in their tail behavior. Paper VII additionally presents a toy model able
to qualitatively reproduce the tail behavior and demonstrate that long MAWs and
their cores carry relevant biological information. Finally, we have shown the connection between the absent word problem and satisfiability, and we have demonstrated
that classical theories developed for SAT can be reused to obtain predictions.

Chapter 7

RNA Structures : Careful Design
or Probable Outcome ?
RNA and DNA are two closely related molecules with fundamental
functions in the cell. While DNA is
typically found in the form of long
double-stranded molecules, naturally occurring RNAs are usually
single-stranded and shorter (see
Chapter 2). A direct consequence
of this is that base pairing in RNA
most often occurs within the same
strand, leading to complex structures (Figure 7.1), the functions of
which are going far beyond the role
of a simple messenger at the interface between DNA and protein
formation and gives to some RNA
transcripts important biochemical
and enzymatic functions in the cell.
cba3.0 Reproduced from Wikipedia.org

7.1

Functional RNAs

Figure 7.1: Cloverleaf structure of a tRNA.

The existence of such functional RNAs was first proposed by Francis Crick in 1958,
when he predicted the existence of mediator molecules involved in protein translation,335 the first of which, the alamine transfer RNA (tRNA), was discovered in
1965.336 In parallel, it was understood in 1955 that the ribosome, the organelle
that catalyzes protein translation, is made for a large part of RNA,337 the so-called
ribosomal RNAs (rRNAs) which account for the vast majority of RNA present in a
103
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cell (85-95% in bacteria186–188 ). Later, it was discovered that RNA molecules may
work as catalysts, as for example in the case of the ribonuclease P, an RNA complex
cleaving other RNAs.100 Many other functional RNAs have been discovered since
then and are now generically classified as ncRNAs (see Chapter 2).
Many of those RNAs have functions defined by their structure rather than
exact sequence, which raises the question whether functional RNAs have certain
specific structural features that sets them apart. A common belief, supported by
observations in Figure 7.2 and more than a decade long debates,338–341 is that
functional RNAs have more compact structures than random sequences typical of
their class,342 a hypothesis we challenge in this chapter.
Density of transcripts
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Figure 7.2: Distribution of the free energy divided by the transcript length (in
absolute value) for annotated tRNAs, rRNAs and coding regions in the chromosome
of E. faecalis v583. The free energy for each transcript is obtained by in silico folding
using UNAfold (see further). The density curve is obtained using kernel density
estimation343, 344 (function ksdensity() in Matlab).
We remark that the observation from Paper VI that processed RNA fragments subject to polyadenylation in E. coli have higher free energies than random
sequences involves a methodology very similar to the one described in here. However, the causality relation in that case is simple, yet indirect: these fragments are
not subject to polyadenylation because of their structure, but rather polyadenylation is observed because the structure of the fragments makes them resistant to
exonuclease activity and thus they have a lifetime long enough for the chains of
events leading to the poly(A) to take place.

7.2

In silico experiment

We use a variable-order Markov model (see Section 4.8) to generate random RNA
sequences with an arbitrary k-mer distribution given as input. The sequences generated in such a way were folded using a modified version of the UNAFold package
v3.8 (see Section 4.6) that was optimized for high throughput by truncating the
software output to the strict minimum, i.e. for each RNA sequence generated, we
limited the output to only one structure with the lowest free energy described in the
simplest text format available. The actual folding algorithm remained untouched.
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The computations for all the results in this chapter were run as a low priority task
on an ad hoc cluster built from seven desktop computers, 24 cores in total, in our
research group, making use of the idle CPU time left free by daily tasks over the
course of a few weeks.
From the output, we try to estimate how compact each folded sequence is. Classically, such an estimation is done using the free energy, as calculated by the folding
software for the structure,338–341 divided by the length of the sequence. Such a measure is however dependent on the thermodynamic model used in the implementation
as well as on the GC content of the sequences. In addition to this, we introduce
two other measures based on purely geometrical properties. The first is simply the
fraction of nucleotides in pairs, leading to
a number between 0 and 1 where 0 is a
completely opened structure and 1 is a case
where every nucleotide in the sequence is
paired, i.e. a perfect folding forming the
most compact structure possible. Our second measure, coined loop surface measure,
attempts to account for the size of loops
in the secondary structure. We consider
that each nucleotide is a node of a graph
connected to its neighbors by directed links
pointing from the start to the end of the
sequence considered. Each hydrogen bond
from nucleotides i to j introduces two additional directed links in the graph, from i
to j and from j to i. Starting from each
node k of the graph, we first find the shortest directed loop of length lk and calculate
the quantity sk = lk2 /16 (Figure 7.3). We
note that the quantity sk is similar to (and
actually inspired from) the surface S of a Figure 7.3: Schematic example of our
circle given as a function of its perimeter P loop surface measure applied to the
as S = P 2/4π. Using 16 instead of 4π allows secondary structure of an arbitrary
to have a unit surface for loops of length RNA.
four. If no directed loop is found for a node k, we take the convention that sk = 0.
Once a directed link has been used for a loop it is removed from the graph before
proceeding to the next node.
After every node has been processed, we calculate the measure c of the folded
RNA as
, L
X
c=L
sk ,
(7.1)
k=1

where L is the number of nucleotides in the sequence. This measure takes values
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between 16/L, corresponding to a case where only the first
 nucleotide of the sequence
is bound to the last one, and, for a perfect folding, L (bL/2c − 1), which is about
2 for sequences of realistic lengths.
Figure 7.4 shows the distributions for our measures for the same transcripts as
in Figure 7.2, as well as the correlations between each pairs of measures. The figures
indicate that the fraction of paired nucleotides is weakly correlated to both the free
energy and the loop surface, but that the loop surface and free energy represents
different quantities.
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Figure 7.4: (a)-(b) Distribution of each of our two measures of compactness for
the same transcripts as in figure 7.2. The curve for rRNA in (a) shows 1/5 of the
actual density value for ease of visualization. (c)-(e) Correlation between each pair
of measures as calculated for all the folded coding regions.
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We first compare the distributions of measures for different families of annotated
RNA sequences from the chromosome of E. faecalis v583 — tRNAs, rRNAs, coding
sequences and the 45 novel transcripts
(45 Ref.) reported by Fouquier et al.
(2011)41 (Figure 7.6) — to series of ran- Chrom.
dom sequences generated using a uniform 45 Ref.
C
nucleotide distribution. We generated se- Coding
G
quences of 47 different lengths between
A
rRNA
20 and 1000 nt, with steps varying from
U
from 5 to 50 nt, 20 000 random sequences
tRNA
for each length considered. Each random
0% 20% 40% 60% 80% 100%
sequence was folded and the three measures described above were calculated.
The results are shown on Figure 7.6 in Figure 7.5: Nucleotides frequencies in
the form of empirical probability distri- the E. faecalis v583 chromosomes and
bution functions (pdfs) and cumulative in the four families of RNAs considered.
distribution functions (cdfs).
One immediately observes that the length of the random fragments has a major
impact on the distributions. Based on the free energy or the fraction of paired
nucleotides, the trend is for longer sequences to be more compact, an observation
in line with theories predicting that perfect folding is common for infinitely long
RNA sequences.345 On the contrary, the loop surface measure suggests that longer
sequences appear less compact. This paradox is only apparent and the effect can be
understood by noticing that in a typical secondary structure the paired nucleotides
are not distributed uniformly along the structure but rather bound by blocks (see
the Rfam database for examples of real secondary structures) forming successions
of stems and loops (Figure 7.7). A decrease in the loop surface measure for longer
sequences means that the structures grow by forming longer stems and bigger loops
rather than increasing the number of short stems and small loops.
We also note that concluding if a family of RNAs is different from random may
depend on the measure: rRNAs seem to be different based on the free energy but fall
in the middle of the stack of random sequences when considering the loop surface
measure, in turn suggesting that they are not different from random. Nevertheless,
tRNAs appear consistently more compact than any random sequences, especially
if one considers sequences of comparable lengths (70-90 nt).
We repeat the same experiment with an improved random model for the sequence generation: we now consider each family of transcripts independently and
learn the k-mer distributions from the sequence data. We then generate the random sequences using the Markov models of orders between 0 and 4, i.e. using the
distributions of mono- to pentamers found in the reference data. All the results are
available at the end of this chapter (Figures 7.10 to 7.13).
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Figure 4.6: Model 1 - Unif
Figure 7.6: Estimations of the compactness of tRNAs, rRNAs, coding sequences
and the 45 novel transcripts reported in41 (45 Ref.) in E. faecalis v583 compared to
random sequences with uniform nucleotide distribution. The random set is made
of 47 different lengths between 20 and 1000 nt, with 20 000 random sequences
for each length. The left columns show the distributions as obtained using kernel
density estimation (function ksdensity() in Matlab). The right columns show the
cumulative distributions (cdfs) evaluated directly from the data. For each plot,
higher values on the horizontal axis correspond to more compact structures.
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Figure 7.7: Two possible structures for an arbitrary RNA with the same number
of nucleotides in pairs but different loop surface measures, capturing the fact that
(a) is more compact than (b). The structures are arbitrary and do not necessarily
correspondent to a thermodynamic optimum or a real structure. The figures were
drawn using VARNA.59

The zeroth order Markov model affects the distribution in a noticeable way
compared to the uniform random distribution: the free energy curves are clearly
shifted while the loop surface measures are modified in a non-trivial way. Higher
orders for the Markov model however do not show any significant effect and the
distributions from Markov models of order zero to four are almost indistinguishable
from each other. In only one case we could see a weak clustering effect of the
distributions for zeroth order model (Figure 7.8a). This effect is not reproducible
for other measures and/or other families of RNAs (Figure 7.8b) and thus highly
unlikely to be due to any real underlying mechanism. These observations are in line
with the results by Workman and Krogh (1999),339 i.e. the order of the random
Markov model is not important, and go against the emphasis on di- or trinucleotides
in other contributions.338, 340, 341
Qualitative conclusions about compactness of the different RNA families are
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(a)

(b)

Figure 7.8: Enlargement of Figures 7.10f and 7.12f showing that the order of the
Markov model has only a minor effect on the distributions. (a) Shows a faint
clustering of the curves for the first order Markov models (same dinucleotide distribution as in the data), but (b) shows that this effect is not reproducible for other
families of RNA.

mostly unchanged: tRNAs seem more compact than random sequences based on
all the measures while it is hard to conclude anything with confidence for the three
other families. In all cases and exactly as previously for the uniform random model,
the parameter affecting the distributions the most appears to be the length of the
sequence considered. As a result, it may not be fair to compare the short tRNAs
(70-90 nt) to random sequences of up to 1000 nt and the distribution for coding
regions that contain transcripts with a wide range of lengths (∼ 100 to ∼4000 nt)
may not at all be well represented by a stack of distributions of single length random
sequences.
To address the issue of the length dependence, we construct a new model where
we generate sets of random sequences such that the size of the set and the lengths of
sequences are identical to those in the input data. The nucleotide sequence of each
random transcript in the set are in turn generated as previously. We performed
the computations for a uniform random model and for Markov models of orders
between zero and four, using 50 random sets of sequences for each case. Since we
did not observe any more differences between the orders than previously discussed,
we report at the end of the chapter (Figures 7.14 to 7.17) results obtained only for a
uniform random and the zeroth order Markorv model (same nucleotide distribution
as in the data). The statistical significance of the observations in these figures is
validated using a two-sample Kolmogorov–Smirnov test, the results of which are
summarized (for all Markov models with orders zero to four) in Figure 7.9.
The figures confirm once again that tRNAs are more compact than random
sequences while rRNAs are not. The family of 45 transcripts appears to be more
interesting: the less compact transcripts among them are as compact as those from
the zeroth order Markov model, while the most compact ones are as compact as
the most compact sequences generated with a uniform nucleotide distribution. This
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Figure 7.9: Results of a two-samples Kolmogorov–Smirnov test between the distribution of (blue) the free energy per nucleotide, (green) the loop surface measure
and (red) fraction of paired nucleotides for the four families of transcripts and the
random models preserving the lengths of transcripts (Figures 7.14 to 7.17). The
crosses and error bars indicate respectively the mean, minimum and maximum
p-values obtained accross 50 random outcomes.

observation suggests that this family may contain several sub-types of transcripts
with very different properties. Finally, the coding regions appear to have similar
free energy and base pairing to random sequences, and are perhaps less compact
than at random in terms of the loop surface measure, although the significance of
this observation is not as high as in the case of tRNAs.

7.4

Final Remarks

The fundamental problem of the second random model introduced here is the underlying assumption that the sequence lengths are fixed and only the nucleotide
sequence is allowed to mutate and evolve. In reality, the length of a transcript itself
is subject to changes and evolution. A further refinement of the model, which we
do not implement here, could be to consider the length of each random sequence
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as a random variable itself, generating these lengths from a random model learned
from the data. We expect that learning such a length distribution is fairly easy for
the coding regions for which we have good statistics (more than 3000 samples), but
under-sampling issues are going to occur for other families that have only a few
tens of samples.
Moreover, we note that, here as well as in other related contributions,338–341 a
fundamental assumption made in all the models is that the folding software is able
to find the actual in vivo structure of the transcripts in the input data, which is
indeed not always the case.236–238 The result is that the study presented here can
at best provide an answer to a distorted version of the question: “Are the structures
predicted by this particular method for real transcripts more compact than the same
predictions for randomize sequences ?”. Consequently, it would be interesting to
test other RNA folding methods and verify that the results presented still hold.
Finally, the source for most of the data used as real transcripts is itself imperfect.
Genomic annotations for E. faecalis, as well as for most genomes, are to a large
extend generated algorithmically using homologies with other species.29, 30 Such
approach typically do not accurately predict the real starts and ends of transcripts.
In particular for protein coding genes, only the coding regions are predicted and
considered here. The real transcript is actually longer as it is flanked with 5’ and
3’ UTRs that may have a non negligible influence on the folding, as it is the case
with riboswitches and poly(A) tails (see Chapter 2).

7.5

Conclusions

How compact is a folded RNA is not a well defined notion that we have tried to
formalized in three different ways. We have introduced through our “loop surface
measure” a — as far as we know — novel method for evaluating compactness that
accounts for aspects of the geometry not well captured by the number of paired
nucleotides or the free energy.
We have quantitatively shown that longer RNAs tend to have a larger fraction
of paired nucleotides and a higher (in absolute value) free energy, yet we were not
able to check if the effect eventually converges due to the high computational cost
of folding long RNA sequences. While we cannot really claim that these results
verify theoretical predictions in the field,345 they at least do not vote against them.
However, more paired nucleotides does not automatically mean a more compact
structure: the same number of pairs can be obtained with many short stems and
small loops or with few long stems and big loops. Intuitively, the first situation
creates a more compact structure than the second, a feature which is well captured
by our “loop surface measure”.
The final conclusions are that, at least in E. faecalis, tRNAs are special, but
rRNAs seem to be nothing more than random outcomes of some fairly simple random models. Coding regions have the particularity to show a deviation from randomness only through the loop surface measure and it is difficult to draw any
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definitive conclusions at the light of current results. As for the 45 short RNAs
from,41 the set seems to contain several classes of transcripts and a more refined
treatment will probably be required, perhaps with more data (for example, including the transcripts discovered in Paper III).
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Figure 7.10: Distributions obtained from the random models using 47 sets, each
with 20 000 sequences, with constant length within each set ranging from 20 to
1000nt compared to the annotated tRNAs in E. faecalis v583, the data of which
was used to learn parameters of the random models.
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Figure 7.11: Distributions obtained from the random models using 47 sets, each
with 20 000 sequences, with constant length within each set ranging from 20 to
1000nt compared to the annotated rRNAs in E. faecalis v583, the data of which
was used to learn parameters of the random models.
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Figure 7.12: Distributions obtained from the random models using 47 sets, each
with 20 000 sequences, with constant length within each set ranging from 20 to
1000nt compared to the annotated coding regions in E. faecalis v583, the data of
which was used to learn parameters of the random models.
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Figure 7.13: Distributions obtained from the random models using 47 sets, each
with 20 000 sequences, with constant length within each set ranging from 20 to
1000nt compared to the 45 novel transcripts reported by Fouquier et al.41 in E.
faecalis v583, the data of which was used to learn parameters of the random models.
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Figure 7.14: Distributions obtained from the random models using 50 sets of random transcripts with the same length as in the data for the case of annotated
tRNAs in E. faecalis v583.
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Figure 7.15: Distributions obtained from the random models using 50 sets of random transcripts with the same length as in the data for the case of annotated
rRNAs in E. faecalis v583.
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Figure 7.16: Distributions obtained from the random models using 50 sets of random transcripts with the same length as in the data for the case of annotated coding
regions in E. faecalis v583.
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Figure 7.17: Distributions obtained from the random models using 50 sets of random transcripts with the same length as in the data for the case of 45 novel transcripts in E. faecalis v583 reported by Fouquier et al.41

Conclusions and Outlook
The first four chapters of this thesis introduce the principles of next generation
sequencing (NGS) together with fundamental aspects of the data analysis methods
used in this field, and briefly address the complexity of genetic regulation in living
organisms. These chapters give the technical background necessary to understand
the principles of tagRNA-seq, the main experimental method we have developed
in this thesis, and the data analysis part associated with it. The chapters also
document a few results complementary to those published in the papers: we identified the transcript Ref82 discovered in Paper III to be a homologue of the FMN
riboswitch, we compared different sequencing platforms, we demonstrated undesirable effects of rRNA removal and we quantified the variability in the results caused
by the use of different tools for aligning reads or performing differential expression
analysis. We also proposed two possible improvements to tagRNA-seq at the end
of Chapter 2, one of which could be implemented by a fairly simple modification
of the preparation protocol at a sequencing center, and another more radical one
requiring the development of a new biochemical toolbox.
Paper I is essentially a theoretical remark that uses a classical result from
statistical physics to model subtle effects observed in the coverage signal towards
ends of genes. While the model does not lead to serious practical applications,
it improves our understanding of how RNA fragmentation is done and how the
sequencing functions.
In Paper III, we presented tagRNA-seq, the experimental method central to
this thesis. We used the ability of the method to distinguish between primary and
processed RNA transcripts in bacteria to map transcription start and processing
sites in two model organisms, E. Coli and E. Faecalis. Extensive mapping of TSSs
in E. Coli has been done previously and our results are mostly a confirmation of
these observations as well as a validation of the method. In contrast, it is the first
mapping of this kind for E. Faecalis. The paper also provides, to our knowledge,
the first large scale attempt to detect processing sites in bacteria. Moreover, for E.
Faecalis, we also discovered tens of novel transcripts and confirmed several others
which had been predicted or reported. The biological interpretation of all this new
information was started in Paper III and we complemented it in this thesis (the
Ref82 transcript), but a significant amount of work remains to be done to exploit
all the new information about this not so well-studied model organism.
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Paper IV demonstrates that the tags attached to the beginning of reads in
tagRNA-seq can be used to improve confidence on ghost antisense transcripts. Such
ghosts are artifacts generated during library preparation on all the common NGS
platforms. The paper also estimates the amount of such undesirable reads to a
small but not negligible fraction of a few percents.
Paper V presents evidences for circularized RNAs in our own and publicly
available sequencing data for E. Faecalis and E. Coli. Candidate circRNAs listed
in the paper predominantly correspond to predicted or recently identified ncRNAs
and appear to be reproducible across physiological conditions and sequencing platforms, or even across organisms for RnpB, a sub-unit of ribonuclease P. The majority of these candidates is found in regions corresponding to predicted or recently
discovered ncRNAs with, for the most, unknown functions; two notable exceptions
being the previously mentioned RnpB and the csrB/csrC ncRNAs which are well
characterized. Clearly, the discovery as it is presented now requires experimental
confirmation, preferably using classical NGS-free methods, and the list of candidates provided in this contribution is surely useful to target efforts in this process.
Paper VI uses tagRNA-seq to study polyadenylation in E. Coli and provides
the first overview of this effect at a genome scale and its impact on genes expression
in that organism. While the genome wide mapping of loci subject to polyadenylation performed in this paper could have been done with standard RNA-seq, the
ability to distinguish primary from processed RNA molecules enabled us to separate
direct regulatory effects from indirect ones.
Ultimately, the real potential of tagRNA-seq is the ability to perform a new
kind of gene expression analysis, as illustrated in chapter 4 for gene EF_0900 in
E. faecalis, by allowing to retrieve some information on RNA stability and transcription rates in addition to the standard expression levels. Doing such analyses
with high confidence however requires a better understanding of the variability and
biases involved in the method and thus requires more experiments, ideally with
multiple replicates. The first series of such experiments has been done recently and
analysis of the data is ongoing.
The need for designing tags for tagRNA-seq lead us to the field of absent words
an minimal absent words (MAWs) introduced in Chapter 6. The length distribution
of MAWs in genomic sequences has most of such words concentrated within a narrow
range of lengths of a few tens of nucleotides, denoted as the bulk, and a small
fraction of them much longer, reaching up to about a million in extreme cases and
leading to long tails in the distribution. Paper VII presents the first comprehensive
model for this distribution as well as an analysis of MAWs for the largest set of
genomes considered to date. We show that the bulk can be explained with good
accuracy by properties of simple random text of finite length and is thus of statistical
nature, while the tail is of biological origins and can be reproduced by a copy-pastemutate model reproducing the way genomes grow under evolution. A prediction
from our model is that the tail behavior is primarily controlled by the mutation rate,
which is indeed verified in the data: RNA viruses that replicate through an error
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prone reverse transcription generally have shorter tails than DNA viruses. We show
that organisms specialized in niche environments, and particularly intracellular
parasites or symbiotes, have short tails while aerobic lifestyle and presence in diverse
and changing environments such as soil, sea water or food are associated with longer
MAWs. Furthermore, we introduced the new concept MAW cores, which are regions
of the text that cause the existence of their parent MAW. While cores of MAWs
from the bulk are distributed roughly uniformly along the genome, we observed
that cores from tail MAWs concentrate at the beginnings and ends of genes (in
the 5’ and 3’ UTRs) and that long MAWs often originate from rRNAs regions, i.e.
regions under high evolutionary pressure due to their important roles in genetic
regulation and protein synthesis.
Finally, and a little aside from the main topic of this thesis, Chapter 5 gives an
introduction to the field of compressed sensing, presents the problem of bacterial
community reconstruction (BCR) and shows how it can be formulated in a form
that can be solved by algorithms commonly used in that field. While not good
enough for practical purposes, the early results presented in the chapter help to
understand the concepts that were further developed and lead to SEK, the method
presented Paper II. While SEK appears to have state-of-the-art of performances
for BCR using the 16S rRNA gene, it is clear that in a not so distant future enough
data will be available to tackle the same problem using all the DNA in the cell. A
natural and challenging task will be extending the same concepts to whole genomes.
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