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Students in the 5 year Information Technology program complete a semesterlong software development project during their sixth semester (third year).
The project is completed in mid-sized groups, and the students implement a
mobile application intended to be used in a multi-actor setting, currently a
search and rescue scenario. In parallel they study several topics relevant to
the technical and ethical considerations in the project. The project culminates by demonstrating a working product and a written report documenting
the results of the practical development process including requirements elicitation. During the final stage of the semester, students form small groups
and specialise in one topic, resulting in a bachelor thesis. The current report
represents the results obtained during this specialization work. Hence, the
thesis should be viewed as part of a larger body of work required to pass the
semester, including the conditions and requirements for a bachelor thesis.

Abstract
This thesis presents a case study that investigates a large Distributed Denial of Service (DDoS) attack and how it affected speed tests observed by
the crowd-based speed test application Bredbandskollen. Furthermore, the
thesis also investigates the possibility of using crowd-based speed tests as
a method to detect a DDoS attack. This method has very low overhead
which makes it an interesting complement to other methods. This thesis
also shows that there was a significant deviation in the number of measurements during the DDoS attack considered in the case study compared to
the year average. Furthermore, the measurements of the peak day of the attack had a higher average download speed than the year average. Whereas
the higher download speed observation at first may appear non-intuitive,
we briefly discuss potential explanations and how such positive anomalies
could potentially be used to detect attacks. Detecting DDoS attacks early
can lead to earlier recognition of network problems which can aid Internet
Service Providers (ISPs) in maintaining the availability of their networks.
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INTRODUCTION

Introduction

In this section we present a background to this thesis, we also introduce the
basis for the case study. Furthermore, we present some limitations and the
outline of this thesis.

1.1

Background

Our society has grown to a point where many use, rely on, and depend on
being connected to the Internet. Our Internet usage has reached a state
where users are expected to be connected at all times and the main challenge is maintaining good download speeds. The availability of the network
leads to the importance of detecting network failures and negative deviations from the performance of the network in regions. Doing so is especially
critical in disaster scenarios where important information needs to be shared.
In this thesis we have investigated if there is a correlation between network problems in the form of a Distributed Denial of Service (DDoS) attack
and the number of speed tests at the same time. We also investigated the attacks’ impact on the download speed for these measurements. We have done
this using a crowd-based approach in which we have analyzed a speed measurement dataset. We also evaluate two algorithms that can analyze a lot of
measurements to see if the algorithm can detect potential network problems.
There are several existing methods of how to detect a DDoS attack [1][2][3].
These methods have different approaches of how to detect attacks but what
they have in common is that they look for clear deviations from what is defined as normal behaviour. The goal is to set a threshold as low as possible
so that the system makes as few false alarms as possible while still detecting
deviations due to attacks.
In this thesis we show that by analyzing crowd-based speed measurements
one can detect network problems which aids companies and Internet Service
Providers (ISPs) in the maintenance of their availability. Since the results
were derived from data produced by real measurements the results are fully
usable, and applicable, in live usage. The speed measurement dataset we
have used was contributed by Bredbandskollen1 (see section 1.2 and 1.3).

1.2

.SE

The Internet Infrastructure Foundation2 (.SE) is an independent organization that is responsible for the Internets top-level Swedish domain .se and for
maintaining the registry and registration process of domain-names in that
1 www.bredbandskollen.se
2 www.iis.se/english/about-se/
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domain. Since .SE is an independent organization they are free to handle
the income of sold domain-names as they please and they intend to invest in
activities that promotes the positive development for the Internet in Sweden
and the continuing strength of the domain .se to keep pleasing companies,
organizations and individuals.

1.3

Bredbandskollen

Bredbandskollen is a application developed mainly by .SE and partly by
The Swedish Post and Telecom Authority3 (PTS) and Swedish Consumer
Agency4 (KO). This application is built for broadband users to evaluate
the broadband down- and upload speed and thus allow users and others to
compare observed speeds to the speed the user has been promised by their
Internet Service Providers (ISP). The application lets the user send and
retrieve data from the nearest national connection point that is driven by
Netnod5 (a non-profitable Internet infrastructure organization which manages Internet exchange points in five cities in Sweden).

1.4

The dataset

The dataset contributed by Bredbandskollen contains information about
speed measurements from mobile devices (i.e. cell phones and tablets) using the application Bredbandskollen during the years 2008 to 2015. The
information we have used from this dataset is the following: latitude, longitude, download speed, date and ISP. In the contributed dataset there are
40,689,127 entries.
When using speed measurements it is important to know that the result
can depend on several factors (e.g., a resource constrained device or a slow
home network) which Bauer et al. points out [4]. Although many of these
factors will be accounted for by calculating the average of many measurements, these factors are nevertheless something we have to keep in mind
when interpreting the results.

1.5

DDoS

A DDoS attack is normally an attack that simulates a lot of users to send
a large amount of requests to flood a network with the purpose of denying service to others [5]. Other forms of DDoS attacks include attacks in
which the attacker sends malformed packets that confuses an application or
protocol on the victim-side. Figure 1 shows a classic example of a DDoS
attack where the attacker sends out a message to a large amount of slaves to
request information from the victim which floods the victims access point.
3 www.pts.se/
4 www.konsumentverket.se/
5 www.netnod.se
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Figure 1: An illustration of an DDoS attack.

1.6

Contributions

In this thesis we examined the possibility of detecting network problems in
the form of a DDoS attack using a dataset with crowd-based speed measurements. We also investigated if the results of the speed measurements
changed during a large DDoS attack. This thesis captures and compares differences and variations within a day with a DDoS attack compared to other
time periods with no known attacks. Further, we will apply two different
threshold algorithms and show how they react to the data.

1.7

Limitations

The dataset limited the results to almost exclusively the country Sweden. To
provide statistically reliable results we focused on locations that had many
users and speed test measurements. In addition to analyzing all entries,
we chose to focus this thesis on Swedens’ most populated area, Stockholm.
We also limited the data to recent measurements and only used data from
2014. Furthermore, we limited the results to measurements performed by
Telia6 users. We chose to limit the data to Telia since Telia had the most
entries in the data set. Limiting the data to Telia also limits the result to
one network. Limiting the data to Telias user-entries from 2014 left us with
3,258,171 entries instead of the previous 40 million. We cannot guarantee
the accuracy of the measurements, and were also limited to the information
that is provided for each measurement in the dataset.
6 www.telia.se
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Thesis outline

The thesis is structured as follows. In section 2 we discuss work related to
this thesis. In section 3 we present the DDoS attack studied, and how we
retrieve and analyze data from the dataset related to this event. In section 4
we present the results, including geographical visualization of the measurements during a attack, cumulative download speed distributions and present
the results of two threshold algorithms. In this section we also discuss the
results. In section 5 we discuss the case study in full. In section 6 we provide
a conclusion of the results and discussion, this section also proposes future
work.

4
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Related work

There are many articles and publications concerning DDoS attacks. The
publications define what the attacks are, how they are performed and propose methods of how to stop them. Bhuyan et al. [6] investigated a lot of
different detection methods but none of those are looking at the possibility
of useing speed test data to detect the fact that a DDoS attack is occurring.
However, Bhuyan et al. gives us a better understanding of how a DDoS
attack operates and how it can be detected.
Similar to this thesis, other papers have used statistics to detect network
anomalies, but in other approaches. One example is in the paper made
by Wu et al. [7] were they used an algorithm called Principal Component
Analysis (PCA) to detect network problems at the application level. PCA
helps reduce the complexity of the retrieved data and that leads to significant reduction in computing time. With an experiment they show that their
method can reduce the computational complexity.
An article by Jiang and Papavassiliou [8] describes adaptive anomaly detection in three steps. Firstly, measure all performance related data. Secondly,
thresholds for different parameters are identified and monitored from the
data. This is to create a baseline in the characteristics of the network. Finally, anomalies are detected by comparing measured data to the baseline.
Further they develop an algorithm that uses dynamic thresholds and violation conditions to detect anomalies in the network. We are also going to use
two adaptive thresholds but with other algorithms than the one presented
by Jiang and Papavassiliou.
One positive aspect of crowdsourcing is that, as pointed out by Arlitt et
al. [9], when data from other services is used, crowdsourcing gives low additional overhead or other additional data. This applies to us since we analyze
already performed measurements. These measurements would have been
performed regardless of the fact that we were to analyze them. Choffnes
et al. [10] present a new approach to network monitoring which they call
Crowdsourcing Event Monitoring (CEM). The method is based on monitoring the data of the applications on end systems. They point out that their
method will provide great perspective on the network since it works on end
systems and because it works on the nodes it provides a broader perspective
than a centralized model.
Other papers have also pointed out the significance of data mining. An
example is the paper by Bloedorn et al. [11] that describes their experience
of data mining in detecting intrusion in a network. It is possible to find
other papers that have used different approaches to try to detect network
problems and/or network intrusions but none have used a crowd-based ap-
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proach with speed tests. Both Bredbandskollen.se and Speedtest.net have
their own documentations of statistics but none of them analyzes potential
correlation between the measurements and network problems. In this thesis
we focused on statistics that can be retrieved from the dataset.
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Methodology

In this chapter we present the considered DDoS attack, we explain how we
used the dataset to retrieve relevant information, and how we define the
methods used to analyze this information.

3.1

Case study

On December 9, 10 and 12, 2014, Telia was affected by a large DDoS attack.
The attack were divided into three attacks: the start day at the 9th of
December around 10 p.m. (CET+1), the peak day at the 10th of December
between 10 a.m. and 8 p.m., and in the middle of the night on the 12th of
December 78910 . We have chosen not to analyze the 12th of December since
there are very few measurements during the night. Many users reported
being affected by the attack. The DDoS attack was claimed by a hacktivist
group called Lizard Squad and was aimed towards Electronic Arts servers
but heavily affected Telias network. We have used this DDoS attack to do
a case study and investigated how speed measurements gets affected by a
large attack. Like Hiran et al. [12], we used real data measurements of a
specific event in this incident study. To investigate this incident we will look
at the following parameters:
• the number of measurements in specific areas; and
• the download speed received by the users for each measurement.
By analyzing these parameters we can present a perspective of how Telias
users were affected by the attack in terms of performing speed measurements
and the result of these measurements. Furthermore, we will investigate a
possible correlation between the two parameters. The benefit of a case study
based on a real event is that the study can give a better understanding of
similar events.

3.2

Information retrieval

When working with large datasets it is important to first build a high level
overview of the dataset. Initially, we retrieved measurements performed by
Telias users in the year 2014. From these measurements we filtered the
entries from the month of the attack. Furthermore, we filtered the entries
from the peak day of the attack, the start day of the attack and the day
before the attack. We also use a reference day exactly one week prior to
the peak day of the attack. This day is December 3rd and will here after
be called our one-week reference day. Secondly, we retrieved measurements
7 www.sverigesradio.se/sida/artikel.aspx?programid=83artikel=6043926
8 www.dn.se/ekonomi/hackergruppen-som-sankte-telia/
9 www.svt.se/nyheter/inrikes/hackergrupp-tar-pa-sig-telia-attack
10 http://www.idg.se/2.1085/1.603231/kapade-routrar-bakom-odleattacken
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of the peak day and seven days before the attack in areas with many users.
We found out that Stockholm had the most entries and largest deviation,
in both the amount of speed tests and download speed, which provided the
most distinguishable visuals. These visuals were done by creating a square
of the area with Daft Logics Google Maps Area Calculator Tool11 . We chose
this tool because it was easy to learn, made it easy to visualize the squares
we chose and provided us with coordinates. When we had the coordinates
for the square we could retrieve all the measurements performed in this area
by comparing the squares coordinates with the dataset entries coordinates
and collecting the entries that were performed within the square.
To retrieve information about the attack we searched the Internet and found
many articles about this attack. By reading these we got a better understanding of the extent of the attack. These articles were further useful as
they pointed out areas that were more affected than others. This helped us
to choose which areas we should focus the analysis on. We used newspapers
and other media because we could not find information about the attack on
the operators web page.

3.3

Information analysis

When the information had been retrieved, filtered, and stored in separate
files we could start analyzing. Initially, we looked at the number of measurements. Furthermore, we applied a geographical point of view to find out
how the number of measurements was distributed in the nation. From this
we could also see what areas was most affected by the DDoS attack. We
compared the one-week reference day with the peak day of the attack. This
was done because we wanted to show the difference between an average day
and the peak day of the attack.
When provided with geographical differences we investigated the affected
users download speed. The main reason of a speed test is to find out ones
download speed. An outstanding download speed result could give a user
reason to do more measurements by the sheer reason that the user do not
believe the retrieved result. To show the spread of the received download
speeds we created a cumulative distribution function graph.
In the cumulative distribution function graph we applied five different time
periods; December 2014, the day before the attack, the start day of the attack, the peak day of the attack and our one-week reference day. Then we
made the same plot with a geographical constraint to look closer at a specific
area. To show the exact correlation between the number of measurements
and received download speed we made a plot with these two parameters.
To get a clear view of the differences we once again used December 2014,
11 www.daftlogic.com/projects-google-maps-area-calculator-tool.htm
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the day before the attack, the start day and the one-week reference day to
compare the peak day of the attack with.
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Results

In this chapter we present the results based on the data. We also present two
threshold algorithms that we propose can be used to detect DDoS attacks.

4.1

Initial tests

To understand the dataset and how the measurements may have been affected by the DDoS incident, we first give a high-level characterization of
the useful data and then the observations based on this. First, we have
found that there were 163,9 % more measurements performed during the
peak day of the attack (2014-12-10) compared to the average amount of
measurements per day during 2014. This is illustrated in Figure 2, which
shows the number of measurements per day by Telias users and the year
average. With the exceptions of a few peaks we note that the daily values
typically are below 12,000. However, on the peak day of the attack there
are 23,557 measurements performed. This support our hypothesis that there
may be more measurements performed during a DDoS attack.

Figure 2: The number of speed measurements performed per day by
Telias users during the year 2014.
Figure 3 shows the number of measurements performed per hour for every
day in December 2014. The figure also shows that the majority of the days
follows the same pattern with the exception for the peak day and the start
day of the attack. We can see that the largest deviation for the start day
of the attack and the peak day of the attack, compared to the other days
in December, are in the evening. We can also see that the peak day of the
attack has two peaks and the start day has one peak. In Figure 2 we could
clearly see that the peak day of the attack was very deviating from the other
days but what was not as distinguishable was the deviation of the start day.
However, the deviation of the start day of the attack is more obvious in
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Figure 3. At first, the start day of the attack behaved as any other day in
December, but around 9 p.m., when the attack started, there was a distinct
increase of performed measurements. With the observation that the deviating measurement amount on the peak day of the attack were majorly in
the evening, we believe that the attack reached its’ peak in intensity at this
time.

Figure 3: The number of speed measurements performed by Telias
users per hour on every day in December 2014.

4.2

Geographical visualization

In the next step we created a heat map with the intensity of measurements
to see where the additional measurements were performed. Figure 4a shows
the one-week reference day and Figure 4b shows the peak day of the attack.
When we compare the heat maps we can observe that the largest increase
in measurements seems to be in the middle of Sweden, specifically in the
Stockholm area. This is the large red area on the two maps.
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(a) A week before the attack
(2014-12-03).

RESULTS

(b) The peak day of the attack
(2014-12-10).

Figure 4: Two heat maps showing the intensity of measurements on (a) the
one-week reference day, and (b) the peak day of the attack in Sweden.
To get a clearer view we created two heat maps for the Stockholm area.
Figure 5a shows a heat map of the one-week reference day and Figure 5b
shows a heat map of the peak day of the attack. When we look closer at the
Stockholm area and compare the peak day of the attack with the reference
day we can see a clear difference in the intensity of measurements. The peak
day of the attack has a much higher intensity.
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(b) The peak day of the attack
(2014-12-10).

(a) A week before the attack
(2014-12-03).

Figure 5: Two heat maps showing the intensity of measurements on (a) the
one-week reference day, and (b) the peak day of the attack in the Stockholm
area.
In Figure 6 we show the actual number of measurements per day from Telia
in the Stockholm area during 2014. The average number of measurements
per day was 2,589. The highest peak is the peak day of the attack with 7,992
measurements, more than three times the amount of the average day. This
suggests that the higher number of measurements observed during the peak
day of the attack in Figure 4b was no coincidence since also the Stockholm
area show a significant peak at the peak day of the attack.

Figure 6: The number of measurements performed by Telias users
in the Stockholm area.
13
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Cumulative distribution

To get another perspective of the peak day of the attack we investigated
if the download speed users received was affected at this day. First, we
plotted the Cumulative Distribution Function (CDF) which is defined by
Fx (x) = P (X ≤ x) where x is the download speed and Fx (x) corresponds
to the percentage with download speed x or less. Figure 7 shows the received
download speed. In other words, the graph visualizes, for each measurement,
the percentage of the rest of the measurements that have lower download
speed. First, we used measurements performed in Sweden but with five different time periods: the day before the attack (Dec 8), the start day of the
attack (Dec 9), the peak day of the attack (Dec 10), the one-week reference
day (Dec 3), and December 2014. From this data we could see clear patterns and anomalies. For example, at the peak day of the attack a higher
percentage got a higher download speed compared to the other time frames
despite there being a lot more measurements performed the at peak day of
the attack.

Figure 7: A CDF graph with five different time periods (Sweden).
Figure 8 shows a CDF for the Stockholm area. We can observe that the
differences are bigger than in Figure 7 but the order is still the same with
people on the peak day of the attack getting a higher download speed in
general.
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Figure 8: A CDF graph with five different time periods (Stockholm).
Figures 7 and 8 tell us that at the peak day of the attack more people got a
higher download speed compared to the other time periods. This pattern is
even more clear in the CDF for Stockholm. This result was at first not intuitive to us. However, a likely explanation for the higher speeds may be that
people that were able to get a connection got more bandwidth and therefore
had higher download speeds, whereas the ones that were not able to get a
connection during the attack may not be able to perform a measurement at
all, and therefore not be explicitly visible in the data.

4.4

Download speed distribution

To combine the different perspectives presented in this thesis we investigated
if there is a correlation between the number of measurements performed and
the received download speed. We used the same five time periods as before:
the day before the attack (Dec 8), the start day of the attack (Dec 9), the
peak day of the attack (Dec 10), the one-week reference day (Dec 3), and
December 2014. The result of this is presented in Figure 9. The measurements are rounded to and divided in tenths of Mbit per second and each
tenth is represented as a dot where the amount of measurements for that
tenth are divided by the total amount of measurements for the specific time
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frame. This gives us the distribution for the investigated time periods. We
added polynomial trend lines for every time period to make the differences
more distinguishable.
In Figure 9 we can see that at a low download speed, the peak day of the
attack diverge a lot from the others, which are rather equal to each other.
The graph also shows that at the other time periods a higher percentage of
the measurements at the specific time period got a lower download speed
compared to the peak day of the attack. This agrees with what we saw
earlier; that people getting a higher download speed at the peak day of the
attack. This also makes sense from what we know from DDoS attacks. The
DDoS attack denies the users of service but when one gets a connection, it
makes sense that there is a higher download speed because fewer users share
the bandwidth.

Figure 9: The correlation between number of measurements and received
download speed during five different time periods.

4.5

Simple threshold algorithm

We can also apply an algorithm to detect anomalies in the number of measurements. We use an adaptive first-order threshold algorithm that is analyzed by Siris and Papagalou [13]. The algorithm works as follows: Let Xn
be the number of measurements in the n:th time interval, α the percentage
of the mean value that we will consider as anomalous and µ̄n−1 the mean
value of the measurements prior to n. Now we say that Xn is a variable and
violates the threshold whenever Xn ≥ (α + 1) · µ̄n−1 . In their article Siris
and Papagalou [13] point out that this algorithm, despite its simplicity will
provide a good result when it comes to detecting high intensity attacks.
In Figure 10 we have applied the threshold to the number of measurements
16
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performed per day during 2014 and in Figure 11 the threshold is applied to
the number of measurements performed in the Stockholm area during 2014.
Siris and Papagalou [13] set the percentage factor to 50 % but we can use 40
% and still get a low number of false alarms. As we can see there are some
other days besides the peak day of the attack that violates the threshold.
If we would set a lower percentage the number of false detections would be
higher and lead to a higher number of false alarms. What we also can see
in the figures is that the threshold is rather stable during the time period
so any day with a much higher value will go over the threshold which is the
point with this threshold.

Figure 10: Number of measurements in Sweden with an adaptive
threshold where we consider a value 40% over mean as anomalous.
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Figure 11: Number of measurements around Stockholm with an
adaptive threshold where we consider a value 40% over mean as
anomalous.

4.6

Second-order algorithm

To improve the simple threshold algoritmh, we apply a second-order threshold algorithm similar to the one used in TCP to detect timeouts. TCP uses
an adaptive mechanism to set a threshold of what round-trip time will be
seen as a timeout for each connection. This second-order algorithm takes
more parameters into consideration than the simple algorithm. The algorithm works as follows. Let Xn be the number of measurements during day
n and define the threshold as Xn ≥ (α + 1) · µ̄n + β · δn where α and β are
constants giving weight to deviations proportional to the average µn−1 and
deviations δn relate to the average, respectively. Furthermore both µn and
δn are calculated using an exponentially weighted moving average (EWMA)
as follows: µn = (1−γ)·µn−1 +γ ·Xn . δn = (1−γ)·δn−1 +γ ·|Xn −µn |, where
γ is a constant that will give more or less weight to the current measurement. If Xn ≥ (α + 1) · µ̄n + β · δn then the threshold is violated. We apply
the algorithm to the measurements made in Sweden during 2014. When we
applied the thresholds we varied one variable of α, β and γ at a time to
show how they individually affect the threshold. In Figure 12 we varied α,
in Figure 13 we varied β, and in Figure 14 we varied γ.
In Figure 12 we have implemented the threshold with three different values of α. For these three values of α, we have set β = 0.5 and γ = 0.1. We
can observe that the thresholds react rather equal to changes, the difference
is at the start where they find different baselines. This excepted since α
is to define what amount is to be considered anomalous (i.e., at what level
the threshold will be). The number of false alarms is higher with a lower
threshold and the highest threshold still alarms on the known attack so in
this case the threshold with α = 0.6 would be to recommend.
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Figure 12: Threshold with various α.
In Figure 13 we have varied β, while keeping α and γ fixed at α = 0.4 and
γ = 0.1. We can observe that with a higher β, changes in the data will
have a bigger impact on the threshold. What we also can see is that in the
parts with no distinct changes in the data the thresholds look rather similar.
With β = 0 we get more false alarms compared to the others. The threshold
with β = 0.5 have a few more false alarms then the threshold with β = 1 so
in this case the threshold with β = 1 gives the best performance.

Figure 13: Threshold with various β.
In Figure 14 we have varied γ, while keeping α and β fixed at α = 0.4 and
β = 0.5. In the figure we can observe that with a higher γ comes a threshold that looks more like the original data. The reason for this is that with
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a lower γ the threshold algorithm has a longer ”memory” (i.e., how much
of past data the algorithm takes into consideration). With a higher γ the
algorithm takes less of past data in consideration which leads to changes in
the current data having a bigger impact on the threshold than past data.
The threshold with γ = 0.7 give no false alarms but will not detect the
attack either. The threshold with γ = 0.1 will have a few false alarms but
detects the attack, the threshold with γ = 0.3 have no false alarms while
still detecting the attack so in this case this one gives the best performance.

Figure 14: Threshold with various γ.
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In Table 1 we summarize the result of the second-order algorithm with
various values of the parameters. The table shows the different values of the
parameters, combined with the number of alerts, and if the days of the attack were detected. In the table we can see that with a lower α the number
of alerts increase while a higher β or γ decreases the number of alerts. We
can also see that all but one entry detects the peak day of the attack. A
higher amount of alerts does not necessarily mean that these values provide
a good threshold since the amount can entail a high amount of false detections. However, a lower amount of alerts does not necessarily have to be a
better alternative since potential attacks can be missed. The one entry that
did not alert an attack at all is certainly deceptive since at least two days
with attacks occurred.

α
0.2
0.4
0.4
0.4
0.4
0.4
0.6

β
0.5
0
0.5
0.5
0.5
1
0.5

γ
0.1
0.1
0.1
0.3
0.7
0.1
0.1

Alerts
18
8
4
1
0
2
2

Start day alert
Yes
Yes
No
No
No
No
No

Peak day alert
Yes
Yes
Yes
Yes
No
Yes
Yes

Table 1: Detection rate of dynamic detection algorithm
One problem with the algorithm as of now is that it only looks on entire
days. To see if we can detect the attack at an earlier stage, we apply the
second-order algorithm to the number of measurements per hour (which we
can remember from Figure 3). When we apply the threshold we set the parameter values to α = 0.4, β = 0.5 and γ = 0.1. We use these values based
on the result in Table 1 where this combination detected the peak day of
the attack, and had the most alerts without detecting the start day of the
attack. The threshold value for each hour is based on the same hour of the
day from the days prior to the current day in December (e.g., the threshold
value for 8 a.m. to 9 a.m. for a specific day is based on the number of measurement from 8 a.m. to 9 a.m. in every day in December prior to that day).
In Figure 15 we have applied the threshold to the number of measurements
per hour at the start day. In the figure we can observe that until 9 p.m.
the threshold is never violated. At this hour we can see a sudden increase
in the number of measurements and this leads to that the threshold is violated. With this implementation of the threshold a potential attack could
be discovered already after one hour, instead of after the day.
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Figure 15: Threshold at the start day of the attack.
In Figure 16 we have applied the threshold to the number of measurements
per hour at the peak day of the attack. Here we can see that the threshold
is violated already at 5 a.m and then several more times during the day.
Since this threshold would have given an alarm very early, the attack could
have been discovered faster and then may have been neutralized.

Figure 16: Threshold at the peak day of the attack.
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Discussion

In this chapter, we will provide a discussion of the results, methodology, and
concerns taken into consideration when performing this work. This chapter
also include a discussion of limitations.
Since this case study concerns a specific attack (9th and 10th of December 2014) we have been retrieving information for these specific dates and
dates close to these dates. We believe that the choice of only analyzing 2014
did not have a significant impact on this case study. Our method for retrieving the data with shell scripts and regular expressions and store fragments
of the data in separate files gave us an overview of the data and made it
easier to provide accurate results. The use of heat maps for visualizing the
geographical distribution gave a good view of the relative differences compared to if we had for example pinned every measurement on a map instead.
We can clearly see that on the peak day of the attack Telia has a significant peak in number of speed tests. Since this correlation is possible to
detect afterwards it also makes way for a method to detect network problems at an early stage in real time using this kind of data. However, it
will be difficult to predict or even to detect network problems for smaller
operators due to the small base of users using Bredbandskollen. A random
event (e.g. a group of students testing the application a few times) would
make a large impact on a certain area since there are such few entries a day
in the area. A Swedish city such as Umeå with a population over a hundred
thousand (100,000) has only 80 Telia entries a randomly picked day, so a
group of students, for example an high school class of 30, would affect the
total entries by 37.5%.
Using a speed test method to detect DDoS attacks alone can be problematic
since the method has low reliability. It has low reliability because the speed
tests are performed by independent users. Independent users does not necessarily perform measurements when they experience problematic network
conditions. We believe that the speed test detection method can work as
a complement to other DDoS detection techniques. Since this method uses
passive measurements (i.e., measurements that would have been performed
regardless) it has low overhead which works as a counterbalance for the reliability. A larger user base would increase the impact of an attack and thus
make the system faster but it would still have low reliability since it depends
on independent users.
The simple adaptive threshold method that is evaluated in section 4.5 would
have resulted in 13 alarms over a year and regardless of the false percentage
of these alarms it makes sense to investigate these alarms. To improve the
adaptive threshold one can use a training period to let the algorithm find a
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good baseline in the number of measurements performed per day. A training
period would remove the unstable phase at the start when implementing the
algorithm. The second-order threshold algorithm can be, depending on the
values of the variables, more responsive and give less false alarms than the
simple algorithm. The algorithm can be more responsive by taking less of
past data into consideration and therefore react more to significant changes
in original data. When we apply the threshold to the number of measurements per hour, we only use data from December. It is possible that the
threshold may be improved if we had used training data from the entire
dataset instead of just December.
An alternative strategy to detect a potential DDoS attack could be to let
the system actively perform speed tests and if the system does not respond
or gets an abnormally high bandwidth speed it can alert about a potential
DDoS attack. This approach would increase overhead of the system since
the system itself would have perform tests but we believe it could increase
the reliability. This is something Katz-Basset et al. [14] investigated in
their paper where they develop a system that is a hybrid between active
and passive, a system they call Hubble. Hubble monitors the Internet in
the search for reachability problems. The threshold algorithms could also
be implemented to monitor speed measurements. With Hubble they could
monitor 85% of reachability problems but due to the simplicity of the simple
algorithm we used we would have a much lower percentage. The secondorder algorithm could give a better result since it is more customizable.
If one were to do a broader study about network problems using speed tests
we recommend getting logs of network problems from the ISPs or other
sources. We found it very complicated to find information about earlier
network problems from the ISPs. If provided with logs about network problems, it would be easier to do a study about other problems than DDoS
attacks.
When working with measured data it is important to take into account
the privacy of the users. In this thesis no IP addresses have been used in
the analysis and only aggregated results are presented (i.e., a country-wide
or city-wide perspective).
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Conclusion

In this thesis we have presented and evaluated passive speed test data during
a large DDoS attack that affected Telias networks nationwide. We have discussed the applicability of a speed test detection method of DDoS attacks.
Since this is a case study of a real event that shows that it is possible to
use a speed test method to detect DDoS attacks, the method is applicable
in real life systems. However, we do not think that it is a good idea to use
passive speed tests as a stand-alone detection method of DDoS attacks as it
has low reliability. Although, in combination with other detection methods
this method can help ISPs to detect potential DDoS attacks.
Another approach we have discussed is active speed testing where the system itself does speed tests to ensure that the system acts like it is supposed
to. In this approach the system actively performs speed tests on itself and
if the speed test does not respond or is above a certain threshold it alarms
for a possible DDoS attack. If there is a sudden rate of higher bandwidth
and fewer connected units a DDoS-attack might be occurring.

With a larger amount of users and if the typical user gets more used to
taking speed tests when the network seems to retrieve deviating download
speeds, network problems would make a larger impact on the number of
measurements.

6.1

Future work

If future work were to be done using speed measurements it would simplify
to have a larger user base, on which a network problem would do larger
impact. A larger user base would also generate more results which makes
it easier to distinguish deviations in smaller geographical areas. As of today only a few locations have enough users. It would also make the analysis
easier if one is accessed logs containing history of previous network problems.
Future work could also include implementations of other threshold algorithms that reacts faster on large changes and has a lower number of false
alarms. Since the algorithm we tested only uses a few parameters one could
test algorithms that monitors more and other parameters (e.g., adding download speed, latency and position).

This case study only include speed tests executed towards servers in Sweden,
future work could be investigating other countries and speed tests from other
sources. If a new large attack would occur, a study could compare results
from that attack with this thesis results. Furthermore, future work include
developing an active speed testing method, implementing it in a system
25
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and analyze how the method reacts to an occurring DDoS attack or other
network problems in a real life scenario.
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Detta dokument hålls tillgängligt på Internet – eller dess framtida ersättare
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