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Abstract—We propose a system to automatically measure
the body temperature of persons as they pass. In contrast
to exisitng systems, the persons do not need to stop and
look into a camera one-by-one. Instead, their eye corners
are automatically detected and the temperatures therein
measured using a thermal camera. The system handles
multiple simultaneous persons and can thus be used where
a flow of people pass, such as at airport gates.

be tracked, so that each new image does not result in a
new alarm. Third, the correspondence between visual and
thermal image coordinates need to be established. Fourth,
the temperature needs to be measured and suitable alarm
criteria need to be designed.

I. I NTRODUCTION
At each outbreak of an epidemic disease, such as Ebola
or Avian influenza, various measures are taken in order to
limit its spread. One such measure is to detect travelers
carrying a fever, and deny them entrance to their destination country before medical examination and possibly
quarantine. Thermal cameras have been used for detection
of travelers with increased temperatures, but has shown to
be impractical since they stop the flow of people. Existing
systems require that each person stops and looks into
a thermal camera where an operator manually approve
or stop the traveler. Other systems automatically screen
passing travelers, but anyway requires an operator to
be watching the screen and stop any detected feverish
persons.
In contrast, our system uses both a visual and a thermal
camera. Faces and eye corners are detected using the
visual camera, and the visual imagery is presented to the
operator. Using the coordinates from the visual detections,
the eye corners are found in the thermal image as well,
and their temperatures measured. If abnormal eye corner
temperatures are found, the visual image of the person
is placed on an alarm list, and the operator is notified.
Thus, the operator does not need to be looking at the
screen all the time, and the screen might even be placed
at a different place than the camera.
In order to build such a system, several subproblems
need to be solved. First, faces and eye corners need to be
detected in the visual images. Second, the faces need to

In the following section, a short overview of the system
is given. Then, in Section III, the method we use and
its individual components are presented. Section IV tells
about our preliminary experiments, and our conclusions
are discussed in Section V.

A. Outline

II. S YSTEM OVERVIEW
Our system combines a thermal and a visual camera
in a single box. The purpose of the visual camera is
to present easily interpretable images to the operator –
thermal images are much less useful for manual identification of a person than a color image. The purpose
of the thermal camera is to measure the temperatures of
the subjects. The hardware prototype is shown in Fig. 1.
The thermal camera is a FLIR A65 with a resolution
of 640 × 512 pixels and a framerate of less than 9
frames per second. Even if faster models are available, this
framerate was deemed to good enough, and, moreover, it
comes with no export restrictions. The visual camera is
a Microsoft LifeCam Studio with 1080p HD resolution
and a considerably higher framerate. For a final product,
a completely different visual camera will be selected.
The cameras are connected to a standard PC where the
user interface shown in Fig. 2 is presented to the user.
Detected faces are shown with rectangles, with colors
marking their status. Yellow indicates that no robust temperature measurement is made so far, green indicates that
the person has a normal temperature, and red indicates
that the person has a abnormally high temperature.

A. Face detection
We use a modification of the standard Viola-Jones face
detection framework [1]. The basic idea is to scan the
image with a cascade of binary classifiers at all reasonable
positions and scales. An image region is classified as
a face if it successfully passes all the members of the
cascade. Each binary classifier consists of a boosted
ensemble of decision trees with pixel intensity comparison
binary tests (”Ix1 ,y1 < Ix2 ,y2 ?”) in their internal nodes.
The system can achieve real-time frame rates because the
first few classifiers are simple and fast (i.e., they consist of
just a few decision trees). Thus, the majority of non-faces
are rejected by early stages, i.e., with little processing time
spent. The details of the developed system are given in
a technical report [2] and the source code is available at
https://github.com/nenadmarkus/pico.
In addition, the face pose is estimated using the Visage
SDK. The face pose is used for selecting measurement
frames (see Section III-E below).
Fig. 1. The hardware prototype mounted on a tripod. The visual camera
on top and the thermal camera below.

Fig. 2. The user interface prototype. Persons having an abnormally
high temperature goes to the alarm list in the lower part of the window
(this particular list is obviously fake).

III. P ROPOSED METHOD
We propose to use the visual camera for detecting faces.
The main reason is that training data for a large variety
of situations and faces are available in the form of visual
imagery, but more difficult to come over in the thermal
domain. For the detection, we employ a sliding window
approach and a random forest classifier described in
Section III-A. Faces are kept track of using a multi target
tracker described in Section III-B. Next, eye corners are
found by using a random forest regressor in the detected
face area (Section III-C). The eye corners’ positions in the
visual images are transformed to corresponding thermal
image coordinates (Section III-D), and the temperature is
measured as described in Section III-E

B. Multi-face tracking
Faces are detected in each new frame, independent of
what happened in the last frame. If face detections are
not tracked from frame to frame, each person with a
fever will give rise to multiple fever detections. Therefore,
a multi-target tracking framework is used to associate
face detections from different frames. A collection of
associated face detections belonging to the same object
for a number of frames is hereby called a track.
Each track has a Kalman filter which is used to predict
the position and velocity of the object in the next frame.
The Kalman filter is initialized with a static linear observation model and a static linear process model. Constant
velocity is assumed. Measurements are found as
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which contains the position (px , py ) and velocity (vx , vy )
of the object in the image plane. The constant velocity
motion model
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used describes how the state is updated. w is the process
noise and ∆T the time difference between the current and
the last frame.
Given the predicted positions of all current tracks,
associations of new face detections to existing tracks can
be made. Here, a Global Nearest Neighbour is used,
which means that only a single hypothesis, the global

nearest neighbour, is associated to each detection. Face
detections can also be associated to false alarms or new
detections, depending on what is the most probable case.
The association method used is the auction algorithm
which operates on a so called assignment matrix. For
more details, see, for example, the textbook by Blackman
and Popoli [3].
C. Eye corner detection
Eye corner detection is performed with a landmark
point localization framework from [4]. The basic idea
is to use a multi-scale sequence of regression tree-based
estimators. We assume that the face region is already
known, and the problem is thus rather to localize than
to detect the eye corners, i.e., a regression problem. The
landmark point position is estimated with an ensemble
of regression trees based on pixel comparison binary
tests (same ones as in Section III-A). Unfortunately, the
accuracy and robustness of this process critically depend
on the scale of the rectangle within which we perform
the estimation. If the rectangle is too small, we risk that it
will not contain the landmark at all due to the uncertainty
introduced by face tracker/detector. If the rectangle is big,
the localization is more robust but accuracy suffers. To
minimize these effects, we learn multiple tree ensembles,
each for estimation at a different scale. The method
proceeds in a recursive manner, starting with an ensemble
learned for the largest scale (i.e., whole face region).
The obtained intermediate result is used to position the
rectangle for the next ensemble in the chain. The process
continues until the last one is reached. Its output is
accepted as the final result.
D. Camera correspondence
The visual camera is positioned on top of the thermal
camera, and the horizontal axes of the two cameras are
aligned. Detecting a face in the visual image thus also tells
us the horizontal position of the face in the thermal image,
but without knowing the distance to the detected face, the
vertical position of the face in the thermal image cannot
be computed. However, knowing the the approximate
distance to the face, say ±50%, the error in the vertical
coordinate will be up to 50% of the distance between
the two cameras’ optical axes. Simply by detecting faces
only within a certain size interval (limiting the size of the
sliding window in Section III-A) we can achieve at least
that precision, and thus know the vertical position of the
eye corners in the thermal image with a precision of a
few centimeters in world coordinates.
In practice, the problem of the cameras not being
synchronized is worse. If the face is moving to fast in
the image plane, its position will be different when the
visual and thermal images are acquired. Thus, we exploit
the information from the tracker, and do not use images
where the in-plane velocity components of the state vector
are too large.
E. Temperature measurement
The camera is radiometric, that is, the pixel values
correspond linearly to estimated temperatures of the

pictured object. These estimates are computed by the
camera, using object reflectance, ambient temperature, air
transmittance and temperature, and distance to the object
as input parameters. Since human skin and eyes have
known and low reflectance in the used waveband, almost
all of the radiation received by the camera is emitted
(and not reflected). Thus, the temperature measurement is
relatively insensitive to an erroneous ambient temperature.
If the ambient temperature is 10 K higher than the
parameter value, the reflection in the skin/eye would result
in a bias in the temperature estimate with around 0.3 K.
Moreover, at the short distances that relevant here, the
air is essentially transparent, and its temperature does not
influence the measurement.
A worse problem is the camera itself. As the camera
operates, its temperature will increase and thus emit
more radiation. In spite of the internal thermometer and
compensation for this, the camera might well drift a few
degrees. In order to have absolute measurements, we thus
need a reference temperature. Suitably, a patch of a highemissivity material with a contact thermometer is placed
so that it is visible by the thermal camera.
Another approach is to not care about absolute temperatures, but instead collect statistics of the measured
temperatures and warn when a person with a deviating
temperature appears. For example, the mean µ and variance σ 2 of the temperatures could iteratively be estimated,
and then a warning be given when a measurement exceeds
a certain threshold (for example, t = µ + c · σ, for a userconfigurable parameter c). We have chosen to implement
relative as well as absolute temperature alarms.
In order to use a thermal image for temperature measurement, a set of criteria needs to be met. First, we
need to have high enough resolution on the measured
object, so that we have pure pixels on the eye corner.
As mentioned, we already require the faces to be within
a certain distance interval for the camera correspondence
to be valid. Second, frames with large in-plane motion
are not used. Third, the face should be approximately
frontal. For each detected face, temperature measurements
are accumulated and the maximum is used.
IV. E XPERIMENT
The performance of the face detection and eye corner
detection have been documented elsewhere [2], [4], and
the experimental evaluation here is rather on a system
level. The purpose is twofold: To identify what problems
are critical to the usability of the system, and evaluate
the output of the entire system, that is, the temperature
measurements.
We have tried out the system by setting it up in a
corridor at our office and letting our colleagues pass
the cameras. Before and after each passing, the subject’s
eye corner temperature was carefully measured manually
using a FLIR T650sc high-end handheld thermal camera.
This camera has a sensitivity of less than 20 mK, but
without a reference temperature it can still give a temperature measurement error of an entire Kelvin. This is less
of a problem though, since the camera is relatively stable

when it has warmed up. Thus, we can use it as a reference
for the relative temperatures, that is, verify that the
temperature differences between the subjects are correctly
measured by the system. The absolute temperatures, if
wanted, can then be found using a temperature reference.
After compensating for the absolute temperature difference between the two cameras, we find that we can
measure the temperature within half a Kelvin. The number
of tests is at the time of writing too small to get any
reliable statistics on the number of failures, i.e., persons
passing without being measured.
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V. C ONCLUSION AND FUTURE WORK
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The system presented here is an early prototype, and
there are several more or less obvious improvements to
be addressed. One such is the camera correspondence
mentioned in Section III-D. By using a visual camera that
could be triggered by the thermal camera for acquiring
an image, the synchronization problem can be solved.
Moreover, using a visually transparent thermal mirror, the
cameras could be arranged to have a common optical axis,
which would solve the correspondence problem.
Another problem is that the multi-target tracker sometimes fails in the association. By adding a template-based
tracker (such as DSST [5] or EDFT [6]), this could be
mitigated. A third problem is people wearing glasses, as
glass is intransparent for thermal radiation in the used
waveband. Presumably, a detection algorithm for finding
glasses in a thermal image is easily implemented.
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