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Abstract

Context Inference and Planning are becoming more and more valuable in robot
oriented technology and several artificial intelligence techniques exist for solv-
ing both context inference and planning problems. However, not many combi-
nations of context inference and planning solving have been tried and evaluated
as well as comparison between these combinations.

This thesis aims to compare two different algorithms, using two different ap-
proaches to the problems of context inference and planning. The algorithms
studied are Graphplan, which is a classical planning approach to context infer-
ence and planning, and SAM, a framework created by the Örebro University,
that uses a temporal constraint-based approach. It will also evaluate the ex-
pressiveness of these two algorithms applied to the system. To do so an imple-
mentation and test of the two approaches is evaluated on a real robot system.
This evaluation will show that SAM is much more expressive in terms of do-
main definition than Graphplan and that reasoning about temporal constraints
could become crucial for achieving a system that can succesfully recognize con-
text inference and plan accordingly. The decision on whether to apply one or
another is just depending on the kind of system the user needs. If temporal con-
straints are mandatory, then SAM is the choice to make; in case the only thing
the system needs is a fast algorithm able to always find a plan, if it exists, then
Graphplan is a better choice.
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Chapter 1

Introduction

Today’s life is involving technology in every single moment and place, from
checking the e-mails while waiting for a train to changing our personal sched-
ule and calendar when cooking for dinner.

The trend of introducing technology inside houses and in everyday life of people
is increasing yearly at a very high speed and is definitely not willing or seem-
ing to stop. More and more houses become "intelligent" [24] with sensors and
robots ready to help people in doing tasks or advise people about something.

While this can make life easier to everyone it also and especially can improve
life for elderly [52], [8] or people with disabilities[51], [20] making it possible
for them to live at home, which is a much more compelling application of these
technologies. Living home is definitely easier and therapeutic for older people,
in order to also enjoy everyday life.

The focus for reaching this goal is more about creating and extending a net-
work of robots rather than having a single robot doing the whole work [13].
This because it is more portable, efficient and even easier to implement, since
it has been shown to work [54]. Furthermore it makes it possible to add other
new robots at a lower cost, using the same middleware, or having robots doing
things at the same time, since each of them is responsible for a different area
and task.

These kind of robots are simpler and cheaper as well, since it would be a set
of sensors in the house, mapping the environment and communicating to the
robots on how to act in a certain context.

However, the challenge is to make the robots able to understand a context
where the human is involved, inferring it by getting information from other
robots/sensors, and planning some task based on the context they just created.
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Even if there exist many algorithms that are able to plan actions for robots
or making them able to understand a context [25], it is unclear how these two
parts could be applied together in a successful way on a robot domain and
system. Those two branches go under the name of "planning" and "context
inference". It is clear that they are strictly correlated and it is also quite ob-
vious that if applied correctly to a robot system they would help and develop
the whole domain [27]. What is not clear yet is which approach would be the
most suitable for a given setting; for instance if it would be important to take
note of the previous actions or if it is just the current state which determine the
next one. This thesis is motivated especially by these questions, trying to give
a starting point for future projects, in order to take a certain design decision
based on the system the developer is requiring, as well as giving a comparison of
two approaches that acts differently in reaching a goal, given the same problem.

Context Inference and Planning are becoming more and more valuable in robots
oriented technology and several artificial intelligence techniques exist for solv-
ing both context inference and planning problems. However, not many combi-
nations of context inference and planning solving have been tried and evaluated
as well as comparison between these combinations.

The approaches applied to reach this goal could be several and the main prob-
lem that this thesis aims to solve is to implement and test two different algo-
rithms, to solve context inference and planning problems, and compare them.
In addition it will also evaluate the expressiveness and ability they are able
to give (or less) to describe the environment surrounding the robot system. In
practice this means creating two different domains and two algorithms which
are solving the same given problem. This thesis will show that one approach to
the problem will need more changes and maintenance than another, to reach
the same degree of expression and detail.

1.1 Motivation

The idea of having a set of robots which are able to understand the environ-
ment (not just able to observe or to act in it) and are autonomous has inspired
the last years of research, as well as many movies (an example is I, Robot).

It would be great if these robots could help us in reminding when we forget
something, sometimes it could even become a life saver. For instance a situa-
tion where a person just forgets the stove on for a long time; this could lead to
serious consequences in case of an electrical overheating. In order to do so the
robots would need to be able to understand the context, not just understanding
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their role in the environment but also being able to recognize a context, where
they can understand what a person is doing, based on their previous or current
actions.

The motivation for solving the problem of context inference and planning, and
which approach applied to it is better, is mainly to implement and test the possi-
ble current technologies and knowledge, in order improve significantly people’s
lives, for instance, or to give a start for future works related on this topic.

A secondary motivation is pure research interest in a field where many algo-
rithms have been created but often never analyzed or compared to each other.

1.2 Technologies and Approaches

The technology used for the robot network system in this project is the PEIS
Ecology, a middle-ware created by the Örebro University, which is using a
shared tuple-space in order to share the information between the several com-
ponents of the ecology; this will be explained in Section 2.5.

Besides that the real research part is applying and integrating a context in-
ference approach and a planning algorithm to this existing technology, in order
to test it on a real robot system.

The work is divided into two different parts: one related to the context infer-
ence and one related to the planning. The solution to these parts are different
in different approaches (for instance the constraint-based approach is different
than a classical planning based approach) and the aim of this thesis is to imple-
ment and evaluate two particular approaches in order to see pros and cons and
how much work would be needed to apply it on a real life situation.

1.3 Main Project Contents

The contributions of this thesis are:

• Programming of a simple robot and implementation of the PEIS Ecology,
in order to integrate it with the environment, making it communicate
with the other robots and sensors in the ecology

• Analysis and implementation for such robot of a constraint-based ap-
proach, for context inference and planning
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• Analysis and implementation of an approach that uses "classical" plan-
ning for solving the planning problem combined with a constraint-based
approach which solves context inference

• Discussion and comparison of both approaches and algorithms studied.

1.4 Thesis Structure

The thesis is divided into seven Chapters.

Chapter 2 explains the background and theory behind the thesis, giving also
a state-of-the-art for the research in the field of context inference and planning,
as well as the technologies used in the implementation.

Chapter 3 discusses a constraint-based approach to the problem of context
inference and planning. It applies the framework studied to a domain created
ad-hoc for the system and robot involved. It also shows an implementation of
the mentioned approach, with particular consideration of the changes needed
for the purpose of this research project.

Chapter 4 illustrates a classical planning based approach, in particular takes
into consideration Graphplan, showing how it works and applies it to a do-
main created for this application. At the end of the chapter there is a brief
explanation of an implemented version of Graphplan that is going to be used
and modified for evaluating the project.

Chapter 5 evaluates both approaches and explains which direction to take in
case a project needs to include context inference and planning. It is not a per-
formance evaluation, but more an analysis of how the algorithms are working
and how well they fit this application.

Chapter 6 explains step-by-step how to implement the hardware and software
needed for this work.

Chapter 7 summarizes the prior chapters and gives insight into possible future
work.



Chapter 2

Background and Related Work

2.1 Context Inference

Context as a word did not originate in computer science. The word "context"
comes from a study of human "text"; the idea of "situated cognition," that con-
text changes the interpretation of text, is an idea that goes back many thousand
years. In few words a typical definition could describe context as the definition
of some rules of inter-relationship of features in processing any entities as a
binding clause. In computer science context awareness refers to the idea that
computers can both sense, and react based on their environment. Devices may
have information about the circumstances under which they are able to operate
and based on rules, or an intelligent stimulus, react accordingly[58].

A search for the words "situated learning" will show that the study of con-
text awareness goes back at least as early as Charles Pierce and other American
pragmatics. Linguistics have discussed context awareness as early as the for-
mation of the discipline, as for Roman Jakobson one of the six functions of
language was the "referential function" that emphasizes the role of context
within which the communicative process takes place[58].

While the computer science community initially perceived the context as a mat-
ter of user location, as [17] discusses, in the last few years this notion has been
considered not simply as a state, but part of a process in which users are in-
volved; thus, sophisticated and general context domains have been proposed to
support context-aware applications which use them to:

• Adapt interfaces

• Tailor the set of application-relevant data

• Discover services

• Make the user interaction implicit

19
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• Build smart environments.

For example: a context aware mobile phone may know that it is currently
in the meeting room, and that the user has sat down. The phone may conclude
that the user is currently in a meeting and reject any unimportant calls.

Context identification has been recognized as an enabling technology for proac-
tive applications and context-aware computing [36], [56]. Sensor networks can
be used to capture intelligence, providing sensing capabilities from the environ-
ment and opening opportunities for context-aware computing. Early context-
aware applications were mainly based on user location defined as typical user
places (e.g.,"at home", "in a museum", "in a shopping center"). Recently, re-
searchers have studied techniques to identify a richer set of contexts or activ-
ities. These include simple user activities (e.g., "walking", "running", "stand-
ing"), environment characteristics (e.g., "cold", "warm"), or even emotional
condition of the user (e.g., "happy", "sad", "nervous")[55].

Human factors related context is structured into three categories: information
on the user (knowledge of habits, emotional state, bio physiological condi-
tions), the user’s social environment (co-location of others, social interaction,
group dynamics), and the user’s tasks (spontaneous activity, engaged tasks, gen-
eral goals). Likewise, context related to physical environment is structured into
three categories: location (absolute position, relative position, co-location), in-
frastructure (surrounding resources for computation, communication, task per-
formance), and physical conditions (noise, light, pressure, air quality)[57].

In wide terms, the identification of contexts is done in stages. Data coming
from sensors are raw and they may require different techniques, such as noise
reduction, mean and variance calculation, time- and frequency-domain trans-
formations or/and estimation of time series. Data collected from sensors is cata-
logued (a process known as feature extraction) and the context-inference stage
makes use of features rather than raw data[55]. These sensors can, anyway,
also be simulated in a local environment, describing directly the features that
are going to be used by the system. In this case we would talk about "sensor
traces". Context inference has been addressed using different techniques such
as k-Nearest Neighbor [48], Neural Networks [4], and Hidden Markov Mod-
els (HMMs) [6].

2.2 Planning

Context Inference and Planning are strictly correlated in artificial intelligence
and robotics systems. Once the system is able to understand and represent the
environment, inferring a possible situation, it also needs to provide some kind
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of action, in order to change the environment status and improve the whole
background. Planning without a context knowledge is simply impossible, as
well as context knowledge without the planning part of future actions is often
not useful in an in interactive system, besides giving back information about
the learned environment.

"Planning is the process of thinking about and organizing the activities re-
quired to achieve a desired goal. It involves the creation and maintenance of
a plan."[61]

In computer science the term planning generally refers to the problem of com-
puting a set of actions (called a plan) that achieve given goals. This general
problem typically encompasses reasoning about causal relations (the precon-
ditions and effects of performing actions), temporal relations (e.g., among ac-
tions), and resources (whose limited availability may require action sequenc-
ing). For the matter of this work we will just focus on causal and temporal
relations, not on resources management. In the context of building intelligent
systems, we are often interested in computing plans that are executed by robots,
and these plans often include actions for moving [43].

In this thesis we are interested in task planning which, in an autonomous robot,
is used to plan a sequence of high-level actions that allows the robot to perform
a given task. This requires that some information are known by the robot, for
instance encoding the values coming from sensors in a way understandable by
the robot.

A planning problem is given by:

• A description of the system Σ (domain)

• An initial state or set of states

• A goal state or a set of goal states or a set of tasks. In this work we focus
on a goal state.

The flow and the change of the states is done through actions defined by the
system and domain while a controller acts on them, making them available or
not, depending by the assumptions we made.

We commonly distinguish three types of planners:

• Domain-Specific Planners

• Domain-Independent Planners

• Configurable Planners.
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Each type of planner affords complementary strengths and weaknesses.
Domain-specific planners are built for a specific application domain; these plan-
ning strategies will not work well (or not at all) in other application context,
however, many successful real-world planners are made this way. The downside
of domain-specific panners is the fact that the entire domain has to be written,
while the pros are definitely the performances are high, being an ad-hoc pro-
gram [43].

Domain-independent planners are instead complementary: no domain-specific
knowledge is used by the algorithm except the definitions of the specific actions
in Σİt is impossible to build a domain-independent planner that will work in
any application context, therefore simplifying assumptions have to be made in
order to restrict the set of domains. This approach also has complementary
pros and cons compared to the domain-specific planners; the planner is able to
work on a bigger variety of domains, but it is less efficient [43].

The configurable planners are the compromise between the two, partly includ-
ing information on how to solve problems in the domain but having a domain-
independent planning engine [43].

2.3 Constraint-based Approach

Given a set of activities, and a set of temporal constraints between activities, a
context inference problem would be to understand what the environment looks
like at a certain given time. For instance the environment revolve around a per-
son inside a house and the context inference is responsible to detect what the
human is doing based on data collected from sensors. An example could be
how the system would infere that a person is eating; if previously the person
was cooking and the the current location is the dining room then the system can
infere that the human is eating, since the action is coming exactly after cook-
ing. The way this context is created is based on a domain, used by the system
to create a state [47].

As an example, let’s suppose that we have some data coming from the sen-
sors, showing a person is in the kitchen, and let’s suppose the sensor related
to the stove is on; now we could assume that a domain is created ad-hoc for
this system. This domain is a description of the environment surrounding the
system and explains how the different parts involved are interconnected. For
instance we could write, in a proper formalism, that in case the stove is on
and the person is in the kitchen the system would set the person as "cooking",
creating a context for the human based exactly on the information this domain
gets, and following the rules written in such domain.

Now, given again a set of activities and a set of temporal constraints, a plan-
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ning problem would focus on what commands to dispatch, in case a match is
found within the information retrieved from the sensors. The constraint-based
approach relies on a domain (given as input) that describes how activities rep-
resenting sensor traces relate temporally to activities representing the context
of the user. For example, relating to the same scenario of a person possibly
cooking, a command to dispatch could be to make a robot saying "Enjoy Your
Meal!" or simply making it perform an action related to the topic.

It is quite clear, looking at this example, that the two problems (context in-
ference and planning) are strictly correlated, as well as the domains they use.

Like Pecora et al. explain in [46], two important issues underlying the re-
alization of the constraint-based approach are context awareness and pro-
activeness. The former can be achieved today through the use of sensor sys-
tems coupled with scene understanding and activity recognition techniques (for
instance Hidden Markov Models for activity recognition) [62]. However, it
is increasingly evident that providing services that are effective in supporting
human users in real-world situations require both cognitive capabilities con-
currently. In order to be effective, these two cognitive processes must operate
in unison, informing each other in order to synthesize appropriate, timely and
relevant support services.

The implementation used in this thesis to solve context inference and planning
problems with a constraint-based approach is called SAM and it is based on
constraint reasoning, which solves the problem of context inference and plan-
ning as a temporal constraint problem. In fact SAM uses the same domain for
both, planning and context inference.

A central point in SAM is the concept of activity; an activity can be defined
as a triple x, v, [Is, Ie], where x is a state variable, v is a possible value of the
state variable x, and Is, Ie represent, respectively, an interval of admissibility
of the start and end times of the activity. An activity therefore describes an
assertion on the possible evolutions in time of a state variable. For instance,
an activity on the variable "human", described above, could be to be "eating"
no earlier than time instant 20 and no later than time instant 30. In this case,
assuming the person was "cooking" between the time 14 and 24, the flexible
interval is [Is = [20, 30], Ie = [25, 35], since "eating" would be activated after
"cooking".

Broadly speaking, constraint reasoning can be defined as a problem solving
method based on three main principles:

• The problem to be solved is explicitly represented in terms of variables
and constraints on these variables. In a constraint-based program, this
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explicit problem definition is clearly separated from the algorithm used
to solve the problem.

• Given a constraint-based definition of the problem to be solved and a
set of activities, themselves translated into constraints, a purely deductive
process referred to as "constraint propagation" is used to propagate the
consequences of the constraints. This process is applied each time a new
activity is made.

• The overall constraint propagation process results from the combination
of several local and incremental processes, each of which is associated
with a particular constraint or a particular constraint class [3].

The architecture described in [46] is conceived to satisfy a number of im-
portant requirements stemming from realistic application settings:

• Modularity: it should be possible to add new sensors and actuators with
minimal reconfiguration effort, and the specific technique employed for
context recognition and planning should not be specific to the type of
devices employed; with actuators we mean a device that is able to apply
a certain behavior.

• Long temporal horizons: the system must be capable of recognizing pat-
terns of human behavior that depend on events that are separated by long
temporal intervals, e.g., recognizing activities that occur every Monday;

• On-line recognition and execution: we require the system to be capable
of recognizing activities as soon as they occur, a necessity which arises in
contexts where the inferred activities should lead to the timely enactment
of appropriate procedures;

• Multiple hypothesis tracking: finally, the system must be capable of mod-
elling and tracking multiple hypotheses of human behavior, in order to
support alternative and/or multiple valid explanations of sensor readings.

Constraint-based temporal reasoning techniques are used in a closed loop
with deployed sensors and actuators to seamlessly interleave context deduction
and plan generation/execution [46].

2.3.1 Domain Representation

At the center of SAM lies a knowledge representation formalism which is em-
ployed to model how human behavior should be inferred as well as how the
evolution of human behavior should entail services executed by assistive tech-
nology components. Both aspects are modelled through temporal constraints in
a domain description language. SAM leverages this constraint-based formalism
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to model the dependencies that exist between sensor readings, the state of the
human user, and tasks to be performed in the environment. Domains expressed
in this formalism are used to represent both requirements on sensor readings
and on devices for actuation, thus allowing the system to infer the state of the
user and to contextually synthesize action plans for actuators in the intelligent
environment. The domain description language is grounded on the notion of
state variable, which models elements of the domain whose state in time is rep-
resented by a symbol [46].

State variables are used to represent the parts of the real world that are relevant
for SAM’s activity process. These include the actuation and sensing capabilities
of the physical system as well as the various aspects of human behavior that
are meaningful in a specific domain. For instance, a state variable can be used
to represent actuators, such as a robot which is able to give advice or talk, or
an also automated robot which can move towards the person; similarly, a state
variable can represent the interesting states of the human being, e.g., being
asleep, cooking, eating, etc.; sensors are represented as state variables whose
possible values correspond to the possible sensor readings, e.g., a stove that
can be on or off. The activity recognition and plan synthesis capabilities de-
veloped in SAM essentially consist in a procedure for taking activities on state
variables[47].

An activity describes an assertion on the possible evolutions in time of a state
variable. For instance, a activity on the actuated stove described above could
be to set it "on" or "off" no earlier than time instant 1000 and no later than
time instant 2000.

For the purpose of building SAM, state variables are partitioned into three
sets:

• Observations from sensors

• Modelling the capabilities of actuators

• Representing the various aspects of human behavior

This distinction is due to the way in which activities are imposed on these
state variables:

• Activities on sensors are imposed by continuous sensing processes to
maintain an updated representation of the evolution of sensor readings
as they are acquired through physically instantiated sensors;

• Activities on state variables modelling human behavior are imposed by
SAM’s continuous inference process, and model the recognized human
activities;
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Figure 2.1: Constraints defined by Allen’s Interval Algebra.

• Activities on actuators are also imposed by the inference process, and
represent the tasks to be executed by the physical actuators in response
to the inferred behavior of the human [46].

2.3.2 Domain Knowledge Modelling

The key idea behind SAM’s domain theory is the fact that activities on certain
state variables may entail the need to assert activities on other state variables.
For instance, the activity of making the robot say "Enjoy Your Meal" may re-
quire that the person is eating. Such dependencies among activities are captured
in a domain theory through what are called synchronizations.

A synchronization describes a set of requirements expressed in the form of
temporal constraints. Such constraints are bounded variants of the relations in
the restricted Allen’s Interval Algebra [2]; these constraints are shown and ex-
plained in Figure 2.1. Specifically, temporal constraints enrich Allen’s relations
with bounds through which it is possible to fine tune the relative temporal
placement of constrained activities.

To make it clearer and explain these constraints let’s suppose a person is in
the kitchen and the stove is on. In this scenario a person could be in the ac-
tivity of cooking if cooking "overlaps" the information that the location is the
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kitchen and "inverse during" the information that the stove is on.

Activities and temporal constraints asserted on state variables are main-
tained in a activity network that is at all times kept consistent through temporal
propagation. This ensures that the temporal intervals underlying the activities
are kept consistent with respect to the temporal constraints, while activities
are anchored flexibly in time. In other words, adding a temporal constraint
to the activity network will either result in the calculation of updated bounds
for the intervals of all activities, or in a propagation failure, indicating that the
added constraint or activity is not admissible. Temporal constraint propagation
is based on a Simple Temporal Network, and is therefore a polynomial time op-
eration [46].

2.3.3 Domain Representation Language

SAM uses a representation language inspired by classical control theory, based
on state-variables to represent the relevant features of a domain and taken from
Allen’s Interval Algebra [2]. Each state variable is meant to represent a set of
plausible temporal evolutions those features may have. It also allows to specify
constraints on the sequence of values that a state variable may assume over
time. It is quite powerful since it is not just able to define and express a domain,
but also and especially how the temporal constraint are applied to this domain.
This modeling language will be used for the definition of the domain in Chapter
3.

2.4 Classical Planning Approach

The classical approach followed in this thesis will be Graphplan, an algorithm
developed by Avrim Blum and Merrick Furst in 1995 [5]. The reason for this
choice is that Graphplan was already implemented in Java, so for the purporse
of this project it would fit perfectly the rest of the implementation and it would
be easier to interface it with the rest of the work.

Graphplan takes as input a planning problem expressed in a domain represen-
tation language (see subsection 2.4.1 and 2.4.2 for more information) and pro-
duces, if one is possible, a sequence of operations for reaching a goal state. The
name Graphplan is due to the use of a planning graph, to reduce the amount
of search needed to find the solution from straightforward exploration of the
state space graph.

Like explained in Section 2.2, planning is the process of computing several
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steps of a problem-solving procedure before executing any of them. This prob-
lem can be solved by search. The main difference between search and planning
is the representation of states: in search, states are represented as a single entity
(which may be quite a complex object, but its internal structure is not used by
the search algorithm), while in planning, states have structured representations
(collections of properties) which are used by the planning algorithm [5].
While in Section 2.3 we considered a constraint-based environment now we are
going to discuss a classical planning approach.
In classical planning there are three important assumptions that are going to be
made:

• Environment is deterministic

• Environment is observable

• Environment is static (it only in response to the agent’s actions)

Classical planning is often the basis for non-classical planning as well, such
as probabilistic planning and many other approaches, so it is always good to
study and apply it, being one of the most used approaches in the field of plan-
ning and search. Before entering in the real algorithm, studied for the purpose
of this thesis, it is important to give a small introduction about the domain
representation languages used.

2.4.1 STRIPS Language

STRIPS stands for Stanford Research Institute Problem Solver and it is an auto-
mated planner developed by Richard Fikes and Nils Nilsson in 1971 [22]. After
this it also became a programming language used to define domain and prob-
lems in planning and artificial intelligence. Actions descriptions are arranged
tidily and it is restricted language, which makes it an efficient algorithm.

A STRIPS instance is composed of:

• An initial state

• The specification of the goal states - situations which the planner is trying
to reach

• A set of actions. For each action, the following are included:

– Pre-conditions (what must be established before the action is per-
formed);

– Post-conditions (what is established after the action is performed).

We will see a strips-like domain used for the domain definition of the system in
Graphplan, in Section 4.2.
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2.4.2 PDDL Language

PDDL stands for Planning Domain Definition Language and it is a standard
encoding language for "classical" planning tasks.
Components of a PDDL planning task:

• Objects: things in the world that interest us.

• Predicates: properties of objects that we are interested in; can be true or
false

• Initial state: the state of the world that we start in

• Goal specification: things that we want to be true.

• Actions/Operators: ways of changing the state of the world

To define a problem we have to define an initial (predicates which are true
at the beginning of the problem) and a goal state (predicates which are true at
the end of the problem). It is a bit more relaxed compared to STRIPS (which
inspired this language) and pre-conditions and goals can contain negative liter-
als.

2.4.3 Graphplan Algorithm

Graphplan, like explained in Section 2.4, plans in STRIPS-like domains. The
algorithm is based on a paradigm called Planning Graph Analysis. This ap-
proach, rather than immediately embarking upon a search as in standard plan-
ning methods, begins by explicitly constructing a compact structure called Plan-
ning Graph. It encodes the planning problem in such a way that many useful
constraints inherent in the problem become explicitly available to reduce the
amount of search needed. A planning Graph is not the state-space graph, which
could be huge. It is instead essentially a flow in the network flow sense. The
Graphplan planner uses the Planning Graph that it creates to guide its search
for a plan. There are strong commitments in this search; it consider an action
at a specific time. If exists it will find the shortest plan among those in which
independent actions may take place at the same time. [5]

By a planning problem it is meant:

• A STRIPS or PDDL-like domain (set of operators)

• A set of objects

• A set of propositions (Initial Conditions)

• A set of Problem Goals as propositions which are required to be true at
the end of the plan.
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A valid plan for a planning problem consists of a set of actions and specified
times in which each is to be carried out. Two actions interfere if one deletes a
precondition or an add-effect of the other. A planning graph is similar to a valid
plan, but without the requirement that the actions, at a given time, not interfere.

A planning graph is a directed, levelled graph (two kinds of nodes and three
kind edges): levels alternate between proposition levels and action levels; the
first level is a proposition level and consists of one node for each proposition of
the Initial Conditions. Edges represent the relation between propositions and
actions [5].

Planning graph analysis is noticing and propagating certain mutual exclusion
relations among nodes. Two actions at a given action level in a Planning Graph
are mutually exclusive if no valid plan could possibly contain both.

Graphplan notices and records mutual exclusion by propagating them through
the planning graph using a few simple rules. These rules do not guarantee to
find all mutual exclusion relationships, but usually find the most of them. Two
propositions p and q in a proposition level are marked as exclusive if all ways
of creating proposition p are exclusive of all ways of creating proposition q.
For actions there can be two cases:

• Interference: if either of the actions deletes a precondition or add-effect
of the other

• Competing needs: if there is a precondition of action A and a pre of action
B that are marked as mutually exclusive in the previous proposition level.

An example of mutual exclusion could be done using exactly the domain de-
scribed in Section 4.2; in case the human is in the kitchen then the pre-condition
activated is "location(Kitchen)". This pre-condition means that we can ex-
clude all states that have a different location pre-condition, for instance "lo-
cation(DiningRoom)" making Graphplan simply avoid to explore them.

2.5 PEIS Ecology

The concept of PEIS-Ecology, originally proposed by Saffiotti et al. in [54], com-
bines insights from the fields of ambient intelligence and autonomous robotics,
to generate a new approach to the inclusion of robotic technology into smart
environments. In this approach, advanced robotic functionalities are not achieved
through the development of extremely advanced robots, but rather through the
cooperation of many simple robotic components.

The concept of a PEIS-Ecology builds upon the following ingredients:
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• First, any robot in the environment is abstracted by the uniform notion of
a PEIS (Physically Embedded Intelligent System), which is any device in-
corporating some computational and communication resources, and pos-
sibly able to interact with the environment via sensors and/or actuators.
A PEIS can be as simple as a toaster and as complex as a humanoid robot.
In general, we define a PEIS to be a set of inter-connected software com-
ponents, called PEIS-components, residing in one physical entity. Each
component may include links to sensors and actuators, as well as input
and output ports that connect it to other components in the same or an-
other PEIS [54].

• Second, all PEIS are connected by a uniform communication model, which
allows the exchange of information among PEIS, and can cope with them
joining and leaving the ecology dynamically.

• Third, all PEIS can cooperate using a uniform cooperation model, based
on the notion of linking functional components: each participating PEIS
can use functionalities from other PEIS in the ecology in order to com-
pensate or to complement its own. A PEIS-Ecology is a collection of inter-
connected PEIS, all embedded in the same physical environment.

From a conceptual point of view the PEIS-kernel enables each component in a
PEIS to communicate and participate in the PEIS-Ecology by implementing a
distributed tuple space. This tuple space is a decentralized version of the shared
memory, augmented with an event mechanism [54].

A tuple consists of a namespace, key, data as well as a number of meta attributes
such as timestamps and expiration date. Separating the allowable keys into dif-
ferent namespaces is done not only for programming practices but is also used
as an arbitration mechanism when storing and retrieving information. This is
done by having the identifier for each PEIS-component as namespaces, and by
using the corresponding PEIS-component as the arbiter for disambiguating all
write operations to that tuple. Any PEIS component can store information in
any namespace. When components write to a tuple this is done, transparently
by the PEIS-kernel, by sending a message to the owning PEIS-component which
stores the master copy of that tuple [53]. Depending on the order of arrival of
these messages the owner commits the write operations as they come in, thus
avoiding synchronization issues with simultaneous writes, and sends a notifica-
tion of the modified value to all other PEIS-components which are subscribed to
the specific tuples. A PEIS-component must always subscribe to a tuple before
it can be accessed if it belongs to another PEIS-component. These subscriptions
are created by giving an abstract tuple which corresponds to the tuples of inter-
est.
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2.6 MyKeepOn Robot

MyKeepOn is a small yellow robot, see Figure 2.2, designed to study social
development by interacting with children. KeepOn was developed by Hideki
Kozima [35].

In the context of Kozima’s "Infanoid" project, KeepOn has been used to study
the underlying mechanisms of social communication [42]. Its simple appear-
ance and behavior are intended to help children, even those with developmental
disorders such as autism, to understand its attentive and emotive actions.

My KeepOn is a low-cost version released by BeatBots and UK-based toy com-
pany Wow! Stuff and it will be used in this work, even if from now on referred
as KeepOn in this paper.

It has two microprocessor, responsible for sounds and movements, touch sen-
sors around its body (five of them), and a microphone on its nose.
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Figure 2.2: MyKeepOn Robot.





Chapter 3

Constraint-based Approach

While SAM and its approach to context inference and planning problems was
introduced in Chapter 2, here we will focus on how it works and how it is
applied for the purpose of this thesis, with the definition of a domain and an
explanation of some simple scenarios execution.

3.1 Recognizing Activities and Executing Services

As introduced in Section 2.3, the framework that is going to be used to solve
the problem as a temporal constraint-based one is called SAM; it employs state
variables to model the aspects of the user’s context that are of interest. For
each sensor and actuator state variable, an interface between the real-world
sensing, actuation modules and the activity network is provided. For sensors,
the interface interprets data obtained from the physical sensors deployed in the
intelligent environment and represents this information as activities and con-
straints in the activity network [45]. For actuators, the interface triggers the
execution on a real actuator of a planned activity. The activity network acts
as a "blackboard" where activities and constraints re-construct the reality ob-
served by sensor interfaces as well as the current hypotheses on what the hu-
man being is doing. The hypotheses are created by a planning, which is applied
continuously in order to attempt to set new possible states of the humans and
of any actuator plans [46]. SAM is implemented as a collection of concurrent
processes, each operating continuously on the activity network:

• Sensing processes: each sensor interface is a process that adds activities
and constraints to represent the real-world observations provided by the
intelligent environment. There is one such process for each sensor.

• Inference process: the current activity network is manipulated by the
continuous inference process, which adds activities and constraints that
model the hypotheses on the context of the human and any proactive
support operations to be executed by the actuators.

35
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• Actuator processes: actuator interfaces ensure that activities in the activ-
ity network that represent operations to be executed are dispatched as
commands to the real actuators and that termination of actuation opera-
tions are reflected in the activity network as they are observed in reality.
There is one such process for each actuator [46].

Based on this we are able to create domains and problem descriptions which
are able to also simulate such environment.

3.2 Domain Description

In order to test the technology and compare it to other ones a new domain is
needed, a domain that reflects the system and the problem that is going to be
studied.

For this purpose a brand new simple domain, with the representation language
introduced in 2.3.3, is implemented inside the framework, explaining and de-
signing how the environment looks like and how the problem of context infer-
ence and planning are solved. As stated in Chapter 2, in SAM the domain is
shared between context inference and planning, which means that one imple-
mentation is used by both the planner and context inference problem.

Now let’s study the domain, shown below.

(Domain TestProactivePlanning)

(Sensor Location)

(Sensor Stove)

(ContextVariable Human)

(Actuator KeepOn)

(SimpleOperator

(Head Human::Cooking())

(RequiredState req1 Location::Kitchen())

(RequiredState req2 Stove::On())

(Constraint Overlaps(Head,req1))

(Constraint Contains(Head,req2))

)

(SimpleOperator

(Head Human::Eating())

(RequiredState req1 Location::DiningRoom())
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(RequiredState req2 Human::Cooking())

(RequiredState req3 KeepOn::SayEnjoyMeal())

(Constraint Finishes(Head,req1)) #Eating Finishes DiningRoom

(Constraint After(Head,req2)) #Eating After Cooking

)

(SimpleOperator

(Head Human::Sleeping())

(RequiredState req1 Location::Bedroom())

(RequiredState req2 Human::Eating())

(RequiredState req3 KeepOn::SayGoodNight())

(Constraint Finishes(Head,req1))

(Constraint After(Head,req2))

)

(SimpleOperator

(Head KeepOn::SayGoodNight())

(Constraint Duration[2000,INF](Head))

)

(SimpleOperator

(Head KeepOn::SayEnjoyMeal())

(Constraint Duration[2000,INF](Head))

)

As it is possible to see at the beginning there is a declaration of all the vari-
ables involved, from the sensors (Stove and Location for this matter) to humans
involved (represented as context variable) and actuator (the KeepOn robot in
this case). This domain is quite simple but it shows how to express a real life
situation and how to create a context based on sensors readings (even if this
environment is locally simulated). Since it is a simulation there is also the need
of setting the sensors values manually, and this is done through several files,
called Sensor Traces, which allows the expressed sensors to change value at a
given time (for instance Location::Kitchen() at the time 0 and Stove::On() at the
time 2000, etc.).

Let’s make a practical example on how the whole implementation would work,
starting from the initial state of a human being in the kitchen and the stove
being "on" (this can be modified from the sensor traces). The implementation
will retrieve the domain from the specified folder. Analyzing the content, the
program will find that two required states are fulfilled: Location::Kitchen() and
Stove::On(). This will be a trigger for the first described simple operator, infer-
ring the context variable Human to be set as Cooking, since the two (temporal)
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constraints defined can be applied. This means that the systems is assuming the
person is cooking, based on the readings of the other variables defined (sensors).

Let’s now see another example where the actuator is involved. As current status
let’s assume that the person is eating. This means that the choice would fall on
the third simple operator defined, since eating is requiring the robot operator.
Now if the constraints defined are also true, then the actuator is required to do
something, in this case give a "SayEnjoyMeal". This action is physically done
through PEIS Java; in case the behavior is triggered then the implementation
is responsible to dispatch a command, writing a tuple in the PEIS Tuple-space.
This is done creating a new disptaching function, which is adding an activity to
the system, activity related to the actuator.

The KeepOn robot is always listening and checking the tuple-space; seeing that
a tuple, matching one behavior, changed it will execute and perform the related
action. After this the action is confirmed to be dispatched and executed, so the
KeepOn can re-write the same tuple and set it back to the value "executed".
This is possible because both the KeepOn and the SAM implementation are
connected to the same network, so they share the same tuple-space and write
on it remotely. One important thing here is to define a duration for the action
to perform, set by a minimum time to a maximum time of execution1. After
waiting a fixed amount of time the PEIS Java implementation checks again the
tuple-space and if the previously matched tuple is set to null then it stops the
activity, proceeding with the context inference and planning of the system. An
execution of the system with the timelines showed can be found in Figure 3.1.

This, even though is a simple domain, shows how powerful the framework can
become, with few changes inside the code. The domain guides the robot/actuator
in its activities, thanks to the context created by the domain. It is now even
clearer that planning and context inference are using the same domain.

3.3 Evaluation and Implementation

The realization of SAM is motivated by the need for modularity, long temporal
horizons, on-line recognition, and multiple hypothesis tracking [45].

The architecture leverages a constraint-based approach and a modular domain
description language to realize a proactive activity monitor which operates in
a closed loop with physical sensing and actuation components in an intelligent
environment. SAM employs concepts drawn from constraint-based planning
and execution frameworks in conjunction with efficient temporal reasoning

1A time between 2000 and Infinite is generally good, since we cannot know how much time it
would require to execute this action.
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techniques for activity recognition. By merging these techniques SAM intro-
duces a key novelty, namely a single architecture that integrates recognition
and planning/execution abilities. These two aspects of activity management are
uniformly represented in a single constraint-based formalism, reasoned upon
by the same inference mechanism, and anchored to the real world through spe-
cialized interfaces with physical sensors and actuators as also stated in [46].

SAM is designed and realized in Java and it is possible to download the frame-
work via Github at [44], thanks to Federico Pecora.
Once the archive is downloaded it is possible to modify it and adapt it to per-
sonal use. The first part is to re-write the domain, in order to perform tasks and
plan activities for the domain desired.

Once this is done it is possible to launch the application and have a graphi-
cal scene where it is shown how the process evolves and how the context is
inferred by the robot, based on the domain and problem we gave him to solve.
The temporal constraints are visualized, showing how the activities are related
or activated once a required state is reached. This problem can change, based
on the sensors readings, or, in case of a simulated environment, on the simu-
lated sensor traces.

While this part is responsible for context reasoning and planning there is the
need to apply it, and to do so the actuator needs to understand what to apply
and how.

This execution is achieved with the help of the PEIS Ecology, for instance with
Peis Java. When the program encounters a known string, activated by the do-
main with temporal constraints, a tuple is written inside the tuple-space, with
the related command as value, which means that that particular command is
dispatched. On the other hand the robot is always listening to the tuple-space,
so if something changes, like the value of a matching tuple, it simply executes
the behavior related to that tuple and command. Once this behavior has been
executed the planner waits for a fixed amount of time and then checks again
the tuple-space; in case the tuple written before is now set to "executed" then
it stops the activity and continues with its execution.

The system currently, as just explained, relies on hand-coded domain knowl-
edge, and the expressiveness allowed is quite high. It is possible to see and keep
track of the actions executed or the contexts inferred at any time. Every activ-
ity is controlled and activated only if the required states are strictly fulfilled. In
addition, SAM also has a built-in execution monitor, making the whole system
really user friendly and easily understandable.



4
0

C
H

A
P

T
E

R
3

.
C

O
N

ST
R

A
IN

T
-B

A
SE

D
A

P
P

R
O

A
C

H

Figure 3.1: The figure shows an execution of SAM with the domain described in Section 3.2. The first line represents time, the
second and third are the sensors, respectively Location and Stove, the fourth is Human, which is the context variable, and the last
one is the KeepOn robot, so the actuator.



Chapter 4

Classical Planning Approach

4.1 Algorithm Description

Starting with a planning graph that only has a single proposition level contain-
ing the Initial Conditions, Graphplan runs in stages.

In stage i it takes the Planning Graph from stage i − 1, extends it one time
step and then searches the extended Planning Graph for a valid plan of length
i. This search either finds a valid plan or else determines that the goal are not
all achievable by time i.

Graphplan is a sound and complete algorithm: any plan it finds is a legal plan
and if there exists a legal plan then Graphplan will find one. To create a generic
action level, we do the following. For each operator and each way of instanti-
ating preconditions of that operator to propositions in the previous level, insert
an action node if no two of its preconditions are labelled as mutually exclusive.
To create a generic proposition level, simply look at all the Add-Effects of the
actions in the previous level (including no-ops) and place them in the next level
as propositions, connecting them via the appropriate add and delete-edges [5].

Graphplan searches for a valid plan using a backward-chaining strategy, it uses
a level-by-level approach, in order to best make use of the mutual exclusion
constraints. For each goal at time t in some arbitrary order, select some action
at time t − 1 achieving that goal that is not exclusive of any actions that have
already been selected. Continue recursively with the next goal at time t.f our
recursive call returns failure, then try a different action achieving our current
goal, and so forth, returning failure once all such actions have been tried.

41
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4.2 Domain Description

Also in this case, to test the algorithm, a new domain is created, related just to
the system that it is going to be used. This domain is exactly the same domain
described before for the SAM framework but with two main differences:

1. The language used is STRIPS

2. The domain represents just one state per time: the current one.

This second difference is particularly important, since it changes the whole ex-
pressiveness and definition of the problem, but we are going to look at this in
the Section 4.3 and in Chapter 5. The domain used for this approach is shown
below here.

operator cooking(Human)

pre: location(Kitchen), stove(On)

post: cooked(Human), stove(Off)

operator eating(Human)

pre: cooked(Human)

post: location(DiningRoom)

operator sayEnjoyMeal(KeepOn)

pre: location(DiningRoom)

post: keepon(EnjoyedMeal)

In addition to this we also need a formulation of the problem, telling the
domain which is the initial state and how to reach each goal needed. While at
the beginning this was done towards an external text file created ad hoc, now
it was revised so that the problem can be passed directly as string after starting
the program. If the formulation is not correct then a message is shown, asking
to re-insert the problem description.

Taking a look at the domain formulation is already possible to find main dif-
ferences with the previous domain applied for SAM in Chapter 3. What we are
applying here are simple pre and post-conditions, with no temporal constraints.
The operators are triggered simply by pre-conditions, which represent a state
and a node in the graph. These pre-conditions, once activated will change the
state to a new one, specified by the post-conditions. This makes clear that there
is only one state memorized and it is the current one, there is no trace of the
previous states, unless the domain is modified with more variables or values.

Now let’s simulate a possible scenario where the robot would be called to exe-
cute a behavior. Let’s assume that the current state is having a human in dining
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room; this trigger the last operator, having the only pre-condition required as
true. Graphplan retrieves the domain from the expressed folder and parse the
problem formulation given as input, then activates the behavior making the
transition to the next node/state, activating the post-conditions, which happens
to be and "keepon(EnjoyedMeal)". A possible scenario, executed from the ini-
tial state "location(Kitchen)" and "stove(On)" is also shown in Figures 4.1 and
4.2.. The behavior is executed in the same way as before for SAM, changing a
remote tuple in the tuple-space that match a certain type of behavior described
and implemented by the KeepOn robot. In this case there is no call-back func-
tion, since the program will end-up once found a plan.

This is a major difference, since Graphplan runs and finds a plan to the specified
goal; afterwards it checks the result plan created by the execution and analyzes
it in order to find any matching behavior, in case it finds one then it will write
a tuple as described above.

4.3 Evaluation and Implementation

Also in this case the implementation is realized in Java. An already existing im-
plementation of Graphplan is available online [40].

Once compiled, the code needs to be modified and optimized for the current
project. First of all the system needs to get ready to execute and understand the
PEIS technology, and this is done using PEIS Java, also used previously. After
this, the next step, is to make the algorithm aware of the context and the com-
ponents involved; for this purpose the domain needs to be modified, so that it
will include the KeepOn, the stove and the location, besides the human being,
depending on the purpose of the context inference. The domain could be cre-
ated in both, PDDL or STRIPS.

Once the domain is ready it is time to set up the problem solving. This part
was changed, so that the program would be able to take as input the new prob-
lem formulation as a simple string.

At this point the last thing to do is testing the real execution of a possible
problem. As in Chapter 3 PEIS Java is responsible to change a tuple in the
tuple-space in case a matching command for a typical behavior is found inside
the plan result (a node/state for instance). Based on the tuple written, the robot
will executes a certain behavior.

As stated in Section 4.2 here there will be no call-back function telling the plan-
ner that the command has been executed correctly. The function, after finding
a plan, will terminate by itself. Anyway it is possible to add other problems
as input, since the program is kept alive tills the user needs and wants to add
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Kitchen

Cooking

StoveOn

Cooked

Eating

Dining

EnjoyMeal

Figure 4.1: An execution of Graphplan when giving "location(Kitchen)" and
"stove(On)" as starting state and "keepOn(SayEnjoyMeal)" as goal state, based on the
created domain.
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Figure 4.2: A software execution of Graphplan, given the same problem of Figure 4.1.

other problems to solve. In case the context is not recognized, or the solution
does not require any action, no behavior will be executed and the function will
terminate correctly anyway.

One main limitation of this algorithm is its expressiveness. First of all it does
not give and keep any trace of temporal constraints, on where the actions are
executed and for how long; the only thing which matters for the algorithm is
the current state, and the plan is made simply looking at the pre-conditions and
activating the post-conditions.
Furthermore Graphplan knows anything about sensors and actuators, so we
are forced to check the result plan everytime, looking for a possible matching
behavior for the actuator inside the graph.

Another limitation of the algorithm is that it applies only to STRIPS-like do-
mains. In particular, actions cannot create new objects and the effect of per-
forming an action must be something that can be determined statically. Many
planning problems do not satisfy these conditions. For instance let’s suppose we
have an action called "Say Goodnight to everyone"; the outcome of this action
cannot be determined statically, since it depends from the number of the people
that are in the bedroom in that moment, which is not static, so the people who
would get the "goodnight" are just some of the ones present in the house.





Chapter 5

Evaluation

Once the system is complete it is possible to execute both approaches, to see
the differences and the way they output the problem. However, the goal of
this thesis is not to find differences in performances or results, since the result
expected is similar (executing a behavior once the program outputs a plan for
the robot, based on the context inferred), but trying to high-line the differences
in expressiveness and how the same level of expressiveness could be reached in
both approaches.

5.1 Constraint-based Approach

As introduced in Section 2.3, the constraint based approach to context infer-
ence and planning chosen is SAM, framework realized by the Örebro Univer-
sity.
The main reason for choosing this framework is that it realizes a temporal
constraint approach to a plan solving problem and highlights how the tempo-
ral constraints are connected to each other and how the activities are planned
based on these temporal constraints, using an implementation of Allen’s Alge-
bra [2] to describe the relations. In addition it also is implemented in Java and
this facilitates the idea of executing the behavior via the PEIS Ecology.

The domain, implemented in Section 3.2 shows how powerful this framework
is. The relations between the activities are well defined, making it clear when an
activity is not able to be activated or inferred. This is its main quality, since it
gives a high level of expressiveness, being able to activate an activity at a really
precise time in the domain, based on the sensor readings or traces.

Applied to this work it needs either to wait a certain amount of time before
checking if the activity was executed, or call-back functions in order to stop
an activity, so that the system can be sure the command was dispatched cor-
rectly (being the robot an actuator we cannot be sure of its outcome until an
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acknowledgment is given back). This is as well one of its strengths, since if the
actuator was not connected or responding then the activity would continue till
SAM will receive the call-back, without any stop for the system.

On the other hand SAM could have issues in case a large number of actua-
tors would be connected to the network. In case this would happen they system
would become slower, since it would need to wait from multiple call-back func-
tions and consume therefore computing resources. At this stage waiting times
would not be applicable anymore since the system would become totally unef-
fective. However this is just an hypotheses, since it was not implemented in this
current work.

5.2 Graphplan

Graphplan on the other hand, is a pure classical planning approach to solve
the same problem of context inference and planning. As stated in Section 2.4.3
it just knows the current state and what post-conditions (future states) will be
activated based on the current pre-conditions.

Graphplan looks for a valid plan and it uses a backward-chaining strategy,
using a level-by-level approach, so that it is the best way to make use of the
mutual exclusion constraints. This means that it does not have any trace of the
stages prior to the pre-conditions state. If Graphplan would memorize all the
previous states its current state would explode. To make this clear let’s analyze
the domain described in Section 4.2 and let’s suppose we are in the "dining
room"; this will trigger the third operator, based on this Graphplan implemen-
tation, but if we want to represent also all the previous steps and states that we
did to arrive in the current state then as pre-condition we would not just have
"location(DiningRoom)" but also all the other states passed, perhaps with the
execution time (see Section 5.3), so "cooking(Human)", "location(Kitchen)",
etc.

The reason why we would memorize the previous states relies on the fact that
temporal constraints could become crucial in context inference, since the lack
of proper description for the relations between the states could lead to mistakes
or to a poor context inference; as an example let’s suppose we would like to
describe the action of "sleeping" for the human in domain 4.2, and let’s sup-
pose this action would come after "cooking". The domain would be modified
in this way:

operator eating(Human)

pre: cooked(Human)

post: location(Bedroom), ate(Human)
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operator sleeping(Human)

pre: cooked(Human), location(Bedroom)

post: slept(Human)

Now, if we put as start state "location(Kitchen)" and "stove(On)" and as goal
state "slept(Human)", the planner, following the same domain in Section 4.2,
would activate in order "cooking", since its pre-conditions are fulfilled, "eat-
ing" and "sayEnjoyMeal"; at this point the planner would not be able to ar-
rive to the post-condition "slept(Human)" because in its current state, as pre-
conditions fulfilled, it would find "ate(Human)", "location(DiningRoom)" and
"keepon(EnjoyedMeal)". It does not remember anything about the fact that the
human was also cooking previously. This issue would not happen in SAM, since
the relations fixed between the activities in its domain representation are able to
also look back in time, and the timeframe in which the activities are happening
is memorized.

This analysis was done on a really simple domain, still the current state would
be really huge after few steps, if we would like to develop Graphplan so that
this issue would not occur, setting timestamps as explained in Section 5.3 and
memorizing all previous states occured. One other solution would be to inte-
grate Graphplan with SAM so that the context inference would be done by
SAM, while Graphplan would be in charge of the planning, according to the
context just inferred.

Graphplan’s main quality is its speed, as also described in Chapter 4, it is exe-
cuted potentially fast and if there is a plan it will find it for sure. Even if in this
work the quickness was not measured, the algorithm is potentially fast due to
the fact that it considers only the current state, with no memory of the prior
states.

It does not have call-back functions, the plan created is executed directly; this
is another downside, since we are not able to understand if the command has
been correctly executed. Graphplan is just a blackbox for the matter of this
work, which means that if we want to modify it then we have to act directly
on the domain and problem definition, but not in its internal implementation.
The plan is always created and the states to the reach the goal are already all
expanded when the behavior is executed.

5.3 Expressiveness

Both approaches are applicable and the changes needed to make them fulfill the
purpose of the desired system are not massive, which means that it would be
quite cheap to install and implement both of them. They follow two different
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ways to solve the same problem, but the expressiveness is completely differ-
ent one to another. With expressiveness here we mean how the program and
system is able to perceive how the environment looks like as well as planning
actions in it; for instance we can say that SAM expressiveness is "higher" than
Graphplan since SAM is able to solve in the same domain both, the problem of
context inference and the problem of planning, whereas Graphplan is just able
to solve planning problems, therefore including just a domain for the planning
solving.

Graphplan is fast but has much less power of communicating how the envi-
ronment is evolving compared to SAM. We have no clue of the temporal con-
straints and timestamps of the activities. In this matter Graphplan would not
be as suitable as SAM, in case the project requires strict time constraints or
clear relations between the activities. Graphplan is not thought for temporal
constraints, it just gives us how the environment evolves based on a certain ini-
tial condition but let’s suppose that we would like to give it the same expressive
power than SAM, or at least keep up with it.

The first step to take would be to change the domain representation, and the
only way that we can act and change its perception of the environment is
through its domain. It would not be enough anymore to just set the state of
a possible context variable with its value, a timestamp would be required. To
do so we could set, for instance, the variable stove like "stove(value,t)", where
t would represent the time as a counter, changing every time, in order to di-
vide the time in discrete intervals. For example we could have "stove(on,1)",
"stove(on,2)", and then "stove(off,3)", showing that at time t=3 the stove
changed its value as off. A sleep function could be added as well so that the
counter would not progress too fast and the times t would represent a fixed
amount of time, for instance seconds.

The second change would be to make the Graphplan program aware of the
actuators. While SAM defines a clear line between sensors, context variables
and actuators, in Graphplan the only thing the implementation knows is the
concept of state. An idea, to do so, could be to set a waiting time when a state
related to an actuator is called. To check if the state is an activity related to an
actuator could be done simply checking the content of the current state and set
a sleep function of a fixed amount of time t, even if this would not be efficient.
A better way could be to set a call-back function, waiting for the actuator to
execute the behavior and then resume the execution just after this behavior is
successfully fulfilled.

SAM also has a built-in execution monitor, whereas Graphplan does not. A
possibility to solve this could be to take Graphplan’s output and represent it as
a constraint network, and then use SAM’s execution monitor. Anyway a new
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implementation would be needed, since this version of Graphplan, as explained
in Section 5.2, is a blackbox that we are using, which makes it impossible to
check the execution in the middle. We are able to check the states just at the
end, in the plan result.

These are just some ideas on how to implement and create a better expres-
siveness for Graphplan, in terms of domain and system description. The im-
plementation would need a complete revision and would become much more
complicated if the level of detail needs to be the same as SAM.

5.4 Summary

It is clear that both approaches are valid and applicable to the problem of con-
text inference and planning solving and the choice between one or another is
up to the developer.

While SAM is in favor of temporal constraints and has a clear definition of
context variables, sensors and actuators, in Graphplan we have a more relaxed
system, where the concept of current state and future states activated from
pre-conditions and post-conditions is the only thing that matters, in terms of
problem solving. It is possible to make Graphplan more sophisticated and com-
plete, but still it would complicate the domain (since we are just able to modify
the domain, being Graphplan a blackbox) and it would not reach the same level
as SAM, unless the implementation is deeply changed.

The final decision on whather to use SAM or Graphplan is then just up to the
type of development the user needs. If temporal constraints and times between
activities are important, if not the the main concept the application is build for,
then SAM is a better choice to follow; in case temporal constraints are not im-
portant or simply the only thing we need is a fast algorithm able to always find
a plan, if it exists, then the balance is definitely in favor of Graphplan.





Chapter 6

Implementation

This chapter will present the implementation details of the work, trying to be a
guide for those who would like to apply or re-create the same environment. It
is divided in steps, so that every part will be explained in depth, without leaving
anything to the obvious.

6.1 Adapting MyKeepOn Robot with and Arduino

Nano

The first step is to solder some pins to the KeepOn I
2C bus (highlighted by a

smiling face on the board), to make it easier to connect it to the wires (or even-
tually substitute them in an easier way in case of damage).

The four pins are V (+ voltage), CL (clock), DA (data), G (ground). After
this the 4-wire cable end needs to be connected to the Arduino Nano’s pins. V
pin connects to the Arduino’s A0 pin; CL connects to the A5, DA connects to
A4, and G connects to GND. In order to close the KeepOn a little hole has to be
drilled in the back case (free from every electronics); the cable passes through it
and then the KeepOn case can be closed. MyKeepOn uses two microprocessors
to control the movements and the sounds, which talk to each other via I

2C
protocol.

• The PS232 (address 0x52) deals with sounds and encoders and is the slave
node on the I

2C bus.

• The PS234 (address 0x55) handles driving the H-bridges, main processing
(including handling button presses), and is the master node on the I

2C
bus. At the bottom-right corner of the PCB, there are 4 pads (V, CI, DA
and G) of I2C communication. Those pads are connected to A0, A5, A4
and GND of Arduino Uno respectively with a logic voltage converter (5V
to 3.3V).
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Figure 6.1: I2C Protocol pins inside the KeepOn main-board.

In order to control MyKeepOn, the master microprocessor must be changed
to be a slave. This step is done by pulling the two I

2C lines to the ground for
one second after the robot powers up. (For the powering up detection, the V
line is connected to the analog pin A0 of Arduino). Therefore it is important
first to power up the Arduino and then the robot.

Now, the Arduino is connected to the PC via USB; It is now possible to start
writing the program which will be responsible of bypassing the KeepOn brain
via the Arduino IDE. This program was ready and downloaded from BeatBots
website (KeepOn website) and uploaded in the Arduino. This is a simple pro-
gram that detects the messages sent by KeepOn, decodes that and encodes the
commands sent by PC to the Arduino board (basically an encoder/decoder for
I

2C protocol). After this, opening the Serial Monitor (always on the Arduino
IDE) it is possible to send commands to the KeepOn, commands like "MOVE
PAN<100>;" or so, which can be written directly in the monitor.

It is important to power up the Arduino first, like stated, otherwise the KeepOn
brain will bypass the Arduino and will execute its common behavior. After that
it is possible to power the KeepOn and give commands via Serial Monitor. If the
KeepOn reacts as expected, executing the behavior then it means the bypassing
part has just been successfully fulfilled.
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Figure 6.2: An Arduino Nano with his I2C Protocol pins connected.

6.1.1 Writing a C-program to execute a command

Since everything is working from the Serial Monitor it is now time to try to
move everything to a C-program which would just read and execute a com-
mand. Afterwards this will be implemented as a behavior (a series of commands
read by input or just passed through the program).

The possible commands that the KeepOn know and can apply will be em-
bedded in the program. For example a function "moveLeft()" could be im-
plemented and this function can have inside a string like "MOVE PAN<40>"
which is the command for the robot.
The key idea is to open an USB connection and send there the raw string. We
know all the commands we can send, so the raw string would be just exactly
this command.

We also know the baud rate and the parity the KeepOn works with, so it’s
just about opening the connection and then everything will be done by the Ar-
duino. The main problem is to open up the USB connection; to do this the
best solution is to grab some code on the internet and modify it to personal
purpose/usage, since there are several sources online, but it has to be modified
anyway, in order to be used for the KeepOn (for instance the baud rate, the
port, etc.).
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With this purpose a library was written, called "Arduino-serial-lib".
At the beginning it can be useful to open the port with stty command from
the terminal, (knowing the name of the port and the baud rate), then send a
raw string (which was a known command for the robot) with a simple echo
command; this in order to understand if everything is working properly. In the
main C-program the port is opened at the desired baud rate, a string is sent
over it and finally the port is closed again. The Arduino received the string and
forwarded it to the KeepOn, executing the command.

Afterwards the code was modified adding some functions like turnRight(), turn-
Left() and so, in order to call the function from the program and the details of
the command itself inside this small function.

6.2 Creating Behaviors for the KeepOn

6.2.1 Developing the C-program for a list of commands and

behaviors

After the first step of a command given by input or simply passed as parameter
it is time to move forward to the next step, making the KeepOn executing a
list of commands passed as parameter. In few words creating a behavior for
the robot. For this purpose some more functions were created, for example a
function behaviorSayNo()1 which makes the KeepOn moving from left to right,
like a normal person saying no with his/her head. Here comes useful to have
the functions mentioned before, like turnRight(), etc. so that the program looks
better and more structured. This behavior was done by writing (sending com-
mands) two consecutive times into the Arduino.

The most important thing is to define a sleep period (done by usleep, func-
tion of the library unistd.h) between the two write() so that it will have enough
time to execute both of them. Like said, being a behavior, it has at its core two
functions already created in the step before, first turnLeft() and then turnRight()
(or vice-versa) before moving back to the center. Several sleep times were tried,
and the best for this is around 3-4ms.
After this it is possible to set up as many behaviors as needed, depending from
the action we would like to achieve.

IMPORTANT: It is very important to open the connection with the port in
the main, since it takes around 1 second to set it up, which would be really
inconvenient to execute inside every function. So better doing an open at the
beginning of the main, then executing the behaviors (which could be separated
by a flush() or a simple usleep()) and then close the port.

1This behavior was also used to test the final complete system.
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After this step another small part was added, reading the strings and infor-
mation sent back from the KeepOn to the Arduino, and finally back to the
terminal via USB. This is a simple read, implemented as well in the library for
opening and closing the port. The reads are printed on the console, once an
action is performed (Note: the KeepOn sends back continuously information
to the Arduino, but it’s more relevant to print out just the information after a
command is given).

6.2.2 Including Touch Sensors

Note: this part is not included in the final version of the code, since it was hard
to get the reads in a synchronous way, which means it could be dangerous once
it would be integrated with the PEIS Interface. Anyway it was tested for a basic
knowledge of the touch sensors owned by the KeepOn. In case this function-
ality is needed the suggestion is to buy some pressure sensors and fix them one
the KeepOn body.

Since it is possible to read an action performed on one of the sensors, then
it is possible to read the status from the KeepOn/Arduino. Doesn’t matter if
it’s the microphone or one of the touch sensors located around his body, the
robot will anyway send to the Arduino a string with the result of its internal
status. These sensors can be used for example to perform an action once the
related button or sensor is activated. For instance we can do a read, and check
the status, if the status match our case then we do the related action (like, for
example, if the status says "BUTTON RIGHT ON" then we know we should
turn right, etc.) It is important to sleep some time (around 10-100ms) before
the next read is done, to be sure we read what we want. This was implemented,
checking if in the string sent back from the KeepOn there were some key words,
like for example "BUTTON RIGHT ON" which would mean we should turn
right (for instance); this check was done just with testing the presence of the
string we wanted inside the read that we made. In case the test was true then
the robot would have executed the related action.

6.3 Including the PEIS Interface

This is the main part of the integrating work. It will make the KeepOn Robot
in communication with other (simulated or not) robots and sensors, using the
PEIS middle-ware, explained in Section 2.5. The project from now will be
deeply modified, creating all the needed folders and files necessary to include
the middle-ware and make it communicate with the existing project. If the pur-
pose of a project would be to simply hack the KeepOn and make it executes
behaviors then the next part can be skipped.
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6.3.1 Installing and Testing the PEIS Interface

After downloading and installing the Peis-kernel and tupleview it was possible
to conduct the first tests. At the beginning a simple program was created and
executed, using the Peis-kernel. This program was just responsible of starting
the Peis-kernel and writing a tuple "Hello World" in the tuple space of PEIS,
following the tutorial (found in the references).

Afterwards the project was modified to include the Peis-kernel and tupleview.
This was done creating a CMakeLists.txt file, automatizing the creation of the
makefile, linking all the needed libraries for both, the KeepOn and the peisker-
nel. Finally the main program was modified, including the PEIS libraries and
initializing the kernel.

Some tuples were written on the tuple space, simulating a sensor and an actua-
tor with hierarchical structure (for instance Robot1.Sensor.Value). After this a
subscriber was created, to make the actuator subscribe to the sensor, in order
to change its value in case the sensor changes its one. This will be really useful
soon, since in case a sensor of another PEIS object would change state then we
can make the KeepOn executing some behavior. Some problems can be encoun-
tered here to retrieve the owner keys for the tuples which would be searched,
but this can be solved subscribing to the tuple desired by abstract. Also some
call-back functions were created and executed, giving the expected results and
printing out the wanted tuple.

6.3.2 Including behaviors in a PEIS tuple based interface

After all the tests the behaviors were included in the tuple based interface.
Since all the tests with Peis were successful it was possible to merge the two
parts: the KeepOn libraries and the PEIS middle-ware.

First the peis kernel is initialized, then the simulated robots are written in the
tuple space, as simple strings, and finally the connection with the KeepOn is
opened. Now a tuple is retrieved by abstract, defining a pattern that it should
retrieve, for instance "Robot1.IR.Value". Since it is possible that more than one
tuple has this pattern we create a ResultSet.

Here we run the infinite cycle of the Peis interface; we loop on the result set
to get the tuple one by one. In case the data of the selected tuple is match-
ing a certain value then we execute a behavior; for instance if the data inside
"Robot1.IR.Value" is "true" then we execute "behaviorSayNo" from KeepOn,
behavior already implemented in the previous steps. To avoid to execute the be-
havior multiple time we can set a flag, like for example an integer that executes
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the behavior just if it is the first time the cycle enters in the check part. This can
be also done modifying directly the data of the tuple, setting it to "false" for
example.

After the program exits the cycle it is important to remember to close the usb
connection. Initializing and closing the connection can be also done inside the
peis loop, this could save time in case there are many tuples in the environment,
since opening the usb connections is always time consuming and it’s better do-
ing it on request. Both ways were tried, but it didn’t seem to change that much
in matter of execution time.

6.4 Transporting everything locally to a Raspberry PI

6.4.1 Beaglebone Black board Vs Raspberry Pi

The first architecture design decision is to choose the platform we are going to
use. A Beaglebone Black Board or a Raspberry Pi. Both have advantages and
cons.
The Beaglebone comes with an already installed Linux operating system and
doesn’t need any external card to work. It is possible to enter the board via ssh,
connecting the board to the computer via usb, or simply connecting an usb hub
and using mouse and keyboard connected to this last one. A simple helloworld
was created and executed. The power supply can be either a +5V adapter or
the usb directly; in this last case the usb hub needs to be powered up, otherwise
the board will not have enough power.

A Raspberry Pi is instead more basic, even if with all the connections needed
for screen, usb, Ethernet and so; the operating system is not pre-installed and
it needs an SD-card, where the user has to install an operating system (down-
loadable from the Raspberry Pi website, listed in the references). Once the OS
is flashed into the SD card the user can boot the Raspberry Pi, inserting the card
in the slot on the board.

The differences between the boards are minimum and the choice is up to the
user, since both are giving connectivity via Ethernet, usb and HDMI. In this
case it was decided to use a Raspberry Pi, for two reasons:

• The Raspberry Pi has more documentation online, many users are work-
ing with it from years so it is easier to get help or find something similar
already installed, in case it is needed.

• The Beaglebone, even if as small as a Raspberry Pi, would need external
power and an usb hub (in case we need more than one input/output) and
this means having a bigger local unit, thing that we would like to avoid
for the KeepOn.
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6.4.2 OS Installing, cross-compiling and compiling on

Raspberry PI

The first step was taken, now the operating system needs to be flashed onto
an SD-card; to do so we need an SD-card of minimum 8 GB, one of 16 is
suggested, since we will also need to add library and dependencies. There is a
tutorial on how to do it on the Raspberry PI website. The OS used was Rasp-
bian, an optimized Debian version for Raspberry Pi.

After this a second choice has to be taken: compiling locally on the Raspberry
PI or cross-compiling, from the laptop.
The second option is preferable for bigger projects for two reasons:

1. Lack of space for the toolchain and all the libraries on the Raspberry PI

2. Compiling on the laptop is definitely faster. For this purpose the laptop
needs to be prepared to compile code which would be ready to execute
on the Raspberry PI. To do so we need to download the kernel and the
toolchain and afterwards we need to compile the kernel and prepare the
environment. After this the SD card and the Raspberry PI is ready to
execute our code, the last thing we need to modify is the local file .bashrc
to include the path and all the libraries/version needed from the CMake
to compile the code for the Raspberry PI (and we need to also modify the
CMakeLists.txt file of our project).

Anyway, since the project is quite small it is also possible to compile locally on
the Raspberry Pi. This is done installing the peiskernel and tupleview exactly in
the same way it was done on the laptop, explained in Section 6.3. Furthermore,
since the OS installed is really basic, it is also needed to write some other depen-
dencies as well as cmake (the execution might fail when installing, but is it just
about following the instructions it says and download the required libraries).

After the installation part it is possible to transfer the code from the laptop
to the Raspberry PI via terminal (sftp command for example). For this purpose
the Raspberry PI and laptop needs to be connected to a router, in order to send
the folder to the specified IP address.

6.4.3 Executing the behavior via Raspberry PI

Once the code is inside the Raspberry PI everything is ready to be compiled and
executed. What we need to do is simply connect the KeepOn via USB to the
Raspberry PI, then enter the Raspberry PI (via ssh or with a screen connected
via HDMI), enter inside the KeepOn folder and going in the build folder. Then
we need to type:

• cmake ..
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• make

• ./test

The KeepOn will execute the default behavior.

6.5 Complete System

6.5.1 Including PEIS Java

Including PEIS-Java 2 is quite straight forward, since the only thing which needs
to be done is compiling one of the bindings inside the PEIS folder. Once this is
done it is possible to simply write tuples in the space from a Java implementa-
tion, in the same way it was done with C, with the same results.

This has the main advantage of avoiding the creation of a direct interface be-
tween C and Java, leaving the robot able to always listen and executes behav-
iors (written in C), while the Java implementation is responsible to modify the
tuple-space based on the plan created.

6.5.2 Choosing the Approach to Context Inference and

Planning

As a last point, before having a complete system integrating context inference
and planning, the approach needs to be chosen.

In case the chosen approach is a Constraint-based one with SAM then the steps
to follow are described below here. After downloading the provided code from
GitHub it is possible to modify the domain and the problem solving algorithm.
This can be done directly from an Eclipse project. Once the domain and the
problem solver are modified for the needed system (in this case KeepOn), then
the model for context inference and planning is already complete and a simu-
lation can be run, simply executing the Eclipse project. This will show how the
simulation would progress and how the program would give context inference
based on the environment which is surrounding it. The execution will create a
plan for the actuator, which is our KeepOn robot. It is important to understand
that the only simulated parts are the sensors readings, while the rest is a real
robot system, with the KeepOn as an actuator.

The second part to include is making this plan, created by the model, appli-
cable and executable by the robot. This is done through PEIS Java. The result
is analyzed and in case we find a string inside it matching a known implemented

2Some minor issue could be related with the version of JNA or the Java installation. To solve
problems like that it is recommended to install a JDK from Oracle, since it appears that some PEIS
installations are not supporting the common JDK.



62 CHAPTER 6. IMPLEMENTATION

behavior (see Section 6.2 to see how to create behaviors) then a corresponding
tuple is written inside the shared tuple-space. This is a remote string, since the
devices are in the same network but could be that the implementation is not in
the same device.

The robot is always running his program and listening to the tuple-space, wait-
ing for something to happen. When it discovers that a matching tuple has been
modified then it executes the relative behavior.

At this point PEIS Java waits for a fixed amount of time and then checks again
the tuple-space; if the string related to that behavior changed the value to "ex-
ecuted" then it stops the activity and continues with its execution, continuing
with Context Inference and Planning. A more correct and elegant way to do
this would be with call-back functions, so that there would be no need to wait
a fixed amount of time, but just a wait for the call-back function to happen.

In case the chosen approach is Graphplan then the modifications required are
not that much different. The code provided, easily accessible online, is already
optimized in Java; creating an Eclipse3 project is straight forward and once in-
side the project there are the same first steps to take as it was for SAM. First
we need to make the program understand where to retrieve the domain and the
problem solving algorithm. The original implementation retrieved the domain
and problem as txt files. The domain is left as txt file, since we are just interested
in creating a model supporting the KeepOn. For the problem instead a better
choice could be to pass as input string. To do so the main implementation is
changed so that the file is created from an input string, passed as stream. Once
done, the domain has to be modified as well, in order to include the robot in
the system we are creating, together with all the factors in its environment, such
as sensors, places, humans. The language is either STRIPS or PDDL. Executing
the algorithm will show Graphplan finding the plan and printing out the nodes
opened and the plan length.

As for SAM the robot needs to understand when to execute a behavior. For this
purpose PEIS Java is responsible once again to change the tuple-space. When a
matching behavior in a node is reached then PEIS Java write a tuple remotely.
The robot, as always, listening to the tuple-space and checking it constantly,
finds the matching tuple to one of its behaviors and execute the steps.

On the other hand, the program continues by itself till the end, with no call-
back function needed. This, as explained in Section 5.3, could lead to some
issues, but for the testing and research nature of this work it was acceptable in

3An Eclipse project can be easily set up following the instructions provided within the distribu-
tion from GitHub. It is a step-by-step process, in fact the whole distribution is already optimized
to support Eclipse.
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this way, just in order to test the two algorithms and see the differences.

The system, after this last design decision, can be considered complete.





Chapter 7

Conclusions

7.1 Summary

The purpose of the whole work and thesis was to integrate planning and con-
text inference in a multi-agent system, using an already implemented middle-
ware to execute the behaviors. This was realized in two different approaches
to the problem, in order to compare them, one following a constraint-based
approach, using a framework called SAM and developed by the Örebro Uni-
versity, while the other in a more classical planning approach, using Graphplan.

Constraint-based approach is more in favor of a growing system, and the real-
ization of SAM, as said in [46], is motivated by the need for modularity, long
temporal horizons, on-line recognition, and multiple hypothesis tracking. This
definitely supports a middle-ware tuple-space-based system, with the possibil-
ity of plugging in new robots in any moment. It is also quite easy to implement
and gives wide expressiveness when it comes to the domain definition (to see
what we mean with expressiveness check Section 5.3).

Anyway the system can become slower if the constraints applied or the actua-
tors are many. So while from one hand we have an expressive and rich domain,
on the other we have a possible slower opportunity, since the planner needs
to wait for a fixed amount of time before checking the tuple-space again or,
alternatively, wait for a call-back function to come from the actuator to stop
the current activity. This could become a main issue in case the system would
involve a large number of actuators.

The second algorithm tested was Graphplan, which follows a classical plan-
ning approach to solve the problem of context inference and planning. Graph-
plan is easy to modify, the STRIPS domain, even if concise, gives quite much
power in specifying pre-conditions and post-conditions. However the best qual-
ity Graphplan owns is its speed. It is really fast and well optimized.
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On the other hand we cannot have an acknowledgment from the actuator in
case the execution went as predicted and this makes the algorihm vulnerable;
if there is a plan for the given problem then Graphplan finds the best one, but
the execution is postponed at last, after the plan has been already found. The
reason for this relies on the fact that we treat Graphplan as a blackbox, as
explained in Section 5.2, so we cannot access middle states, but we can just
check the final result plan and see if we find one opened state inside the plan
which matches one particular behavior for the actuator. The solution for this
would be to act in the domain definition, and this would potentially make the
algorithm much heavier and complicated, in terms of domain description and
execution, losing its speed.

However, as specified in Section 4.3, Graphplan has some other limitations too,
limitations which are connected especially with its expressiveness related to the
domain description. Basically Graphplan knows nothing about time and time
constraints and if the need of temporal constraints is justified then the domain
would become heavier, in order to perform and keep track of timestamps where
an activity would be executed (see Section 5.3 for insight on how to reach this
goal). Furthermore, in order to perform well, Graphplan requires either that the
pairwise mutual exclusion relations capture important constraints of the prob-
lem, or else that the ability to perform parallel actions significantly reduces the
depth of the graph. In addition, actions cannot create new objects and the effect
of performing an action must be something that can be determined statically.
Many planning problems do not satisfy these conditions, an example is given
in Section 4.3.

The best approach to be applied on an application relies just in the type of
project and application that the developer needs. In case performances are cru-
cial, and the only thing that matters, regarding the planning, is the current state
and what is happening afterwards then Graphplan is the most suitable; how-
ever if the system needs to keep track of the activities executed and temporal
constraints are a must then SAM would be a better choice.

7.2 Future Work

There are a number of interesting points that one can investigate to add and
increase the functionality of the system.

First of all it would be great to have an approximation on how fast the sys-
tem is, for instance trying to overload it and see with which algorithm it is
performing better. For the matter of this thesis it was not taken into consid-
eration, since the focus was more onto how the expressiveness changes with
different approaches and algorithms, given the same problem, expressiveness
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that could potentially result in performances matters anyway. Anyway, in case
the system would be amplified and extended, such analysis would become nec-
essary, if not crucial for the whole ecology.

Another important functionality would be to simply extend the system, as men-
tioned just before. Including more robots aware of the context would make this
even more useful. Perhaps creating a shared context, where every robot is able
to update and write information, something organized in the same way as the
tuple-space, or which could be part of a tuple itself. This would embrace the
multi-agent system approach of the whole idea.

Also it would be important to implement another version of Graphplan where
it would be possible to stop or wait for the execution of the behavior. This is a
main point that is not applicable in this version of Graphplan, since it is treaten
as a blackbox.
Finally, trying to modify Graphplan so that it would include temporal con-
straints and be aware of actuators, change that would be strictly connected to
the performance task, as just explained. In Section 5.3 an idea on how to do this
was proposed and another possible improvement would be to integrate SAM
with Graphplan, in order to take advantage both approaches pros.





Appendix A

Peiskernel Installation

This is a small tutorial on how to install the PEIS Interface.

This tutorial was created by researchers and associated professors in Örebro
Universitet and here it is just posted again to make it easier to find information
in case some future researcher would like to install it or re-create this project
with the KeepOn.

This tutorial assumes that the user is familiar with Linux systems and com-
mand line. In order to use the PEIS middle-ware the following minimal set of
features has to be installed:

• Peis kernel

• Tupleview

This software can be downloaded from github website, check the references
for more information.

To install the peiskernel go in the Software/peis/peiskernel/G6 directory and
type:

• ./autogen.sh

• ./configure

• make

• sudo make install

• sudo cp peiskernel/.libs/*.so /usr/local/lib/ (this is necessary for some Ubuntu
versions...)
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• check if /usr/local/lib is in the LD LIBRARY PATH variable, if not please
add this line in the file /.bashrc: export LD LIBRARY PATH=$ LD LI-
BRARY PATH:/usr/local/lib

The peiskernel has been tested on Linux systems and it should work out of
the box. It was tried on Ubuntu distribution (every version should work with
the mentioned sequence of commands).
Currently a MAC installation could work while the installation on a Cygwin
environment will fail.
Probably some libraries are missing, so it might be needed to download and
install them first. In that case it is possible to look on the internet the missing
library and install it with apt-get install.

Afterward the tupleview is the last missing to have a complete PEIS Ecology in-
stalled. For the installation go in the Software/tupleview/G6 directory and type:

• ./autogen.sh

• ./configure

• make

• sudo make install

At the end of the process a binary file will be created, referred to the bin path of
your OS, so it is possible to execute it from every location with the command:
tupleview



Appendix B

SAM and Graphplan

Installation

SAM can be installed from Github at [44]. A template project is available in
the branch project-template, download it like this:

$ git clone -b project-template\

https://github.com/FedericoPecora/meta-csp-framework.git\

project-template

To compile the project now it is possible via gradle, being it already built-in.
Enter the directory with the file build.gradle and issue the command:

$ ./gradlew install #(on Unix-based systems)

$ gradlew.bat install #(on Windows-based systems)

To test the build, issue the following:

$ ./gradlew run #(on Unix-based systems)

$ gradlew.bat run #(on Windows-based systems)

And finally, if one would like to modify the framework then it can be done via
Ecipse; to prepare an Eclipse project run:

$ ./gradlew eclipse #(on Unix-based systems)

$ gradlew.bat eclipse #(on Windows-based systems)

This will prepare the directory with .classpath, .settings and .project files. The
directory can then be used as source for a new Eclipse project which will have
all dependencies properly set. It is now possible to modify and personalize the
framework creating a new Eclipse project.

Graphplan can be instead downloaded from [40]. It is a java implementation
also in this case, so once downloaded it it is possible to directly create the
Eclipse project and it will automatically find or create all the necessary folders
and files.
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