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Abstract

TLS is a vital protocol used to secure communication over networks and it pro-
vides an end-to-end encrypted channel between two directly communicating par-
ties. In certain situations it is not possible, or desirable, to establish direct connec-
tions from a client to a server, as for example when connecting to a server located
on a secure network behind a gateway. In these cases chained connections are
required.

Mutual authentication and end-to-end encryption are important capabilities in a
high assurance environment. These are provided by TLS, but there are no known
solutions for chained connections.

This thesis explores multiple methods that provides the functionality for chained
connections using TLS in a high assurance environment with trusted servers and
a public key infrastructure. A number of methods are formally described and
analysed according to multiple criteria reflecting both functionality and security
requirements. Furthermore, the most promising method is implemented and
tested in order to verify that the method is viable in a real-life environment.

The proposed solution modifies the TLS protocol through the use of an extension
which allows for the distinction between direct and chained connections. The ex-
tension which also allows for specifying the structure of chained connections is
used in the implementation of a method that creates chained connections by lay-
ering TLS connections inside each other. Testing demonstrates that the overhead
of the method is negligible and that the method is a viable solution for creating
chained connections with mutual authentication using TLS.
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1
Introduction

This thesis was conducted at link22 AB in Linköping, as part of a master’s degree
in Computer Science and Engineering at Linköping University.

1.1 Background

Today there are a tremendous number of systems that store, process and transmit
valuable information. When accessing information on a remote system, the infor-
mation needs to be protected during transfer and a common method to protect
information transferred over a network is to use cryptographic methods such as
encryption. By agreeing on a shared secret between two parties and using it to
encrypt information before transferring it, the information can be kept from any-
one who does not know the secret. When the encrypted information arrives at
the receiver it can be decrypted and read. Using this procedure, information can
be protected all the way between both parties, forming a secure channel between
them. One of the most frequently used protocols for creating a secure channel
over a network is Transport Layer Security (TLS). It is based on Secure Sockets
Layer (SSL) which was originally developed by Netscape Communications in or-
der to securely transfer web traffic. Even though securing web traffic still is the
main use of TLS, the need for secure communication channels has lead to TLS
being adopted for many other purposes including email, direct messaging[1] and
authentication in wireless networks[2].

There are two parties involved in a standard TLS connection, a client and a server.
When a client initiates a TLS connection both parties first engage in a handshake
procedure. During the handshake, authentication is performed and both parties
agree on what security mechanisms and shared secrets they will use to protect
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2 1 Introduction

the information sent between them. For most cases where TLS is used, as for
example in HTTPS where it is used to secure web traffic, generally only the server
is authenticated. However, in situations which require higher levels of security,
both parties can authenticate each other. This is known as mutual authentication
and is explained at length in section 2.1.

link22 AB maintains a product for secure communication which is based on TLS
and which utilizes mutual authentication in order to create secure tunnels with
access restrictions and security logging. Secure tunnels created by this software
are used by other network services, allow them to communicate securely between
two systems over an otherwise insecure network. This software serves as a mo-
tivation for this thesis and the questions answered in this work will aid in its
continued development.

1.2 Problem formulation

A standard TLS connection is established between a client and a server. However,
in certain situations it is desirable to be able to create chained connections. A
chained connection is a connection involving more than two parties, where a
client is connected to a server which in turn is connected to another server and so
on, creating a chain of connections stretching from the client to a remote server.
This scenario is illustrated in figure 1.1, where the client C has created a chained
connection with three servers, connecting to server S3 through S1 and S2.

Figure 1.1: Illustration of a chained connection.

Connections of this type are interesting in situations where it is not possible or
desirable to create direct connections from a client to a remote server. A remote
server can for example be located inside a locked down network, and only be
reachable through a gateway server. By requiring all connections to be made
through the gateway server, the network can be more easily controlled. The gate-
way server can require authentication of clients and implement security logging
of all connections made through it.

The standard TLS protocol does not have any built-in functionality to create
chained connections, but it is conceivable that the protocol can be utilized to cre-
ate them, either by utilizing the standard TLS protocol in certain ways or through
modifications to the TLS protocol itself.

This thesis focuses on evaluating methods which allows for creating chained con-
nections when TLS with mutual authentication is used as the cryptographic proto-
col. Implementations using TLS and other protocols that accomplishes a similar
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end result exists, but they are few. Therefore the discovery and description of
other potential methods is also important. This thesis will evaluate a number of
methods to help answer the following questions.

1. What characteristics signifies the methods that can be used to implement
chained connections with mutual authentication using TLS?

2. What practical limitations are there to implementing a method for this func-
tionality?

3. Is TLS suited for performing chained connections with mutual authentica-
tion?

1.3 Methodology

The work within this thesis was divided into three main phases: literature studies,
method analysis and implementation.

It began with a literature study of the areas of secure communication, cryptogra-
phy and networking in order to understand the underlying technologies used by
the TLS protocol. Technical notes in the form of Requests for Comment (RFC)
were chosen in order to give an understanding of how protocols operate and how
they can be used. A broad selection of publications with subjects regarding tech-
niques for chained and proxied connections were chosen in order to find existing
methods.

The method analysis consisted of describing and analysing possible methods for
creating chained connections using TLS with mutual authentication. Existing
techniques that were found during the literature study served as inspiration and
a basis for the construction of many of the methods, and this included other pro-
tocols as well as existing modifications to the SSL or TLS protocol. The methods
were chosen to signify different concepts and the ways in which TLS can be used
or modified to achieve the wanted functionality. After the methods were con-
structed, they were were evaluated using a qualitative analysis based on a set of
criteria which was selected to reflect the functionality and security requirements
that can be of interest when creating chained connections. This included the
methods cryptographic properties and limitations.

This evaluation was performed in order to compare the methods, and to deter-
mine which one is best suited for implementation. Based on the results from the
analysis, a method was chosen for further studies and to be implemented. The
main parts of the method was implemented in order to evaluate if there are practi-
cal issues with implementing the method. This involved examining if a currently
available TLS library is suitable for implementing the method and if required
modifications to the TLS protocol can be made using the library.
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1.4 Delimitations

In this thesis the focus is on methods which allows for creating chained connec-
tions using TLS with mutual authentication. Security problems related to im-
plementations of the TLS protocol itself and the security of specific systems on
which the protocol runs is outside the scope of this thesis. All references made
to the TLS protocol in this thesis imply version 1.2 of the protocol which is the
latest version of the protocol at the time of writing.

The implementations done as a part of this thesis are conceptual implementations
and should be seen as tests performed to evaluate the specific methods. Secure
development practices or the release of a finished implementation is outside the
scope of this thesis and if such an implementation is to be done, further security
testing and evaluation should be undertaken beforehand.



2
Background / Theory

This chapter contains the background necessary to understand the contents of
this thesis.

2.1 Authentication

Authentication is the act of confirming the identity of something or someone [3].
When it comes to computers this is normally the identity of a computer system
or the identity of a user. A well recognized method of authentication for a user
is requiring a password when they login to a computer system or service. In
this case, the username and password represents something which only the user
knows.

However, there are many other ways in which authentication can be done. The
types of authentication are ordered in three groups, primarily known as factors of
authentication. The factors describe what a party can can use in order to authen-
ticate itself to others. They represent something the party knows, the party has or
the party is, and more formally the factors are known as knowledge, ownership
and inherence factors [4].

Knowledge Factor
A knowledge factor is a secrets which only the authenticating party should
know. They are often passwords, PIN-codes or answers to personal ques-
tions.

Ownership Factor
An ownership factor is something that only the authenticating party has ac-
cess to. In computer systems this can for instance be a smart card or it could

5



6 2 Background / Theory

be a certificate used to authenticate web servers. They can be represented
in many ways using many types of technology.

Inherence Factor
An inherence factor should describe something the authenticating party is
or does. For users this can be biometrics such as fingerprints or retina pat-
terns, but it could also be traits such as the way they walk or talk.

By using multiple factors of authentication, a stronger authentication that is
harder to circumvent can be made. A common method of two-factor authenti-
cation is the use of a bankcard together with a PIN. The presentation of bankcard
together with the PIN is more secure than just using a PIN or a bankcard individ-
ually. In recent years the use of two-factor authentication has become more and
more common among web services which host personal information. For exam-
ple both Google and Facebook offers a solution where a smartphone is used as an
ownership factor.

Mutual Authentication When describing authentication, the scenario of a user
logging in to a computer can be presented as an example. In this scenario often
only the user is authenticated to the system, but not the other way around. Sim-
ilarly, when securely browsing the web using HTTPS normally only the server is
authenticated but not the browser. This type of one-way authentication can only
be used when the identity of the other party does not matter, as when browsing
the web, or when there is an implicit trust of the other parties identity, as there is
with the computer in the described scenario.

In situations where there is no implicit trust and the identity of both parties are
important, mutual authentication is needed. When performing mutual authenti-
cation, both parties authenticate each other and thereby confirm the identity of
the other party. One way to do this is to use asymmetric cryptography and digital
certificates which are explained in section 2.2.4 and section 2.2.5.

2.2 Cryptographic primitives

Cryptographic primitives can be seen as the basic building blocks of cryptographic
systems. When designing a cryptographic system it is rarely built completely
from scratch. This is both because it is very difficult to design cryptographically
secure algorithms and because analysing and verifying that an algorithm is se-
cure is much harder than verifying that it functions [5]. Instead, well established
concepts and methods are often reused in order to create a cryptographic system
which has the required properties. The concepts and methods described in this
section allows for creating secure communications and they are widely used.

2.2.1 Cryptographic hash functions

A hash function is a function which takes an input of variable length and pro-
duces a fixed length output [6]. The output can be seen as a fingerprint of the
input data and is often called a hash value or a digest. The calculation of a digest
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d based on the message m is described in equation 2.1 where h is a defined hash
function that takes m as an argument.

d = h(m) (2.1)

When considering hash functions used for cryptographic purposes, the following
properties are interesting:

1. Pre-image resistance: Given a digest d it should be computationally infeasi-
ble to find an input m such that d = h(m).

2. Weakly collision-free: Given an input m1 it should be computationally in-
feasible to find a second input m2 such that m1 , m2 and h(m1) = h(m2).

3. Strongly collision-free: It should be computationally infeasible to find two
inputs m1 and m2 such that m1 , m2 and h(m1) = h(m2).

The last two properties are similar, with the third being more strictly defined.
These properties ensures that digests created by a hash function can be trusted
and that the the hash function cannot be used to maliciously create or modify
messages to have specific digests. Hash functions with these properties are con-
sidered cryptographic hash functions.

An important use for cryptographic hash functions is to verify information in-
tegrity. For example, by calculating the digest of a message before and after trans-
fer one can determine if errors have been introduced in the message. In order to
ensure the integrity of information against active modification, hash functions
can be combined with encryption and this is discussed in section 2.2.3 and sec-
tion 2.2.5.

2.2.2 Symmetric cryptography

Symmetric cryptography is also known as private key cryptography and describes
cryptographic algorithms which uses a single shared secret in order to perform
both encryption and decryption. There exist two types of symmetric encryption
algorithms; stream ciphers and block ciphers. [6] These two types of algorithms
differ in the way that they process the data. A block cipher works with fixed-
length groups (or blocks) of data and encrypts them as a whole. Stream ciphers
on the other hand works with a stream of individual bits or bytes one at a time.

Algorithms based on symmetric cryptography are fast and are therefore often
used for applications such as encryption of files and communication channels.
Among the symmetric ciphers, the stream ciphers has historically been preferred
over block ciphers since they are generally faster and less resource-intensive than
block ciphers.

The shared secret used in symmetric key encryption is one of its main drawbacks.
It depends on the existence of the shared secret, but it does not define how it
can be established. Securely sharing a secret between remote communicating par-
ties is a very difficult problem. Communication sent over a network such as the
internet can be intercepted and modified and it can therefore not be trusted to
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directly transfer a secret. One method of securely sharing a key between com-
municating parties is through the use of asymmetric cryptography which can use
certificates and a Public Key Infrastructure (PKI) to verify both parties identity.
These concepts are explained further in section 2.2.4 and section 2.2.6.

2.2.3 Message Authentication Codes

A Message Authentication Code (MAC) is a small piece of information appended
to a message in order to ensure its authenticity and integrity[6]. Similarly to
symmetric cryptography the security of a MAC depends on a shared secret. In-
dependent on the input length, a MAC calculation will always produce a fixed
length output. The calculation of a MAC M for the message m and secret key K
is described in equation 2.2.

M = mac(K,m) (2.2)

When using a MAC, both the message m and the MAC of the message mac(K,m)
are sent to the receiver[6]. The MAC is protected by the secret key K , and since
the receiver now has the message m and knows the secret K , it can use them to
recalculate the MAC mac(K,m) and compare it to the MAC that was sent. If the
message has a correct MAC this means that its integrity is assured, that it has not
been modified. It also means that the authenticity of the message is assured, that
the creator of the message is someone who knows the shared secret.

Since a MAC uses a shared secret, only parties who knows the secret can verify a
message, but these parties can also create a valid MAC. This means that a MAC
cannot be used to verify that a message has been created by a specific party in
cases where many parties shares the secret. However, a MAC can still verify that
information has been transferred without modification if the parties knowing
the key are trusted. The use of secret key also means that MACs have the same
problems with key distribution as symmetric cryptography.

Hash-based Message Authentication Codes

One way of implementing a MAC is to utilize a cryptographic hash function [7].
This type of hash-based MAC is called an HMAC and its implementation is spec-
ified in RFC 2104[8]. Its formula is described in equation 2.3.

HMAC(K,m) = h((K ⊕ opad)‖h((K ⊕ ipad)‖m)) (2.3)

In the formula ‖ denotes concatenation and the XOR operation, ⊕, is used to
scramble the key with an outer and inner constant padding, opad and ipad. In-
stead of using a specialized technique to calculate the MAC, it is based on a hash
function. An HMAC takes a secret key K and a message m as input and utilizes
a cryptographic hash function h in such a way that it is proven to be secure, min-
imizing the potential of leaking the secret key and allowing modifications of the
MAC [7].
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2.2.4 Asymmetric cryptography

Unlike symmetric cryptography which uses a single shared key, asymmetric cryp-
tography uses a pair of keys. The pair consists of a secret and public key which
are mathematically linked in such a way that messages encrypted using one of
the keys can only be decrypted using the other. The existence of the public key is
also why asymmetric cryptography is known as public-key cryptography. Since
one of the keys are public and can be given to anyone, this method does not need
a previously distributed secret in order to function, it only requires the other
party to have the public key. By using the public key to encrypt data it is certain
that only the holder of the private key can decrypt it.

However, similar to the problems with symmetric cryptography, a public key dis-
tributed over an untrusted network cannot be trusted. It is not possible to verify
that the public key is correct or that it belongs to the party you wish to communi-
cate with. In section 2.2.6, a method for distributing and verifying public keys is
explained.

Implementations of asymmetric cryptography have existed since the 1970s and
the most known is RSA, named after its designers Rivest, Shamir and Adleman
[9]. In asymmetric cryptography the security is based on the believed difficulty
of certain mathematical problems and in RSA this is the problem of factorizing
integers into their prime factors. Another popular approach to asymmetric cryp-
tography is Elliptic Curve Cryptography (ECC) which is based on the Elliptic
Curve discrete logarithm problem [10]. ECC is becoming more widely used since
it is faster and uses smaller keys compared to RSA [11].

Compared to symmetric cryptography, asymmetric cryptography is much more
computationally intensive and it is therefore not used for larger sets of data. It
is instead often used to exchange a shared secret which can then can be used for
further communication using symmetric encryption.

2.2.5 Digital Signatures

A digital signature is similar to a MAC but it is implemented using asymmet-
ric cryptography. Signing of a message is performed by encrypting it using the
private key of the sender.

Thanks to the properties of asymmetric cryptography, when the private key is
used to sign messages anyone can decrypt and verify signatures using the pub-
lic key. Just as a MAC, digital signatures can therefore be used to verify the
integrity and authenticity of a message. Because the keys used in asymmetric
cryptography are personal, a digital signature can also be used to establish non-
repudiation. This means that it is possible to determine exactly who signed a
message. Compare this to the situation with MACs, where anyone who can verify
the MAC also could have created the MAC.

However, considering that asymmetric cryptography is computationally inten-
sive, digital signatures are often only used to sign the digest of a message.
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2.2.6 Public Key Infrastructure

As mentioned in section 2.2.4 concerning asymmetric encryption, it is hard to
determine if a public key can be trusted or not. An approach to solving this
problem is to create a structure for the handling and verification of public keys.
This structure consists of certain key parts which together is called a Public Key
Infrastructure (PKI)[12][13].

Certificates

A certificate is a standardized way of presenting the public key of an entity (A
system, person or other party). It contains both the public key itself as well as
information about its owner. In order to seal this information, a certificate is
digitally signed. The signature binds the identity to the public key and it is used
to verify the certificate. Although it is possible to sign your own certificate, it is
often signed by a trusted organization or governing body known as a Certificate
Authority (CA). CAs are further explained in the next section.

In order for certificates to be used and understood they need to follow a standard.
X.509 [14] and OpenPGP [15] are both standards which define formats for rep-
resenting digital certificates. These standards are used in applications such as
the web and secure e-mails and X.509 is the type of certificate used in Transport
Layer Security described in section 2.3.

Certificate Authority

A certificate authority can sign certificates and it functions as a trusted third
party. By signing a certificate, the CA assures its correctness. If a CA is trusted
and its public key is known, it can be used to verify the correctness of all certifi-
cates signed by the CA.

If a CA is not directly trusted, it is possible for another CA to vouch for it by
signing its certificate, and this can be repeated in order to create chains of signed
certificates. At the end of a chain there will be a certificate which isn’t vouched
for by another CA, instead it will be signed by itself. This is known as a root cer-
tificate and it represents the ultimate source of trust for that chain of certificates
[12][13].

When verifying a certificate, these chains can be searched until a certificate which
is known and trusted is found. If this cannot be found, it is not possible to en-
sure the validity of the certificate and ultimately the identity of the party which
presented the certificate cannot be verified.

Revocation

When using asymmetric cryptography there is always the risk of compromising
the secret part of a key. If the private key connected to a certificate is stolen
or otherwise lost, that certificate should no longer be trusted. A compromised
certificate can be used to impersonate the entity it belongs to which is a serious
issue.
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Normally a certificate will be invalidated automatically when its period of valid-
ity is over, but this can potentially be years or decades into the future. In order
to speed up the process, the certificate must be actively revoked. One method
of organizing revocations is to use lists containing certificates that should not be
trusted. This is called a Certificate Revocation List (CRL) and in a PKI these lists
are updated and distributed regularly by the CAs in order to ensure that no com-
promised certificates are trusted. An alternative is to use the Online Certificate
Status Protocol (OCSP) which instead allows for actively polling an online service
and checking if a specific certificate is revoked.

2.3 Transport Layer Security

Transport Layer Security (TLS) is a cryptographic protocol for secure communi-
cations between computer systems over an untrusted network. It is a successor
to the Secure Sockets Layer (SSL) protocol which was developed by Netscape
Communications in order to enable secure communication for the web [16]. The
protocol is an open standard maintained by the Internet Engineering Task Force
(IETF) and since the first version was released in 1999 it has been updated twice.
Most recently in 2008 with the release of version 1.2. [17][18]

The TLS protocol operates on top of TCP and it is used by applications in order to
secure their communication. It communication is secured by encapsulating the
application data inside a secure channel. By encapsulating communications nor-
mally sent over TCP it allows application protocols to be used over TLS without
being modified. This makes TLS suitable to secure any application protocol, and
today it is widely used for many applications communicating over the internet
such as web browsing and email.

TLS offers three main security properties; authentication, integrity and encryp-
tion. These properties are provided by sub-protocols of TLS and they ensure that
all communication between a client and server is protected. The sub-protocols
themselves use many of the cryptographic primitives described in section 2.2.
The sub-protocols of TLS are the record protocol, the handshake protocol, the
change cipher spec protocol, the application data protocol and the alert protocol.

2.3.1 Record Protocol

TLS is a layered protocol and inside a TLS connection all messages are sent us-
ing the TLS record protocol. This protocol functions as an intermediary layer
between the TCP connection and the sub-protocols of TLS. The record protocol
defines the format for how messages are to be framed and it performs the oper-
ations that maintains the secure channel. A message using this format is called
a TLS record. A record always contains information about content type, version
and length of the record. Inside the record, messages from sub-protocols are con-
tained and if a secure connection have been established a MAC is added. If a
block cipher is used then potentially some extra padding is also added.
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Type

Version Length

Protocol message(s)

· · ·

MAC

Padding


Encrypted

Figure 2.1: The structure of a TLS record.

When messages are transmitted, the record protocol performs the following four
operations:

1. Fragmentation Messages are divided into blocks smaller than 214 bytes (16
KB) and multiple messages of the same type are potentially coalesced into
a single record.

2. Compression Optional compression of messages is performed.

3. Message Authentication A MAC is created using the HMAC algorithm and
appended to the record.

4. Encryption The negotiated cipher is used to encrypt the message and MAC.

After this, the encrypted record is transmitted to the receiver where the inverse
operations are performed in order to recover messages sent over the channel.

The actual keys, cryptographic hash function and encryption method used to
secure the record protocol is decided during the handshake and therefore the
initial messages of a TLS session are sent in the clear.

2.3.2 Handshake Protocol

The handshake protocol is used to initiate a TLS connection and it allows both
parties to authenticate each other and negotiate the different parameters needed
to configure the connection. This includes deciding the configuration of ciphers
and compression that are to be used. The end result of the handshake is a shared
secret, known as the master secret, which is used to generate the actual keys used
for encryption and authentication done by the record protocol. The handshake
protocol itself consists of four sets of messages as illustrated in figure 2.2 and the
messages are presented below in the order they are sent.
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Figure 2.2: TLS handshake protocol

Message set 1: Client to Server

CLIENTHELLO A TLS connection is always initiated using a ClientHello mes-
sage. The message is sent from the client to the server and it contains the follow-
ing:

• TLS version, highest version of TLS protocol supported by the client.

• Client random, nonce generated by the client.

• Session ID, id of session to be resumed, or 0 for a new connection.

• Cipher suites, list of suggested ciphers supported by the client, ordered by
preference.

• Compression methods, list of suggested compression methods supported by
the client, ordered by preference. Compression is often disabled, indicated
by a NULL value.

• Extensions, list of extensions requested by client. Extensions are discussed
further in section 2.3.6.

Message set 2: Server to Client

SERVERHELLO After the ClientHellomessage have been received by the server
it will respond with a ServerHello message which is described below. In this
message the server notifies which TLS version, cipher suite and compression
method that will be used for the connection. These are selected from the lists
that the client sent in the ClientHellomessage.

• TLS Version, version of TLS protocol that will be used for connection.
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• Server random, nonce generated by the server.

• Session ID, id used for connection.

• Cipher suite, cipher suite selected by server.

• Compression method, compression method selected by server.

• Extensions, list of requested extensions supported by server.

CERTIFICATE If the server wishes to authenticate itself to the client using a cer-
tificate it sends a Certificate message containing its certificate and certificate
chain.

SERVERKEYEXCHANGE When using specific ciphers for key exchange, the server
will send a ServerKeyExchange message to the client containing additional
data needed for creating the master secret.

CERTIFICATEREQUEST If the client is required to authenticate itself to the server
using a certificate, the server will send a CertificateRequest message. If the
server also sent a Certificate message this allows the client and server to be
mutually authenticated.

SERVERHELLODONE Finally, the server will send a ServerHelloDonemessage
signalling the end of the ServerHello and associated messages.

Message set 3: Client to Server

CERTIFICATE If a CertificateRequest message was sent from the server, the
client will respond with a Certificatemessage containing its own certificate.

CLIENTKEYEXCHANGE At this point a premaster secret, or information needed to
calculate it, is determined and transferred to the server using the ClientKeyExchange
message. And depending on the cipher being used, this message may be en-
crypted using the servers public key. The premaster secret is then used together
with the client and server random nonces exchanged previously in the handshake
in order to calculate the master secret.

CERTIFICATEVERIFY If the client sent a Certificate message to the server it
must also send a CertificateVerify message. This message is used to verify
that the client has the private key connected to the certificate it just sent, and it
contains a digital signature of all previous messages sent during the handshake.

CHANGECIPHERSPEC At this point the information needed to establish a secure
connection is ready and the client therefore sends a Change Cipher Spec record to
the server. This informs the server that following records will use the algorithms
and keys negotiated during the handshake.

FINISHED The Finished message is the first protected message sent from the
client to the server and it contains a digest and MAC calculated over all of the
previous messages sent during the handshake. If the server can verify the digest
and MAC, the authentication and key exchange processes have been successful.
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This means that the server can trust that the handshake and all communication
this far have been done correctly and securely.

Message set 4: Server to Client

CHANGECIPHERSPEC Just as the client did before, the server also sends a Change
Cipher Spec record to indicate the use of the algorithms and keys negotiated
during the handshake.

FINISHED Finally, a Finishedmessage is sent from the server to the client. If the
client can verify the digest and MAC contained in this message, the whole con-
nection is considered secure and both parties can start transmitting application
data over the secure channel.

2.3.3 Change Cipher Spec Protocol

The change cipher spec protocol is a minimal protocol that is used to signal
changes in cipher strategies. The protocol consists of a single message contain-

Type

Version Length

Type

Figure 2.3: The structure of a TLS ChangeCipherSpecmessage.

ing a type which has a fixed value. In a standard handshake the protocol is used
before the finished message and it indicates that following messages will be se-
cured using a new cipher suite and keys that have been negotiated.

2.3.4 Application Data Protocol

The application data protocol is used to transfer application data between the
communicating parties. The protocol is described in figure 2.4 and it simply acts

Type

Version Length

Application data

· · ·

Figure 2.4: The structure of a TLS ApplicationDatamessage.

as a holder for application data to be transported over the secure channel.
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2.3.5 Alert Protocol

The alert protocol allows connected parties to notify each other of problems con-
cerning the TLS connection. Alert messages can be sent at any time, even during
the handshake. An alert is formatted as illustrated in figure 2.5 and it contains a

Type

Version Length

Level Description

Figure 2.5: The structure of a TLS Alertmessage.

level that informs of its severity and a description. The description informs what
type of alert it is and it can indicate different events such as handshake failure or
decryption error. The level of an alert is either warning or fatal, and a fatal alert
is always followed by the closing of the connection while a warning leaves it up
the the receiver of the alert to decide.

If a connection proceeds without problem, alert messages will not be sent. How-
ever, when a party wishes to close a TLS connection in a controlled manner, a
specific alert message is used. The close notify alert indicates that a party is clos-
ing the connection and that no further messages will be sent. This alert is used
to signal that a communication is finished and thereby avoid a truncation attack
where an attacker can cut off communication before a complete message has been
sent[19][20].

2.3.6 Extensions

As of version 1.2, the TLS protocol has support for extensions [21]. Extensions
allows you to make modifications to the protocol while still being backwards
compatible with clients or servers who do not implement an extension. The TLS
standard itself contains a set of extensions which either adds functionality or
changes how one of the sub-protocol operates. For example, the heartbeat ex-
tension allows for sending keep-alive messages between client and server [22].
However, modifications can encompass all parts of the TLS protocol, including
its handshake or internal operation such as encryption or authentication meth-
ods.

When a client connects to a server it can request the use of specific extensions dur-
ing the handshake by adding the id of any requested extension to the ClientHello
message. The server will then respond with the id of the requested extensions
that it supports inside the ServerHellomessage, and if both support it, the ex-
tension can be used. If the server does not support an extension the client can
choose to continue without using the extension or disconnect.
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2.4 Secure Shell

Secure Shell (SSH) is just like TLS an application layer network protocol for se-
cure communication over an untrusted network. The original protocol, known
as SSH-1, was designed in 1995 and it has since been succeeded by SSH-2 which
was released as a standard by the IETF in 2006 [23]. It was originally designed
to replace older and insecure protocols for remote shell and command execution
such as TELNET and rsh which communicate in plaintext. Although SSH is typi-
cally used for remote command-line login, it also offers additional functionalities
such as network tunnelling and file transfer. Additionally SSH can also be used
together with utilities like X11, rsync and git in order to securely use them over
a network.

2.4.1 Protocol

SSH communicates over TCP and it uses the client-server model which normally
comprises of a server daemon running on a system that remote clients can con-
nect to. The protocol is built around a layered architecture which consists of three
major components; The transport layer protocol, the authentication protocol and
the connection protocol.

Transport Layer Protocol

The transport layer protocol provides a secure channel between the connecting
parties and the functionality provided by this layer is very similar to that of the
TLS protocol. It provides authentication of the server and initial key exchanges
as well as strong encryption and integrity protection of transmitted data. Just
as in TLS there are multiple options when it comes to what algorithms are used
and how keys are negotiated. For further reading, the Transport Layer Protocol
is defined in RFC4253[24].

When an SSH connection is established, the server will first be authenticated
using public key authentication. After the transport layer protocol has been set
up, the user is authenticated using a separate protocol.

Authentication Protocol

The authentication protocol runs on top of the transport layer protocol and it
handles client authentication. The client can be authenticated using a number of
methods, including public key and password authentication. After a successful
authentication, this layer provides an authenticated tunnel for the connection
protocol.

Connection Protocol

The connection protocol runs on top of the other protocols and it provides the
possibility of opening channels between the client and the server. These channels
can be used for functions such as creating shells or transferring files, but they can
also be used to create network tunnels between the client and the server. The use
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of channels makes SSH a very versatile protocol and allows it to be used for much
more than the protocols it was designed to replace.

2.4.2 SSH Agent Forwarding

When using public key cryptography to authenticate users in SSH, the users pri-
vate key can be handled by a local authentication agent. The authentication agent
centralizes all accesses to the private key and it makes it possible to protect the
private key with a passphrase and keep it unlocked in a single place, requiring
the passphrase only for the first authentication handled by the agent. The authen-
tication agent works in such a way that when a new SSH connection is made, the
SSH client asks the local authentication agent to perform the authentication tasks
involving the private key.

Once the user has access to a remote shell it can be used to access yet another
remote shell, creating a chained connection. However, since the second connec-
tion is made from a remote machine, the user does not have access to the au-
thentication agent which is running on its local machine. To solve this problem,
the SSH protocol implements agent forwarding. Agent forwarding utilizes the
SSH connection protocol to create specific channels for forwarding authentica-
tion requests back to the users machine through a chained connection. When a
chained connection is made, all authentication requests can be sent back to the
users machine over the specific channel. Once the requests reaches the users local
machine, they are then handled by the users local authentication agent and the re-
sponses are sent back through the channel again to the remote machine, allowing
it to authenticate the user. This method works for creating chained connections
with mutual authentication of any length using SSH.

2.5 Proxy

The most basic form of creating a chained connection is through the use of a
proxy. A proxy allows a client to use it as an intermediary when communicating
with a remote server. This means that a client communicates with a proxy which
then forwards the communicates back and forth to a remote server on behalf of
the client. By connecting through a proxy, a client is effectively hidden from the
remote system. To the remote system it looks like it is communicating only with
the proxy.

The use of a single proxy allows for the creation of a short chained connection
with three parties. In order to create longer chains, multiple proxies can be con-
nected back to back. This is accomplished by first creating a connection to a
proxy, and then connecting to another proxy through the first proxy. This is
called proxy chaining, and by repeatedly adding connections to more proxies a
chain of indefinite length can be created.

The functionality of a proxy can be implemented on different levels. It can be
implemented to support a specific application protocol or it can be implemented
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on the network layer to forward traffic over TCP or UDP.

2.5.1 HTTP and HTTPS proxy

HTTP proxies are a common application specific proxy and they have existed al-
most as long as the world wide web[25]. An HTTP proxy communicates using
the HTTP protocol and it functions as a web server towards the client, fetching
web contents on behalf of the client and sometimes even caching contents. The
connection to an HTTP proxy is unprotected just as a standard HTTP connection,
but it is possible for browsers to create SSL/TLS-protected HTTPS connections
through an HTTP proxy. More recently, web browsers have also implemented
support for connecting to HTTP proxies over HTTPS[26][27]. This means that a
browser can create a SSL/TLS connection to a remote proxy server and thereby
protect all communications with the proxy. An HTTPS proxy even allows the cre-
ation of other SSL/TLS connections inside the connection to the proxy, effectively
creating a layered TLS chain with three parties.

2.5.2 SOCKS proxy

SOCKS is a protocol that allows for creating proxy connections for TCP[28]. This
means that a SOCKS proxy can be used to forward any TCP traffic including
the communication of many applications and services. The SOCKS protocol it-
self is very simple and only consists of a single request and response message
as described in figure 2.6. A connection is initiated from the client by sending

Version Command Port

IP Address

User ID

 Request

NULL Status Ignored

Ignored

 Response

Figure 2.6: Structure of a SOCKS request and response message.

a request message. The request message informs the proxy server about the IP
address and port of the remote server that the client wishes to create a proxy
connection to. Upon receiving the request, the server responds with a message
telling if the request was granted or not. After a successful connection, the proxy
relays all communication between the client and the remote server. More features
are added in newer versions of the SOCKS protocol, but the protocol described
here is all you need in order to establish proxy connections.
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Method

In this chapter, methods for creating chained connections using TLS are described
and analysed.

3.1 Environment

This thesis focuses on methods in which TLS can be used to create chained con-
nections with mutual authentication. Utilizing the TLS protocol with mutual
authentication is not the most common way in which the protocol is used today.
The environment in which the methods for chained connections are considered
in this thesis also differs from those in familiar utilizations of TLS, such as HTTPS
and the web. The methods described in this thesis are not considered to be ap-
plied for securing the infrastructure of the web. Instead an environment with a
more restrictive and controlled PKI is assumed, which can be applied for commu-
nications between trusted and known parties inside a business or governmental
organization over an untrusted network.

The PKI is very strict compared to that used for the web and it is limited to a
single CA that issues all certificates. All parties of the organization fully trusts
the CA and certificates are issued to all clients and servers that are a part of the
organization. Any party that possesses a valid certificate is trusted and TLS is al-
ways utilized with mutual authentication in order to ensure that communication
is done between two trusted parties. It is also assumed that all trusted systems
are secured and that they are not infected by malware or have been compromised
in any other way. Systems administrators are also trusted.

21
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3.2 Previous work

The standard TLS protocol does not allow for creating chained connections. How-
ever, there exists public research concerning a few approaches which addresses
the use of TLS and end-to-end protection when using proxies. These approaches
implements additional functionality by using the TLS protocol in new ways, or
through modifications and extensions of the TLS protocol.

In 2001 Kwon et al. proposed a method for end-to-end protection when a single
proxy is used[29]. Their method was aimed at securing WAP traffic sent over
an untrusted gateway and it utilized a protocol based on TLS called Wireless
Transport Layer Security (WTLS) which is an adaptation for low bandwidth mo-
bile devices. In this method the communication between a client and server is
secured using two layers of protection, and it requires the client to encrypt all
communication twice. Although the method utilized WTLS, it can be described
using TLS just as well. The method functions by first establishing a TLS connec-
tion between the client and a proxy and then creating another TLS connection to
a server through the first connection. This method is very similar to the one used
when connecting to an HTTPS server through an HTTPS proxy as described in
section 2.5.1.

Another interesting method is described by Song et al.[30][31][32][33]. Song et
al. describe and implement a protocol of their own called Multiple-Channel SSL
(MC-SSL), based on TLS version 1.0. The functionality of the MC-SSL protocol
is implemented through modifications to the TLS protocol and it was designed
in order to minimize the CPU intensive computations done to secure communi-
cations in mobile devices. The MC-SSL protocol can be seen as a separate layer
implemented on top of TLS which provides two main features. First, the protocol
adds the possibility of creating multiple logical channels between the parties in
a TLS connection with different levels of security and data flow direction. This is
done in order to better suite more diverse data security requirements in a connec-
tion. For example, it allows a connection to be encrypted with a strong cipher in
only one direction, allowing the involved devices to reduce their workload. Sec-
ond, the protocol also adds the possibility of adding single or multiple proxies in
order to enable the use of application proxies for services such as WAP.

However, the MC-SSL protocol requires the existence of a direct connection be-
tween a client and server before proxy servers can be added to the connection.
This means that it cannot be used in the environment which is considered in
this thesis, where the use of chained connections are considered for for situations
where direct connections cannot be made.

The method described by Song et al. is similar to another method by Portmann
and Seneviratne[34] which implements a separate channel in TLS. They describe
a method for implementing a separate plaintext channel in TLS which can be
used to transmit messages unencrypted between communicating parties. The
channel is implemented through the use of a new record type, which is handled
differently compared to the standard TLS records. Instead of applying all the



3.3 Description of methods 23

tasks of the TLS record protocol, which include fragmentation, addition of a MAC
and encryption, the new record type is only fragmented and sent in plaintext to
the receiver. This requires some modification to the TLS protocol. Portmann and
Seneviratne argues that the plaintext channel is logically separate from the rest of
the TLS protocol and its existence does not interfere with the standard operations
of the TLS protocol[34].

3.3 Description of methods

The methods used for creating chained TCP and HTTP connections that were de-
scribed in section 2.5 have existed for a long time and some of these methods can
be adopted and used together with TLS in order to create secure chained commu-
nication links. The methods described as previous work in section 3.2 can also be
used as inspiration for possible solutions by devising new methods utilizing or
extending the TLS protocol itself. All methods described in this section reflect a
selection of the many possible ways in which chained connections using TLS can
be created. Some of these methods are based on common concepts previously
used for chained connections, and some are specifically focused on TLS and its
properties. The methods have different capabilities and limitations which will
be analysed in section 3.5. The methods are described to the degree which is
required to represent its functionality and enable analysis of the methods.

When describing chained connections, the notation in figure 3.1 will be used.

Figure 3.1: Example of notation used in chained connection.

A client C connects to a chain of servers where S1 and Sm denotes first and last
servers in the chain.
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3.3.1 Method 1: TCP Proxy Chain

A straightforward method of implementing a chained TLS connection is to create
a single TLS connection over multiple chained TCP connections. The chained
TCP connections can be created by running TCP proxies on the servers which the
client then can use to create a chain to a remote server. The TCP proxy functional-
ity can be implemented using the SOCKS protocol as a separate service running
on the servers. This means that each server would be running two separate ser-
vices, one for proxying and one for standard TLS.

Description

Figure 3.2 illustrates how a chained connection with two servers can be created
using this method. To create a chained connection from C to Sm with m servers,

C S1 S2

TCP setup [proxy]

Proxy S2:TLS

TCP setup [TLS]

Proxy S2:TLS OK

TLS setup

App. data

Figure 3.2: Sequence diagram for method 1 with chain of two servers.

where 1 < m < ∞, the method operates in the following way:

1. First, C creates a TCP connection to the proxy service on S1.

2. Then, for each server Sn, where n ∈ [1, m − 1]

2.1. C sends a message over the TCP connection to the proxy service on Sn,
requesting to create a TCP connection to the next server in the chain,
Sn+1.

a. If n + 1 = m, C requests to connect to the TLS service on Sn+1.

b. Otherwise, C requests to connect to the proxy service on Sn+1.

2.2. Sn creates a TCP connection to Sn+1.

2.3. Sn sends back a response to C stating if the connection was success-
fully created or not. Following a successful connection, the proxy ser-



3.3 Description of methods 25

vice on Sn will proxy the two TCP connections, forwarding all data in
both directions.

3. Finally, after the proxy chain have been connected to the TLS service on
Sm, a standard TLS connection is created from C to Sm over the TCP proxy
chain.

4. The TLS connection between C and Sm can be used to transfer application
data over the chained connection.

If the client wishes to make a direct connection to a server, it can create standard
TLS connection directly with the server.
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3.3.2 Method 2: TLS Authenticated TCP Proxy Chain

Method 1 can be expanded upon to add authentication with the servers in the
chain. Instead of using a separate proxy service, the TCP proxy functionality can
be built into the TLS protocol. By doing this, the authentication functionality
that the TLS protocol provides can be utilized.

TLS Proxy Extension

To enable proxy functionality in the TLS protocol, an extension for controlling the
creation of a proxy connection is required. The extension can be implemented as
a new protocol with a request and response message, running on top of the record
protocol of TLS. If a client signals the use of this extension by indicating it in the
ClientHello message of the TLS handshake, the server shall expect to receive
a TLSProxy request from the client over the secure channel after the handshake
has finished. The TLSProxy request shall inform the server about which other
server the client wishes to create a proxy connection to. The server can choose
to accept or deny the request at its own discretion. This makes it possible for
the server to only allow proxy connections to specific servers, for specific clients,
or combinations thereof. If the server chooses to deny the request, a TLSProxy
response message indicating that the connection was denied is sent back to the
client. If the request is accepted, the proxy connection shall be created and a
TLSProxy response message indicating whether the connection was successfully
created or not shall be sent back to the client.

Description

The client notifies intermediate servers in the chain about how it wishes to cre-
ate a chained connection through the use of the TLSProxy extension. If a server
accepts a proxy connection it opens a TCP connection to the other server speci-
fied by the client. After the connection is opened and the TLSProxy response
message has been sent back to the client over the secure channel, the TLS con-
nection is torn down. The TCP connection which the TLS connection used is left
open and the server then function as a proxy between the two TCP connections,
forwarding all data in both directions.

Figure 3.3 illustrates how a chained connection with two servers can be created
using this method. To create a chained connection from C to Sm with m servers,
where 1 < m < ∞, the method operates in the following way:

1. First, C creates a TCP connection to S1.

2. Then, for each server Sn, where n ∈ [1, m − 1]

2.1. C uses the TCP connection to create a TLS connection with the TLSProxy
extension to Sn.

2.2. C sends a TLSProxy request over the TLS connection to Sn, informing
it about the next server in the chain, Sn+1.

2.3. Sn creates a TCP connection to Sn+1.
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C S1 S2

TCP setup

TLS setup + ext.

TLSProxy S2

TCP setup

TLSProxy S2 OK

TLS teardown

TLS setup

App. data

Figure 3.3: Sequence diagram for method 2 with chain of two servers.

2.4. Sn sends back a response to C stating if the connection was success-
fully created or not.

2.5. Following a successful connection, the TLS connection is torn down,
leaving a TCP proxy connection and Sn transitions to function as a
proxy between the two TCP connections, forwarding all data in both
directions.

3. Finally, after the TCP proxy chain have been connected to Sm, C creates
a new TLS connection without the use of the extension to Sm through the
TCP proxy connection.

4. The TLS connection between C and Sm can be used to transfer application
data over the chained connection.

If the client wishes to make a direct connection to a server, it can create a TLS
connection directly with the server without signalling the use of the extension.

Alternative implementation

It is possible to implement this method without extending the TLS protocol. The
functionality of the extension can instead be implemented as an application layer
protocol on top of TLS.
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3.3.3 Method 3: Layered TLS Proxy

The method implemented by Kwon et al.[29] and which is used by HTTPS proxies
describes how a chained connection with a single intermediate server can be cre-
ated. The chain is constructed by creating a single TLS connection inside another
TLS connection. This technique can be expanded upon and utilized to create a
method for chained connections of any length by allowing numerous layers of
TLS connections.

Description

The functionality for this method can be implemented using the TLSProxy ex-
tension which was described in section 3.3.2. The client uses the extension to
notify intermediate servers in the chain about how it wishes to create chained
connections. If a server accepts a proxy connection it opens a TCP connection to
the other server specified by the client. After the connection is opened and the
TLSProxy response message has been sent back to the client over the secure chan-
nel, the server then functions as a proxy between the TLS and TCP connections,
forwarding all data in both directions. When using this method to create chained
connections, the client will end up with multiple layered TLS connections, one
for each server in the chain. Each new connection will be created inside the last
one and extend one step further in the chain.

Figure 3.4 illustrates how a chained connection with two servers can be created
using this method. To create a chained connection from C to Sm with m servers,

C S1 S2

TLS setup. ext

TLSProxy S2

TCP setup

TLSProxy S2 OK

TLS setup

App. data

Figure 3.4: Sequence diagram for method 3 with chain of two servers.

where 1 < m < ∞, the method operates in the following way:

1. For each server Sn, where n ∈ [1, m − 1]

1.1. C creates a TLS connection to Sn using the TLSProxy extension.

a. If n = 1, C creates a direct TLS connection to Sn.
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b. Otherwise, C creates the TLS connection inside the layered TLS
connection to Sn−1.

1.2. C sends a TLSProxy request over the TLS connection to Sn, informing
it about the next server in the chain, Sn+1.

1.3. Sn creates a TCP connection to Sn+1.

1.4. Sn sends back a response to C stating if the connection was success-
fully created or not. Following a successful connection, Sn transitions
to function as a proxy between the TLS and TCP connections, forward-
ing all data in both directions.

2. Finally, C creates a new TLS connection without the use of the extension to
Sm through the layered TLS connection to Sm−1.

3. The TLS connection between C and Sm can be used to transfer application
data over the chained connection.

If the client wishes to make a direct connection to a server, it can create a TLS
connection directly with the server without signalling the use of the extension.

Alternative implementation

It is possible to implement this method without extending the TLS protocol. The
functionality of the extension can instead be implemented as an application layer
protocol on top of TLS.
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3.3.4 Method 4: Independent TLS Proxy Chain

A chained connection can be created by connecting multiple independent TLS
connections together back to back. The client instructs servers in the chain to cre-
ate connections on its behalf and thereby extending the chain. The intermediate
servers in the chain acts as proxies that binds two TLS connections together.

Description

The functionality of chaining connections can be implemented using the TLSProxy
extension which was described in section 3.3.2. However, a small modification
needs to be done to the protocol in order for it to function using this method.

The client uses the extension to notify intermediate servers in the chain about
how it wishes to create chained connections. If a server accepts a proxy connec-
tion it opens a TLS connection to the other server specified by the client. Since
the independent connections are created by servers on behalf of the client, the
TLSProxy request messages sent from the client must be able to specify what
type of connection that should be created. If the connection is to be chained
further, the TLSProxy extension should be used when creating the connection,
otherwise a standard TLS connection should be created. This can be solved by
adding an additional field containing either Chain or Term to the TLSProxy
messages, indicating whether the connection should be terminated in the next
server or if it should be chained further.

After a server has opened a connection on behalf of the client, a TLSProxy re-
sponse message is sent back to the client. The server then functions as a proxy
between the two TLS connections, forwarding all data in both directions.

It should be noted that the individual TLS connections created between servers
are performed between the two servers involved on behalf of the client, but the
TLS connection itself does not involve the client. This requires the individual
servers to be able to act as TLS clients and authenticate against each other.

Figure 3.5 illustrates how a chained connection with two servers can be created
using this method. To create a chained connection from C to Sm with m servers,
where 1 < m < ∞, the method operates in the following way:

1. First, C creates a TLS connection to S1 using the TLSProxy extension.

2. Then, for each server Sn, where n ∈ [1, m − 1]

2.1. C sends a TLSProxy request to Sn over its TLS connection, informing
it about the next server in the chain, Sn+1.

a. If n + 1 = m, the TLSProxy request indicates that the connection
should be terminated.

b. Otherwise, the TLSProxy request indicates that the connection
should be chained further.

2.2. Sn creates a TLS connection to Sn+1.
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C S1 S2

TLS setup + ext.

TLSProxy Term S2

TLS setup

TLSProxy Term S2 OK

App. data App. data

Figure 3.5: Sequence diagram for method 4 with chain of two servers.

a. If n + 1 = m, the TLS connection is established without use of the
extension.

b. Otherwise, the TLS connection is established using the TLSProxy
extension.

2.3. Sn sends back a response to C stating if the connection was success-
fully created or not. Following a successful connection, Sn will func-
tion as a proxy between the two TLS connections, forwarding all mes-
sages in both directions.

3. Finally, the chain of TLS connections between C and Sm can be used to
transfer application data.

If the client wishes to make a direct connection to a server, it can create a TLS
connection directly with the server without signalling the use of the extension.

Alternative implementation

It is possible to implement this method without extending the TLS protocol. The
functionality of the extension can instead be implemented as an application layer
protocol on top of TLS.
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3.3.5 Method 5: TLS Proxy Chain

Method 4 can be extended to allow for creating a TLS connection between the
client and the server at the other end of the chain. This method is very similar to
method 4 with exception for how the connection to the last server in the chain is
created.

Description

Figure 3.6 illustrates how a chained connection with two servers can be created
using this method. To create a chained connection from C to Sm with m servers,

C S1 S2

TLS setup + ext.

TLSProxy Term S2

TCP setup

TLSProxy Term S2 OK

TLS setup

App. data

Figure 3.6: Sequence diagram for method 5 with chain of two servers.

where 1 < m < ∞, the method operates in the following way:

1. First, C creates a TLS connection to S1 using the TLSProxy extension.

2. Then, for each server Sn, where n ∈ [1, m − 1]

2.1. C sends a TLSProxy request to Sn over its TLS connection, informing
it about the next server in the chain, Sn+1.

a. If n + 1 = m, the TLSProxy request indicates that the connection
should be terminated.

b. Otherwise, the TLSProxy request indicates that the connection
should be chained further.

2.2. Sn creates a connection to Sn+1.

a. If n + 1 = m, a TCP connection is created.

b. Otherwise, a TLS connection using the TLSProxy extension is cre-
ated.
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2.3. Sn sends back a response to C stating if the connection was success-
fully created or not. Following a successful connection, Sn will func-
tion as a proxy between the TLS connection with C and the TCP or
TLS connection with Sn+1, forwarding all messages in both directions.

3. Finally, C creates a standard TLS connection with Sm over the chain of TLS
connections.

4. The TLS connection between C and Sm can be used to transfer application
data.

If the client wishes to make a direct connection to a server, it can create a TLS
connection directly with the server without signalling the use of the extension.

Alternative implementation

It is possible to implement this method without extending the TLS protocol. The
functionality of the extension can instead be implemented as an application layer
protocol on top of TLS.
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3.3.6 Method 6: Authentication Agent

The technique of SSH agent forwarding, explained in section 2.4.2, describes how
SSH can use separate communication channels inside a secure connection for
forwarding authentication requests back and forth to the client when creating
chained connections. It is possible to implement a method similar to this tech-
nique with TLS using extensions to the TLS protocol.

The structure of the chain is the same as the one used by method 4 and method 5,
meaning that the chain is constructed by connecting multiple TLS connections
back to back. But instead of using the intermediate servers to connect and authen-
ticate to each other using standard TLS, the intermediate connections are created
by the servers acting on behalf of the client with all authentication requests being
sent back to be handled by the client.

Description

To enable this method, extensions to the TLS protocol are required. Two new
message types are needed, which can be implemented as new protocols running
on top of the record protocol of TLS. The first message type is used to control the
structure of the chain, and it can be implemented using the modified TLSProxy
extension which was used in method 4 described in section 3.3.4. This protocol is
used by the client to inform intermediate servers about if they should terminate
or extend the chained connection to another server.

The second message type, which can be called the AuthAgent protocol, is used
to send authentication or signing request and responses back and forth to the
client. An AuthAgent request message would contain the information that the
client needs to perform an operation using its private key. This can for example
be the data needed to be signed in order to verify the clients identity using the
CertificateVerifymessage during a TLS handshake.

The two new message types are only used when establishing a connection with
intermediate servers in the chain. After an intermediate server has been added
to the chain, its functionality reduces to forwarding messages between the two
TLS connections to its neighbours in the chain. The forwarding of messages does
not only include application data, but also TLSProxy and AuthAgent protocol
messages.

Figure 3.7 illustrates how a chained connection with two servers can be created
using this method. To create a chained connection from C to Sm with m servers,
where 1 < m < ∞, the method operates in the following way:

1. First, C creates a TLS connection using the extension to S1.

2. Then, for each server Sn, where n ∈ [1, m − 1]

2.1. C sends a TLSProxy request to Sn over its TLS connection, informing
it about the next server in the chain, Sn+1.
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C S1 S2

TLS setup + ext.

TLSProxy Term S2

...
AuthAgent Req.

AuthAgent Resp. [CertificateVerify]

...

TLS setupTLS setup Depicting method-specific TLS handshake

TLSProxy Term S2 OK

App. data App. data

Figure 3.7: Sequence diagram for method 6 with chain of two servers.

a. If n + 1 = m, the TLSProxy request indicates that the connection
should be terminated.

b. Otherwise, the TLSProxy request indicates that the connection
should be chained further.

2.2. Sn creates a TLS connection to Sn+1.

a. If n + 1 = m, the TLS connection is established without use of the
extension.

b. Otherwise, the TLS connection is established using the extension.

2.3. During the TLS handshake, Sn sends AuthAgent Req. messages
back to C when the client needs to sign or encrypt information needed
to complete the handshake.

2.4. C responds to AuthAgent Req. messages with a AuthAgent Resp.
message.

2.5. Sn sends back a response to C stating if the connection was success-
fully created or not. Following a successful connection, Sn will func-
tion as a proxy between the two TLS connections, forwarding all mes-
sages in both directions.
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3. Finally, the chain of TLS connections between C and Sm can be used to
transfer application data.

If the client wishes to make a direct connection to a server, it can create a TLS
connection directly to the server without signalling the use of the extension.
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3.3.7 Method 7: Forward Channel

The concept of channels used by Song et al. in MC-SSL as well as Portmann and
Seneviratne[34] can be utilized to implement a method for chained connections.
By implementing a separate channel for forwarding data, messages can be sent
along a chained connection without the need for encryption or decryption on
intermediate servers.

Description

This method requires some modifications to the TLS protocol which can be im-
plemented as an extension. First, a message used to control the creation of the
chained connection is needed. This can be accomplished using the modified
TLSProxy extension which was described in section 3.3.4. However, in order
to function with this method, the TLSProxy request message needs to be mod-
ified to include an id as well. This id is used by the client to assign the servers
with an unique identity in the chain.

Second, a way to forward and address messages to specific servers in the chain is
needed. This can be achieved with a new message type running on top of the TLS
record protocol. These messages are called Fw messages and they are similar to
the Application Data Protocol of TLS, but instead of containing application data,
they encapsulate other TLS records that are to be forwarded in the chain. The
contents of Fw messages does not need to be encrypted or verified by a MAC
since the TLS records they encapsulate already are protected.

In order to address Fwmessages to a specific server in the chain, it contains a con-
nection id. When a server in the chain receives a Fwmessage, it will compare the
connection id in the message with the id it was assigned by the client. If the ids
does not match, the server will forward the Fw message to the next party in the
chain. If the ids match, the server will unpack the TLS records inside and handle
them just as it would in a standard TLS connection. Fw messages between the
client and the last server in the chain has a fixed connection id. When the penul-
timate server in the chain receives a Fwmessage with this id it shall be unpacked
and its contents sent to the last server in the chain. In the opposite direction, TLS
messages received from the last server in the chain should be encapsulated inside
Fwmessages and then be forwarded to the client.

The use of Fw messages allows the client to establish a logical TLS connection
with each server in the chain.

Fw messages are notated as Fwid[msg], where id is the connection id and msg
is the message being forwarded. Figure 3.8 illustrates how a chained connection
with two servers can be created using this method. To create a chained connection
from C to Sm with m servers, where 1 < m < ∞, the method operates in the
following way:

1. First, C creates a TLS connection using the extension to S1.

2. Then, for each server Sn, where n ∈ [1, m − 1]
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C S1 S2

TLS setup + ext.

TLSProxy 1 Term S2

TCP setup

TLSProxy Term S2 OK

Fwend[TLS setup] TLS setup

Fwend[App. data] App. data

Figure 3.8: Sequence diagram for method 7 with chain of two servers.

2.1. C sends a TLSProxy request to Sn, informing it about the next server
in the chain, Sn+1.

a. If n + 1 = m, the TLSProxy request indicates that the connection
should be terminated.

b. Otherwise, the TLSProxy request indicates that the connection
should be chained further.

2.2. Sn creates a TCP connection with Sn+1.

2.3. Sn sends back a response to C stating if the connection was success-
fully created or not. Following a successful connection, Sn will handle
Fwmessages forwarding data in both directions.

2.4. C creates a TLS connection with Sn+1, using Fw messages to forward
the communication.

a. If n + 1 = m, the TLS connection is established without use of the
extension.

b. Otherwise, the TLS connection is established using the extension.

3. Finally, the TLS connections between C and Sm can be used to transfer ap-
plication data, using Fwmessages to forward the communication.

If the client wishes to make a direct connection to a server, it can create a TLS
connection directly to the server without signalling the use of the extension.

The normal way of handling TLS messages is to always precess them in the same
way, no matter if the message type is part of the standard or an an extension.
After a secure connection has been established all messages are appended with
a MAC and encrypted according to the ciphers that have been negotiated during
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the handshake. Constructing an extension to the TLS protocol which changes
this behaviour for a specific message type is not strictly disallowed by the TLS
standard, but it can potentially be a complex and difficult solution.
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3.4 Criteria

The methods described in section 3.3 operates in different ways which enables
varying levels of security and functionality. In order to differentiate and compare
the methods, an analysis of the methods is performed. The analysis is based on
a set of criteria describing specific functionality and security considerations that
are suitable when creating chained connections. These are the criteria used to
evaluate the methods:

Criterion 1: End-to-end authentication

A standard TLS connection allows two directly connecting parties to authenti-
cate each other in order to verify identities. When creating a chained connection,
authentication between the client and the end server is of importance to ensure
trust of the chained connection. This criterion require that a chained connection
allows the client and the server at the other end of the chain to authenticate each
other.

Criterion 2: End-to-end encryption

A standard TLS connection provides an encrypted channel that protects all infor-
mation sent between two parties. When using TLS to create a chained connec-
tion, the information sent between the client and the end server should not be
less secure than a direct TLS connection. This criterion require that a chained
connection enables an encrypted channel for communications sent between the
client and the server at the other end of the chain.

Criterion 3: Client authentication with all servers in chain

Authentication with all servers in the chain allows the client to verify that the
structure of the chain is correct. It also ensures that security logging identifying
the creator of a chain can be done at each server. This allows for enforcing of
strict boundaries in networks where for example only a limited subset of clients
are allowed to create chained connections using a specific server. This criterion
require that the client creating the chained connection should be authenticated
to each server in the chain.

Criterion 4: Chain structure confidentiality

Information regarding the identity of the individual servers in a chain can be
considered privileged information. If this information is leaked it can reveal the
internal network structure of protected networks. This criterion require that the
identity of the individual servers in the chain and the structure of the chained
connection is protected from potential eavesdroppers of the clients connection.

Criterion 5: No excessive computation overhead

When a message is sent over a standard TLS connection, the methods used for
authentication and encryption of the message adds a computational overhead.
When using a chained connection it is desirable to minimize the total computa-
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tion overhead needed to send a message through the chain. This criterion require
that the computation overhead is limited for chains of all lengths.

Criterion 6: No excessive communication overhead

When a message is sent over a standard TLS connection, the TLS record protocol,
MAC and encryption operations adds a size overhead to messages being sent over
a TLS connection. When using a chained connection it is desirable to minimize
the total communication overhead for messages sent through the chain. This
criterion require that the communication overhead is limited for chains of all
lengths.

Criterion 7: Implementation as TLS extension

The way that a solution is implemented in is important when using and maintain-
ing a method for chained TLS connections. The TLS protocol have functionality
that allows for some modifications through the use of extensions. A method utiliz-
ing these existing ways of extending the TLS protocol is preferred over implemen-
tations modifying the TLS protocol in unsupported ways or requiring additional
protocols or services outside of the TLS protocol. This criterion require that the
method can be implemented as a TLS extension.

Criterion 8: Backwards compatible with standard TLS clients

Functionality for creating chained connections may not be adopted by all clients
in a network. A client that only implement the standard TLS protocol may at-
tempt to connect directly to a server supporting chained connections. This cri-
terion require that direct connections made from clients only implementing the
standard TLS protocol should be supported.

Criterion 9: Detect incompatible servers

Functionality for handling chained connections may not be implemented by all
servers in a network. Servers that only implement the standard TLS protocol can
exist and the creation of a chained connection may be attempted through one of
these servers. This criterion require that attempted connections through servers
only supporting the standard TLS protocol should be detectable.

Criterion 10: Terminate chain with server implementing standard TLS protocol

When implementing chained connections in a large network it can be advanta-
geous to limit the number of servers that need to implement the new functional-
ity. By requiring only servers that function as intermediate parties in a chain to
actually implement the feature of chaining connections, the server at the end of
channel can be left unmodified. This criterion require that the server terminating
a chained connection only have to implement the standard TLS protocol.

Criterion 11: Separation of client and server roles

Security requirements can call for devices and certificates to be approved for dif-
ferent types of use. A certificate can for example be allowed for use in either a
client or server role. This classification is done in order to separate functionality
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and simplify the overview of a PKI. If an implementation for creating chained
connections requires a server to also act as a client, it needs both a server and
client certificate, and this is not always wanted. This criterion require that the
servers do not need to possess a client certificate used to establish TLS connec-
tions to other servers.

Criterion 12: No excessive accesses of clients private key

Establishing a standard TLS connection with mutual authentication requires the
client to verify its identity by signing handshake messages with its private key.
When creating a chained connection the private key might need to be used many
times. If the private key is stored on a smart card that requires entering a PIN
each time it is used, accesses to the private key should be minimized to enhance
the user experience. This criterion require that the number of accesses to the
clients private key is limited for chains of all lengths.
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3.5 Analysis

In this section the methods described in section 3.3 are analysed using the criteria
defined in section 3.4. All methods are evaluated with regards to each criterion
and the analysis of each method is ended with a summary. The summary contains
a table following the style of table 3.1 which describes to what extent the method
meets the criteria. After the analysis of all methods, their results are combined
in a single table to simplify comparison. The different types of boxes specify to

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method n � � � � � � � � � � � �

Table 3.1: Example of results table structure.

which extent a method meets a specific criterion and their meaning is as follows:

� The method does not meet the criterion

� The method partially meets the criterion

� The method fully meets the criterion

To simplify the naming of methods and criteria during analysis, they can be iden-
tified in abbreviated forms as m1, m2, . . . and c1, c2, . . . respectively.

3.5.1 Alternative implementations

Some of the methods described in section 3.3 can be implemented in multiple
ways. Methods 2, 3, 4 and 5 could all be implemented using an application
layer protocol on top of TLS instead of through an extension to the TLS protocol.
Which implementation that is used does not change the concept of the method
itself but it can affect how well the methods meets the criteria. All possible al-
ternative implementations for the methods are not analysed fully in this section
since they at best perform the same as their original counterparts. Analysing the
implementation of each method that has the best potential allows the underlying
concepts to be compared more fairly during analysis.
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3.5.2 Method 1: TCP Proxy Chain

Criterion 1: End-to-end authentication

The TLS protocol is designed to be secure over an untrusted network and the fact
that the connection is established over a TCP proxy connection does not diminish
its security or the possibility for authentication between the client and the server
at the other end of the chain. This criterion is met.

Criterion 2: End-to-end encryption

In this method the client establishes a standard TLS connection with the server at
the other end of the chain over a TCP proxy connection. All information sent be-
tween them is protected by the TLS connection, and although the TLS connection
is established over a TCP proxy connection it is no different from a direct TLS con-
nection and the communication sent over the connection is equally secure. This
criterion is met.

Criterion 3: Client authentication with all servers in chain

When establishing a chained connection using this method the client creates TCP
proxy connections to intermediate servers and these connections are not authen-
ticated. The client only authenticates with the server at the other en of the chain.
This criterion is not met.

Criterion 4: Chain structure confidentiality

When a chained connection is established using this method, all information
about how the chained connection should be set up and which servers it con-
sists of is sent over the unprotected TCP proxy connection. This means that an
eavesdropper of the clients connection can read that information in plain text.
This criterion is not met.

Criterion 5: No excessive computation overhead

A chained connection using this method only establishes a single standard TLS
connection between the client and the server at the other end of the chain. In-
termediate servers does not need to process the data in any way, only forward it.
This means that this method does not introduce any significant computational
overhead compared to a standard direct TLS connection. This criterion is met.

Criterion 6: No excessive communication overhead

The way that information is sent over the TLS connection established between
the client and the server at the other end of the chain is no different from a stan-
dard direct TLS connection. The information is not packaged in any way which
introduces communication overhead. This criterion is met.

Criterion 7: Implementation as TLS extension

This method is implemented using a separate service and the functionality is not
contained within a TLS extension. This criterion is not met.
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Criterion 8: Backwards compatible with standard TLS clients

Since this method utilizes a separate service for creating the chained connections
and does not make any changes to the TLS protocol itself, a standard TLS client
will be able to create direct connections to servers. This criterion is met.

Criterion 9: Detect incompatible servers

Since the client utilizes an additional service for creating the chained connection,
an incompatible server will lack this service. If a client attempts to connect to a
service that does not exist, the connection will fail and the client will abort the
connection. However, there is no way to actively signal incompatibility, either the
connections succeeds or it fails. A failed connection could mean that either the
server is incompatible, or that the connection failed failed for some other reason.
This criterion is not met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

Since this method utilizes a separate service for creating the chained connections
and only uses this service on intermediate servers, a chained connection using
this method can be terminated with a server implementing the standard TLS
protocol. This criterion is met.

Criterion 11: Separation of client and server roles

This method does not require servers to be able to initiate TLS connections to
other servers and therefore also does not require servers to possess client certifi-
cates. This criterion is met.

Criterion 12: No excessive accesses of clients private key

When creating a chained connection using this method, a single TLS connection
is established between the client and the server at the other end of the chain. The
number of accesses to the clients private key is no different from a standard direct
TLS connection. This criterion is met.

Summary

A summary of how well method 1 meets the criteria is found in table 3.2.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 1 � � � � � � � � � � � �

Table 3.2: Analysis results for method 1.
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3.5.3 Method 2: TLS Authenticated TCP Proxy Chain

Criterion 1: End-to-end authentication

The TLS protocol is designed to be secure over an untrusted network and the fact
that the connection is established over a TCP proxy connection does not diminish
its security or the possibility for authentication between the client and the server
at the other end of the chain. This criterion is met.

Criterion 2: End-to-end encryption

In this method the client establishes a standard TLS connection with the server at
the other end of the chain over a TCP proxy connection. All information sent be-
tween them is protected by the TLS connection, and although the TLS connection
is established over a TCP proxy connection it is no different from a direct TLS con-
nection and the communication sent over the connection is equally secure. This
criterion is met.

Criterion 3: Client authentication with all servers in chain

In contrast to method 1, in this method the client is authenticated with each
server in the chain before a TCP proxy connection is created. This criterion is
met.

Criterion 4: Chain structure confidentiality

Although the information about which servers the chained connection should
consists of is sent over secure TLS connections, an eavesdropper can still record
the individual TLS handshakes between the client and all the servers in the chain
since they are done in plaintext. Information sent during the handshake such
as public keys and certificates can be used to reveal which servers are part of a
chained connection. This criterion is partially met.

Criterion 5: No excessive computation overhead

When creating a chained connection using this method a TLS connection is estab-
lished with each server in the chain. However, only a single connection is active
at any time and a logical direct connection between the client and the server at
the other end of the chain carries all communication once the chain has been es-
tablished. Intermediate servers does not need to process the data in any way, only
forward it. No significant computational overhead compared to a standard direct
TLS connection is introduced. This criterion is met.

Criterion 6: No excessive communication overhead

The way that information is sent over the TLS connection established between
the client and the server at the other end of the chain is no different from a stan-
dard direct TLS connection. The information is not packaged in any way which
introduces communication overhead. This criterion is met.
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Criterion 7: Implementation as TLS extension

This method can be implemented using an extension to the TLS protocol. This
criterion is met.

Criterion 8: Backwards compatible with standard TLS clients

Since the method for creating a chained connection is implemented as a TLS ex-
tension, the functionality can be activated solely for clients that utilize the exten-
sion. A standard TLS client will be able to create direct connections to servers.
This criterion is met.

Criterion 9: Detect incompatible servers

Since the method for creating a chained connection is implemented as a TLS
extension, a client can indicate to a server that it uses the extension during the
TLS handshake and if the server does not support the extension it will notify the
client of this. This criterion is met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

The functionality of creating a chained connection using this method only re-
quires the client and the intermediate servers to implement the modified pro-
tocol. The TLS connection to the server at the other end of the chain does not
require the server to implement any modifications to the TLS protocol. This cri-
terion is met.

Criterion 11: Separation of client and server roles

This method does not require servers to be able to initiate TLS connections to
other servers and therefore also does not require servers to possess client certifi-
cates. This criterion is met.

Criterion 12: No excessive accesses of clients private key

When creating a chained connection using this method, a TLS connection is es-
tablished between the client and each server in the chain. This requires multiple
accesses to the clients private key, one for each server in the chain. This criterion
is not met.

Summary

A summary of how well method 2 meets the criteria is found in table 3.3.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 2 � � � � � � � � � � � �

Table 3.3: Analysis results for method 2.
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3.5.4 Method 3: Layered TLS Proxy

Criterion 1: End-to-end authentication

The TLS connection established between the client and the server at the other end
of the chain is no different from a standard direct TLS connection. The fact that
the connection is established over other layered TLS connections does not change
its security or the possibility for authentication between the client and the server
at the other end of the chain. This criterion is met.

Criterion 2: End-to-end encryption

All information sent between the client and the server at the other end of the
chain is protected by a TLS connection. The fact that the connection is estab-
lished over other layered TLS connections does not change the connections secu-
rity compared to a direct TLS connection and the communication sent over the
connection is equally secure. This criterion is met.

Criterion 3: Client authentication with all servers in chain

In this method the client creates a TLS connection to each server in the chain and
this ensures that the client can be authenticated by all servers in the chain. This
criterion is met.

Criterion 4: Chain structure confidentiality

Since all information about the chain as well as the connections to subsequent
servers are sent inside the TLS connection with the first server in the chain, no
information about the chain can be obtained by an eavesdropper of the clients
connection. From an eavesdroppers perspective, it can only see that the client
establishes a TLS connection with a single server. This criterion is met.

Criterion 5: No excessive computation overhead

In this method the client creates a layered TLS connection to each server in the
chain which results in a substantial overhead. When a message is sent over the
chain, the client must encrypt the message once for each server in the chain. Ev-
ery server in the chain also needs to encrypt or decrypt each message that is sent
through it. This criterion is not met.

Criterion 6: No excessive communication overhead

Since the client creates a layered TLS connection to each server in the chain a com-
munication overhead exists. When a message is sent using TLS, a record header,
a MAC and some potential padding is added to each message which amounts to
anywhere from 21 to 57 bytes [35]. Layering TLS connections inside each other
adds this overhead for each server in the chain. For short chains this overhead
may be small, but the overhead will grow with each server that is added to the
chain. This criterion is not met.
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Criterion 7: Implementation as TLS extension

This method can be implemented using an extension to the TLS protocol. This
criterion is met.

Criterion 8: Backwards compatible with standard TLS clients

Since the method for creating a chained connection is implemented as a TLS ex-
tension, the functionality can be activated solely for clients that utilize the exten-
sion. A standard TLS client will be able to create direct connections to servers.
This criterion is met.

Criterion 9: Detect incompatible servers

Since the method for creating a chained connection is implemented as a TLS
extension, a client can indicate to a server that it uses the extension during the
TLS handshake and if the server does not support the extension it will notify the
client of this. This criterion is met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

The functionality of creating a chained connection using this method only re-
quires the client and the intermediate servers to implement the modified pro-
tocol. The TLS connection to the server at the other end of the chain does not
require the server to implement any modifications to the TLS protocol. This cri-
terion is met.

Criterion 11: Separation of client and server roles

This method does not require servers to be able to initiate TLS connections to
other servers and therefore also does not require servers to possess client certifi-
cates. This criterion is met.

Criterion 12: No excessive accesses of clients private key

When creating a chained connection using this method, a TLS connection is estab-
lished from the client to each server in the chain. This requires multiple accesses
of the clients private key, one for each server in the chain. This criterion is not
met.

Summary

A summary of how well method 3 meets the criteria is found in table 3.4.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 3 � � � � � � � � � � � �

Table 3.4: Analysis results for method 3.
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3.5.5 Method 4: Independent TLS Proxy Chain

Criterion 1: End-to-end authentication

Since the client only creates a TLS connection to the first server in the chain, no
authentication is performed between the client and the server at the other end of
the chain. This criterion is not met.

Criterion 2: End-to-end encryption

This method uses separate TLS connections to secure the communication be-
tween the individual parties in the chain. No secure channel is created directly
between the endpoints in the connection and this means that the communication
sent between the client and the server at the other end of the chain is readable in
plaintext by intermediate servers. This method therefore does not offer an end-to-
end encryption and it requires intermediate servers to be fully trusted to not alter
or otherwise mishandle the information sent over the channel. This criterion is
not met.

Criterion 3: Client authentication with all servers in chain

Since the separate TLS connections are created between the individual parties
in the chain, the client is only authenticated against the first server in the chain.
This criterion is not met.

Criterion 4: Chain structure confidentiality

Since all information about the chain as well as communication with subsequent
servers are sent inside the TLS connection with the first server in the chain, no
information about the chain can be obtained by an eavesdropper of the clients
connection. From an eavesdroppers perspective, it can only see that the client
establishes a TLS connection with a single server. This criterion is met.

Criterion 5: No excessive computation overhead

When a message is sent over a chained connection using this method it will be
sent over many individual TLS connections. This means that the message has to
be decrypted and then encrypted again in each intermediate server. The total
computation needed to send a message over a chained connection increases with
the length of the chain. This criterion is not met.

Criterion 6: No excessive communication overhead

The way that information is sent over the individual TLS connections is no differ-
ent from a standard direct TLS connection. The information is not packaged in
any way which introduces communication overhead. This criterion is met.

Criterion 7: Implementation as TLS extension

This method can be implemented using an extension to the TLS protocol. This
criterion is met.
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Criterion 8: Backwards compatible with standard TLS clients

Since the method for creating a chained connection is implemented as a TLS ex-
tension, the functionality can be activated solely for clients that utilize the exten-
sion. A standard TLS client will be able to create direct connections to servers.
This criterion is met.

Criterion 9: Detect incompatible servers

Since the method for creating a chained connection is implemented as a TLS
extension, a client can indicate to a server that it uses the extension during the
TLS handshake and if the server does not support the extension it will notify the
client of this. This criterion is met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

The functionality of creating a chained connection using this method only re-
quires the client and the intermediate servers to implement the modified pro-
tocol. The TLS connection to the server at the other end of the chain does not
require the server to implement any modifications to the TLS protocol. This cri-
terion is met.

Criterion 11: Separation of client and server roles

This method requires servers to be able to create their own TLS connections to
other servers and therefore also require them to possess client certificates. This
criterion is not met.

Criterion 12: No excessive accesses of clients private key

When creating a chained connection using this method, a single TLS connection
is established from the client to the first server in the chain. The number of
accesses to the clients private key is no different from a standard direct TLS con-
nection. This criterion is met.

Summary

A summary of how well method 4 meets the criteria is found in table 3.5.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 4 � � � � � � � � � � � �

Table 3.5: Analysis results for method 4.
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3.5.6 Method 5: TLS Proxy Chain

Criterion 1: End-to-end authentication

Compared to method 4, this method adds a TLS connection between the client
and the server at the other end of the chain which allows for end-to-end authen-
tication. This criterion is met.

Criterion 2: End-to-end encryption

The TLS connection between the client and the server at the other end of the chain
protects all communication sent between them. The fact that the connection is
established over other TLS connections does not change its security compared to
a direct TLS connection. This criterion is met.

Criterion 3: Client authentication with all servers in chain

Since the separate TLS connections are created just as in method 4, the client is
only authenticated to the first server in the chain. The addition of the enclosed
TLS connection also ensures that the client can be authenticated to the server in
the other end of the chain. If more than two servers are part of the chain, the
client will not be authenticated against all servers. This criterion is not met.

Criterion 4: Chain structure confidentiality

Since all information about the chain as well as communication with subsequent
servers are sent inside the TLS connection with the first server in the chain, no
information about the chain can be obtained by an eavesdropper of the clients
connection. From an eavesdroppers perspective, it can only see that the client
establishes a TLS connection with a single server. This criterion is met.

Criterion 5: No excessive computation overhead

When a message is sent over a chained connection using this method it will first
be encrypted by the client and then sent over many individual TLS connections.
This means that the message has to be decrypted and then encrypted again in
each intermediate server. The client is also required to encrypt each message
twice since the messages first are encrypted for the server at the other end of
the chain, and then encrypted once more when passed to the closest intermedi-
ate server in the chain. The total computation needed to send a message over a
chained connection increases with the length of the chain. This criterion is not
met.

Criterion 6: No excessive communication overhead

The additional TLS connection between the client and the server at the other end
of the chain implies that communication will be sent inside two layers of TLS
encryption. This introduces a fixed overhead in communication compared to a
standard TLS connection. The overhead is fixed and not excessive, somewhere
between 21 to 57 bytes [35]. This criterion is met.
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Criterion 7: Implementation as TLS extension

This method can be implemented using an extension to the TLS protocol. This
criterion is met.

Criterion 8: Backwards compatible with standard TLS clients

Since the method for creating a chained connection is implemented as a TLS ex-
tension, the functionality can be activated solely for clients that utilize the exten-
sion. A standard TLS client will be able to create direct connections to servers.
This criterion is met.

Criterion 9: Detect incompatible servers

Since the method for creating a chained connection is implemented as a TLS
extension, a client can indicate to a server that it uses the extension during the
TLS handshake and if the server does not support the extension it will notify the
client of this. This criterion is met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

The functionality of creating a chained connection using this method only re-
quires the client and the intermediate servers to implement the modified pro-
tocol. The TLS connection to the server at the other end of the chain does not
require the server to implement any modifications to the TLS protocol. This cri-
terion is met.

Criterion 11: Separation of client and server roles

This method requires servers to be able to create their own TLS connections to
other servers and therefore also require them to possess client certificates. This
criterion is not met.

Criterion 12: No excessive accesses of clients private key

When creating a chained connection using this method, two TLS connections are
established from the client. One to the first server in the chain and another to the
last server in the chain. The number of accesses to the clients private key is fixed
and should be limited to double that of a standard direct TLS connection. This
criterion is met.

Summary

A summary of how well method 5 meets the criteria is found in table 3.6.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 5 � � � � � � � � � � � �

Table 3.6: Analysis results for method 5.
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3.5.7 Method 6: Authentication Agent

Criterion 1: End-to-end authentication

Although the client is used to perform authentication tasks on behalf of interme-
diate servers, no authentication is performed between the client and the server at
the other end of the chain. This criterion is not met.

Criterion 2: End-to-end encryption

Just as method 4, this method uses separate TLS connections to secure the com-
munication between the individual parties in the chain. No secure channel is
created directly between the endpoints in the chained connection, meaning that
messages are readable in plaintext by intermediate servers. This criterion is not
met.

Criterion 3: Client authentication with all servers in chain

Using this method, the client is only mutually authenticated with the first server
in the chain. When connections to subsequent servers are established, no mu-
tual authentication will be performed between the client and the new server. The
server will not be authenticated to the client since the client is only used to per-
form authentication tasks on behalf of the intermediate server. New servers will
instead be authenticated to the last server in the chain which will act on behalf
of the client. This criterion is partially met.

Criterion 4: Chain structure confidentiality

Since all information about the chain as well as communication with subsequent
servers are sent inside the TLS connection with the first server in the chain, no
information about the chain can be obtained by an eavesdropper of the clients
connection. From an eavesdroppers perspective, it can only see that the client
establishes a TLS connection with a single server. This criterion is met.

Criterion 5: No excessive computation overhead

When a message is sent over a chained connection using this method it will be
sent over many individual TLS connections. This means that the message has to
be decrypted and then encrypted again in each intermediate server. The total
computation needed to send a message over a chained connection increases with
the length of the chain. This criterion is not met.

Criterion 6: No excessive communication overhead

The way that information is sent over the individual TLS connections is no differ-
ent from a standard direct TLS connection. The information is not packaged in
any way which introduces communication overhead. This criterion is met.

Criterion 7: Implementation as TLS extension

This method can be implemented using an extension to the TLS protocol. This
criterion is met.
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Criterion 8: Backwards compatible with standard TLS clients

Since the method for creating a chained connection is implemented as a TLS ex-
tension, the functionality can be activated solely for clients that utilize the exten-
sion. A standard TLS client will be able to create direct connections to servers.
This criterion is met.

Criterion 9: Detect incompatible servers

Since the method for creating a chained connection is implemented as a TLS
extension, a client can indicate to a server that it uses the extension during the
TLS handshake and if the server does not support the extension it will notify the
client of this. This criterion is met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

The functionality of creating a chained connection using this method only re-
quires the client and the intermediate servers to implement the modified pro-
tocol. The TLS connection to the server at the other end of the chain does not
require the server to implement any modifications to the TLS protocol. This cri-
terion is met.

Criterion 11: Separation of client and server roles

This method does require servers to be able to initiate TLS connections to other
servers, but they do not have to possess a client certificate since all such actions
are forwarded back to the client. This criterion is met.

Criterion 12: No excessive accesses of clients private key

When creating a chained connection using this method, the client will establish
a connection to the first server in the chain and then the intermediate servers use
the client to answer requests needed for authentication. This requires multiple
accesses of the clients private key equivalent that needed to create a connection
to each server in the chain. This criterion is not met.

Summary

A summary of how well method 6 meets the criteria is found in table 3.7.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 6 � � � � � � � � � � � �

Table 3.7: Analysis results for method 6.
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3.5.8 Method 7: Forward Channel

Criterion 1: End-to-end authentication

Using this method, a TLS connection is established between the client and the
server at the other end of the chain. Although this connection is forwarded
over intermediate servers it is logically equal to a standard direct TLS connec-
tion, meaning that the possibility for end-to-end authentication is not affected.
This criterion is met.

Criterion 2: End-to-end encryption

All information sent between the client and the server at the other end of the
chain is protected by a TLS connection. The fact that the connection is forwarded
over intermediate servers does not change the connections security compared to a
direct TLS connection and the communication sent over the connection is equally
secure. This criterion is met.

Criterion 3: Client authentication with all servers in chain

In this method the client creates a logical TLS connection to each server in the
chain and this ensures that the client can be authenticated by all servers in the
chain. This criterion is met.

Criterion 4: Chain structure confidentiality

Although the information about which servers the chained connection should
consists of is sent over TLS connections, the individual TLS handshakes between
the client and all the servers in the chain is sent in plaintext inside Fwmessages.
Information sent during the handshake such as public keys and certificates can
be used to reveal which servers are part of a chained connection. This criterion is
partially met.

Criterion 5: No excessive computation overhead

When creating a chained connection using this method a logical TLS connection
is established with each server in the chain. Using Fw messages the client can
communicate directly with the server at the other end of the chain. Intermediate
servers does not need to process the data in any way, only forward it. No signif-
icant computational overhead compared to a standard direct TLS connection is
introduced. This criterion is met.

Criterion 6: No excessive communication overhead

Using Fwmessages to forward communication between parties in the chain does
introduce a small overhead. The overhead is in the form of the record header
as well the additional information used for addressing parties in the chain. The
overhead is fixed and only a few bytes in size. This criterion is met.

Criterion 7: Implementation as TLS extension

This method can be implemented using an extension to the TLS protocol. This
criterion is met.
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Criterion 8: Backwards compatible with standard TLS clients

Since the method for creating a chained connection is implemented as a TLS ex-
tension, the functionality can be activated solely for clients that utilize the exten-
sion. A standard TLS client will be able to create direct connections to servers.
This criterion is met.

Criterion 9: Detect incompatible servers

Since the method for creating a chained connection is implemented as a TLS
extension, a client can indicate to a server that it uses the extension during the
TLS handshake and if the server does not support the extension it will notify the
client of this. This criterion is met.

Criterion 10: Terminate chain with server implementing standard TLS protocol

The functionality of creating a chained connection using this method only re-
quires the client and the intermediate servers to implement the modified pro-
tocol. The TLS connection to the server at the other end of the chain does not
require the server to implement any modifications to the TLS protocol. This cri-
terion is met.

Criterion 11: Separation of client and server roles

This method does not require servers to be able to initiate TLS connections to
other servers and therefore also does not require servers to possess client certifi-
cates. This criterion is met.

Criterion 12: No excessive accesses of clients private key

When establishing a chained connection using this method, a logical TLS con-
nection is established from the client to each server in the chain. This requires
multiple accesses of the clients private key, one for each server in the chain. This
criterion is not met.

Summary

A summary of how well method 7 meets the criteria is found in table 3.8.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 7 � � � � � � � � � � � �

Table 3.8: Analysis results for method 7.
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3.5.9 Analysis results

The analysis results for all methods are compiled in table 3.9.

Criterion 1 2 3 4 5 6 7 8 9 10 11 12
Method 1 � � � � � � � � � � � �
Method 2 � � � � � � � � � � � �
Method 3 � � � � � � � � � � � �
Method 4 � � � � � � � � � � � �
Method 5 � � � � � � � � � � � �
Method 6 � � � � � � � � � � � �
Method 7 � � � � � � � � � � � �

Table 3.9: Summary of method analysis.

As can be seen in table 3.9, c7(Implementation as TLS extension) and c9(Detect
incompatible servers) are met by all methods except m1(TCP Proxy Chain). Meet-
ing c7 infer that a method is implemented as a TLS extension and m1 is the only
method that is not implemented in that way. Meeting this criterion is not vital
since it only suggests how a method should be implemented, but it does make
other criteria easier to meet. Implementing a method as an extension to the TLS
protocol makes meeting c8(Backwards compatible with standard TLS clients), c9
and c10(Terminate chain with server implementing standard TLS protocol) eas-
ier since the functionality for signalling use of extensions in the TLS handshake
can be used to detect compatibility with clients and servers. The generally unan-
imous results for c7-c10 leaves them out of comparisons between methods.

Two very important criteria when considering the security of a chained connec-
tion are c1(End-to-end authentication) and c2(End-to-end encryption). Together
these criteria ensures that a secure channel between the two endpoints of a chained
connection, that is equivalent to a standard direct TLS connection, can be cre-
ated. m4(Independent TLS Proxy Chain) and m6(Authentication Agent) are the
only methods that does not meet any of the two criteria. Not meeting these crite-
ria are a considerable weakness of these methods since no other criteria ensures
such important security aspects.

m4 and m6 together with m5(TLS Proxy Chain) also does not meet c3(Client
authentication with all servers in chain) which ensures that the client is authenti-
cated with all servers in the chain. This is also a very important criterion from a
security standpoint. It is important for the client to be able to verify the structure
of a chained connection and it also ensures that all individual connections of a
chained connection can be traced back to the client who created the connection,
allowing for security logging by all involved servers.

Another drawback of m4 and m5 is that they fail to meet c11(Separation of client
and server roles). This criterion is interesting from an operational standpoint as
it affects how connections are created. Instead of all originating from a client,
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they can originate from servers and this potentially requires an implementer to
change or expand its certificate structure in order to use the methods.

From the analysis results it can be concluded that m4, m5 and m6 all fail to
meet multiple criteria that are important from a security standpoint, thus, other
methods which meets these criteria should be considered instead.

m1 does not meet c7 since the functionality of chaining connections is imple-
mented as a separate proxy service. c3 is not met either since the method only
creates a TLS connection to the last server in the chain. Implementing chaining
of connections in this way is simple since it only requires configuring a separate
service, but the use of an unauthenticated proxy service can be a substantial se-
curity problem. By not authenticating clients that connect to the proxy service
it can be abused by unauthorized users. With regards to the problems with m1
other methods should be considered instead.

This leaves m2(TLS Authenticated TCP Proxy Chain), m3(Layered TLS Proxy)
and m7(Forward Channel) as potential candidates for implementation. The three
methods take different approaches to the creation of chained connections.

c12(No excessive accesses of clients private key) is met by less than half of all
methods and none of m2, m3 and m7. The criterion concerns excessive accesses
to the clients private key when establishing a chained connection. This is pri-
marily an implementation and usability concern, but it is strictly linked to the
security of the connection. Limiting access to the clients private key also restricts
the cryptographic actions that the client can perform in order to ensure that the
connection is secure. A trade-off is always made between security and its incon-
veniences, and in the environment considered in this thesis, security is a much
more important aspect. The implementation used to store and access private keys
determines what impact this criterion has, and through implementation changes
it can be reduced.

Comparing the analysis results for m2, m3 and m7 reveals a few characteristic
differences. c4(Chain structure confidentiality) is met by m3 while it is only
partially met by m2 and m7. All of the methods sends messages regarding the
structure of the chain inside TLS connections, but m2 and m7 reveals handshake
messages that are sent when connecting to new servers in a chained connection.
The handshake messages contains the connecting parties certificates which can
be used by an eavesdropper to identify the servers which are part of a chained
connection. m3 avoids this information leak by layering the TLS connections to
the servers in the chain. However, this has drawbacks in the form of computa-
tional and communicational overhead, something which results in the method
failing to meet c5(No excessive computation overhead) and c6(No excessive com-
munication overhead).

Although the three methods uses different approaches for creating chained con-
nections, their analysis results are quite similar. The methods have shared traits
and an important similarity is their implementation as a TLS extension and their
use of a new message protocol for specifying how chained connections should be
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constructed. The addition of a protocol like the TLSProxy protocol is a central
part of the the methods functionality and a distinguishing feature they all share.

When comparing these three methods, the benefits of meeting c4 must be weighted
against c5 and c6. The importance of each criteria depends on the specific require-
ments that an implementation will have. Looking further than the criteria, the
complexity of the methods implementation also differs. m7 makes more sepa-
rate modifications to the TLS protocol than m2 and m3 and its modifications are
also more intrusive than those made by m2 and m3. Further comparisons and
discussions of the methods are done in section 5.



4
Implementation

In this chapter, the implementation of a method for creating chained connections
with mutual authentication using TLS is described and tested. This is done in
order to gain better understanding of the practical limitations of implementing
this functionality using the TLS protocol.

Since the three most prominent methods from the analysis exhibits similar char-
acteristics, with that they share the use of the TLSProxy protocol for specifying
how chained connections should be created, this protocol is implemented sepa-
rately as an extension to the TLS protocol. The TLSProxy protocol is a central
part of how all three of the methods m2(TLS Authenticated TCP Proxy Chain),
m3(Layered TLS Proxy) and m7(Forward Channel) operate.

From the analysis results it can be concluded that all three methods are poten-
tial candidates for implementation. However, m3 is the only method that meets
all the security related criteria c1(End-to-end authentication), c2(End-to-end en-
cryption), c3(Client authentication with all servers in chain) and c4(Chain struc-
ture confidentiality). m3 and m2 also requires fewer modifications than m7 and
should therefore be more feasible to implement given the time limitations of this
thesis.

Taking these aspects into consideration, m3 was chosen for implementation since
it meets more of the security related criteria, requires modest modifications to
the TLS protocol and because it can be implemented through simple means.

61
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4.1 Implementation of TLSPROXY extension

The implementation of this extension is based on the protocol described in sec-
tion 3.3.2 which extends TLS with functionality for sending information about
how chained connections should be created. It is implemented as an extension to
the TLS protocol using the C library GnuTLS [36]. The GnuTLS library was cho-
sen since it has good documentation and a clear internal structure which allows
for adding extension handling [37].

4.1.1 API

The implementation of the extension makes internal changes to the GnuTLS li-
brary. The added functionality is made accessible from applications through a
number of functions added to the GnuTLS application programming interface
(API). The following functions are added:

void gnutls_tlsproxy_enable(session);

The gnutls_tlsproxy_enable function enables use of the extension in a TLS
connection. To stay compatible with clients and servers that does not support the
extension, servers will only use the extension for a TLS connection if it has been
enabled through the API and a client requests its use in the TLS handshake.

int gnutls_tlsproxy_enabled(session);

After the TLS handshake has finished and a secure connection has been estab-
lished, the gnutls_tlsproxy_enabled function can be called to reveal if the
extension has been enabled by both parties. This allows the client to identify
servers that does not support the extension. It also allows servers to determine
how they should act, if they should function as a normal server or as a party in a
chained connection.

int gnutls_tlsproxy_send_request(session, port, ip);

If the extension has been enabled, the client shall send a request using the
gnutls_tlsproxy_send_request function. This function takes the IP ad-
dress and port number of the next server in the chain as arguments, sends a
request to the server and then receives the response.

int gnutls_tlsproxy_get_request_info(session, *port, *ip);

When the server receives a request it can retrieve the request information using
the gnutls_tlsproxy_get_request_info function. The server can then use
this information to establish a chained connection according to the method being
implemented.

int gnutls_tlsproxy_send_response(session, response);

After the request have been handled according to the method in use, a response
is sent back through the use of the gnutls_tlsproxy_send_response func-
tion.
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4.1.2 Protocol

To send messages associated with the extension, a new protocol utilizing the TLS
record protocol is introduced. The protocol itself consists of two message types,
a request and a response. Requests shall only be sent from a client after the TLS
handshake, and when a request message is received it shall be answered with a
response message. After a response message have been sent, no further request
or response messages shall be sent.

The messages are sent as TLS records with a new type number and they follow
the formats described by figure 4.1 and figure 4.2. The type number used by this
extension is 0x77 and it was selected since it is not used by any other record
type in the TLS standard. The assignment of record type numbers is controlled
by the Internet Assigned Numbers Authority (IANA), but for testing purposes it
is possible to use any unassigned number [38]. However, if this method should
be deployed and used in a wider setting, the message types should be registered
with IANA, or it could lead to interoperability problems.

The subtype field is the first field in the messages and it denotes if the message is
a request or a response. For this implementation it was chosen to use the value
0x01 for requests and 0x10 for responses. The other two fields of the request
message contains the IP address and port number to the server that the client
wishes to create a chained connection to.

Type(0x77)

Version Length

Subtype(0x01) IP (v4)

Port

Figure 4.1: The TLSProxy request message format.

The response message contains a single field describing the response and this
field is chosen to have three possible values. A successful request is signified
by 0x01. A request that is actively denied by a server, for example using some
method of access control, is signified by 0x03. A request that is not denied but
somehow failed, due to for example a connection error, is signified by 0x02.

Type(0x77)

Version Length

Subtype(0x10) Response

Figure 4.2: The TLSProxy response message format.
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4.2 Implementation of method 3: Layered TLS Proxy

Method 3 (Layered TLS Proxy) is implemented as an application using the GnuTLS
library and the added TLSProxy extension described in section 4.1. The appli-
cation is implemented in two parts, as a client and a server. To examine the
functionality of the application and the chained connection that it creates, it was
designed to allow the client to send messages through the chained connection
which are then echoed back by the last server in the chain.

When creating a connection, the client application requests how the chain should
be structured and all the servers that the client should create a connection to
are specified through application arguments. This is an example command for
creating a chained connection with three servers running on the local host:

client 127.0.0.1:5555 127.0.0.1:5556 127.0.0.1:5557

When a chained connection is created by the client application it configures the
TLS connections to use new push and pull functions. These functions change
how the TLS records are transmitted and instead of sending them directly, they
are layered inside another TLS connection. The layering is repeated for each
server in the chain before it is sent to the first server in the chain. A simplified
version of the push function can be seen in figure 4.3.

Figure 4.3: Push function for layering TLS connections in client application.

The servers functionality is twofold. If a client connects without the use of the
TLSProxy extension it will function as an echo-server for all data, sending it back
to the client. If the client creates a connection using the extension, it will allow
a chained connection to be created through it, in accordance to the description
in section 3.3.3. This means that the server will receive a TLSProxy request,
attempt to create the requested chained connection and then send a TLSProxy
response back. After a successful response has been sent back it will function as
a proxy between its two immediate neighbours in the chained connection.

The client and server applications enforces mutual authentication through the
use of certificates and a small PKI which consists of a single CA used by both the
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client and server applications. The client and server will only accept a connection
with a party that has a valid certificate signed by the same CA.

The TLS connections created by the applications use the cipher suite
AES_128_GCM which uses 128bit AES in a specific mode of operation known
as Galois/Counter Mode (GCM). Using this cipher suite introduces a fixed over-
head of 29 bits to each TLS record [35]. An example of a message sent from a
client over a chain of three servers can be seen in figure 4.4. The TLS messages
are layered inside each other by the client and then sent to the first server in the
chain. As an encrypted TLS record is received by a server it is decrypted and sent
to the next server in the chain until it reaches the end of the chain. Figure 4.4
also demonstrates the data overhead of the method used, which is added for each
server in the chain.
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Figure 4.4: Example of message sent through chain of three servers using
the application.

4.3 Results

The performance of the implementations is measured through a number of tests.
Since the analysis shows that method 3 has both a communication and compu-
tation overhead compared to a standard direct TLS connection, it is interesting
to measure how significant the overhead is. Two types of tests are performed,
one test measures the time it takes to establish chained connections of different
lengths, and another measures the round-trip time (RTT) for differently sized
messages sent over both a direct connection and chained connections of increas-
ing length.

During the tests, the client and server applications are run on the same computer
and because of this no substantial network latency exists between the the client
and server applications. In order to simulate the effects of network latency, some
tests introduce an artificial delay through the use of the Traffic Control (tc) pro-
gram controlling the Linux kernel’s Network Scheduler [39]. The measurements
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for connection time are repeated a thousand times, after which the arithmetic
mean (average) is calculated and presented in figure 4.5 and figure 4.6. Since the
duration for sending individual messages is shorter and can vary depending on
system load, each test measures the combined time of sending and receiving a
thousand messages after each other. This test is then also repeated a thousand
times after which the average for sending a single message is calculated and pre-
sented in figure 4.7 and figure 4.8.

Figure 4.5 and figure 4.6 shows the amount of time it takes to establish chained
connections of a certain length compared to an equal number of direct connec-
tions. The test results shown in figure 4.5 are made without any added network
delay, which means that the computational differences become more apparent
in the results. Creating a direct connection under these conditions takes 4.4 ms.
The connection time increases by approximate 5 ms for each additional server
in a chained connection. For chained connections there are multiple factors to
consider which will negatively affect the time it takes to establish a connection.
To begin with, the use of the TLSProxy extension adds two additional messages
that needs to be sent back and forth between the client and server. Additionally,
there is an overhead for receiving and forwarding data for each server along the
chain. In figure 4.6, the test is performed with an added network latency of 5 ms
and 10 ms between each party. The added network latency significantly increases
the total connection time for all connections and it demonstrates a super-linear
growth of the connection time for chained connections.
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Figure 4.7 and figure 4.8 shows the RTT for sending messages back and forth over
both a direct connection and chained connections of different length. Since no
substantial network latency is added for the measurements in figure 4.7, it essen-
tially displays the computational overhead of the transmissions. The overhead
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is smaller than 2 ms for messages up to 2048 bytes and the differences between
differently sized messages are within one millisecond for chained connections of
lengths up to ten servers. This is very small compared to the potential delays
introduced by network latency, as can be seen in figure 4.8. Since the time dif-
ference between messages of different sizes were within 1 ms, only the RTT for
2048 byte messages are displayed in figure 4.8. The network latency is seemingly
the largest part of the transfer time and sending a message over a direct connec-
tion takes 11.7 ms and 22.4 ms when a latency of 5 ms and 10 ms is introduced.
For each additional server that is added the transfer time increases by slightly
more than 10 ms and 20 ms respectively. This is equal to the RTT between two
parties in the chain and is double the introduced latency since the message is sent
in both directions.

2 4 6 8 10

0

0.5

1

1.5

Number of servers

R
ou

nd
-t

ri
p

ti
m

e
[m

s]

2048 bytes
1024 bytes
512 bytes
256 bytes
128 bytes

Figure 4.7: Round-trip time for dif-
ferently sized messages sent over a
direct connection and chained con-
nections of increasing length. With
no network latency introduced.

2 4 6 8 10
0

50

100

150

200

Number of servers

R
ou

nd
-t

ri
p

ti
m

e
[m

s]

2048 bytes, 10 ms latency
2048 bytes, 5 ms latency

Figure 4.8: Round-trip time for
2048 byte messages sent over a di-
rect connection and chained con-
nections of increasing length. With
network latency of 5 ms and 10 ms
introduced between each party in
the chain.





5
Discussion and Conslusions

In this chapter the contents of this thesis is discussed with regards to the problem
formulation presented in chapter 1. The discussion covers multiple topics and
focuses on the analysis, the implementation as well as the methods themselves.
The problem formulation presented the following questions:

1. What characteristics signifies the methods that can be used to implement
chained connections with mutual authentication using TLS?

2. What practical limitations are there to implementing a method for this func-
tionality?

3. Is TLS suited for performing chained connections with mutual authentica-
tion?

5.1 Discussion

Characteristics of methods The methods that are described and analysed in
this thesis share an overarching characteristics in the way that they are designed.
While some methods make modifications to the TLS protocol, these modifications
are relatively small and the inner workings of TLS that are used to create secure
connections are left untouched. Instead of redefining how TLS operates, they all
employ TLS as a framework and use its existing functionality to add the possi-
bility of creating chained connections. The secure point-to-point connection that
the TLS protocol provides is what the methods are built around, and it is utilized
in different ways in order to create chained connections.

When using TLS to create chained connections, as is explored in this thesis, there
is some functionality that needs to be added. The methods for creating chained

69
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connections using TLS that are described in this thesis are of varying complex-
ity and utilizes TLS in different ways, but they all have one thing in common,
they all have a method of differentiating between direct and chained connections.
Apart from m1(TCP Proxy Chain), all methods uses a variation of the TLSProxy
extension described in section 3.3.2. The use of extensions is the only standard-
ized way to make modifications to TLS while still being backwards compatible. If
the TLS protocol is to be modified to add the possibility of chained connections,
adding the possibility to differentiate between a direct and chained connection is
the minimum modification that needs to be done, and doing it using extensions
is certainly the most appropriate.

Implementing functionality for chained connections without the use of exten-
sions or through the use of a separate protocol outside of TLS is possible, but it
would break compatibility with clients and servers following the standard TLS
protocol. The resulting protocol would not be TLS, but something else.

TLS provides a good foundation for secure communications and all modifications
to the protocol should be done with caution. Modifications can potentially have
large security implications and if an implementation originates from a TLS li-
brary it can be hard to apply patches if and when any faults are found in the
library the implementation is based on. By using the available procedures for
making modifications to the TLS protocol through extensions, not only are the
modifications to the TLS protocol minimized, and hopefully easier to maintain,
but they can coexist both with the standard TLS protocol and other modifications.

Security of methods When discussing the security of the methods during the
analysis, the main concern is their ability to ensure end-to-end encryption and
authentication, as was described by criteria 1 (End-to-end authentication), 2 (End-
to-end encryption) and 3 (Client authentication with all servers in chain). For the
three methods m2, m3 and m7, these criteria are achieved by establishing a TLS
connection between the client and the intermediate servers as well as the server
at the far end of the chain. However, how the methods create and structure these
chained connections are different and so are their potential drawbacks.

By layering TLS connections inside each other, m3 implements a very secure
method that does not expose any information about the chains structure. No
information is exposed to a potential eavesdroppers of the clients connection or
the connections between any two parties in a chained connection. For an eaves-
dropper it is only possible to observe that a TLS connection occurs between two
parties, but nothing more since all the layered connections are protected by at
least one layer of TLS encryption. This security comes at the cost of both compu-
tational and communicational overhead.

m2 and m7 exposes the handshakes and the individual TLS connection with each
server in the chain. This is the reason why these methods do not meet criterion 4
(Chain structure confidentiality). An eavesdropper can use this to determine the
structure of chained connections and identify the servers that are involved using
the information sent during TLS handshakes.
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Exposing the individual connections between the client and servers in a chained
connection leaks information about the servers and their environments. For stan-
dard TLS, the possibility to directly connect to the server is a requirement for
clients to be able to connect and both attackers and legitimate clients will have
equal possibility to reach servers. But for chained connections this is not true. A
chained connection only requires neighbouring parties in a chain to be able to di-
rectly connect to each other, and servers may therefore not be equally reachable
for attackers and legitimate clients. While exposure of the individual connec-
tions in a chain does not affect the security of the information being sent, since
TLS with mutual authentication is used to secure all communications, it does ex-
pose information about the servers and their environments that otherwise would
not have been exposed. Using a method which works in this way would expose
TLS communications to servers that are a part of a chained connection even if
they are behind a gateway in a restricted network. The severity of these access
restrictions being circumvented depends on the security requirements of the envi-
ronment, and the exposure of servers in a chain is one security consideration that
is new for chained connections compared to standard TLS connections. Knowing
this, keeping the communication between the client and individual servers in a
chained connection concealed as done by m3 can be a very important character-
istic.

The exposure of the TLS connections to intermediate servers can also have more
significant effects. For example, it was discovered that when using m2 it is possi-
ble for an eavesdropper with injection capabilities to hijack the clients connection
after a part of the chained connection has been established, giving an attacker the
possibility to communicate directly to a TLS server which it otherwise might not
have had access to. The effect of this could be equated to potentially exposing the
TLS services of all servers in a chained connection to a wider network.

Similarly, it is possible for an attacker with injection capabilities to misuse the for-
warding messages of m7 to direct TLS records to individual servers in a chained
connection. This shows that the confidentiality and integrity of a chained connec-
tion is an important aspect to consider for methods creating chained connections.
Without it, many of the use cases for chained connections are broken. M3 is a
method which can ensure these aspects and from a security standpoint is suit-
able for implementation.

Creation of chains The way the TLSProxy extension is defined and implemented
in this thesis, it allows the client to instruct how a chained connection is to be
created using IP addresses and ports. However, the client does not have abso-
lute power over a chains construction since a server can choose to deny requests
made by clients. As clients always are authenticated with servers, it is possible
for servers to implement user specific access controls. Such as only allowing con-
nections to specific servers for specific users.

The benefits of allowing the client to determine how a chained connection is to be
created is that it brings more freedom for the client to control its own connections.
But more freedom for the client is not necessarily the ambition in a controlled
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system. A client would be required to know the addresses of each server in a
chained connection in order to create the chain, and this information could be
sensitive or difficult for clients to know. For example, if chained connections
established to protected networks through gateways, it can be preferred that the
client should not know the network structure behind the gateway. Also, in a
dynamic network environment it can be hard for the client to keep its knowledge
of IP addresses updated.

A possible adjustment could be to change TLSProxy requests to contain domain
names or some other form of identification which is not as definitive as IP ad-
dresses and ports. Another is to leave the decision of how chained connections
should be constructed up to the server. In the latter case, a chained connection
would only require the client to know the address of the first server as well as the
length of the chain. Either way, these two possibilities would only require small
modifications to the TLSProxy protocol.

No matter how the chained connections are created, it is important to be able to
trust them. Intermediate servers have a lot of control over the connections made
through it. A compromised server or a network misconfiguration somewhere in
the chain could disrupt the creation of a chained connection and direct the client
towards other servers than the client or intermediate servers intended. If this
were to happen, the use of mutual authentication would still allow both client
and servers to ensure that connections are only made with parties that possess a
valid certificate from the same CA and which therefore is trusted.

If the client is in control of how the chained connection is created, it can also ver-
ify the identity of the individual servers in a chained connection using uniquely
identifying fields in the certificates. Another possibility is to utilize certificate
pinning. This would involve the client verifying the certificates used by servers
against a trusted reference, such as a copy, hash or fingerprint of the servers cer-
tificate. It would however require the references to be distributed beforehand
which is inconvenient and it would bring you back to the original key distribu-
tion problem that PKI solves.

Development, use and maintenance When deciding which method is best for
a real-life implementation, the benefits and drawbacks of the methods have to
be analysed with consideration for the situation in which they are to be used.
Though, potential development and maintenance problems also have to be ex-
amined. The complexity of a method is an important aspect to consider. More
complex methods can be harder to both implement and maintain, which in turn
can lead to security flaws or problems. This is especially true when it comes
to implementations of cryptographic components such as the TLS protocol. All
modifications to the TLS protocol should be done with extreme caution and if
modifications have to be done it is best to keep them as small and simple as pos-
sible. The TLSProxy extension and method which were implemented as a part
of this thesis shows that it is possible to add the functionality needed to create
chained connections to TLS without making large or particularly complex modi-
fications to the TLS protocol.
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If the implementation of a method uses an external TLS library as a basis, as
was done using GnuTLS for the implementation in this thesis, it should be noted
that the availability of support and documentation for adding extensions varies
between TLS libraries. The notion of keeping changes small is also especially im-
portant when using an external library since the codebase can and probably will
change over time. If a security vulnerability is detected in the TLS library which
is in use, it is best if your modifications does not cause conflicts with patches to
the library.

Another practical matter which can be of importance when developing and using
your own extensions to the TLS protocol are the extension- and record type num-
bers. These numbers are utilized to identify and signal the usage of extensions
during the TLS handshake as well as the type of any TLS records which might
be added by an extension. In the case of the TLSProxy extension that was de-
veloped during this thesis, these numbers were chosen freely from the currently
unused numbers. For testing purposes or uses in controlled environments this
is a valid approach, but it should be remembered that it might be a bad idea to
deploy and use self-assigned numbers since it will lead to interoperability prob-
lems with the standard TLS protocol in the future when the IANA allocates the
selected numbers for other purposes. If future compatibility with the standard
TLS protocol is not important, or if no other extensions are considered to be used
now or in the future, this is not a problem. Otherwise, the only future-proof
approach is to move forward with a standardization and registration of any TLS
modifications and numbers which are implemented and used.

Performance overhead During the analysis it was found that m3 is the only
method to have both a computational and communicational overhead due to the
methods design, and from a performance standpoint m3 therefore isn’t an opti-
mal choice. The other proposed methods all have a smaller overhead, but given
that m3 is the method that was chosen for implementation it was only possible
to measure how significant the overheads of this specific method is.

From the measurements in section 4.3 it was shown that the computational and
communicational overhead introduced by m3 is small and not that significant for
the overall performance of establishing chained connections or transmitting indi-
vidual messages. The computational overhead is approximately 5 ms per server
when establishing a chained connection and less than half a millisecond for trans-
mitting individual messages of sizes up to 2048 bytes. A communicational over-
head of 29 bytes per server in the chained connection is also quite small, both in
size and in computational cost. For very long chains the communicational over-
head could be of more significance, but for shorter chains it generally isn’t. The
network latency between individual parties in a chained connection is what in-
troduces the lion’s share of delays and what affects the performance of chained
connections the most.

During the tests a modest network latency of 5 ms and 10 ms was introduced
between each party in the chain. Even though this latency is small, the results
showed that the network latency is the most significant factor for the overall per-
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formance of chained connections. The computational part of sending individual
messages is very small and the RTT for transmissions of single messages essen-
tially only increases with the size of the added network latency. However, the du-
ration needed to establish a chained connection were affected significantly more.
The reason for this is the fact that the handshake protocol of TLS is a state based
protocol requiring multiple messages to be sent back and forth between the client
and the server before a connection is established. The network latency between
the client and the server will affect each message sent between them, and this
delay will add up.

Any methods that use TLS to perform authentication between the client and
servers in a chained connection sequentially will see connection delays of this
size, and it is the impact you will have to take to ensure that all parties in the
chain are trusted. The client authenticates with each server after the other and
there are few ways to reduce the delays introduced by this without affecting the
security of the chained connection or modifying how TLS performs connections
and authentications.

Overall, the computational and communicational overhead which was discussed
during the analysis of m3 is very small and the most significant parts of delays
introduced by a chained connection are the effects of network latency and the use
of authentication between client and servers. It could be said that the negative
results from the analysis indicating both a computational and communicational
overhead does not result in a significant practical overhead and could more or
less be ignored since the impacts of other factors, such as network latency, are
significantly larger.
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5.2 Conclusion

In regard to the first research question, the single most important characteristic
that all the methods for creating chained connections have, is the capability to
differentiate between direct and chained connections. This characteristic is held
by all the methods described in this thesis, and it should be true for any method
regardless of how it is implemented. From the work presented in this thesis it can
be concluded that the most suitable way to implement it with the TLS protocol
is through the use of an extension. Extensions are the only standardized way to
make modifications to the TLS protocol and implementing a solution using an
extension have several benefits, including backwards compatibility with clients
and servers using the standard TLS protocol.

In regard to the second research question, keeping modifications to the TLS pro-
tocol small and manageable is an important aspect for both practical and security
reasons when implementing and maintaining a method for chained connections.
Augmenting an existing TLS library using an extension contributes to accomplish-
ing this, and the implementation done in this thesis shows that it is possible
to implement a working solution without making large or particularly complex
modifications to the TLS protocol. However, using an extension in a larger envi-
ronment may necessitate standardization and registration of the implementation
in order to ensure future compatibility with the TLS standard.

As demonstrated by the different methods that are described in this thesis, the
secure point-to-point connection that the TLS protocol provides can be utilized
in multiple ways to accomplish the creation of chained connections with mutual
authentication. These methods properties differ in many ways and not all of their
analysis results are positive concerning the criteria. However, the method that is
implemented in this thesis is a good method and it demonstrates the viability of
using TLS to create chained connections with mutual authentication. In regard to
the third research question, the TLS protocol can in a simple way be utilized and
extended to add the functionality needed for creating chained connections with
mutual authentication using the TLSProxy extension and a method layering TLS
connections. Testing also demonstrates that an implementation of this solution
introduces a negligible overhead compared to other effects of network latency.

5.2.1 Future work

Although this thesis have resulted in both the implementation of a protocol for
facilitating chained connections using TLS and a working prototype application,
it is possible to continue the work which is presented in this thesis. There are
multiple areas that can be interesting for future work:

• The implementation presented in this thesis creates chained TLS connec-
tions with mutual authentication through the use of certificates and a small
PKI. Using this solution in a larger network with many clients and servers
creates question regarding how the revocation of client and server certifi-
cates should be handled when chained connections are created. A proposed
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further work is to investigate how the use of CRLs or other revocation tech-
niques can be affected by the use of chained connections.

• The TLS protocol has support for improving the connection time for re-
peated connections through the use of resumed sessions. The implemen-
tation in this thesis does not implement this and is therefore limited to
creating new connections. How the use of resumed connections could be
affected when for example only reusing parts of a chained connection is an
interesting question. Implementing functionality for and evaluating the us-
age of resumed sessions when creating chained connections is proposed as
future work.
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