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Preface

The articles in this research report are the result of the efforts of the students of the master
course on advanced object-oriented concepts. The course is part of the software engineering
master year at the University of Karlskrona/Ronneby. During the course, the students were
introduced to about 20 advanced object-oriented concepts, such as delegation, prototype-based
languages, reflection, typing, real-time and concurrent object-oriented languages, dynamic
binding, garbage collection, delegating compiler objects, design patterns and frameworks.
Rather than passively being present at the classes and listening to the lectures, the students
were required to themselves present these new concepts. This required considerable amounts
of active searching and independent knowledge acquisition from the students that had,
subsequently, to be converted in a one to two hour lecture. The lecture was followed by a
discussion involving all students. The organisation of the course lead to a very effective
learning of the various concepts that were part of the course.

Another, very important, aspect of the course was that each student was required to write a
research paper on a subject within the object-oriented domain. One requirement on the article
was that it had to be problem-oriented in that it had to identify a problem and subsequently
propose a solution to the problem. Rather than writing a literature survey, the student was
required to write a paper that contained a (possibly minor) scientific contribution to the object-
oriented domain. During the course, writers workshops were organised during which students,
in groups, read and commented on papers written by their colleagues.

The results of this part of the course are gathered in this research report. Fourteen student
research papers form the contents of this research report. The articles have been classified into
four categories, i.e. reuse and evolution, object-oriented languages, software design and object-
oriented frameworks. The reader will recognise, perhaps surprisingly, that many of the papers
are strongly founded in practical experiences and address relevant technical problems that our
software industry has to deal with on day to day basis. The explanation for this can be found in
the project-oriented organisation of the software engineering study program and the strong
relation to the local software industry. During the first three years of their studies, the students
have experienced the real problems in software engineering and during the master year the
students learn to reflect on these problems and to develop solutions.

At the end of the course for this year, I am happy that I can conclude that the goals of the course
have been more than achieved. Many of the lectures were of very good quality, the
participation in the discussions was more than satisfactory and the research papers are very
worthwhile reading. The course required from the students, but also from the teacher, a
considerable effort, that, almost certainly, resulted in a highly valuable learning experience. For
my part, I look with great satisfaction back on the course and hope for many successful
repetitions in the future.

Enjoy reading these student research papers!

Ronneby, January 1999

Jan Bosch
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Department of Software Engineering and Computer Science

S-372 25 Ronneby, Sweden
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$EVWUDFW

The goal of this paper is to show how much effort companies put into reuse. This is done by interviewing some
companies in the software development industry. Some conclusions are drawn from the data collected, although
the amount of data may be too small. The most important result is that most companies have plans to increase and
formalize their reuse, and that they think it will be important in the future of software development.

�� ,QWURGXFWLRQ
In today’s competitive industry, the importance of producing qualitative software in a short period

is increasing. One way to improve this and other important attributes, e.g. quality, is by reuse. The
problem is what to reuse and to what extent. From my somewhat limited experience with developing
software, I have got the impression that everyone talks about reuse and how good it is, but not many
actually does it. The main issue of this paper is to check the industry about their thoughts of reuse, and
how reuse is done in practice. This is done by interviewing some software developing companies,
mainly located at Soft Center in Ronneby. In chapter 4 some conclusions, or at least some tendencies,
are drawn regarding the status of software reuse today. Chapter 2 discuss what reuse is and why it is
needed. In chapter 3 the interviews are presented, and an average company is extracted.

�� :KDW�,V�5HXVH"

���� 'HILQLWLRQ

The definition of reuse used in this paper is the extensive view of software reuse
[BIGGERSTAFF+]:

“Software reuse is the reapplication of a variety of kinds of knowledge about one system to another
similar system in order to reduce the effort of development and maintenance of that other system.”

This includes such things as domain knowledge, development experience, design decisions,
architectural structures, requirements, designs, code, documentation, etc.

���� :K\�'R�:H�1HHG�5HXVH"

Some of the main reasons for software reuse are to ([McCLURE-1]):

n Shorten software development time

n Develop software with fewer people

n Move personnel more easily from project to project

n Reduce software development and maintenance costs
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n Produce more standardized software

n Produce better quality software

/LVW����0DLQ�UHDVRQV�IRU�6RIWZDUH�5HXVH

Another large reason for reuse is that the similarity between systems is about 60 percent, but if the
systems are in the same domain, the commonality can be as high as 90 percent [McCLURE-2]. This
includes code, design, functional, and architectural similarities.

���� 3RVVLEOH�3UREOHPV�ZKHQ�,QWURGXFLQJ�5HXVH

Most software developers do not need to be persuaded that software reuse can provide a huge boost
in their development process. It is mostly about common sense. On the other hand, to succeed with
software reuse, management must be convinced to provide the means to formalize reuse. The initial
cost may be an obstacle for introduction, since the gains of reuse does not show immediately. As
shown in List 2, there are several major obstacles to overcome when introducing reuse. However, the
biggest obstacles are non-technical (cultural/management) [McCLURE-2].

n No understanding of what to reuse and how to create it for reuse

n No planning for reuse

n Reuse confined to an individual or within one system

n Limited to code-level reuse and reuse-in-the-small

n No management involvement or support

n Nothing to reuse; absence of a library of reusable components

n Software professionals not trained in reuse and do not want to practice reuse

/LVW����6RPH�REVWDFOHV�WR�LQWURGXFLQJ�UHXVH

Are these obstacles a reason not to start with reuse? No, there are solutions to all of these obstacles.
The biggest problem is getting started, and that is a management problem. All that has to be done is to
convince the management about the benefit of reuse and the wheel is in motion.

���� 2EMHFW�2ULHQWDWLRQ�DQG�5HXVH

Many companies claim that their reuse gets very high when changing to the object-oriented
paradigm. The problem with this is the definition of what to count as reuse. Most of these companies
probably have included more code in their metrics than what they should; i.e. they have included
“internal” reuse. “Internal” reuse is using your own code, without obtaining it from somewhere else. As
[POULIN] states, the differences in how to measure the reuse makes it impossible to compare the
reports regarding the benefits of reuse and object-orientation. The three main methods of reuse in the
object-oriented paradigm are classes, inheritance, and polymorphism.

“The rationale for defining reuse in any paradigm depends not on language features, but rather on
whether someone saved effort by using software they obtained from someplace else.” [POULIN]

���� 3UREOHPV�:LWK�5HXVLQJ�6RIWZDUH

Although the software industry has been practicing reuse since its beginning in the 60-ies, it has
never been more than partly successful. Not at all like its sister engineering disciplines, where reuse has
been practiced for centuries and standards are set for how things shall work and what they should look
like. A big difference between software engineering and the other engineering disciplines are that
software is “soft” and the other disciplines work with “hard” things. The meaning of “soft” is that the
software is adapted to the customers wishes and not the other way. This is one of the major problems
with software reuse [PRIETO-DÍAZ]. A way to get around this is to view the software as hard, which
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implies that the customer’s requirements should be adapted to the reusable artifacts as much as
possible.

�� ,QWHUYLHZV�ZLWK�&RPSDQLHV
The selection of companies are based mainly upon their geographical location, most of them are

located at Soft Center in Ronneby. An interview proposal was mailed to nine different software-
developing companies, and the interviews were conducted at their offices. The only exception is RSV
Data Service, where the interview took place over the telephone.

The questions are not exactly the same in all interviews; they may have changed somewhat
depending on previous answers during the interview. The questions are not much different though, so
conclusions (tendencies) can be drawn anyway. Some of the questions were answered indirectly; the
answer could be extracted from another question. The interviews have been checked by the
interviewees afterwards to ensure that they are accurate.

���� 0HGL7HOOLJHQFH

MediTelligence is a young company, founded in 1997, developing software for use in the health-
care business. MediTelligence currently focuses on solutions for doctors and patients in two application
areas: Parkinson’s disease and Pain management. To make these systems state-of-the-art and getting
ahead of competition AI is used. It is a small company with not more than ten employees.

I talked to Måns Tosteberg, one of the three employees in Ronneby [MEDITELLIGENCE].

��'R�\RX�XVH�DQ�REMHFW�RULHQWHG�DSSURDFK�WR�VRIWZDUH�GHYHORSPHQW"

- Yes, we use a variant of the traditional development process, with pre-study, feasibility etc. The
language we use is C++. We design using a layered approach, keeping the user interface separated
from the business rules and database connections.

��:KDW�LV�\RXU�UHXVH�SROLF\"

- We do not have a reuse policy in black and white, but we strive to find components during the
design phase that might be used in other projects as well.

��:KDW�GR�\RX�UHXVH"

- The components described above, i.e. code, and apart from that, we have several GUI-
components in a form of a library that gets reused a lot. In addition, since we use Visual C++, we
reuse MFC.

��+RZ�PXFK�GR�\RX�WKLQN�\RX�JDLQ�E\�UHXVH"

- Since we do not collect metrics, that would have been too much overhead since we are a small
company, we can not present any figures of the gain. On the other hand, the gain is so obvious that
we do not have to measure it, especially when reusing the GUI-components.

��'R�\RX�SODQ�WR�LQFUHDVH�WKH�OHYHO�RI�UHXVH"

- We are currently increasing the level of reuse by focusing more on which reusable components
that can be identified during design.

��:KDW�DUH�WKH�SURV�DQG�FRQV�ZLWK�UHXVH"

- When talking about reusing external components, it is hard to find the components you need.
Another problem is the aspect of reliability and maintenance, can we really trust the component. In
those cases, it is easier to develop it from scratch, rather than spending lots of effort trying to
understand and extend existing components. Internally developed components are a different matter;
they improve both cost and productivity. In addition, since our developers are “responsible” for the
components they develop, we always know whom to ask when extending and maintaining our
components.
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��,I�\RX�KDG�QRW�XVHG�REMHFW�RULHQWDWLRQ��ZRXOG�UHXVH�KDYH�EHHQ�DV�HDV\"

- For the GUI-components, it probably wouldn’t have made any difference, but for the
components in the business rules layer there would have been a completely different story. It is hard
to imagine what it would have been like, using a fundamentally different approach.

���� )/8;

Flux is a small consulting company, primarily developing software by contract, consisting of three
developers and one economist. The three main areas of their work are software development,
education, and research, but most important of the three is development. Since they work as
consultants, they have many different projects.

I talked to Fredrik Hall, one of the three developers [FLUX].

��'R�\RX�XVH�DQ�REMHFW�RULHQWHG�DSSURDFK�WR�VRIWZDUH�GHYHORSPHQW"

- Yes, the entire process is almost exclusively object-oriented. The languages we use are C++,
Java, and sometimes Visual Basic (although not completely object-oriented).

��:KDW�LV�\RXU�UHXVH�SROLF\"

- Since the products we develop most of the time are very different, there is not much room for
reusing components between projects. However, reuse is beneficial for several aspects of the
development process, so we try to identify reusable parts in our projects.

��:KDW�GR�\RX�UHXVH"

- MFC and JDK1 are of course reused, and some classes (e.g. dialog boxes) are also reused. The
most important part we reuse is knowledge in form of documents describing technical solutions,
conclusion reports, and project metrics.

��+RZ�PXFK�GR�\RX�WKLQN�\RX�JDLQ�E\�UHXVH"

- We do not measure the gain. The only things measured are project costs, such as hours spent on
each activity, and errors. Although the information needed might be extracted from these, it has not
been done.

��'R�\RX�SODQ�WR�LQFUHDVH�WKH�OHYHO�RI�UHXVH"

- A company quality manual is currently under development, and reuse will be a part of that.
Consequently, we are planning to structure, and probably increase, our reuse.

��:KDW�DUH�WKH�SURV�DQG�FRQV�ZLWK�UHXVH"

- A disadvantage is that one might put to a lot of effort into making a component reusable, and it
turns out to be a component not suited for reuse. The advantages are several, e.g. cost is reduced, and
quality is increased.

��:KDW�GR�\RX�WKLQN�RI�WKH�LPSRUWDQFH�RI�UHXVH�LQ�WKH�IXWXUH�RI�6RIWZDUH�(QJLQHHULQJ"

- For us, it is the reuse of knowledge that will be the most important. If we sometime in the future
begin to develop our own product, the component reuse will probably be very important as well. As
for the entire software developing community, I think there will be more component libraries and
application frameworks.

��,I�\RX�KDG�QRW�XVHG�REMHFW�RULHQWDWLRQ��ZRXOG�UHXVH�KDYH�EHHQ�DV�HDV\"

- The reuse of knowledge would not have been affected, but the reuse of components is very
dependent of object-orientation. When thinking of frameworks such as MFC and JDK, their
counterparts as functional libraries probably would have been too complex.

                                                
1 JDK is a trademark of Sun Microsystems Inc.
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���� (ULFVVRQ�0RELOH

Ericsson Mobile has recently opened their office in Ronneby, and has 25 employees. They produce
software for hand held computers.

I talked to Peter Molin [ERICSSON-MOBILE].

��'R�\RX�XVH�DQ�REMHFW�RULHQWHG�DSSURDFK�WR�VRIWZDUH�GHYHORSPHQW"

- Yes.

��'R�\RX�KDYH�D�UHXVH�SROLF\"

- We have a written down process for reuse.

��:KDW�GR�\RX�UHXVH"

- Planned reuse is done for components, which are stored in a repository. We also have planned
reuse of knowledge and product architectures.

��+RZ�PXFK�GR�\RX�WKLQN�\RX�JDLQ�E\�UHXVH"

- Since we are so young, we have no figures to show.

��'R�\RX�SODQ�WR�LQFUHDVH�WKH�OHYHO�RI�UHXVH"

- No, we think the level probably is sufficient.

��:KDW�DUH�WKH�SURV�DQG�FRQV�ZLWK�UHXVH"

- The most important advantage is that time to market decreases, and one disadvantage is that the
cost is larger for creating reusable components.

��:KDW�GR�\RX�WKLQN�RI�WKH�LPSRUWDQFH�RI�UHXVH�LQ�WKH�IXWXUH�RI�6RIWZDUH�(QJLQHHULQJ"

- I believe in product architectures, they are much more important than component based reuse.

��,I�\RX�KDG�QRW�XVHG�REMHFW�RULHQWDWLRQ��ZRXOG�UHXVH�KDYH�EHHQ�DV�HDV\"

- Yes. Since we reuse rather large components, it does not matter.

���� 6HPD�*URXS�5RQQHE\

Sema Group is a French-British company with 16500 employees worldwide, with approximately
1800 of these in Sweden. The main areas of the company are telecommunication and finances. Sema
Group is a world leading company in Systems Integration, Consulting and Outsourcing.

I talked to Stefan Näsman at the office in Ronneby [SEMA-GROUP].

��'R�\RX�XVH�DQ�REMHFW�RULHQWHG�DSSURDFK�WR�VRIWZDUH�GHYHORSPHQW"

- Yes, we use Microsoft’s Three-Tier model.

��'R�\RX�KDYH�D�UHXVH�SROLF\"

- We have no formal reuse policy but we are working to increase the level of reuse in our
organization.

��:KDW�GR�\RX�UHXVH"

- We reuse code, although ad-hoc. Knowledge is only reused informally in the form of
experienced developers helping in several projects.

��+RZ�PXFK�GR�\RX�WKLQN�\RX�JDLQ�E\�UHXVH"

- I don’t know, we do not use metrics, and since we do not have a formal reuse policy it is hard to
estimate. We do gain some time in any case.

��'R�\RX�SODQ�WR�LQFUHDVH�WKH�OHYHO�RI�UHXVH"

- Yes, since we can save a lot of time by reuse.
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��:KDW�DUH�WKH�SURV�DQG�FRQV�ZLWK�UHXVH"

- Time to market is the most important advantage. Another benefit is better quality since the
components to be reused probably are tested more thoroughly. One disadvantage may be that most
programmers have a hard time relying on what other programmers have done, they think that they
might as well develop it themselves from scratch.

��:KDW�GR�\RX�WKLQN�RI�WKH�LPSRUWDQFH�RI�UHXVH�LQ�WKH�IXWXUH�RI�6RIWZDUH�'HYHORSPHQW"

- I think it will be very important because the competition will increase and therefore time-to-
market will be even more important than today. Besides, most contracts are fixed-price, so time-to-
market gets more and more importance.

��,I�\RX�KDG�QRW�XVHG�REMHFW�RULHQWDWLRQ��ZRXOG�UHXVH�KDYH�EHHQ�DV�HDV\"

- No, from previous experiences we have seen that code reuse in other development models than
object-oriented do not save time.

���� 569�'DWD�6HUYLFH

I talked to Per Östlund at RSV Data Service in Gothenburg [RSV]. RSV has several offices with
approximately 650 employees. The office in Solna is the largest, and the one in Gothenburg has ten
developers employed. The main customers are the Swedish tax office and Kronofogdemyndigheten.

The office in Gothenburg has moved from using several different programming languages on
several different platforms, to only using Visual Basic, Tuxedo2 and Oracle. This improves the
possibility of reuse of both code and knowledge. By implementing the database logic in Tuxedo, some
sort of component library is created that can be used in more than one project. In some projects,
reusable components are identified during design, especially when several small projects are developed
simultaneously.

��'R�\RX�XVH�DQ�REMHFW�RULHQWHG�DSSURDFK�WR�VRIWZDUH�GHYHORSPHQW"

- No and yes. We have our own development model called SKRUV3 and an extended object-
oriented variant called SKRUV-OO.

��'R�\RX�WKLQN�UHXVH�ZRXOG�KDYH�EHHQ�HDVLHU�XVLQJ�R�R"

- Since I don’t program myself, I do not know.

��:KDW�LV�\RXU�UHXVH�SROLF\"

- At the moment, we do not have a formal reuse policy, but one is being developed. It will contain
guidelines and recommendations for code reuse.

��:KDW�GR�\RX�UHXVH"

- Since our reuse policy is not ready, the only code reuse we do is Ad-hoc. We also reuse
experience a lot by thoroughly documenting problems found during projects. The experience is also
reused by letting senior developers help and check several projects.

��+RZ�PXFK�GR�\RX�WKLQN�\RX�JDLQ�E\�UHXVH"

- Since we have not really started with our formal reuse, I can not say, but I think the gain would
be significant. This is promoted by the fact that our systems are rather similar.

��'R�\RX�SODQ�WR�LQFUHDVH�WKH�OHYHO�RI�UHXVH"

- Yes, as stated earlier, we are currently developing a formal reuse policy.

                                                
2 Tuxedo is a transaction processing system, taking care of messaging, delivery and queuing of transactions.
3 SKRUV is a development model developed at RSV Data Service, similar to evolutionary delivery.
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��:KDW�GR�\RX�WKLQN�RI�WKH�LPSRUWDQFH�RI�UHXVH�LQ�WKH�IXWXUH�RI�6RIWZDUH�'HYHORSPHQW"

- No matter what you do in the field of software development, the time aspect is always very
important. I believe that in a few years, the level of reuse will have increased so that the development
is done mostly with components.

��:KDW�DUH�WKH�SURV�DQG�FRQV�\RX�VHH�ZLWK�UHXVH"

- The largest disadvantage is the danger of reusing code that is not good enough. When reusing
code it is very important that several quality aspects, such as readability, reliability, etc., are checked
thoroughly.

���� 7KH�$YHUDJH�&RPSDQ\

The average company that can be extracted from the interviews is the following:

It is a rather small company/division, with only 4-10 employees. The company works primarily as
consultants, and has been in business only for a few years.

n Uses object technology 5/5

n Plans to increase their reuse 4/5

n Does some ad-hoc reuse of code 3/5

n Reuse knowledge in the form of conclusion reports, documenting problems, or taking
advantage of  the experience of the senior developers 5/5

n Cannot show how much they gain by reuse (not yet anyway) 5/5

n Thinks that object-orientation supports their code reuse 3/5

This “company” can (maybe) be said to be representative for the companies in the higher end of the
software development industry.

�� &RQFOXVLRQV�GUDZQ�IURP�WKH�LQWHUYLHZV
It is not possible to draw some real conclusions, because the number of interviews is to few and the

companies are not randomly selected. When analyzing the interviews one must also consider the fact
that most of the companies are “affected” by the Ericsson way of working.

One thing that was forgotten when conducting these interviews was the definition of reuse. It is
very important when conducting interviews to know that you and the interviewee mean the same thing.
Misunderstandings and faults appear easily otherwise.

Anyhow, there seems to be a tendency towards focusing on code reuse, and most of the companies
have not thought about the reuse they do when writing conclusion reports (if they use the knowledge
later on) and similar. Object-orientation is not necessary to fully take advantage of reuse, but as stated
in [McCLURE-2], object-oriented methods and reuse are viewed as inseparable partners in re-
engineering the software development process. What the companies state in the interviews also
supports the statement in [PRIETO-DÍAZ]: “The problem in software engineering is not lack of reuse
but lack of widespread systematic reuse”. All companies seemed to think that reuse was important in
the future of Software Development, and most were working on increasing their level of reuse and
making it more formal. Only time will tell whether they are putting their efforts in the correct areas.
However, this has been emphasized for several years and the question still stands whether the software
industry will change now or go on as usual.

It seems to be easier reusing in a large company than in a smaller. This can probably be assigned to
the fact that the larger companies have more resources for administration of reuse, and more projects to
produce reusable artifacts. Reuse also gains from similar projects, the consulting companies may have
more difficulties due to their diversity. The consultants have one more restriction, when doing work for
other companies they may have access to all knowledge needed, but are restricted when utilizing
reusable artifacts due to copyright issues.
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�� &RQFOXVLRQ
Formal reuse is not as widespread as one might think. This is a bit strange since reuse can produce

large benefits if it is done correctly. On the other hand, the initial cost can be a major obstacle to
introducing reuse in existing organizations, so the reluctance is natural. The level of reuse in most
software developing companies is probably rather low, especially when considering that the companies
interviewed are in the high end of software developing companies. Reuse will probably increase in the
near future, considering the money that can be saved. Unfortunately, there is a risk that these efforts are
put in the wrong areas. This can be avoided with proper education, although the companies might not
be aware of this.

Knowing what to count as reuse, and having a common definition of reuse throughout the entire
software developing community would be appreciated, but as with many other definitions this is not
very likely to happen.

$FNQRZOHGJHPHQWV
I would like to thank the following: Johan Redestig and Mårten Folkler for review and ideas. Göran

Damré for helping me set up the interview with RSV Data Service. Måns Tosteberg, Fredrik Hall, Peter
Molin, Per Östlund, and Stefan Näsman for lending me the time needed to conduct the interviews.
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$EVWUDFW
It is not easy to manage changing software. By applying rigorous object-oriented design
we hope to make changes as painless as possible. The design reflects our understanding of
the software. That understanding may be wrong (often is) and thus the design is not always
good enough. A little change in delivered products has impact on all levels in the project,
from the requirement specification, test specification to code. One of the problems is that
it is necessary to manage the change by hand.

The chain of evolution is proposed as a description of a utopia. How things should be to
make the lives of software engineers easier. Chain of evolution is about separation of
concerns and integrating work products. Source code is broken down into requirements,
design and domain code. Integrating work products is necessary to reduce the redundancy
in the software projects.

� ,QWURGXFWLRQ
´(YHU\WKLQJ�LV�IORDWLQJ´�±+HUDNOHLWRV

No matter how much we would like our software to be finished, we always end up making changes to it.
There are many reasons for change. For example: the customer may change his/her mind, technical evolution
may render our solutions unattractive, or new laws may be legislated. It is possible, and likely, that the
customer does not know what he/she really needs. One of the most difficult aspects of software engineering
is the management of change. Not only the configuration management, but also how to design and test
change etc.

Tom Gilb [Gilb] has suggested that software should be developed in an evolutionary manner. The features
that are of most value for the customer should be developed first. When the customer examines and
evaluates an evolutionary delivery he/she will probably have ideas of how to improve it. Evolutionary
development is supposed to reduce the amount of work that is necessary to incorporate customer change
requests.

If software was never to be altered after it had been released, it would not matter what paradigm or language
was used to develop it. It has been noted that the cost of maintenance is as much as 40-70% of the total cost
of a product [Boehm]. Very large savings can be done if maintenance is made easier.

Object-orientation is a paradigm for developing software. At the basis of object-orientation are the class and
the object (not all object-oriented languages has classes [Abadi]). Inheritance is one of the fundamental
primitives for adding features to an object-oriented program. Inheritance is most useful, if the class
interfaces are stable. Have you ever altered the interface of an abstract class? Have you ever been forced to
update an entire inheritance hierarchy due to this? Most developers have. It may be possible to design
beautiful class hierarchies. But no matter how beautiful, these will have to change over time.
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Someone may argue that the problem of adapting the program to the customer’s requests is simply a matter
of design. That a solid software architecture will cope with any mutations. This is not the case. Not for the
average software engineer anyway. One can not underestimate the importance of a skilled designer, but: (1)
there are not highly skilled designers in all organizations and, (2) there are mutations of software that no
designer could foresee. It should be possible to develop software without hiring the gang-of-four in every
project.

The rest of the paper is divided into two sections. Chapter 2 will discuss the problems why change is
difficult. Chapter 3 proposes some solutions to the problems stated in chapter 2.

� :K\�LV�FKDQJH�GLIILFXOW"
This chapter will describe some of the reasons why change is difficult. The issues discussed here are fixed-
points, Mixed domain and implementation code, Concrete code, Smart technology and documented islands.

��� )L[HG�SRLQWV
This paper introduces the notion of fixed-points. A fixed-point is a solution to a problem or requirement.
The solution is intended to be extended in various ways, but not in other. Architecture, class interfaces and
protocols are examples of fixed-points. Fixed-points become a problem, if it is necessary to change the
solution in an unplanned way.

Fixed-points do often represent core requirements. The requirements that will not change no matter what
happens. Such core requirements are very nice, since they allow us to build a system around them. The
architecture that is chosen to implement a system is based upon a set of quality attributes (non-functional
requirements). The quality attributes define our architecture. The fixes-points define which parts of the
system that is capable of change, which parts that are open for future development, and which are not. In
essence, the requirements have been divided into two sets. One set of fixed and one set of dynamic. The
developers assume that the customer change requests will only affect the dynamic aspects of the design.

For example, a data-structure design may anticipate that the customer may want to change the algorithm that
is used when sorting the data. Therefore, the data structure is designed to be open and accept some user-
definable strategy for changing the sorting algorithm. Other aspects of the data structure are fixed. The
context that the data structure was going to be used in did not require that the memory management
algorithm should be defined at runtime so it was hard coded to use ‘new’. The memory management fixed-
point was established.

Inheritance in object-orientation is another example of the same problem. An abstract class is a fixed-point.
The interface of the abstract class defines how the class may be extended and adopted, and how the class
may not be extended.

The fixed-points are often not very well motivated. Fixed-points are easily erroneously established, when the
developers assume. There is no such thing as a requirement that can not change. If one is believed to have
been found, the problem has probably been misinterpreted. Customer change requests are often scattered
random, they are often counter purpose and inconsistent. They may affect anything, the dynamic points, the
fixed points or totally unexpected parts of the system. The fixed-points are often at the very heart of the
problem, and it is there that the most difficult misinterpretations often arise.

The design, no matter how beautiful it is, is hardly more flexible than a glass sculpture. The surface is
smooth and hard. But curving the sculpture will make it break, since it was not intended to be curved. The
broken sculpture has to be mended with glue. Glue does not look very nice on glass. Mending
(patching/hacking) causes architectural degradation. Adding another little change to our class hierarchy
might break the original abstraction. One often believes that just another little change will not matter, this is
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foolish since the number of ‘little changes’ increase with time. A few years later there are nothing left of
those abstractions. The entire system might then have to be restructured, redesigned or re-engineered.

Class interfaces are by nature hard to change, since they represent an abstraction of an aspect of a system.
However, one tends to change these interfaces anyway. This change may produce problems throughout a
class hierarchy. One should, according to Gamma, declare variables of abstract classes only [Gamma+]. The
purpose is to make clients as independent on what actual object they are using as possible. If this rule is
followed strictly then it is not possible (or useful) to change the interface of that abstract class further down
in the inheritance hierarchy. Agreeing upon a fixed-point may be a very good thing, if the fixed-point does
not have to be changed later. Assuming that the problem has been fully understood, this is possible to do.
When the customer wants a new feature, it is simply a matter of subclassing. But this is not always the case.
It is not recommended to trust that the changes the customer proposes are such that it is enough, or possible,
to subclass. It is often necessary to change an entire class hierarchy. Some, mature, domains do not suffer
from this problem. Examples of such domains are data structures, or mathematical frameworks. This is
probably due to the age of such concepts within software engineering. All frameworks are not of that type.

Hierarchical structures in general suffer from this problem. Consider the layout of the files in a file system.
They are usually organized in directories, sub directories and files. This structure is usually a tree. An
organization can place all of the documents that concern a project in a special directory. While it may seem
like a very good idea to many people, it has drawbacks. What happens if you would like to view all of the
test reports that have been made during the last ten projects? One would have to scan every project directory
for testing documents. The files in the structure are not conceptually organized into a single hierarchy; it
depends on what person looks at it in what purpose. The test engineer is maybe not focused on projects;
he/she would rather like the documents to be ordered by type. It depends from what point of view one is
observing the documents. The hierarchical structure is not able to support views on the information.
Class/Object hierarchies suffer from the same problem. The common ‘hack’ to solve this problem is to add
runtime type information to the language. Thus making it possible to distinguish objects other than from
their base class. This solution is however not object-oriented, since it breaks the basic principle of separation
of concerns.

One may argue that this problem is not a technical problem, rather quality management problem. This is
partially true. No technology will do anyone any good if it is applied within an organization in chaos.  Good
technology can however provide a turbo boost to a mature organization.

��� 0L[HG�GRPDLQ�DQG�LPSOHPHQWDWLRQ�FRGH
A general problem with programs is that they mix domain code with implementation code. The domain code
is the code that the end user is interested in the result from. The result of that code is visible to some end
user. The implementation code is the code that is necessary to make the domain code work. Implementation
code is for example memory allocation, synchronization, initialization etc. These are no matters of black and
white; they are rather degrees of each other. Both types of code are necessary but problems arise when you
mix them both, especially when they are mixed without the designer being aware of it.  Inheritance
anomalies [Aksit+] are a subset of such problems.

This type of problems is frequent in the procedural paradigm, where it is often necessary to scatter the code
with ‘if’ and ‘case’ statements. These statements control what domain code is to be executed. By using
object-orientation and polymorphism it is possible to inherit functionality. When a message is sent to an
object, the runtime system will find out what method is to be executed. The very same ‘if’ statements are
necessary, but they are removed from the code. Thus separating the implementation code from the domain
code.

The object-oriented version of the problem is mixing structure with domain code. A C++ program that uses
design patters may need to be initialized. The observer needs to be connected to the observable etc. The type
of code that manages this structure is often referred to as ‘glue code’. The problem with mixing the structure
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with the domain code is that it is not very easy to reuse or change the domain code without having to deal
with large amounts of structure as well.

��� &RQFUHWH�FRGH
Most code is written by hand and since code is often hard to understand and there is lots of it, code tends to
be rather hard to change.

Developing software evolutionary is more like ‘growing’ than ‘building’. The difference is that built systems
are engineered without much customer intervention, while growing allows the customer to see what is
happening and gain more control of what he/she is buying. Growing systems are developed in increments, or
evolutions. By doing so the customer is able to provide early feedback.

But programming languages are often inherently waterfall-oriented. Source code written in C++ is like a
structure built of concrete, when it is done it stays that way, unless someone brings out the big hammer. It is
a common misconception that software is easy to change. It is true that it only takes an editor and a little
time, but it takes much more time to change it into something that is more useful than it was a moment ago.
Programming languages should behave more like clay. The pot maker can form the clay in anyway that
he/she wants to, if the shape is wrong the pot maker can simply use the same clay to make a new.

The commonly suggested solution to this problem is to think first, and code later. By thinking, one probably
means to design the solution or specify the problem. During the early stages of the project, problems are
much cheaper to correct than when the defects have been implemented in source code. Interestingly enough
it does not seem to be that much work to alter a design that has been produced in case tools. Such tools
represent a system from several points of view, and the designer may add or remove
classes/objects/methods/etc. If a change in one view have impact in other views, those are updated to reflect
the change. These tools are graphical representation of a design language that is used internally by the case
tool. One of the drawbacks of these systems is that they seldom grant the user access to that language. In
Microsoft PowerPoint it is possible to design slides for a presentation, in this program there are several
views of the slides. In one view the slide is rendered like a slide on the screen, while in another it is possible
to edit the contents of the slide pretty much like one would edit text in an ordinary text editor, in that view
the layout information is hidden. Design tools would probably have benefited from having a similar ‘code’
view of the design. Much design time is spent moving classes around, to make as few lines as possible cross
each other. In the text mode one could be more productive during some circumstances. However, having
only the text mode would make design suffer from pretty much the same problem as other code.

��� 6PDUW�WHFKQRORJ\
A smart technology is something that is trying to solve problems that it does not understand, for example, a
language, case tool or a word processor. The Microsoft Word program is ‘smart’ in the sense that it figures
that if one writes an ‘i’ one really mean an ‘I’ and automatically replaces the former with the latter. It is not
always the case that the author wants this to happen. This feature can of course be turned off, but many
people do not know how to do this. The program is trying to be smart, but computers are inherently stupid so
such attempts will often fail. Technology should realize that it is merely a tool, and behave like a tool.
Programming languages often suffers from the ‘smart technology’ syndrome. For example: the garbage
collection feature of JAVA. The garbage collecting feature figure that since there is garbage collection the
programmer should not be able to perform explicit memory deallocations. A situation where this is a
problem is when you would like to tell the system to unload a class, so an updated version of the same class
can be loaded.

There is of course another view of the same problem. Programmers worldwide tend to abuse any technology
as much as possible.  By limiting the technology, the level of abuse is also limited. However, that way to
reason is a little strange, if the user want to shoot him/her self in the foot then nothing should stop them.
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��� 'RFXPHQWHG�LVODQGV
The notion of documented islands is that the output of one activity is used as the input into the next. There is
an ocean in between the documents. There is no physical connection between the design documentation and
the code. There is of course a conceptual relation between them, a relation that the people involved are very
much aware of. However, there is no actual document or code that contains the transformation from design
and code.

The specification of a system is based upon the customer’s requirements (by customer we refer to all
stakeholders of the system, all people that are interested in the product). The requirements should reflect the
customer’s goals with the system. This information is documented in natural text in requirement
specifications, mails, fax, etc. and in the head of the people involved. The usage of formal methods for
documenting the specification has been suggested, e.g. the Z specification language. [Lightfoot]

This way of organizing the work has many similarities with how architects work. They make a map that
other people are later to implement with stone and concrete. The specification is not the building. This does
not inherently have to be the case in software engineering. The architect needs to design the building in a
format that enables him/her to bring it to the buyer so they can discuss it and study it. In software
engineering the design is documented using software, there is no obvious difference between the design and
the product. The design is a document and the product is an executable, but both are stored as binary
information. In the case of architects, it is impossible for people to live inside the model of a building. In
software engineering is it however not an impossible idea that the design could be a part of the final product.
Yet, this is the way that work is organized in software engineering as well. The design is separated from the
implementation.

During the design stage many nice and important class diagrams, object interaction diagrams etc. are
produced. The 4+1 paper [Kruchten] describes what aspects of a design are necessary to document. The
design is based upon the specification and intent of the system. It is however, up to the architect to ensure
that the specification and the design are consistent. When the architect feels satisfied with the design he/she
sends it to the people that are going to implement it in source code. The design documents does not contain
all information of the system. Some amount of creativity is left to the programmer. When the programmer
has finished implementing the design it is hard to validate that the written code is actually an implementation
of the design. There are two reasons why this is the case: (1) the language used to implement the design may
not be expressive enough to implement all of the concepts in the design. The programmer has to solve nice
design ideas by ‘hacking’. (2) The design is ambiguous, if it was not then, there would not be any reason to
implement it in some other type of code.

Some design tools try to reduce this problem by code generation, the designer may tell the tool to generate
code that reflects the design. There is however nothing that prevents the programmer from violating the
design at a later stage.

To transform a specification into design requires creativity. A computer can not automate that process. This
is the same problem as proving the correctness of programs, which is impossible. What is missing from the
steps of our development process is a tighter relation between them. If they were tightly related then it would
probably be possible to build tools that verified that our implementation conforms to the design etc. It would
probably be possible to design a tool that, given a change in the design can predict where that change will
affect the code. The burden of manually changing code to reflect changes could possibly be decreased to a
level where it was only necessary to write the new domain code. This subject is discussed in further detail in
chain of evolution.

There are multiple views of a specification, design and a test. These views are intra-views. Many views
describe the requirements, design or test. However, there are no views that describe the inter-relation
between the software development process steps. What would a view over the transition from design to code
look?
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� 6ROXWLRQV
This chapter discusses some techniques that more or less explicitly address the problems discussed in the
previous section. Aspect- and subject-oriented programming is proposed as techniques for solving the fixed-
point problem, and chain of evolution to the documented islands.

��� 3URFHGXUDO�SDUDGLJP
The procedural paradigm does nicely avoid some of the problems of fixed-points in design. A layered
architecture such as many operating systems of today have, is very flexible.

This flexibility comes at a price. The procedural paradigm leads to more difficult maintenance and more
complex solutions. But applied with extreme care it can remedy many problems in domains where it is hard
to find good abstractions.

��� $VSHFW�RULHQWHG�SURJUDPPLQJ
Aspect-oriented programming [Kiczales+] extends the object-oriented paradigm with the ‘aspect’ construct.
The aspects ‘cross-cut’ existing classes. By cross cutting means that the aspects are merged with existing
code. The activity when aspects and classes are merged is called aspect weaving. Weaving is another step of
compilation; the process can be compared with a preprocessor.

Aspect-oriented programming does very nicely solve the problem of separating some design decisions from
the actual code. Aspects represent design decisions.

It is also possible to separate the implementation from the domain code. The example of inheritance
anomalies can be solved with aspects instead of the real-time filters that [M.Aksit+] proposed.

A problem with aspect-oriented programming is that it still enforces interfaces and types. It is not possible to
change or manipulate the interface of existing classes, and thus it still suffers from the fixed-point problem.

Aspect-oriented programming only covers the problem with some types of fixed-point problems. The fixed-
point problem that follows from strong type checking remains unsolved. The aspects operate on existing
class interfaces, and it is hard to change the interface from an aspect.

��� 6XEMHFW�RULHQWHG�SURJUDPPLQJ
Subject-oriented programming [IBM] operates at a higher level of abstraction than aspect-orientation. A
subject is a class, class hierarchy, or even a complete application. Subjects are combined to produce the end
product. The interface of a class hierarchy depends on ones point of view. The interface does not have to be
monolithic throughout the organization. This lets different development teams have different views of the
same classes.

Subject-oriented programming aims to solve (among other) the problem of XQSODQQHG extensions to existing
software. Which does correspond to the fixed-point problem. They solve the problem by letting the
developer declare so-called subjects. It is possible to declare a subject of an existing abstract class. This
subject is later merged with the original abstract class. Thus extensions can be made to a class hierarchy in
ways that was not expected when it was originally designed. The strategy, as implemented in traditional
object-orientation, requires that classes are designed to be used with strategies. Subject-oriented
programming makes it possible to implement the strategy pattern in applications that has not been designed
to use it.
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To be able to merge the classes one have to define compositional rules. The rules describe how the subjects
and the existing code shall be connected. If one have described design patterns with aspects then the rules
are actually the missing link between design and code.

Does this not break the encapsulation of the classes that are altered with aspects or subjects? Yes it does, in
a sense. The aspects or subjects can clearly access private information in the classes that they affect. It is not
possible to combine existing code with aspects or subjects without examining the source code. But one
should remember that the break is at the class level, not the object level. The clients of the object are not
breaking the encapsulation, the developers are. These techniques are clearly white (clear) box oriented, but
that is not a bad thing.

��� &KDLQ�RI�HYROXWLRQ
Chain of evolution is a fundamentally different approach to software development. The chain of evolution is
about separation of concerns and integration of work products.

����� 6HSDUDWLRQ�RI�FRQFHUQV

Source code is a mix of many different parts of a product. The source code contains requirements, design,
implementation, tests etc. The requirements define what architecture that has been chosen. The design
defines what classes, objects and messages there are. The implementation is concerned with synchronization,
memory management etc. Test code is traces, hooks etc. The finally delivered source code contains almost
every software work product. The problem of mixing domain code with implementation code is only a small
view of a bigger problem.

Many revolutionary ideas within software engineering have involved separation of concerns. High level
languages separated the machine from the software. Aspect-oriented programming separates design patterns
from source code. Compare with the difference between a typewriter and a word processor. The word
processor has managed to separate the message from the media. The text is no longer a part of the paper.
This gives us a range of important advantages. It is naturally possible to transform the text to the physical
paper (printer), but it is not necessary.

The chain of evolution aims to separate the source code into a number of concerns. The actual source code
should in the end only have to contain domain code. The other concerns of the code are separated into the
work products where they were originally created.

Like the aspect-oriented solution where it is possible to ‘plug’ in quality attributes into an existing
implementation. However, it is taken further. The aspects of the requirements should be possible to plug into
an existing architecture and the aspects of the architecture should be possible to plug into the
implementation. This enables us to view the system from different views depending on how much
information that is necessary. As with the problem of inheritance anomalies, where the solution is to separate
implementation from domain code, the chain of evolution separates requirements from the design, and the
design from the code. This may sound like a contradiction but it is not. In traditional software the code is an
implementation of the design, while in the chain of evolution the design is chained to the code. There is
nothing very revolutionary with this view of software development, it is based on common divide and
conquer strategies. As well as the old commandment, definitions should be unique.

����� ,QWHJUDWLRQ�RI�ZRUN�SURGXFWV

In a software project some parts of it have to be redone again and again. Initially a requirement specification
is developed. The requirement specification is then transformed into an architecture. The problem with this
is that the architecture FRQWDLQV the requirement specification. A better way to do this would be to H[WHQG the
requirements specification with an architecture. It should be possible to link an existing architecture to a
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requirement specification. Ideally a tool would do this. Imagine having a repository of architectures that a
tool would search, to find one that suits the requirements.

Incremental development requires that software work products are not developed one at a time, rather in a
little-here a little-there manner. The development tools and processes should support this. The traditional
idea that there should be one requirement specification, one design specification, etc. does not conform very
well with evolutionary delivery. A change in the design should be reflected in the code without making too
big fuzz. Figure 1 is a graph of the cost growth over time in a traditional project, and the expected cost
growth in the chain of evolution.

In a traditional project, the cost of introducing changes increases with time. The same is also true about
correcting faults in product, the cost is much higher after the product has been delivered than during the
requirements specification phase. With the help of the chain of evolution that cost should become more or
less constant.

The development steps or documents are chained together to form one work product. This enables us to
efficiently separate concern. There is no longer a clear difference between the design stage and the code
stage.

This is a layered view of project management. Where each level is necessary to ‘compile’ the product. The
common way to look at a project is where each step is more or less an independent implementation of
products, but on different levels of abstractions. Figure 2 shows three traditional steps in a project. There are
also two chains. They represent the fact that the work products are integrated into one project.

The change is managed efficiently. Since the architecture does not have to be aware of what requirements
that is stated upon the product, and the implementation is not aware of the architecture that it is used in. A
change in the requirements may make it necessary to implement new architectural components. Such
components could be Pipes and Filter, Blackboard or the MVC pattern (described in [Buschmann+]). Once
the architecture has been implemented, the designer is free to choose from them. Traditionally the
architecture is only a conceptual model of the system, that model is transformed into code. Thus mixing all
types of information into one monolithic ball of information. Modularizing has proven to be an efficient way
to separate concern within one level of abstraction. What we propose is that it should be possible to
modularize concepts as well. Suppose that performance is suddenly more important than generality. Then it
would only be necessary to change the architecture that controls the composition of implementations.

This model enables software engineers to implement patterns at different levels. The patterns are chained
together to form a product. The problem of explosion of classes while using patters will go away. At the
implementation level, it is only necessary to implement units of logic that later are combined into classes.
The notion of classes will more or less go away, that is something that they are interested in at a higher level
in the chain. At the source code level, code is organized in chunks of domain-related logic.

����� ,PSOHPHQWDWLRQ

How are these concepts going to be implemented? To be able to chain the development steps into one
project it is necessary that everything from requirements, design to code can be formalized.

5HTXLUHPHQWV�ODQJXDJH� The requirements on the system need to be specified in a formal language. This
have been done earlier, an example there of is Z. The problem with traditional specification languages is that
they are not related to the architecture of design that need to be defined later on.

$UFKLWHFWXUH� ODQJXDJH� Describes how the requirements are to be fulfilled. In the architecture high level
patterns are defined. Decisions on whether MVC or Pipes and Filters should be used.
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'HVLJQ� ODQJXDJH� At the design level it is time to define how the architecture is to be implemented. This
implementation is made with lower level patterns. One can choose to implement MVC with Observer etc.

Aspect- and Subject-oriented programming paradigms fulfill the requirements of being ‘design languages’.
Those paradigms make it possible to formulate design patterns in code.

,PSOHPHQWDWLRQ� ODQJXDJH� The implementation language should only have to be concerned about the
domain code. It should be possible to use the domain code no matter what architecture has been chosen.

1DWXUDO� ODQJXDJH� A large amount of the information that is contained within the specification that is
written with these languages is natural language. The intention of a program can not be expressed in
software, but it can be (ambiguously) in natural language. When the chain of evolution is trying to link the
various parts of the project with each other it will run into trouble. If all specifications were written in a
formal language then the process could be fully automated, but they are not. It is thus necessary to make the
developer a part of the chaining process. For example, when the ‘compiler’ tries to chain a requirement with
an architecture the natural language specifications are emitted to the developer so that he/she can decide if
they are consistent.

� &RQFOXVLRQ
It is hard to cope with change in software. There are basically two ways of solving this problem (1) Make
sure that it is not necessary to change the software after the requirements phase. (2) Make it easier to change
software. We do not believe that it is possible to totally avoid customer change requests, although one can
decrease the number of them with help of various techniques.

This paper has presented a vision of how software should be developed. Chain of evolution is proposed as a
technique for decreasing the cost of change. The chain of evolution is divided into separation of concerns
and integration of work products.
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$EVWUDFW�
This document provides an introduction to Antipatterns, as well as a walkthrough of the
differences between Antipatterns and Design Patterns. It discusses pattern languages and qwan
and how they relate to Antipatterns.
It also contains three new Antipatterns:  The Quick Fix, Change And Compile and Ravioli
Programming.

�� ,1752'8&7,21
Software projects that have failed are far more common than successful ones. In fact, 5 out of 6 software
projects are considered failed, according to a survey by Ralph Johnsson [1]. This lead to the development
of Design Patterns, which try to catch good elements of software design and make the design ideas
reusable. A Design Pattern has the basic structure of three parts: a context, a problem and a solution.

Antipatterns are somewhat the opposite of design patterns. In stead of catching the good ideas, they aim
at the bad ideas in stead. Antipatterns are negative solutions in the sense that the benefits from them are
smaller than the drawbacks.

This paper will address the following issues:

• Antipattern overview. Where did they come from? What has been done in the area? What is good
about antipatterns? What is bad about antipatterns?

• Examples of antipatterns in an object oriented point of view.

• When to use antipatterns. An overview of when to use antipatterns in software development.

• Why are antipatterns criticised? Is the critique well founded? Some words from the design patterns
community, and the antipatterns response.

• The future of antipatterns. Where are they heading? What is happening?

• 3 new antipatterns: The Quick Fix (what happens when your coding in a hurry), Ravioli
Programming (what happens when object interaction doesn’t work) and Change And Compile (how
modern compilers have made bad programmers out of us).

�� �$17,3$77(51�29(59,(:

���� +,6725<

Design patterns are reoccurring design solutions to common problems, captured in a formal description.
They were introduced by an architect by the name of Christoffer Alexander [3] in 1977. They were
adopted by the software community in the 80s and in 1995 [1] was published. This was a breakthrough
for the use of design patterns in software development, and today they are an important part of the
business.

Mikael Akroyd presented the first formal description of antipatterns at the Object World West
Conference in 1996. Before this the term had no formal meaning, even though the concept of antipatterns
has been around at least as long as design patterns. Giving name to bad solutions is not a new idea.



2

In 1998 a book called “Antipatterns, Refactoring Software, Architectures and Projects in Chrisis” [2] hit
the bookshelves, and took the design patterns community by storm. In it, the authors presented something
that was similar to design patterns, but yet something completely different.

���� $17,3$77(516�$1'�'(6,*1�3$77(516

Antipatterns are somewhat the opposite of design patterns. In stead of catching the good ideas, they aim
at the bad ideas in stead. That is, in stead of the design patterns way of saying “do this”, antipatterns says
“don’t do this”. In stead of having a problem and a solution, they have a bad solution (the antipattern) and
a good solution (how to solve the antipattern). Antipatterns are negative solutions in the sense that the
benefits from them are smaller than the drawbacks. Figure 1 is taken from the Antipatterns website [9]

and is the authors of the book [2], “Antipatterns, Refactoring Software , Architectures and Projects in
Chrisis”, picture of how they relate to each other. It attempts to show how a Design Pattern or another
common solution, like a paradigm, can mutate into an Antipattern, when the context changes.

The authors see Antipatterns as complements to Design Patterns.

Antipatterns do not have to do explicitly with software design or object orientation. They occur at all
levels of the software development process, but so do Design Patterns (in a sense). The Antipatterns
Book [2] divides antipatterns into three different categories:

• Development – Antipatterns found during the actual codewriting and low level design activities of
the development cycle. An example of a Development Antipattern can be found here:
http://www.antipatterns.com/lavaflow.htm

• Architectural – Antipatterns found in high level design. An example of an Architectural Antipattern
can be found here: http://www.antipatterns.com/vendorlockin.htm

• Management – Antipatterns found in the organisation of a project. An example of a Management
Antipattern can be found here: http://www.antipatterns.com/deathbyplanning.htm

)LJXUH����$QWLSDWWHUQV�DQG�'HVLJQ�3DWWHUQV
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���� &5,7,48(�$*$,167�$17,3$77(516

Antipatterns have received a lot of criticism, mostly from the design patterns community. To understand
why, one must understand the underlying philosophy of design patterns, which is not too apparent by just
reading a book or a catalogue about patterns.

An architect for buildings, Christoffer Alexander [3], originally created design patterns. His idea was that
you could take common solutions to known problems, and make formal descriptions of them. For
example: placing the window at a certain height could be a solution to the problem of getting enough
light in to the room, using a certain tapestry could make the room nicer to be in, and so on. This was
things that “everybody knew”, but they had never been formally documented before.

������ 'HVLJQ�SDWWHUQV�DV�EXLOGLQJ�EORFNV

By combining different design patterns one could in theory compound entire buildings, blocks or towns,
just like Lego pieces that are connected. Entire cities could be made up by these Lego pieces, all fitting
together nicely and perfect. This thinking is still apparent in the software versions of design patterns. The
pieces should fit together, and antipatterns do not. You can’t use antipatterns to build beautiful cities. An
antipattern would be like a Lego-piece that didn’t fit – useless.

������ 3DWWHUQ�ODQJXDJHV

Design patterns provide an abstract description of complex solutions, which raises the abstraction layer of
a problem and makes it easier to communicate to other developers. Design patterns within a certain
domain, that are calogised in a system, are called a “Pattern Language”. This is how Brad Appleton [6]
defines pattern languages:

“$�SDWWHUQ�ODQJXDJH�PD\�EH�UHJDUGHG�DV�D�OH[LFRQ�RI�SDWWHUQV�SOXV�D�JUDPPDU�WKDW�GHILQHV�KRZ�WR�ZHDYH
WKHP�WRJHWKHU�LQWR�YDOLG�VHQWHQFHV�“

An example of a simple pattern language for webpages can be found at [10].

Building such languages with antipatterns would be just as useless as having lego-pieces that doesn’t fit.
An antipatterns catalogue, or antipattern language, would be like a dictionary over misspelled words,
according to the critiques. And what good is such a dictionary?

)LJXUH����$QWLSDWWHUQV�FDWHJRULHV
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������ 4ZDQ

Read the following sentences:

• ³6KDOO�,�FRPSDUH�WKHH�WR�D�FROG�ZLQWHUV�GD\�´

• ³6KDOO�,�FRPSDUH�WKHH�WR�D�ZDUP�VSULQJV�GD\�´

• ³6KDOO�,�FRPSDUH�WKHH�WR�D�UDLQ\�DXWXPQV�GD\�´

• ³6KDOO�,�FRPSDUH�WKHH�WR�D�ZDUP�VXPPHUV�GD\�´

• ³6KDOO�,�FRPSDUH�WKHH�WR�D�ZDUP�:HGQHVGD\�´

Why did Shakespeare [5] pick a summer’s day and not a winter’s day or even a Wednesday (it is obvious,
though, why he did not pick a Monday)? And what has this got to do with software development? Well,
not very much, but it shows some of the thinking behind TZDQ. A summers day simply has “better” qwan
than any other day, according to Shakespeare. It IHHOV better. This mysterious quality is what separates a
good painting from a bad one, a good novel from a bad one, a well built building from a poor one, and a
good software design from a bad one (at least according to the qwan enthusiasts).

Qwan is an important concept in the design patterns philosophy. It means “Quality Without A Name” (or
perhaps rather “Number”, since numbers traditionally are used to measure quality in the software
engineering community). Exactly what WKDW means is somewhat cryptic. This is how Michael Beedle [4]
tries to describe it:

“[Qwan] LV�FUHDWHG�ZKHQ�WKH�DWWULEXWHV�LQ�WKH�GHVLJQ�PDNHV�WKDW�GHVLJQ��OLYH���7KDW�LV��GHVLJQV�WKDW�DUH
IOH[LEOH��H[WHQVLEOH��DGDSWDEOH��UHXVDEOH�DQG�KDYH�RWKHU�TXDOLWLHV�RI�OLYLQJ�WKLQJV��H[FHSW�RI�FRXUVH�VHOI�
UHSURGXFWLRQ�DQG�PHWDEROLVP.”

The point is that quality has no name. If you can measure it, it's not what the pattern community is
interested in. Qwan is an unmeasurable characteristic of a design, but also the most important. It should
try to be achieved in order to assure quality in the product. Only very experienced or talented designers
know how to achieve qwan. It is sort of like painting or playing an instrument, you have to have some
talent to do it good.

But qwan has enemies too. The software engineering community has a tradition in which you have to
measure everything you do, in order to know if you’re doing it right. Everything has to be precise and
measurable. The notion of feelings, sense and taste is almost non-existent. The Zen-Buddhistic aura that
surrounds qwan is therefore something not that all software engineers approve of. In fact, some think of it
as nonsense, and claim that everything is measurable, only more or less complex to measure.

Antipatterns are far from having any good qwan. They could be seen as examples of what bad qwan can
lead to, but that is not enough to call them SDWWHUQV.

������ 0RUH�FULWLTXH

The popularity of design patterns has spread the term SDWWHUQ. Suddenly, everything should be a pattern.
For something to be called a SDWWHUQ it must be verified that it is a UHRFFXUULQJ solution to a UHRFFXUULQJ
problem. It should be something that has been done a lot of times before, but has not yet been
documented. A nice and new solution to a problem, which is described in the same way as the patterns in
the GoF book [1], is QRW a pattern (this is sometimes called a “proto-pattern”). The point is, the solution
must GHVHUYH to be called a Pattern.

James O. Coplien [7] writes:

“...is a good pattern because:

• ,W�VROYHV�D�SUREOHP� Patterns capture solutions, not just abstract principles or strategies.

• ,W�LV�D�SURYHQ�FRQFHSW� Patterns capture solutions with a track record, not theories or
speculation.

• 7KH�VROXWLRQ�LVQ
W�REYLRXV� Many problem-solving techniques (such as software design
paradigms or methods) try to derive solutions from first principles. The best patterns generate a
solution to a problem indirectly -- a necessary approach for the most difficult problems of
design.
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• ,W�GHVFULEHV�D�UHODWLRQVKLS� Patterns don’t just describe modules, but describe deeper system
structures and mechanisms.

• 7KH�SDWWHUQ�KDV�D�VLJQLILFDQW�KXPDQ�FRPSRQHQW .... All software serves human comfort or
quality of life; the best patterns explicitly appeal to aesthetics and utility. “

When the term antipatterns appeared, the design patterns community saw that as yet another way of
degrading the word SDWWHUQ. The Antipattern community, however, saw design patterns as “a commonly
used solution with many benefits to a common problem”. This means that to them the name Antipattern
becomes obvious (and of course very commercial) since it is “a commonly used solution with many
GUDZEDFNV to a common problem” – thus an antipattern. But as we have seen, a SDWWHUQ� in the sense of a
Design Pattern, is much more than that.

This means that the critique from the design patterns community is not aimed towards the antipattern as a
concept, but rather the use of the word SDWWHUQ in the name and the fact that Antipatterns is said to be
complementing the Design Patterns.

���� :+$7¶6�*22'�:,7+�$17,3$77(516"

After reading all this critique, one might be tempted to believe that Antipatterns are totally useless. Well,
they’re not, it’s just that the term antiSDWWHUQ is a little unfortunate, since it obviously steps on a lot of
toes.

Not all of the Design Patterns community is against Antipatterns. Many think of them as an excellent way
of learning from other people’s mistakes.

Antipatterns have some clear advantages. Probably the most important is that they provide a common
vocabulary for common mistakes in the industry. That is, now you can say: “Ah, I see you have a Blob
here” and everybody knows what you mean.

They also capture design decisions and solutions that are bad and should be avoided, thus putting
experience on paper. This is always important. Even more important is that they also have a solution to
the problem they present.

Another benefit when compared to design patterns is that they are often taken from the real world, and
faces problems that occur in systems that already exists, while design patterns are aimed at systems that
are to be constructed and doesn’t exist yet. This is an important point since 80% of the software life cycle
[8] is spent in maintenance.

���� :+(1�72�86(�$17,3$77(516

Antipatterns should be used as bad examples and in learning. They raise the abstraction level of common
faults and misconceptions or bad solutions, making them excellent as learning material for beginner
Software Engineers.

But another important part of an Antipattern is the solution, which it brings to the problem. An
Antipattern is not complete without a solution. This makes Antipatterns useful, not only when describing
problems, but also when trying to solve them.

���� 7+(�$17,3$77(51�7(03/$7(

The Antipatterns book [2] present a template to be used when describing antipatterns. This templates uses
term from a reference model called Antipatterns Reference Model, which is described in the book. It has
the following parts:

- $QWLSDWWHUQ�QDPH. This is a unique identifier for the antipattern. Often this is a noun phrase, for
example “Death by planning” or “Mushroom management”.

- $OVR�NQRZQ�DV. Sometimes an antipattern can be known by many names.

- 0RVW�IUHTXHQW�VFDOH. This is where the antipattern fits in to the software design-level model, which is
described in [2]. It has the following steps: idiom, micro-architecture, framework, application,
system, enterprise or global/industry.

- 5HIDFWRUHG�VROXWLRQ�QDPH. The Refactored Solution is an important part of every antipattern. It even
has its own name.
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- 5HIDFWRUHG�VROXWLRQ�W\SH� There are four different types: Software, Technology, Process or Role.

- 5RRW�FDXVHV� The root causes can be: haste, apathy, narrow-mindness, sloth, avarice, ignorance, pride
or responsibility.

- 8QEDODQFHG�IRUFHV. Tries to identify the primal forces that are ignored, overused or misused in the
Antipattern. Can be any of: management of functionality, management of performance, management
of complexity, management of change, management of IT resources or management of technology
transfer.

- $QHFGRWDO�HYLGHQFH. Used for the purpose of putting a sense of recognition in the reader, this part of
the template contains a phrase or a quote that is associated with the Antipattern. Optional.

- %DFNJURXQG� General background information. Optional.

- *HQHUDO�IRUP�RI�WKLV�$QWLSDWWHUQ� This is a description of the most general form of the Antipattern.
Often a diagram is used to help describe this. The solution proposed in the Refactored Solution part
solves the problem in this description.

- 6\PSWRPV�DQG�FRQVHTXHQFHV. A bulleted list of symptoms and consequences that result from the
Antipattern.

- 7\SLFDO�FDXVHV. This is a bulleted list of causes of the Antipattern.

- .QRZQ�H[FHSWLRQV. In some cases the Antipattern is not an Antipattern, i.e. it isn’t always wrong to
use it.

- 5HIDFWRUHG�VROXWLRQV. This is a solution that resolves the drawbacks of the Antipattern, and turns it
into something a bit more useful.

- 9DULDWLRQV. This is alternative versions of the Antipattern, as well as alternative solutions.

- ([DPSOH� Demonstrates how the solution is applied to the Antipattern, as well as examples of the
Antipattern.

- 5HODWHG�VROXWLRQV� Here are citations or cross-references that are suitable.

- $SSOLFDELOLW\�WR�2WKHU�9LHZSRLQWV�DQG�6FDOHV. This part describes how the Antipattern impacts the
other viewpoints, i.e. managerial, architectural or developer.
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���� (;$03/(6�2)�$17,3$77(516

These examples are taken from [2]. They are only shortly described to give the basic idea behind an
Antipattern. For more thorough examples of Antipatterns, see chapters 3, 4 and 5. The picture of The

Blob is taken from the Antipatterns homepage [9].

������ 7KH�%ORE

The transition from procedural based programs to object oriented has set it marks in a lot of “object
oriented” designs. One of them is The Blob Class (see Figure 3, The Blob Antipattern). It is often named
something like MainController or DataHandler, and contains lots and lots of methods and variables that
hasn’t got very much with each other to do.

������ )XQFWLRQDO�'HFRPSRVLWLRQ

Another Antipattern that stems from the mixture between object oriented thinking and traditional
programming (in this case functional programming) is Functional Decomposition. It is quite similar to
The Blob, and often appears as a “main”-function in a class that calls all the other methods in the class.

������ 6SDJKHWWL�&RGH

Probably the most famous Antipattern, the Spaghetti Code appears whenever a program is developed
with no underlying structure to it. Classes are often named as procedures, and methods are very process-
oriented. Basically, the Spaghetti Code is a collection name for badly written code.

������ 6ZLVV�DUP\�NQLIH

A Swiss Army Knife is a class or a design with too many features built in to it. It makes the design
extremely hard to comprehend. The designers include everything they can think of in to the design, but
that only make it harder to use. Classes with more than, say, 15 methods can be seen as Swiss Army
Knives. It is similar to The Blob, but does not monopolise the entire system, as The Blob does.

������ 5HLQYHQW�WKH�:KHHO

Software reuse is not as common as it should be. Design reuse is even more uncommon. Reinvent the
Wheel is when a software system is built from scratch, even though similar systems has been built before,
in the same organisation.

)LJXUH����7KH�%ORE�$QWLSDWWHUQ
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���� 7+(�)8785(�2)�$17,3$77(516

The antipatterns website hasn’t been updated since October 1998, and in Internet Time, that is an
eternity. There haven’t much talk about antipatterns on the design patterns mailing lists for the last couple
of months, and no new book is scheduled, as far as I know. There is a mailing list for Antipatterns as
well, and I joined it a couple of days ago, and there have been no postings at all so far.

So, were Antipatterns just a momentary fad? Well, the future will tell. A couple of things are for certain,
though.

- The book [2] is good reading for any software developer and provides many useful tips on what not
to do.

- Antipatterns have helped in providing a common vocabulary for software developers.

One of the major problems with Antipatterns, which make them less believable in a sense, is that
basically anything can be Antipattern. For every way of doing something right, there are a dussin way of
doing it wrong. What KDV happened, though, is that creators of Design Patterns put more energy into
describing how a pattern can be misused as well as used. That is perhaps the most long-lasting effect of
the Antipattern fad.

�� 1(:�$17,3$77(51��7+(�48,&.�),;
$QWLSDWWHUQ�QDPH��The Quick Fix

$OVR�NQRZQ�DV� Patch

0RVW�IUHTXHQW�VFDOH��Application

5HIDFWRUHG�VROXWLRQ�QDPH� Code Inspections

5HIDFWRUHG�VROXWLRQ�W\SH��Software

5RRW�FDXVHV� Haste, sloth.

8QEDODQFHG�IRUFHV� Management of change

$QHFGRWDO�HYLGHQFH� “Woops, it crashed. I know what it is. I just have to put a flag here, and change this
thing here, that ought to do it!”

���� *(1(5$/�)250

The Quick Fix often appears when a developer is in a hurry and often together with the Change And
Compile Antipattern. The Quick Fix is seldom found in code that has been inspected or reworked, as they
seem to be replaced by better solutions. They are quick fixes to a lot of the problems that pop up while
doing Change And Compile development.

Quick Fixes introduce unnecessary complexity to the code and make maintenance a real pain. This is
made extra worse since the developer making the Quick Fixes of course don’t have time to write any
comments or any other documentation.

���� 6<037206�$1'�&216(48(1&(6

• A lot of extra temporary variables that doesn’t do very much.

• Flags that mysteriously make loops exit on some condition.

• Extra “helper” functions that are not documented.

• GOTO:s.

• Generally unstructured code. Spaghetti Code [2].

• Large functions.

• Poor traceability between design and code.

• A lot of commented code (see Lava Flow [2]) that’s not used.

• Variables are reused more than once for different purposes.
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• Variable names that makes no sense.

• Comments are non existent or doesn’t add any value. In some cases they can even confuse more than
they help.

���� 7<3,&$/�&$86(6

• Stressful development environment. Too little time.

• Inexperienced developers.

• Lack of code standards.

���� .12:1�(;&(37,216

When building prototypes or testing solutions, it doesn’t matter if the code is Quick Fixed, as long as it
works. Also, while developing, some developers like to try things out as they work. The important thing
is that the code doesn’t “get out” and makes maintenance a mess later on.

���� 5()$&725('�62/87,21

Inspections of code together with a code standard can dramatically increase the quality of the code.
Inspections meetings should be held at regular intervals. During the meetings, other developers in the
same team, inspects the code of a developer and makes sure it has the desired quality.

If the reason is lack of time, the management group should look over their procedures for planning.
Inspections can however save time by catching bugs earlier in the development process.

���� 9$5,$7,216

Change and compile is similar to Quick Fix, but more focused at the process of development, while
Quick Fix focuses on the code produced.

���� (;$03/(

The following example is taken from one of my first programs. Notice the use of temp variables (there
are 4 of them, at least), the large size of the function, how variables are reused, and how some special
values of for example the variable IF is treated in special ways.

void functions::readRoads()
{

char ch;
char temp[80];
int road;
int dist;
int velocity;
string tempCity(80);
string t(10);
vector<string> cityVector=readCities();

matrix myMatrix(cities,cities);
matrix roadMatrix(cities,cities);
matrix velMatrix(cities,cities);

//Initialise matrix
myMatrix=calculate.init(myMatrix);
//Set filecounter at beginning of file
fc = 0;
//Make sure file is opened
assert(file!=0);
while (fc<size) {

//Special case for 0
if (fc==0)

road=findRoad();
//Next line
nextLine();
if(file[fc]==’*’)

road=findRoad();
//Set ch
ch=file[fc];
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//Find city 1
if (((int)ch>64) && ((int)ch<94))

tempCity=findCity();
//Find current city in vector, to know which row in matrix
for (int i=0;(cityVector[i]!=tempCity)&&(i<cities);i++);
//Now read the distance and speed
ch=file[fc];
if (((int)ch>47) && ((int)ch<58))

dist=readNumber();
else

dist=10000;
ch=file[fc];
if (((int)ch>47) && ((int)ch<58)){

velocity=readNumber();
fc--;

}
else

velocity=10000;
nextLine();
ch=file[fc];
if (((int)ch>64) && ((int)ch<94))

tempCity=findCity();
for (int ii=0;(tempCity!=cityVector[ii])&&(ii<cities);ii++);
if (dist!=10000)
//Insert number
if (dist<myMatrix[i][ii]) {

myMatrix[i][ii]=dist;
roadMatrix[i][ii]=road;
velMatrix[i][ii]=velocity;

}
if (dist<myMatrix[ii][i]) {

myMatrix[ii][i]=dist;
velMatrix[ii][i]=velocity;
roadMatrix[ii][i]=road;

}
//Previous line
for (fc;(file[fc]!=’\n’)&&(fc<size);fc--);

}
floyd(myMatrix, roadMatrix, cityVector, velMatrix);
return;

}

���� 5(/$7('�62/87,216

The solutions for the Change And Compile Antipattern are applicable here as well.

�� 1(:�$17,3$77(51��&+$1*(�$1'�&203,/(
$QWLSDWWHUQ�QDPH��Change and Compile

$OVR�NQRZQ�DV� The Hasted Cycle, Gun At Your Head, The “What-If-I”-loop

0RVW�IUHTXHQW�VFDOH��Application

5HIDFWRUHG�VROXWLRQ�QDPH��Think Before You Talk

5HIDFWRUHG�VROXWLRQ�W\SH��Process

5RRW�FDXVHV� Haste, Sloth

8QEDODQFHG�IRUFHV��Management of change

$QHFGRWDO�HYLGHQFH� “What if I change this variable, and just add this function here. That ought to do it.”

���� +,6725<

In the Jurassic age of programming, compilers were expensive (if they even existed) and large mainframe
computers were used. Programmers had to send their code to the place where the computer was, have it
executed there, and it could take days before the result came back. This forced the programmer to really
think through their code, to be certain that is was error free, so that not days or even weeks would go to
waste.
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Nowadays, it is completely different. With just a push of a button, a large program is compiled in seconds
on a modern computer. You get the result immediately, and this has dramatically changed the way some
people program, not only for the better.

���� *(1(5$/�)250

You have spent weeks on the requirement analysis, your design is top-notch and now all that remains is
the coding. You roll up your sleeve, open another can of jolt cola and begin. You write some code that
makes out the engine of the program your writing. Compile. 50 errors. Darn. Turns out you have
forgotten a semi colon, you have to change some data types, and you rearrange some code and try again.
8 errors. Better, but still some errors. A little more poking around finally decreases the error count to 0.

You continue in the same manner for a while and eventually the entire program is written and compiles
just fine. Now, let’s do some testing. Compile and run test case number 1. Whoops, you’ve made a
mistake. It’s a for-loop that doesn’t end as it should. You make some changes and try again. It doesn’t
work. You make some other changes, compile and run. Still doesn’t work. After about 50 changes you
have traced the problem to a totally different place than you first thought. You’ve added some helper
functions, you changed some private variables and you had to add a new member to a function call. Now,
let’s get to test case number 2...

Change and Compile is what happens when a developer who is writing code, makes changes to the code
without really thinking about what she is doing. Just to get it through the compilation and perhaps solve a
particular problem, swift changes are made. It often happens at the end of the development phase (or the
end of the day, or the minutes before lunch, etc.), when programming just isn’t as fun as it uses to be, and
you just want to get your product finished and out the window.

Many, many developers use Change And Compile constantly when developing programs. The
philosophy is to add one feature at a time, and always have an executable version of the program. This is
fine, if you have a good design and has run a couple of scenarios on that design before you begin.
Otherwise it is very easy to come in to a side-track that will cause major problems when implementing
some feature in the future.

���� 6<037206�$1'�&216(48(1&(6

• Poor traceability between the design and the code, as they grow further and further apart.

• Developers put more of their trust in the development tools, than in their own capability of solving
problems. A tool is never better than the programmer who uses it.

• The design is poorly documented or non-existent.

• Maintenance becomes hard, since a lot of the code has been developed incrementally and is poorly
documented, due to the haste in which it was developed.

���� 7<3,&$/�&$86(6

• Developers have lost interest in the project and just wants to get it finished.

• New technology has made it too easy to develop. Changes are made so easy that the developer
doesn’t think their changes through properly before making changes.

• When a developer does maintenance on code that has been developed by someone else, and their is a
lot of Lava Code [2], the chance is that Change And Compile will be used, causing the code to be
even more hard to understand.

���� .12:1�(;&(37,216

When building prototypes or just trying out ideas, the Change And Compile might be a fast and effective
way of getting results quickly. But be sure to not use the code after the prototype is finished, at least not
without thoroughly documenting it. See the refactored solution to the Quick Fix Antipattern for
suggestions on how to solve some of the problems that are common in code that has been developed
using Change And Compile.
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���� 5()$&725('�62/87,21

It is important to control this sort of behaviour, as it is easy for any developer to fall in to this cycle.
There are three levels to this solution:

- The Cleanroom Engineering approach. Do it all “by hand” in stead.

- The Process Improvement approach. Improve the change process and traceability handling.

- The Daily Build approach. If you’re working on a big project, do daily builds of the entire system.

������ &OHDQURRP�DSSURDFK

The most drastic way is the Cleanroom Engineering approach, in which developers are divided into two
teams; one codewriting team, and one testing team. The codewriting team does not have any access to
compilers. They rely fully on mathematical verification of the software they write. They hand over the
code to the testing team in increments, and the testing team verifies the correctness of it. This is a method
that has caused a lot of publicity and has been known to be very effective. But it is only for the ones who
dare take the step of letting go of the compilers. It also requires a rather large organisation.

������ 3URFHVV�LPSURYHPHQW�DSSURDFK

If your organisation doesn’t wish to take that step, the other thing to do is to make process improvements
on your traceability and change request routines. The aim must be to document every change you do, and
that also forces you to stop for a while and think things over.

Traceability is how well your documentation and code is kept together. If you can pinpoint the place in
your code where a certain requirement is fulfilled or if you can bring out the test specification that tests a
certain piece of code in a second, than your traceability is probably quite good.

������ 7KH�'DLO\�%XLOG�DSSURDFK

If you’re working on a big project, do daily builds of the entire system. This usually pushes people to
perform better, and have better control of their source code, since no one wants to be the one with the
code that breaks the build or inserts bugs to the system.

Finally, try using pen and paper a lot more when programming. They are actually unbeatable tools for
thinking things over, and getting a clear image of what to do next.

���� 9$5,$7,216

The Change And Compile Antipattern is closely related to the Quick Fix Antipattern. The major
difference between the two is that Change And Compile is one of the major forces behind The Quick Fix,
and that the latter is more focused on the code being produced, while the first is more focused on the
process used.

�� 1(:�$17,3$77(51��5$9,2/,�352*5$00,1*
$OVR�NQRZQ�DV� The Wholly Encapsulation, No Object Is an Island

0RVW�IUHTXHQW�VFDOH��System

5HIDFWRUHG�VROXWLRQ�QDPH� Object Interaction Framework

5HIDFWRUHG�VROXWLRQ�W\SH��Software

5RRW�FDXVHV� Apathy, avarice, ignorance, pride

8QEDODQFHG�IRUFHV� Management of complexity, technology transfer.

���� *(1(5$/�)250

A major problem in older systems is global data that is being accessed from all over the system. This is a
nightmare when doing maintenance. One of the major benefits of the object-oriented paradigm is the
ability to encapsulate data into objects, thus hiding implementation details and data, and only provide an
interface to the outside world.

The encapsulation can, and has been know to, get out of hand, though. Objects become islands, and the
state of the object is totally invisible to the outside world. The object-oriented paradigm of today does not
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have very much support for more advanced object interaction, for example different levels of access to an
object. This is one of the major drawbacks with the model of today.

It is not only the encapsulation that can lead to Ravioli Programming, though. Ravioli is not only made
up of the little chunks of meat and pasta, but also the gravy that connects everything to everything else.
Complex systems that are not sufficiently modularised or thought trough seems to be throwing huge
messages at just about everything and everywhere. This becomes the equivalent of Spaghetti
Programming [2], applied to design.

���� 6<037206�$1'�&216(48(1&(6

• Trouble getting objects to communicate with each other in a sensible way.

• The use of too many get-methods, as a way of getting out of the mess – thus introducing the gravy.

• Passing along entire objects as parameters or using big structs as parameter objects.

• Creating and deleting objects with short lifespans.

���� 7<3,&$/�&$86(6

• Designers and developers want “too much” to be object oriented without having the proper
knowledge or experience about object oriented design.

• Lack of knowledge about the limitations in the programming language used.

• The system is very complex, with lots of classes and a lot of message passing.

• Developers are hung up on encapsulation, thinking that is what object orientation is all about.

���� 5()$&725('�62/87,21

There are many exciting research projects going on, that tries to improve the object oriented paradigm.
But as long as none of the larger languages support the new solutions, developers of professional
software are stuck with the tools and languages of yesterday.

But all hope is not lost. If you find yourself with a design that looks and feels like ravioli, there are a
couple of things you can do about it. These are:

1. The use of inheritance to share protected methods between objects. This is the most obvious way of
sharing common behaviour between classes. It only supports the sharing of interfaces, though, and
not state.

2. If you’re developing using C++ as language, the keyword IULHQG can be useful. This is not a very
nice solution, though, as it totally breaks encapsulation between the involved classes.

3. There are many nice design patterns that deal with object interaction, for example the Observer
pattern and the Mediator pattern [2].

The best solution is to build an entire framework for object interaction. This sounds like a lot of work, but
in fact it might be worth the extra time. The framework could work as an abstract communication type, or
you could implement filter behaviour.

The Observer pattern [1] is a good base for such a framework.

���� .12:1�(;&(37,216

Ravioli Programming does not have to a bad thing. In smaller systems, it is often good to keep the
encapsulation at a tight level, and having methods with large parameter lists is not so important.

���� 9$5,$7,216

The Stovepipe [2] is Ravioli Programming in a larger scale, with components or subsystems in stead of
classes. Lasagne code, is the name that monolithic designs has been given (Italian food seems to be
popular...). An attempt to change one layer, while conceptually simple, is often difficult in practice.
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���� (;$03/(

“At one time, we were about to write a compiler for a rather simple mark-up language. We wanted to do
it good, and with an object oriented design to be prepared for future changes. Every construct in the
language became a class with its own parse method and code generation method.

It turned out though, that the complexity of the whole thing became too much to bear. At the end we had
stacks and heaps being passed along every function call (which was now up to 6 parameters and
counting). Objects were created and deleted like mushrooms.

It ended up with us doing a Parser-class with local variables and parse-methods for each language
construct in stead of classes. It was much simpler and faster, even though it wasn’t as object oriented as
we first had hoped it would be.”

�� $17,3$77(516�$1'�2%-(&7�25,(17$7,21
Antipatterns are not object oriented, but they support the kind of reasoning that is behind Design Patterns
(which do not have to object oriented either).

�� &21&/86,216
Antipatterns are not as closely related to Design Patterns as the authors of the book [2] would want us to
believe. They share some common philosophical cornerstones, but also some major differences. These
differences are:

- You can use Design Pattern as building blocks to construct larger systems. This is not the case with
Antipatterns.

- Pattern Languages. In theory, you could make Antipattern Languages, but they would be of little use.

- The Qwan concept, which is an important part of the Design Patterns philosophy (according to its
followers), is not applicable to Antipatterns.

This paper also introduces 3 new Antipatterns:

- 7KH�4XLFN�)L[. One of the most dangerous mistakes to do while developing software is to rush
through any of the developing phases, especially implementation, which is described here.

- 5DYLROL�3URJUDPPLQJ��Ravioli Programming is to object orientation what Spaghetti Programming
is to procedural based programs – an Antipattern named after food. It is also what happens when
objects are to locked up and encapsulation is taken to the extreme.

- &KDQJH�DQG�&RPSLOH. Modern day compilers and integrated development environments allows
developers to make more errors per minute than ever before. Change and Compile is what happens
when developers stop thinking about the whole system and only focuses on getting the next error out
of the system.

�� 5()(5(1&(6
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$EVWUDFW
Some components are more reusable than other, they are easier to use and to
understand and they seam to fit in any context. The interface of those
components, or their programming model follows some common principles.
This paper presents some guidelines to follow when designing component
interfaces. The components discussed in this paper are binary, such as CORBA
or COM objects and not huge frameworks.

Guidelines for method design, component state and events are presented.
Together with the design guidelines a general process for interface design is
presented.

�� ,QWURGXFWLRQ
One of the promises of object orientation was its ability to provide means for reuse. Systems
developed using an object oriented approach should be well encapsulated and its parts should be
easy to reuse. However, this promise has not yet been totally fulfilled. Studies have been made on
projects that have used reuse with success, but there are also many problems associated with it.
One of the problems with reusing already existing components (component is defined later) is that
it is often hard to interact with the component. Either is the interface to detailed and exposes the
internal working of the component or is it to abstract and impossible to do any concrete work with.

There are three major forms of reuse today: design, code and binary reuse. Design reuse is most
attractive and hardest to use of these techniques [Castek]. When the abstractions from one system
design is used for another system, design reuse is practiced. One popular form of design reuse is
design patterns. Code reuse is probably the most widespread form of reuse. Code can be reused in
a number of different ways, for example class libraries, by inheritance (if this is a form of reuse
has been discussed) and by cut and paste code from one project to the other. Code reuse in some
form has probably been around since the dawn of programming.

Binary reuse is a different form of reuse, since it allows a developer to assemble components into
an application. The components are objects that are “bigger” than ordinary objects used in
traditional object orientation, examples can for example be a spreadsheet, communication or
database access objects. These components are reused at the binary level and could therefor be
implemented in any language that supports the object model in which the component should be
used. The object model is the underlying environment in which the components operate. Examples
of such object models are CORBA and COM.

This paper will present some guidelines for component interface design, method design,
component state representation and event will be discussed. A method that can used for interface
design is also presented.
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This paper is organized as follows; first is the concept of component discussed in more detail.
Then follows a short description over a design process for interfaces and some general guidelines.
In chapter 4-7 different aspects of interface design are discussed and some design rules are
proposed. The paper concludes with a summary of the guidelines.

�� 'HILQLWLRQV
This chapter will give some definitions to the terms that are used in this paper.

���� &RPSRQHQW
In order to be able to compare and discuss the construction of an interface to a component it is
necessary to have a definition of component to build the interface on.

A component is a black box and the users of the component do not need to know anything about
the internal structure or its implementation. A client to a component depends only on the services
provided by the component and not the exact implementation. The services the component
provides are specified by its interface. Since the client does not care about the internals of the
component, it can be implemented using any kind of language, object oriented, procedural, etc as
long as it supports the object model.

A component can have one or more states, which can change either by direct modification of it’s
corresponding variable or by invoking some of its methods. A component can notify other
components in a system by firing events that are caught by other components.

A more formal definition of a component can be found in [Han]. Han suggest that a component
should be defined as follows:

&RPSRQHQW� �DWWULEXWHV���RSHUDWLRQV���VWUXFWXUDO�FRQVWUDLQWV���RSHUDWLRQDO�FRQVWUDLQWV
��HYHQWV���PXOWL�LQWHUIDFH��VFHQDULRV���LOOLWLHV

An explanation of the parts that contributes to the definition of a component may be in place. The
DWWULEXWHV and RSHUDWLRQV are the same as in the accepted definition of objects [Booch] i.e. they
constitute the state and behavior of an object. The set of attributes and operations contains both
those that are internal to the component and those that the component exposes through its
interface. The internal design of a component is out of this paper’s scope. The architectural
specification language Rapide [Luckham et al.] have an interface type which specifies what an
component provides for methods. These methods are the same as the operations of an interface in
this definition.

Some states of a component can only be archived by some special combination of the values of the
attributes. The compositions of the valid the internal attributes are limited by the VWUXFWXUDO
FRQVWUDLQWV on the component.

The operations of a component might not be allowed to be called in some particular pattern. The
order of which the operations are allowed to be called are specified using the RSHUDWLRQDO
FRQVWUDLQWV. This is similar to that of an object is captured by a state transition diagram.

When using components in a system, it is often desirable that the component can notify the system
when it changes its state. This is known as reactive control. For example, when the state of the
component changes, the component can fire HYHQWV to other components in the system. This is the
equivalent of the required interface in Rapide.
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When a system consists of many components, it is common that several components use one
component in different ways. They see the same component from different angles, they perceive
the component as if it had more than one interface, i.e. it is PXOWL�LQWHUIDFHG. When different
components interact with one component, the component is used in different contexts or
VFHQDULRV.

The last part of the definition of a component is the LOOLWLHV, these are all the non-functional
requirements of the component. Examples of illities are reliability, security, testability,
performance, etc.

���� :KDW�LV�WKH�GLIIHUHQW�EHWZHHQ�D�FRPSRQHQW�DQG�DQ�REMHFW"
In the object oriented paradigm a component and an object seam to be the same thing. Both have a
state and expose some sort of behavior. They can both be invoked and used by other objects or
components. In accordance with the object oriented paradigm they both encapsulate their internal
properties and are only accessible from the outside using a well defined protocol or interface. So
what is the difference between an object and a component, if there are any?

The implementation of components separates the interface from the implementation. In COM, and
in other component models, is the interface of a component specified using a specific Interface
Definition Language (IDL). A component can then implement one or more interfaces using almost
any language, either object or procedure oriented as long as it supports the IDL. The internals of a
component have no relevance to the component’s clients.

A component is distributed in binary form and not as source code. The user of a component does
not have to care about the implementation details of the component.

[Hal] states that components should “grow out-of and above” objects. This assumes that a
component is larger than an object. A component is constructed of several internal objects and
encapsulated by a common interface.

Another definition of a component is a framework. A framework is a (large) number of classes
with a defined interaction model that is instantiated into an application or a part of an application.
Several frameworks can be composed into an application, there are some problems related to the
composition of frameworks [Mattson]. Frameworks are generally distributed in source code.

���� 3URJUDPPLQJ�0RGHO
In [Sterns] a programming model is defined as ³WKH� VHW� RI� LQWHUIDFHV�� SURSHUWLHV�� PHWKRGV� DQG
HYHQWV� H[SRVHG� IURP�D� FRPSRQHQW´� The programming model is the interface that a component
expose, this means that this is what client use when interacting with a component. This is often
refereed to as the object model of a component. But the object model is rather the environment in
which the component operates. For example, on the Windows platform, COM is the object model
while the different interfaces exposed by the components in the system are programming models.

The following chapters will describe different issues that should be considered with designing
component interfaces.

�� 7KH�GHVLJQ�SURFHVV
This section will discuss one approach for an interface design process. The method is based on use
cases and scenarios.
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When a graphical user interface is designed, the engineer focus on what the user will do with the
interface and tries to make the operations that are frequently used as accessible as possible. The
same is true for component interfaces. The most frequently used operations must be easy to use
and understand. A good way of finding out what the users want to do with the component is to
create scenarios. When developing the scenarios it is important not to think about how the
internals of the component should work. What is important is to find the features of the component
and which of them are most appreciated by the users.

When a new programming model should be designed, first decide which will be the top 5 to 10
used programming scenarios for the component. Then, without thinking too much about the
internals of the module, write the code that makes most sense for those scenarios. The code should
be as simple and logical as possible. By this method, the basics of the interface will be discovered.
Parts where difficulties can occur as well as where shortcuts can be made will be identified.

As an example, consider the design of a component that should handle FTP transactions. The
implementation of such a component would have to handle sockets, connections, streams, files,
etc. But the developer using the component does not want to think about such issues (if he did
he/she could write the component by himself). The most used scenarios would include tasks such
as copy files to and from the server, list the files and directories on the server, etc.

One of the most important features of the component is the ability to copy files between the client
and server. The following code is a sample of how the component could be used for file transfer
from the client to the server. The sample is Visual Basic code and assumes that the component has
been instantiated and named FtpSession.

FtpSession.Connect “ftp.house5.se”
FtpSession.Copy “/foo/afile.zip”, “c:\download\afile.zip”
FtpSession.Disconnect

This shows a simple way of connecting and downloading a file from a ftp server, but it could be
made even simpler. For example, the component could automatically connect to the server if the
address was included in the first argument to Copy
(“ftp.house5.se/foo/afile.zip”)  and if the second argument was omitted the file is
downloaded to the current directory. However, this simple interface is still powerful enough to,
say, stream the downloaded file to a database or upload it to another ftp server.

The principle used here is “0DNH�WKH�FRPPRQ�WKLQJV�HDV\�DQG�PDNH�WKH�DGYDQFHG�WKLQJV�SRVVLEOH”
[Sterns].

Another important aspect of interface design it to be consistent with the environment that the
component is going to be used in. The interface has to be consistent with:

n &RPSRQHQWV� LQ� WKH� VDPH� OLEUDU\� If more than one component is delivered in the same
library, it is hard to work with them if the are designed in different ways.

n 7KH� FRPSRQHQW¶V� FRQWH[W. A component will probably be used in cooperation with other
components. The interface of the component should be consistent with those other
programming models. However, in some cases it is impossible to be consistent with several
other components since they can for example have contradictory designed interfaces, a
reasonable compromise have to be made.

When designing an interface, there are often a number of existing components and interfaces that
the new interface should interact with. Those interfaces may be out of date and the ways they are
used is impractical or hard today. It makes no sense of following the design rules for those
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interfaces since they will not make the interface any easier to use. Design is a creative process
where decisions have to be made. Those decisions must reflect the need of the customer and not
blindly follow historic design rules. “&RQVLVWHQW�VWXSLGLW\�LV�VWLOO�VWXSLGLW\” [Stearns].

With these general guidelines in mind, some more concrete rules for interface design will be
presented in the following chapters.

�� 6WURQJ�YV��ZHDN�FRQWUDFWV
The interface of a component is sometimes also refereed to as the contract of the component. The
contract can be either strong or weak. When a client asking for a particular interface clearly
understands what it is asking for, the contract is said to be strong. When a client is not sure what it
is asking for, but knows what it wants from a component, then the interface is weak
[Brockschmidt].

The following code represents the drag and drop features in OLE. The arguments to the operations
have been left out to increase the readability of the code.

interface IDropSource : public IUnknown
{
HRESULT QueryContinueDrag(…);
HRESULT GiveFeedback(…);
}

interface IDropTarget : public IUnknown
{
HRESULT DragEnter(…);
HRESULT DragOver(…);
HRESULT DragLeave(…);
HRESULT Drop(…);
}

As mentioned are these interfaces implemented by components that want to support drag and drop
behavior. The IDropSource  interface is implemented by the component that is being dragged.
The component can be asked whether it should continue to be dragged or not and if any feedback
should be given (for example how the mouse cursor should look like). A component that
implements the IDropTarget  interface is a potential target for the object being dragged. The
component is notified when the mouse enters, leaves and moves in its target window. When the
component that is dragged is dropped, the object receives a Drop message.

This is an example of a strong interface. When a client asks for an IDropSource  interface, it
knows what it gets. The methods that are available through the interface have only to do with other
components being dragged or dropped over its window.

A weak interface, or contract, is when there are methods in the interface that have nothing to do
with the functionality that the client wants to archive. For example:

interface IDropComponent : public IUnknown
{
HRESULT QueryContinueDrag(…);
HRESULT GiveFeedback(…);
HRESULT DragEnter(…);
HRESULT DragOver(…);
HRESULT DragLeave(…);
HRESULT Drop(…);
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}

In the IDropComponent interface contains methods for both the source and the target of a drag
and drop object. When a component should be dragable, it will implement the
IDropComponent interface and specify an implementation for the first two methods. But, what
about the other methods? They will only return E_NOTIMPL (a return value in COM stating that
this method is not implemented by this component). On the other hand, if a component wants to be
able to receive dragged objects, it implements IDropComponent, provides an implementation
for the last four methods, and consequently returns E_NOTIMPL for the other two.

Weak contract are confusing in the sense that when a client asks for the interface, it will receive
more than was asked for. With the use of strong contracts, the returned interfaces are easier to
understand.

n 8VH�VWURQJ�FRQWUDFWV�ZKHQ�GHILQLQJ�LQWHUIDFHV�

�� 0HWKRGV
There are a number of issues to consider when designing the methods in an interface. Questions
such as how many method should an interface have, method coupling and cohesion, structure and
usage of arguments, etc must be answered during design.

Venners defines three kinds of methods in [Venners]:

n 8WLOLW\�PHWKRGV – A method that does not use or modify the state of the component. An
example of a utility method could be a method real cos(real a) in a math component
that returns the cosine for a arbitrary angle a.

n 6WDWH�YLHZ�PHWKRGV – A state view method is a method that returns some view of the current
internal state of the component. A state view method in a car component could return the
current speed of the car, which is calculated from some internal parameters only known to the
car itself.

n 6WDWH�FKDQJH�PHWKRGV – When a state change method is invoked on a component, some of its
internal attributes changes their value. In the car component, a method accelerate would
result in, among other things, that the number of revolutions per second for the wheels
increase.

The number of methods in an interface is important in order to make the interface easy to
understand and to use by other clients. [Brockschmidt] argues that a good designed interface has a
small number of methods, preferably fewer than 6 but up to 12 is accepted. We think that it is hard
to limit the number of methods since this is probably dependent of the domain and context the
interface should be used in. What is important is to keep the interfaces as strong as possible and
remember to avoid composing interfaces with methods that are used in different contexts.

���� 0LQLPL]H�FRXSOLQJ
A method in an interface should be as independent from other methods as possible. The methods
should not have to be called in a special order to get them work. Method coupling looks at how the
inputs and outputs of a method is related to the rest of the interface.

The coupling between methods has more to do with the concrete implementation of an interface.
However, it must be considered during the design of the interface as well.
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���� 0D[LPL]H�FRKHVLRQ
Methods do things. On the lower level, a method takes some data as input, operates on it and then
returns it. To minimize coupling the dependencies between the input and output of different
methods decrease. On a higher level method do things as “make the car go faster”, “upload this
file to that ftp site” and “clone this component and give me a copy”.

Cohesion looks at the degree which a method accomplish one conceptual task. The more a method
is focused on accomplish one task, the more cohesive the method is. The advantages with high
cohesion are:

n If the method focus on a single task, it is easier to choose a name that better describes the
purpose of the method. For example, the method float
ConvertFarenheitToCelcius(float farenheit) better describes what it does
than float Convert(float fromUnits, float toUnits, int amount).
You might guess what the convert method does, and it can be possible that it can convert from
Fahrenheit to Celsius, but it requires more than just looking at the method name to deduce this
[Venners98b].

n It is easier to maintain the internal implementation of the component since each method in its
interface performs one conceptual task. When changing the implementation of a method in an
interface with less cohesive methods, it is likely that the behavior of other, unrelated, tasks
also changes.

���� $UJXPHQWV
Arguments given to a method should all have a clear purpose. An argument that controls what
should be performed by the method should be avoided if possible. The Convert method given as
example above uses the two first arguments to check from and to which units the amount should
be converted. This is not good, but there are even worse examples: many methods in the Win32
API behave differently depending on the arguments. It is common that when NULL is given as
some parameter value, the method returns the number of bytes of memory that should be allocated
when the method is called the next time. This is confusing for the client and makes the code that
uses the interface hard to read and understand.

The arguments passed to a method in an interface should be named after their purpose. This will
make it easier both to implement the interface and for clients to use the component. Parameters
should be made optional if there is a sensible default value.

If a method takes to many arguments, it tends to be hard to use. It is hard to define a maximum
number of arguments, since it is highly dependent on what the method should do. However, when
the number of arguments reaches over five or six, the method might need to be redesigned.

���� $Q�H[DPSOH�RI�PHWKRG�GHVLJQ
interface ICaffeeCup : public IUnknown
{
HRESULT Modify(long action, long amount);
… // more methods.
}

This is an example of a bad interface, the methods have low cohesion. The method Modify  takes
an argument which defines in what way the cup should be modified. This is not good, since it
makes it hard for the client to know what to is possible to do with the cup. The client must specify
in what way the cup should react to the Modify  message that is sent to it, this is accomplished by
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different values for the action argument. It is harder to show the coupling between the methods in
the interface, since the degree of coupling is dependant on the way the component is implemented.

The implementation of the Modify method contains a case statement that will switch on the
action parameter. Valid values for action can for example be add, sip, spill and wash. The
implementation must also be capable of handling any invalid values of action, i.e. it must specify
an default behavior. The values of the action argument should be defined using constants and
not explicit numbers or strings.

One way to make this interface easier to use is to increase the method cohesion. By splitting the
method Modify into smaller, more conceptual right methods, it is easier to understand the
interface. Each valid value of the action argument generates a new method in the interface. In this
example, this will lead to four new methods as shown in the following code:

interface ICaffeeCup : public IUnknown
{
HRESULT Add(long amount);
HRESULT Sip(long amount);
HRESULT Spill(long amount);
HRESULT Wash();
… // more methods.
}

This interface clearly marks what its methods intend to do. The control variable in the previous
version of the code has been removed and the modify method have been replaced by four new
methods.

���� 0HWKRG�H[SORVLRQ
There is however a risk associated with too high method cohesion. It is be easy to start dividing
method into new methods, which in turn are divided, etc. This will create a very large number of
methods in an interface, which will be even harder to understand and use. For example, the
Modify method mentioned above is divided into Add, Sip , Spill and Wash. Add could be
divided further into AddAmout1 , AddAmout2 , AddAmount3  etc. This is perfectly valid
according to the rule of as high cohesion as possible, but it will not make any sense for the user of
the interface.

If the guidelines are followed to strictly, it will not lead to any good interfaces. They will have too
many methods in order to be useful. Design is not an automatic process, while designing an
interface the designer must think about what he/she is doing. The balance between the
maximization of method cohesion and the number of methods in the interface must be kept at a
reasonable level.

n 7KH�EDODQFH�EHWZHHQ�PD[LPL]DWLRQ�RI�PHWKRG�FRKHVLRQ�DQG�WKH�QXPEHU�RI�PHWKRGV�PXVW�EH
NHSW�DW�D�UHDVRQDEOH�OHYHO�

n ,I�WKH�QXPEHU�RI�DUJXPHQWV�WR�D�PHWKRG�H[FHHGV�ILYH�RU�VL[��UHWKLQN�\RXU�GHVLJQ�

n ,I�WKHUH�LV�VHQVLEOH�GHIDXOW�YDOXHV�IRU�DQ�DUJXPHQW��WKH�DUJXPHQW�VKRXOG�EH�RSWLRQDO�

�� 6WDWH�UHSUHVHQWDWLRQ
A component that implements an interface will be in a number of different states during its
execution. A component can have more than one state, and a state can be calculated from values of
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one or more of its internal attributes or given direct by an internal attribute. For example, a car
component can have states as speed and level of gas in the tank. The speed is calculated from the
number of rotations per minute of the wheel and the size of the wheel. The level of gas in the tank
is represented by one attribute in the component’s implementation.

The question is whether the interface should expose the state speed or the attributes that are
needed to calculate it. This has been a topic for many discussions and many papers have been
written in the subject [Bosch].

Since an interface by itself does not have any concrete attributes, the abstract state seams as the
most reasonable way to express the state or states or a component. This approach will allow for
more independence between the interface and its implementation.

For example, a car interface can have the attributes wheel rotation and wheel size that should be
retrieved by client when they want to calculate the speed. This will work, even if it is a bit
cumbersome to use. But when a new car component that uses a new technique for driving without
wheels is developed and it should use the same interface. In order to be able to calculate the speed
of the car, the component will have to fake some values for the rotation and wheel size. If the
interface instead had used the abstract state speed, both the new and the old car component would
be easier to use. The responsibility for the speed calculation would be the component and not the
client’s.

In some sense, this is the same as method cohesion; a state, or method, should be accessed by a
sensible name. If not using abstract states to represent the component’s states, there is a risk that
the interface will suffer from state explosion. State explosion is similar to method explosion, when
an interface expose a very large number of states.

n 8VH�DEVWUDFW�VWDWHV�WR�GHILQH�WKH�VWDWHV�RI�D�FRPSRQHQW�

�� (YHQWV
Components use events to communicate with other components in the system. For example, when
the state of the component change, it can notify other components via events. An event interface is
an interface that a component implement when it wants to be able to catch events fired by another
component.

GUI components fires events frequently, mouse events for example are sent from a component
when the user moves the cursor over its window. But events are also useful in non GUI
components, communication components can for example fires events when the upload of a file
has been completed.

The rules that apply for methods that are used for invoking methods in an interface are applicable
on event interface as well. Make the contract of the event interface as strong as possible, maximize
cohesion and be observant on the number of events and arguments to the events.

One aspect that have to be considered when components fires events is the reentrancy behavior.
Even if this problem is more related to the actual implementation of the component, it is worth
mentioning here. Even if the application that uses the component is not multithreaded such
problems might occur. For example, if the component fires an event and the code that handles the
event invokes another method in the original component, then it is reentered. This can cause
problems if the state change and the event is fired again, causing the component to be called again,
which fires a new event and so on.
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�� &RQFOXVLRQ
A bad interface makes reuse difficult. If a component’s interface is hard to understand and to use,
the component will not be used. Some guidelines for how to make better interfaces have been
presented in this paper and are summarized here:

n Make the common things easy and make the advanced things possible

n Consistent stupidity is still stupidity

n Use strong contracts when defining interfaces.

n The balance between maximization of method cohesion and the number of methods must be
kept at a reasonable level.

n If the number of arguments to a method exceeds five or six, rethink your design

n If there is sensible default values for an argument, the argument should be optional.

n Use abstract states to define the states of a component.

Note that the guidelines presented in this paper should be taken for what they are; guidelines. They
are not the absolute truth when it comes to component design. Different components require
different design methods and guidelines. There is no such thing as an design cookbook, the
engineer must think and make decisions that sometimes violates the given rules but makes sense in
the system that is designed. This can be summarized in the following principle:

n When designing software – Follow the guidelines. Be creative. Break the rules.
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$EVWUDFW
Anyone of you that have kids know how fast they are developing during their first years,
you also know that it is not until they get a bit older that signs of what they can do, will
start to show. Java is less then 1300 days (i.e. not even 4 years old) and already showing
great power and strength.

Now how can I state this? Well that is what this report will try to show, with first
indicating the foundation that Java is built on then moving on to show how performance
can be measured and finally show how Java can be optimized that is both with tools and
by hand.

�� ,QWURGXFWLRQ

���� +RZ�LW�DOO�VWDUWHG
To grasp the performance topic and realize what parts that should be optimized it is essential to understand
the background of Java and the characteristics of the language.

January 15, 1991 the “Stealth Project” had it’s first meeting in Aspen [SunWorld 9506]. This is considered
to be the start of Java history. At this meeting Bill Joy, Andy Bechtolsheim, Wayne Rosing, Mike Sheridan,
James Gosling and Patrick Naughton attended. The goal for the project was to do research in the area of
computer applications in the consumer electronics market [Abrams98]. After two years of developing and
researching, the star-seven *7 was produced. *7 was a PDA like device that Gosling called a “handheld
remote control” [SunWorld]. *7 impressed management but were never a marketing success.

But the technique that was invented during the “Stealth Project” (later known as “the Oak” project) was the
foundation for Java. James Gosling started out by using C++, but found it insufficient and started adding on
to it calling it C++ ++. This was still insufficient so he created a whole new language. First called Oak, later
on Java (The name Java comes from a major brain storming session and is taken from the initials of -ames
Gosling, $rthur 9an Hoff, $ndy Bechtolsheim.  Those involved in the Oak project). The first version of
Java was written in C and was later ported to Java it self.

The first version of Java and HotJava (the web-browser implemented in Java) was presented to the public at
SunWorld’95 May 23 1995. After this the Java hysteria was born.

The next version of Java, JDK1.1 was presented to the public in the beginning of 1997, and the current
version of Java, Java2 (previously known as JDK1.2) was released to the public in December of 1998.
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�� :KDW�LV�-DYD"
³-DYD�� $� VLPSOH�� REMHFW�RULHQWHG�� GLVWULEXWHG�� LQWHUSUHWHG�� UREXVW�� VHFXUH�� DUFKLWHFWXUH� QHXWUDO�� SRUWDEOH�
KLJK�SHUIRUPDQFH��PXOWLWKUHDGHG��DQG�G\QDPLF�ODQJXDJH´�[JavaTeam 0598]. These are all buzzwords that
are used to describe Java. To explain what this means I will point out what they refer to.

���� 6LPSOH
Most of the programmers use C and most of the object-oriented use C++, therefor it is quite natural that Java
resembles C++ to a very great extent. But there are some major differences; the possibilities to use operation
overloading, multiple inheritance and the usage of pointers have all been removed. Main reasons for them
being removed is that they are often great sources of errors and confusion. There are also some parts added,
like garbage collecting and explicit memory management.

Another aspect of being simple is being small. One of the goals of Java is to enable the construction of
software that can run stand-alone in small machines. The size of the basic interpreter and class support is
about 40K bytes, adding the basic standard libraries and thread support adds an additional 175K. This can
vary a bit depending on the version of Java.

���� 2EMHFW�RULHQWHG
Object orientation is possibly the most overused buzzword of all in our industry. But none the less it has to
be mentioned that Java is object-oriented. If we are to compare the object-orientation degree with some
thing, Java is essentially as object-oriented as C++ with the extension of Object C.

���� 'LVWULEXWHG
James Gosling designed and wrote Java to be used in distributed environments. As we look at Java this is
clearly shown, Java can access a network and in the same way that locally stored resource are accessed. In
other words distribution is built in as a core functionality of the language.

���� 5REXVW
The background of Java is in customer electronics, that is small-integrated systems that can’t be restarted
every hour, memory leaks is not accepte. With this in mind we can clearly conclude that Java has to be
robust.

For example the main change for a C++ programmer when starting to use Java is to leave the pointer model
behind. This is also a big advantage for the compilers that can perform subscript checking at compile time.
Also the fact that Java emphasizes on early possible problems, late dynamic checking and eliminates error
prone situations.

Java is a strongly typed language (as C++) but in comparing to C++ we can conclude that Java do not have
to carry the inheritance of C so implicit declarations are not supported.

���� 6HFXUH
As said before Java is intended to be used in network / distributed environments so a great deal of emphasis
has been put into security. For example the changes to the semantics of pointers make it impossible for
applications to falsify access to data structures or to access private data in objects that they do not have
access to. This closes the door on most activities of viruses and prevent a lot of other security problems.
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���� $UFKLWHFWXUDO�1HXWUDOLW\
Java is created with the demand that it should be able to run on all platforms that a Java interpreter can
execute on, this means no demands on operative system or processor can be made from Java. This is again
one of the main advantages of Java, and also one of the major disadvantages as we will explore further down
in this report. How this architectural neutrality is achieved will also be explored further on.

���� 3RUWDEOH
Both the primitives’ size and behavior is specified in the specification of Java, for example floats follows
32-bit IEEE 754 floating point number and an “int” is always a 32-bit signed integer. The latest version of
the compiler is written in Java and the runtime environment is written in ANSI C with a clean portable
interface.

���� ,QWHUSUHWHG
The Java interpreter can execute Java byte codes directly on any machine to which the interpreter has been
ported. And since linking is a more incremental and lightweight process, the development process can be
much more rapid and exploratory. As a part of the byte code stream, more compile-time information is
carried over and available at runtime. This is what the linker's type checks are based on, and what the RPC
protocol derivation is based on. It also makes programs more suitable for debugging.

���� +LJK�SHUIRUPDQFH
Before Java is interpreted Java is compiled to byte code. Normally the performance of byte code is adequate
but there are a number of tools to increase performance. This will be explored in detail further on in this
report. There is one fact that has to be kept in mind; the Java byte code is designed to be easily translated
into machine code so the translation is fairly simple and direct. The compiler also makes some compile time
optimization (if not told otherwise by compile directives).

����� 0XOWL�7KUHDGHG
Java has a sophisticated set of synchronization primitives that are based on the widely used monitor and
condition variable paradigm introduced by C.A.R.Hoare [Hoare 74]. The reason that multi threading is so
effective in Java is that the previous mentioned paradigm is implemented in the Java language instead of
some class library of API.

Real-time behavior of Java varies from platform to platform depending on what support the specific
platform has for real-time behavior. Java threads are simply using those means of threads that is available
from the system. This works of course both as an advantage for Java and a disadvantage.

����� '\QDPLF
Java is making the connections between modules very late, actually not until run time. This means that the
interface of a class can change without effecting the clients (if it doesn’t affect the task that is to be
performed).  A class can only inherit from one class (that is only one mother class can exist) but it can have
as many interface classes as needed. Interfaces promote flexibility and reusability in code by connecting
objects in terms of what they can do rather than how they do it.

����� 6XPPDU\
As we have pointed out here, Java is a language that is created for the need of a system developer and easy
enough for new developer to grasp. It facilitates all those aspect that is wanted and needed in a development
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language.  But there are of course some drawbacks, and this is what the rest of my paper will deal with and
hopefully some solution to show how these problems can be avoided.

�� 3HUIRUPDQFH
Performance can be measured in many ways, for example with SPECjvm98 [SPECjvm98] or implementing
different basic type operations [Hardwick_1]. These tests are completely different and indicate different
performance aspects of the Java language.

SPECjvm98 measures performance of a Java Virtual Machine (JVM) since the JVM is an essential part of
the Java environment. These tests are very applicable for comparing how well the portability issues are
handle and how architectural neutral the Java implementations actually are.

Java Micro-Benchmarks tests another aspect of Java, the aspect of how long time a certain operation
requires to be performed. Again it is highly up to the JVM and the machine code that it produces as well as
it highly depends on the platform it runs on.

None of these tests are very suitable for comparing to another implementation language.

In this part of the report I will look closer into what these two tests actually measures and interpret what it
actually means.

���� 63(&MYP��
SPECjvm98 is a test suite that includes seven different tests and are meant to be used for comparing
different Java Virtual Machines (JVM). The seven different tests each test different features in the JVM.
Let’s take a closer look at them and evaluate what they are good for.

The first test is a 200_check test, it is not included but has to be performed to measure basic constants as
different forms of path selector, how long it takes to access different forms of methods, variables and so on.
This is a mini version of the [Hardwick_1] test.

The first test that is actually included in the test is the 201_compress test. It is an implemented Modified
Lempel-Ziv method (LZW). It compresses and decompresses a file that is included in the test. The test is
created in such a way that a lot of search and replace is done within the data mass.

���BMHVV is the Java Expert Shell System that is based on the NASA CLIPS, basically it tries to solve a
puzzle with logical rules a lot of times. It also evaluates itself and adds more rules. This is a test with a lot of
branching in the code and it also creates a lot of objects.

���BGE is the third test of the test suite, it creates a virtual database in the memory and add, removes, finds
and sorts the database over and over again. The operations that are performed are read from an operation file
and the test ends as the operations file ends. The objective of this test is to evaluate the memory access of
the JVM.

���BMDYDF are a test that compiles the javac for 1.0.2 multiple times. The compilation is a hard test on things
like memory, lexical analysis and those other parts that is involved with a compilation.

���BPSHJDXGLR are the fifth test of the SPECjvm98 suit and it performs a decompression of a 4MB large
ISO MPEG Layer-3 audio file. Decompressing a mpeg file involves a lot of searching in a matrix table and
both reading and writing to a file. The size of the problem is significant.

���BPUW are a Java raytracer. It creates a picture from a test model; raytracing includes heavy calculations
and is also very heavy in the area of recursive loops.
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The last test is ���BMDFN that are a compiler-compiler that creates itself. The description of the jack compiler
is read from a file and the result is outputted to another file. Jack uses a special description language to
create itself, which is a set of logical rules.

As we can se most of these tests involve heavy calculations, massive memory allocation and a large amount
of branching. For each test a score is calculated based on how well they perform compared to a Status Quo.
test, i.e. the test suite done on a 133MHz 604 PowerPC. Each one of the scores is then used to calculate a
base score figure.

Unfortunately these tests can not be fairly compared to similar tests performed with another implementation
language but as SPEC states on their homepage, “similar tests are created for C++ and other similar
languages”. First when this is done a comparisation can be done of how Java actually is performing.

All test results that are reported to the SPEC group are also published (in their completeness) on the SPEC
web. Right now we can see that the highest scoring computer is an IBM computer (model: Netfinity 5500
8660_11U) using the IBM JDK 1.1.7, but it must be said that a lot of computers are trailing just behind.

Hopefully there will be a large step forward as the next version of the JDK is being tested.

���� 0LFUR�%HQFKPDUNV
Douglas Bell published a paper on optimization in September 1998 [Bell] that dealt with the area of how to
optimize Java, in this article there is a section about performance in Java, in particular small operations
performance i.e. Micro-Benchmarks. Micro-Benchmarks is a way to measure how long time the smallest
operations require.  It might sound easy to put together this sort of test but there is a list of considerations
that has to be looked into before any sort of conclusion can be taken.

Let’s first look at what sorts of Micro-Benchmarks that [Bell] considered.

������ :KDW�LV�PHDVXUHG

In Douglas Bell’s paper there are ten different categories that are measured, although only nine are actually
used for the evaluation.

To make a benchmark test for a single operation and measure this is almost impossible. The normal way to
do this is to do multiple runs of a single operation and then calculate how long one single operation requires
by dividing the time with number of operations. When this is done there is naturally a measurement
overhead that has to be deducted. In the “Calibrate “ benchmark this overhead is measured. Douglas Bell has
reversed the normal Micro-Benchmarks a bit and instead he runs the test for 1 second and then interrupts the
test. The calibration time is added to the 1 second, and in the benchmark the number of iterations are
calculated.  This is a very smart way to do it because of limitations in Java. Java can not report time in
smaller units than milliseconds.

When the calibration has been dealt with the test can actually start. The first test in the [Bell] paper is a
“Mixed” test where a collection of tests from other benchmarks is performed. This test can either be a part
of the large test where all benchmarks are done or it can be used as a quick benchmark where only the main
tests for each benchmark is performed.

The next part of the Micro-Benchmarks is the “Loop” part. As the name implies it is concerned with loops.
There are two different types of loops that are tested, the empty loops and the array loops. Array loop is a
loop that for example copies a loop or moves through a loop performing a task.
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“Variable” part of the Micro-Benchmarks is benchmarking how long it takes to access variables declared in
different ways, for example local, global, in another class, static or final static. Also if it requires more time
to access an integer variable than a float variable.

As we stated earlier in this paper functions do not exist in Java, but methods, and the next part of the Micro-
Benchmarks test is the “Method” part. In here methods are timed under various conditions. For example
how much time is required for a method to be invoked with one argument. Also invocation in different
classes (objects) is timed.

Java has all operators that C++ has and even some that C++ lack. The next part of the Micro-Benchmarks
test is the “Operator” part. It times execution of arithmetic operators on different data types. For example
“Byte <<= 1”.

Java is as we know pure Object Oriented and strongly typed, for this to work in a good way casting is more
or less necessary. In this part of the Micro-Benchmarks, the “Casting” part is timed, that is how long is
required for an object type to be cast to another object type. Also the use of the “instanceof” expression is
timed. “Instanceof” is a very useful way to check if an object type can be casted to another object type.

Instantiation of an object or array is generally known to be a costly operation, this part of the test (the
“Instantiation” part) will time exactly how much time it takes.

Exceptions are another central part of the Java language that is used very frequently. Exception has to be
caught and dealt with as they are thrown. The “Exception” part of the Micro-Benchmarks is dealing with
exactly that, how long does it take to catch and throw an exception? The instantiation of an exception is
measured in the “Instantiation” part.

One of the main strengths with Java is the thread handling ability. This is of course an overhead that has to
be calculated with if the performance is important for the application. In the “Thread” part of the test a
comprehensive measurement is performed on threads, that is instantiation, execution and task switching with
“wait() and notify()”.

������ (YDOXDWLRQ

Is the Micro-Benchmarks actually answering any of our questions, which are questions about how good
performance there is in the Java language then? I have to say that is depends on how the statistics are used.
The fact is that it is very difficult to use a benchmark to compare it with another language. I have a few
points that really have to be considered.

Is the platform that the test is performed on a valid platform for testing? There can be absolutely nothing
else running on the platform, that is no background processes or scheduled processes. Take for example the
situation where a process has to be switched out or interrupt the “calibrate” part of the benchmark. Then this
part would take much more time then it actually would do (that is during normal circumstances).

How is the Benchmarks timed? Douglas Bell uses a timing device that I never seen before (it is quite
clever), that is the benchmark test is started in a separate thread, then another “timing” thread is started.
When both threads are stable (with stable is refereed to as the normal operation level, that is “timing” thread
in “wait” position and the timed thread doing it’s task) a signal is passed to the “timing” thread to start it’s
business. Then the “timing” thread resets a counter in the timed thread that counts how many times the
operations is performed. As the “timing” thread has used up it’s time i.e. one second the counter is retrieved
and the timed thread can be killed. Now we can find out how long time each operation uses. Of course
aspects of how good the timing method works might be a problem here, that is if sleep() is used the language
specification only states that the sleep time is only a minimum of the amount of time that it will sleep, no
guarantees are made for it to wake up at a specific time.
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What is the purpose of the measurements?  If the measurements are done for evaluating a Java version or a
certain JVM then these measurements are good, but to evaluate an application using these measurements is
not really valid. Of course a calculation can be done with these measurements as a basis but that would be a
quite large task…

Platform independence performance measurements are really hard to do in Java; this is mainly because of
that the different platforms are so different. For instance if an application works fine on a UNIX machine
there is nothing that say that the performance will be equal on a MAC. It does not even matter if the JVM
that is used is the same version from the same company. There is too big a difference between the different
platforms.

���� 6XPPDU\
To measure the performance in Java is not easy, especially if it has to be compared to another language.
Usually it is the performance on a certain JVM that is being measured. Of course arguments that the
performance of a JVM is the same thing as the performance of Java can be argued but it is not. I think that if
performance for Java the language is going to be measured it has to be done on Java processor on a Java
station. By letting the processor it self interpret Java (i.e. a Java processor) the machine dependency will be
loosen up and not as important for the tests. Unfortunately none exist on the commercial market yet. The
Java stations that are sold now contains a SUN Microprocessor 100Mhz and they still have to run a software
JVM to execute a Java application.

�� 2SWLPL]DWLRQ
Now performance measuring is not a total waste of time, if we look at the trends in the measurements we can
draw some conclusions. Especially the [Hardwick_1] and [Bell] are useful in this sense. From these result
we can see what operations that we should avoid (if possible) and what operations that might be better
choices in creation operations.

Also the [SPECjvm98] test is useable for analytical grounds, not as much for how different things should be
implemented but for what compiler, JVM, JIT that should be used. Also the configuration of the target
platform can be chosen based on the information from [SPECjvm98]. Now this is a totally different part of
optimization that I will not look any further into.

���� 2EMHFWLYH
To optimize an application there are a few basic rules that have to be followed [Hardwick_2]. These rules
are not Java specific so they can and should be used for all implementations.

• Write your program without regard to possible optimizations, concentrating instead on making sure that
the code is clean, correct and understandable. Only if the code is too big or too slow then it is time to
consider optimization.

• Don’t forget about the 90/10 rule, this means essential that 90% of the result can be done with 10% of
the effort. In any implementation 90% of the lead-time is spent on details that only stands up for 10% of
the application. By using a profiling tool it can be found out where the most execution time is spend,
that is what should be optimized because it is there the goal for the optimization can be reached.

• Before any optimization correct benchmarks should be done. When the optimization is performed
another benchmark should be done. Without this there is no way in knowing if the optimization was
successful or not. Make sure that the benchmark really is benchmarking those parts of the application
that the optimization is concerned with.
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• Always research the algorithms and data structures so it is the right one that is used. Avoid algorithms

like the bubblesort ( O(Q�) ) or array ( O(Q) ) storage when there are better solutions. For example there
is the ( O(�) ) Java hash table. The data structures and algorithms that are used should be chosen on the
basis of the need in the application. If the data amount is small or operations are only performed on the
first object an array might be the right choice even if it is slow in searching and some other aspects.

• Always try to optimize on the highest possible level that is if optimization that is needed can be made at
an architectural level or a design level this is where it should be done. Don’t try to compensate a poor
design with a highly optimized implementation.

���� -DYD�2SWLPL]DWLRQ

������ -DYDF�FRPSLOHU�IODJV

In the Java compiler i.e. javac, there is an optimization flag “-O” that should always be used as the first level
of optimization. Of course it should not be used until the application / system works as intended and
performance problems are identified i.e. with profiling.

The level of optimization that the compiler does is at this point minimal (this will change as Java is
continued to be developed). There are three default actions that are performed.

• Constant folding, the compiler exchanges statements like i=10*10 to i=100.

• Branch folding, this means that unnecessary “goto” code is avoided.

• Limited dead code eliminator, no code is created for statements like if(false) q=100;

As the continued development of Java and Java compilers (i.e. javac) the number of optimizations done in
the compiler will increase.

������ -,7

JIT compiler or Just In Time compilation is another standard way to optimize Java code. This is actually not
done at compile time but at execution time. For none graphical Java applications or Java applets it will
generally increase the performance speed with 10% to 30%.  There is a number of different JIT developer,
such as Symantec (this is included in the JDK development environment), HP, Microsoft and SUN. All of
these JIT perform slightly different but they all have two basic functions. First they optimize the byte code
for the environment that shall be executed on and then in real time compiles the byte code into machine
code.  Both in Internet Explorer and Netscape have JIT compilers implemented in the environment.

Different JIT compilers are slightly better than others on special areas, so a JIT that is really good at
optimizing numerical expression can be lousy on optimizing GUI’s and vice versa. Therefore it is really
important to research which JIT should be used.

Both the JIT compiler and the “-O” compilation are optimizations that the developer doesn’t really have any
control over. How they optimize the code is hard to pin point down, and is outside the scope of this paper.
But as long as the benchmarks are done before and afterwards it is fairly easy to see if these optimizations
worked.

������ -$9$5

Javar [Bik & Gannon] is a pre-compiler for javac that identifies implicit parallelism into implicit parallelism.
What this means is that loops and multi-way recursive methods that can exploit implicit parallelism are
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found and transformed.  This is done already at a Java code base i.e. with the source file. Since Java uses a
special naming convention for how source files are generated the original code is saved into a backup file
and a new source file is generated and passed on to the javac compiler. By doing this [Bik & Gannon] states
that parallelism is simplified and less error prone.

But beside from these obvious advantages the parallelism is expressed in Java code instead for some sort of
machine specific code so the portability of Java is preserved even if javar is used.

������ 1DWLYH�0HWKRGV

If the portability is not an issue (which it should be with Java) there is always an option to use JNI i.e. Java
Native Interface. This means that some parts of the application is written in another language and compiled
for a specific system (SunOS, Windows for example) the native methods are then called upon from the Java
application and used as a normal method.

There are several advantages to this method if the method that was identified with the profiling can be
written in C or C++ instead and therefor gain in performance, then this should definitely be done. Remember
the 90/10 rule. Also in some cases there are things that simply can’t be done in Java, for example accessing
special hardware or creating links in UNIX. If these tasks are necessary for the system to work then writing
them in another language is a good option.

But of course there is always the concern about portability and architectural neutrality that we talked about
earlier. If JNI is used the native method that is implemented has to be ported to those system that the
application is meant to be used on, which in some cases could be a many.

������ 7UDQVODWLRQ�LQWR�&��1DWLYH�FRPSLOHUV�

There is a number [Tobo] of transformers on the market that translate the Java source code into normal C
code (hopefully ANSI-C) and then compiles the application. Depending on what type of application that it is
used on the performance gain can vary a lot.

How much of the Java API that is supported by these translators also varies but some of them supports the
full Java API, including threads. Some have [Tobo] implemented special translations of the specific API that
belongs to Java, for example [Tobo] have rewritten the Java AWT library.

To translate a Java application into C or any other language is good if the platform that it is distributed too
has got a compiler for the language. The application is written in Java and then distributed, with a good
installation program there should be no difficult task to perform the compilation as the application is
installed. This will improve things as configuration control and the developer only has to develop one
application before the distribution can be done.

������ 5HXVLQJ�2EMHFWV

One of the best ways to optimize an object-oriented language is to reuse objects that have been disposed.
The reason for this is that creating them is a time expensive operation. Creating an object takes about ten
times as long as just changing a value in it and use it again. There will be some overhead to deal with those
objects that have to be kept in memory for the next time they will be used. There is always a trade off
between code size and performance.

Also the fact that there is a lot of objects being created it can lead to memory problems. In [SPECjvm98]
figures are stated for how many objects that are created at each run, for example the 202_jess test (see above
for details) allocates about 748 MB during it’s execution. Keeping in mind that normal computers don’t
have this much memory we can easily deduct that a whole lot of garbage collection will occur. Garbage
collection is implemented in the run time environment in Java so the developer has almost no control over it.
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Each time the garbage collection starts working the rest of the application has to halt until it is finished (this
might vary between different run time environments) and this is not appreciated in most systems (especially
in real time implementations). If instead the object can be reused some of these problems can be reduced.

Not all objects are worth saving, some will only be used once and some objects are so complex that the
saving of them for reuse will not pay off. These objects can only be identified by profiling and other sorts of
memory benchmarks. Also in the design stage of an implementation these objects can be identified.

������ +LJK�OHYHO�RSWLPL]DWLRQ

All of the previous mentioned optimization techniques works fine in special cases and should be used when
they fit. But the main optimization should be made already at the design stage of the development
[Champeaux]. Not only is this the most natural stage for optimization but it is also the easiest way to do it. A
well-designed system is much easier to optimize and those parts where performance might lack can easily be
identified if the designer is somewhat experienced. Useful tools for optimizing designs are patterns and other
known working solutions. Also the reuse of already made code pieces can help because focus can be put on
parts of the system that have to be optimized instead of those parts that already are optimized. Java is highly
reusable if it is treated correctly.

���� 6XPPDU\
I have shown a number of good ways to optimize Java code, both with compiler, pre-compiler, translators or
by just keeping some simple rules in mind about how the Java language works.

But there is certain knowledge that has to be retrieved before any optimization can be done.

• Finish an application before any optimization is done.

• Identify where optimization has to be done, this is easily done by profiling the application

• Measure performance both before and after that optimization have been done. Only by doing this can it
be verified that the optimization was successful.

• Remember that there is always a tradeoff between performance optimization and size optimization.
Almost always does performance optimization lead to larger applications and almost always this is
acceptable.

�� &RQFOXVLRQ
Java is a language with lot of potential, just during the last four years it has developed from an internal
product from SUN to one of the leading developing languages in the world. If Java is compared to C++ it
has been stated that the speed of Java now is about twice the speed as C++ had at the age of four (that is four
years after it was first introduced).

I have presented a couple of known ways to measure the performance of Java. These might at a first glance
seem useless because performance is dependent on what platform, operating and the load of the machine that
it is measured upon. But if used wisely it is a must have tool for doing any serious optimization. If the
present performance is not known we will never know if the optimization helps or not.

Further on I have also presented a wide variety of optimizations techniques. The easiest way is to rely on the
compiler to perform its task. Both the built-in compiler optimization and the JIT optimization that is
performed at runtime leads to significant performance gain. Also the translation road might lead to great
performance gains but this is on the other hand breaking one of the Java cornerstones, the portability. The
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same goes for usage of the JNI (Java Native Interface) interface. To use a pre-compiler might be a better
choice, it rewrites the Java source code in such a way that implicit parallelism can be taken advantage of.

At design and implementation levels of the development there is of course also a number of optimizations to
do. Everything from choosing the correct algorithm for data storage and calculation to the sense of reusing
objects. Reuse of object is a good technique to use if it is feasible, because of the nature of object oriented
languages and the lack of control of garbage collection in Java the overhead in both memory and
performance can be substantial. Reuse of objects has to be implemented already at a high-level design and it
is often up to the designer to remember these things.

�� $FNQRZOHGJPHQW
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$EVWUDFW
Multithreaded applications which are executed on multiprocessors can suffer from poor performance caused by
frequently allocating and deallocating dynamic memory. This paper addresses this problem and gives a few
different approaches to solve the problem when using the Java platform.

One of the solutions would be to use a Java virtual machine that will solve the problem for you, but then you would
not have a platform independent application. Therefore, optimizing an application for a certain virtual machine or
even a certain platform is not a good idea.

This paper mentions some design and implementations techniques that could help to minimize the problem and
therefore get multithreaded Java applications that also have a good performance when used in a multiprocessor
environment.

���,QWURGXFWLRQ

Multithreading is a way to write parallel applications which can make use of a multiprocessor computer. However,
multithreading can lead to runtime problems which can cause that adding more processors does not lead to a speed up
or results even a negative speed up. The reason for this negative speed up is the dynamic memory management.
Dynamic memory handlers are often inefficient and do not consider multithreaded applications at all. 

Today the object-oriented model is often use for software development because it makes the design easier and it
improves the maintainability of a system. However, object orientation makes much more use of dynamic memory.
When using C++ the programmer can choose to use place certain variables on the stack and thereby avoiding the
problem with dynamic memory. When programming in Java this choice does not exist: primitive datatypes are place
on the stack, but all other variables are allocated with help of the QHZ�� method and are placed on the heap.

[Häggender 98] discusses a way to optimize dynamic memory management on a multiprocessor. However, th
focuses on C++, which is not a pure object oriented language and some of the solution are not applicable to la
like Java.

Java is a platform independent language, a Java application should be able to run on every machine as lon
exists a virtual machine for that platform. Because Java is an interpreted language it is relative slow. Being
make efficient use of a multiprocessor can the speed up it needs to meet its performance requirements.

The first sections in this paper describe the problem with dynamic memory management. Section 4 will giv
different design and implementation strategies that can help to avoid the problems. Then these solutions
evaluated. In Section 6 these solutions will be evaluated. In Section 6 related work will be discussed and in
section a conclusion to this paper will be given.

���'\QDPLF�0HPRU\�0DQDJHPHQW

In both procedural and object-oriented programming languages dynamic memory is often used because it en
programmer to write more flexible programs. However, the dynamic memory management used is often n
efficient. Object-oriented design techniques often encourage to design datastructures in a more flexible and
way, but this object-oriented way often increase the usage of dynamic memory management.
1
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Where in the procedural model most of the times one PDOORF�� call takes care of the allocation of the whole
datastructure, in the object-oriented model it is in most cases necessary to use several calls. For deallocation of
datastructures the same thing applies. The example given in Figure 1 is taken from [Häggender 98] and dem
this difference between a C and a C++ datastructure.

The object-oriented model often encourage to define an object as a composition of other objects. This will imp
flexibility and reusability of the code, but it also increases the number of memory allocations that are needed t
a C++ object. In the example given in Figure 1 the C version of &DU will take one memory allocation while the C++
version will take 20 allocations.

)LJXUH����&�DQG�&���GDWDVWUXFWXUH�H[DPSOH�

In a multithreaded application all threads share the same heap for dynamic memory. To insure that memory a
by different threads does not get them mixed up the functions for allocating and deallocation dynamic memory
be reentrant. Another way would be to protect these functions from simultaneous usage.

In most implementations the C library functions for dynamic memory management, PDOORF�� and IUHH��, are not
reentrant and therefore they have to be protected against simultaneous usage. In the Solaris implementation t
protected by a global mutex, which means that only one thread at a time can allocate or deallocate dynamic 
When two threads try to allocate memory at the same time, the second one will be blocked until the first
finished.

In a single-processor environment only one thread will be active at a time and therefore it is very rare that thi
will be blocked when trying to allocate memory. This will only happen when another thread was rescheduled 
had locked the mutex.

In a multiprocessor environment different threads can run simultaneously on the different processors. 
multiple threads can be active at the same time, there is a much bigger possibility that multiple threads are 
allocate memory at the same time. Therefore, in a multiprocessor environment the risk that a thread is block
trying to allocate memory is much higher then in a single-processor environment.

According to [Häggender 98] can multithreaded object oriented applications running in a multiprocessor envir
suffer from bad performance when these applications need to allocate and deallocate dynamic memory fre
These performance problems are related to the previous discussed problems with the dynamic memory man
Häggender and Lundberg discuss two different solutions in their paper.

The first solution would be to replace the standard heap implementation with a parallel version in which the 
divided into a number of areas. After a processor is rescheduled it will try to find an unlocked heap area
necessary it will create a new heap area.
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The second solution discussed in [Häggender 98] is to redesign the application to minimize the number 
allocations as much as possible. This can be done by placing certain variables on the stack instead of the he
allocations are not only faster, but every thread has its own stack. Another way to minimize heap allocations w
the use of memory pools. Certain objects showed to be very good candidates for reuse. Instead of dealloc
objects after usage, they where put into a pool. When the same kind of object was needed again, one of the 
the pool can be used instead of allocating a new object.

���-DYD

One of Java’s most important features is its platform independency, because this makes it very to write a 
which can run in every environment as long as there is a Java virtual machine available. The fact that Ja
interpreted language makes a Java application very slow when compared to for example a C++ program. Th
to divide the different tasks in a Java application over multiple processors can give the application the spe
needs to meet its performance requirements.

The Java programming language has built-in support for multithreaded applications. This makes it relative 
write multithreaded Java programs compared to C or C++ where the programmer has to find an external lib
thread support Java has all this built in. The standard way of using multiple threads of execution in Java
intuitive. Implementing the 5XQQDEOH interface gives objects the possibility to execute in its own thread.

The Java API provides the programmer with a 7KUHDG class that supports methods to start or stop the thread and t
thread priorities. The V\QFKURQL]HG keyword provides an easy way to mark sections of code or hole methods to e
that these parts are not executed by more then one thread at a time. Classes that should have the possibility t
own thread should implement the 5XQQDEOH interface. The UXQ�� method defined by this interface will be th
stereotyping of new threads.

Also Java programs can suffer from the problems caused by dynamic memory management, but most of the 
mentioned in [Häggender 98] are not applicable to multithreaded Java applications. The first solution, replac
standard heap implementation by a parallel version, would probably also give good results for Java appli
However, Java is an interpreted language and therefore the decision which heap implementation is used is 
the programmer of the Java application, but is up to the one implementing the Java virtual machine.

An easy way to solve this problem would be to reimplement the Java virtual machine and make sure the used
implementation is parallel. In that way every new written Java application would run well on a multiproces
However, this would reduce the platform independency because the application would not be able to run on
virtual machines. Changing the implementation of the virtual machine is not considered in this paper.

Therefore the second solution, redesign the application to minimize the number of heap allocations and deall
would be a much better solution. However, placing variables on the stack to minimize heap allocations is
option. Besides for primitive data types like integers and characters which are always placed on the stack, 
only reference data types like objects and arrays which always has to be created by a call to the QHZ�� method.

Deallocating objects is not a concern of the programmer. This will be done by the garbage collector.

Besides the problems mentioned before when using an object-oriented application on a multiprocessor, the 
can introduce new problems. The Java programming language provides the programmer with a very large A
support for a hole range of different standard functionality. However, when programming a multithreaded app
which makes heavily use of these datatypes has always a chance that the above problems get worse.

To give an example of this consider the class 6WULQJ. This class is a read-only object. The result of a change o
object of a class 6WULQJ is not the same but a newly allocated object. When concatenating another object to a6WULQJ
object, first an object of class 6WULQJ%XIIHU will be created and the change will be made to this object. Afterwards
6WULQJ%XIIHU will be used to allocate a new 6WULQJ object, which will be returned to the caller of the method. In th
way every change to a 6WULQJ object causes at least two extra memory allocations.

Another example is the 9HFWRU class. When a new 9HFWRU object is created the internal array will be allocated with 
initial size. Whenever the array gets to small it has to be reallocated to fit the new size.
3
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Multithreaded object oriented applications executed in a multiprocessor environment can suffer from serious
problems caused by the dynamic memory management that can only handle one thread allocating or deallocation
memory at a time. Adding more processors to a computer will enlarge the maximum number of threads that can be
active at the same time and therefore enlarge the chance that more then one thread at a time tries to allocate or
deallocate memory.

Because changing the virtual machine is not considered focus the solutions discussed in this chapter on design and
implementation issues that can help to avoid the problems caused by memory management. This is merely done by
minimising the number of memory allocations and deallocations.

�����5HXVH�3RROV

One way to minimize the number of memory allocations and deallocations would be to reuse objects. Every time an
existing object can be used instead of creating a new one will save some memory management. First the use of thread
pools is discussed and after that the use of general object pools.

�������7KUHDG�3RROV

In [Lea 97] discussed Doug Lea a lot of different design patterns for concurrent programming. His opinion about
parallel programming is the following:

Parallel programming is concerned with techniques that improve efficiency by exploiting 
multiple CPUs, normally connected according to particular parallel machine architectures 
(for example, a hypercube). Parallel software design focuses more on parallelizing not-
obvious-parallel problems, while concurrent software design focuses more on coping with 
intrinsic concurrency.

Furthermore he states that some of the design patterns discussed in the book make most sense in multiprocessor
environments, but these design patters do not address algorithms designed for a certain hardware architecture.

My personal opinion differs from Doug Lea’s opinion, parallel programs should be written in no other way
concurrent programs. Only when specific problems are met, like the one discussed in this paper, differen
principles should be used. Where possible it would be even better when these principles where used in all 
that way we ensure we write portable programs, which are not bound to a certain architecture or even to 
virtual machine.

One of the most important features of Java is its portability, which however is also a big reason why the langua
slow. Because it is slow, it is more important to make use of several processors when these are available. B
designing the applications to be able to fit in a certain architecture it will take away the portability and therefore
the main reasons to use Java.

Before using the design patterns from [Lea 97] in an application which possibly has to run in a multipro
environment, the designer should carefully examine the design. Like mentioned before, to be able to run as ef
possible the number of heap allocations should be minimized, because this is where the problems start.

In many of the design patterns in the book of Doug Lea the active object which takes care for a certain
reallocated every time that task is needed. However, this newly created task is not any different then in the 
invocation. Only the object on which the task has to be performed will be different. The Thread-Per-Message 
one of the design patterns discussed in [Lea 97]. An simple example is give in Figure 2. An object of type )LOH,2 will
create a new )LOH:ULWHU object which will be started in its own thread every time the ZULWH%\WHV method is called. 
4
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In Figure 3 another version of )LOH,2 is give, which keeps a vector with sleeping )LOH:ULWHU objects. If the method
ZULWH%\WHV is called while this vector is not empty, one of the )LOH:ULWHUV from the vector will be taken and restarted
with new arguments. This requires that the )LOH:ULWHU after finishing the write command will put itself in the
ZULWHU3RRO and calls the 7KUHDG�VOHHS�� method afterwards.

Another way to implement the thread pool version would be to generate a certain amount of )LOH:ULWHU threads
directly when the )LOH,2 object is created. Then the calling thread can be put to sleep when no )LOH:ULWHU is available.
This would be a simple way to have a maximum number of active )LOH:ULWHUs.

)LJXUH����7KUHDG�SRRO�)LOH,2�H[DPSOH�

�������2EMHFW�3RROV

One of the solutions mentioned in [Häggender 98] was quite similar to the thread pool idea discussed in the 
paragraph, but instead of only reusing threads, all kind of objects are potential for reuse. This kind of reuse ca
a higher amount of reuse because there always exist more objects then threads in an application. It is howeve
find reusable 7KUHDG objects then normal objects.

�����(IILFLHQW�LPSOHPHQWDWLRQ

The previous section discussed the possibility to reuse datastructure to minimize the number of memory all
Another way to minimize memory allocations would be to optimize the number of needed memory allocati
choosing efficient implementations.

������8VDJH�RI�-DYD�$3,

The classes in the standard Java API can be implemented in a way which increases the problems address
paper. Examples of these inefficient implementations are the standard 6WULQJ and 9HFWRU classes.

An 6WULQJ object is read-only and can therefore not be changed directly. Methods that modify a 6WULQJ�object do not
change the object they are called on, but instead return a modified copy of the string. At first glance this does n
to be a big problem, but consider the example in Figure 4. In this example an object of type ,QWHJHU is concatenated to
a an object of type 6WULQJ.

public class FileIO {
public void writeBytes(String fileName, byte [] data) {

new Thread(new FileWriter(fileName, data)).start();
}

}

public class FileIO {
Vector writerPool;
public void writeBytes(String fileName, byte [] data) {

if(writerPool.isEmpty()) {
Thread(new FileWriter(fileName, data)).start();

}
else {

FileWriter writer = writerPool.firstElement();
writerPool.removeElement(writer);
writer.restart(fileName, data);

}
}

}
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The 6WULQJ�class is very flexible; it is possible to convert almost every type of object to an object of type 6WULQJ. The
conversion of an object is done by the method WR6WULQJ�� which is defined in class 2EMHFW�and therefore inherited by
every other object. When the WR6WULQJ�� method is not overridden, it will simply return a textual representation of the
class which consists of at least the classname.

)LJXUH����6WULQJ�FRQFDWHQDWLRQ�H[DPSOH�

In the last line of the example the string and integer are concatenated to the new string (“1XPEHU��”). This seems to be
a quite simple operation, but what happens is something like:

1. D6WULQJ will be converted to new object of type 6WULQJ%XIIHU. The constructor of StringBuffer will also allocate an
internal character array to hold the value of D6WULQJ.

2. An attempt will be made to append D,QWHJHU to the newly created 6WULQJ%XIIHU. 

Before an integer can be appended to a 6WULQJ%XIIHU it has to be converted to a 6WULQJ object. This operation also 
means the allocation of two character arrays: one by the ,QWHJHU object for the conversion and one by the new 
6WULQJ object.

After converting the integer the real concatenation can take place. This will only take an extra allocation wh
allocated internal array is not big enough to hold the new concatenated value and therefore a new interna
needed.

3. As last step the 6WULQJ%XIIHU will be converted to a new 6WULQJ object which, finally, can be assigned to D6WULQJ.

A simple concatenation of a standard Java API string and an integer can take, as shown in the example, some
seven memory allocations. The reason is that the 6WULQJ class is implemented in a very flexible and reusable way.
converting every object to 6WULQJ�object when concatenating, like done with the integer used in the example, 
new kind of object can, without problems, be concatenated to a string without adding or changing the 6WULQJ class.

In most cases this extra inefficiency will be worth considering the gained flexibility for the 6WULQJ�class. Even in a lot
of multithreaded applications you will not run into any problems. However, when the multithreaded application
perform lots of these operations, it can be beneficial to implement an own version of the 6WULQJ class which is less
flexible but has an higher efficiency.

Also the standard 9HFWRU class has a flaw, but is not so big as the problem with the 6WULQJ�class. On instantiation of a
new 9HFWRU object an internal array will be created by the constructor. This array is used to hold all the objec
will be placed in the vector. Whenever a new object is added to the vector, the size of the internal array is ch
see if there is a free space for this new object and, if necessary, a new and bigger internal array will be alloca

The constructor of the 9HFWRU class can take two optional arguments: LQLWLDO&DSDFLW\ and FDSDFLW\,QFUHPHQW. When
the actual needed size is know at creation time of the vector, it would be possible to decrease the numb
reallocations that are needed by giving the first initial size directly the right size.

There can be concluded that, before using standard API classes, one should consider how they are impleme
does not consider every possible class that is used, but especially does classes that are used heavily and the
an higher risk in becoming a serious problem.

When using, for example, only a few 6WULQJ objects in an application, their will be no reason to reimplement the h
class. If, however, the application is manipulating data constantly it can be worthwhile to implement an own 
of the 6WULQJ class.

�������'HVLJQ

The increase of the problems caused by the inefficient implementation of the standard API classes can of co
be applied to classes that are specially designed for the multithreaded application. Therefore one should ta

String aString = new String(“Number ”);
Integer aInteger = new Integer(1);

aString = aString + aInteger;
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care for those classes which will be used a lot. Optimising a class by using as less memory allocations as possible can
avoid future problems.

Classes that will be used in critical regions of the application should be examined during the design to make sure that
there is not to much efficiency trade off for possible unnecessary flexibility. There should always be a serious trade off
between these two requirements.

�����'LVWULEXWHG�6\VWHP

The problems that have to be faced when using a multithreaded application in a multiprocessor environment is that the
different threads can be scheduled in parallel on different processors. This is of course the reason why we want to have
multiprocessors, however all threads in an application use the same heap and that is where the problems occur. The
heap is often not parallel and therefore only one processor at a time can allocate or deallocate memory.

When an application is very data intensitive and has a lot of threads allocating and deallocating memory it is very
good possible that the above solutions are not sufficient. In that case one can choose to redesign the application to a
distributed system. By dividing the different threads into two or three processes gives the total application the use of
the same amount of different heaps. therefore more threads could access a heap at the same time as long as the threads
do not run in the same process.

However, this solution should be the last thing to consider, because it introduces a couple of new problems as well.
Running a distributed Java application on one machine means that there have to be at least two Java virtual machines
running as well. This can speed up the Java application, but will also turn down the overall performance of the system.

Another point to consider here is the fact that different threads in one application often shared common objects. When
dividing the application into two or more processes these common objects have to be shared over different processes
instead. This can be solved by giving every process its own copy of the object, but the different copies need to be kept
similar. This means that there a need for some kind of interprocess communication. This also implicates that the
division into different processes should be done very carefully. Threads that share to much objects should not be
divided each other.

Besides these negative sideaffects, there also exist a positive one: when the applications is really to heavy for this one
machine, it should be quite easy to split the different processes between different physical machines.

�������5HPRWH�0HWKRG�,QYRFDWLRQ

Remote Method Invocation (RMI) is part of the standard Java API. The RMI API provides an easy and secure way to
write distributed Java applications. RMI can be compared to Remote Procedure Calls (RPC), but RMI has several
advantages above traditional RPC systems.

Standard RPC systems can only handle primitive datatypes. When an object-oriented program wants to use RPC all
the objects have to be translated into primitive datatypes on the caller side and the called side has to translate the
primitive datatypes back to objects. Here RMI has the advantage of being an object-oriented interface: the caller sends
an object directly to the called side and no translations have to be done. This is achieved by using the 6HULDOL]DWLRQ
interface which gives the ability to write a complete datatype to an output stream.

Another advantage of RMI is the ability to move behaviour from one RMI side to another. This mobile behaviour
gives the possibility to send a local object to a remote side and therefore execute a method remotely. The transfer of
the behaviour of the class is done automatically by RMI when the code becomes necessary on the remote side. When
changing the implementation, only one side has to be updated. RMI will send the updated behaviour to the remote
side.

The RMI API takes care for all security aspects. This helps preventing unwanted used of the RMI sides.

Figure 5 and Figure 6 show a simple RMI example. The example shows that it is relative easy to use RMI to
implement a server which has the possibility to run different tasks. New tasks can be send to the server without
changing the server, because the RMI interface will take care of loading the implementation of the new task from the
client.
7



)LJXUH����50,�H[DPSOH�FOLHQW�VLGH�

With help of the method 1DPLQJ�ORRNXS�� finds the client a correct server application. To have the server do compute
a task, the client calls the method as if VHUYHU was a local object.

Like shown in the PDLQ method in the 7DVN6HUYHU,PSO class is it very easy to let a server react as a RMI server. Also
getting the right security is easy.

)LJXUH����50,�H[DPSOH�VHUYHU�VLGH�

The fact that a distributed program is so easy to implement with help of the Java RMI API makes it a very interesting
alternative. An existing application which suffers from the kind of problems that are discussed in this paper could in a
relative simple way be transformed to a distributed application.

�������6RFNHW�FRPPXQLFDWLRQ

Choosing RMI for implementing a distributed Java application would make the application relative easy to
implement. However, the flexibility makes the RMI packet quite large and probably inefficient as well. It is of course
very nice that RMI takes care for downloading the behaviour of an object, but this is not always necessary.

public interface Task {
Object run();

}

public class SpecificTask extends Task {
Object run() { /* code to run task */ }

}

import java.rmi.*;
public class TaskClient {

public static void main(String[] args) {
TaskServer server = (TaskServer)Naming.lookup("//" +

getCodeBase().getHost() + "/TaskServer"); 
server.compute(new SpecificTask());

}
}

import java.rmi.*;
public interface TaskServer extends Remote {

Object compute(Task aTask) throws RemoteException;
}

import java.rmi.*
import java.rmi.server.*
public class TaskServerImpl extends UnicastRemoteObject

implements TaskServer
{

public TaskServerImple() throws RemoteException {}
public Object compute(Task aTask) {

return aTask.run();
}
public static void main(String[] args){

System.setSecurityManager(new RMISecurityManager();
TaskServerImpl server = new TaskServerImpl();
Naming.rebind(“TaskServer”, server);

}
}
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If you should use the RMI packet to implement a distributed application is dependant on different requirements and
one of them will be performance as well. In some cases it can be better to implement our own distributed system. By
exchanging the flexibility and the mobile behaviour, it is possible to gain a system with a higher performance.

The Java 6RFNHW� class can be used for the communication between the different parts of the application. By
implementing a layer on top using the Java 6HULDOL]DWLRQ interface gives the possibility to send complete objects
through the sockets. In that way the communication protocol can be object-oriented just like RMI. But this will not be
a possibility to download behaviour, so that has to be implemented on the server side.

���(YDOXDWLRQ

The problems mentioned in this paper are caused by an overkill of memory allocations which can not be handled by
the used dynamic memory handler. The easiest way to solve this would be to replace the dynamic memory
management with one that does not have this problem and can handle more then one memory allocating thread at a
time. This, however, will force the application to run on a particular virtual machine which will turn the Java program
into a non platform independent application.

That is the reason that the solutions mentioned in this research paper do not solve the problems, but try to minimize
the negative results instead. The problems are caused by more memory allocations then can be handled by the system
and therefore the solutions try to minimize these allocations. This is done in two different ways:

1. reusing objects instead of deallocating them

2. optimising code for performance instead of flexibility

By changing the way one type of object is handled will probably not lead to the needed results. Instead, the hole
application should be designed and implementing with these ideas in mind.

When this still does not lead to application with a reasonable performance one could consider to break the application
up in multiple parts which form a distributed system. This would not be the first thing to try, because it reduces the
flexibility and maintainability of the system.

When the application is implemented as a distributed system it would also be possible to let the different virtual
machines run on different physical machines.

���5HODWHG�:RUN

[Häggender 98] discusses the problem related to dynamic memory management in a multiprocessor environm
it focuses on a C++ application. There were two solutions that worked in that environment. The first one was
multithreaded PDOORF�� function. The second solution was to redesigning the application and remove a lot of m
allocation.

These solutions can not be copied directly into the Java application. The dynamic memory handler is part of th
machine and out of the scope of this paper. The redesign of the application was done in two ways:

1. reuse pools

2. using stack variables instead of heap variables

The first solution works for Java as well and was discussed in Section 4.1, but the use of stack variables in Jav
possible for primitive datatypes. All other datatypes can only be used as reference types and are therefor
always be constructed with help of the QHZ�� method and are placed on the heap.

The design patterns for concurrent Java applications that are discussed in [Lea 97] are not designed fo
multiprocessor environments. Before using these patterns in a multiprocessor environment one should exam
carefully and optimize the thread uses accordingly. This is discussed in more detail in Section 4.1.1.
9
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Object-oriented design encourages different techniques like building objects from smaller object to increase
maintainability and flexibility, but this gives an higher amount of dynamic memory allocations. Multithreaded
applications running in multiprocessor environments suffer often from low speed up when additional processors are
added to the machine. Adding processors can even lead to a negative speed up. This is caused by the fact that the
dynamic memory management can not handle more then one thread allocating memory at the same time.

Using a Java virtual machine with a parallel implementation for memory management is not an option, because Java
applications should be platform independent. Therefore, optimizing an application for a certain virtual machine or a
certain platform is in this paper not considered to be a reasonable solution for the problem.

This paper describes a couple of design and implementation techniques which can help avoiding the problems caused
by dynamic memory management. Instead of allocation new objects one every time one can consider to reuse already
created objects. Another way to avoid dynamic memory allocations is to carefully choose the way objects are
implemented. This does not only apply for own designed classes, but also to often used standard Java API classes.
When this way of designing an application does not seem to lead to enough results one can consider to change the
application to a distributed one.
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$EVWUDFW
Today’s programmers are struggling with problems, whilst developing applications. One problem that will be
enlightened in this paper is that design concepts poorly map the application concepts. The gap is found in the
programming language being used. A language exists to help solve problems, a language is said to be more
expressive than another one if it can express more concepts than the other. This paper will present a couple of
approaches to programming languages that help minimising the gap of expressiveness between design and
implementation. Examples in the paper compares C++ and CLOS, since C++ is well known in the computer society
and CLOS for its extreme flexibility.

���,QWURGXFWLRQ

Today’s programmers are struggling with problems, whilst developing applications. One problem that will be
enlightened in this paper is that design concepts poorly map the application concepts. The gap is found in the
programming language being used. A language exists to help solve problems, a language is said to be more expressive
than another one if it can express more concepts than the other. If concepts are computable functions, then there is a
maximally expressive class of languages, those that are equivalent of Turing machines. What are concepts? If
admittedly any language can be expressed inside another one, all its sentences are explainable in the other, i.e. all
languages are equivalent, but this does not mean that you can find a faithful translation of a sentence of one into a
sentence of the other. Poetry, ambiguity, puns, styles are difficult to translate. So there can be more to a sentence that
the informational meaning usually expected from it. While you can consider computer programs as just
representations of computable functions, you can also consider criteria like computational complexity, human
readability, ease to modify, length, and ease of connections with other concepts in other contexts. 

What programmers want is a concept that allows them to map application concepts into programming language
constructs in a direct way, i.e. minimise the use of glue code. The less program code that is needed to fill the gap, the
more readable the code becomes.

���3UREOHPV�LQ�VRIWZDUH�GHYHORSPHQW

Software systems are complex and sometimes unpredictable. Grady Booch says: "If we toss a ball into the air, we can
reliably predict its path because we know that under normal conditions, certain laws of physics apply. We would be
very surprised if just because we threw the ball a little harder, halfway through its flight suddenly stopped and shot
straight up into the air."[1]. In a poorly tested software simulation of this ball’s motion, exactly that kind of behaviour
can easily occur. Our failure of mastering complexity of software results in projects that are late, over budget, and
incomplete in their stated requirements. 

�����$EVWUDFWLRQ

Abstraction is the process of the mind by which an object is "abstracted" from its context, taken out of its context, so
that a new context can be applied to it. That abstraction is possible is the basis of deductive and inductive thinking,
and a well-developed ability of abstraction is what makes man’s intelligence superior to all the other known living
species. In a computer programming language, abstraction is the syntactical ability to deduce the syntax of a function
from a pattern of abstract arguments, and the syntax of a body. Applying such a function to concrete parameters result
in those parameters being matched to the argument pattern, and the matched values being consequently substituted to
1



abstract arguments in the function body. The value of the function application is then the result of evaluating this
substituted body. A program is said to be low-level, or more exactly to be of a low level of abstraction relatively to the
problem it tackles. If it handles not the ideal objects that appear in the problem, but representations of them in some
space external to the problem, with lot of contingent restrictions, impertinent sub-problems, representation
redundancies, information locality problems, context and renaming, translation between various representations, and
other inconsistencies. A good abstraction is one that emphasises details that are significant to the reader or user and
suppresses details that are, at least for the moment immaterial.

Grady Booch defines abstraction as "An abstraction denotes the essential characteristics of an object that distinguish it
from all other kinds of objects and thus provide crisply defined conceptual boundaries, relative to the perspective of
the viewer" [1]

�����(QFDSVXODWLRQ

The representation the programmer chooses to use to implement the application/functionality is of minimal
importance to the user as long as the representation upholds its obligations. Abstraction and encapsulation are
complementary concepts. Abstraction focuses on observable behaviour of an object, whereas encapsulation focuses
on implementation that gives rise to this behaviour. Encapsulation is often achieved through information hiding,
which is the process of hiding all the secrets of an object that do not contribute to its essential characteristics.
Typically the structure of an object is hidden, as well as the implementation of its methods. This means that a class
must have two parts: an interface and an implementation. The interface of a class captures only its outside view and is
the only place where the client may make assumptions on the class. The implementation comprises the representation
of abstraction as well as the mechanisms that achieve the desired behaviour.

�����0RGXODULW\

To reduce the complexity of a program it is decomposed into individual components. The benefit of modularization
process is not just complexity reduction, but it creates well-defined interfaces within the program. These interfaces are
invaluable in the comprehension of the program. Especially for larger programs, in which we may have hundreds of
classes, the use of modules is essential to help manage complexity. Modules serve as physical containers in which we
declare the classes and objects of our logical design.

�������,QKHULWDQFH

Inheritance defines a relationship among classes, wherein one class shares the structure or behaviour defined in one or
more classes.  Inheritance thus represents a hierarchy of abstractions, in which a subclass inherits from one or more
super-classes. In the beginning, single inheritance is an implementation hack for having a tiny bit of cheap generality
when managing structures. Inheritance has then theorised as an operation by which object interfaces are derived from
others, by enriching them with new entries. Multiple inheritance generalises it by allowing to define a new interface
starting from the union of a set of many interfaces. Inheritance is proposed as a way to provide incremental definition
of objects. It grossly fails at doing so, as shows the need to carefully design and maintain inheritance tree/graphs, that
can’t be incrementally modified or enriched, but through addition of leaf nodes. 

Inheritance was also explored as a way to implement sub-typing. This works just fine in so-called "dynamically
typed" languages, where you can equate the type of an object with its immediate (non-recursive) interface. This
doesn’t work in "statically typed" languages, as soon as the typed system includes recursive types. In such languages
inheritance fails to implement sub-typing, as originally intended. 

�������2EMHFW�RULHQWHG�SURJUDPPLQJ

Object-oriented programming is a type of modular programming built around abstract models of real-world systems.
These models are called objects. An object is a template data type that defines the components that the system
contains. Objects that share information are organised hierarchically. Except for top-level objects, each object can
contribute its own unique components to those inherited from the objects above it in the hierarchy. Objects lower in
the hierarchy add more specific information. This arrangement reduces the likelihood of code duplication and
2



encourages code reusability. Other programs can use the more general object properties and then specialise them
based on their specific needs.

�������2EMHFW�RULHQWHG�ODQJXDJHV

Since the appearance of the experimental versions, object-oriented languages have found widespread application
areas. They have matured and grown into standardised systems (for instance, Smalltalk, C++ and CLOS), and seem to
support sophisticated mechanisms for abstraction. But still it is questionable whether these constructs proved all that is
necessary for dealing with difficult problems and complex designs.

"It is certain that programming languages of the distant future will not resemble those in use today, And almost
certainly, the people who use abstractions in those languages will have difficulty categorising as abstractions the
mechanisms we use today, so primitive and crude will these mechanisms seem." (Gabriel & Steele, 1990)

Objects change over time. I think this is a fundamental observation. Most systems are totally static and are not able to
represent the changes. People are reading books about object-oriented programming and they believe that object and
classes *need* to be static. The opposite is true.

Static languages need to know the type of every variable at compile time. Code written in static languages typically
compiles efficiently, and strong type checking reduces the risk of errors.

Dynamic languages allow the programmer to create variables without explicitly specifying the type of information
they contain. This simplifies prototyping and cleans up certain kinds of object oriented code.

Dynamic classes are more flexible and is able to represent the problem better than static solutions, but flexibility is not
cheap, the cost is paid as greater runtime overhead. 

���'\QDPLF�EHKDYLRXU

Consider that I have this application running that needs 99.995% uptime from 04:00 through 20:00 every working
day. When I make changes to the system, I can load new function and class definitions into the running system, and
pre-existing instances of a class will update themselves to the new class definition. Without the ability to make run-
time changes to class definitions, I would have had to stop and restart the system several times a day, usually in
response to user requests that would probably not have been possible to satisfy at all without this feature.

It is time to stop thinking static applications, think living systems that don’t believe in reincarnation (reboot).

Instead of being taught "this is what being a class means" and having to adopt to whatever the language offers, you
can now define it yourself, if you need more than the language designers had in mind at the time. This is the same
argument you would use to describe classes (or even structures or simple type definitions).

�����0HWKRGV

Methods separate the behaviour of an object from its internal representation. Methods can be defined in such a way
that the behaviour of an object, like its structure, can be broken down into constituent parts. This feature allows you to
modify some aspect of the behaviour of an object temporarily without redefining the overall behaviour. 

�������*HQHULF�IXQFWLRQV

The Common Lisp Object System (CLOS), adds object-oriented programming capability to Common Lisp. CLOS
objects are defined as classes. In CLOS the methods that perform class-specific operations are selected, organised and
executed by generic functions. The generic-function approach to method invocation distinguishes CLOS from object-
oriented programming languages such as Smalltalk and C++ that invoke methods by means of message passing.  In
these systems, you activate behaviour by sending a message, then the desired operation is performed. 

In the generic-function approach, a program contains named methods that are defined relative to specific classes. For
each set of methods of a given name, there is a generic-function, either defined explicitly by the programmer or
3



implicitly by the system. To activate the desired behaviour, you invoke an operation by name, and the generic function
chooses which method defines the applicable behaviour based on classes of the arguments you specified.

Generic functions provide a consistent and transparent interface to the underlying CLOS mechanisms. Users invoke
them as they would any Common Lisp function. In addition, other Common Lisp utilities can treat them in the same
way as ordinary functions. The generic-function approach helps to make the addition of CLOS to the Common Lisp
specification nearly seamless, as does the integration of CLOS objects with the Common Lisp type system.

Let’s explore these different approaches to object-oriented programming by looking at a small example. We use CLOS
to represent the generic-function approach and C++ to represent the message passing approach.

Imagine that you would like to draw a sphere and have it displayed in a box using CLOS. The first thing you do is
defining the class sphere. Then you define the method to draw a sphere and another method to draw a box around the
sphere. CLOS automatically defines a generic function to invoke these methods. Calling a generic-method is no
different from calling any other method.

(draw a);a is an object of class A

(draw b);b is an object of class B

(draw c);c is an object of class C

Users invoking function ’draw’ do not need to know that is a generic function. The correct implementation is selected
on the type of argument. In contrast, consider the same example using C++ (message passing). 

a.draw( );a is an object of class A

b.draw( );b is an object of class B

c.draw( );c is an object of class C

The message passing approach is not as transparent as the syntax in the CLOS approach. The caller must be aware of
the ’draw’ functionality is implemented through a method. Generic-functions increase readability and maintainability.

�����'\QDPLF�5HGHILQLWLRQ

Another feature of CLOS that is consistent with the behaviour of Common Lisp is the ability to redefine classes and
generic-functions run-time. When you redefine a class in CLOS, its identity does not change, though its internal
structure might change. Any instances of the class are automatically updated, and methods are recalculated. This
functionality helps to speed program development, since you do not have to recompile your function every time you
change the structure or behaviour of a class.

Similarly, when you redefine a generic function, the old definition is modified to match the new definition, but the
lambda lists of the two generic functions must be compatible for the update to occur without error. Best of all you do
not have to recompile your program for the definition to take effect.

�������6WDQGDUG�3URWRFROV

The specification of an object is given by its protocol, i.e. the set of messages that can be sent to it. The type of the
arguments of each message is also important, but "type’’ should be thought of as protocol and not as class. 

Although protocols are important for defining interfaces within programs, they are even more important as a way for
programmers to communicate with other. Shared protocols create a shared vocabulary that programmers can reuse to
ease the learning of new classes. 

Just as mathematicians reuse the names of arithmetic operations for matrices, polynomials, and other algebraic
objects, so Smalltalk programmers use the same names for operations on many kinds of classes. A programmer will
know the meaning of many of the components of a new program the first time it is read.
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Standard protocols are given their power by polymorphism. Languages with no polymorphism at all, like Pascal,
discourage giving different procedures the same name, since they then cannot be used in the same program. Many
Pascal programs use a large number of slightly different names, such as MatrixPlus, ComplexPlus, PolynomialPlus,
etc. Languages that use generics and overloading to provide a limited form of polymorphism can benefit from the use
of standard protocols, but the benefits do not seem large enough to have forced wide use of them.

�����0HWDFODVVHV

Every object is an instance of some class. What if we treat a class itself as an object that can be manipulated? To do so,
we must ask, What is the class of a class?

The answer is simply a metaclass. To state it another way, a metaclass is a class whose instances are themselves
classes. Languages such as Smalltalk and CLOS support the concept of metaclass directly. C++ does not. The idea of
the metaclass takes the idea of the object model to its natural completion in pure object-oriented programming
languages.

Robson motivates the need for metaclasses by noting that "In a system under development, a class provides an
interface for the programmer to interface with the definition of objects. For this use of classes, it is extremely useful
for them to be objects, so that they can be manipulated in the same way as all descriptions"[6].

In languages such as Smalltalk, the primary purpose of a metaclass is to provide class variables (which are shared by
all instances of the class) and operations for initialising class variables and for creating the metaclass’s single instance. 

Although C++ does not explicitly support metaclasses, its constructor and destructor semantics serve the purpose of
metaclass creation operations. C++ has provisions for class variables and metaclass operations. In C++ one may
declare a member object or a member function as static, meaning that the member is shared by all instances of the
class.  Static member objects in C++ are equivalent to Smalltalk’s class variables, and static member functions are
equivalent to metaclass operations in Smalltalk.

Support for metaclasses in CLOS is even more powerful than in Smalltalk. Through the use of metaclasses, one may
redefine the very semantics of elements such as class precedence, generic functions, and methods. The primary benefit
of this facility is that it permits experimentation with alternate object-oriented programming paradigms and facilitates
the construction of software development tools, such as browsers.

In CLOS, the predefined class named standard-class is the metaclass of all untyped classes defined via defclass. This
metaclass defines the method make-instance, which implements the semantics of how instances are created. Standard-
class also defines the algorithm for computing the class precedence list. 

CLOS allows the behaviour of both of these methods to be redefined. Methods and generic functions may also be
treated as objects in CLOS. Because they are somewhat different than the usual kinds of objects, class objects, method
objects, and generic function objects are called metaobjects. Each method is an instance of the predefined class
standard-generic-function. Because the behaviour of these predefined classes may be redefined, it is possible to
change the meanings of methods and generic functions.
5



The metaclass of an object is the class of its class. The metaclass determines the representation of instances and the
form of inheritance used by its instances for slot descriptions and method inheritance. 

The metaclass mechanism can be used to provide particular forms of optimisation or to tailor the language for
particular uses. Thereby abstracting behaviour from the design and minimising the gap between the design and
implementation. Why should you be forced to implement your design in an awkward way just because the language
cannot represent those constructions?

You are decreasing productivity, code readability and reuse, and on top of that you are in fact increasing complexity,
since the design can no longer be mapped to your code. The whole idea of metaclasses is to provide a mean to
represent your abstractions and create new constructs in the languages that better suit your problem.

�������'\QDPLF�REMHFWV

What about changing to another class to represent the new behaviour.

Assume you have a class called Empolyee that has subclasses like manager, programmer etc. You have instances of
one of these classes to represent each of your employees in the organisation. 

Assume that a person was a programmer before, and now been assigned as a manager (may be a promotion, or may be
a punishment :-).

Now the old way to "deallocate" the old instance of the programmer and allocate a new instance of the manager. (And
you need to store some contents of the old instance to be put into the news instance)

In CLOS using MOP you can do things like "CHANGE-CLASS" which takes an instance of one class and makes as
an instance of other class. This is not exactly the example for class redefinition, but it does show some MOP
capabilities.

�������0HWDREMHFW�VXSSRUW�LQ�&��

C++ doesn’t support Meta-classes, but in C++ you can use a combination of operator overloading and RTTI (run-time
type identification) to get some of the same results as you can with metaclasses - and, more generally, a metaobject
protocol.  In particular, RTTI can get you some of the introspective capabilities found in metaclass-based object
systems, while operator overloading (and especially overloading the new, ->, and ( ) operators) can get you some of
the effects of defining new metaclasses that implement alternative object allocation, slot access, and method calling
strategies.  Lisp systems usually let you do even more than C++, exposing, for instance, a protocol for modifying
inheritance or doing new types of method combination.

OpenC++[16], which is a compile-time MOP for C++ (i.e. a source-to-source translator) can be used to create a
specialised runtime MOP, or to add extensions such as persistence or fault tolerance mechanisms to C++ programs.
AspectJ is a Java variant that offers limited Meta-object support.
6



�������0HWD�2EMHFW�3URWRFRO

The CLOS is an object-oriented extension to Common Lisp. It is based on generic functions, multiple inheritance,
declarative method combination, and a meta-object protocol, also called MOP. The Common Lisp Object System
Meta-Object Protocol explains how the Common Lisp Object system can be customised. The implementation of the
Object System manipulates classes, methods, and generic functions. The meta-object protocol specifies a set of
generic functions defined by methods on classes. The instances of the classes on which those methods are defined are
called meta-objects. Programming at the meta-object protocol level involves defining new classes of meta-objects
with methods specialised on these classes. 

The Common Lisp Object System it self implemented in the Meta-Object Protocol. This feature gives the
programmers the ability to customise the language to suit their needs. 

A typical example of when you need a meta-class is when you want some behaviour to apply to all instances of all
classes of the meta-class, like persistent objects that are going to be stored on disk.  You would code the disk-storing
properties in one place, only, and use the classes just like normal classes.  Everything relating to persistency would be
taken care of automatically.  In a language without this ability to centralize, you would need to code the persistence in
a lot of places, and perhaps expose it via different calling conventions where it is being used.

One main goals of every program is reliability, that is, correctness and robustness. A program is correct if it performs
according to its specification, it is robust if it handles situations that were not covered in the specification in a graceful
manner. One way to prove the correctness of a program with respect to a (formal) specification is the Hoare calculus.
Based on this formal method Bertrand Meyer developed a method of software engineering called Design by Contract. 

The principal idea of Design by Contract (DBC) is that a class and its clients have a contract with each other: The
client must guarantee certain conditions before calling a method specialised on the class (the preconditions), the class
guarantees certain properties after the call (the postconditions). If the pre- and postconditions are included in a form
that the compiler can check, then any violation of the contract between caller and class can be detected immediately.

 

The language that offers the best support for DBC is Eiffel, designed by Bertrand Meyer. It is rather difficult to add
support for DBC to most other languages, but not so for Common Lisp. 

In Common Lisp it is possible to extend the language by redefining and adding metaclasses, and change the language
behaviour. A successful implementation of Design by Contract has been implemented in just 400 lines of code
delivering support for DBC [11]. 

�����1HHG�LV�WKH�PRWKHU�RI�LQYHQWLRQ

If dynamic languages are so great, how does for instance C++ cope without it?

C++ doesn’t cope without it.Dynamic behaviour is not cheap, and is therefore not applicable in many contexts.
Sometimes speed is more important than readability.

Well yes, mostly C++/Java & Co try to resort to patterns when the languages themselves are not expressive enough to
implement the desired behaviour directly.  But in the case of class-(re)definition at runtime, this would require some
very complex kind of pattern, i.e. in reality this involves lots of duplication of the languages own machinery.
Consider the complexity of CORBA or COM (the basic part, without all additional features like directory services &
co).

Dynamic languages have fewer limitations and less need for bookkeeping objects and classes and best of all less need
to get around class-restricted design.

Studies of the Design Patterns book shows that 16 out of 23 patterns have qualitatively simpler implementation in
Lisp than in C++ for at least some uses of each pattern.

16 out of 23 patterns are either invisible or simpler due to:

First-class types (6): Abstract-Factory, Flyweight, Factory-Method, State, Proxy, Chain-Of-Responsibility
7
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First-class functions (4): Command, Strategy, Template-Method, Visitor.

Macros (2): Interpreter, Iterator

Method Combination (2): Mediator, Observer

Multi-methods (1): Builder

Modules (1): Facade

First-Class Dynamic Types

· First-Class: can be used and operated on where any other value or object can be used.

· Types or Classes are objects at run-runtime, not just at compile-time. 

· A variable can have a type as a value

· A type or class can be created/modified at run-time

· There are functions to manipulate types/classes and expressions to create types without names.

· No need to build extra dynamic objects just to hold types, because the type objects themselves will do.

First-Class dynamic functions

· Functions are objects too

· Functions are composed of methods

· There are operations on functions (compose,conjoin)

· Code is organised around functions as well as classes.

· Function closures capture local state variables. Objects are state data with attached behaviour. Clos
behaviours with attached state data and without the overhead of classes.

�����2WKHU�HQKDQFHPHQWV

C++ is not all that bad, in contrast to its precedent C, many features has been added to increase reada
instance exception handling.

Consider the old way of testing after every critical operation:

char* buffer=new char[342398];
if(buffer==NULL) {//allocation failed

//Do some error handling
}

The new way is much more convenient:

try {
...
...
} catch (Exeception)

Inside the try clause the essential code is written, i.e. all code that constitutes the program. The error handl
longer obscuring and obfuscating the “essential” code, thus making the code more readable.

There is a enormous need for more constructs of this kind, programs is just getting bigger and bigger,
orientation helped us decrease complexity, and with less complexity we learned to build complex structures o
8
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such as large reusable frameworks. As I said “complex structures”, there is a urgent need for new language c
for dealing with these large structures. Frameworks are not easy to use, and combining several framework
harder. Large structures are complex, because the structures is built up a large amount of glue code, i.e. the
between the representation of a framework and the actual implementation.

�����7KH�)XWXUH

The goal is to find a one-to-one matching from the design to implementation, thereby including more an
functionality into the compiler. An implementer should be able to create new language construct when the lan
not representative enough. Otherwise the implementation gets obfuscated with strange ad hoc solutions, i
trying to code around the problem. This the greatest problem of them all, the dirtier the code gets the h
becomes to reuse it in another context, and the harder it becomes to understand. This is why it is so importan
access to as many flexible language-constructs as possible, to increase readability and thereby decreasing c

Consider a distinct type hierarchy and implementation hierarchy to separate interfaces from their implementat
thereby decreasing the complexity. Imagine how much easier a system gets to maintain if the complexity is 
the readability is high. The cleaner and more readable the code is the fewer errors are introduced. The adva
high-level languages are many: increased reuse, decreased complexity, better maintainability, better mapp
design to implementation, fewer errors are introduced. This seems to good to be true, well it is to good to be t

Increased flexibility and decreased complexity is not for free, the price has to be paid, and the price is increa
and decreased performance. It is generally hard to implement efficient and effective implementations of dyna
flexible languages, that is exactly the reason for why static languages are still around. It is very hard to impl
language that has support for a wide variety of built-in functionality like concurrency, real-time, garbage coll
dynamic linkage, and persistence, design by contract or multi-methods and efficiency. This is why there is 
specific languages, those language are extending the minimal core functionality and adds certain functionalit
needed in that domain, since the extra functionality had to be coded anyway it is more effective and efficient 
is implemented in the language. Instead of coding around limitations the implementers can actually repre
concept in the implementation directly. 

The dilemma is how much flexibility should be supported in a general-purpose language? The tricky pa
combine flexibility with speed. CLOS is Common Lisp's entry into the object-oriented programming. Becaus
has traditionally been the domain for investigating some of the most complex software ideas, CLOS attempts 
"biggest and baddest" object-oriented programming system, which means in this context that it has the mo
and the most flexibility. It offers multiple inheritance, generic functions with the capability of dispatching on mu
arguments, "combination" methods, first-class classes, first-class generic functions, a dynamic class syste
dynamic system of generic function methods. Furthermore, its "meta-object protocol" offers the option to 
substantial portions of CLOS internals, so that a wide variety of other object-oriented paradigms can be em
Unfortunately, CLOS has sacrificed "information hiding" on the altar of "reflection" and therefore CLOS pro
only "translucent", rather than "opaque" abstract data types.

CLOS has been criticised on several accounts. First its size is quite large, which not only increases the si
Common Lisp reference manual by a substantial amount, but also increases the size and cost of Comm
implementations. Second, its extreme generality leads to slow implementations, and the complexity invo
achieving reasonable speed is quite high. Third, its meta-circular definition through the use of first-class "c
"slots", "generic functions" and "methods" seems to guarantee that the previously mentioned inefficiencies 
impossible to avoid, because many implementation decisions are built into the protocols. 

�������7KH�VROXWLRQ

Common Lisp, on which CLOS is based, has already been criticised for its emphasis on generality and fle
rather than execution speed. The "dynamic" or "weak" typing of Lisp does not allow the compiler to unambig
determine the types of objects and therefore its execution speed tends to be somewhat slower than "strong
languages such as Pascal or C. 

The ultimate solution would be to combine the flexibility of CLOS with the performance of C, thus 
implementing the "cheap" constructs in CLOS, thereby meeting half-ways. 
9
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Type determination can be enhanced by type declarations and by clever inference, which can provide substantial
speedups in compiled code. There are two major approaches used to speed method selection in dynamically typed
object-oriented languages like Smalltalk and CLOS. The first method utilises a cache, which compares the classes of
the arguments with the classes of arguments stored in the cache, and uses this information to retrieve the correct
method. In case of a cache miss, then an appropriate method must be selected or constructed. The second method
utilises a form of "partial evaluation" which is really a form of "partial compilation". Methods not in the cache may
not even be compiled until such time as that particular method is needed. 

Our interest in more static mechanisms for method determination is three-fold. First, we would like to achieve
compiled speeds that are competitive with more traditional compiled languages. Secondly, we would like to determine
methods at compile time so that more traditional type inference can reduce type ambiguity. Thirdly, the compiled-
time method determination allows for the Inlining of small methods such as accessor functions. Inlining can achieve
far more efficiency than the traditional goal of equivalent function application and generic-function application
execution times. 

The process of compilation involves the discovery of facts about a program, which are independent of the data that
will be fed to the program. The greater the number of these "universal" facts, the higher the level of optimisation that
is possible. Object-oriented languages, however is the anti-thesis of optimising compilers. This is because object-
oriented languages (especially those with "meta object protocols") attempt to defer decisions as long as possible,
usually until run-time. While such "late binding" characteristics are admirable for software prototyping systems, they
are not appropriate for "delivery" systems, which must be debugged and optimised.

It would be a really great thing to switch compiler functionality on and off: dynamic behaviour, garbage collection,
exception handling, metaclasses, concurrency and realtime support when those features isn’t needed to
speed.Today extensions to static languages are generally applied via a preprocessor/precompiler that “trans
code into “native” source code, but these extensions are not easily combined. Dynamic languages such a
solves extensions much more elegant.

���5HODWHG�:RUN

OpenC++ is a C++ extension for adding metaobject capabilities to C++, some languages have support for in
what module an object belongs to(e.g. the “package” concept in Java).

Henry G. Baker wrote 1990 a research paper describing a static implementation of CLOS. Static CLOS was t
"delivery" systems rather than prototyped development. His Static CLOS determined as many methods as po
compile-time using "type inference" techniques.

���&RQFOXVLRQV

This paper has shown the importance of higher-order languages to gain better readability, decrease of co
increased reuse, better maintainability, and better productivity.

The idea underlying the CLOS Metaobject Protocal, provides an open implentation using object-orient
reflective techniques to organise a meta-level architecture.
The original intuition behind this idea is that the very thing that makes high-level languages great, that th
implementation details from the programmer, but it is also their greatest liability, since it is the inability o
programmer to be able to control those details that can result in poor performance. 

Metaobject protocols provide an alternative framwork that opens the language implementation up t
"intervention". The major difference is that they are imperative in nature, and as a result much more power
metaobject protocol apporach allows the programmer to alter the semantics of the language. 

In the future we can hope that we can see more of these constructions to help us overcome the difficulties in
development.
10
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$EVWUDFW�

The software community is researching intensively for bringing forward methods and
techniques that can cope with the complexity of large scale design and implementation.
But since the transition from detailed design to a running software still is made mostly by
hand by programmers, we cannot overlook the importance of the final code itself. Bugs
introduced in the code often originates from problems in a very lowest level of
abstraction, generally not dealt with by the design. This paper will examine the problem
domain of those small faults that might have the power to crash a system. We will also
introduce the concept of 0LFUR�'HVLJQ�*XLGHERRNV� to complement the widespread use of
code standards.

���,QWURGXFWLRQ
Many bugs found in today’s system during development and testing can be removed without a re-
design. Many of them can even be resolved without updating the system documentation. This is
because the bugs have been introduced during the implementation phase, and is a result of bad
implementation. This paper will examine how one should approach the problems of bug-
introduction during the implementation phase, by improving the 0LFUR�'HVLJQ� 0LFUR�'HVLJQ� is
what every programmer does without thinking while programming. This is one of the important
issues of 0LFUR�'HVLJQ. It is done during the implementation phase, and does not need any formal
stage or attention. The programmer should simply be aware of a set of principles or patterns that
are known to make the code less bug-prone. After the implementation is done, code inspectors
could look for the 0LFUR�'HVLJQ in the code, and search for known 0LFUR�'HVLJQ anti-patterns and
other misses in the 0LFUR�'HVLJQ.

Implementation in this paper is referred to as being the final transitions between abstractions
where creativity, and thus humans, are needed. After the implementation is done tools build the
binaries. If we in the future will see tools that generates systems from lines and boxes, the drawing
of the lines and boxes is should be called implementation. Today implementation is commonly
referred to as writing code, so this paper will assume just that.

This paper relies to the Object Oriented paradigm. Some examples uses the OO vocabulary, and
the reader is assumed to be familiar with the vocabulary. The paper is in the context of mature
organizations. Analysis and design are a way of life, and Inspections [Gilb-2] are a part of the
process.

This paper argues for the importance of the implementation phase, and the design that takes place
during that phase. We will suggest that special guidebooks in 0LFUR�'HVLJQ�are introduced in the
organization, in order to improve the quality of the implementation. At the end of the paper, a
template for such guidelines is suggested.
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���6XPPDU\
During the implementation phase there are a number of decisions to be made by the programmer.
Those decisions form the 0LFUR�'HVLJQ. The 0LFUR�'HVLJQ shall not be documented or controlled,
nor shall it substitute the normal design.

To increase the quality of the implementation code, an organization should compose a 0LFUR
'HVLJQ� *XLGHERRN that gives hints about how to design at the source code level. The same
*XLGHERRN may include patterns as well as anti-patterns, to support both developers and code
inspectors.

���:KDW�LV�0LFUR�'HVLJQ

�����'HILQLWLRQ
This is the definition of 0LFUR�'HVLJQ that serves as a foundation for this paper.

0LFUR�'HVLJQ� LV� IRUPHG�E\� WKH� FROOHFWLRQ�RI�XQGRFXPHQWHG�GHFLVLRQV� WKDW� VKDOO� EH�PDGH� E\� WKH
LPSOHPHQWHUV�GXULQJ�WKH�LPSOHPHQWDWLRQ�SKDVH�

Dissecting the definition, we find the key issues:

n 8QGRFXPHQWHG. The 0LFUR�'HVLJQ�decisions made during the implementation phase should
not be separately documented. It is in its nature to be too small scale to try to document its
use, and the commented source code shall provide sufficient information for the next
generation of developers.

n VKDOO�EH�PDGH«GXULQJ�WKH�LPSOHPHQWDWLRQ�SKDVH��0LFUR�'HVLJQ is no excuse for late design
decisions. A proper analysis and design phase must precede the implementation phase, and
the only remaining decisions shall be of issues that does not concern the overall design.

n «PDGH� E\� WKH� LPSOHPHQWHUV. The 0LFUR� 'HVLJQ is an issue for the end programmers or
implementers. It is manageable only on the individual level, and there can be no formal
control or management supervision. (Note that the 0LFUR�'HVLJQ�*XLGHERRN discussed later is
not intended for formal control, but rather as collection of hints for making good decisions).

0LFUR�'HVLJQ is the way you invoke programming paradigms at the code level. It is not a code
standard in its sense that it does not affect the visual appearance of the code, but rather what
algorithm that is used for implementing functions and procedures.

0LFUR�'HVLJQ is not paradigm specific. It occurs in every software project, regardless of what
techniques or methods that are used. However, 0LFUR�'HVLJQ�*XLGHOLQHV�are generally paradigm
dependent since they give hints on the source code level.

�����([DPSOH�RI�GLIIHUHQW�0LFUR�'HVLJQ
Consider a function for receiving a stream of data from a socket. The function takes two
parameters; a receiving buffer and an integer indicating how many bytes we want to receive. The
return value indicates why the function returned. Using C++, the function could be implemented
in (at least) two ways, as shown in fig 1 and fig 2.
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Fig 1

int RecieveSomeBytes(char * par_pTarget, int par_nRecieveBytes)
{

int nRecieved = 0;
while(nRecieved < par_nRecieveBytes)
{

int nLatestPacketS ize = RecieveTCPIPPacket(
&par_pTarget[nRecieved], // target buffer
par_nRecieveBytes - nRecieved); // max bytes

if(nLatestPacketSize < 0) // Do we have an error ?
return -1; // The function failed

nRecieved += nLatestPacketSize; // count the number of received bytes
}
return 0; // Indicate success

}

Fig 2

int RecieveSomeBytes(char * par_pTarget, int par_nRecieveBytes)
{

char * pNextBuffer = par_pTarget;
bool bNoProblems = true;
do{

int nRecieved = RecieveTCPIPPacket(pNextBuffer, par_nRecieveBytes);
pNextBuffer += nRecieved;
par_nRecieveBytes -= nRecieved;
bNoProblems = nRecieved >= 0;

}while(par_nRecieveBytes > 0 && bNoProblems);

if(bNoProblems)
return 0;

else
return -1;

}

This is an example of two similar functions, with identical semantics from a black-box
perspective, but with different 0LFUR� 'HVLJQ. (They differ in the choice of control loop, array
indexing, maintenance of a status state, points of returns, pointer arithmetic etc.), None of the
function validates the parameters, but both handle zero buffer sizes. This is an example of the
&RQWURO�)ORZ aspect of 0LFUR�'HVLJQ discussed later.

A software company that are planning a transition of its codebase from C++ to Java is more likely
to try to suppress the use of pointer arithmetic in their code (Since it is not possible to use in Java).
Therefor the company would benefit from a 0LFUR�'HVLJQ�*XLGHERRN that discouraged the use
pointer arithmetic and favored regular integer indexing of arrays. (C++ and Java array indexing is
virtually equal in its syntax).

�����)RUPDO�FRQWURO
It is important that 0LFUR�'HVLJQ is not something that should be formally controlled. The 0LFUR
'HVLJQ is done at implementation time. However, it is important to understand that it does not in
any way substitutes the need for normal design. If a programmer feels that the normal design is
not sufficient or complete, he should throw an organization exception to his manager and have the
design redone.
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���:K\�GR�ZH�QHHG�WR�UHFRJQL]H�WKH�0LFUR�'HVLJQ"

�����,PSOHPHQWDWLRQ�TXDOLW\
Without implementation there will be no system. Even though it has lately been recognized and
enforced that more and more of the time in a software development project are spent other
activities then implementation, this is still the step that no development project can do without.  It
does not matter how good of a design that have been specified, bad implementation is still capable
of breaking the system.

There are several ways of improving the 0LFUR�'HVLJQ�produced by programmers. Experience,
education, and interaction with other programmers are the way it is done today. By
complementing this with a *XLGHERRN, the transition of knowledge becomes a concrete,
manageable, fundable way of improving the implementation quality.

Good implementations are less likely to cause delivery delays because of because of untraceable
bugs. A code-base that is written using good Idioms and that have a good 0LFUR�'HVLJQ is likely to
cause less problems during the verification and validation.

�����,QVSHFWLRQV
As mentioned in the introduction, the implementation phase is the last step on the journey from an
organization need to executing binaries. After the implementation it is up to Inspections and
testing to verify the behavior of the system. Recognition of anti patterns [Brown] are an accepted
technique for finding problems in designs and software project organizations. The same theories
can be applied at the 0LFUR�'HVLJQ level. If we have been able to compile a catalog of known
0LFUR�'HVLJQ�anti-patterns, Inspectors will have a list of known potential implementation defects
to look for.

�����0DLQWDLQDELOLW\
Both in maintenance projects and projects that deliver using an evolutionary method [Gilb-1],
programmers spend a lot of time in reading and understanding other peoples code and making
changes to it. This is a fundamental activity that is necessary since it is impossible to change the
behavior of a software binary without changing the implementation, and today implementations
are represented in code.

Even in the rare cases where the design documentation is sufficient and complete, someone still
have to go in and rewrite section of code. The code quality is an essential factor in the
maintainability of the system. Therefor it is crucial that the code itself is not only readable, but
understandable, comprehensible, and robust.

Since the 0LFUR� 'HVLJQ is not formally documented it is important that the 0LFUR� 'HVLJQ is
commented and annotated in the source code. If a decent code standard have been applied, the
code itself is a very good documentation of the 0LFUR�'HVLJQ��and thus easier maintained.

���$VSHFWV�RI�0LFUR�'HVLJQ
The different areas of 0LFUR� 'HVLJQ� can be divided into at least four 0LFUR� 'HVLJQ� $VSHFWV.
&RQWURO� )ORZ, 5HVSRQVLELOLW\� 'HFRPSRVLWLRQ, 0LFUR� 8WLOLWLHV� and ,QIRUPDWLRQ� 5HSUHVHQWDWLRQ.
None of these aspects is atomic or self sufficient, they are all interleaved. The $VSHFWV divide the
domain of 0LFUR�'HVLJQ� and can be used for solution or *XLGHOLQH�classification. Note that it is
not always necessary or possible to classify a solution or *XLGHOLQH� and it is perfectly legal to use
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“general” as classification instead. The following chapters will present each of the $VSHFWV� in
detail.

�����&RQWURO�)ORZ
This is how the &RQWURO�)ORZs through the program. This is a part of example 2, where to different
kinds of control loops for the repetitive behavior. A common debate between programmers is
wherever a function should be allowed to exit at more then one place or if the return value should
be rendered at the end of the function. In the first example there is no “single point of return”. In
the second example all return statements are located at the end of the function. The differences
become more obvious when the function is to be extended to be safe in a multithreaded
environment by adding locking capabilities. In the case where all the returns are gathered at the
end, a release of a lock is only necessary once in the code. However, if there are several paths in
the code that may cause the function to return, there must be a lock release for each path.

�����5HVSRQVLELOLW\�'HFRPSRVLWLRQ

Checking of parameters, handling of exceptions and managing sub-system failures are some of the
areas that are affected by the 5HVSRQVLELOLW\�'HFRPSRVLWLRQ. Consider the following example of a
class that can be used for accessing a web server. This example assumes that the operating system
requires the application to do an explicit lookup of DNS names.

Fig3

class CHTTPClient{
public:

CHTMLPage GetHTMLPage(CHTTPAddress);
...

protected:
enum StatusCode { ... };
StatusCode HTTP_GET(char * ip, char * url);
StatusCode DNS_Lookup(char * dns, char * ip_targetBuffer, int targetBufferSize);
...

};

A CHTTPAddress consists of an address in the common URL format, and may thus include a
reference to a computer by a DNS name.

GetHTMLPage is implemented as a series of calls to HTTP_GET (An HTML document may
need several requests to the server in order to retrieve all text, pictures and sound ). If the caller
uses the GetHTMLPage function with a URL that contains a domain name instead of an IP
number, DNS_Lookup must be used to locate the correct IP.

The decision that needs to be taken is whether GetHTMLPage or HTTP_GET should check if
DNS lookup is necessary. Without reaching any conclusions about the right way to do it, we can
say that this is a clear case of 5HVSRQVLELOLW\�'HFRPSRVLWLRQ 0LFUR�'HVLJQ. (Assuming that the
caller does not care about the behavioral type of the called function [Helm]).

In the case of object oriented frameworks, the 5HVSRQVLELOLW\�'HFRPSRVLWLRQ of classes visible to
the framework user should not be a 0LFUR�'HVLJQ issue, but rather something for the standard
design. This because the behavioral type becomes important if a framework is to be extended by
inheritance [Johnson].
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�����0LFUR�8WLOLWLHV
0LFUR�8WLOLWLHV� is how a programmer takes help from class internal helper functions, private sub
classes or any other functionality that is not visible in the design. This is very similar to what on a
higher level of design is called functional decomposition. However, it differs in the sense that it
does not only affect functions, it affect internal classes, enumeration’s and declarative properties
as well. Commonly those are very small data validation or conversion routines, and they are often
used in more coarse grained entities. A class that is used for reading a file format may implement
several internal parser objects that are used for parsing different parts of the file. Because the
internal parser classes are not visible to the client, nor is the system design dependent on them,
they may be a part of the 0LFUR�8WLOLWLHV�'HVLJQ. In addition, the internal parser classes may use a
function in the outer class that is able to read data from the file, and do some simple detection of
error states, such as EOF, network failures etc. That function will also be a part of the 0LFUR
8WLOLWLHV�'HVLJQ.

�����,QIRUPDWLRQ�5HSUHVHQWDWLRQ
,QIRUPDWLRQ� 5HSUHVHQWDWLRQ is the art of defining how information shall persists in variables.
Today’s typing of scalar variables is not sufficient for us to know how to interpret the values
stored. Consider a system that handles scientific measurements. A variable holding a floating point
value named “temperature” may be interpreted as being in Celsius, Fahrenheit, Kelvin , or even
the voltage returned from a temperature sensor.

Integers and the possibility to interpret them bit-wise opens up a ocean of possibilities of
misconceptions. The art of composing and interpreting bit-masks requires dense concentration for
even the most experienced C programmer. This is a common problem in integer based messaging
systems, such as the user interfaces in Microsoft Windows ®, Apple MacOS ® and IBM OS/2
Warp ®. Those messaging systems generally limits the programmer to use two integers for
parameter passing when communicating with different parts of a program, and not uncommonly
those integers consists of multiple pieces of information.

A good ,QIRUPDWLRQ� 5HSUHVHQWDWLRQ strategy will reduce the possibility of misinterpretation of
data. Such misinterpretation bugs may be very hard to find, because they do not cause crashes.
They silently corrupt data and misinterprets information. Finding where the “temperature” variable
accidentally is assigned a bad value is much harder then detecting a stray pointer, since the
operating system have no means of helping us in detecting the problem.

���0LFUR�'HVLJQ�*XLGHERRN

�����:KDW�LV�LW"
The 0LFUR�'HVLJQ�*XLGHERRN is a set of organization wide guidelines of how to do 0LFUR�'HVLJQ.
It consists of 0LFUR�'HVLJQ�patterns as well as short articles about how to or how not to implement
a design. It is important to understand that the *XLGHERRN does not regulate the esthetic appearance
of the code, that is up to the code standard. For practical reasons, one should not even expect the
0LFUR�'HVLJQ�*XLGHERRN to reflect the code standard, and vice versa. Even though this would be
preferable, any changes in either standard would ripple over to the other and cause a lot of work. It
is more important to focus on the quality of the content rather then its appearance.

�����8VDJH
As all documents, if the *XLGHERRN is not read, it is a waste of money. The goal is that every
software developer should have read the book at least once, and thus recognizes the
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commandments and patterns. The readability is therefor of great importance, because there is no
real natural incentive for reading the *XLGHERRN�

The introduction of a *XLGHERRN� must have a champion that promotes and manages its
introduction [Humphrey]. This is essential for the success of its introduction. Without a champion
the *XLGHERRN will most likely find itself dead in the water.

�����&RQWHQW
These are some examples of 0LFUR� 'HVLJQ� *XLGHOLQHV from a hypothetical *XLGHERRN�� The
chapters below are suggested chapters of a such *XLGHERRN� Note however that the chapters does
not need to correspond to the 0LFUR�'HVLJQ�$VSHFWV� This section is intended to give a direction of
what a *XLGHERRN might look like.

�������&RPPDQGPHQWV
Commandments are general statements regarding 0LFUR�'HVLJQ. For the sake of communications,
the commandments have names the same ways as patterns.

1DPH� 3DUDPHWHU�9DOLGDWLRQ

&RPPDQGPHQW� All public functions should verify that the parameters
supplied by the caller are valid, and if possible try to
verify their sanity. Pointers shall be checked for NULL
values, indexes shall be checked for negative values,
flags shall be checked against the set of valid flags etc.

0LFUR�'HVLJQ�$VSHFW� Responsibility decomposition

1DPH� 'DWD�OD\RXW

&RPPDQGPHQW� No member function, public or private, may make
assumptions about order of storage of variables in an
object.

0LFUR�'HVLJQ�$VSHFW� Information representation

1DPH� )XQFWLRQ�VL]H

&RPPDQGPHQW� Avoid functions that are 20 lines of logic or more.

0LFUR�'HVLJQ�$VSHFW� General
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�������3DWWHUQV
0LFUR�'HVLJQ�Patterns are lighter weight [Gamma et Al.] patterns. They focuses at a much lower
level of design and are rarely as detailed described as the common design pattern.

1DPH� 6WDWH�JXDUG

3UREOHP� Some public functions may only be called when an object
is in a certain state. The state description is typically
complex and cannot be evaluated by a simple Boolean
expression, but requires iterations for its evaluation.

6ROXWLRQ� Introduce a state verification guard function that returns
true or false depending on whether the guarded function
may be called or not. Let every guarded function begin
with calling the guard function to assert that the
invocation is valid.

&RQVHTXHQFHV� If the guards are still used in the released system, they
may cause performance degradations.

0LFUR�'HVLJQ�$VSHFW� Micro Utilities

�������$QWL�3DWWHUQV
Where there are patterns, there are anti patterns. Consequently, a *XLGHERRN should include
experiences from past project and problem implementation, condensed into documented Anti-
Patterns [Brown]. (Here is the Mini-AntiPattern template used)

1DPH� (UURU�FRGH�EDOORRQ

3UREOHP� A function or subsystem that previously did not need to
report any status back to the caller needs to tell a specific
caller when a special rare event have occurred. Initially
there is only one of the callers that cares about the
occurrence of the special event.

The functional part is converted to start returning an
integer that reveals the success of a call. The one caller
that cares about the return value gets code added that
handles the special, rare case of an abnormal return
value.

The error codes are not documented since they, at a
beginning, only was interpreted by one caller. But later
during the development more and more function have
come to start using the function and handling the special
case.

Since the domain of possible error code mutates over the
time of development, code developed early fails to
handle late added error values.
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%HWWHU�VROXWLRQ� Rethink the error reporting strategy. Separate
functionality that needs to report errors, from the
functionality that can either contain problems or discard
them.

0LFUR�'HVLJQ�$VSHFW� Responsibility decomposition

���&RQFOXVLRQ
All system development must include the implementation phase, so that it is important that we do
not overlook the quality of the work produced during this last creative phase. Any software
developing organization benefits from quality implementation work. The source code will become
more maintainable and easier to test and inspect.

To assist programmers and code inspectors in the work of grooming quality implementations, an
organization should compose a 0LFUR� 'HVLJQ� *XLGHERRN as described in this paper�� Such a
*XLGHERRN will tutors and guides programmers in the art of finding the correct 0LFUR� 'HVLJQ
suitable for the current implementation mission.

���5HODWHG�ZRUN

�����,GLRPV
Idioms [Buschmann] are parts of a 0LFUR�'HVLJQ. Some idioms can be used without having to
reach consensus with the rest of the development team, thus making the idiom a part of the 0LFUR
'HVLJQ. Applying idioms are an excellent way towards a good 0LFUR�'HVLJQ.

�����&RGH�VWDQGDUGV
There are several “Code standards” published today. Most of them however focuses on the visual
appearance of the code, and regulates language constructs. For example [Ellemtel], [NFRA] and
[Delft]. 0LFUR�'HVLJQ�differs because it focuses on the code behavior rather the esthetic factors.
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$EVWUDFW�

The background for this paper is the difficulties encountered when designing and
implementing applications, which includes graphical user interfaces. This paper includes three
different techniques that can help in designing and implementing GUIs. These are reflection,
constraints and aspects.

This paper is not a guide in how to improve your design and implementations when doing
GUIs, but a short description and overview of three fairly new and exciting techniques. My goal is to
interest more people in these techniques with the goal to improve GUIs.

�� ,QWURGXFWLRQ

More or less all of us have in one time or another been in the situation where we have to design a
software product, maybe even a large software system, which somehow contains GUI. What I have learned is
that it is often solved by a Model-View-Controller [1] pattern and that is it. But when it is time for design,
new problems arise, one very usual problem is sending pointers or references when instantiating new objects,
who in their turn do the same. Another similar problem is the communication between the GUI and the data
and the communication between different parts of the GUI.

These problems all result in the same thing, a big mess. Either in the design phase, or even worse, in
the implementation phase, which really makes a large mess which is hard to get to work, even harder to
change and a true nightmare to debug and maintain.

But what can we do about this? I propose that all software engineers should read up on this subject,
to make use of other people’s research in this area. I will therefore present different ways to cleanly design
and implement GUI, using different techniques and focusing on the use for GUIs and not the techniques as
such.

�� 7KH�UHIOHFWLRQ�VROXWLRQ

���� :KDW�LV�UHIOHFWLRQ"

Reflection is the ability of self-knowledge within the system, it’s the ability to find out what
methods, fields etc that an object contains, and if necessary modify these.

Some implementations of reflection, for example the Java reflective package, are really an
implementation of introspection. Introspection lacks the ability to actively change objects and methods, but
retains the ability to investigate an object and to call methods and access fields.

A few good examples of reflection are given by Michael Golm [3]. All examples are about Java and
one example is the class loader in Java, which takes a stream of bytes and makes a class of it. This is
reflection, but the reverse, i.e. reification, is not present. The reflection API in Java gives a limited for of
reification, structural reflection, which is mostly used for beans and object browsers.



���� +RZ�FDQ�LW�KHOS"

������ 3OXJLQV�DQG�FRPSRQHQWV

It is easy to implement plugins/components with reflection. It is easy to load new classes in Java and
to start them. These plugins can then have it’s own interface, without any need for the main program to
handle the GUI.

A more potent version of plugins is components. One way to implement components is to have
interfaces and then make sure that the component can supports the interface. It is also possible to have several
interfaces. Introspection is another way to implement components, and the inclusion of the reflection API in
Java is no coincident.

By building the GUI with components, for example Java Beans [4], Visual Basic [6] or the Berlin
project [5], it is possible to simplify GUI building and makes it possible to easy to change or update the GUI.
It is only necessary to add a new component or replace or change an old one.

������ 2EMHFW�EURZVHUV�DQG�GHEXJJHUV

Reflection makes it easy to examine objects. This means that it is possible to make graphical object
browsers very easily, without the need for recompilation or source code. Only the executable libraries, class
files or similar. This makes it easier to use software that there is no source code for.

Representing structures, objects etc in a debugger is not the easiest of tasks. With reflection it is
possible to make general systems that can show these things in a running or halted program.

������ 5HIOHFWLQJ�GDWD�VWUXFWXUHV

An example of using reflecting for GUIs is to show arbitrary data structures by reflecting their state.
This is possible because you can examine and reason about the objects.

������ 2WKHU

I have searched the Internet and read many papers, but I find that there is little written about
reflectional graphical user interfaces. Most of the material is about other aspects of reflection I haven’t yet
found any more good examples where reflection/introspection can be used, but I am sure that someone will,
soon.

���� ([DPSOHV

������ &RPSRQHQWV

Components as such will not make GUIs easier to produce and maintain. But if Components are
introduced into an environment who connects Components, it will be easier to connect your GUI components
with you code Components. Making it possible to code advanced forms of GUI in small easy to manage
modules and manage them in an easy to use visual environment.

An example of this is the popular language Visual Basic [6], which connects components, both
graphical and others, in a user-friendly way. This requires at least introspection.

������ 3OXJ�LQV

There are a few very popular pieces of software that today uses plug-ins to make them extendable,
for example Internet Explorer [6], Netscape Navigator [9] and Winamp [10]. All three offer some form of
graphical interaction with the user, due to the plug-in. It can be added functionality or a GUI for options for
the plug-in. This is a very powerful way of making software extensible. So, in which way can this make GUIs
easier to manage? In the example of the two web browsers, it is possible to divide the rendering of different



forms of data into easily maintainable modules. If taken a step further, a browser could query the plug-ins
until one who can handle the new data is found or until it runs out of plug-ins. A cache list of successful hits
should be maintained for speed.

Winamp have both visual and audio plug-ins. The preferences for each plug-in is handled by the
plug-in itself and are shown when the main software, Winamp, asks for it. This is an excellent example for
how to modularise software and to separate the different GUIs, making them easier to code and maintain. A
step further would be to be able to query a random plug-in/component to gain the knowledge of it’s services
(for example a complete GUI, a GUI component or in this case, the ability to render the sound to either
speakers or a graphical visualisation) and it’s needs.

������ 2EMHFW�EURZVHUV�WKDW�G\QDPLFDOO\�EXLOG�WKHLU�*8,

To take Java as an example, it’s easy to find out what methods and fields (the variables that are in
the class) there is in an object. A small example of how to find the method names in an object could look like
this:

This gives us the knowledge of what the object offers. By using more features of reflection, we can
find out the fields, invoke the methods and more. Now we have two important features that makes it possible
to build an object browser. First, by parsing the output from the queries on the classes, we know the methods.

���� 7KH�)XWXUH

I feel that the ability to query an object for it’s methods and fields by name are not enough. This
shows a crack in the object-oriented way of thinking. Just as everything should be an object, with states,
identity and functionality, the ability to query the objects should not be a blind ability. There is a need to
produce a set of rules so that after querying an object, you know that you have got the method to start the GUI
and not something else. Reflection is only in it’s cradle yet.

If a language independent object model is used, which fully features reflection and if these objects
live within an object sea, there is a new palette of opportunities opening up. Objects in the Object Sea are
always present to the user/application. The objects are frozen when not used, but this is transparent to the
user. This means that there is never any need for parsing, as there is no need to change the object, as it is not
saved but rather frozen.

This will have impacts on how a GUI is managed. Resources as in Windows [6] would be an
obsolete term and the notion of a large number of specialist applications, just as in Unix, but in a graphical
environment would turn many practices in GUI programming upside down. The possibilities would be
endless and it would take several large papers to describe the impacts. I am hoping that a lot of research will
be put into these very interesting ideas in the future.

There is currently a project with the goal of making a whole OS based on these ideas. It will start
with a hosted system to make it possible to build applications and ending with a complete system. The name
of the project is KOSH [12] and I recommend anyone who has an interest in making the next big thing to take
a look.

�� 7KH�FRQVWUDLQWV�VROXWLRQ

���� :KDW�LV�D�FRQVWUDLQW"

A constraint is not a feature of Object Orientation. Its roots are in logical programming and are in its
nature declarative. This means that it is the opposite of imperative programming, which follows one path or
another, for example procedural programming or object orientation. Declarative programs on the other hand
declare a number of statements, and when runs a constraint solver solves these the constraints.

A simple constraint can be x=y. Whenever x changes, so will y. And each time y changes, so will x.
All so the constraint is true. But normally there is not just one constraint in the system, and different



constraints can affect each other. If we for example add a second constraint, z=x+y, any change to z would
also affect x and y, but also the first constraint, and vice versa.

The number of constraints can be large and it is very possible that the constraint solver will be
unable to produce a solution. To lessen this problem in object oriented constraints, a constrain hierarchy is
used, where constraints higher up in the hierarchy is solved first and at the expense of constraints further
down, if not all constraints can be kept.

For a more complete description of constraints, see the online guide to Constraints programming [7].

���� +RZ�FDQ�LW�KHOS�LQ�GRLQJ�*8,"

Using constraints makes it much easier to code GUIs. The big problem is to introduce constraints
into normal GUI APIs. Bjorn N. Freeman-Benson has written a very good paper about how to convert a
normal GUI into a constraint based GUI in [11].

Nevertheless, what good do constraints do? A very simple example would be a large number of drag
bars and input fields. If one is changed, others will also change. Doing this the normal way would mean a
very large clutter of code. However, by making constraints between the drag bars and input fields, an
automatic update of all values could be done, just by simply stating the constraints between different values.

Another example would be a simple rectangle. To completely describe a rectangle, you will need the
upper left coordinate and the lower right coordinate. In addition, you could also express it with the centre
coordinates, height, and width. The values are useful in different contexts and they relate to each other. By
setting constraints between these eight values, there is no need to manually update the values, leading to
much less cluttered code. In addition to the rectangle, further constraints could be added between different
rectangles, automatically updating the size of them all by changing one variable.

Then what can you use these rectangles for? Look at any modern GUI of today and you will see a
large number of rectangles. These have to be corrected when a resize is made, for example. Examining a
modern GUI shows many similar occasions when constraints would improve the readability, maintainability
and less code, which in turn gives fewer faults.

���� 'RLQJ�FRQVWUDLQWV�ZLWKRXW�ODQJXDJH�VXSSRUW

������ 2EVHUYHU�SDWWHUQ

The observer pattern [2] is one of the simplest forms of constraints. It is a very potent form of
constraint though, but the problem is that it builds dependencies between classes, which really shouldn’t be
there.

The idea behind the observer pattern is very easy and it has an excellent implementation in Java. It
consists of one class java.util.Observable and one interface java.util.Observer as shown schematically in the
picture below. The Observer adds himself to a class, which is subclassed from Observable. When something
is changed within the Observable object, it calls NotifyObservers, which in turn notifies all the Observers, via
the Update method.

This gives a way to for objects to communicate. It is a rough but effective way to do it and a better
solution on how to implement this is shown in Chapter 5. Another way to improve the means of
communication, and thus open up the abilities for Constraints, is to adopt a better communication model for
objects.

������ 8VLQJ�REMHFWV�DV�FRQVWUDLQWV

By embedding all the constraints that are somehow connected into a single class and using the
singleton pattern on this class (or use static variables), it is possible to code simple constraints and a simple
constraint solver into this class. Then all those who need the variables can instantiate the class.



This gives the problem that you can not have more then one instantiation of just that set of
constraints. The easiest way to make this possible is to remove the singleton part of constraint object. This is
a flawed suggestion, as it would make it harder to handle and force the use of a lot of pointers and references.
One solution is to add an abstract factory and have constraint set IDs. Then it’s possible to ask for a certain
set of constraints from the factory.

������ &RQVWUDLQW�VROYH�HQJLQHV

There is a few constraint solvers out there; two examples would be Cassowary [13] and DeltaBlue
[13]. The idea here is to have and use a constraint solver, written in the language that the program is written
in. This is the most powerful way to introduce constraints and it can deal with a lot of different constraints. It
is not as flexible and powerful as a reflective language though.

�� 7KH�DVSHFWV�VROXWLRQ

���� :KDW�LV�DQ�DVSHFW"

Parc Xerox © has invented a new unit of software modularity. They call it an aspect. Aspects are
intended to for use in design and implementation, just as normal objects. It is possible to write a few aspects,
which will do what several scattered pieces of code would do.

The point of this is to localise concerns and to add to the power of the design language used when
designing modern software. Therefore we pull out the aspects from the code and put them in separate aspect
files. This makes it easier to change the aspects, without going through all the classes. It makes it possible to
add aspects to old classes without changing them. It makes it possible to use the same aspects on many
different classes and it makes it possible to reuse the aspects separately from the class code.

It is possible to, for example, to run an aspect method after or before certain methods. AspectJ [14]
has solved this by weaving in the aspects into the normal Java source files before the compiling begins. This
makes it easy to add, write and remove aspects. What makes it harder is to distribute the aspects like you can
distribute objects and it makes it impossible to dynamically bind different aspects to different objects. This is
a drawback until aspects are fully integrated into Java.

Does aspects have any relationship with reflections then? According to the FAQ on AOP [8] it has a
relation. They describe it as this: ³5HIOHFWLRQ�ZDV�ZKDW�VKRZHG�XV��IRU�WKH�ILUVW�WLPH��WKDW�ZH�FRXOG�DFKLHYH�D
SURJUDPPDWLF�VHSDUDWLRQ�RI�FRQFHUQV�WKDW�ZDVQ
W�RI�WKH�PRGXOHV�DUH�SURFHGXUHV�YDULHW\��7KH�EDVH�PHWD
VHSDUDWLRQ�LQ�DQ�DSSOLFDWLRQ�ZULWWHQ�XVLQJ�UHIOHFWLRQ�LVQ
W�TXLWH�D�FDOOHU�VXEURXWLQH�UHODWLRQVKLS��7KLV�ZDV
YHU\�LPSRUWDQW��LW�LV�WKH�H[LVWHQFH�SURRI�RQ�ZKLFK�WKH�$23�WKHVLV�LV�EDVHG�´

���� +RZ�FDQ�LW�KHOS�LQ�GRLQJ�*8,"

When programming, especially if there is a GUI involved, there are a large number of aspects inside
the design and code. These aspects could be taken out and thus improving the readability, reusability and
maintainability. Examples of such an aspect can be debug graphics, status reporting, help functions, automatic
updates of the graphical representation of variables and easy to use graphical error handling.

The advantages are similar throughout design and implementation. This gives rise to less code and a
higher degree of reusability, maintainability and readability. This in general improves the way a GUI can be
designed and lessens the problems with breaking encapsulation.

���� ([DPSOHV

I never really had the chance to install, setup, learn and experiment with AspectJ. I recommend all
that feel interested in Aspects to go to the AspectJ homepage [14] for updated versions of AspectJ and a few
examples.



�� &RPELQLQJ�VROXWLRQV

These three techniques in object orientation, the reflection, the aspect and the constraint, are not
separate entities; they can be combined in several ways. I haven’t found any papers, which speaks of these
combinations and I think there are a number of possibilities in mixing different methodologies, techniques
and ideas. I will list a few ideas, which I have seen or thought of myself.

One very simple but powerful example of aspects is the implementation of the observer pattern in an
aspect. This makes it very easy to add an observer pattern to old classes and makes the observer pattern
reusable. This in turn makes it possible to introduce lightweight constraints as described in chapter 3.3.1, with
little effort and the possibility to move these constraints to other places without having to change the classes.

If you go GUI components, it is possible to have constraints not only between variables of different
kinds, but also between different components or objects. This introduces the concept of objects into
constraints and an object oriented constraint language would be of great help. If you then add reflection to
this concept, it would be possible to query the components or objects for information to get information for
the constraint solver. This would make it possible to build a complete GUI in a modular way and only need to
define the constraints to get a working GUI.

�� 5HODWHG�:RUN

I have found very little related work on this subject, which has made the task much harder.

�� &RQFOXVLRQ

This is a fascinating subject and there are a lot of things that can be done to improve the design and
implementation of GUIs in object oriented environments. But it is not an easy task, far from as easy as I
though when I chose this subject for my research paper.

The greatest gains lays in constraints and aspects. The constraints are harder to introduce into object
orientation and are a different way of thinking with its declarative nature. If properly used, it can improve
GUIs a great deal. The need to send pointers and references to objects as arguments will diminish. There will
always be a correct relation between variables and large parts of the GUI will work by itself as soon as the
constraints are setup.

Aspects are the other big gain. I haven’t found much on this subject that conforms to GUI
programming, as it is a very new technique. The big difference from constraints is that aspects are an addition
to object orientation and works smoothly with it. It integrates with today’s programming languages and hasn’t
got any visibly drawbacks concerning performance. On the other hand, it can even improve performance by
better design and better solutions.

That leaves us with reflection. There is much written about reflection, but little about how it can
impact the GUI part of programming. Despite this and the low usage of true reflection in today’s most
popular languages, I am optimistic. The emerge of KOSH [12] and the ideas about the object sea makes it
possible to move the successful idea of small specialist programs from UNIX text interfaces to a modern
graphical environment.

I hope this paper has given rise to more questions that it has answered. This is a large subject and I
feel dwarfed when I think about all that can be looked into, given time and resources.

$FNQRZOHGJHPHQWV

I would like to thank the people on the KOSH [12] Mailing list for having many new interesting
ideas, which helped me start thinking about object orientation in a new and more creative way.

I would also like to thank those who participated in the discussions in the DAD415 course of
Advanced Object Oriented Concepts in 1998/1999. Discussion often gives more then reading papers with
tons of references.
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$EVWUDFW�
As the use of architectural design of large software systems is increasing, there is a need for
representation of systems’ architecture. The software architectural view, despite the use of
representation method, of the system is in an abstract level and is used to describe the system in an
abstract manner. Software architectural styles, that is not connected to a specific software system but
rather as reusable concepts of an architecture, demands also a way of representation. The standardized
use of a software architecture representation can ease the use of such architectural styles as well as
minimize communication problems within a software development organization due to members’
different view of a system. This paper will discuss the use of Architectural Description Languages
(ADL) and architectural fragments [Bosch 97]. We will evaluate the use of architectural fragments as
a technique for representing software architectures, and try to answer the question of whether
architectural fragments can be a replacement or supplement to existing ADLs. To be able to evaluate
the concept of architectural fragments we will first compile different requirements for an architecture
representation construct, and then discuss and compare if architectural fragments support these
requirements.

�� ,QWURGXFWLRQ

As the software engineering community has emerged towards trying to solve larger and more complex
problems, there is a need for representing the architectural representation of these software systems. There is
also a need for representing reusable parts of architectural structures, i.e. design patterns and frameworks. The
primary solution towards solving complex problems has been the use of functional decomposition. The
problem is decomposed into smaller and smaller sub problems. These sub problems are solved by a certain
sub unit or module. The solution for a certain sub problem is based on a function or behavior, which is
handled by these sub units. One problem that arises is that the use of functional decomposition hampers the
abstraction mechanisms for the software system. There are discontinuity between architectural and
implementation models. The use of architectures tries to represent the system in abstract views, where the
system’s different subsystem/components with their expected behavior and collaboration are described as
entities with relationships.

The importance of using a well-defined software architecture representation construct can not be
underestimated. The success of a software system is often very dependent on the system’s software
architecture. The architecture captures the system’s behavior and structure in an early part of the development
phase, where it is important that all involved in the project has a clear view of how the system shall behave.
The use of architectures also makes the developers to analyze, i.e. iterate and evaluate, the system’s
functional and non-functional requirements. The reuse concept has been introduced within software
engineering, first in the area of component reuse, and later in the area of structural behavior reuse as
architectural styles, design patterns and frameworks. Therefor there is a strong need for a standardized
software architecture representation construct. The existing approaches made towards architecture
representation constructs are spanning from ad hoc diagrams to formal Architectural Description Languages.
                                                          
1 This paper is part of the fourth Student Conference on Advanced Object-Oriented Concepts at the
University of Karlskrona/Ronneby. January 99.
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In the next chapter we will describe some definitions on software architecture, following with some issues
concerning representing software architectures. Then we discuss the use of architectural representation
constructs as a part of the software development process. In chapter three we discuss requirements of
architecture representation constructs. What is expected from an architecture representation construct? The
fourth chapter evaluates the concept of architectural fragments in the view of the expected requirements.

�� 6RIWZDUH�$UFKLWHFWXUH�5HSUHVHQWDWLRQ

There exist different approaches towards representing architectures. The use of informal graphical notation
with lines and boxes are often used as the only architectural description technique within a project. Often the
definition of what type of lines and boxes and/or how these lines and boxes are used to represent a system’s
architecture is different from project to project, or even within the same project. In the worst cases the use of
representation entities as lines and boxes over the system’s architecture may have different meaning in the
same diagram. The purpose of describing architectures is the ability to achieve a view on an abstract level
over a system’s components and the interaction amongst them. This view does not only force the
development team to build an early view of the system’s concept that can be shared amongst the team
members; it is also a tool to analyze the system’s architecture.

Another purpose of using software architecture representation is the ability of sharing reusable architectural
structures as design patterns and frameworks. Up to this date there have been progress of the discovery of
new design patterns [Gamma et al 95] and architectural styles [Garlan & Shaw 94]. But even if the progress
in these areas have been successful, we believe there is still difficult to use these architectural structures as
part of new systems. The support for representing architectural structures as reusable entities is still
inadequate despite research into Architectural Description Languages (ADL). To be able to evaluate an
architecture representation construct, the concept of what software architecture is as well as what the
architecture representation construct shall be able to represent should be defined.

���� 6RIWZDUH�$UFKLWHFWXUH�'HILQLWLRQV

Software Architecture is the model of a system with subsystems/components and the interaction and
collaboration between these components. Software architecture can also be described as representing the
structural aspects of a system. The process of dividing the system into subsystems/components can be defined
as software architectural design. [Garlan & Shaw 94] defines software architecture as:

³$V�WKH�VL]H�DQG�FRPSOH[LW\�RI�VRIWZDUH�V\VWHPV�LQFUHDVHV��WKH�GHVLJQ�SUREOHP�JRHV�EH\RQG�WKH
DOJRULWKPV�DQG�GDWD�VWUXFWXUHV�RI�WKH�FRPSXWDWLRQ��GHVLJQLQJ�DQG�VSHFLI\LQJ�WKH�RYHUDOO�V\VWHP
VWUXFWXUH�HPHUJHV�DV�D�QHZ�NLQG�RI�SUREOHP��6WUXFWXUDO�LVVXHV�LQFOXGH�JURVV�RUJDQL]DWLRQ�DQG�JOREDO
FRQWURO�VWUXFWXUH��SURWRFROV�IRU�FRPPXQLFDWLRQ��V\QFKURQL]DWLRQ��DQG�GDWD�DFFHVV��FRPSRVLWLRQ�RI
GHVLJQ�HOHPHQWV��VFDOLQJ�DQG�SHUIRUPDQFH��DQG�VHOHFWLRQ�DPRQJ�GHVLJQ�DOWHUQDWLYHV�´

[Garlan & Perry 95] defines software architecture as:

³7KH�VWUXFWXUH�RI�WKH�FRPSRQHQWV�RI�D�SURJUDP�V\VWHP��WKHLU�LQWHUUHODWLRQVKLSV��DQG�SULQFLSOHV�DQG
JXLGHOLQHV�JRYHUQLQJ�WKHLU�GHVLJQ�DQG�HYROXWLRQ�RYHU�WLPH�´

These definitions are only two amongst many others; currently there exists no standardized definition on
6RIWZDUH�$UFKLWHFWXUH [SEI].
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���� $UFKLWHFWXUDO�(QWLWLHV

Architectural entities are often described as components and connectors that connect the different
components. The issue on which entities that an architecture is constituted of is related to the use of
architecture representation construct, but the common used entities are primarily the representation of the
system’s structural behavior, the components and their interaction. The components and their interaction,
often called connectors, is the foundation of all different kind of architecture representation constructs. [Shaw
& Garlan 95] describes the existence of extra-functional properties beside the presence of the functionality of
the components and the connectors. These properties are related to performance, capacity, environmental
assumptions and global properties such as reliability and security. [Shaw & Garlan 94] divide architecture
into components, operators, patterns, closure and specification, where components are the module-level
elements of the architecture as primitive semantic elements with values. Operators are the interconnection
mechanisms that combine components.

���� $UFKLWHFWXUDO�'HVFULSWLRQ�/DQJXDJHV

Architectural Description Languages (ADLs) describes a system’s architecture in a formal language.
Currently research has been made in a large number of different ADLs such as Aesop [Garlan et al 94],
Rapide [Luckham et al 94], UniCon [Shaw et al 95], and Wright [Allen & Garlan 94]. ADLs are concerned
with architectural structure, but differs in level of genericity [Shaw & Garlan 95]. The different levels of
genericity that are supported are those ADLs that are primarily concerned with architectural instances,
architectural styles, or architecture in general. ADLs lacks in representation of reusable architectural
structures, such as design patterns and frameworks [Bosch 97]. The use of ADLs is mainly to describe the
architecture of a particular application.

�� 5HTXLUHPHQWV�RI�$UFKLWHFWXUH�5HSUHVHQWDWLRQ�&RQVWUXFWV

The requirements of architecture representation constructs are more than the ability to represent components
and their interactions. The ability to use the architectural representation construct to compose and reuse
architectural structures is necessary to support the representation of design patterns and frameworks. The use
of architecture representation constructs is to provide information about what the components do, how they
behave, and the dependencies of the components. To be able to reason about the architecture, such issues as
timing, performance should be supported.

���� 5HTXLUHPHQWV�DFFRUGLQJ�WR�>6KDZ�	�*DUODQ���@

[Shaw & Garlan 94] defines six classes of properties that characterize an ideal architectural description
language. The classes of properties are composition, abstraction, reusability, configuration, heterogeneity, and
analysis:

������ &RPSRVLWLRQ

³,W�VKRXOG�EH�SRVVLEOH�WR�GHVFULEH�D�V\VWHP�DV�D�FRPSRVLWLRQ�RI�LQGHSHQGHQW�FRPSRQHQWV�DQG
FRQQHFWLRQV�´

The composition property refers to the ability of combining independent architectural elements into larger
systems. This demands that the architectural representation construct provides the possibility of dividing large
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systems into hierarchically smaller parts, as well as compose large systems from smaller parts. Elements, both
components and connectors, should be independent of system. Elements must be represented as standalone
definitions. The architectural representation construct should also support “separation of concerns”;
architectural structure should be separated from implementation level.

������ $EVWUDFWLRQ

³,W�VKRXOG�EH�SRVVLEOH�WR�GHVFULEH�WKH�FRPSRQHQWV�DQG�WKHLU�LQWHUDFWLRQV�RI�D�VRIWZDUH�DUFKLWHFWXUH�LQ
D�ZD\�WKDW�FOHDUO\�DQG�H[SOLFLWO\�SUHVFULEHV�WKHLU�DEVWUDFW�UROHV�LQ�D�V\VWHP�´

Abstraction is the ability of suppressing unnecessary detail while still exposing important properties. The
point of using abstraction for architectures is to provide a clear view of the element roles in the architectural
structure. It should be possible to represent new architectural patterns and new forms of interaction between
architectural elements as first class entities.

������ 5HXVDELOLW\

³,W�VKRXOG�EH�SRVVLEOH�WR�UHXVH�FRPSRQHQWV��FRQQHFWRUV��DQG�DUFKLWHFWXUDO�SDWWHUQV�LQ�GLIIHUHQW
DUFKLWHFWXUDO�GHVFULSWLRQV��HYHQ�LI�WKH\�ZHUH�GHYHORSHG�RXWVLGH�WKH�FRQWH[W�RI�WKH�DUFKLWHFWXUDO
V\VWHP�´

The architecture representation construct should provide ability to reuse not only components and connectors,
but also architectural styles/patterns. For instance design patterns and frameworks.

������ &RQILJXUDWLRQ

³$UFKLWHFWXUDO�GHVFULSWLRQV�VKRXOG�ORFDOL]H�WKH�GHVFULSWLRQ�RI�V\VWHP�VWUXFWXUH��LQGHSHQGHQW�RI�WKH
HOHPHQWV�EHLQJ�VWUXFWXUHG��7KH\�VKRXOG�DOVR�VXSSRUW�G\QDPLF�UHFRQILJXUDWLRQ�´

Description of composite structure should be separated from the elements of the structure. This to ensure that
the architectural structure can be understood and changed without knowledge about each individual element
in the system. Architectures should be able to evolve during the execution of a system. It should be possible
to create new components by other components, and to initiate new interactions between components.

������ +HWHURJHQHLW\

³,W�VKRXOG�EH�SRVVLEOH�WR�FRPELQH�PXOWLSOH��KHWHURJHQHRXV�DUFKLWHFWXUDO�GHVFULSWLRQV�´

An architectural representation construct should provide the ability of combining different architectural
patterns in a system. The combination of components should be independent on the language that the
components are implemented in.
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������ $QDO\VLV

³,W�VKRXOG�EH�SRVVLEOH�WR�SHUIRUP�ULFK�DQG�YDULHG�DQDO\VHV�RI�DUFKLWHFWXUDO�GHVFULSWLRQV�´

This requirement states the ability of an architecture description construct to provide reasoning of
architectural descriptions on different levels. The analyzing ability can be automated or non-automated.
Architectures consist of properties such as timing, performance and resource usage.

���� 5HTXLUHPHQWV�DFFRUGLQJ�WR�>&OHPHQWV���@

[Clements 96] states the requirements for architectural description languages in system-oriented, language-
oriented and process-oriented features.

������ 6\VWHP�RULHQWHG�UHTXLUHPHQWV

The system-oriented features relate to the type of system that the ADL can represent. How well can the ADL
represent architectural styles? Which different types of system classes can be represented by the ADL, for
instance distributed, hard real-time, imported component systems and so on. This requirement is covered by
the Composition requirement of [Shaw & Garlan 94]; therefor it will not be used in the evaluation.

������ /DQJXDJH�RULHQWHG�UHTXLUHPHQWV

Language-oriented features are based on the ADL independent on the system and relate to the definition of
the language. For instance the degree of formality, completeness, consistency, modifiability, readability, and
variability. Language-oriented features also relate to the ADL’s ability to represent design history. Another
language-oriented feature is which views that can be represented by the ADL. Different architectural views
highlight different aspects/perspectives of the architecture.

������ 3URFHVV�RULHQWHG�UHTXLUHPHQWV

Process-oriented features relate to the ADL’s ability to create, validate, analyze and refine an architecture
description. What kind of editor is supported, textual, and graphical? Validation support contains the presence
of syntax checker, semantics checker, completeness checker, and consistency checker. Do the ADL support
architecture analysis, as for instance analyzing for functionality, usability, reliability and so on?

�� $UFKLWHFWXUDO�)UDJPHQWV

[Shaw & Garlan 94] states the need of precise description of architectures and that the need can be addressed
as a language design problem. [Shaw & Garlan 94] defend their argument by the fact that semantic entities
for architectural description are in a higher level of abstraction than what a conventional programming
language provides. Also [Bosch 97] states that the reason for why description of architectural structures are
not supported in conventional languages is that the paradigm that these languages are based on require that
the behavior of a component is describe as one specification. Architecture structures describe part of the
behavior of a group of components related to the architecture.

An architectural fragment [Bosch97] is a reusable architectural specification that describes a design pattern or
a framework architecture. Architectural fragments describe the structure of an architecture in terms of its
components, also called roles, the architecture-specific behavior of the components and architecture-specific
interaction between the components. The fragments are implemented as first-class entities at the
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implementation level. The concept of architectural fragments is part of the Layom [Bosch97] language.
Architectural fragments uses the concept of one-language model; architectural fragments are an extension of a
language, while the ADLs often uses a separate language to represent architectures. [Bosch 97] states that it is
preferable to define a unified language due to complexity and inter-operability reasons.

���� (YDOXDWLRQ

This section consists of an evaluation of the architectural fragments concept in the view of the expected
requirements of an architectural representation construct stated in chapter three. Each requirement is
evaluated and graded in the scale of supported and not supported. This evaluation is only based on
information stated in [Bosch 97], and it is important to notice that the concept of architectural fragments are
quite immature since no language, research or conventional, yet supports architectural fragments (the
language LayOM [Bosch 97] will be extended to support architectural fragments).

������ &RPSRVLWLRQ

Architectural fragments can be used to compose architectures in different levels, since
architectural fragments are represented as first-class entities at the implementation level. LayOM uses
superimposition [Bosch 97] to compose architectural fragments with other fragments and classes.

Grade: Supported

������ $EVWUDFWLRQ

Architectural fragments can be used to describe a system as a composition of independent components and
connections. The architecture specification specifies the architecture-specific behavior of the components,
while the components only specify the domain-specific behavior. The role construct specifies the
architecture-specific behavior of components.

Grade: Supported

������ 5HXVDELOLW\

As with the abstraction requirement, the reusability requirement is also supported, since the behavior specific
to the architecture of components are distinguished from the components domain-specific behavior. This
makes it possible to not only reuse components, but to reuse an architectures structural specification. For
instance this supports the instantiation of frameworks without need for knowledge of the framework’s internal
behavior.

Grade: Supported

������ &RQILJXUDWLRQ

What have been stated before do first-class representation of architectural specifications at the
implementation level solve many of the above requirements. That is the same with this requirement as well.
To the best of our knowledge, superimposition of role and class behavior is dynamically handled in the
LayOM language, as well as dynamic instantiation of architectures and roles.
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Grade: Supported

������ +HWHURJHQHLW\

This requirement is also solved by the use of first-class representation of architectural specifications at the
implementation level. For instance, the possibility to have different architectural structures in each layer of a
layered architectural structure, is based on the ability of combining architectural fragments.

Grade: Supported

������ $QDO\VLV

To the best of our knowledge, the use of automated or non-automated reasoning about architectural
descriptions is not supported by the architectural fragments concept. That is not the main purpose of the
architectural fragments concept. Nevertheless, the architectural fragments concept provides means for
manually reasoning about architectures, since it is easier to change architectures, design patterns and so on.
But the ability to analyze properties of the system is not supported.

Grade: Not supported

������ /DQJXDJH�RULHQWHG

The architectural fragments concept do not support representation of design history, neither the use of
different views; only textual views are supported.

Grade: Not supported

������ 3URFHVV�RULHQWHG

Tools, validation, refinement and analyzing are not supported by the architectural fragments concept.

Grade: Not supported

�� &RQFOXVLRQ

The requirements of architecture representation constructs are more than the ability to represent components
and their interactions. The ability to use the architectural representation construct to compose and reuse
architectural structures is necessary to support the representation of design patterns and frameworks.
Architectural fragments is a step towards a solution that supports reuse of such architectural structures.  Our
evaluation shows that the architectural fragments concept, as an extension of the LayOm language, supports
many of the requirements of an ideal architectural description language stated by [Shaw & Garlan 94], despite
the fact that LayOM with the architectural fragments concept is not a pure ADL. The ability to analyze
architectures, as well as compare architectures, is not ‘yet’ supported by LayOM and architectural fragments.
The concept of architectural fragments has shown the ability as a supplement or even a replacement to
existing ADLs.
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$EVWUDFW�Software frameworks, like all software products, tend to evolve over time. During evolution features are
added and bugs are fixed. These changes affect all the products that use the framework. Gradually frameworks
grow larger and more complex. This poses several problems (maintenance, documentation). Other problems occur
when multiple frameworks are used to build a program (software framework composition. In this paper a few
guidelines for designing software frameworks are presented that help prevent these problems.

���,QWURGXFWLRQ

Frameworks have become quite popular during the nineties. Companies use them to capture their specific domains.
Programming languages usually come with a language framework. Framework sizes range from a few related classes,
up to hundreds of thousands of lines of code. 

Many companies are in the process of capturing their domains into software frameworks. A bank for instance might
have a framework for modelling their accounts and customers. When a new financial product (a new type of account,
a new type of insurance) is created, the framework is used to create the necessary applications.

By using a framework the bank avoids re-implementing things that are already available. Thus the time needed to
implement a new financial product is reduced. This important because it gives the bank more flexibility in varying
their products. Also it is now affordable to create customized versions of financial products for smaller groups of cus-
tomers.

�����'HILQLQJ�WKH�WHUP�IUDPHZRUN

The term framework is difficult to grasp. In its widest definition every object could be a framework by itself. But that
definition is probably too wide. In general "a framework is a partial design and implementation for an application in a
given domain" [Bosch]. This means that the usage of a framework in developing a software product, reduces the
amount of work that needs to be done and allows the developer to focus on the essence of the product being develo-
ped.

Developing a framework is different from developing a normal object oriented system in that a framework is devel-
oped specifically to be reusable. Also a framework is incomplete, this means that it has to be instantiated in order to
create a working object oriented system.

Unfortunately it is very difficult to develop software frameworks. It is much more difficult than making a normal
application. Developing a framework for a domain only makes sense if it’s going to be used in more than just a few
applications.

�����)UDPHZRUN�(YROXWLRQ

Like normal applications, a framework has to be maintained during its life. This means that it’s likely that the frame-
work will change continually. If the framework changes, all the programs that use it are affected. This makes frame-
work changes expensive and unattractive.
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When a change does occur, the affected applications will either have to be adapted too, or the decision can be made to
use the old framework for some applications. The latter approach effectively results in two frameworks that need
maintenance. Neither option is very attractive.

So when enhancements are made to the framework, developers will try to limit the effect on framework instances. In
doing so, they might introduce bad design to the framework. Over time the framework will grow more complex, mak-
ing it harder to use, extend and maintain.

�����&RPSRVLWLRQ�ZLWK�RWKHU�IUDPHZRUNV

Another issue that is becoming increasingly important, is framework composition. As more and more companies are
having frameworks, a need arises to combine multiple frameworks into one application. A bank for instance, might
decide to buy a framework for insurance and combine it with its existing framework for bank accounts.

This may lead to some problems:

� Both frameworks assume to have control over the entire application. To use both frameworks the developer will
have to write code to keep both frameworks synchronized. This may very well require intimate knowledge of both
frameworks and may require so many changes in the frameworks that it may be more profitable to abandon the use
of one or even both frameworks.

� Both frameworks provide functionality for the same real world entity. If the way this entity is implemented in both
frameworks is more or less the same, a solution would be to provide an adapter class for one of the implementa-
tions that makes this implementation compatible with the other framework. However, if the implementations are
different, this won’t be so easy. 

� The frameworks only partly cover the desired domain. This problem is also known as the framework-gap. To solve
this problem, a developer will have to write mediating software. When one or both frameworks assume to have
control over the application this can be extremely difficult. Moreover the resulting code will dependent on both
frameworks and will require maintenance as the frameworks evolve.

� The framework will be used together with legacy components. Adapters will have to be written to wrap the legacy
components. This can be tricky if, for instance, there is no source available for the legacy components or if the leg-
acy components cannot be subclassed easily.

As the use and composition of software frameworks is becoming more and more popular, these problems are becom-
ing increasingly important. Designing frameworks with future composition with other frameworks in mind can solve
part of these problems. It is not clear though what the guidelines for such an approach are. For a more detailed discus-
sion I refer to [Mattsson] and [Mattsson 96].

�����*RDO�RI�WKLV�SDSHU

In this paper I will present some guidelines for building frameworks that may help prevent composition and evolution
problems. Frameworks should be designed to cope with evolution and composition from the beginning. This means
that a framework designer should be aware of evolution and composition problems. 

There’s a problem though, most developers don’t know exactly how their software is going to be (re)used. In practice
software will be used in ways the developer could never predict. It is thus essential that certain rules are taken into
account when a framework is developed. The guidelines I’ll present will help the developer to build a framework that
is more reusable, has enough room for future enhancements and will thus be better to maintain and will evolve in nicer
way. 

In paragraph 2 I will try to analyze the consequences of early design decisions. In paragraph 3 I will look at different
aspects of software frameworks and their relation to composition and evolution problems. Based on those two analysis
paragraphs I will present a few guidelines in paragraph 4.
2



���3UHSDULQJ�WR�EXLOG�D�)UDPHZRUN

Before a framework is designed, several questions should be answered concerning reusability and applicability. These
issues will have a large impact on the design. So it is good to be aware of them. Restricting the framework in any way
can become a problem in the future.

�����'LIIHUHQW�OHYHOV�RI�UHXVH

The first thing that a framework developer should be aware of is the level of reuse that is required for the framework.
Code can be re-used at different levels:

� within an application

� within a company (with a set of related applications)

� within a group of related companies (that share some software)

� the whole world

For software frameworks this means that one can assume more about the context if the level at which the framework
will be used is lower. If a framework is going to be used within a certain company, part of the framework’s context is
the other software in use in that company. If the framework becomes dependent on this software, the framework can
only be used in a situation where this software is present.

If a framework is to be applied on a higher level, it should abstract from this software either by not using it and defin-
ing the needed functionality within the framework or by providing a very abstract interface to it. The latter is more
expensive but yields a more reusable framework (as we will see later).

�����)UDPHZRUN�ERXQGDULHV

Another important thing that needs to be established before framework development can be started is the domain of
the framework. It is tempting to put as much functionality into the framework as possible ("the framework takes care
of everything"). With such a framework it is very easy to implement programs (framework instances). 

That is, as long as the framework offers everything needed by such a program. If additional functionality is needed
there are a few options:

� Implement it ad-hoc in the framework instance. This approach is probably a fast solution. The result has lousy
reusability properties though since it is tightly mixed with application specific code.

� Enhance the framework so that it handles the new framework ("It takes care of everything again"). This is also
known as framework evolution. The result is an increase in framework complexity making it more difficult to use,
maintain, compose and enhance.

� Use a third framework that offers the needed functionality. In order to do this the two frameworks need to be com-
posed to work together in the framework-instance. There are several problems with framework composition Error!
Reference source not found. This is especially true if both frameworks are large.

� Make a completely new framework that works nicely together with the existing framework and offers the needed
functionality. The new framework can then be deployed without any problems. 

Another approach is to put as little functionality in a framework as possible. When a framework-instance is made
using such a framework, it is likely that a lot of additional functionality is needed. To add this functionality, the same
options apply:

� Implement it the ad-hoc way. This approach will require a lot of coding since the framework does not offer much
functionality.

� Enhance the framework to incorporate the needed functionality. Since the framework is small, this should not be
difficult. It would, however, violate the principle of keeping frameworks small.
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� An existing framework can be used to get the needed functionality. Composition problems are less likely than
before because the framework is smaller and offers less functionality that can cause problems.

� Make one or more new frameworks that offer the needed functionality.

The latter approach yields a large number of frameworks (one for each group of functionality). Because the frame-
works are small, composition of two such frameworks is probably easier. Because there are a lot of frameworks
though, there may still be a lot of composition issues. 

If n frameworks are needed in an application, they all have to work together. So possibly a lot of code is needed to
make the frameworks compatible before they can be used. If the frameworks are designed to work together, this may
not be a big problem.

When setting the framework’s boundaries, a choice has to be made concerning its size. If the framework has to be able
to operate with a lot of other frameworks, one should consider building one or more smaller frameworks. If on the
other hand it is going to be the only framework to be used in application development, a larger framework might be an
option. Personally I think one should be careful not to put in too much functionality that is not directly related to the
domain for which the framework is developed.

A GUI framework, for instance, has nothing to do with databases. Therefore it should not contain code to access data-
bases. Of course there is a grey area: database aware widgets (for instance a table that reflects part of a database). Such
widgets need to have access to databases and need to use the GUI framework.

If I apply my guideline to this situation, a third framework (in addition to the GUI and database framework) would be
created that contains the database aware widgets. It would probably depend heavily on the GUI framework but at least
the GUI framework will not be polluted by the database code. It would also depend on the database framework. By
enforcing this guideline, developers are forced to think about composability (in the example above two frameworks
are composed into a new framework). By making clean interfaces, the influence of evolution can be limited.

�����&XVWRPL]LQJ�)UDPHZRUNV

Customization of frameworks can be categorized into a few different levels. Not all customizations are as likely to
happen. It should be decided at design time what levels of change the framework must be capable to handle. 

� Configuration

� Extension

� Adaptation

� Change of OS/language

Allowing less change, means fewer abstractions are necessary. This greatly eases implementation and possibly allows
for a more efficient implementation.

�������&RQILJXUDWLRQ

At the configuration level, change is achieved by feeding components in the framework different parameters. This
requires a black-box framework. Often this kind of customization can be automated. By using a special language or
tool, the necessary adjustments are made. At this level, full reuse of code is achieved. Since the framework should be
designed for this kind of reuse, customizing it this way should not be very difficult.

�������([WHQVLRQ�VXEFODVVLQJ

On the other hand customization by configuration may not be sufficient for advanced usage (for instance because the
components are to simple). To get the needed functionality the framework will have to be extended with new behav-
iour. To do this either existing components can be extended or the frameworks (abstract) base classes can be used for
extension.
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At this level both design and code are reused. The ways in which the framework can be extended should be very clear.
The frameworks internal design should not be compromised by the new extensions. Good documentation and lan-
guage constructs such as ’final’ or ’private’ in Java, can help protect the design.

Extending frameworks is not a trivial task. If the framework is not open enough (i.e. the framework does not offer
enough hotspots to implement the needed extensions), the programmer will have to work around this. The result will
probably be ugly code that is difficult to maintain.

If the framework is too open on the other hand, the programmer might break the frameworks implicit design-rules. If
this happens the new extensions will be more difficult to maintain. As the framework evolves, the extensions may
break because certain design rules have not been respected. Alternatively the extensions can limit the evolution of the
framework. Over time the framework can evolve towards a blackbox framework. This allows for the first level of
change.

�������$GDSWDWLRQ

A special case of framework extension is adaptation. At this level, non-framework code (for instance legacy code) has
to be integrated with the framework. If the differences between the framework and the new code are large, it can be
very difficult to integrate such code. Possibly a considerable amount of code will have to be written to deal with the
differences. This can be eased by designing the framework in such a way that external components can be plugged in. 

Providing interfaces for the key classes of the framework may help. Interfaces make it easier to create wrapper
classes.

�������&KDQJH�RI�26�/DQJXDJH

When this happens, the entire framework will have to be adapted to work with a new language/OS combination.
When the language changes, the whole framework will have to be re-implemented. The design can be reused though.
A change of OS does not necessarily have to be a problem. C++ code for instance can be ported to other platforms
when certain standards are respected. Of course this is not always possible, sometimes OS specific code is needed. In
that case the OS specific code should be limited to just a few classes with very clear interfaces though. It could even
be considered to abstract from the OS specific functionality.

���'HVLJQLQJ�IUDPHZRUNV

A framework has different aspects. Each of these aspects comes with its own requirements on quality-attributes. In
this paragraph I will analyse a few of those aspects for a different quality attributes.

Choices made for specific aspects can limit the framework. When for instance choosing a component model, one
accepts the specifics and limitations of that particular component model. Once the design is finished, it is hard to
change the component model. 

The quality attributes being considered are:

� Portability (the ability to implement a design in different platforms)

� Composability

� Maintainability

� Probability of change (also see previous paragraph)

Intuitively, if a framework scores well on these quality attributes, both evolution and composition of that framework
should be relatively easy.
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�����'RPDLQ�PRGHO

A framework implements domain-specific functionality. Probably the reason for building a framework is the need to
be able to reuse this functionality. The domain-specific part of the framework models the different entities in the
domain. Ideally, those entities should be highly portable. Little dependencies on lower level framework parts should
exist. 

Composability with similar representations of the same design can be difficult, especially if the other representation is
radically different. On the other hand, it is unlikely that the domain will change much over time. So the representation
of the domain model can remain stable for quite a long time. Because of this stability, less (perfective) maintenance is
required.

�����7DVNV

Concrete operations or tasks on the domain model are a different aspect of the framework. Often tasks are implicitly
present in the framework. They can be represented as specific methods in some class. A task is not necessarily
restricted to one method or class.

Tasks are not so easy to port to other languages because they are often defined in lower level operations (i.e. system
calls, calls to other frameworks).

Maintenance of tasks can also be difficult because of the dependencies on the lower level features and the distribution
over multiple methods/classes. 

Furthermore tasks are more likely to change over time to meet new requirements. The lower level features can be
grouped by functionality:

� Control Flow (i.e. message passing, event-loops)

� Language specific functionality (multiple inheritance, introspection)

� Language specific frameworks 

� Other frameworks

� Component model (CORBA, COM, JavaBeans)

� OS specific functionality (green threads on Solaris, user interface, filesystem, etc.)

Those groups are not mutually exclusive. Event-loops are usually specific for a language, but they can also be some-
thing specific for an OS. The language framework itself can be OS specific. These dependencies complicate the
design. 

�����&RQWURO�IORZ

The flow of control in a framework is the order in which methods are called and events are delivered. An important
principle in this context is the ’Hollywood principle’ ("Don’t call us, we’ll call you"). Frameworks usually assume to be
in control of the program they are used in. This means that the framework can initiate and execute specific tasks. 

In a framework instance, several components exist. For communication between those components there are two
mechanisms:

� message passing 

� event passing

Message passing is used when the message sending component has an explicit reference to the component that is
receiving the message. 

The message passing mechanism in it-self is very portable. Every language has a notion of message passing. This does
not mean that the complete flow of control is portable though. Probably the flow of control is specific for a context
(OS, language and component model) that is not portable.
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The more complicated the flow of control, the more difficult it is to maintain a program. Probably it is a good idea to
prevent that the flow of control gets to complicated. One way of ensuring that, is by using events.

Events are used when a component does not know to whom it is communicating or is communicating to multiple com-
ponents. Other Components can register itself for a specific event. When that event occurs, they receive it. Events
allow for a more loosely coupled network of components, which is good. 

Composability dramatically increases when events are used. New components can be registered to listen to specific
events without requiring change to the event-source. On the other hand, the event-handling mechanism is usually lan-
guage- and/or platform-specific.

For instance in Java, events are specific objects. Components that respond to a specific event have to implement a spe-
cific interface. Furthermore, the component that sends the events has to take care of a registration mechanism. So the
Java event mechanism causes the introduction of three different kinds of components in the framework design: event
sources, events and event listeners. The choice for an event model effectively ties the whole design to a specific lan-
guage and probably to a specific OS.

Event handling is a more advanced notion of message passing. The component that sends the message does not have
to be aware of where that message is going and what will happen to it. This separates message sending from message
receiving.

Since the event-handling mechanism is specific for a language and/or OS, it is difficult to port a design to another lan-
guage. Though that language may have a very similar event-handling mechanism, it will probably require changes in
the object model. For instance it is very Java specific to develop Listener interfaces and Event subclasses. Those
things are probably meaningless in a related language such as C++. Yet they have to be part of the design of the
framework.

The event mechanism it-self is not likely to change over time. The relations between components are quite dynamic so
it is easy to change them. What’s more relevant is whether the roles of the components will change over time. This is
in my opinion very likely. Over time conventional message passing may be changed in event-passing or vice versa.
Components will be changed to listen to specific events. Components will be changed to act as an event source.

�����3URJUDPPLQJ�ODQJXDJH

At some point in the design of a framework, a choice will have to be made concerning the implementation language.
As we have seen the choice for a language specific feature such as events is reflected in the design of the framework.
Other features that are likely to be reflected in the design are abstract classes, multiple inheritance, inner classes (in
Java), interfaces, meta-classes, etc.

This greatly influences portability. The choice for a language is difficult to revert. Some languages can be used on
multiple platforms though. The other aspects are not influenced (though you might argue that the use of some lan-
guages should be avoided to prevent maintainability problems).

One can of course choose to use only a subset of the features in a language, but this may introduce a lot of extra pro-
gramming. It would be possible not to use inner classes in Java. Inner classes are very useful though so that probably
is not such a good idea since a lot of code has to be introduced to replace the inner classes.

�����/DQJXDJH�IUDPHZRUN

With a language a large framework is usually shipped that offers a lot of functionality. This functionality can range
from datastructures to database-access to user interfaces. Choosing not to use all this functionality is usually not an
option because similar functionality is needed in the framework. But using this functionality creates another depend-
ency between the language and the framework design. 

Portability is severely limited by dependencies on a language framework, because the framework may vary from plat-
form to platform even if the language is the same. As the language framework evolves, the framework may have to
evolve too (in order to remain compatibility with the new version of the language). 
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Using language specific frameworks can also be bad for composability. In effect the framework is being composed
with the language framework. Different parts are delegated to the language framework. Any new framework will have
to be composed with both the language framework and the framework design. Maintainability increases because the
language framework does not have to be maintained.

�����2WKHU�IUDPHZRUNV

In addition to the language framework, features from third party frameworks may be necessary. In general most of the
things that apply to language frameworks, apply to third party frameworks. Dependencies are created, thus limiting
portability and. The third party framework may evolve over time requiring changes in the framework-design. Main-
tainability problems decrease (at least in the framework design) and composability decreases.

�����&RPSRQHQW�PRGHO

One way to deal with the problems is using a component model. Component models take care of message passing,
events. It is also possible to provide framework-services through a CORBA or COM bus. Interoperability of different
component models further increases the range of platforms and languages that can be used. There is one drawback
however. It is not always feasible to use a component model (because of performance, size, etc.). 

Component models such as CORBA greatly increase the applicability of a framework. Porting the framework is no
longer necessary to get the framework to work with other languages/platforms. 

Maintainability decreases because extra code to adapt to the component model will have to be maintained. It depends
much on which model is used how much extra maintenance is required. In some cases the maintainability can even
increase because of better structured programs (JavaBeans is an example).

Component models are designed to make composition easy, so this should be a problem. The Component model is not
likely to change. And if it changes, backward compatibility is usually provided.

�����,QWHUDFWLRQ�ZLWK�WKH�26

Some programming environments go a long way to hide OS specifics. Java is an extreme example of this. The GNU
C++ environment is another example. In those cases the type and version of the OS have little impact on the frame-
work. Porting should be easy.

There are other cases though where a certain language environment is only available on a limited number of operating
systems or where the environments are not compatible across different platforms. In those cases the choice of OS has
an influence on the choice for a specific language and thus is reflected in the framework design.

�����2WKHU�TXDOLW\�DWWULEXWHV

Quality attributes such as performance and size may be reflected in the design. It might for instance be necessary to
limit the amount of objects that is created to increase performance. Quality attributes can change over time. The
framework may be moved to a faster computer allowing for a more liberal framework design. 

���'HVLJQ�SULQFLSOHV

In this paragraph I will present some guidelines that attempt to work around some of the problem described in the pre-
vious paragraphs.

�����$EVWUDFWLRQV

The keyword in using frameworks and OO programming is abstraction. By hiding implementation details, a piece of
code is easier to handle. Also it prevents developers from making assumptions about the code. Ideally an object can
8



only be accessed through its public interface. By doing so the implementation can be changed without affecting code
that uses it (that is of course as long as the interface remains the same).

This principle can also be found in frameworks. In fact a framework can be seen as an attempt to abstract from some-
thing. A GUI framework for instance is there to assist developers to make user interfaces. It provides abstractions like
windows, buttons, drop-downmenu’s, etc. to do so.

The framework’s domain is not the only thing that needs abstraction. As we have seen in paragraph 3, frameworks are
developed in a context (language, OS, other frameworks, legacy components, etc.). Because both design and imple-
mentation are restricted by the context, it can be hard to adapt the framework to another context.

A solution for this problem is to abstract from the context as far as possible. This way, changes in the context (for
instance a new event mechanism or a different OS) have less impact on the framework. 

One approach to abstract the context away is by using a layered framework. The OS for instance can and should be
abstracted from by a lower level framework. This lower level framework can be part of the language that is used to
implement the framework.

)LJXUH����

If the framework has to be ported to another OS, all that has to be changed is the lower level framework. Once that is
done, the higher levels of the framework can be ported without much change. As can be seen in figure 1, the lower
layers are abstracted from by the higher layers. 

When a framework is build, it is effectively composed with those higher layer frameworks. The same composition
problems diagnosed in [Mattsson] manifest it-self. If the solutions to these problems are adhoc, they limit the future
evolution and use of the framework. Changes in one of the lower layers (OS update, new version of language frame-
work) may leave the framework obsolete. 

Providing proper abstractions wherever possible can prevent this. However, this is not always feasible. Another
approach is to rely as much as possible on standard technology. This means using technology that is widely available
and is likely to be supported in the future. CORBA is a good example of such technology. It provides the proper
abstractions (OS, language independence) and is available on a wide range of platforms. 

�����)UDPHZRUN�FRUH

After successful abstraction there are three things left in the framework:

OS

Language

Language Framework Event Model Third party Software

Other langiuages

The Framework
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� Objects and classes representing entities in the domain (domain-entities)

� Code to manipulate these entities (tasks).

� Ready made, easy to configure components for common use

The latter only exist in blackbox frameworks. 

�������'RPDLQ�HQWLWLHV

As we have seen before, the domain-entities are already quite abstract themselves. This means that it is unlikely that
they will have to be changed dramatically because of changes in the non-core part of the framework. To preserve this
good feature it should be avoided to put functionality in the domain entity classes other than getting/setting data and
editing the data structure.

�������7DVNV

Tasks are more vulnerable to changes. Tasks are defined in terms of domain-entities, lower layer framework con-
structs (events, API calls, etc.) and other tasks. Tasks can be represented in many forms. They can be represented by
(multiple) methods in some class. They can be represented as objects themselves. Also the way a task is initiated can
vary widely. The execution may start after an event. A framework user can also explicitly start it.

The more complex a task is, the more it will be tied to the lower layers. If a task becomes too complicated to handle, it
may be better to break it up into smaller tasks. It probably is a wise thing to choose one way of implementing tasks
and avoid the use of multiple types of task implementations. This simplifies the framework and makes it easier to doc-
ument and understand.

�����7KH�JXLGHOLQHV

The problem with software frameworks is that it is impossible to define a set of guidelines that always render a nice
reusable, composable and evolution proof framework. The reason for this is that there are other quality attributes that
sometimes inhibit the application of all the guidelines.

An important first step in the design of a framework should be determining its context and deciding on which quality
requirements should get priority. For instance in a framework for embedded software, size is a critical requirement. It
may be so important that portability is traded for size (i.e. a smaller framework and more complicated code).

Before implementing a framework design goals should be determined: 

� Decide what parts of the domain are going to be modelled by the framework. Consider using a small framework if
composition issues are to be expected.

� Try to assess what changes the framework should be able to handle (using the customization levels)

� Decide where the framework is going to be deployed. This influences to what extent a framework can use existing
software.

� Set the framework boundaries. Small frameworks offer greater reusability (for the functionality they offer). A lot
of small frameworks are needed to cover the needed functionality though.

� Try to determine the framework context (requirements, platform, etc.)

� The influence the platform has should be limited

� Wrap as much non-framework specific behaviour into lower layer frameworks. It is easier to port the lower level
frameworks than to port what they abstract from.

� Try to use standard technology. Standard technologies are likely to survive longer.

� Keep domain entity classes clean of implementation details. The domain entity classes are not likely to change
much.
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� Break large tasks up into smaller ones. This makes the tasks more reusable and makes it simpler to make new tasks
based on the tasks already present in the framework.

Establishing loose coupling:

� Use delegation rather than inheritance

� Use events

���&RQFOXVLRQ

Several questions need to be answered before the framework design is started:

� What level of reuse is required for the framework?

� What exactly is the domain that the framework should model?

� What level of change should the framework be able to handle?

To make a framework more reusable, the context should be abstracted from as much as possible. Also the domain of
the framework should be small, even if that means building multiple frameworks. 

Also the amount of likely changes should be taken into consideration. There are several ways in which frameworks
can be used (configuration, extension, adaptation, porting). The likeliness of each influences the way in which the
framework is implemented. If, for instance, a framework is going to be used on multiple platforms, it should not rely
too much on the platform it is running on.

As mentioned before, frameworks evolve over time. This means that the implementation is going to change (possibly
dramatically). By making the interfaces to the implementation as abstract as possible, more changes can be made to
the implementation without affecting the interface. This way old applications can still use the same interface.

In the previous paragraphs I made a few suggestions for guidelines to improve framework designs:

� Try to get loose coupling for components (by using events and delegation rather than inheritance). This makes
framework configuration more flexible.

� Keep the frameworks small and create separate frameworks for anything that is not directly related to the frame-
work. This is important because most frameworks gain a considerable amount of weight during their lifecycle. It is
very tempting to add features that are not directly domain related. Making a separate framework for this type of
features won’t always make sense but does improve reusability.

� Try to hide platform details as much as possible. This way the top layers of the framework become more portable.
This will also extend the life of a framework because the framework is more likely to survive a platform change.
Only the lower level parts of the framework will have to be redesigned, all framework instances hopefully will use
the higher levels only and will thus need little modification.

� Use design patterns [Gamma]. Design patterns are smart solutions for common problems in OO design. Most
design patterns attempt to increase the same quality attributes (reusability, flexibility) that are needed in software
frameworks. Also many design patterns are well known in the OO developer community so using them increases
the understandability of a framework.

These four guidelines together with the questions formulated in paragraph 2 should be helpful when building frame-
works. Practice shows that most frameworks are large, hard to maintain and are used in ways the developers never
could have foreseen [Mattsson].

These guidelines are primarily aimed at allowing smoother evolution of the framework. By doing so it becomes easier
to change parts of the framework. Thus some of the composition problems mentioned can now be fixed more easily. 

Further research is needed to evaluate these guidelines. In their current form they probably have to be interpreted lib-
erally to be of any use. It is also unclear how deal with a large number of smaller frameworks. At this moment it is
very difficult to make the relations between those frameworks more explicit. There are notions like
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� framework A uses framework B and C

� framework A uses framework B and framework B uses framework A

� framework A uses framework B and framework C and framework B uses framework C

� ...

The more complex the dependency graph is, the more difficult it becomes to change anything. 
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$EVWUDFW
Intuitively, coupling between frameworks reduce the generality and reusability of a framework. In a product line
consisting of several frameworks, it is possible or even likely that frameworks get coupled as the product line
evolves, and more functionality is added. In general, there are some quality attributes that can be prescribed the
guilt for this degradation of the usability of a framework. Quality attributes like performance and time to market are
especially vile. To reduce the amount of illicit coupling, we propose a language construct that protects the internals
of frameworks.

���,QWURGXFWLRQ

As software companies mature, more and more companies find a niche to work in, a secluded domain where they
build up knowledge and a set of software assets. This gives birth to product lines and, on the software side, product
line architectures. A product line architecture typically contains a number of frameworks, each being an asset for the
company. As products evolve, and new products are introduced, these assets are extended and modified to fit the
evolved product line. Generally, some quality attributes govern this evolution. Time to market, and to some extent
performance, yields high pressure on the constitution of the assets. The comprising frameworks tends to get more and
more coupled and interconnected.

Previous research [Binns][Luckham][Prieto-Diaz 86][Shaw 94] has come up with ideas for how to reduce these coup-
lings. Their approach is to clearly specify the input and output interfaces of components. This assumes several things.
Firstly, components are assumed to be small and module-based, facilitating the specification of input and output.
Secondly, tools like ControlH and MetaH [Binns] do not only focus on specifying the architecture, they also focus on
giving a graphical environment for building the application. What makes these approaches less usable is that industry
has one language of choice, C++, and have no wish to specify interfaces in another language. There is no wish to train
its staff in yet another graphical tool that may or may not support their domain. Furthermore, a component in industry
is commonly a fairly complex framework almost worthy of being called a product in itself. This latter point is perhaps
the main source of problems in relation to the simple, module-based approach.

The coupling between the frameworks that constitute a system is equally troublesome. Performance demands yields
that it is not possible to use abstraction layers between the frameworks. Furthermore, the usage of such interfaces are
left to the programmer, and can thus safely be ignored without getting any compile warnings or errors.

�����)UDPHZRUNV

A framework is an implemented, reusable design. It consists of a set of abstract classes, that defines the interfaces to
the framework, and a set of concrete subclasses that defines the behaviour and the relations of the framework. A
framework is thus a loosely defined conceptual entity without support in the language. This implies that there is no
mechanism for preventing access to parts of a framework from the outside, since the programming languages of today
don’t make a difference between a class of a framework and an external class. In C++, this can be circumvent
friend-operator, defining all methods private and befriending the classes of the framework. This would work
not very intuitive, nor is it easy to remember while programming, making it easy to miss some relation.
1
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One of the reasons for introducing the class construct into programming languages was to be able to hide the internals
of a structure for all other entities. As discussed above, we now need to raise the level of abstraction to the framework
level. While the lower level is still needed to implement the functionality, we now need to be able to describe the top-
level design as well in the language. Having this design in place allows us to perform compile-time checks for design
conformance.

���$�)UDPHZRUN�/DQJXDJH�&RQVWUXFW

We propose to add a language construct to the object-oriented languages of today that allows us to specify the
interface of a framework. Unlike previous attempts like Rapide [Luckham], we argue that the ‘provides’-inter
sufficient, and that the ‘requires’-interface should be handled elsewhere (like in version control systems).

We propose a framework construct in C++-style that presents the public interface of a framework, as present
(Figure 1).

)LJXUH����([DPSOH�RI�D�IUDPHZRUN�VSHFLILFDWLRQ

In Figure 1 the name and interface of the framework is presented as a normal C++-class. There is a cons
destructor, and some public methods (belonging to the ExampleClass class). The class ExampleClass also
one protected method, and the entire class InternalClass is protected. Furthermore, there is a private class
only be visible by ExampleClass and InternalClass. The difference between public, protected and private is
discussed below. Worth to notice is that the interaction between the classes in the framework is not speci
merely the interface. How the classes should interact is specified using traditional object-oriented methods, 
this construct only specifies what methods and classes are available from outside the framework.

This specification exhibits a number of interesting things. The first and most obvious is that, using this specific
preprocessor can be built that ensures that this interface is followed. By putting up the constructors as well, w
what classes can be instantiated from outside of the framework, and what classes must be created from fr
members.

Some questions arise as well. What does protected and private mean in this context, and can we extend the
to allow declaration of framework-global attributes as well?

�����3URWHFWHG�DQG�3ULYDWH

In a normal C++-class, the meaning of protected and private is clear. Grouped together they mean that the
that are protected or private can only be accessed from methods within the class, or friends of the class. The 
between protected and private is concerned with inheritance. A protected method is visible to subclasses, w
private method is inaccessible from subclasses.

framework ExampleFramework
{
public:
 ExampleClass::ExampleClass();
 ExampleClass::~ExampleClass();
 void ExampleClass::aMethod();
 int ExampleClass::anotherMethod();
protected:
 int ExampleCLass::internalMethod();// Called from inside of the framework

 InternalClass::InternalClass();
 InternalClass::~InternalClass();
 int InternalClass::getAValue();// Called from a member of the framework
private:

};
ClassUsedOnlyByInternalClass::ClassUsedOnlyByInternalClass();
2



Can we then find a similar distinction on a framework level? Provided that we can define what it means to inherit a
framework, the answer is yes. In that case, the keywords would have a very similar meaning as those used in a C++
class. Inheritance will be discussed further on.

�����)UDPHZRUN�JOREDO�DWWULEXWHV

This question is more concerned with technical details. At first, we planned the framework definition to be used by a
syntactic checker to see whether the interface is followed or not. In this case, we can not easily allow the declaration
of variables, because new code can not automatically be added to the program. However, if we extend the syntactic
checker to a full-fledged preprocessor, we suddenly get new and interesting opportunities.

Assuming the latter model, the preprocessor can simply create a class containing these global variables. Access to
them would be made using the scope-operator as usual (Figure 2).

ExampleFramework::globalVariable = 5;

)LJXUH����$FFHVV�WR�D�IUDPHZRUN�ORFDO�YDULDEOH

This would enable the framework definition to actually launch classes and such at start-up, by defining them as
attributes of the framework. Language-wise, there is little difference between an attribute and a method, so we can
calmly add this feature as well to the framework. Specifically, constructors and destructors are a useful addition, since
this allows us to perform some start-up code to initialize the framework. Typically this would include the instantiation
of classes in the framework, and perhaps creating threads of control, alternatively assuming the thread of control.

Attributes and constructors of a framework implies that the framework needs to be instantiated somewhere, which
leads to a discussion of what is meant by instantiating a framework (see 4. Framework Instantiation).

���)UDPHZRUN�,QKHULWDQFH

In object orientation theories, there is an important distinction between a type and a class (e.g. Lamping [Lamping
93]). Basically, a type is an interface, and a class is an implementation. A type is subtyped if its interface change, and
a class is subclassed if its behaviour change. Languages like C++ obscure this distinction, which forces us to use the
inheritance mechanism for both type and behaviour changes.

The framework construct described above chiefly falls under the type-domain, which implies that framework
inheritance should be used when there is a change in the interface. To specialize (similar to subclassing in traditional
object orientation) a framework, there must be a change in its interface. The whole framework idea is based on reusing
the abstract classes and extend or change the functionality of the concrete classes by plugging in new code into the
design. To specialize the framework for this seems rather pointless.

�����8VDJH�RI�LQKHULWDQFH

When, then, is a framework in need of specialization? Focusing on the interface part first, a framework is specialized
when new features is added to the framework. In a read-only filesystem framework, for example, the ability to write
files would require a change to the interface.

Having framework-specific methods and attributes, which seemed a good idea above, forces us into the C++ trap,
where type and class is mixed. By limiting the allowed methods to constructors and destructors only, we limit the
problem somewhat, but we still have behaviour connected to the framework. Changes to the constructor (for example
to incorporate new concrete classes in the framework) can either be solved by inheritance or by the version control
system. We prefer the latter, since the framework itself remains the same.

���)UDPHZRUN�,QVWDQWLDWLRQ

Earlier a framework was defined as a reusable implementation of a design. The natural point for instantiation of a
design is at design-time, and not run-time. If we include the concrete subclasses in the framework, there are some
3
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benefits gained from run-time instantiation. We have earlier hinted that the framework-global things like attributes
and methods will be translated into yet another C++-class, which allows us to do practically anything in the
framework constructor. The same goes for the destructor. Some issues require further inspection, though.

�����,QVWDQFH�FUHDWLRQ

To create a new instance of a framework, you use the same syntax as when you are creating a new class. Id est., you
use the new-operator (Figure 3). Note also that in the example, we create the ExampleFramework with a particular
configuration, and an extra parameter for this configuration.

ExampleFramework *myFramework = new ExampleFramework(configurationSetting, parameter);

)LJXUH����)UDPHZRUN�LQVWDQWLDWLRQ

This ease of instantiation stems from the fact that, once the preprocessor is finished with the code, all that remains is a
class containing the framework attributes, constructors, and the destructor.

�����,QVWDQFH�QDPLQJ

As seen by the example above (Figure 3), it is possible to get a name on the framework instance. This was never the
intention, because this implies that you can access methods in this class. Since there are no such methods, and the att-
ributes are framework-specific, all you have is a useless handle.

But since we are stuck with the handle anyhow, let’s make something useful of it. It could be useful to be abl
this handle, find some of the classes in the framework. This would imply that you do not have to carry around 
to the framework classes all the time, you simply let the framework keep track of the important classes. Howe
calls for being able to have at least get-methods in the framework. Adding get-methods to the framework c
would allow us to safely distribute references to useful classes. However, we again create a situation w
framework may be inherited to change one of the get-methods. Again, this is preferably solved by the version
system.

�����0XOWLSOH�LQVWDQFHV

Another issue that Figure 3 hints at is that you, semantically, seems to be able to have more than one inst
framework. This is invalid and can cause many unwanted effects. Take, for example, a framework that use
hardware interface, but is not designed to manage concurrent accesses to this device. Having two instanc
framework competing for access to the device would generate both race conditions and possible deadlock s
The solution to this, however, is as easy as it is straightforward. The preprocessor that generates the clas
framework will simply apply the singleton pattern [Gamma 95] in the constructor, so that the framework class
only be instantiated once.

Whereas the singleton pattern prevents you from instantiating the framework classes more than once, it 
prevent you from creating multiple instances of the framework handle class (The class generated by the prepr
It is not necessary to prevent this. In fact, it is even a good idea not to prevent it, because it allows the 
implement a ‘creation reference counter’ that counts how many times the framework has been instantiate
information is useful when the framework’s destructor is called, since this reference counter can keep track of
is time to actually destroy the framework classes as well.

�����,PSOLFDWLRQV�	�3RVVLELOLWLHV

The implications of having framework instantiation in the way described above are quite interesting. Firstly, yo
conceptually, because you do not have to design a factory class that creates the rest of the framework, since t
up to the framework itself. If you earlier chose not to have a factory class for the framework, instantiating eve
manually from, for example, the main-function, you now have a possibility to easily parametize the instantiati
way that increases readability.
4
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As mentioned before, the combination of named handles and the possibility to have multiple instances gives you a
way to distribute the framework to different places of the system, which need not be connected. To “fin
framework, you simply create an instance of the framework handle, and can from this get references to the fra
classes.

On the downside, the framework needs to be designed to handle access from several locations, and the acce
may need to be aware that it is not alone in using the framework. This is not only true for multithreaded enviro
because the framework may, for example, keep track of access points into the calling code and if it assumes
point of access this will cause unexpected behaviour when code from another subsystem replaces or tries t
the original access point. This is just one example where things may go wrong. Another obvious example is
framework may not be designed to cope with concurrent access, and we are confident that there are ma
sources of errors.

���8VDJH

In this section we will present a short example of how to use the language construct, and what will go on be
scenes. This is done in three steps. In the first step, we create the framework header-code for an example fr
Step two explains how this code is replaced by C++-code, and what this code will look like. Although step
created at the same time as the framework construct, it is logical to present the usage of the framework last.

�����6WHS����FUHDWH�WKH�FRGH

Suppose that we have a framework for a read-only filesystem. The classes involved are shown in Figure 4.

)LJXUH����$�)LOHV\VWHP�IUDPHZRUN

Filling in the parameters to the methods are left to the reader as an exercise. Furthermore, it can be argue
physical disk is a framework in its own right.

The only classes that should be accessed outside of the framework are the file and directory classes. As the f
is designed, however, you also need to know about the DiskStrategy class, to be able to get at the roo
filesystem, and the FSFactory class that generates an appropriate disk with a suitable filesystem struct
problem is that there is no way to hide the internal structure from the outside world. Because DiskStrategy n
ReadBlck-method in the Disk class, all the other classes can see and use this method too. As mentioned ea
could be solved by making all methods protected and then befriend the DiskStrategy class, but this would ne
done in all the subclasses as well.

Consider instead the following framework specification:

framework ReadOnlyFilesystem

File

open()

read()
seek()

close()

Directory

list()
getFile()

Disk

readBlck()

DiskStrategy

getRoot()
read(filePtr)

FAT

getRoot()
read(filePtr)

INode

getRoot()
read(filePtr)

IDE

readBlck()

SCSI

readBlck()

FSFactory

create()
5
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{
public:

ReadOnlyFilesystem(int configuration);
~ReadOnlyFilesystem();

Directory* getRoot();

Directory::#ALL#; // This is a short form just invented, meaning
// that all public methods of the Directory class
// are public

File::#ALL#;
protected:

DiskStrategy::#ALL# #SUBCLASSES#; // #SUBCLASSES# Is another short form, meaning
// that all subclasses of DiskStrategy are also protected.

Disk::#ALL# #SUBCLASSES#;
private:

Disk *myDisk;
DiskStrategy *myStrategy;

};

// Implementation of constructor and destructor
ReadOnlyFilesystem::ReadOnlyFilesystem(int configuration)
{

// By masking some bits in the configuration parameter, we find that we are using an iNode filesystem on a SCSI-disk.
myDisk = new SCSI();
myStrategy = new INode();
myStrategy.useDisk(myDisk);

}

ReadOnlyFilesystem::~ReadOnlyFilesystem()
{

delete myDisk;
delete myStrategy;

}

// The method to get the root
Directory* ReadOnlyFilesystem::getRoot()
{

return myStrategy->getRoot();
}

)LJXUH����5HDG2QO\�)LOHV\VWHP�IUDPHZRUN�GHILQLWLRQ

In Figure 5, a new method was added to the DiskStrategy class, to connect the disk to the strategy. Had the DiskStra-
tegy been aware of the framework construct, it could have used the ‘myDisk’ attribute on the framework direc

Note also that it is no longer necessary for the outside world to know anything about the DiskStrategy hierarch
you can query the framework itself for the directory root.

�����6WHS����UXQ�WKH�IUDPHZRUN�SUHSURFHVVRU

Once you have created the structure above, it is time to rune the preprocessor. This will parse the entire pr
make sure that there are no references outside of the framework. Those classes that are mentioned or referr
subclasses) in the framework definition are considered to be in the framework, and all other classes are cons
outsiders. If unauthorised uses are found, error or warning messages, depending on how you want it, are gen

The next thing it does is to convert the framework definition into a class and adds a singleton pattern aro
constructor and destructor (Figure 6).

class ReadOnlyFilesystem
{
public:

ReadOnlyFilesystem(int configuration);
6



~ReadOnlyFilesystem();
Directory* getRoot();

protected:
private:

static Disk* myDisk;
static DiskStrategy* myStrategy;

static int referenceCount;
friend class File;
friend class Directory;
friend class DiskStrategy;
friend class FAT;
friend class SCSI;
friend class Disk;
friend class IDE;
friend class SCSI;

};
ReadOnlyFilesystem::referenceCount = 0;

// Implementation of constructor and destructor
ReadOnlyFilesystem::ReadOnlyFilesystem(int configuration)
{

if (referenceCount++ > 0) return;

// Mask some bits and find out that we are using an iNode filesystem on a SCSI-disk.
myDisk = new SCSI();
myStrategy = new INode();
myStrategy.useDisk(myDisk);

}

ReadOnlyFilesystem::~ReadOnlyFilesystem()
{

if (referenceCount-- > 0) return;

delete myDisk;
delete myStrategy;

}

)LJXUH����)UDPHZRUN�GHILQLWLRQ�FRQYHUWHG�LQWR�D�FODVV

This may need some extra polishing, we are not altogether sure that static variables work this way.

�����6WHS����XVLQJ�WKH�JHQHUDWHG�FRGH

There are two places of usage. Inside the framework, and outside of it. Using the framework from the inside is fairly
straightforward. All the internal variables are accessible, because the framework classes have been friends-declared in
the auto-generated framework class. Should you wish to use any methods, or if you prefer not to use global variables,
it is harmless to create instances of the class.

1) ReadOnlyFilesystem::myDisk->readBlck();
2) new ReadOnlyFilesystem()->myDisk->readBlck();

)LJXUH����([DPSOHV�RI�FDOOLQJ�WKH�IUDPHZRUN�IURP�ZLWKLQ

From the outside, you can only create instances of the framework, and use the public methods (Figure 8).

ReadOnlyFilesystem *myFS = new ReadOnlyFilesystem();
Directory* myRoot = myFS->getRoot();

)LJXUH����8VLQJ�WKH�IUDPHZRUN�IURP�WKH�RXWVLGH

As mentioned above, any attempt to call a protected or private method in the framework results in a compile-time
error.
7
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As identified by Mattsson and Bosch [Mattsson 97], there exists two types of frameworks. The first type is the dead
one, where the software provide the thread of control. The other type, which Mattsson & Bosch claim is the more
common one, is where the framework holds the thread of control and calls the user program. Problems arise when the
user program called is another framework, that in turn wants to have total control. Mattsson and Bosch also identify a
set of other issues, related to how much of the domain that the framework covers.

The question is then whether the language construct presented here can be used to solve these composition problems,
or, for that matter, how one does to connect two frameworks with each other.

Suppose we want to connect the filesystem framework to a GUI framework, by presenting a list of files and directories
into a browser, and when one of the files are clicked, the contents should be displayed in another window. This would
first require us to instantiate the filesystem framework, and then make the GUI framework fit into this. This fitting can
be done using either aggregate or inheritance. Just for the fun of it, we choose the latter.

// Inherit from the TreeBrowser in the GUI framework
class FileBrowser : public TreeBrowser
{
public:

// Use the method ‘formatToTree’ to make the Directory listing into a readable tree format.
// then use the inherited method ‘setTree’ to use this created tree.
FileBrowser(Directory* theRoot) { this->setTree(this->formatToTree(theRoot)); } ;
// Implemented elsewhere.
TreeNode* formatToTree(Directory* aDir);

private:
Directory* myRoot;

};

// Instantiate the GUI Framework, to allow it to make any initial stuff
GUIFramework gui = new GUIFramework(GUI_X11); // Do this for a UNIX X-windows display.

// Initialize the filesystem similarly
ReadOnlyFilesystem *myFS = new ReadOnlyFilesystem();

// Then instantiate the TreeBrowser
TreeBrowser tb = new TreeBrowser(myFS->getRoot());
// And add it to the GUI manager, which can be reached through the GUI framework interface
gui->manager()->addComponent(tb);

)LJXUH����&RPSRVLQJ�WZR�IUDPHZRUNV

In the same way we create a class for the file browser, that is connected to the TreeBrowser by for example an
observer pattern. Note that the GUI framework in Figure 9 lacks the notion of windows, which would probably have
to be added for a proper GUI.

Figure 9 shows how to connect two frameworks, and as can seen the process is not at all different from when using the
frameworks without any wrapper. This, in turn, means that the obstacles presented by Mattson and Bosch still holds.
There are still problems when composing two threads of control, or when there is a gap or overlap between the
frameworks’ covered domain.

�����([WHQGLQJ�WKH�IUDPHZRUN

Having presented some examples of how to use the framework, both from within and from without, we will now
how you extend it. As discussed earlier, the reason for extending the framework should be a change in the inte
the example of the filesystem framework, adding another low-level device driver like a USB-hard disk shou
affect the interface, whereas modifying the framework to encompass read-write filesystems would. Figure 
Figure 11 shows how to extend the framework to support this. What makes this change harder to incorpora
adding write-abilities to a filesystem is an orthogonal change that will have a severe architectural impact, a
practically all classes in the framework. This may hint at that we should have designed the framework different
8



the beginning, or that we should now redesign everything from scratch. For the sake of the example, we choose to
carry on with the existing framework and add the write-capabilities to new classes.

)LJXUH�����([WHQGLQJ�WKH�IUDPHZRUN��&ODVV�GLDJUDP

framework ReadWriteFilesystem : public ReadOnlyFilesystem
{
public:

ReadWriteFilesystem(int configuration);
~ReadWriteFilesystem();
WDirectory::#ALL#
WFile::#ALL#

protected:
// Don’t have to do anything about the WDiskStrategy and the WDisk subsystems
// since they inherit from DiskStrategy and Disk.

private:
// No changes here either

};

ReadWriteFIlesystem::ReadWriteFIleSystem(int configuration) : ReadOblyFilesystem(configuration)
{

// Acting similarly on the configuration-parameter, and exchanging the references to write-enabled ones.

myDisk = new WSCSI(myDisk);
myStrategy = new WINode(myStrategy);

}

)LJXUH�����([WHQGLQJ�WKH�IUDPHZRUN��)UDPHZRUN�GHILQLWLRQ

File

open()

read()
seek()

close()

Directory

list()
getFile()

Disk

readBlck()

DiskStrategy

getRoot()
read(filePtr)

FAT

getRoot()
read(filePtr)

INode

getRoot()
read(filePtr)

IDE

readBlck()

SCSI

readBlck()

WFile

open()

read()
seek()

close()

WDirectory

list()
getFile()

write()

putFile()

WDiskStrategy

getRoot()
read(filePtr)

WFAT

getRoot()
read(filePtr)

WINode

getRoot()
read(filePtr)
write(filePtr)write(filePtr)

write(filePtr)

WDisk

readBlck()

writeBlck() writeBlck()

writeBlck()

WIDE

readBlck()

WSCSI

readBlck()
9
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The solution presented above (Figure 10 and Figure 11) might not be the best solution to incorporate the write ability
into a filesystem. For example, it might be better to use inheritance instead of the relation from WFAT to FAT, which
is put there to reuse the read-abilities from the FAT class. However, the example shows some nice features of the
framework construct, in that the framework definition actually changes very little, even to encompass such massive
changes as this.

���6KRUWFRPLQJV

As mentioned, Mattsson and Bosch [Mattsson 97] identified some problems related to composition of frameworks.
This model doesn’t help in any of these areas. You can still have legacy components that needs to be fit into
gram, and the gap or overlap between frameworks still needs to be solved. Furthermore, the composition o
needs to be solved as well. What we have described in this paper merely helps in identifying and enforc
interface of a framework, and in removing some management-classes that are commonly needed to create
and get things going.

One of the major issues when connecting frameworks is to compose the quality attributes of the various system
though it is not trivial to compose quality attributes out of a set of smaller values, this would be a nice featu
could be added to the system. Today, however, there are no plans for squeezing this into the model. Par
makes this solution so desirable is that it is simple and have a direct mapping to the surrounding C++ code
keywords for quality attributes would only obscure this. 

The construct only presents the ‘provides’-interface, whereas in models such as Rapide [Luckham] you also p
‘requires’-interface. This critique is best answered in the same way as above, namely that this obscures the c
ping to C++. Moreover, we think that this information is better suited to dwell within the configuration manage
system, so that you there can check the dependencies between components. Ideally, there should be no req
nections to other frameworks, but only possible connections. It can hence be argued that a required framewor
ally a part of the framework itself.

We have received some critique about this approach being too close to the code, and that you should ins
architectural instantiation tools to generate the actual code. Such an approach would not have any proble
enforcing framework boundaries, since the tool would not allow any erroneous bindings. Our answer to this
such instantiation tools are not commonly used in industry, and are even more rare during maintenance pha
approach aims at enhancing existing code without going through the trouble of respecifying everything in 
suitable way.

���5HODWHG�ZRUN

Frameworks are complex structures. There are few examples of programming languages that actually supp
structures. We are still in the algorithmic era, where practically the only non-functional aid is the concept of o
There is as yet very few examples of languages that tries to rise considerably above this level. Archi
description languages, or ADL’s, usually tries to fit too much into their solution, which commonly leads to an
system and basically require the users to reimplement their assets into the ADL. Naturally, this is not feasibl
languages have support for informing what module an object belongs to (e.g. the ‘package’ concept in Java.)
is not enough either. The package statement defines to what module a class belongs, but it does not state w
class is private or public, or what methods of the class that should be visible outside the class.

���&RQFOXVLRQV

A great challenge in industry today is to evolve a software product line without mixing the assets with each oth
mixing and coupling is very easy to fall in to, unless rigorous checks and procedures are in place. We propose
that resides on the language-level, a language construct that presents the interface of a framework. This 
construct is put in place to enforce the encapsulation of the framework, thus raising the level of the progra
language to fit into this modern way of programming.

The definition of a framework language construct gives heed to a number of questions:
10
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� What is framework inheritance?

� What is an instance of a framework?

� Is there a benefit in having a name handle to the framework?

� Can one have multiple instances of a framework?

Each of these questions are briefly outlined and discussed, giving our view on how to solve, enforce, or prohibit these
implied usages of the construct.

We believe that we have presented an important intermediate step from the traditional object-oriented thinking to the
instantiation tools that will make all code-level hacking obsolete. The framework construct can be put in place on top
of any existing codebase, requiring a minimum of effort. Usage of the construct helps in enforcing framework
boundaries, as well as hiding the framework internals.
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6ZHGHQ���������

$EVWUDFW

A composing of the software application and frameworks from assets of reusable components is still to be a
research issue and can be resolved in different ways. In this paper is presented an approach to architectural composition,
which was developed and realized in the domain of telecommunication for needs of Chernigiv Saving Bank, Ukraine. The
system, which is described below was intended as an environment for quick building of the frameworks from asset of
visual components, including some domain specific ones. This system featuring multitasking and enables to run a few
frameworks at a time within a single desktop. It uses the principles of configuration language, includes a compiler for
resources, written in the proper version of language and provides multi-interface emulation facilities.

��,QWURGXFWLRQ

OpenGUI is a graphical subsystem with an open modular architecture for providing the interface
with user and running on the top of the kernel system. It is explicitly based upon API/GUI library performed in
the Object-Pascal language standard. OpenGUI implements a paradigm of openness and modularity in design of
graphic user interface and enables a developer and/or end-user to design own graphic components and styles and
bind them with a framework and configure at a run-time. OpenGUI is being developed under the general mission
of providing a full fletched graphical user interface that relies on the EFLIB ��� application framework and,
therefore, partially uses the structures and conceptions from EFLIB such as data structures, resource-orientation
and virtual toolkits. In the future OpenGUI is supposed to become a part of EFLIB and it’s standard graphic
environment. Being joined with other subsystems, such as file system, network management system, memory
management system and other,  it can be considered as a part of operating system (featuring either mono- or
multitasking mode). OpenGUI is potentially platform-independent subsystem, which means strong separation of
the architecture from low-level graphic stuff (driver-level). Thus, once being developed for the MSDOS
platform, it can be easily ported onto other platforms (eg Unix-alike operating systems). Among other features of
OpenGUI, it should be also mentioned the support of customizible interface style. Interfaces are described in an
external resource files with extention ’ITF’ (as an entire system at all, though) and are subject for dynamic
registration. Later, those interfaces styles are plugged into system, that is bound to particular frames. There exist
interfaces for emulation almost all existing fraphic environments and Oses, such as Windows 3.xx, Windows
95/NT, OS/2 Warp, Motif, OpenLook, KDE, Machintosh and others.

Initially, this subsystem has been developing primarily for the domain of bank accounting,
monitoring of information flows and monitoring of resource usage. This fact is reflected on the design issues and
specialization of the asset of visual components. The preceding step before this system has been developed was a
research conducted in order the system was supposed to meet some specific requirements from particular domain
and find an optimal solution for designing it .

����6SHFLILFV�RI�GRPDLQ�DQG�UHTXLUHPHQWV

OpenGUI was dedicated to monitoring the information by the telecommunication group within the
department of informatics at the Chernigiv Saving Bank (SBU), Ukraine. This group is responsible for
supervision of the 25 regional telecommunication nodes, which are sending and receiving the accounting
(banking) documents, eg payment orders, official letters, telegrams, program modules and other. On other hand,
the group is subordinate to the higher-level division of National Bank of Ukraine (NBU), thus must
communicate with it as well. Moreover, the greatest part of information which are submitted from regional nodes
is intended for the review of that superior organization (NBU), and this fact means, there is a lot of documents,

(1)   EFLIB stands for Extended Functions Library, being developed by Johan Larsson, University of Uppsala, Sweden.



which are transit ones and should not be processed in this group (even forbidded to process), but still have to be
supervised (that is, review analysized at least). All information flows have a strongly dynamic nature, ie
communication devices like modems and network equipment are running online all the time. Therefore one is
not alowed to extract the document from the transit directory for analysis and then return it to renew the process
of file tranmission. Instead, the operator has to control this flow ”not touching” it and has to be able to view the
contents, types, amount of  the files and make some decisions about the situation.

Generally, there should be mentioned that the system of  banking documents circulation is very
much fault-vulnerable. Some exceptional situations might take a place during the trasmission, which are also to
be handled accordingly in a short period of time, otherwise those exceptions become a serious faults and, in turn,
the lost of money. Such the exceptions are, for example, the stalled process of tranmission (caused by eg broken
physical connection of modem, over-heating of equipment etc.) and as a result , collecting a large amount of
documents in either incoming or outgoing directories. There also could be broken documents, which an operator
should detect at the earliest time. Network disks could be overflowed, and this will definitely cause the halt of
the whole system with making trouble for all personell.

Therefore, it was supposed that the future monitoring system should assist the operators to put
the control over the 52 directories (25 regional nodes, each having input and output directory plus superior node
– NBU, also 2 directories). The system should provide a quick view for contents of transit directories, contents
of files to be send or just received, filtration in accordance with a types of documents etc. A graphic
representation of the amount of files and other parameter would be very much preferable. Also, such an
important ”check-points” as a system resource ”online” monitoring might be essential.

Thus, we can conclude that a specific of this domain set a number of intermediate requirements to
software library, which are listed below:

- quick and timeless composing of the frameworks from assets of components;
- avoiding as much as possible hardcoding, which means intruding into source code in order to make the

changes   following with recompilation of the program modules (ideally, one should avoid hardcoding at
all);

- the assets should contain the visual components (control elements) and are supposed to use in graphic
environment on the top of MSDOS platform (note, that all stations for the reason of economy are of a chip
prices and can run under MSDOS together with Novell Netware);

- asset should definitely contain basic control elements (such as buttons, label, editboxes etc.);
- taking into consideration a specifics of domain, there should be an extention of asset for such none-standard

components as those for visual analysis of resources (memory and disks usage, load of the processor and
serial ports monitors) and gistograms.

The requirements above give a birth to the few new architectural requirements, particularly:

1. Components should have standartized interfaces (properties and methods) of both  ”provide-” and ”require-”
types.

2. Components should be stored in resource files, which are open for modification (preferably – textual
description of resources). An intention was to design a resource oriented system, which meant that the entire
architecture could be stored and then instantiated from the text resource files/streams by means of in-built
compiler.

3. There should be a configuration language to bind the components in accordance with predefined interfaces.
4. As the system has to parse the text resource files, it therefore has to be ensured form human-related errors.

����6ROXWLRQV

For frameworks composition  there have been suited a  ”contracts model” [Helm]. All
components have explicitly defined interfaces, which are open for user and contain so-called ”published
properties”, the textual keywords, which stand for appropriate field of methods of the class of component
(declared in the source code before assembling the system). These properties should be addressed in the easy
way, for instance, ́7H[W/DEHO�,WDOLF´, where the ́,WDOLF´�is a keyword for property managing one of the styles of
characters. This approach has much common with that used in ”Properties Inspector” in visual IDE’s (eg, Visual
C++, J++, Delphi). The interfaces of components are once fixed while hardcoding and not allowed to change at
will, unless programmer has made the changes in source code (it will obviously require recompilation of the
system). OpenGUI has in-built compiler for parsing all the architectural classes (desktops, frames and
components), thus it should know exactly how to parse the interfaces, that is what properties are belonging to



what components. It has therefore to ignore all unrecognized property keywords, as a result, avoiding human-
related errors.

To bind the components in accordance with thier interfaces definition there is used a model of
MIL (module interconnection language) [MIL] and the principles of model-view controller (MVC) design
pattern. These is a proper simplified and specialized language called ”ITF” (short from ”interface”).

The reminder of the paper is organized as follows : chapter 2 is dedicated to the description of
the subsystem, including architectural aspects, the principles of composing the component using a configuration
language with examples and remarks, and industrial illustrative example taken from the domain of bank
accounting and summary on current release of the system. In chapter 3 there are given the related works,
particularly for multi-interface emulation; and the paper is ended with the conclusions collected in chapter 4.

��6XEV\VWHP�GHVFULSWLRQ

2.1 Architecture and principles

OpenGUI is strongly resource-oriented subsystem. All its components (from visual components
(VC) and interface styles upto frames and desktops) are instantiated on starting up or during the runtime from
special resource files, having either ”DSK” (for desktops) or ”FRM” (for frameworks and visual components)
extentions (there is also an extention ”ITF” for plug-in interface-styles). The underlaying idea of the
descriptional language is similar to that, used in CORBA. Each class provides and/or requires an interface of
appropriate component of OpenGUI, eg there are classes for VCs, frames, desktop, interface styles etc.

There is a dynamic registration of resources during the user’s session, once the user or the
system itsetf calls for it. It concerns, particularly, to such low-level resources as images and fonts, also
animations (eg, animated cursors). An OpenGUI releases the resource registers only on shutting down, thus
keeping them during the session in the memory and making access to them faster. At the starting up only one
desktop is supposed to instantiate, which encapsulates frames and registration lists for low-level resources and
has other responsibilities and properties as well .Desktop is a superior object; besides the managing the
resources, it also provides a dialog with users, handling the parallel processes (timer, resize-, drag’n’drop
processes, auto-shaping the cursor, ports control etc). Processes are free-to-register at any time during the session
and are handled in parallel until the time of or need in the process is expired and it is to be killed, that is
removed.

2.2 Frames in OpenGUI

*HQHUDO
Frames in OpenGUI terminology stand for the "Forms" in Borland Delphi. As it has been

mentoined earlier, frames are instantiated from resource files (streams) with an extention "FRM". Resource in
OpenGUI however has more extended functionality than the ordinary text resources considered in other
windowing GUI subsystems (eg, *.RC files in Windows etc.).

Here are an important features, which make OpenGUI frame some more advanced unit :
1. Extensible structured C++ -alike language.
2. Predefined basic classes for all components (ranging from visual components upto superior class of

”Desktop").
3. Flexible configuring the properties of the frame.
4. A frame includes a section of "programmable logic" (PRL). ���

5. Self-documenting options.

(1) The term ”programmable logic” is borrowed from microprocessor technics and means a flexibility in a defining of behavior of a system.



6HFWLRQV

There are 3 sections predefined for OpenGUI frames :
• Mask
• Controls
• Logics

Neither of them is compulsory for being described in FRM - file. Thus, frame resource file can contain only one
section, for example, "Mask", without 2 others mentioned. Below are detailed descriptions on each of these
sections and their influence on an appearance and behaviour of the frame.

Here is a generalized sample for the frame :

            Class "tUniFrame" { // name of frame class

                Title="Apple Macintosh #1" // title for frame
                IconSrc="IMAGES\apple.bmp" // icon source file

                WState=1 // state on instantiation
                maxCoordinates=(50, 50, 400, 300) // coords of spreaded window
                iconCoordinates=(10, 10, 80, 80) // coords of iconized window

                ITFSrc="Macinto.ITF" // source file for interface style

                0DVN={ // mask of the frame (used components)
                  [...building classes section...]
                }

                &RQWUROV={ // visual components
                  [...VCL classes...]
                }

                /RJLFV={ // binding the components, and
                  [...PRL clauses...] // other properties
                }
               }

 0DVN
This section is mostly related with multi-interface emulation facilities (aka ”look-and-feel”

emulation) and customization of look of the frame. For this purppose, there were developed a number of
predefined in OpenGUI classes, standing behind and managing the components. Building components can
potentially take a part in an assemblage the window, in case there exist the references to their proper names.
Building components (or, to be more exact, their styles) are collected and described in a ITF-files. This is one
more type of resource file, required when running an OpenGUI; it is described in details in [OpenGUI/ITF].
Name for ITF-file is given in the line, preceding the "Mask"-section :

����������,7)6UF �0DFLQWRVK�,7)�
          or
          ,7)6UF �:LQ���17�,7)�

Among others are such frequently used building components as TitleLine (TitleBar), StatusLine
(StatusBar) and Border (bounding the frame). So, if user configures a frame to have those components, s/he must
follow such instructions :
             1. Write in "Mask"-section three following lines :

             W52%RUGHU �%RUGHU1DPH�
����������������W527LWOH/LQH �7LWOH/LQH1DPH�



               where:
                      W526WDWXV/LQH �6WDWXV/LQH1DPH�
�����������������������������_���������������������������������_
����������������������������QDPH�RI�WKH�FODVV�����QDPH�RI�WKH�FRPSRQHQW

             2. Check an existance of mentioned classes in ITF-file,
                and their proper names, eg :
�������������������
                &ODVV��W526WDWXV/LQH��^�����������������QDPH�RI�WKH�FODVV

��������������������1DPH �6WDWXV/LQH1DPH�����������SURSHU�QDPH
��������������������&XUVRU �,0$*(6?VRPHBELWPDS�EPS�
�������������������

In case user have fulfiled these 2 requirements, there will be displayed a window having a
TitleLine of selected style (colors, patterns, fonts etc), bounded with selected border (thinkness, colors from ITF-
file) and with embedded StatusLine. Note, that, once a component is plugged in, all kinds of events, prescribed
for these components (eg, "Resize a window" for borders etc.) will be automatically handled by OpenGUI
EventHandler. Cursor also automatically changes its shape to other predefined, when mouse pointer passes
across the component.

&RQWUROV
This section consists of arbitrary number of classes (in OpenGUI predefined notation), which

instantiate the visual components [OpenGUI/VCL].

/RJLFV
A special section "Logics" is an important option added to standard OpenGUI frames. It contains

a number of clauses of PRL (programmable logic) and keeps the control over the behaviour of visual and
building components within the frame. The rules and examples of binding the components using pulished
properties and programmable logic are more considered in chapter 2.3 (Published properties and binding the
components. The user  has an opportunity to address to the desirable field of component by it’s name and set it to
new value, as well as get it's actual value.

For example, if we put such line as a clause in "Logics"-section :
����������/RJLFV ^
������������������
���������������7H[W9LHZHU�6RXUFH )LOHV/LVW�>,QGH[@
������������������
          ̀
provided we have declared in section "Controls" at least two visual components, namely : "TextViewer" and
"FilesList" (see below) :
          &RQWUROV ^
������������������
���������������&ODVV��W9&/LVWER[��^
�����������������1DPH �7H[W9LHZHU�
��������������������
���������������`
������������������
���������������&ODVV��W9&/LVWER[��^
�����������������1DPH �)LOHV/LVW�
��������������������
���������������`
����������`
then, OpenGUI will "synchronize" these two components, so that eg: if user moves to new line in the listbox
"FilesList" then a listbox "TextViewer" reloads a contents AUTOMATICALLY depending on highlighted name
of source file ([Index]-value in a listbox "FilesList"). In this manner, all metric parameters, IDs, fonts, colors and
many other properties of the component can be dynamically reset at a runtime. Therefore, usage of principles of
PRL might give the benefits for designing the modules with quite complex logics and relations between the
components. On the other hand, published properties could be used in such traditional tool as "Properties
Inspector.

 Finally, let us consider some examples of using above mentioned sections in building a frame in OpenGUI.



1. The only "Mask"-section is used (no one other section is assigned) :
User is enabled to adjust (customize) an appearance of the frame by "switching on/off" any of available
building components. No VCs are, no logical behaviour.

2.   "Mask" and "Controls"-sections are assigned, no "Logics"-section :
Frame is represented, thus, with a desirable set of building components and has a  number of visual
components as well. All predefined events are handled by OpenGUI engine, but no logical links between
component are set.

3.   All section are assigned (including "Logics") :
      In this case an OpenGUI frame becomes full-featured mini - framework, in other words, OpenGUI’s

executable module incapsulating its own properties, components and having a behaviour.

Based on the (3) is built an "OpenGUI VCL Editor", an application, consisting of a number of mini-frameworks
and dedicated to customization of OpenGUI visual components.

2.3 Published properties and binding components

*HQHUDO
All forms (windows) in OpenGUI may have an arbitrary number of registered visual

components (controls) dynamically embedded into owner-form. All forms have registered own names in
registration list Each component belonging to the form has a number of properties, which are addresses to the
fields of appropriate component class, predefined in the source-code of OpenGUI library. All properties or part
of them are public accessed, ie allowed to change their values while other properties are for internal use only (ie
protected). Manipulating with accessible properties provides developer with opportunity to set relations between
the components, so that any changes caused by an event in one component will have influence to the one or more
other components, making it/them in turn to change own state (for examples see ”Operations" and example from
chapter 2.4). In other words, two or more control elements (within a form or cross-form) can be bound, and their
behaviour and properties can be synchronized using the rules of programmable logic. Thus, an implementing
such a technique of handling with properties turns OpenGUI form into framework (or micro-application), which
provides its own behaviour (similar to ActiveX (R) plug-in components).

5HJLVWUDWLRQ
Registration of properties is supposed to be done in source code before compilation of the

library. Registration uses so-called "registration table", a special list, wherein each visual component adds it's
own properties. Basic abstract class "tControl" (which is a parent for all kinds of VC) registers such common
properties as "Metrics" (X, Y, Width, Height), proper name for the component and unique ID number; also a
property of "Dockable". After that, each class of VC will register, ie add to the table it's properties along with
types. Then, at a runtime, OpenGUI checks if the given property (according to the unique name) is belonging to
specified control. If property is successfully found in the registration table, then system verifies its type and
makes a decision of setting it new value. If property is not found in the table, then further operations on the
property are avoided.

2SHUDWLRQV�ZLWK�SURSHUWLHV
To illustrate the said,  below are given a few examples of binding the components in accordance

with their interfaces:

          ���%LQGLQJ��DV�VXFK�
          Examples:
          ColorBar.R=Scrollbar1.Index // synchronize an intensity of Red
          ColorBar.G=Slider1.Index // synchronize an intensity of Green
          Label1.Italic=Checkbox1.Checked // italic style
          Label1.Bold=Checkbox2.Checked // bold style
          Label1.Underlined=Checkbox3.Checked // underline text
          Text.Name=Editbox1.Value // get a name from editbox



          ���,QGH[LQJ
          Examples:
          Label2.Name=[Listbox1.Index]    // get a text for name
                                          // from highlighted item
          Label1.FontSrc=[Listbox2.Index] // set new font from list
          Icon3.ImgSrc=[IconList1.Index]  // attach new image to icon

          ���$ULWKPHWLFDO�RSHUDWLRQV
          Examples:
          Editbox.Value=Listbox1.Index+5 // set numerical value
          ColorBar2.R=Slider1.Index-20 // set intensity of Red
          ColorBar2.G=Slider2.Index+40 // set intensity of Green
          ColorBar2.B=Editbox2.Value-3 // set intensity of Blue
          Icon1.ImgSrc=[Listbox1.Index+20] // set new image from listed

          ���0L[HG�RSHUDWLRQV
          Examples:
          Listbox1.Index=Listbox2.Index+Editbox3.Value   // set new index
          ColorBar2.R=Slider1.Index-5-Editbox2.Value      // set intensity of Red
          ColorBar2.G=Slider2.Index+Slider1.Index         // set intensity of Green
          Icon1.ImgSrc=[Listbox2.Index+3]+Text1.Name    // set new image
                                                          // from listed + appendix text

2.4 Example from industry

Here is given an example of the framework, which was disscussed above. It is actually a part of
so-called ”Procarry Suite”, where ”Procarry” is a one of the standards of bank communication system, approved
for all bank establishments in Ukraine. This suite also includes 3-4 frameworks, each serving to particular task .
Below is a listing of DSK file:

&ODVV��W'HVNWRS��^ ���+HUH�FRPHV�GHVNWRS�FDOVV�GHILQLWLRQ

�1DPH ��3URFDUU\�6XLWH�� ���1DPH�IRU�GHVNWRS
�'HVLJQHU �0LURVODY�$��.KDUFKXN�

�9LGHR0RGH � ���LQLWLDO�YLGHRPRGH�WKLV�GHVNWRS�ZLOO�EH�UXQQLQJ�LQ
�:DOOSDSHU �$''%$&.*?DGG���EPS� ���ZDOOSDSHU�VRXUFHILOH

�&XUVRU �,0$*(6?DUURZB��FXU� ���GHIDXOW�V\VWHP�FXUVRU�VKDSH
�)RQW ^�)2176?PDUULDJH�IQW���������������` ���GHIDXOW�V\VWHP�IRQW��ZLWK�FKDUDFWHU�DWWULEXWHV�

�:LQGRZV ^ ���+HUH�FRPHV�ZLQGRZV�OLVW��HDFK�VWDQGV�IRU�VRPH�IUDPHZRUN�
���36B��)50� ���7KLV�IUDPHZRUN�LV�OLVWHG�EHORZ
���36B��)50�
���36B��)50�
�����36B'%)�)50� ���WKLV�OLQH�LV�FRPPHQWHG��WKXV�IUDPHZRUNV�LV�QRW�LQVWDQWLDWHG
���36B'LVN�)50�
�`
`

Below follows the fragments of the listing for FRM-file, with frame and components descriptions along with the
complementary comments. Some lines though,  which meanings seem to be obvious comes without comments.

Class "tUniFrame" { // frame definition (which encapsulates and binds components )

    Title=" Procarry Suite: Hosts Directories Monitoring "
    IconSrc="IMAGES\task.bmp"

    WState=1 // initial state of the frame – spreaded (vs iconified)



    maxCoordinates=(12, 100, 800, 565)
    iconCoordinates=(78, 60, 142, 170)

    ITFSrc="OS2Warp.ITF" // interface style file to plugged to the frame for ”feel-and-look”
    Mask={ // mask of the frame (attributes description)
       tROBorder="Border_1" // if name is quoted then a attribute is included in frame
       tROCorners="none" // if ”none” – attribute is not added to frame
       tROWorkspace="Workspace_1"
       tROMenuLine="MenuLine_1"
       tROTitleLine="TitleLine_1"
       tROStatusLine="StatusLine_1"
       tRONoticesMargin="none"
       tROTab="none"
       tROShadow="none"
       tROReleasedBPanel="RPanel_1"
       tROPressedBPanel="PPanel_1"
       tROScrollLine="Scroll_1"
       tROStick="none"
       tROTextBox="TextBox_1"
       tROTitleButtons="TitleButtons_1"
       tROArea="Area_1"
    }

    Controls={ // here comes visual components (controls) definition

// this listbox contains a list of regional node identificators

       Class "tVCListbox" { // listbox containing a list of transit directories for each node
          Name="host" // proper name for listbox
          ID=1
          Metrics=(5, 10, 120, 100)
          Dockable=0
          OnClick={ // this section might contain PRL clauses and executed if

// MouseClick event occurs
          }
          Data {
             ScrollWidth=15
             Source="c:\procarry\hosts\uy*.*" // a list is to be loaded from this directory

// in accordance with a wildcard
DirInfo=3 // subdirectories list is to be loaded in the listbox (see

// comments below)
             StartupLoad=1 // supposed to be loaded on strtingup (on instantiation moment)
             DropDown=0 // is not dropdown list
             ReplaceA="" // these 3 parameters are not used here
             ReplaceB="" // they serve for filtration the text when loading
             Contents="" // (”Search and Replace” method)

             Font={"FONTS\varswisl.fnt", (0, 0, 0, 1)} // used font
          }
       }

// Notes to listboxes : listboxes are multifunctional components in that sense, that it can load
// either list of subdirectories, or list of files, or the text of the file depending on what value is set
// to ́ 'LU,QIR´�parameters

       Class "tVCListbox" { // listbox containing a list of files in transit directory for node
          Name="files"
          ID=1
          Metrics=(5, 120, 120, 233)
          Dockable=2
          OnClick={



          }
          Data {
             .....
             Source="c:\procarry\hosts\UYLB\IN\*.*" // source directory
             DirInfo=2 // a list of file is supposed to load
              ..... // the rest of definition is pretty the same as above
          } // therefore, it is skipped
       }

       Class "tVCRadioButton" { // radiobutton for selection incoming/outgoing directory
          Name="Dir"
          ID=1
          Metrics=(135, 10, 165, 27)
          Dockable=0
          OnClick={
          }
          Data {
             Direction=1 // vertical direction
             Font={"FONTS\timpani.fnt", (0, 0, 0, 1)}
             LinesList={
                "IN", // items of radiobutton
                "OUT"
             }
          }
       }

       Class "tVCListbox" { // this listbox will show the contents of selected file
          Name="contents" // fromthe transit directory
           .....
           Data {
             ScrollWidth=20
             Source="c:\procarry\hosts\UYLB\IN\autoexec.bat" // itintial file to be viewed
             DirInfo=1 // loads only files
              .....
           }
       }

       Class "tVCRadioButton" { // this control manages a layout of the diagram
          Name="Layout" // which comes below
           .....
          Data {
             Direction=1
             Font={"FONTS\timpani.fnt", (0, 0, 0, 1)}
             LinesList={
                "vertix", // there are two possible directions
                "horizon" // for the bars in the diagram
             }
          }
       }

       Class "tVCRadioButton" { // this radiobutton keeps a control over the
          Name="Information" // diagram’s parameter ”source of information to
          ID=1 // visualize” (see the coming section  ”Logics”)
          .....
          Data {
             Direction=2
             Font={"FONTS\timpani.fnt", (0, 0, 0, 1)}
             LinesList={
                "data in file",
                "files in dir",



                "size in bytes"
             }
          }
       }

       Class "tVCDiagram" { // visual component ”diagram”
          Name="Diagram"
          ID=1
          Metrics=(388, 100, 195, 394)
          Dockable=3
          OnClick={
          }
          Data {
             Direction=1
             Font={"FONTS\varswisl.fnt", (0, 0, 0, 1)}
             DirInfo=2
             Source="bandbow1.map"
             LinesList={ // listed are the directories which are supposed to
                "c:\procarry\hosts\UYLA\out\*.*", // scan periodically for information refreshment
                "c:\procarry\hosts\UYLB\out\*.*", // total number of 25 (each for outcoming directory
                "c:\procarry\hosts\UYLC\out\*.*", // of the node)
                "c:\procarry\hosts\UYLD\out\*.*",
                "c:\procarry\hosts\UYLE\out\*.*",
                "c:\procarry\hosts\UYLF\out\*.*",
                "c:\procarry\hosts\UYLG\out\*.*",
                "c:\procarry\hosts\UYLH\out\*.*",
                "c:\procarry\hosts\UYLI\out\*.*",
                "c:\procarry\hosts\UYLJ\out\*.*",
                "c:\procarry\hosts\UYLK\out\*.*",
                "c:\procarry\hosts\UYLL\out\*.*",
                "c:\procarry\hosts\UYLM\out\*.*",
                "c:\procarry\hosts\UYLN\out\*.*",
                "c:\procarry\hosts\UYLO\out\*.*",
                "c:\procarry\hosts\UYLP\out\*.*",
                "c:\procarry\hosts\UYLQ\out\*.*",
                "c:\procarry\hosts\UYLR\out\*.*",
                "c:\procarry\hosts\UYLS\out\*.*",
                "c:\procarry\hosts\UYLT\out\*.*",
                "c:\procarry\hosts\UYLU\out\*.*",
                "c:\procarry\hosts\UYLV\out\*.*",
                "c:\procarry\hosts\UYLW\out\*.*",
                "c:\procarry\hosts\UYLX\out\*.*",
                "c:\procarry\hosts\UYLY\out\*.*"
             }
          }
       }

       Class "tVCRadioButton" { // this radiobutton select what kind of resource
          Name="Resource" // should be monitored .....(see below)
          .....
          Data {
             Direction=2
             Font={"FONTS\timpani.fnt", (0, 0, 0, 1)}
             LinesList={ // (see above).....either memory usage/availability
                "Memory usage", // or disk usage
                "Disk space"
             }
          }
       }



       Class "tVCProgressBar" { // a progress bar adopted for visualization of
          Name="Amount" // available space of memory or disk
          .....
          Data {
             Type=1
             Items=66935472 // last available space amount
             ResourceType=1 // monitoring the disk
             DriveLetter=C // default driver to be monitored
          }
       }
    }

// this is an important part of frame definition, which manages the behavior of
// the framework, bind the components and synchronize the events
// Notes: [Index] means a text line taken from highlighted item in the list
// while ,QGH[�is actually a value itself (ie # of highlighed line)

    Logics={
       files.Source = "c:\procarry\hosts\" + host.[Index] +"\"+ Dir.[Index] +"\*.*"
       contents.Source = "c:\procarry\hosts\" + host.[Index] +"\"+ Dir.[Index] +"\" + files.[Index]
       Diagram.Direction = Layout.Index
       Diagram.DirInfo = Information.Index
       Amount.ResourceType = Resource.Index
    }
 }

Every time, when event related with this frame occurs, system will interpret all these clauses in
order to find out if there any changes took place, and (eg in the case of listboxes) will reload the lists according
to new value of source file (property ´6RXUFH´). Other parameters in Diagrams and progressbars are also
synchronized with appropriate radiobuttons as follows from 3 last lines. If user will not need anymore some of
relations s/he is free to comment the line in this section, even at a run-time, or add new one to the ”Logics” list,
if some new functionality or dependencies are needed.

2.5 Current release

Now, there some interface modules for emulation of GUI for several existing OSes are at the
developer's disposal, partcularly, Windows 95/NT, Windows 3.x, Apple Macintosh, OS/2 Warp, Motif, KDE.
Thus, using OpenGUI would enable "smooth" integration all existing GUIs from different OSes. Today,
OpenGUI project is almost finished and there exists a demonstration release for platform of MS-DOS.
Simultaneously, the library is being ported onto Linux by means of FPK Pascal.

Basic features provided in the current release of OpenGUI are:
• modular add-on architecture
• 100 % resource-orientation for building components of interface
• C++ -alike structural language for text resources
• in-built compiler
• cross-platform GUI emulation (including rootless and mixed interfaces)
• X-form provisional support
• an opportunity both for developer and user to re-design and modify the GUI styles
• compartibility with existing standards and graphic formats (color schemes, images,   fonts, cursors,

others)
Especially for OpenGUI there has been designed a Visual Components Library (VCL) which contains many
visual components, conditionally divided following groups:

• basical visual components (button, checkbox, editbox etc.)
• components for design (RGB-pictures viewers, palettes, gradients, scalelines etc.)
• full-featured text-editors and browsers for databases
• scientific components, such as matrices, histograms and others



• Web-components (HTML-viewers and browsers) in view of "seamless" future integration GUI with
Internet.

��5HODWHG�ZRUN

[Motif]® is the industry standard graphical user interface, (as defined by the IEEE 1295
specification), used on more than 200 hardware and software platforms. It provides application developers, end
users, and system vendors with the industry's most widely used environment for standardizing application
presentation on a wide range of platforms. Motif is the leading user interface for the UNIX® based operating
system. The Motif graphical user interface (GUI) toolkit facilitates the development of applications for
heterogeneous, networked computing environments. By providing application portability across a variety of
platforms, the Motif environment helps protect valuable investments in software and user training. Motif is also
the base graphical user interface toolkit for the Common Desktop Environment (CDE).

The [XWindow@ SystemTM provides the base technology for developing graphical user
interfaces. At a very basic level, X draws the elements of the GUI on the user's screen and builds in methods for
sending user interactions back to the application. Using application GUI development toolkits, such as Motif, an
application developer can quickly create an application interface to the end user. Because X has been
implemented from the start to use a client/server model, it is ideally suited for remote application deployment as
well. That is, X lets you work from your computer directly with an application running on another computer. In
addition, X is hardware-independent. With X you can run Microsoft Windows Applications on a UNIX
workstation, or you can run a UNIX application on an Apple Macintosh system.

A [PIGUI] (Platform Independent Graphical User Interface) toolkit, developed at Kralizec
Dialup Unix Sydney, is a software library that a programmer uses to produce GUI code for multiple computer
systems. The toolkit presents functions and/or objects (along with a programming approach) which is
independent of which GUI the programmer is targeting. PIGUI must support several GUIs under at least two
different operating. The toolkit does not necessarily provide any additional portability features. Native look-and-
feel is a desirable feature, but is not essential for PIGUIs.
                     In an emulated user interface, the PIGUI's resultant code produces low-level calls and all the look-
and-feel compliance is handled by the PIGUI software itself (e.g., for OpenWindows support, the software
would not produce an XView program that must be compiled with the  XView toolkit; the software would
produce code that interfaces directly with X intrinsics). To provide an emulated user interface, a vendor has to
develop a lot of extra code for look-and-feel support. Emulated user interfaces have the advantage that someone
on a Motif workstation, for example, can see how the Macintosh-style UI will look (since the look-and-feel is
part of the product). Emulated interfaces have the opportunity to provide a faster GUI than does a layered
interface.
                       A third approach to platform independence is emulating one of the supported target's APIs
(usually, the Microsoft Windows API) to target other GUIs. With one of these products, one would program
using the emulated API and the code would be (to the extent to which the product provides portability) portable
to other GUIs. There are PIGUI kits for languages including C, C++, Smalltalk, Java, Ada, Tcl, and Python.
Most new PIGUI kits will be developed in Object-Oriented programming languages, as GUI work is ideally
suited by the advantages of OO (especially inheritance / reuse).

��&RQFOXVLRQV

In this paper there was presented a approach of composing the frameworks from asset of
reusable visual components, partially or fully avoiding the hardcoding ie programming in some language. Such
the requirements come up particularly, when a system is supposed to be frequently reconfigured or adjusted to
new environment. An easyness in changing a configuration becomes an important when we deal with monitoring
and analysis of the real-time processes, such as transmission of the large amout of data, as it was described in the
example below, taken from the domain of bank and accounting. In this case, such changes might be, for instance,
related with adding or removing of the regional node, which is supposed to be served, filtration of the flow of
files to view, monitoring newly added peripheral devices, such as modems etc. There is presented a GUI
subsystem, which was aimed at solving these kind of problems and in general is a finished ready-for-use product,
which mostly meets the above mentioned requirements. It is installed and running at the Chernigiv Saving Bank,
Ukraine and supervised by telecommunication service group. Among other underlaying principles which put in
the system there was introduced a proper model of module interconnection language, which does the
configuration and binding the visual components within a framework and keeps a control over the framework



behavior during the user session. There are some obvious disadvantages of using this kind of language,
compared to ADLs [ADL, AESOP]. For example, when considering the complicated frameworks, which
actually might have a multi-layered or aggregated components (ie, those having their own inner structure), there
might be very useful to be able to describe by means of this language the recursive structures. Also, it would be
preferrable to use automated aquaintance of the properties of components (that is, auto-recognition of interface)
instead of exact knowing them in advance. The latter requires the developer to be awared with the interface of
the components before s/he binds them within a framework. The types-checking is might be added on the stage
of instantiation of the framework, and therefore, removed from the runtime.

Besides, OpenGUI has other remarkable features, such as multi-interface style emulation
support, which enables to developer or user either to use some styles of existing operating systems, or to design
her/his own interface styles. OpenGUI implements the modular approach in designing large-scaled systems and
introduces its own language for describing and configuring the components from smalest VC upto superior
objects such as frames and desktops using. OpenGUI is based on such principles of  object-oriented
programming as ’Contracts’, ’Design patterns’ [Schmidt] and uses constraints [Benson]. The system kernel
encapsulates a compiler for ITF, DSK and FRM formats of resource files, while uses an interpretation approach
when controlling the bound components and their properties. The latter make it easier to do runtime
configuration and customization of eg, ’look-and-feel’ of interface or layout of components within a form or
attaching  new functions (which are to be processed when event related with this component occurs). The
language, which describes the components of OpenGUI in resource files, is similar to that used in CORBA,
wherein the interface parts of the appropriate objects (standing behind the components) are published and
common-accessible. For other kinds of low-level resources such as images, fonts and animation (eg animated
cursors), OpenGUI supports the standard of BMP,  ANI, CUR, ICO and others.

��5HIHUHQFHV
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$%675$&7
In this research paper I have invented a formula to
measure adaptability of frameworks in a cost
effective way. The reason for this is that
adaptability is important for frameworks and
normal measurements of it are expensive.

To do this investigation I have used a framework
that I got familiar with in a project called Mango.
This framework was called CATS and the purpose
of the project was to adapt this framework to a new
domain, therefor it was very suited for this
research.

The formula found calculates a percentage value
for adaptability from some of the other quality
attributes of the system. This value is acceptable if
it is above 60% and not so good if it is below.
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,1752'8&7,21
The purpose of frameworks are to be reused within many different applications. For that
to be possible it is important for a framework to be as adaptable as possible to other
similar domains. The question is how we evaluate such adaptability of a framework.
When Gilb2 talks about adaptability he only looks at improvability (similar to
maintainability), extendability (adding new functionality) and portability (to new
platforms and environments).

There is the possibility of actually testing the framework in a number of different
domains, but that is an expensive measure and the reason for evaluating is to quickly see
the quality of software.

Therefor I will, in this report,  try to evaluate the possibility for a framework to have a
good adaptability. I will look at the other quality attribute of software that Gilb2 suggests
and try to see their impact on adaptability. To do this I will need one framework that I
have experience from trying to adapt, luckily I have one.

In the spring of 1998 a software project called Mango was executed at the University of
Karlskrona/Ronneby. The project lasted for about 20 weeks and had a budget of about
15000 man-hours. The customer for the project was Mandator Technologies AB in
Helsingborg, Sweden.

The requirements for the project were to build a business administration simulator.
However, the real purpose of the project was to use an already existing framework for
strategic combat simulators, called CATS1, that was developed by Mandator. An earlier
version of the framework had been used in a strategic simulator called TYR, and
Mandator wanted to see if it worked just as well for business administration (or other
domains in general).

Therefor this framework will be used as bases for this evaluation, or this technique for
evaluations. The adaptation of this framework was a success, but with a few changes and
not in the actual way that it was supposed to be used. Why wasn’t it perfectly adapted?

:+<�$'$37$%,/,7<"
Frameworks are reuse of both knowledge and implementation. I see them as a
combination between design patterns and components. They are meant to be reused, both
to make the implementation of the new application easier, but also to force a special
design to it.

When we have something that we want to reuse, either it is a design patters, a component
or a framework, we don’t just want to reuse it in applications that are exactly the same as
the application that they were first developed for.

The problem is the same as for components, we want them general, but we still want
them to fill their purpose. The more general and adaptable the framework is, the better (as
long as it fills it purpose), therefor adaptability is one of the most important quality
attribute to measure in a framework.

However, I haven’t found any good metrics to measure this kind of adaptability and
therefor we will try to find that here. To do this we will use the CATS1 framework as a
base. We will start by taking a look at this framework and evaluate this and then we will
get back to a more general measure.

7+(�&$76��)5$0(:25.
Because we are going to use the CATS1 framework to make this evaluation of
frameworks adaptability, it is important to understand how this framework works.
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To understand how the framework works, we must first take a look on what the
architecture for the Mandator simulation model looks like. The architecture is
independent of the specific simulation domain, it is just a way to organize servers, clients
etc. that Mandator uses in their simulators.

The different applications that exists in the simulation are the following:

• *DPH�&UHDWRU
In this application the game is specified, i.e. entities and units of the game are
specified and the rules are created. In a strategic simulator that would be to design the
different combat units (infantry platoons, tank platoons etc.) with their strengths and
moving abilities and the rules for how they act and what happens. The rules are
designed as an expert system.

• *DPH�'HILQHU
In this application the actual current simulation are created. I.e. what players do we
have, what units should they posses and how many of each unit should we have?

• *DPH�(QJLQH
This is the heart of the simulation where all the intelligence exists and where all the
rules are executed. It also functions as a server. It is within this application that the
CATS1 framework exists.

• 3OD\HU�&OLHQWV
This is “stupid” clients that just displays the information for the player that the engine
sends to them. It is also through these clients that the players can make their moves.

• *DPH�/HDGHU�&OLHQWV
The Game Leader acts as a God in the game and can monitor everything and change
anything she likes at any time.

The players are divided between the players that are in the simulation for the purpose of
being trained and players who are only in the simulation to help the game leader to bring
the simulation forward and to act as opponents.

'HVLJQ

As mentioned, the CATS1 framework is a part of the game engine. The frameworks
responsibilities are the core of the simulation. It is responsible for keeping track of all the
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game pieces (units etc.), all the rules, the referee (that handles disputes between game
pieces) and the ticking of the game so that it moves forward.

The game engine (the parts outside the framework) creates the game pieces from the
specifications sent to the engine and then hands them over to the framework, after that the
rest of the engine can forget all about them, the framework will now handle everything
about them.

The different types of units is defined for the current domain of simulation and created as
a class that inherits from the CATSGamePiece class. In CATSGamePiece there is a
virtual function called Tick(), this function is written in the subclasses (the actual units)
and describes what the unit should do at each tick (each time unit).

The main class in the framework is the class CATSGame, it is the handle that the rest of
the engine uses, and it is the controller of the framework. CATSGame has a function
AddGamePiece() which takes a pointer to a CATSGamePiece as an argument. Since all
different types of units inherits from CATSGamePiece this function works for any self-
defined unit that you can think of.

The rules (intelligence) of the game are handled by a class called CATSRuleSet. This
class can be used for any mechanism for rules, but in this version of CATS a rule-based
language called ILOG Rules is used, therefor a class called CATSILOGRuleSet exists
that inherits from CATSRuleSet. More about this later.

This model shows the class-hierarchy in the framework. Only the most important
methods are shown in this diagram:
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This diagram only shows the most important classes in the framework. Besides these
there exists a number of iterator classes for example. All classes that are to be effected at
a tick inherits from class MTTickedObject and they implement the virtual function
Tick(). However, to get called at each tick they also need to activate themselves by a call
to the CATSGame object.

CATSActivity and CATSRuleEvent are two classes that are used for the rules. More
about that in the next part. Both these classes only serves as base-classes they are
supposed to be inherited to simulation specific events and activities, just like the game
pieces.

,/2*�5XOHV

The main part of CATS1 4.0 is the rule handling, it wasn’t done in this way in earlier
versions. To handle the rules a program called ILOG Rules (developed by the French
company ILOG) is used. ILOG Rules uses a rule-based language called OPS-5, where
you write rules in the typical expert-system way.

ILOG Rules can be used in two ways, either you compile the OPS 5 code into C++ source
code, which is compiled together with the rest of the program, or it can be interpreted by
the C++ program. If you choose the interpreted way, a small OPS-5 program is complied
with all definitions and a basic rule set, the compiled program (the C++ code) includes
the interpreter that can interpret text-strings that is sent to it.

We were supposed to use the interpreted way, because one of the reasons to use ILOG
Rules was to make it possible for the creator of a simulation to make own rules without
having to recompile the entire engine.

In the model above it is the CATSILOGRuleSet-class that instantiates the class generated
by ILOG Rules, and it is also CATSILOGRuleSet that does all the communication with
ILOG. So if another way to handle rules would be chosen, CATSILOGRuleSet is the
only class that would have to be replaced with another class that inherits from
CATSRuleSet.

The rules in ILOG Rules works on, and trigs on, the objects in a workspace. The objects
in this workspace exists without any known data-structure (i.e. not known by us users of
ILOG Rules). When a game-piece notices that something has happen (i.e. inside the
Tick()-function) it throws an object into this workspace. The object should be of a class
that has inherited from CATSRuleEvent. When the turn to tick comes to the rule set it
fires all the rules that it has on the event-objects in the workspace. For the rules to make
something happen, they throw objects that inherits from CATSActivity into the same
workspace. These activities are also ticked, so when the turn comes to them they can do
what they are supposed to do (e.g. change the behavior of a game-piece).

+2:�','�0$1*2�'2�7+(�$'$37$7,21"
Business Administration is somewhat different than strategy. The framework is based on
the assumption that the simulation can be viewed upon as a game board with game pieces
(the classes CATSGameBoard and CATSGamePiece), this view suits strategy games
well, but not Business Administration.

So, the first thing we had to do was to find a solution to what a game piece should be. We
took the approach that each company (owned by one player) should be a game piece.
Further all external influences on a company should be game pieces (i.e. labor market,
customer market, stock market, bank, politicians and media). In an extension of our
simulation, departments at the company could also be game pieces of their own.

The attributes of such units are similar to the attributes of combat units, it is just that a
company has many more attributes than an infantry platoon.
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Another difference was that in the original strategy simulator (TYR), activities
(CATSActivity) lasted for a long period of time (an activity could be to move a platoon
from A to B, and then the activity lived until that was complete). In our simulator all
activities was atomic, i.e. they did what they should on one tick and then they “died”.
Therefor events and activities only existed as communicators between the units and the
rule-sets, which made them a little less powerful.

We also skipped the referee part completely and had the rules handle all competitive
decisions. Battles aren’t fought the same way between companies as between troops in
war.

The final, and maybe hardest, thing to decide upon was how to handle the speed in the
game. Since the Tick() function in CATSGame is called from the external classes the
framework doesn’t really care how you handle the speed. There are two issues to consider
with the speed in the framework: the real time between the ticks and the assumed
simulated time between the ticks. If these two attributes are the same the simulation runs
in real time.

The thing to consider is how you should do if the simulation should run faster or slower
than real time. Should the real time between ticks or the simulated time between ticks be
variable and which should be constant? We decided that the simulated time between ticks
should be constant and the real time between ticks be variable to set the simulation speed.
The reason for this was to avoid the danger of the simulation changing it’s behavior when
the speed is changed.

(9$/8$7,21�2)�&$76�

The evaluation will start by inspecting a few typical quality attributes as described by
Tom Gilb in the book Principles of Software Engineering Management2. After that we
will move on to the most important issue, adaptability to other domains of simulation.
This attribute will not be evaluated from one measure, instead it will be a logical
reasoning using all of the previously evaluated attributes.

To make the evaluations different methods will be used. These methods are mathematics,
logical reasoning and measures from previous executions of the business administration
simulator. However, no new test-runs can be done, because the framework can not be
executed without an expensive license for ILOG Rules.

The purpose of this part is to see if the different quality attributes has any impact on
adaptability, and if so how important they are for that aspect. Because of this, even
attributes that at first sight seems to have no connection with adaptability will be
evaluated here.

3HUIRUPDQFH

The importance of performance for the framework depends slightly on which model for
time that is chosen (see last chapter). In our model where the real time between ticks is
variable the performance is rather important. Depending on how fast the framework is,
there is an upper limit on how fast you can play the simulation.

One thing to increase the speed of the framework was to use ILOG Rules. Much time has
been spent by ILOG to optimize ILOG Rules and it uses an advanced algorithm to keep
track of the objects in it’s workspace and to search among them.

Looking at the source code of the framework it seems to be rather well optimized as well.
Even though it probably could have been made faster if you skipped object orientation
and all other overhead, but the source code is well written, for example there are a many
inline functions.
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The obvious measure to use to evaluate the performance in this framework is the time to
perform one tick. We can’t, for reasons mentioned above, do any test now, but we can use
the data from the project. The test was executed on a Pentium-II 330 with 64 Mb of RAM
and Windows NT as operating system.

The thing that we can use to see the speed for the framework was a test-application that
was used to test this part of the engine. This test-application did not use any timer to call
Tick(), it called it as fast as it could, this makes this a good way to monitor the
performance.

The test-application called Tick() 1000 times as fast as it could. It took 50 ±5 seconds to
execute all those 1000 ticks. This gives that one tick took 50 ms, or put in another way, it
was capable of performing 20 ticks per second. However, this time may vary depending
on how many units you have and how many activities and events that exists in the
workspace.

In our simulation one tick represented 10 hours of simulated time (in business
administration simulators you often want the speed factor to be high. The interesting
things happens on change of month and year and you don not want to sit for weeks to see
that happen). With this performance you can play the game with 720 000 times actual
speed, i.e. you can play one month on 3.6 seconds and a year on 43 seconds, which is
more than enough for this simulation.

We will get back to these measures later when we talk about adaptability.

6WRUDJH�&DSDFLW\

It is hard to measure how much storage space the framework would take. It depends
entirely on the simulation, how many game pieces it has in play and how many objects
that exists in the workspace.

These objects are the only objects (CATSGamePiece, CATSActivity and
CATSRuleEvent) that are interesting when measuring the storage space required. All
other objects in the framework exists only in one instance and is only a very small part of
the entire storage space.

But we can take a look on the size of these objects (I only measure the size of all
members of the class and the size of the pointer to the class (always 4 bytes). Methods
etc. are more or less irrelevant since they only exists once):

• CATSActivity 8 bytes

• CATSRuleEvent 4 bytes (no member-variables at all)

• CATSGamePiece ~40 bytes (plus all attributes of the game piece)

The attributes of a game piece are stored in a map-structure with both their names and
their values. There exists three such maps, one for integers, one for doubles and one for
strings. The average game piece would probably have approximately 40 bytes stored in
these maps., which makes the entire game piece about 80 bytes.

Since the game engine is supposed to run alone on one machine, it has only the operating
system to chare it’s memory with, so it has quite much space to store all these objects in.
Even if you simulate an exaggerated big wars with 1000 units, 1000 events and 1000
activities at a specific time it would only take 90 kb of memory space (plus the static parts
of the engine).This is only a small fraction of what is available on all modern computers
and can therefor not be considered as a problem.

Of course the other parts of the game engine can be very large and take too much space,
but the framework will most likely not be a problem.
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The only danger is that it is extremely easy to get large memory leak problems with all
events that are thrown into the workspace to ILOG Rules. In the project we noticed that
ILOG Rules had quite bad garbage collection, and it was much up to the writer of the
rules to make sure that all events were deleted after they had been caught.

5HOLDELOLW\

To measure reliability, Gilb2 suggests that we use mean time between failure (MTBF).
The problem is that this is very hard to measure if you can not make a number of very
long test runs, and as explained we can not do that now.

During the test phase we made one test-run where the engine executed for 24 hours in
full-speed without crashing. And all the times in the tests where we got the engine to
crash, it didn’t crash in any parts of the existing framework, it was always in our parts.

The problem with the framework is that even if we only have one small memory leak at
each tick (which may be likely according to the statement in previous paragraph) it will
not take too long to fill the memory and for the engine to crash.

However, if we say that we only leak one event each tick, and we tick once per second, it
will take 1 (0.9975) years until we have filled 128 Mb of RAM.

The question is what the minimum MTBF that is acceptable is. We can probably assume
that no simulation will go on for more than 10 hours before you will have to save the
game and continue at another time. If we want MTBF to be 10 hours, we have 128 Mb
available before it crashes and we tick ones per second, we can leak 3728 bytes per tick,
i.e. 932 events per tick.

This reasoning requires that a game is saved when it is not played, and that the garbage is
gone when the game is reloaded (i.e. the garbage isn’t saved as well), our simulator
worked that way. However, some simulations may not work that way, instead they might
just pause the game when it is not actually played. In those cases the memory leak
problem really has to be solved in some way.

0DLQWDLQDELOLW\

Maintainability is hard to measure because it is such a wide concept that involves many
things. What Gilb2 suggests to use as a measure of maintainability is minutes to repair
bug. Even if this is only part of maintenance, he says that it is critical and it is easy to test.
He suggests that you test it by artificially inserting a bug and measure the time to find it.

Now this is a problem for us since we can’t run the system. What we have to do is rely on
the experience from the project. Unfortunately, no measures of this kind were collected,
so we will have to do something else.

Instead we will try to use the complexity measure: McCabe’s cyclomatic complexity as
described in the book Software Maintenance Concepts and Practice3.

This measure is hard to apply on a large object-oriented structure, it is more suited for just
one function. Therefor we only measure the largest function in the framework. After
searching through the framework, it was discovered that the largest function only were 10
LOC and only 7 statements. This itself seems to be a good indication of good
maintainability.

The formula for McCabe’s cyclomatic complexity looks like this:

V(F) = e – n + 2

Where n = total number of nodes (statements); e = total number of edges or arcs; and
V(F) is the cyclomatic number. In our function we get the following measures:
n = 7
e = 8
V(F) = 8 – 7 + 2 = 3
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According to McCabe there is no need for worry as long as the measure is bellow 7 ± 2,
and it is, so the program passed McCabe’s test without any problem.

So the framework seems to have good maintainability according to McCabe, but moving
back to the measure suggested by Gilb2, this seems to be correct according to that as well.
We have not got any actual measures, but the few bugs we found in the framework didn’t
take very long to find (even if it could take long time to eliminate them).

3RUWDELOLW\

To make the portability evaluation we will concentrate on the porting from Windows NT
to UNIX.

The first indication that might show that the portability of the framework is good is the
fact that it does not use MFC, instead it uses a class-library called STL, and that exists for
UNIX as well (and most other platforms too).

The program ILOG Rules exists for UNIX as well and it has the same API there, so that
part would not be any problem at all.

The actual C++ code in the framework shouldn’t be any problem to move. It is normal
ANSI C++ and the last version (version 3.0) of CATS1 were actually built for UNIX.

To make a real measure, we will try to measure how many percentage of the source code
that works on UNIX without modification. The answer is that 93% of all lines can be
used on UNIX without change (a line is disqualified even if only a small part of it can’t
be used).

However, the parts that could not be used were mostly the data type Boolean that did not
exist in the UNIX compiler. This can easily be solved by having a define that defines
Boolean as integer, true as 1 and false as 0.

8VDELOLW\��IURP�D�GHYHORSHUV�SRLQW�RI�YLHZ�

CATS1 framework is rather hard to understand and it takes a while to learn it. This is not
that the implementation of it is bad or ugly, its not (this can be seen in the maintainability
measure). It is because the use is quite complex and the interaction with ILOG Rules can
be hard to understand. To add to this, the documentation of the framework could be much
better (at least at the time when we worked with it).

The measure suggested by Gilb2 to measure usability is hours to understand the
application (in our case it would be hours to understand the framework).

It took me about 40-80 hours to understand the framework (or so I thought). But after the
design was finished and the implementation had started we realized that we hadn’t
understood it completely. This made the design less good than it could be and that is one
of the reasons why the framework wasn’t used as it was supposed to (see chapter “How
did Mango do the adaptation?”).

The CATS1 framework fails the evaluation of the usability attribute, but it is just because
of the documentation. The actual framework is easy to understand, so with a proper
documentation it would probably not take long to know enough about it to be able to use
it in the correct way. A guess would be that one days study would be enough, i.e. 8 hours
(5-10 times faster).

$GDSWDELOLW\��WR�DQRWKHU�GRPDLQ�

Now we come to the last but certainly not least important of our quality attributes:
adaptability. This is what we really wanted to know, and it was also the real purpose of
the Mango project.
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With adaptability we mean how well it can be used in another similar domain. Another
similar domain is another simulation-application. How similar this simulator have to be is
what we will try to find out here.

For an adaptation to be accepted the framework must be used without any changes inside
the framework (it should be considered black-box even though we used it as white-box).
It should also be used in a way that actually provides something to the development of the
new simulator. The framework should also be used as supposed (at least almost).

Non of Gilb’s2 measures will be used for this evaluation, instead we will use all the
previous evaluations and reasoning to draw the conclusion about the adaptability of the
framework.

Let us start by looking at the other quality attributes and see how they provides to the
adaptability, and then we makes some logical reasoning about it all.

The first quality attribute we evaluated was the performance. We stated that it is capable
of ticking 20 times per second. This is probably enough for most strategic simulators
(either it is war strategy or business strategy), but it probably excludes real time
simulators (e.g. flight simulators). Another thing we said was that the speed depends on
the number of units in play, so the framework probably doesn’t support a simulation that
needs a lot of units and that still has performance requirements.

The storage space required for the framework is rather small, as were seen in that
evaluation, so this probably doesn’t have any affect on adaptability (at least no more than
the performance does).

The reliability evaluation said that even with just a small memory leak, the reliability can
get bad. This was said to be no problem since most simulations are saved after no more
than 10 hours. However there are simulations where you are not interested in having
human interaction. If you want to simulate the evolution or something like that, you just
want to start the simulation and let it run for maybe a month. This framework doesn’t suit
such a simulator very well unless you find a way to definitely solve the memory-leak
problem.

Both the maintainability measure and the usability measure are important for adaptability,
because if you want to use the framework in another domain it needs to be easy to work
with. The maintainability result was good, but the usability bad. However, that was just
because of the documentation, so with that non of these attributes will be in the way of
adaptability.

The final quality attribute was portability. Even this can have some impact on
adaptability. Some simulation domains may not be able to be made on Windows NT.
Some may need Silicon Graphics for example and some might need to exist in some
measurement tool that runs a very specific. The evaluation of the portability came out
good, so this shouldn’t be any problem for the adaptability.

This reasoning has limited the domain of simulation that we can apply the framework on
somewhat, but there are still plenty simulations that it can be used for. However,
according to this it would have been perfect for business administration and why were it
not (even though it worked)? There are one more aspect that should be discussed: the
design and structure of the framework.

The design of CATS1 framework with game board and game pieces requires that you can
visualize the simulation as a board-game. This might be hard with business administration
(if you don’t want a monopoly-game). There are also a number of other simulations that
can’t be visualized as board-games (maybe even worse than business administration).

So what simulations (besides war strategy) can the framework be well applied for? The
Sim-series of games (SimCity, SimEarth etc.) are probably good examples of places
where CATS1 framework could have been used. It is probably also perfect to use in a
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chess-game. In other words, it is perfect for simulations where you have a game board
(the terrain in SimCity), game pieces (the residential zones, commercial zones etc. in
SimCity), rules that describes the behavior of these pieces (people build houses first after
there are electricity in the residential zone) and there are attributes describing the pieces
(population of a residential zone).

$'$37$%,/,7<�0($685(�2)�)5$0(:25.6
&RQVWUDLQWV

The adaptability measure that we will try to find here will only work on white-box
frameworks since we have used CATS1 framework as base (and that is a white-box
framework).

It also requires that the framework has been developed for one specific application and
should then be adapted to other applications (and domains). This is because we need the
requirements from this first application to do this evaluation.

&RQFHSWV

To make this general adaptability measure we need to define some concepts to use:

&RQFHSW ([SODQDWLRQ ([DPSOH�LQ�&$76�

Framework The framework itself CATS1

Application The application that the
framework was first
developed for

The TYR simulator

Domain The narrow domain that the
framework was first
developed for (make it as
narrow as possible)

Board game simulators

Super Domain The domain in which we
would want to reuse the
framework in.

Simulators

7KH�4XDOLW\�$WWULEXWHV

Now we will look at the attributes from the CATS1 evaluation and see if they are
applicable on adaptability and we will also try to make them generic and possible to
combine into one formula. All the formulas here are hypothesis and based on a mixture of
Gilb’s2 and my ideas.

The first attribute that we evaluated on the CATS1 framework  were performance. We
must suspect that this is a rather important attribute for adaptability, because it is likely
that the new domain has higher speed requirements than the old. If the new application or
domain has a lower speed requirement than the old, and the framework works for the old
application, than the performance isn’t an issue, so we will only look at the cases were the
new domain has a higher performance requirement.

To measure the performance for this metric we need to find a critical operation in the
framework that we can measure. In CATS1 this would be the Tick() function. You need
two metrics to continue, the requirement for the maximum amount of time that is
acceptable for the application according to the requirement specification and the actual
amount of time the operation takes in the framework.
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Now we want this metric to be in the range 0 to 100 were 0 is bad and 100 good. If the
frameworks actual speed is the same as the applications requirement or higher it would be
0 and if the operation takes no time at all (this is practically impossible, but we can get
close to it) it should get the value 100.

Then the formula would look like this:

WU� WKH�WLPH�LQ�WKH�UHTXLUHPHQW�VSHFLILFDWLRQ
WI� WKH�DFWXDO�WLPH�IRU�WKH�IUDPHZRUN
SP� WKH�SHUIRUPDQFH�PHWULF
SP� �������WU�±�WI����WU

The next attribute would be the storage capacity. Actually this name for the attribute (as
used by Gilb2) might be bad since we don’t look at how much the application can store,
but rather how much space it requires. Storage space could be important, for instance if
the system should be adapted to a computer with low storage capacity like a mobile
phone. However, it is not the static parts of the framework that are interesting, but rather
the dynamic parts. With static parts I mean the classes that builds the bases of the
framework and that exists in a static (or close to static) number of instances throughout
the simulation (CATSGame, CATSGameBoard etc.) and the dynamic parts are the ones
that are created and destroyed when needed (CATSGamePiece, CATSRuleEvent,
CATSActivity etc.). The static parts are less important because it depends much upon
what is built around the framework and it is also hard to compare them between different
frameworks. Another thing is that when we want to adapt the system wee always know
how much space the static parts will take, while the dynamic parts are the critical once.

The measure I will use here are the correlation between the static and dynamic parts. If all
classes are static it will get the rating 100 and if all are dynamic it will get the rating 0 (it
may not be good to have only static classes from an object-oriented point of view, but it
certainly is if you want to adapt it to a new domain).

This is the formula for the storage space formula (when these measures are made, only
the data-parts of the classes are measured, not the implementation):

VF� E\WHV�UHTXLUHG�WR�KROG�RQH�LQVWDQFH�RI�DOO�VWDWLF�FODVVHV�LQ�WKH�IUDPHZRUN
GF� E\WHV�UHTXLUHG�WR�KROG�RQH�LQVWDQFH�RI�DOO�G\QDPLF�FODVVHV�LQ�WKH�IUDPHZRUN
VP� WKH�VWRUDJH�VSDFH�PHWULF
VP� ������VF����VF���GF�

As seen from the CATS1 evaluation, reliability has not much impact on adaptability.
Reliability is important for software in general, but it doesn’t influence on adaptability
much. We saw that the only thing ere that the memory leaks could have some impact on
how well the framework could be adapted, but we must assume that the framework is
well written and has no memory leaks (CATS1 were an exception, and we can’t deal with
exceptions here).

The maintainability (or complexity) is important for white-box frameworks. Both for the
understandability of the framework but also if some small changes has to be made. I will
use McCabe’s cyclomatic number now, but in the future we might want to change it to a
more object-oriented metric.

If  this work is going to be continued, a more thorough focus has to be put on
maintainability since it is so important for adaptability of frameworks. Maybe this
formula could have influences from Bieman’s5 work on object-oriented metrics or the
automated tools mentioned by Bansiya and Davis6, these metrics are also mentioned by
Reeves7.

All of these metrics are based on the object-oriented structure instead of the statements
within a function. The measures are based on aspects such as inheritance depth,
inheritance width, number of classes, number of abstract classes and so on.
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One very good thing about Bansiya and Davis6 is that they talk about an automated tool
for making the measurements and this would make it even easier to do this evaluation.
Finding an easy to use and cheap adaptability metric is the goal of this work.

Non the less, we will use McCabe’s formula for now. We must just adjust it to fit the
scale of 0-100:

PFF� 0F&DEH¶V�F\FORPDWLF�FRPSOH[LW\
PP� PRGLILHG�0F&DEH¶V�F\FORPDWLF�FRPSOH[LW\
PP� �����±�PFF����

As stated in the CATS1 evaluation the usability is important if you want to adapt the
framework to a new domain, at least if it is someone else who is going to use it in the new
domain. However, we don’t know if it is the developer herself that should adapt it. The
person that does the adaptation shouldn’t have any impact on the adaptability of the
framework and therefor we skip this attribute in the adaptability metric. We limit
ourselves to the adaptability of the actual software without the surrounding documents.

The last quality attribute we had was portability. As stated this can have an impact on
adaptability. The example we used before was that we might want to adapt it to a new
domain that requires a different platform or operating system. Luckily this is an easy
metric to use, since it already is in our scale (0-100), so we use it as we did above:

S� WKH�SRUWDELOLW\�PHWULF
S� WKH�SHUFHQWDJH�RI�WKH�VRXUFH�FRGH�WKDW�FDQ�EH�SRUWHG�ZLWKRXW�FKDQJH

$GGLWLRQDO�(YDOXDWLRQ

Now we have covered all the attributes that we used in the evaluation of CATS, but as we
saw in that evaluation we needed something else to measure the adaptability. We had to
look at the structure and design of the framework as well.

My suggestion is that you list all the classes in the framework and give them a value
according to this:

'HSHQGHQF\ 9DOXH ([DPSOH�LQ�&$76�

Application dependent 0 None

Domain dependent 33 CATSGamePiece

Super-domain dependent 67 CATSGame

Independent of all above 100 CATSIterator

Then you calculate the average value of all the classes. This formula looks like this:

Q� QXPEHU�RI�FODVVHV
G�Q�� GHSHQGHQF\�YDOXH�RI�FODVV�Q
GP� GHVLJQ�PHWULF
GP� ��Σ�G�Q������Q

If this adaptability formula is to be further evolved, and if the more object-oriented
complexity measures5-7 suggested in “the Quality Attributes” subchapter is used, maybe
this structural metrics could be merged with the maintainability/complexity metrics.

They are all concerned with the structural design of the framework, and if this next step is
taken, these two attributes will get closer to each other, and then it might be a good idea
to merge them.
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7KH�$GDSWDELOLW\�0HWULF

Now we are going to combine all these metrics into one adaptability metric. The problem
we have is that not all these are equally important for adaptability. I will therefor try to
give them all a grade that tries to reflect there importance on adaptability, the grade will
be from 1 to 5. Notice that these weights for the attributes are pure guesses and some
further experiments is needed to make the formula more correct.

0HWULF *UDGH

Performance 4

Storage Space Required 1

Maintainability 3

Portability 2

Structure / Design 5

Now we can combine all of these into one formula that will give a result in the range 0 to
100 as an adaptability metric. Notice again that this formula is no absolute truth, it is only
an hypothesis and bases for further work. The reasons for why this formula can’t be seen
as an absolute truth is that not all attributes has been considered and the weights are only
guesses

WU� WKH�WLPH�LQ�WKH�UHTXLUHPHQW�VSHFLILFDWLRQ
WI� WKH�DFWXDO�WLPH�IRU�WKH�IUDPHZRUN
VF� E\WHV�UHTXLUHG�WR�KROG�RQH�LQVWDQFH�RI�DOO�VWDWLF�FODVVHV�LQ�WKH�IUDPHZRUN
GF� E\WHV�UHTXLUHG�WR�KROG�RQH�LQVWDQFH�RI�DOO�G\QDPLF�FODVVHV�LQ�WKH�IUDPHZRUN
PFF� 0F&DEH¶V�F\FORPDWLF�FRPSOH[LW\
S� WKH�SHUFHQWDJH�RI�WKH�VRXUFH�FRGH�WKDW�FDQ�EH�SRUWHG�ZLWKRXW�FKDQJH
Q� QXPEHU�RI�FODVVHV
G�Q�� GHSHQGHQF\�YDOXH�RI�FODVV�Q

7KH�PHWULF�DSSOLHG�RQ�&$76�

Now we will calculate this adaptability metric for the CATS1 framework.

WU� ���PV
WI� ���PV
VF� ����E\WHV
GF� ���E\WHV
PFF� �
S� ��
Q� ��

1XPEHU�RI�'RPDLQ�GHSHQGHQW�FODVVHV� �
1XPEHU�RI�6XSHU�'RPDLQ�GHSHQGHQW�FODVVHV� ��
1XPEHU�RI�LQGHSHQGHQW�FODVVHV� �
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The result would be an adaptability value of �����. Since I consider CATS to be a rather
average framework when it comes to adaptability, I think that I will put the threshold at
���. If a framework is above 60% it has good adaptability and if it is bellow the
adaptability is bad.

&217,18('�:25.
What needs to be done now is to do a lot of experiments on this and try to calibrate the
formula a little better (especially the weights on the different attributes) and also to see if
the formula works at all in the practice.

To make this validation I suggest that you select (or implement) a number of small
frameworks that are about the size of CATS1. Preferably it should be more than ten small
frameworks. Before these frameworks are selected or implemented all the concepts in the
concepts subchapter should be defined. Then you actually do adapt the frameworks to a
number of new domains and scientifically measure their actual adaptability. When you
have done that you can use the same formulas as you use for neural networks4 to modify
all the weights to make this formula better.

&21&/86,21
I have found a formula that calculates a cost effective metric for adaptability. This
formula uses the other quality attributes of the framework to approximate an adaptability
measure.

The formula looks at performance, required storage space, maintainability, portability and
a little on the structure and calculate a percentage value for the adaptability. A value
above 60% indicates a good adaptability and a value bellow 60% indicates bad
adaptability.

One drawback with this formula is that it only works for white-box frameworks and you
will need the requirement specification for the first application it was developed for (or
have a good idea of those requirements) to use this formula.

For this formula to be complete and have a higher reliability some scientific experiments
is needed and the formula must be calibrated and adjusted according to that.

Another thing I noticed when studying articles about metrics of object-oriented software5-

7 was that most authors only focus on structure metrics such as inheritance levels and so
on and they never mention attributes such as adaptability. However, these structure
attribute could be used as part of a future version of this formula.

5(&200(1'$7,216
When this metric for adaptability is used, have in mind that it is very approximate and
don’t tell you exactly how easy it is to adapt the framework to a new domain. It only
looks at some of the attributes of the framework and their impact on adaptability, but all
frameworks are unique and all frameworks need to be treated in a special way. However,
this formula could be used if there is a need to do a cost effective measurement of
adaptability, e.g. for the non-functional requirements in the requirement specification.
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