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Abstract

We describe the �rst steps in the evaluation of an idea to match the high vari-

ability found in measurements of tra�c, by Markov-modulated Poisson processes
(MMPPs). It has been shown that one can arrange the parameters of a complex

MMPP in a way that at least makes it visually self-similar over a limited time scale.

The big bene�t that arises from having an MMPP as a model of the tra�c is that

it is much easier to analyse mathematically than competing models, such as chaotic

maps and fractional Brownian motion.

We suggest to start with an MMPP with two states and match the four pa-

rameters of it to a certain time scale. By splitting each of the two states into two

new states, and adjusting the parameters associated with the new states to another

(�ner) time scale, variability over larger time scales is introduced. The resulting

states can then be split again, until the required accuracy is obtained. In the split-

ting of states, one must in each stage conserve the mean of the stage above when
de�ning the new states.

The main purpose of our models is to model the queue �lling behaviour of a

real-life tra�c process. To determine the suitability of our models this is the most

important quali�cation and it is used to evaluate the models.

1 De�nitions

1.1 Markov-modulated Poisson processes

A Markov-modulated Poisson Process is a doubly stochastic process were the intensity
of a Poisson process is de�ned by the state of a Markov chain. The Markov chain can
therefore be said to modulate the Poisson process, hence the name. The MMPP can be
identi�ed as a special case of the Markovian arrival process (MAP). The main advantage
that springs from using MMPPs as tra�c models is that they are easy to analyse. An
MMPP can be classi�ed by the number of states the modulating Markov chain contains,
e.g. a Markov chain with two states and two (di�erent) intensities is denoted MMPP-2,
or sometimes Switched Poisson process (SPP). If the two intensities are equal the model
falls back to a pure Poisson process. The special case when one intensity is zero is called
Interrupted Poisson process (IPP). A useful reference for the MMPP is [11]. Much work
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has been done on �nding methods to match the characteristics of MMPP-2s and/or IPPs
to recorded data or more complex models, se for example [1, 2, 3, 4, 5]. In [6] and [12]
comparisons of several of these methods were performed, showing some negative results.
We present a method for setting the parameters of a more complex MMPP, an MMPP-4,
using an expansion of the method presented in [1]. The reason for introducing a more
complex MMPP is to be able to incorporate the behaviour of a process over longer time-
scales more accurately in our model, thereby improving the overall performance. Since
our study focuses on the queue �lling behaviour of the process, long time in this context
is on the order of seconds. This is implied by the fact that bu�ers large enough to take
care of variations over longer time-scales such as minutes, hours and days will probably
be to large to keep delay within desired ranges. These variations are therefore probably
better handled by functions other than bu�ering such as dynamic allocation of capacity.
Consequently we are not interested in introducing correlations over longer time scales in
our process, although they may be present in a real process. These correlations should
rather be modelled and taken into account when �nding tra�c models for these larger
time-scales. More on this matter and how it a�ects our model can be found in the next
section.

1.2 MMPP �tting over longer time-scales

To be able to capture correlations over longer time scales using MMPPs, we introduce
the following structure for an MMPP. The structure imposes some limitations on the
settings of the parameters of the process, the parameters being transition intensities for
the Markov chain and intensities associated with each state in the chain. Fig. (1) shows
the structure of an MMPP with two levels with our approach.
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Figure 1: MMPP-4 consisting of two levels

The idea behind the structure is to start with an MMPP with two states and match
the four parameters of it to a certain time scale. By splitting each of the two states into
two new states, and adjusting the parameters associated with the new states to another
(�ner) time-scale, variability over longer time-scales are introduced, albeit only over a
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limited range. The resulting states can then be split again, until the required accuracy is
obtained.

In this paper we limit our investigations to MMPPs with two levels, but the ideas
presented should be able to generalise to processes spanning several levels.

To explain the details of the splitting we now present the following example. Given
the transition matrices in Eqs. (1) for the three Markov chains in �gure 1 we present the
details of the resulting transition matrix when combining the three into one Markov chain
with four stages.

Q0 =
�
� 
! �!

�
; Q1 =

�
�1 1
!1 �!1

�
; Q2 =

�
�2 2
!2 �!2

�
(1)

The two Markov chains on the lowest level are placed \inside" the top level chain in
the following manner. We can view the splitting like replacing each of the two states of
the top level chain with a new two state chain, thereby forming a new four state chain.
Transitions from one of the chains to the other are now done with the intensity at which
the top level chain performs the corresponding state changes. When performing such a
change between the two chains we have chosen to select each of the two states in the target
chain with a probability proportional to the steady-state probabilities of the target chain.
That is, the probability of choosing state 1 in chain 1 is !1=(!1 + 1) and the probability
for choosing state 2 is 1=(!1 + 1). Using this we can form the transition matrix for the
resulting four state chain as follows.

Q =
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In the transition matrix Q we can �nd the probability expressions presented above in the
upper right and lower left region where they represent \inter chain" transitions. With a
small amount of consideration one can verify the simple structure of the elements on the
diagonal. One can think of other ways of forming the �nal process that may be worth
considering, for example a �nal Markov chain where not all states are connected.

The matrix � in Eq. (3) below presents the intensities associated with each state in
our resulting MMPP-4, and together with Q from Eq. (2) it de�nes our MMPP-4 in a
way that is useful when performing matrix analytic calculations. The intensities follow
the de�nitions in �gure 1.

� =

0
BBB@
�11 0 0 0
0 �12 0 0
0 0 �21 0
0 0 0 �22

1
CCCA (3)

It is also convenient to de�ne the vector � as

� = (�11; �12; �21; �22)
T : (4)

The steady-state probability vector of the Markov chain is called � and is de�ned as the
solution to

�Q = 0; �e = 1; (5)
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where e = (1; 1; 1; 1)T . The matrices and vectors presented above are limited to MMPPs
with four states but their structures and the formulae presented later are valid also for
processes with other numbers of states.

As stated above the structure imposes some limitations on the setting of parameters,
but this helps us to set the parameters in a logical, straightforward and consistent manner.
It also has the advantage of allowing results from earlier research on �tting methods being
used when �nding the parameters, as we shall see in the next section.

2 Suggested �tting method for MMPP-4

We have chosen to make use of and expand the method Gusella presents in [1] for setting
the parameters of an MMPP-2 when evaluating our model. It has the useful property
of allowing �tting of the MMPP-2 to the index of dispersion for counts over a selected
area (time scale). As suggested by Gusella, we perform the �tting in a least square sense.
The index of dispersion (IDC) is de�ned as follows and can be estimated from a recorded
sequence of tra�c:

IDC(t) =
V[Nt]

E[Nt]
(6)

where Nt denotes the number of arrivals in an arbitrary interval of length t. In the �tting
of our model to the measured data, we introduce the region of interest (ROI) as a set of
discrete time points.

ROI = fto; t1; : : : ; tIg (7)

It is in this region we will �t the IDC of our model by minimizing the following function.

IX
i=0

= wi(IDCmodel(ti)� IDCmeasured(ti))
2 (8)

Here we also have introduced wi which is a set of weights that can be used to force a
better �t over some parts of the ROI.

The method Gusella presents also matches the following parameters; the mean in-
terarrival time, the asymptote for the index of dispersion for counts as t ! 1, and
the squared coe�cient of variation of the interarrival times. We will not present all the
details of Gusella's method here, but rather point on changes/adaptations used in our
expansion. As the method matches IDC(1), and this parameter is impossible to esti-
mate, since that would require a measurement over an in�nite time, we allow ourselves
to change this parameter to achieve as good �t as possible of the IDC in the ROI.

Our adaptation of the method includes the following steps.

1. Set the parameters in the MMPP-2 in the �rst level in �gure 1 using Gusellas
method. This �tting is done to the upper part of the ROI of the IDC curve one
wishes to adjust the MMPP-4 to. In the experiments reported later in this paper,
we use the part from 10% to 100% of the ROI de�ned above.

2. Use the two intensities obtained in step 1 as the mean arrival rate when setting the
parameters of the two MMPP-2s in level two, again using Gusellas method. This
time the �t is done to the lower part of the desired IDC. In the experiments later
the part up to 10% of the ROI were used for this �t.
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3. Check the �t over the total ROI of the IDC for the resulting MMPP-4 when the
MMPP-2 obtained in step one and two above are combined as above. The IDC
for the MMPP-4 can be found from IDC(t) = E[Nt]=V[Nt] by using the matrix
analytic expressions for E[Nt] and V[Nt] in Eqs. (9) and (10) as given in [11].

E[Nt] = ��t (9)

V[Nt] = t2(��)2 + 2t
h
(��)2 � ��(Q+ e�)�1�

i
+2��(eQt � I)(Q+ e�)�2� (10)

Where �, Q, � and � are de�ned in Eqs. (5), (2), (3) and (4) and e = (1; 1; 1; 1)T ,

as above. The matrix exponential eA is de�ned by
P
1

k=0
Ak

k!
.

4. Estimate by how much the �t in step 3 \missed the target" and return to step 1,
now �tting the IDCs to values scaled according to this bias. This is repeated until
a satisfactory �t is achieved.

When using Gusella's method in step 2 some problems were discovered since it pro-
duced solutions where one arrival intensity was smaller than zero. In an ad hoc manner
we rescaled the squared coe�cient of variation so that reasonable results were produced.
The scaling factor was set to 0:1 which is equal to the change of time scale. Simulation
experiments suggested that the choice of this parameter had little impact on the results,
but further investigations are necessary to con�rm this.

3 Queuing experiments

In the following experiments we used tra�c from a 10Mbps Ethernet LAN converted to
ATM tra�c carried over a 34Mbps link. More details on this conversion can be found in
[12]. The tra�c obtained in this way are described by the interarrival times between each
successive cell in the stream. The interarrival times are given in the form of multiples of
the time required to transmit one cell over the 34Mbps link. We used two second long
tra�c traces of two di�erent groups, one group whose origin is LAN tra�c when the
average rate of the Ethernet tra�c was 42% of the peak rate found in the measurements
and one with an average rate of 85%. In each group, 10 di�erent traces were available.
The models were �tted to the common statistics for each group as follows. The mean
and coe�cient of variation for the interarrival times were estimated using all 10 traces
in each group. The index of dispersion for counts were estimated individually for each
trace and an average for all traces in each group were calculated and used in the �tting
of the models. The index of dispersion was calculated up to about 1% of the total length
of the samples, above this limit the estimates of the IDC is based on too few samples to
be considered valid. The IDC-curve starts at t0 = the length of one cell slot and ends at
t999 = the length of 1000 slots.

The models used were an ordinary MMPP-2 derived using the method Gusella de-
scribes in [1], an MMPP-4 derived using the method presented in section 2, and an
MMPP-4 model obtained by only using step 1,2 and 3 in the method of section 2. The
latter method produces a model that overestimates the IDC by about 20% in the time
span under consideration. The three models are henceforth called gus, scaled and un-
scaled.

In order to test how good our models capture the behaviour of the real process the fol-
lowing queuing experiments were performed. The queuing system used in the experiments
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were a single server system with a deterministic service time and a bu�er of unlimited ca-
pacity. This (apart from the in�nite bu�er) can be thought of as the system obtained when
passing the tra�c through a node in an ATM network with a given capacity allocated to
the tra�c.

Several simulations were performed in the following manner. First a track of the
measured process were run through the system twice. After this two second long traces
generated from our models were given as input and measurements of the length of the
queue were performed at every arrival. For comparison the same procedure was carried
out with the original tra�c. The experiments were performed with di�erent service times
in the server, representing an average load on the server from 10% to about 80%. The
sequences of queue lengths thus obtained were examined to investigate to what extent
they could be said to belong to the same distribution.

The results presented below are for the group representing an Ethernet load of 42%,
similar results were observed for the 85% group. In Fig. (2) the resulting mean queue
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Figure 2: Observed mean queue length for di�erent models and the original process

lengths for di�erent loads and di�erent models are presented. As can be seen, all models
underestimate the mean queue length considerably at higher loads. A probable reason for
this will soon be presented, let us however �rst study the total distribution of the queue
lengths for the di�erent models at various loads. In Fig. (3) and (4), the distribution for
the resulting queues are presented at di�erent server loads for di�erent models compared
with the distribution from the recorded sets of data. For the case of a server load of
30% in Fig. (3), the model gus highly underestimates the tail of the distribution while
overestimating the lower parts. The tail is maybe the most important part from the
viewpoint of bu�er dimensioning, since it will determine estimated loss probabilities. The
scaled model performs somewhat better and the most accurate modelling is achieved with
the unscaled model. In Fig. (4) we �nd the case with a server load of 70%. Here all models
fail to capture the tail accurately, but maybe our four state MMPPs scaled and unscaled
are slightly better. For the load levels between 30% and 70% a constant degradation of
the accuracy can be observed as the load is raised.

A possible reason for the models lack of ability to capture the behaviour at higher
loads can be found by observing the di�erence between the queue lengths in Fig. (3) and
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Figure 3: Frequency of di�erent queue lengths at a server load of 30%
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Figure 4: Frequency of di�erent queue lengths at a server load of 70%

(4). The queue in the 70% case becomes much longer than in the 30% case. It must also
be noted that since the service time is about twice as long in the higher load case, the
queue will be emptied much slower. This means that the bu�er at some time instants will
contain tra�c originating from quite di�erent points in time.

Clearly our models are not capable of capturing the correlation present at these time
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scales. As stated above the models were �tted to the index of dispersion curve up to
about 1% of the tra�c traces. The reason for not going any further is that estimations
over this level will be based on few samples and therefore will not be so accurate. The
results above indicates, however, a need to incorporate correlations on time-scales above
this level. To do this accurately one must probably work with longer traces of tra�c.

3.1 Determining the initial state of the MMPP

When performing queuing experiments as those presented above, one must also specify
the initial state of the MMPP at the start of the simulation. What �rst might come to
mind is to set the probabilities for starting in di�erent states to the steady-state vector �
of the Markov chain de�ned in Eq. (5). What we are interested in in the scenario above
is, however, to set the state probabilities given that an arrival just has occurred. The
vector containing these probabilities, called p is given by [11] as

p =
1

��
��: (11)

Where � and � are de�ned in Eqs. (3) and (4). This can be seen as a weighting of the
steady-state probabilities with the intensity of arrivals associated with each state. For
ordinary cases, we have noted signi�cant di�erences between � and p. The MMPP with
p as initial probability vector is said to be interval-stationary. If instead � is used as the
initial probability vector we get a version called environment-stationary.

4 Conclusions and further work

We have proposed a structure for MMPPs capable of capturing variability over long time-
scales. We also suggested a �tting method for the setting of the parameters in our model
as an expansion of the method presented by Gusella in [1]. The purpose of our model is
bu�er dimensioning tasks. In the evaluation we worked with two second long traces of
ATM tra�c. The shortcoming of our model to capture the tra�cs behaviour at higher
loads can probably be explained by the limited range of the index of dispersion used
in the �tting. In the study we focused on improving the �t of the models to the lower
parts of the index of dispersion, the results, however, indicate that there exists important
correlations over longer time-scales that must be included in the model.

Although we apparently did not capture the correlations present at time scales long
enough in this study, our model should be capable of incorporating them if the problems
associated with the estimation of the index of dispersion are taken care of.

An important question that demands an answer is how long the time scales in the
model must be for the purpose of bu�er dimensioning. In the future work we will also
investigate the possibility of using a self-similarity parameter in our model. We will
also study other measurements than index of dispersion, such as correlation and spectral
analysis methods.
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