Change is inevitable in software development.
During the entire lifecycle of a software system,
from conception to retirement, things happen that
require the system to be changed: the hardware
and software environment changes, customer
needs evolve, ﬂaws are found, and so on. Under
these conditions, it is crucial to have full control
over and knowledge about what changes mean
to the system and its environment. Otherwise,
changes might lead to software deterioration and
a multitude of other problems. The activity of assessing the implications of realising a change is termed change impact analysis.
Change impact analysis, or impact analysis for
short, has a broad spectrum of deﬁnitions, ranging
from the modiﬁcation of source code to the identiﬁcation of risks associated with a change. Two
parts of impact analysis are: (1) the assessment of
the consequences of altering (or not) the functionality/capabilities of the software system, and (2)
the identiﬁcation of the software artefacts that are
affected by the change. Impact analysis is performed as part of the change management process
which belongs to conﬁguration management, and
serves as a basis for determining whether to accept or reject a change. Improper or non-existent
impact analysis can be as problematic as having no
control over changes in the ﬁrst place.
The research presented in this thesis is exploratory in its nature, conducted through empirical

studies in an industry setting. The main objective
has been to contribute to the body of knowledge
of change impact analysis by investigating challenges of working with impact analysis in large-scale
software development. While having a wide scope,
the studies are brought together by an overarching emphasis on process aspects of the topic.
Traditionally, research on change impact analysis
has mainly focused on technical aspects such as
traceability analysis and change propagation. The
thesis contributes instead to the understanding of
aspects like process improvement opportunities,
process support, and the role of impact analysis in
software evolution.
The results of the presented research include:
important impact analysis issues as seen by different groups of software practitioners, related
process improvement proposals, a checklist-based
process support instrument helpful while performing impact analysis, an evaluation approach for
the change control process, and the study of an
evolution planning instrument with impact analysis
focus. Some conclusions drawn are that software
practitioners need support in performing impact
analysis, that the main impact analysis challenges
concern fundamental issues, and that impact analysis is an important enabler in software evolution.
The thesis further provides an in-depth study of
two support methods used in the research, one
for statistical imputation of missing data, and one
for prioritising hierarchically arranged items.
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ABSTRACT
Change is inevitable in software development. During the entire lifecycle of
a software system, from conception to retirement, things happen that require
the system to be changed: the hardware and software environment changes,
customer needs evolve, flaws are found, and so on. Under these conditions, it
is crucial to have full control over and knowledge about what changes mean
to the system and its environment. Otherwise, changes might lead to software
deterioration and a multitude of other problems. The activity of assessing the
implications of realising a change is termed change impact analysis.
Change impact analysis, or impact analysis for short, has a broad spectrum
of definitions, ranging from the modification of source code to the identification
of risks associated with a change. Two parts of impact analysis are: (1) the
assessment of the consequences of altering (or not) the functionality/capabilities
of the software system, and (2) the identification of the software artefacts that
are affected by the change. Impact analysis is performed as part of the change
management process which belongs to configuration management, and serves
as a basis for determining whether to accept or reject a change. Improper or
non-existent impact analysis can be as problematic as having no control over
changes in the first place.
The research presented in this thesis is exploratory in its nature, conducted
through empirical studies in an industry setting. The main objective has been to
contribute to the body of knowledge of change impact analysis by investigating
challenges of working with impact analysis in large-scale software development.
While having a wide scope, the studies are brought together by an overarching emphasis on process aspects of the topic. Traditionally, research on change
impact analysis has mainly focused on technical aspects such as traceability
analysis and change propagation. The thesis contributes instead to the understanding of aspects like process improvement opportunities, process support,
and the role of impact analysis in software evolution.
i

The results of the presented research include: important impact analysis
issues as seen by different groups of software practitioners, related process improvement proposals, a checklist-based process support instrument helpful while
performing impact analysis, an evaluation approach for the change control process, and the study of an evolution planning instrument with impact analysis
focus. Some conclusions drawn are that software practitioners need support in
performing impact analysis, that the main impact analysis challenges concern
fundamental issues, and that impact analysis is an important enabler in software evolution. The thesis further provides an in-depth study of two support
methods used in the research, one for statistical imputation of missing data,
and one for prioritising hierarchically arranged items.
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Chapter 1

Introduction
Impact analysis is an abstract concept, denoting the activity of analysing how
something affects something else. Without a proper context, impact analysis
can refer to anything. Searching for the term using an Internet search engine
uncovers a number of variants, such as: business impact analysis, environmental
impact analysis, poverty & social impact analysis, and financial impact analysis. The epithet software change narrows the field to what is discussed in this
thesis, namely the analysis of the effects of a proposed change to the artefacts
of a software system (e.g., source code and documentation), and thereby to its
development (e.g., time and cost) and use. Perhaps the most popular definition
of impact analysis in this particular context is that of Bohner and Arnold [1996]:
“. . . identifying the potential consequences of a change, or estimating
what needs to be modified to accomplish a change.”
More definitions are discussed in Section 1.3, but for now it is sufficient
to note that the cited definition explicitly differentiates between consequences
and modifications. A typical consequence is increased project lead time and
cost. However, a change may also affect the functional content (i.e., the feature
set) of the system, which can have both positive and negative consequences on,
for example, sales, customers’ attitudes, and competitive position. A change
must be analysed both from the perspective of the development organisation,
and from the perspective of external actors such as customers, the market, and
competitors.
Why is impact analysis important in software development? The answer to
this question is twofold. First, active use of any non-trivial software system
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stimulates a flow of changes from a number of different change sources. Added
functionality will in most cases require changes to the current system. Identified
defects, anticipated environmental changes (i.e., changes to the environment
in which the system runs, for example the underlying operating system), and
improvement requests should be taken care of (requiring corrective, adaptive,
and perfective maintenance, respectively [Chapin, 2000]). Users evolve their
knowledge about the problem solved by the system, and expect the system to
evolve with them [Hass, 2002]. In any large-scale software development effort,
all of these change sources are active, thus creating a massive flow of changes.
Because of change conflicts, lack of resources, bad timing, etc., changes should
not and cannot be unconditionally implemented in the system. Impact analysis
provides a means for determining the characteristics and effects of a proposed
change, which form a basis for its conditional approval or disapproval.
Second, a modification to the source code of a system that follows from a
proposed change is seldom isolated—other parts of the system than the one
modified must probably be updated, and defects may accidentally be introduced. Defects must of course be avoided, but modifications necessitated by
other modifications are inevitable, in particular in systems with high coupling
and low cohesion.∗ Impact analysis can be used to get a better idea of the scope
and complexity of the modification, and thereby the risk associated with it. For
example, if impact analysis determines that a modification will lead to other
modifications throughout the entire system, the proposed change may be put
off with the argument that it is not worth the effort required to implement it,
unless the expected gain is very high.
This thesis is the result of a number of empirical research studies on software
change impact analysis. The studies have focused on how impact analysis is
used within large-scale software development. The emphasis lies on how one
works with impact analysis within a development organisation rather than on
methods for determining the consequences and system impact of a change. This
chapter is organised as follows. Section 1.1 discusses impact analysis in relation
to software development and related concepts. Section 1.2 presents the main
research questions upon which the thesis is built. Section 1.3 introduces impact
analysis and describes complementary aspects not covered by the subsequent
thesis chapters. The research setting is described in Section 1.4. Section 1.5
lists papers included and not included in the thesis. Section 1.6 describes the

∗

High coupling means that modules are tied together closely. Low cohesion means that
coherent functionality is scattered over modules.
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research setting and research methodology. Finally, Section 1.7 provides an
outline of the thesis chapters and discusses the contribution of the thesis.

1.1

IMPACT ANALYSIS IN CONTEXT

Before describing and discussing a research topic, it is important to position
it with respect to a wider context, or frame of reference. Knowing about the
context makes it easier to delimit the topic, and to relate it to other relevant
topics. The context for change impact analysis is change control, which is part
of software configuration management, which plays an important role in software development. Figure 1.1 illustrates the software configuration management
context of impact analysis. The different parts of the figure are explained in
Sections 1.1.2 and 1.1.3. First, though, software development as seen in this
thesis is discussed in Section 1.1.1 in order to describe the top-level context.
It is worthwhile to briefly comment on some terminology used in this thesis.
The opening of this chapter talked about proposed changes, where proposed is
used to signify that the change is merely a suggestion, and is not necessarily
carefully thought through or even realistic. A proposed change can stem from,
for example, a need for improvement or a need for adaptation. A change request
is used to refer to the artefact used in the change control process to formally
describe a request for changing the system. Note that defects typically are handled separately from change requests and proposals, through problem reports
or trouble reports, even though fixing a defect usually involves making changes.
When change is used by itself, it refers to a change in general, such as a proposed

Configuration Identification

Configuration Management

Change Control

Change Management

Change Impact Analysis

Change Initiation and
Classification
Identify potential
consequences
Change Analysis

Status Accounting
Change Acceptance or
Rejection
Configuration
Auditing

Estimate
necessary
modifications

Change Implementation and
Verification

Figure 1.1: Impact analysis in a configuration management context.
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one, a requested one, one necessary to fix a defect, or one required to implement
a new requirement. In other words, change is a very general concept.

1.1.1

SOFTWARE DEVELOPMENT

We see software development as the set of activities whereby a software system
is built to satisfy the needs of its users. Typically, a software system is created
because it automates mundane tasks, facilitates complex and time-consuming
tasks, or makes otherwise unmanageable tasks possible, by utilising the processing power and storage capability of computers. In many cases, it is essential
that software systems behave correctly and generate accurate output, for example in life-support equipment, in cars, and in airplanes. We rely on software
systems to perform their intended tasks flawlessly, still they are (for the most
part) developed by humans who have limited cognitive capability and can (and
do) make mistakes. Below, we discuss software development with focus on the
change perspective.
A software process allows software development to proceed in a controlled
and defined fashion, although its quality limits the quality of the produced system [CMMI-DEV, 2006]. Sommerville [2004] defines software process as “. . . a
set of activities that leads to the production of a software product.” This definition opens up for much variation, and there are numerous different software
processes that are suitable in different situations and for different types of systems. Royce [1970] noted in his classical waterfall model article that sufficiently
small computer programs can be produced in two steps: analysis and coding,
but that more steps are necessary in a more substantial development effort.
According to Sommerville [2004], the fundamental activities of any software
process are:
1. Specification: Define the functionality of the system.
2. Design and implementation: Produce the system according to the
specification.
3. Validation: Make sure that the system behaves in accordance with the
customer’s expectations.
4. Evolution: Continually change the system to better suit changing needs.
Different processes have different characteristics that make them suitable in
different contexts. Hampered’s Personal Software Process (PSP) is geared to4
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wards the individual engineer, and can help her improve planning and scheduling, and reduce the number of defects introduced in the code [Humphrey, 1997].
The Team Software Process (TSP) helps organisations obtain a leverage on
their team work by building on and making use of the disciplines dictated by
PSP [Humphrey, 2002]. According to Humphrey [2002], TSP is suitable for
teams of 2 to 20 engineers. Agile processes are light and sufficient, meaning
that they are not burdened by heavy plan-driven thinking; instead they capture what is necessary and leave out the rest. For example, the agile manifesto
states that an agile process emphasises interaction over documentation [Cockburn, 2002]. Consequently, agile processes work better where good interactions
can be upheld, such as in smaller teams. Cleanroom is an example of a nonagile development process that focuses on formal specification and formal verification using inspections and statistical testing, with the goal of producing
zero-defect software [Sommerville, 2004]. However, the high level of formality
makes changes costly.
The waterfall model is the first published model of a software process, and
still today development processes are based on this model [Sommerville, 2004].
In a waterfall-based process, the phases of software development are sequentially
arranged and do not overlap. For example, a set of needs is first captured in
requirements, which then are built into a system, which subsequently is tested
against the requirements. This assumes that we can learn everything about a
system initially, and then do everything based on that. Already Royce [1970]
pointed out that if testing occurs last, we cannot verify what we created until it
becomes difficult, and thus expensive, to change something if we made mistakes.
Also, only on rare occasions can everything about a system be learnt initially;
most of the time a model where learning is interleaved with doing is advantageous. Such models are called evolutionary, and examples include Boehm’s
spiral model [Sommerville, 2004] and Gilb’s Evo model [see Larman and Basili,
2003]. However, Sommerville notes that evolutionary development might be
problematic for large-scale software development due to difficulties in technical
coordination, and recommends a process with some waterfall characteristics in
that case.
Evolutionary development is different from iterative and incremental development, in that the latter two dictate how the system is built and can be
released. Pfleeger [1998] differentiates between iterative as building everything
from the beginning but with reduced capability, and incremental as building certain parts first, and then adding new parts later on. However, also iterative and
incremental development (and in particular the latter) support interleaved learning and doing, as some learning can be postponed to later iterations/increments.
5
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In this respect, the three concepts are similar.
An advantage of interleaved learning and doing is that changes can be incorporated more easily. A big upfront design (as in a waterfall-like process) might
be sensitive to changes, but if the design is created in an evolutionary manner,
it can incorporate and evolve around the changes as they arrive. Ironically,
this advantage is also a disadvantage; frequent changes can lead to a poor and
fragile system structure [Sommerville, 2004]. This is especially true for complex
systems developed by a large number of people, in which case changes must be
controlled and coordinated.
Market-driven software development is different from tailor-made (or bespoke) software development. In the latter form of development, a single customer commissions a developer to produce a software system based on some
identified needs. It is the job of the developer to capture and understand these
needs, which most certainly will change (evolve) during the development, in
the form of requirements. In market-driven software development, there is no
single customer, but the system is instead produced with the goal of making
it available on a market for potential customers to purchase. For this to succeed, the system must have features and qualities that the customers desire.
However, the requirements for these cannot initially come from customers, as
there are none, but must instead be foreseen and formulated by the developer
herself [see Potts, 1993]. When the system evolves over several releases, requirements for new features and qualities can of course be elicited from customers of
the old versions. This is in fact necessary to motivate the customer to upgrade
to the new release. However, a new problem arises: different customers may
want the system to evolve (to change) in different and conflicting directions.
Thus, market-driven software development opens up for a very change-prone
environment.
The Capability Maturity Model R Integration for Development (CMMIDEV) is a process improvement maturity model aimed at helping organisations improve their development and maintenance processes for products and
services [CMMI-DEV, 2006]. CMMI-DEV contains no less than 22 so called
process areas, which are clusters of best practices within certain areas, formed
to allow for the assessment of a company’s capability or maturity. This neatly
illustrates the fact that software development is a complex task that builds on
a plethora of processes in order to be successful.
It can be seen that different development processes and different contexts
call for different ways of handling change [see also Hass, 2002: chap. 18]. In this
thesis, we assume development of such scale and character that changes must
be formally controlled. The process for doing this is discussed next.
6
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1.1.2

SOFTWARE CONFIGURATION MANAGEMENT

Software configuration management (SCM) is configuration management (CM)
for software products (as opposed to, for example, hardware products). There
are number of definitions of CM, for example the following by Bersoff (1997), as
cited by the Software Engineering Body of Knowledge SWEBOK [2004] and
Leon [2000] (Leon actually cites an older but nearly identical definition by
Bersoff et al. from 1980):
“. . . the discipline of identifying the configuration of a system at
distinct points in time for the purpose of systematically controlling changes to the configuration, and maintaining the integrity and
traceability of the configuration throughout the system life cycle.”
The configuration of a system is the characteristics (physical and/or functional) of software and related hardware as specified in documentation and built
into a final product [SWEBOK, 2004]. Hass [2002] provides a somewhat more
straightforward and concrete definition of CM:
“. . . unique identification, controlled storage, change control, and status reporting of selected intermediate work products, product components, and products during the life of a system.”
CMMI-DEV [2006] categorises CM as a support process. This means that
it contains activities that support product development and maintenance, and
that it is a process that is used to enable or facilitate other processes. CMMIDEV describes the purpose of CM as:
“. . . establish and maintain the integrity of work products using configuration identification, configuration control, configuration status
accounting, and configuration audits.”
The citations given above point out a number of CM functions: configuration identification, change/configuration control, status accounting/reporting,
and configuration auditing (illustrated in Figure 1.1). Hass [2002] excludes configuration auditing from her definition of CM, noting that auditing should belong
to general quality assurance activities rather than CM in particular. Both the
SWEBOK definition and Hass’ definition make explicit the important fact that
CM spans over the entire life cycle of a system. In other words, CM is not a
one-shot, pre-project task, but rather a continuous process upon which other
software processes depend, as noted in CMMI-DEV.
7
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The CM functions are briefly explained next, followed by a closer look at
change management in Section 1.1.3.
1.1.2.1

CONFIGURATION IDENTIFICATION

The identification of configuration items is a fundamental part of CM. The purpose of this activity is to identify and characterise configuration items, and to determine how they relate to the environment and other configuration items [Hass,
2002]. A configuration item is a single entity that is subjected to change during
the project and therefore needs to be under configuration control [Leon, 2000].
Note that a configuration item is a single entity from the point of view of the
CM process; it can consist of a set of associated work products, or configuration
units, which are treated as a group when it comes to making changes [CMMIDEV, 2006]. According to Hass [2002], a new version of a configuration item
effectively becomes a new unique item. This means that a configuration item
does not exist in several versions—each version corresponds to its own item.
Examples of configuration items are project plan, test plan, source code, and
design documentation.
It follows from the part of Hass’ definition of CM that reads “. . . selected
intermediate work products. . . ” that not everything in a project needs to be
under configuration control. An artefact outside of configuration management is
not subject to the formal protection provided by the CM process when it should
be changed, and there is therefore a risk that changes to it go by unnoticed.
However, artefacts that are not that critical for the success of the project might
be excluded from the CM process [CMMI-DEV, 2006]. Keeping the number of
configuration items, or rather types thereof, on a reasonable level means that
the CM process does not get overloaded with work.
1.1.2.2

CHANGE CONTROL

Change control also goes under the name configuration control. Change control consists of activities that allow management of changes: change evaluation (analysis), coordination, approval/disapproval, and implementation [Leon,
2000]. These change management activities should be governed by formal processes and routines so that changes to configuration items are handled in a consistent and repeatable manner. The change control function is tightly associated
with change requests, as a change request initiates the execution of the change
management activities. Since changes are so frequent in software development,
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change control is the CM function that is most frequently conducted [Leon,
2000].
Change control is not only about controlling change requests, but also about
controlling the implemented changes. It should be possible to trace a change
back to the configuration item it targeted, and for any configuration item, it
should be possible to identify the change relative to the previous version [Hass,
2002]. This requires that traceability practices are in place and are used, so that
links among configuration items and other development artefacts can be created
and maintained.
Proper change control calls for roles and authorities in the change control
process. The most important authority is the Change Control Board (CCB, also
known as Configuration Control Board), where it is decided whether to approve
or disapprove the change requests under consideration. The change management
process, impact analysis, and the CCB are described more in Section 1.1.3.
1.1.2.3

STATUS ACCOUNTING

The purpose of status accounting, or status reporting, is to make available
data and reports from the change management process. The reported data can
include the identified configuration items, the status of change requests, and
the implementation status of changes that have been approved [Leon, 2000].
A status accounting system should be able to provide insight into the change
management process. This makes it possible to track individual change requests,
but also to get an idea of the efficiency of the process. For example, the number
of change requests handled over a certain time period reflects the performance
of the project or the process [Leon, 2000]. Status accounting is therefore an
important tool both in project evaluation and process improvement.
Other uses of the information from the status accounting system include:
spreading information to project members, monitoring the project progress,
identifying problems early on, and finding the cause of problems by studying
the history of configuration items [Leon, 2000]. An example of a report from
status accounting is the change log, which provides information about all change
requests in the system and their status [Leon, 2000].
1.1.2.4

CONFIGURATION AUDITING

The purpose of configuration auditing is to ensure that the delivered product
contains what has been promised an that it behaves as specified [Leon, 2000].
This is accomplished using two different types of audits: functional and physical.
9
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The functional configuration audit verifies that the configuration items function
as they should, in other words that their behaviour corresponds to that specified
in requirements and design documentation [Leon, 2000]. The physical configuration audit, on the other hand, verifies that the configuration items are fully
contained in the product. This audit examines the configuration items and
checks that the work products (the configuration units) corresponding to the
items are present in the product [Leon, 2000].

1.1.3

CHANGE MANAGEMENT

Change management is used in this thesis as the collective name for those activities that are associated with the change control function of CM (though
change management process and change control process are used interchangeably throughout the thesis to denote the process of managing change). The
change management activities discussed here are [Leon, 2000; Hass, 2002]:
1. change initiation and classification,
2. change analysis,
3. change acceptance or rejection, and
4. change implementation and verification.
These activities are depicted in Figure 1.1. According to Leon [2000], the
chain of activities starts when a change request comes from an external or
internal source. Therefore, the event from which the change stems is equated
with the change request. Hass [2002] on the other hand means that change event
and change request are two different things, and for each configuration item
that is estimated to be changed, a separate change request should be created.
She claims that equating the event and request is a bad idea, as it hampers
the organisation’s ability to obtain statistics and status for individual change
requests. However, in this thesis the change request is seen as the initiating
entity, which means that one change request can prescribe changes to many
configuration items.
One purpose of change classification is to allow different change requests to
be handled by different authorities [Leon, 2000]. For example, major changes
should be evaluated by the CCB, whereas minor changes could be evaluated
by the person receiving the change request. Which classes to use is organisation specific, but inputs to the classification could be change source (implying
10
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different degrees of urgency), severity, scope, and so on. Different classes are
associated with different priorities, which is particularly helpful when there are
many pending change requests. Another benefit of change classification is that
it permits statistics to be obtained that show, for example, the distribution of
changes over different change sources (if that was part of the classification).
In the change analysis step, the change is analysed with respect to impact on
system functionality, non-functional qualities (e.g., performance, reliability, and
maintainability), user interfaces, etc., but also cost and schedule [Leon, 2000;
Hass, 2002]. This is what is referred to as change impact analysis. Figure 1.1
illustrates the two aspects (consequences and modifications) of the analysis, and
the circular relationship between them. The aspects are not sequential because
the estimated modifications may affect the consequences (e.g., a large modification means that the change is costly), while certain consequences (e.g., customerrelated ones) can be identified before modifications are estimated. Hass [2002]
proposes to use Wiegers’ analysis checklists [see Wiegers, 1999] to help determine change impact. These checklists are discussed more in Chapter 5.
When the impact of the change is known, it is up to the selected authority to
decide if the change should be accepted or rejected, by weighing how desirable
the change is against how much it would cost to realise [Leon, 2000]. Typically,
the authority is the CCB, although as noted this does not need to be the case.
It is important that proper impact analysis has been performed, otherwise the
CCB (or other authority) will not be able to make an informed decision about
the change request, in which case it will have to be returned for further analysis.
The cyclic nature of the change management process is visible earlier as well; if
the change request is not written properly, it will be returned to the author for
elaboration and correction. It follows that the lead time of the change control
process increases if a change request has to go back to a previous step, so high
change request quality and careful analysis must be strived for.
If a change is accepted, it is passed on for implementation and verification.
Implementation involves modifying documentation, design, and source code,
but also performing unit testing and verifying the correctness of the change.
Thereafter, system tests must be run in order to verify that the change is correct
also from a system level perspective [Leon, 2000].
Figure 1.2 gives a more detailed view of parts of the change management process as defined by Leon [2000]. The Configuration Management Officer (CMO),
which is the person who receives the change request from the author and reviews
it for clarity and completeness, has been omitted from the figure for the sake of
brevity. Once the change request is complete, it is passed on in the process for
analysis and finally decision as described above.
11
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Figure 1.2: The change management process from change initiation to decision [Leon, 2000].
Before discussing impact analysis further, we present the research questions
for the thesis. Together with the impact analysis context just described, this
provides a background for interpretation of the subsequent discussions.

1.2

RESEARCH QUESTIONS

According to Creswell [1994], research questions are often associated with the
qualitative research paradigm, whereas the quantitative paradigm makes more
use of hypotheses and objectives. The research presented in this thesis uses
a mix of qualitative and quantitative methods (see Section 1.6.2.1), but as it
is mainly exploratory (see Section 1.6.3), it is driven by a number of research
questions.
It is advisable to use a hierarchy of research questions, with one or two
main questions, and four to seven sub-questions [Robson, 2002; Creswell, 1994].
The main research questions (MRQs) for this work are presented below. Subquestions for the different thesis chapters are listed and described in Section 1.7.
MRQ1: What are important process aspects of change impact analysis in large-scale industrial software development?
This research question was formulated after (1) noting that much impact
analysis research focuses on technical aspects, and (2) observing that impact
analysis was seen as a very narrow activity in the industrial research partner’s
change control process. We were interested in investigating further how software
practitioners use and make use of impact analysis as part of the process of
12
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managing change. This perspective is rewarding as it provides insight into how
the research community can develop impact analysis methods and tools that
work in practice given the constraints induced by processes, culture, and ways
of working.
MRQ2: How can change impact analysis practices be improved and
supported in a lightweight manner?
This research question stems from the industrial partner’s desire for the
research to lead to process improvements. The part about lightweight manner
was added to underscore that improvement proposals should entail as little
overhead as possible in order to make industrial adoption realistic.

1.3

IMPACT ANALYSIS INTRODUCTION

Impact analysis is presented from a requirements change perspective in Chapter 3. Aspects such as non-functional requirements, strategies for impact analysis, tool support, and metrics are discussed. In this section, we introduce impact
analysis as seen in the thesis, and discuss aspects of more general nature.

1.3.1

DEFINITIONS

Merriam-Webster [2003] defines impact as “the force of impression of one thing
on another”. As noted in the beginning of this chapter, this knowledge is not
very helpful without a proper context. In the impact analysis definitions given
below, the words assess, identify, estimate, and evaluate are used to signify
what is done in an impact analysis. These “action words” communicate different
things, and can be said to signify different levels of thoroughness of the analysis.
Merriam-Webster provides the following information about the words:
• Identify means simply “to establish the identity.” Of the four words, this
implies the least analysis effort but also the least information obtained
through the analysis.
• Estimate and its synonyms evaluate and assess all mean “to judge something with respect to its worth or significance,” though estimate implies a
judgment that is made prior to or instead of an actual measurement.
• Evaluate means to determine relative or actual non-monetary worth.

13
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• Assess means to critically estimate or evaluate for the sake of gaining an
understanding or obtaining an action plan
There are many definitions of impact analysis, all coloured by the author(s)
and by the context in which the they were formulated. The definitions below are
listed in chronological order. The action words defined above are highlighted in
the definitions.
Turver and Munro [1994] define impact analysis as:
“. . . the assessment of a change, to the source code of a module, on
the other modules of the system. It determines the scope of a change
and provides a measure of its complexity.”
A problem with this definition is that it has a very narrow scope; it is
only concerned with changes to and effects on the source code. Even if we only
consider impact on the system, this definition leaves out artefacts such as design
and documentation. The definition given in the beginning of this chapter was
formulated by Bohner and Arnold [1996]:
“. . . identifying the potential consequences of a change, or estimating what needs to be modified to accomplish a change.”
This definition is not geared towards any particular type of development
artefact, nor does it limit impact of the change to the system. Lindvall [1997]
has an outspoken focus on impact analysis from a requirements perspective. He
defines requirements-driven impact analysis (RDIA) as:
“. . . the identification of the set of software entities that need to be
changed to implement a new requirement in an existing system.”
This definition is particularly interesting, as it concerns new requirements
rather than changes to current requirements. As hinted in the definition, this
type of impact analysis is useful when a system is developed incrementally over
several releases. Finally, Pfleeger [1998] defines impact analysis as:
“. . . the evaluation of the many risks associated with the change,
including estimates of effects on resources, effort and schedule.”
This definition is also generic, but indicates, by explicitly mentioning risk and
project control, a broad view of what is meant by “impact” and a strong focus
on non-technical aspects of impact analysis. Throughout this thesis, impact
analysis is seen as a combination of the definitions by Bohner and Arnold,
Lindvall, and Pfleeger. The two most important points are:
14

1: Introduction
• The impact of a change is not only on the system, but also on its development and its (use) environment.
• We consider changes irrespective of source; also new development in a
multi-release situation means change.
Potts noted already in 1993 that most software development is software
maintenance or evolution; software development that starts from scratch is
rare [Potts, 1993]. Thus, to not consider the change induced by new requirements in an existing system would be limiting.

1.3.2

PROCESS PERSPECTIVE

One can study impact analysis from two different perspectives: process and
technical. The technical perspective, which by far is the most common one
in current research (consider, for example, the papers collected by Bohner and
Arnold [1996]), concerns the development of methods and tools for assessing the
impact of changes on the system level. The process perspective, on the other
hand, concerns in our view research with the goals of creating an understanding of how impact analysis is viewed and used by software practitioners, and
improving impact analysis processes.
A drawback with the purely technical perspective is that such research often
assumes the presence of a detailed, structured, and connected infrastructure of
development artefacts [see, for example, Briand et al., 2003; Zhao, 1998]. It
would of course be counterproductive for the development of an impact analysis
technique to start with the premise that the prerequisites are not in place.
However, the reality is that the return on investment may not be perceived
as being big enough to motivate the effort required to maintain infrastructure
such as traceability links among development artefacts (see Sidebar 1.1 for some
notes on this). This calls for the studying of how impact analysis is practised
and supported as part of the change control process—a process perspective.
The process perspective anchors the impact analysis activity in the context where it belongs as described in Section 1.1. Some reflections on what is
necessary to pursue with respect to the process perspective are:
• A focus on understanding what, when, and how about impact analysis in
current software development practise. For example: What kinds of impact analysis are performed? Are different analysis approaches used based
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on when the analysis is performed (due to differences in knowledge, for example)? How detailed should an analysis be to maximise the yield/effort
ratio?
• The development of methods and tools that do not require a completely
updated and accurate infrastructure of development artefacts. An excellent example is the method by Egyed [2003], which addresses the problem
of missing traceability by deducing certain dependencies automatically.
Also, Wiegers [1999] provides checklists that help the analyst perform a
more rigourous and complete analysis (see also Chapter 5).
• The development of methods and tools that can be integrated with mainstream software development tools typically used in organisations. For
example, von Knethen and Grund [2003] propose a traceability model and
an associated tool environment that includes a requirements management
tool and a CASE tool.
• A focus on performing empirical research in general (see also Section 1.6.4).
This is important to better tie industry and academia in order to obtain
a healthy exchange of problems and solutions.

1.3.3

PURPOSES

Impact analysis can potentially be a powerful project and product management
tool from which a lot of knowledge about a change and its effects can be obtained. Simply put, the information gathered through an impact analysis can

Sidebar 1.1: Traceability links
A traceability link refers here to a relationship between two development artefacts, such as a requirement and a source code class. Such links can be missing
for a number of reasons. Our experience tells us that developers tend to think
that it is tedious to maintain traceability links, at least manually. It is also
difficult, as different artefact types have different structural characteristics.
For example, requirements belong to the problem space, and are therefore
not structured the same as source code classes, which belong to the solution
space. Scattering (a single requirement is implemented by several source code
elements) and tangling (a single source code element implements several requirements) complicate the matter further [Clarke et al., 1999].
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serve different (but interconnected and related) purposes, examples of which are
presented below. In the study described in Chapter 4, we investigated impact
analysis purposes and issues as seen by software professionals. The chapter focuses on the issues in detail and thus not on the purposes. More information
about the purposes can be found in [Jönsson and Wohlin, 2005b] and [Jönsson, 2005: chap. 4]. The list below contains the purposes ranked as the most
important ones in the study.
Deciding whether to accept or reject the change: The ultimate purpose of the information obtained through an impact analysis is just this. The
approving authority in the change management process needs the information
in order to make a proper decision. This purpose is hierarchically related to
other purposes, such as determining cost versus benefit (in that the latter is a
sub-purpose of the former).
Planning the project with respect to time and cost: This purpose
is straightforward; the scope and technical complexity of a change feed directly
into project planning. For example, if a change is extensive, it is likely that
ordinary project activities will be delayed, which in turn will affect deadlines
and deliveries. A technically complex change may require requesting additional
expertise into the project, which naturally will increase project costs.
Determining cost versus benefit: This purpose requires the analysis
to include both an assessment of the cost of a change and the assessment of
the perceived benefit for customers, for the market, and possibly internally.
Cost/benefit ratios can be used to support prioritisation between several concurrent changes, among other things. Certain combinations of the two dimensions
can be interesting: a high-cost, high-benefit change, for example, could indicate
that there is a large discrepancy between what the system can do and what is
expected from it (thus, the change is beneficial), while the architecture of the
system is not designed in a way that the change can be easily accommodated
(thus, the implementation cost is high).
Understanding technical and market consequences of including or
not including the change: This purpose is related to a number of the others,
and is an important precursor to deciding whether to accept or reject a change.
Clearly, there is also a relation to using impact analysis to determine cost versus
benefit. However, this use intuitively conveys a long-term perspective, including,
for example, how the change will affect the position of the system in comparison
to competitors’ systems. Similarly, technical consequences of a change include
architectural issues of changeability, maintainability, interoperability, etc.
Understanding the proposed change: An important aspect of impact
analysis is to create and spread an understanding of the change. This is partic17
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ularly important for changes that are technically complex or have large scope,
as there otherwise is a risk that such changes are not implemented correctly,
thereby potentially destabilising the system. However, there is also an aspect
of education; it is crucial that all stakeholders are aware of changes made to the
system and the actual functionality of the system, in particular when changes
are frequent.
Assessing system impact: This purpose is the heart of impact analysis,
and much effort has been put into devising and testing methods for determining
impact based on dependencies in source code or between design entities [see,
for example, Briand et al., 2003; Law and Rothermel, 2003; Lee et al., 2000].
The notion of “system” here is very contextual, in that the types of artefacts for
which to assess impact could vary depending on the organisation needs. From
the perspective of configuration management, the impact on configuration items
must be analysed (which requires that all relevant artefacts, including source
code, are included as configuration items).
Obtaining a new or changed requirements baseline: Leffingwell and
Widrig [1999] define baseline to be “the itemised set of features, or requirements,
intended to be delivered in a specific version of the application”. Of course, it
is possible to envision multiple baselines within one single project, for example
due to internal milestones or deliveries. This purpose emphasises the importance of making sure that requirements are up-to-date and form a baseline for
future changes. If the requirements baseline is out-of-date, it is not possible to
accurately verify that the system functions as required at a delivery or milestone.
Revealing synergies and conflicts between change proposals: This is
a particularly important purpose, as it potentially can alleviate the change effort
through an understanding of how concurrent changes interact. Without such
understanding, there is a risk that change activities become less than optimal
(with respect to planning and resources), and that defects are introduced as a
results of changes not being fully compatible.
The purposes presented above illustrate that there is more to impact analysis
than technical aspects. Impact analysis is an activity that can provide input
to many different decision processes. Next, we look at two different levels of
impact analysis that are related to the purpose of the analysis.

1.3.4

ANALYSIS LEVELS

In describing the change control process, Leon [2000] mentions a two-staged
evaluation of (requested) changes. In the first stage, a screening of the change
is performed, in order to filter out those changes which do not stand a chance
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1: Introduction
of being approved anyway. Only changes that pass this first screening are forwarded to the second stage, in which proper analysis is performed. Leon does
not provide any guidelines as to how thorough the screening should be, but
mentions that cost or schedule aspects could be looked at. Having a screening
step in the change control process makes a lot of sense, as it prevents the development organisation from being overloaded with changes that require (detailed)
analysis. In additional to initial screening, this thesis argues for a differentiation
between two levels of impact analysis:
• Decision-targeted impact analysis is a high-level analysis that is performed in order to make a decision concerning the approval or disapproval
of a requested change. The estimates produced on this level are ballpark
figures. Often, the magnitude of an estimate rather than the exact number
is important (it is necessary to know whether the realisation of a change
takes 100 or 1 000 hours, but it does not matter so much whether it takes
50 or 150).
• Realisation-targeted impact analysis is a more detailed analysis performed in order to obtain an understanding of what is required to realise
the change. In other words, it serves as a preparation for the change implementation. Estimates are more accurate (but still estimates) than in the
decision-targeted analysis, and allow for detailed planning and follow-up.
The separation of the two levels further relieves the development organisation
of analysis work, as fewer changes need to be thoroughly analysed. For the
changes that are approved in the CCB, the decision-targeted analysis can act
as a starting point for the subsequent realisation-targeted analysis. These two
levels are also referred to in Chapter 5.
It should be noted that the decision-targeted analysis necessarily involves
analysing aspects such as consequences related to external actors, availability
of technical competence, and general resource availability. Thus, this kind of
analysis is not meant to be “quick-and-dirty”, but carries the same weight and
significance (perhaps even more) than the realisation-targeted kind. However,
due to the difference in analysis goal, the two kinds of analysis do not have to
be equally exhaustive.

1.3.5

RESEARCH TRENDS

Glass et al. [2002] present a taxonomy developed for the investigation of topic,
research approach, research method, reference discipline, and level of analysis
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Figure 1.3: Impact analysis driver in publications, distribution over time.
of 369 software engineering publications. Inspired by this, 86 impact analysis
publications has been classified∗ according to the taxonomy, with the added
dimensions of impact analysis driver and target. Driver denotes the development
context in which impact analysis is studied: software maintenance, software
evolution, or new development. Target denotes the type of artefact discussed:
source code, design, requirements, software architecture, or test. The purpose
of the classification was to look for trends over time for each dimension. In this
section, some results for the two dimensions are presented.
The 86 publications were found by searching ACM Transactions on Software
Engineering and Methodology for the phrase “impact analysis”, and a local
meta search engine covering a large number of sources† for the phrase “impact
analysis” combined with “software”. The classification was made manually by
studying the publication abstracts.
The results of the classification are shown in Figures 1.3 (driver) and 1.4
(target). The charts show the number of publications for each target/driver
per year, grouped in periods of four to five years. The charts clearly indicate a
large increase in number of publications over time. When it comes to impact
analysis driver, we can see that the share of publications that deal with software
∗

Many thanks to Pär Åsfält and Jan Stüeken, who did the search and classification when
preparing for their Master’s thesis [see Åsfält and Stüeken, 2007].
† Including ProQuest, Academic Search Elite, Blackwell Synergy, Cambridge Journals, Directory of Open Access Journals (DOAJ), Emerald, IEEE Xplore, Oxford Journals, Project
MUSE, PsycArticles, Sage, ScienceDirect, SpringerLink, Wiley InterScience, arXiv.org, and
Cogprints.
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Figure 1.4: Impact analysis target in publications, distribution over time.
evolution has grown over time (from 25% 1994-1997 to 50% thereafter). This is
probably due to a more explicit acknowledgment of the difference between maintenance and evolution, also illustrated, for example, by the change of name from
“Journal of Software Maintenance: Research and Practice”, to “Journal of Software Maintenance and Evolution: Research and Practice” (author’s emphasis)
in 1996.
The distribution of impact analysis target over publications (Figure 1.4)
shows that source code is the dominating target. This is not very surprising;
source code is the most tractable artefact [Bennett, 1996], and is also the most
exact system model. However, we can also see that non-source code targets have
been gaining interest since 2002. This confirms the importance of studying the
impact of changes on all artefact types of a system, even though some types are
less accessible and less precise than source code.

1.4

RESEARCH SETTING

The thesis chapters originate from two different research settings: industry and
academia. Chapters 3, 7, and 8 have theory focus, although the latter two are
related to the research performed with industry. The remaining chapters build
on research performed with Ericsson AB, Sweden, an industrial research partner
within the BESQ∗ research environment.
∗

Blekinge Engineering Software Qualities, http://www.bth.se/besq
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Ericsson develops, among other things, solutions for charging and positioning
in mobile phone networks. The company operates on a world market, and sells
systems to many of the world’s largest mobile phone operators. Thus, Ericsson
is a market-driven software development company, although there is often a
primary customer who is allowed to be most influential. Due to the inherent
complexity in the type of systems developed, projects have traditionally been
both long and large, ranging from 12 to 18 months. A project normally involves
somewhere between 60 and 120 persons. Due to the length of the projects, they
become very sensitive to changes. Releases are, naturally, far apart. There is
an ongoing shift from these long-term projects to shorter and swifter projects
that can improve responsiveness towards customers and reduce the stress on
the development organisation. This mode of development has been termed
streamline development, and is discussed more in Chapter 6.
The change management process at Ericsson, depicted in Figure 1.5, differs
slightly from the standard process described by Leon (see Section 1.1.3). The
process features a specific step for screening of change requests. This is similar
to what Leon proposes (as mentioned in Section 1.3.4), although the characteristic of the screening is more syntactic than semantic (see Sidebar 1.2 for an
explanation of this). One purpose of the step is to ensure that the change control
process is not abused with non-changes (e.g., defects that should go through a
different process). In addition, the screening step lowers the number of CRs that
need to be considered, thus reducing the stress on the process. Furthermore,
the process has a preliminary CCB step. In this step, it is decided whether or
not the change request is fit for detailed analysis prior to the final decision in
the CCB.
Legend

Identify change
[Change originator]

Change Request
(CR)

Screen CR with
respect to validity

Analyse CR (impact,
skills, costs, etc.)

Evaluate CR with
respect to fitness
for analysis

Activity/step

Outcome/
document

Decision

Analysis Document
(AD)

Evaluate the CR and AD
[CCB/approving
authority]

Decision

Figure 1.5: Steps in the change management process at Ericsson. Additional
steps in comparison to Leon’s process are highlighted with thick frames.
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The type of research performed is empirical, meaning that it is based on
observation and experience, in this case in an industrial context. Conducting
research in close cooperation with industry is both rewarding and challenging,
due to inherent differences between industry and academia. Empirical research
and characteristics thereof are discussed more in Section 1.6.4.

1.5

INCLUDED AND RELATED PAPERS

This thesis builds on a number of research studies which have previously been
reported in conference papers, journal papers, and a book chapter. This section
provides a brief description of the manuscripts that have been converted into
thesis chapters. Earlier manuscripts that do not appear in the thesis or simply
precede the included ones are listed as well for the sake of completeness. The
following manuscripts appear in the thesis (Per Jönsson is the main author,
unless otherwise noted):
(I) Chapter 2 is based on a paper entitled “Understanding the Importance
of Roles in Architecture-Related Process Improvement—A Case Study”,
published in the proceedings of the Product Focused Software Development and Process Improvement (PROFES) conference in 2005 [Jönsson
and Wohlin, 2005]. The paper describes data from a questionnaire on architecture documentation practices, and investigates how answers differ
among different roles. Claes Wohlin is co-author of the paper.
(II) Chapter 3 is based on a book chapter entitled “Impact Analysis”, which
appeared in the book Engineering and Managing Software Requirements
published by Springer-Verlag [Jönsson and Lindvall, 2005]. The chapter

Sidebar 1.2: Syntactic vs. semantic screening
A syntactic screening is one where the change request is checked with respect
to completeness, clarity, and detail. In other words, focus is not on the change
itself, but rather on its appearance. The benefits of this type of screening are
that it can be performed by both engineers and non-engineers, and that it
ensures high-quality change requests. A semantic screening takes into account
the meaning of the change described in the change requests, for example to
determine if it is realistic to begin with.
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describes impact analysis from a requirements engineering perspective.
Mikael Lindvall is co-author of the chapter.
(III) Chapter 4 is based on a paper entitled “An Empirical Study on Views of
Importance of Change Impact Analysis Issues”, which has not yet been
submitted. The paper describes and examines impact analysis issues, and
analyses how these are viewed by different groups of software practitioners. Eleftherios Angelis and Claes Wohlin are co-authors of the paper.
(IV) Chapter 5 is based on a paper entitled “Using Checklists to Support the
Change Control Process—A Case Study”, published in the proceedings of
the Conference on Software Engineering Research and Practice in Sweden
(SERPS) in 2006 [Jönsson and Wohlin, 2006b]. The paper describes a
checklist-based support instrument for the change control process, and
proposes an evaluation for said process. Claes Wohlin is co-author of the
paper.
(V) Chapter 6 is based on a paper entitled “The Anatomy—an Instrument
for Managing Software Evolution and Evolvability”, published in the proceedings of the International IEEE Workshop on Software Evolvability in
2006 [Jönsson, 2006]. The paper describes a planning instrument for
managing software product and project evolution.
(VI) Chapter 7 is based on a paper entitled “Benchmarking k-Nearest Neighbour Imputation with Homogeneous Likert Data”, published in a special
issue of Empirical Software Engineering (EMSE) in 2006 [Jönsson and
Wohlin, 2006a]. The paper evaluates the performance of k-NN imputation, and benchmarks the method against other imputation methods.
Claes Wohlin is co-author of the paper.
(VII) Chapter 8 is based on a paper entitled “Hierarchical Cumulative Voting
(HCV)—Prioritization of Requirements in Hierarchies”, published in a
special issue of International Journal of Software Engineering and Knowledge Engineering (Ĳ-SEKE) in 2006 [Berander and Jönsson, 2006b]. The
paper presents a method for prioritisation of requirements that are hierarchically arranged, based on the Cumulative Voting method. Patrik
Berander is the main author of the paper, Per Jönsson is co-author.
The following manuscripts do not appear in the thesis or are considered
previous work:
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(VIII) A paper entitled “A Case Against Continuous Simulation for Software
Architecture Evaluation”, published in the proceedings of the IASTED
International Conference on Applied Simulation and Modelling (ASM)
in 2003 [Mårtensson et al., 2003]. Frans Mårtensson is main author of
the paper. Per Jönsson, PerOlof Bengtsson, Håkan Grahn, and Michael
Mattsson are co-authors.
(IX) A paper entitled “A Goal Question Metric Based Approach for Efficient
Measurement Framework Definition”, published in the proceedings of the
ACM/IEEE International Symposium on Empirical Software Engineering
(ISESE) in 2006 [Berander and Jönsson, 2006a]. Patrik Berander is the
main author of the paper, Per Jönsson is co-author.
(X) A paper entitled “Understanding Impact Analysis: An Empirical Study to
Capture Knowledge on Different Organisational Levels”, published in the
proceedings of the International Conference on Software Engineering and
Knowledge Engineering (SEKE) in 2005 [Jönsson and Wohlin, 2005b].
Claes Wohlin is co-author of the paper. Paper III described above is an
extended version of this paper and the next.
(XI) A paper entitled “A Study on Prioritisation of Impact Analysis Issues: A
Comparison Between Perspectives”, published in the proceedings of SERPS
in 2005 [Jönsson and Wohlin, 2005a]. Claes Wohlin is co-author of the
paper.
(XII) A licentiate thesis entitled “Impact Analysis—Organisational Views and
Support Techniques”, presented in 2005 [Jönsson, 2005]. The licentiate
thesis includes some of the work also present in this thesis, but has more
focus on how impact analysis is seen from an organisational point of view,
whereas this thesis has a process perspective.

1.6

RESEARCH METHODOLOGY

When conducting research, it is imperative to be aware of and follow a research
methodology. A methodology involves methods, rules, and claims inherent to a
particular discipline [Merriam-Webster, 2003]. It is also important to provide
clear and transparent reporting of methods and procedures followed, as this
allows people to see how data have been collected, synthesised, and analysed.
Without transparency, other researchers cannot replicate studies and may have
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problems trusting results. In this section, we discuss research in general, approaches to research, and how trustworthiness is achieved in research. Finally,
the chapters in the thesis are positioned with respect to the discussed aspects.

1.6.1

WHAT IS RESEARCH?

Russ-Eft [2004] has surveyed a number of definitions of research, in order to be
able to give an answer to the question: What is research anyway? She identifies
two main features, each of which has two contrasting dimensions. The first
feature, which is related to knowledge, is that research:
• . . . extends present scientific knowledge and adds new insights, including
constraints and limitations, or
• confirms current knowledge, through replication of previous studies or by
making current practises visible.
Clearly, research that presents new knowledge and introduces new concepts
or methods can be more “exciting” than research that tries to replicate earlier
research to confirm (or reject) its findings. Replicating research can be difficult,
though, as the papers describing the research might not provide enough details
about the design of the research approach for a replication to be possible. Unfortunately, the lack of widespread replication within software engineering research
poses a serious threat to the validity of research that bases assumptions on results from non-replicated studies. For example, Lindvall and Sandahl [1998]
performed a study which is commonly cited in change impact analysis papers as
an undisputable fact that practitioners generally underestimate the impact of
changes to software systems. However, lacking replication, this study represents
only one data point, which not necessarily has the wide generalisability it so far
has been attributed. This does not mean that the results put forward in the
study are invalid, but they could be different in a different context.
The second feature, which is related to systematicness, is that research:
• . . . is performed in a systematic and orderly fashion using disciplined processes, or
• depends on the ability to recognise a solution to a problem even if it
manifests haphazardly.
In the first of these bullets, research is depicted as something structured,
whereas in the second bullet, there is an element of chance. There is no conflict
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between these aspects, the point is merely that serendipity is important in a
controlled and ordered environment such as research. In fact, many significant
historical discoveries have been made by chance, the discovery of penicillin being an excellent example [Bud, 1998]. Russ-Eft concludes, in the light of the
multidimensional features of research, that research by necessity must be clearly
described and fully transparent for replications to be made and follow-up studies
to be performed.
Full transparency can be problematic to achieve if the research is conducted
in a setting where certain results may be sensitive, such as empirical research
where there are industrial research partners involved. In such situations, it is
often necessary to anonymise or hide certain data, which of course prevents full
replicability.

1.6.2

RESEARCH DESIGN

The design of the research approach affects the type of data that can be collected,
the analyses that are possible, and thereby the results that can be obtained. It
is very common to talk about quantitative and qualitative approaches. Here, we
discuss these terms, but also the concepts fixed and flexible design, and what
these mean in relation to qualitative and quantitative.
1.6.2.1

QUANTITATIVE VS. QUALITATIVE

It is a non-trivial task to classify research using the labels qualitative and quantitative. Qualitative research is concerned with understanding a problem in
its natural setting, using words to describe a situation, and carefully reporting the views of people (because, unlike in a positivistic approach, facts and
truths depend on the people involved) [Creswell, 1994]. Quantitative research,
on the other hand, is concerned with measuring objective facts using numbers, analysing data using statistical procedures, and testing theories [Creswell,
1994]. For example, a quantitative approach is useful when one wants to generalise results based on a representative sample from a population, and/or show a
cause-effect relationship in data. However, Robson [2002] points out that these
concepts when used to classify research can be misleading, because they have
to do with the methods used for data collection rather than the design of the
research approach, and subsequently proposes to use the concepts fixed design
(for quantitative research) and flexible design (for qualitative research) instead.
Combining qualitative and quantitative methods can be very useful. Some
examples are: using triangulation to check the results from a qualitative method
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with those of a quantitative method (or vice versa), create an understanding of
context and participants using a qualitative method prior to using a fixed design
with quantitative methods, and improving generalisability by doing statistical
testing in a flexible design with otherwise qualitative methods [Robson, 2002].
1.6.2.2

FIXED VS. FLEXIBLE DESIGNS

The notions of fixed and flexible refer to the state of the design prior to data collection; in a fixed design, the design is established before data collection, while
in a flexible design it is allowed to evolve during the study. In a fixed design,
you have a theory that you want to confirm (or reject), thus a fixed design can
be said to be theory driven [Robson, 2002]. Fixed designs often involve statistical methods for testing a defined hypothesis which allows generalisation of the
results with statistical certainty, although qualitative data collection methods
can be used just as well. Fixed designs include the following variants [Robson,
2002]:
• True experimental designs, in which case people are randomly assigned to
two or more groups. People in different groups participate under different
conditions, known as treatments, controlled by the researcher.
• Single case experimental designs, where individuals are in the spotlight
rather than groups.
• Quasi-experimental designs, where the allocation of participants to groups
is not random.
• Non-experimental designs, where the researcher does not actively affect or
control the study setup.
Consider the following (simple) example of a true experimental design. Suppose that the researcher wants to test how two programming languages differ
with respect to development speed. She would then let one group use language
A and the other group language B (these are the treatments), and randomly
allocate participants to the two groups. After the experiment, she would measure programming speed in some way (e.g., lines of code per hour, putting aside
the fact that lines of code is a highly doubtful metric for several reasons) and
use a statistical test to check for a difference between the groups. The random
element is crucial here; the results would not be very useful if, for some reason,
the more skilled programmers were allocated to the group using language A.
This design is known as a two-group design [Robson, 2002].
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In a flexible design, it is expected and accepted that initial research questions
are underdeveloped, since they will evolve during the study. However, before
the study can start, it must be decided which data collection methods to use
to begin with. Due to the researcher’s involvement in the study, and based on
knowledge from early data collection, the overall approach as well as choice of
methods can change. A good flexible design, though, makes use of rigourous and
preferably multiple data collection methods [Robson, 2002]. Types of flexible
designs include:
• Grounded theory aims at developing a theory based on field data.
• Ethnography involves describing and interpreting a group of people, with
focus on social and cultural aspects.
• A case study is used to do a detailed analysis of one or more cases (where
case is a unit of interest, for example a situation or an organisation).
Much of the research presented in this thesis has been performed as case
studies. According to Robson [2002], a case study is not a method, but rather
a strategy for doing research. A case study is empirical in its nature, because
it collects data through observation of a case in a real-world situation. Wohlin
et al. [2000] argue that a case study is suitable for industrial evaluation of
methods, because unlike in an experiment, both scale and variables are inherent
to the situation rather than to the experimental setup. A problem with case
studies is that the results obtained can be specific to the case and thereby
difficult to generalise. Being of flexible design, a case study should collect data
from multiple sources. Note also that a case study can use both quantitative
and qualitative methods [Wohlin et al., 2000].

1.6.3

EXPLORATORY RESEARCH

Robson [2002] lists four research purposes: exploratory, descriptive, explanatory,
and emancipatory. Exploratory research is, as the name suggests, concerned
with exploring a particular situation. Asking questions, searching for insights,
and looking at things from new perspectives are all important ingredients in exploratory research. Exploratory research is well-suited in situations that are not
well-understood, or where it is desirable to examine premises for future research.
In contrast, descriptive research serves to describe a situation, event, or person,
about which extensive prior knowledge is required. Explanatory research seeks
to develop and examine cause-effect relationships, and emancipatory research
has to do with social action [Robson, 2002].
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The research behind this thesis is mainly exploratory, in the sense that impact analysis is looked upon from a different-than-usual perspective, and the
research questions guiding the work are to a large extent open-ended. Robson
[2002] notes that exploratory research often is of flexible design. This is not true
for all studies presented in the thesis, but also the fixed-design studies contribute
to the overall exploration of the subject at hand. The impact analysis overview
(Chapter 3) and the method chapters (7 and 8) are of descriptive nature.

1.6.4

EMPIRICAL RESEARCH

As a result of the research collaboration with industry, the research presented
in this thesis can be classified as empirical. Merriam-Webster [2003] defines
empirical as:
“(1) originating in or based on observation or experience; (2) relying on experience or observation alone often without due regard
for system and theory; (3) capable of being verified or disproved by
observation or experiment.”
The recurring keywords which also are the important characteristics of empirical research are observation and experience. Observation is valuable because
it allows the researcher to solve real problems instead of problems she herself
believes to be important, and there is often a difference between these two points
of view [Potts, 1993]. According to Wohlin et al. [2000], there are three main
strategies for doing empirical research: survey, case study, and experiment. The
first two support both qualitative and quantitative methods, while the third
requires quantitative methods.
The three strategies are explained next, followed by some aspects of conducting industry-close research, and challenges of empirical research.
1.6.4.1

SURVEY

A survey can be performed through a questionnaire or through interviews. Unlike a case study that takes place in the present, a survey is typically done in
retrospect [Wohlin et al., 2000]. For a survey to be useful, the respondents have
to be sampled from the population in a proper manner, and questions must be
phrased correctly and unambiguously [Robson, 2002]. Otherwise, the results
of the survey are practically useless. A survey can generate large amounts of
good and understandable data, and is relatively easy to setup and administer.
Interview surveys are particularly beneficial as they allow the researcher to ask
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follow-up questions and request clarification if necessary. Another type of survey is literature survey, in which the objects of study are articles, books, etc.
Also here it is important to select a literature sample that is representative for
the field, which is usually accomplished by searching with different search terms
(e.g., synonyms and related concepts) and in different databases.
1.6.4.2

CASE STUDY

As noted, case studies are done in the present, which is a necessity as they
involve studying the case in its natural setting. In a case study, data can be
collected, for example, through observation, interviews, and documentary analysis [Robson, 2002]. Objectives of a case study include to search for patterns in
results based on some theory, to build explanations by looking for causal relationships, and to monitor changes in a pattern over time [Creswell, 1994]. For
process improvement research that generate process changes, case studies are
suitable as they can determine the effect of the change on a high level [Wohlin
et al., 2000]. A possible problem when a case study is performed in an industrial setting is that it is intrusive, which may affect the subjects’ reactions and
attitudes towards the study [Zelkowitz and Wallace, 1998].
1.6.4.3

EXPERIMENT

Experiments have the benefits of allowing the researcher to be in control of the
situation, including subjects, variables, and instrumentation. A variable is a
characteristic or property that can be measured and compared [Robson, 2002].
Usually there is an independent variable (or a set of) and a dependent variable
(or a set of). An independent variable can be controlled (it does not depend
on anything in the experiment), which means that the researcher has the power
to determine what the value or values of the variable will be. Typically, the
treatments administered in an experiment are closely connected to the independent variables. A dependent variable can be measured after the experiment (it
depends on the execution of the experiment), to see how it was affected by the
independent variable. The basic premise of an experiment is that we have a
theory or idea about a cause-effect relationship, based on which a hypothesis
can be formulated [Wohlin et al., 2000]. The experiment can help us determine
if the hypothesis is true.
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1.6.4.4

INDUSTRY AS LABORATORY

Nearly one and a half decade ago, Potts [1993] discussed the problem of successfully transferring research results to industry. He considered the prevalent
approach of separating research and industrial application, termed researchthen-transfer, a failure, and advocated instead an approach where research takes
place in close cooperation with industry, termed industry-as-laboratory. The
industry-as-laboratory approach ensures that problems are anchored in industry and thereby relevant, and solutions are created in-place with allows quick
feedback and less need for a separate transfer phase. Three main consequences
of the industry-as-laboratory approach are [Potts, 1993]:
• Problems are observed empirically and justify research in themselves.
• Case studies become more relevant and suitable as research method. As
argued above, case studies are empirical and are well-suited for industryclose research.
• Context and setting become more important factors, and technical problems must be related to non-technical situations.
The research presented in this thesis make use of the industry-as-laboratory
approach. Problems have been observed in industry through discussions with
the industrial research partner. Many of the studies are case studies (in fact,
the research collaboration is in reality one main case study, divided into small
and manageable sub-studies), and we study the application of impact analysis
(a technical activity and problem) in its non-technical process context.
1.6.4.5

CHALLENGES

While empirical research has many advantages, there are challenges that the
researcher needs to be aware of. Some challenges specifically related to empirical
research following the industry-as-laboratory principle are summarised below.
Potts [1993] identified a number of challenges that are very relevant still today:
• Many problems have a people element. People are part of the nontechnical context that we need to consider when dealing with technical
problems.
• Industry has a much higher pace than academia. The long-term perspective that characterises research does not always fit in industrial projects,
where short-term problems are more urgent.
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• Some problems and thereby solutions might be company-specific and difficult to generalise.
• Evolutionary (small-scale) changes are more likely to happen than revolutionary (large-scale) changes. Empirical researchers should not expect
large research leaps.
• The researcher might be thrown off by changes in the setting that occur
outside of her control. Also, small sample sizes and possible lack of good
quantitative data means that qualitative methods must be used to a larger
extent.
• Sensitive data and unfavourable findings cannot be revealed (often under
the terms of a non-disclosure agreement signed by the researcher), which
means that the researcher must anonymise data while keeping it intact.
In additions to the challenges listed above, the following ones have been
experienced within the scope of the research presented in this thesis:
• It can be difficult to obtain access to data and to establish good relationships with practitioners, because the researcher is not by default a trusted
colleague. Trust can be built in different ways. For example, when asked∗
how to overcome this challenge, Vic Basili suggested to start with some
“free consulting”, before advancing to more research-oriented work.
• The researcher is dependent on management individuals; if new managers
enter the scene, these must be familiarised with the research and possibly
convinced of its relevance.
• Some practitioners are more willing to participate in research studies than
others, perhaps because they are interested in research or are otherwise
open-minded. If multiple case studies are performed in the same setting,
there can be a subject bias towards these willing practitioners, and there
is a risk that they grow tired of participating.
• Academia and industry speak different languages and have different traditions in reporting results (due to differences in goals and needs). Failure to
acknowledge this might mean that the researcher’s results are not properly
communicated and transferred.
∗

After his keynote speech entitled “Empirically Evolving Software” at the METRICS 2004
conference in Chicago, IL, USA.
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An understanding of the challenges presented above potentially results in
more structured and thoughtful research. It can also maximise return on investment for all parties involved in the research.

1.6.5

TRUSTWORTHINESS

Establishing trustworthiness is a prerequisite for people to rely on your research
and trust your findings. Concepts such as validity (are the findings real?), generalisability (do the findings hold outside the specified setting?), and reliability
(would the results be the same a second time?) are all related to trustworthiness.
Establishing trustworthiness is not the same for a fixed design with quantitative methods and a flexible design with qualitative methods. For the latter, the
applicability of the validity and reliability concepts has been debated [see Robson, 2002]. Still, Robson argues that validity of qualitative methods depends
on, for example, clear and transparent reporting of results and interpretations,
avoidance of bias (both researcher and subject), and triangulation of multiple
data sources. The discussion below is an overview of measures taken to ensure
validity in the thesis studies, irrespective of design and method types (though
the discussion is more geared towards validity in quantitative methods). More
detailed discussions can be found in each chapter.
Kitchenham et al. [2002] bring up a discouraging observation about empirical
software engineering—that the quality of its research generally is low. In particular, they point out that statistical analysis often is incorrectly used within
the software engineering field, mostly due to the fact that many researchers in
the field lack enough statistical knowledge and experience. This problem has
also been acknowledged by Miller [2004], who provides an in-depth presentation of the many statistical traps that even experienced software engineering
researchers fall into. He states that a fundamental problem is that the software engineering field is widely different from the sciences for which statistical
significance testing was originally intended.
Kitchenham et al. provide a number of guidelines related to statistical analysis. Since Chapters 2 and 4 describe statistical analyses, it is relevant to
comment on these analyses based on some of the guidelines. We see the following guidelines as of particular importance (see Kitchenham et al. [2002] for the
complete list):
• Ensure that the data do not violate the assumptions of the tests
used on them. In Chapter 2, non-parametric tests (the Kruskal-Wallis
and Chi-square tests) are used in the data analysis because the data were
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collected using ordinal and nominal scales. In Chapter 4, both parametric
and non-parametric tests are used. However, a violation of assumptions
regarding independence of measures is discussed when testing for correlation significance, and a different test (the Mantel test) is used to verify
the results.
• Present the raw data whenever possible. Otherwise, confirm
that they are available for confidential review by the reviewers and independent auditors. For confidentiality reasons, only some
(screened) data are possible to disclose in the thesis. Furthermore, even if
more data could be presented, they might be difficult to interpret without
specific context knowledge, especially if they are qualitative.
• Provide appropriate descriptive statistics. This type of statistics
can be found to some extent in both chapters. Chapter 2, for example,
shows the distribution of answers on all questions posed in the study.
Chapter 4 provides descriptive data as box plots, bar charts, and in table
form.
• Differentiate between statistical significance and practical importance. This is a strong point that applies to both chapters. As can
be seen in the chapters, the practical implications of the results are discussed in addition to the statistical results. This is especially important
in the light of Miller’s assertion on the use of statistics in fields other
than the intended ones (see above). In addition to the statistical analysis,
Chapter 4 contains a qualitative analysis where importance is considered
from a practical perspective.
• Specify limitations of the study. Both chapters contain sections that
discuss threats to the validity of the results, and how these threats were
sought to be eliminated. Some further general points on validity are given
below.
The guidelines above are mostly related to conclusion validity, which is concerned with the statistical relationship between the treatment and the outcome [Wohlin et al., 2000]. The other three main types of validity are explained
below based on examples from the thesis chapters (for details, see the respective
chapter).
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1.6.5.1

CONSTRUCT VALIDITY

Construct validity is concerned with the design of the main study instrument
and that it measures what it is intended to measure [Robson, 2002]. This
type of validity is mainly relevant for the studies described in Chapters 2, 4,
and 5. In these studies, questionnaires and interviews were used to collect data.
In order to ensure construct validity in the first two mentioned studies, the
instruments were constructed in close cooperation with Ericsson. Furthermore,
the interview in the Chapter 4 study was piloted before the real interviews,
in order to further validate the correctness of the interview instrument. The
evaluation questionnaire presented in Chapter 5 was developed after it was
concluded that a previous, simpler questionnaire would not be sufficient. In the
Chapter 7 study, a custom imputation tool was developed specifically for the
study. The correctness of this tool was ensured through manual checking of the
validity of its output for constructed test input.
1.6.5.2

EXTERNAL VALIDITY

External validity is concerned with the generalisability of the results [Wohlin
et al., 2000]. It is therefore tightly connected to how study respondents are
sampled. The most appropriate sampling technique is random sampling, as it
gives each person in the population an equal chance of being selected for the
sample [Robson, 2002].
In the Chapter 2 study, the questionnaire recipients were sampled using
systematic sampling, since every second person in an employee directory was
selected. However, only one third of the persons in the sample responded to the
questionnaire. To confirm that the respondents represent the population, we
verified that the departmental distributions of the population and the respondents are similar.
In the study described in Chapter 4, the interviewees were sampled based
on recommendations from persons in the organisation. This approach is often
referred to as convenience sampling [Robson, 2002]. However, as the sampling
was based on recommendations, the selected interviewees should be relevant
representatives for their respective groupings.
It is important to be aware of how far the generalisability of the results from
the studies mentioned above extends. Since the studies were performed at Ericsson, it can be argued that the results at least are generalisable to employees at
Ericsson. However, when presenting research results, it is desirable to assert a
wider generalisability. Given the brief presentation in Section 1.4, it is apparent

36

1: Introduction
that the company is one of the major players in its domain, and that it develops
large-scale software products. Furthermore, Ericsson is an international company with development taking place in many different countries. Also, it has a
rather generic change management process. It is reasonable to believe that the
observations made at Ericsson are generalisable also to other companies with
similar characteristics.
1.6.5.3

INTERNAL VALIDITY

Internal validity is concerned with the relationship between the treatment and
the outcome [Wohlin et al., 2000]. The imputation of data performed in the
study described in Chapter 2 has been justified by the evaluation of the imputation method used, presented in Chapter 7. In the Chapter 4 study, the
assignment of participants to organisational levels was performed in several different ways in order to ensure that it was correct.

1.6.6

CLASSIFICATION OF STUDIES

Table 1.1 shows a classification of the thesis studies taking into account design
and types of methods used. The design can be fixed, flexible, or neither (if
deemed not applicable), while the methods can be quantitative and/or qualitative.

Mixed

Method(s)

Ch4*
(I)

Quan

Qual

Fixed

Ch2*
(I)

Design
Flexible

N/A

Ch6
(I)

Ch3

Ch5
(I)

Ch8
(I)

Ch7*
(I)

Table 1.1: Classification of studies in the thesis. Studies with statistical content
are marked with *. (I ) denotes industry setting.
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The study described in Chapter 2 was fully designed prior to data collection.
A questionnaire was used to collect quantitative data about views of architecture
documentation, and a statistical (quantitative) analysis is subsequently made
in order to detect differences between roles of the study participants. Thus, this
study has been classified as fixed and quantitative. The study took place in an
industry setting. Chapter 3 gives an overview of the impact analysis field with
requirements engineering focus based on a qualitative literature survey. We do
not consider the design alternatives to be applicable here. Chapter 4 describes
a study in an industry setting, where the design was established prior to data
collection. The participants prioritised issues quantitatively, and a statistical
analysis is performed on the data. In addition to this, a qualitative analysis
is made to provide additional interpretation of the data. Thus, this study has
been classified as fixed and both quantitative and qualitative. The study described in Chapter 5 took place in an industry setting, but had a design that
evolved slightly during the study, due to a clear exploratory character of the
study. The proposed checklists have been developed in a qualitative fashion
(through meetings and discussions). Furthermore, quantitative data from an
evaluation questionnaire are analysed and reported. Thus, the study is classified as flexible and both quantitative and qualitative. The study described in
Chapter 6 was highly exploratory and had a flexible design. Qualitative data
were collected at meetings and from documentation in order to understand and
propose extensions to current anatomy planning practices. Thus, this study is
classified as flexible and qualitative.
Chapter 7 describes a method study that evaluated and benchmarked a statistical method for imputation (i.e., dealing with missing data). The data used
to evaluate the method comes from a study in an industry setting (presented in
Chapter 2. Both evaluation and benchmarking are quantitative, and descriptive
statistics are used to present the results. This study is classified as quantitative, but we do not consider the design alternatives to be applicable. Chapter 8
also describes a method study, which aimed at formulating a method for hierarchical prioritisation of requirements. The study included both a qualitative
literature survey and data from a number of quantitative studies taking place
in an industry setting (including the one presented in Chapter 4).
There are of course several additional ways in which the thesis studies can
be classified. The presented classification was chosen in order to position the
studies along some important research dimensions. All studies include a review
of relevant literature to some extent, although it plays a larger role in the impact
analysis overview (Chapter 3) and in the method chapters (7 and 8).
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1.7

OUTLINE AND CONTRIBUTION

Figure 1.6 shows a “map” of the thesis, the purpose of which is twofold. First,
it depicts the chapters of the study, and shows how they are related. Second, it
shows how the research presented in this thesis has evolved. Chapter 2 describes
the first study performed at Ericsson and serves therefore as a background for
the remaining work. The initial research idea was to study software architecture in a requirements engineering context, which is why this study was about
architecture documentation. However, one outcome of the study was that impact analysis was an important activity that architecture documentation could
support if improved. This lead us to continue with studying impact analysis.
The impact analysis overview presented in Chapter 3 was subsequently written
in order to delve deeper into the impact analysis field and gain knowledge about
impact analysis from a requirements engineering perspective.
The study described in Chapter 4 was initiated in order to learn about
which issues people experience when working with impact analysis, but also to
see which purposes impact analysis can serve (see Section 1.3.3). A goal was
also to formulate improvement proposals that Ericsson could make use of for

(1) Introduction/thesis
Part I
(2) Roles in
Architecture-Related
Process Improvement

Part II (method)
(7) K-Nearest
Neighbour Imputation

(3) Impact Analysis
Overview

(4) Views of Impact
Analysis Issues

(6) The Anatomy Plan

(5) Checklist Support
in the Change Control
Process

(8) Hierarchical
Cumulative Voting

Figure 1.6: Outline of the thesis chapters, also evolution of the performed research.

39

1: Introduction
their ongoing process improvement efforts. One finding from this study was
that some sort of impact analysis support would be beneficial, for example in
the form of checklists. This lead to the study described in Chapter 5, where
a checklist-based support instrument was formulated. In addition to this, a
process evaluation questionnaire was devised and tested in the study.
At Ericsson, the aforementioned move towards streamline development was
ongoing. In conjunction with this, it was realised that anatomy planning, which
had been done previously with mixed results, was one of the key factors in making streamline development a success [see also Tomaszewski, 2006: paper IX].
Thus, research focus was changed to this topic, but it was decided to maintain
an impact analysis perspective. Chapter 6 reports on anatomy planning and
explicitly discusses how impact analysis fits into the picture.
Conceptually, the thesis consists of two parts: one impact analysis part and
one method part. Chapters 7 and 8 belong to the latter, and the studies they represent are included since they originated from the impact analysis studies. After
data collection in the study about architecture documentation, some questionnaire answers were missing. Instead of throwing away some of the respondents’
answers, we decided to use an imputation method to “fill in the gaps.” The
choice of method fell on k-Nearest Neighbour imputation, after reading about
imputation in a software engineering context [see Cartwright et al., 2003]. After the study, we were interested in evaluating the performance of the method,
which lead to the study described in Chapter 7.
In the study about impact analysis issues, the participants prioritised issues using the Cumulative Voting method, in which a number of points are
distributed among items to determine their relative priorities. This method was
used in a number of other studies performed at Ericsson, also with items arranged in hierarchies. This lead us to investigate how Cumulative Voting could
be used in a hierarchical context, which is described in Chapter 8.

1.7.1

CHAPTER RESEARCH QUESTIONS

The main research questions for the thesis are explained in Section 1.2. For
the sake of convenience, they are repeated here. Sub-questions for the different
studies that are included in the thesis are summarised and connected to the
main research questions below.
• MRQ1: What are important process aspects of change impact analysis in
large-scale industrial software development?
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• MRQ2: How can change impact analysis practices be improved and supported in a lightweight manner?
In the study described in Chapter 2, the research question is whether there
are any differences in how software practitioners with different roles judge software architecture documentation and improvements thereof. The research question is captured in a null hypothesis and a corresponding alternative hypothesis,
which are evaluated in a statistical analysis. The hypotheses are not connected
to any of the main research questions per se. As noted previously, this study is
a background study that has lead to the impact analysis focus of the subsequent
research.
The impact analysis overview in Chapter 3 is descriptive, and is based on
the question: what is the state-of-the-art of impact analysis from a requirements
engineering perspective? While the question is not a direct sub-question of any
of the main research questions, it relates to MRQ1 in that its answer provides
an understanding of impact analysis that is useful in the study of process aspects.
For the study about impact analysis issues (Chapter 4), the following research questions were formulated:
1. How does the organisational level affect one’s assessment of importance of
IA issues?
2. What difference does the perspective make in determining the relative importance of IA issues?
3. Which are important IA issues, and how are these mitigated in software
process improvement?
These questions are sub-questions to MRQ1. The stakeholders of the change
control process are many, and have different roles and perspectives. The first
two questions above thus provide knowledge about process stakeholders. The
last question concerns issues that people experience while working with impact
analysis in the change control process. It also calls for the identification of
improvement proposals, which is related to MRQ2.
For the study about checklist-based process support (Chapter 5), the following research questions were formulated:
1. Is checklist-based process support an effective way of improving the change
control process?
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2. How can we measure the efficiency of the change control process in an
effective way?
The first of these questions is a direct sub-question to MRQ2, in that
checklist-based process support is seen as a lightweight way of improving the
process. The second question is related to the first, and thus to MRQ2, as it
provides insight into which parts of the process that are necessary to address
with process support.
For the study about anatomy planning (Chapter 6), the following research
questions were formulated:
1. Of what use is impact analysis in relation to software evolution and incremental development?
2. How can impact analysis facilitate the identification of dependencies between functional entities?
These questions are direct sub-questions of MRQ1. They concern the role
of impact analysis in software evolution and related processes (tied together by
anatomy planning).
As noted previously, Chapter 7 is a method chapter. As such, the research
questions shown below do not relate to any of the main research questions.
They are of general interest as they concern a method for dealing with missing
data, which is relevant in any research study that involves people. The primary
research question concerns the performance of the k-NN method in relation to
other methods. Specific research questions for the method are:
• How many donors should preferably be selected?
• At which proportion of missing data is it no longer relevant to use the
method?
• Is it possible to decrease the sensitivity to the proportion of missing data
by allowing imputation from certain incomplete cases as well?
• What effect has the number of attributes (variables) on the results?
Finally, Chapter 8 is also a method chapter. The research question for the
study is how to extend Cumulative Voting to support multiple levels of items
to prioritise. As mentioned, Cumulative Voting was used in the study described
in Chapter 4, and the extension resulted from the application of the technique
in several studies at Ericsson.
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1.7.2

CONTRIBUTION

The main contribution of the thesis is the study of how impact analysis is used in
large-scale software development, and what its use brings in terms of challenges
and improvement opportunities. The process perspective of impact analysis is
important. Hass [2002] points out that any organisation that starts working
with configuration management will have to focus on the process perspective
in terms of understanding and improvement, and impact analysis is of course a
part of this.
Specific results of the studies included in the thesis are:
• Insight into the importance of impact analysis in relation to architecture
documentation and for whom it is important. Also an overview of impact
analysis from a requirements engineering perspective.
• An understanding about important impact analysis issues as seen by different groups of software practitioners (and how these differ), and related
process improvement proposals for addressing these issues.
• A checklist-based process support instrument helpful while performing
impact analysis, and a related evaluation approach for the change control
process.
• The study of the role of impact analysis in software evolution and incremental software development, and how impact analysis can be helpful in
this context.
• In-depth knowledge about a method for dealing with missing data when
people’s opinions are collected. Also a technique for prioritising hierarchically arranged items based on the simple and straightforward Cumulative
Voting technique. Both of these results are relevant for research studies
in general.
These results are elaborated more in Chapter 9, which concludes the thesis.
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Chapter 2

Roles in
Architecture-Related
Process Improvement
Constraining factors such as time and budget make software development a
challenging task for many organisations—a challenge that is leveraged by the
fact that software plays an increasingly large role in society. In order to handle
the challenge and to turn the software industry into an engineering discipline, it
is necessary to put the processes in focus [Zahran, 1998]. The goal of software
process improvement (SPI) is to create an infrastructure that enables effective
methods and practices to be incorporated into the business [Aaen, 2003].
The success of SPI depends on a number of factors, one of which is user (staff)
involvement [Rainer and Hall, 2002]. It has been reported that process users’
attitudes often are disregarded in quality initiatives, and that putting them in
the spotlight when designing SPI is an important step towards success [Aaen,
2003; Hall and Wilson, 1997]. To involve process users and to regard their
attitudes can be far from trivial, because process users do neither necessarily
have the same viewpoints, nor the same priorities. This chapter presents a
case study in which we examined the viewpoints and priorities of process users
at Ericsson to pinpoint differences and similarities among roles. We selected
the role perspective since a number of publications report that role can be a
discriminating factor when it comes to views in SPI [Baddoo and Hall, 2003;
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Berander and Wohlin, 2004; Clements et al., 2003; Conradi and Dybå, 2001;
Hall and Wilson, 1997; Karlström et al., 2002; Svahnberg, 2003].
Generic SPI frameworks, such as SEI’s IDEALSM [McFeeley, 1996], Quality
Improvement Paradigm (QIP) [Basili and Green, 1994], and PROFES [Fraunhofer IESE, 2000], all contain two important ingredients: a characterisation
(also referred to as assessment or appraisal) of the current process, and an improvement plan (also referred to as roadmap or actions). The viewpoints of the
process users are crucial in the characterisation phase, because the more diverse
they are, the harder it becomes to form a baseline. Similarly, the priorities of
the process users are crucial in the planning phase, because the more diverse
they are, the harder it becomes to create a plan that satisfies everyone.
The chapter is structured as follows. Section 2.1 presents the research context for the study. Section 2.2 addresses related work, while Section 2.3 explains
the design of the study as well as how the study was carried out. The results
are presented in Section 2.4, followed by a statistical analysis in Section 2.5, a
general discussion in Section 2.6 and finally conclusions in Section 2.7.

2.1

RESEARCH CONTEXT

The objective of the study was to prepare improvement of the architecture
documentation process at the company by examining process users’ viewpoints
and priorities with respect to their roles. By doing so, we were able to create an
awareness of the need for and scope of SPI. With “architecture documentation
process”, we refer to the process of documenting the software architecture and
keeping the documentation up-to-date. This is not necessarily an explicitly
defined process of its own, but could, for example, be part of the development
process. Our tool for examining viewpoints and priorities was a questionnaire
with quantitative questions about architecture documentation.
In advance, we expected to see both diverse viewpoints and diverse priorities among process users regarding the architecture documentation process.
The reason for this was mainly that architecture documentation typically has
different stakeholders, such as project managers, product managers, designers
and testers, most of whom have different needs and knowledge. Both needs and
knowledge are factors that tend to affect how you view things and what you
think is important. This is one of the reasons that software architectures should
be designed and documented using multiple architectural views [Clements et al.,
2003]. Since the organisational role most likely affects both needs and knowledge, we anticipated differences in both viewpoints and priorities.
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We apply statistical methods to test for differences among roles. For this
purpose, the following statistical hypotheses are evaluated (independently for
viewpoints and priorities):
• Null hypothesis, H0 : There are no differences among roles.
• Alternative hypothesis, HA : There is a difference among roles.
This research is justified by two main reasons. First, it adds to existing
knowledge about similarities and non-similarities among roles, which is necessary to better understand the impact of roles in various research contexts.
Second, it provides an example of empirical SPI research targeted at industry,
with the focus on creating an understanding of process users’ viewpoints and
priorities.

2.1.1

ARCHITECTURE-RELATED PROCESS
IMPROVEMENT

As mentioned, we explored process users’ viewpoints and opinions in order to
prepare for improvement of the architecture documentation process. However,
the questions posed in the questionnaire were more germane to the product
(i.e., the architecture documentation) than to the process (i.e., documenting
the architecture). Our reason for posing questions about the product rather
than the process was that we considered the product to be more tangible to the
process users than the process itself. In other words, we expected that we would
get more well-founded answers by asking about the product. Furthermore, we
argue that the quality of the documentation reflects the quality of the process
of documenting it as much as, for example, the quality of requirements reflects
the quality of the process of eliciting, formulating, and managing them.
Since the software architecture of a system is a fundamental building block
that has many stakeholders within the organisation, changes to architecturerelated processes can have great organisational impact, including new work
flows, altered mind sets and changed team structures. This further establishes
the need for investigating differences in viewpoints and priorities among process
users.

2.2

RELATED WORK

For an overview of the Software Process Improvement area, we recommend
Zahran’s book, which covers the topic from a practitioner’s perspective [Zahran,
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1998]. Zahran discusses the general challenges of SPI, such as management
commitment, buy-in from process users etc. There are some publications (see
below) that discuss differences among roles in various contexts. In general, they
show that there are differences among roles in some situations, but not in others.
It all depends on what you evaluate.
Baddoo and Hall [2003] have studied de-motivators in SPI among software
practitioners, in order to understand what hinders SPI success. Dividing the
practitioners into developers, project managers and senior managers, they find
both common and unique de-motivators. They conclude that differences in
de-motivators for SPI often are related to the roles that software practitioners
have.
Berander and Wohlin [2004] have looked at agreement on SPI issues among
traditional software development roles. Their findings indicate that there is
agreement among roles about communication of processes, but disagreement
about, for example, importance of improvement and urgency of problems.
Conradi and Dybå [2001] have investigated how the use of formal routines for
transferring knowledge and experience is perceived by developers and managers.
Their results show that there is a difference between the two groups; developers
are more sceptical to formal routines, while managers take them for granted.
Hall and Wilson [1997] have studied views of quality among software practitioners in UK companies, with focus on two groups: managers and developers.
According to their findings, developers and managers differ in that they have
different primary quality concerns, although the differences are not conflicting.
Karlström et al. [2002] present a method for aggregating viewpoints of process users in an organisation. The essence of the method is to let process users
rate factors believed to affect the SPI goal according to their viewpoints. The
authors divide the process users into two groups, managers and engineers, based
on their roles, and conclude that the groups differ on some factors, but not on
all.
Svahnberg [2003] has studied how participants in an architecture assessment
form groups when prioritising quality attributes and assessing architecture candidates. He concludes that the role of the participant is the main influence when
prioritising quality attributes, but not when assessing architecture candidates.
Questionnaires are often used as instruments in Software Process Assessment, for example the SEI Maturity Questionnaire for CMM-based assessment
and the BOOTSTRAP questionnaire [Zahran, 1998]. Klappholz et al. [2003]
have developed an assessment tool, ATSE, for assessing attitude towards and
knowledge of the development process. While questionnaires in process assessment commonly measure the effectiveness of an improvement programme,
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our questionnaire was rather a part of the preparations for an upcoming improvement programme. In other words, it was not a substitute for a process
assessment questionnaire.

2.3

DESIGN

In this section, we outline the design of the study. We describe the contents
of the questionnaire, the sampling and response rate, the technique for treating
missing data, roles in the study and finally threats to the validity of the study.

2.3.1

QUESTIONNAIRE DESIGN

In order to assess process users’ viewpoints and priorities, we designed a questionnaire consisting of six questions collecting data about the current state of
the architecture documentation (the infrastructure questions), and one question
about how to improve the architecture documentation (the improvement question). There was also a question asking about the process user’s organisational
role.
The infrastructure questions, which we believed would yield different results
for different roles, were formulated as follows (words in bold text are keywords
used for identifying the questions later):
1. In your opinion, to what extent does architecture documentation exist?
2. How would you, in general, describe the form of the architecture documentation?
3. How would you judge the quality of the documentation?
4. In your opinion, to what extent is architecture documentation updated
as the system evolves?
5. In your opinion, how well does the architecture documentation match the
actual architecture?
6. Imagine being a newly hired employee—how easy would it be to gain
insight into the system using the current architecture documentation?
For these questions, five point Likert scales (i.e., with five response options
for each question) were used. Such scales are ordinal and are often used for
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collecting degrees of agreement [Robson, 2002]. For almost all questions, a
low score indicated a negative response (little, low, seldom), while a high score
indicated a positive response (much, high, often). The scale for the second
question was slightly different from the others, though, in that a low score
indicated text-orientation, while a high score indicated model-orientation.
The improvement question was formulated as follows: “If architecture documentation was to be improved in some way, what do you think is the most
important purpose it could serve in addition to the present ones?” Five predefined purposes were given: change impact analysis, risk analysis, cost analysis,
driver for development and system insight. In case these were not satisfactory,
the respondent could choose “other” and suggest a new purpose as the most
important one.

2.3.2

SAMPLING AND RESPONSE RATE

The recipients of the questionnaire were selected using systematic sampling [Robson, 2002]. We obtained a list of all employees from an employee directory, and
selected every second person on the list for the study. The reason for this
was that another study was performed simultaneously and the employees were
shared evenly between the studies.
The recipients of the questionnaire were given two weeks to fill it out and
return the answers. The recipients were also allowed to reject the questionnaire
if they had no time available or if they felt that it was not relevant for them.
The two-week deadline seemed reasonable even for people with heavy workload.
After one week, a reminder was sent to those who had not already responded
or explicitly rejected the first distribution.
The population consisted of the 400 persons employed at Ericsson at the
time of the study. The selection of employees described above resulted in a
sample of around 200 persons. While some responses were discarded because
they contained invalid answers to some questions, around a third of the sample,
or 65 persons, did give valid responses to the questionnaire. The other two thirds
explicitly rejected the questionnaire, chose not to respond, or were unable to
respond before the deadline. Not all 65 respondents did answer all the questions,
however. Because of that, some respondents had to be discarded, while some
could be kept by imputing missing data in their answers, as described in the next
section. As a result, the data presented in this chapter are based on answers
from 58 respondents.
In order to verify that the respondents were representative for the population, we examined the departmental distribution. We could not use the role
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distribution, since the roles were known only for the respondents, not the entire population. We saw that there were only minor differences in departmental
distribution between the respondents and the population, and consequently considered the respondents being representative for the population. In this context,
it should also be noted that the roles are in many cases closely linked to departments (i.e., testers come from the test department and so forth). While the
respondent drop-out is a threat to the external validity of the study, as discussed
in Section 2.3.5, we consider the absolute size of the sample to be satisfactory.

2.3.3

TREATMENT OF MISSING DATA

As implied in the previous section, some of the initial respondents did not answer
all the questions discussed in this chapter. To be able to keep as many data
points as possible, missing answers for those respondents that had answered
at least five of the seven questions were imputed. The respondents that had
answered only four questions or less were discarded, leaving 40 complete cases
and 18 cases to impute. Only the complete cases were used as basis for the
imputation.
The answers were imputed using the hot-deck k-Nearest Neighbour imputation technique, which imputes values based on the k cases most similar to
the target case [Duda and Hart, 1973]. A detailed evaluation of this method is
presented in Chapter 7. The similarity metric used was the Euclidean distance
calculated only for the infrastructure questions (the improvement question was
disregarded because of its nominal scale). As a replacement for a missing data
value, the median of the k nearest cases was used for the infrastructure questions, while the mode was used for the improvement question. The value of
k was chosen to 7, which is approximately the square root of the number of
complete cases (k = 6, while closer, would be unsuitable when calculating the
median). In the few cases when the mode was not unique at k = 7, k was
increased to 8 instead.

2.3.4

ROLES

The organisational roles of the respondents are somewhat specific for Ericsson.
Thus, in order to increase the generalisability of the results, and the replicability
of the study, we have mapped the organisational roles to traditional software
engineering roles. We mean that these represent the parts of software development normally discussed in software engineering literature [see, for example,
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Sommerville, 2004]. To ensure the relevance of the resulting role list, the mapping was carried out together with a company-appointed specialist. The resulting roles, with abbreviated form and number of respondents within parentheses,
are:
• Designer (D, 6)—creates system descriptions that the programmer can
base the implementation on.∗
• Programmer (P, 8)—writes code that implements the requirements.∗
• Tester (T, 13)—catches faults that the programmer overlooks.∗
• Functional manager (FM, 5)—responsible for staffing, organising, and executing project tasks within their functional areas.†
• Project manager (PRJ, 8)—plans, directs and integrates the work efforts
of participants to achieve project goals.†
• Product manager (PRD, 4)—responsible for product related planning activities.‡
• Architect (A, 11) - makes decisions, coordinates, manages dependencies,
negotiates requirements, recommends technology, etc.§
• Process group member (PGM, 3)—facilitates the definition, maintenance
and improvement of the software processes used by the organisation.¶
The process group member role is derived from Hampered’s Software Engineering Process Group (SEPG). Persons who work with infrastructure, which is
seen as a kind of process support, are also included in this role. The architect
role stems from an organisational role with responsibility for the system as a
whole and its survival in the product chain. Architecture work is a part of this
role, but implementation and low-level design is not.

2.3.5

VALIDITY THREATS

In this section, the most important threats to the validity of the study are
presented together with measures that have been taken to avoid them.

∗

[Pfleeger, 1998]
2000]
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[Nicholas, 2001] ‡ [Lehmann and Winer, 2002]
¶ [Humphrey, 1989]

§

[Hofmeister et al.,
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2.3.5.1

CONSTRUCT VALIDITY

A threat to construct validity is that not all respondents may have had the
same perception of what architecture is. In order to avoid that, a common
definition of the term “software architecture” was given in the questionnaire,
and each respondent was given the opportunity to disagree and give his or her
own definition.
To counter the threat that some questions would be easier to answer for
persons with certain roles, the questionnaire was checked by a screening group
at the company. Because several roles (product manager, project manager,
architect, designer and programmer) were represented by the persons in the
screening group, there should be little bias towards any particular role. The
screening group also verified that the role list in the questionnaire did contain
relevant organisational roles.
2.3.5.2

EXTERNAL VALIDITY

The main threat to external validity is that differences (and non-differences)
found among roles could be true only for Ericsson. Since we are dealing with
just one case, this threat cannot be ruled out. There are, however, two circumstances that we believe make our findings interesting in a wider context.
First, Ericsson operates, as stated, on the world market with several large, international customers. As such, it should be considered a strong industrial case.
Second, by mapping the organisational roles to traditional software engineering
roles, generalisability to a wider software engineering community, and greater
replicability of the study, has been strived for.
Another threat to external validity is the fact that we cannot guarantee that
the distribution of roles for the respondents equals the distribution of roles in the
population. Since we do not know the roles of all the persons in the population,
we cannot avoid this threat. We have tried to ensure that the respondents are
representative of the population by looking at the departmental distribution
instead.
2.3.5.3

INTERNAL VALIDITY

The imputation of data described in Section 2.3.3 is a threat, since it essentially
is fabrication of data. However, of the incomplete cases, almost all had only one
question out of seven unanswered. Only one incomplete case had two questions
unanswered. Furthermore, the evaluation presented in Chapter 7 supports our
choice of imputation technique.
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2.3.5.4

CONCLUSION VALIDITY

A threat to conclusion validity is that we, in the data analysis, use the KruskalWallis test when the number of ties in the data is large. To address this, we apply
an additional Chi-square test to validate the outcome of the Kruskal-Wallis test.
It should also be noted that the Kruskal-Wallis test includes correction for ties.
Thus, the effect of this threat should be minimal.
Another threat to conclusion validity is that we use the Chi-square test when
the expected frequencies in the cells are relatively small. While this may mean
that the outcome is not reliable, Siegel and Castellan Jr. [1988] acknowledge
that for a large number of cells, the expected frequencies should be allowed to
be small. In our case, the number of cells is nearly 50, which according to Siegel
and Castellan Jr. should be enough to allow small expected frequencies. Thus,
we believe that the effect of this threat should be small.

2.4

RESULTS

In this section, we present the results from the distributed questionnaire. We
show the distribution of answers for the infrastructure questions as well as for
the improvement question. The results are analysed statistically in Section 2.5.

2.4.1

INFRASTRUCTURE QUESTIONS

Figure 2.1 shows, for each of the infrastructure questions, how the answers are
distributed on the response options. The exact phrasing of the questions can be
found in Section 2.3.1. The question about to what extent documentation exists
is special in the sense that the respondents made use of all five response options.
As response options 3 and 4 account for 50% or more of the answers from all
roles, the agreement among roles can be seen as large. Internally, architects (A)
and designers (D) disagree more than the other roles, whereas on the whole,
there is a consensus that documentation exists to a large extent.
For the question about documentation form, it is apparent that response
option 2 dominates the answers (i.e., accounts for 50% or more) from all roles
except the architects, meaning that most roles consider the documentation to
be more text-oriented than model-oriented.
The answers to the question about how well the documentation matches the
system indicate that all roles consider the match to be medium to good (as
response options 3 and 4 dominate the answers). Again, architects have greater
internal disagreement than the other roles. Also, functional managers (FM)
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Figure 2.1: Infrastructure questions: answer distribution (y axis) per role (x
axis).

55

1 of 1

2006-12-13 16:10

2: Roles in Architecture-Related Process Improvement
and product managers (PRD) have a slightly more positive view than the other
roles.
The question about quality of documentation has the narrowest distribution
of answers of all the infrastructure questions. The respondents only made use
of three of the response options in total, while most roles only made use of
two, namely 3 and 4. Hence, the roles seem to agree that the documentation
quality is medium or slightly above medium. The designers have a somewhat
more positive view than other roles, whereas testers and programmers stand out
because some of them consider the quality to be below medium.
In the answers to the question about to what extent documentation is updated, there seem to be a general consensus that the update frequency is high,
with architects and functional managers having the most positive views. For
this question, project managers (PRJ) have larger internal disagreement than
the other roles.
Finally, for the question about how easy it is to gain insight into the system using the documentation, response option 2 dominates the answers from
all roles except designers (where it is tied with response option 3) and functional managers. This means that there is agreement among the roles also for
this question. Here, both programmers (P) and testers (T) have more internal
disagreement than the other roles.

2.4.2

MOST IMPORTANT IMPROVEMENT

When answering the improvement question, the respondents could choose to add
a new purpose if the predefined ones were not satisfactory (see Section 2.3.1).
However, only one of the respondents chose to do this. We did not ask the other
respondents to reconsider their answers with this additional purpose in mind
for two reasons: (1) we estimated the added value to be minimal, and (2) we
anticipated that it would be difficult to get new answers from all respondents.
Consequently, only the predefined purposes are included in the analysis.
Table 2.1 shows the results from the improvement question. An ocular inspection reveals a couple of interesting differences (shown in the table with grey
background and bold typeface). First, system insight (SI) was frequently specified by all roles except the product managers. Second, risk analysis (RA) and
in particular cost analysis (CA) were more frequent for the product manager
role than for any other role. In fact, risk analysis was not specified at all by
most roles except product managers and testers. Third, impact analysis (IA)
was considerably more frequent for designers than for any other role.
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It should be noted that impact analysis is not only important for the designers. Based on the frequencies shown in Table 2.1, it can be calculated that
impact analysis on average is the second most specified purpose (system insight
is the first).
Role
Architect
Designer
Process group member
Functional manager
Project manager
Programmer
Tester
Product manager

IA
27.3
66.7
33.3
20.0
0.0
25.0
0.0
0.0

RA
0.0
0.0
0.0
0.0
0.0
0.0
7.7
25.0

CA
9.1
0.0
0.0
0.0
12.5
0.0
15.4
50.0

DD
27.3
0.0
0.0
0.0
37.5
25.0
0.0
25.0

SI
36.4
33.3
66.7
60.0
50.0
50.0
76.9
0.0

Table 2.1: Most important improvement: answer distribution among roles. The
functional manager row does not sum to 100 due to the omission of the selfchosen purpose.

2.5

ANALYSIS

In this section, the results from the questionnaire are analysed statistically. The
null hypothesis stated in Section 2.1 is tested at significance level α = 0.05. Two
statistical tests are used, the Kruskal-Wallis test and the Chi-square test [Siegel
and Castellan Jr., 1988]. We use these tests because we consider the data, being
on ordinal and nominal scales, respectively, unsuitable for parametric tests.
Both tests are applied to the infrastructure questions, whereas only Chi-square
is applied to the improvement question, because of its nominal scale.

2.5.1

INFRASTRUCTURE QUESTIONS

The statistical significances of the results for the infrastructure questions are
first calculated using the Kruskal-Wallis test. As can be seen in the second
and third columns in Table 2.2, the results from the infrastructure questions
are not significant at the selected significance level, as p exceeds 0.05 for all
questions. This outcome aligns well with the results from the infrastructure
questions presented in Section 2.4, where it can be seen that there is much
agreement among the roles.
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Since the Kruskal-Wallis test should be used with care when the number of
ties in the data is large (as in our case) [Garson, n.d.], we use the Chi-square
test for the infrastructure questions as well. The outcome of this test, presented
in the rightmost three columns in Table 2.2, further confirms that there are
no statistical significances in the results. This means that the null hypothesis
cannot be rejected for the infrastructure questions.

2.5.2

IMPROVEMENT QUESTION

Because the data collected from the improvement question are nominal, we
apply only the Chi-square test and not the Kruskal-Wallis test. The outcome,
presented in the bottom row in Table 2.2, shows that there is a statistically
significant difference among the roles, as p < 0.05. Thus, the null hypothesis
can be rejected in favour of the alternative hypothesis for the improvement
question.
The overall Chi-square does not pinpoint the differences. In other words,
it does not identify exactly which roles that differ from others. To find the
exact locations of the differences, the significance of each partition in the data
is calculated. Each partition represents one pair of role and purpose (i.e., most
important improvement), and has one degree of freedom. Simply speaking, the
partition significance for a particular role-purpose pair is calculated based on
the score of the pair and all scores to the left and above it. Consequently,
the a priori order of the rows and columns affects the outcome of the partition
significance [Siegel and Castellan Jr., 1988]. We deal with this problem by
performing an exhaustive calculation where all possible permutations of row
and column order are evaluated. We argue that the pairs of role and purpose
Question
Exists
Form
Quality
Update
Match
Insight
Improve

H
5.02
4.38
3.62
9.83
5.88
4.12
-

p (df = 7)
0.66
0.73
0.82
0.20
0.55
0.77
-

χ2
31.04
12.46
16.41
24.14
17.56
14.91
47.71

df
28
14
14
21
21
21
28

p
0.32
0.57
0.29
0.29
0.68
0.83
0.046

Table 2.2: Kruskal-Wallis (left) and Chi-square (right) outcome, all questions.
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Role
Product manager
Product manager
Designer

Purpose
Risk analysis
Cost analysis
Impact analysis

Significance frequency
53.5%
54.7%
59.1%

Table 2.3: Significant role-purpose pairs.
that are significant in more than 50% of the permutations can be considered
significant overall. Table 2.3 shows the resulting pairs of role and purpose.
It can be seen that product managers differ from other roles in that they
more frequently chose risk analysis and cost analysis. Moreover, designers differ
in that they more frequently chose impact analysis than other roles. We see
that this aligns well with some of the observations made in Section 2.4.2.

2.6

DISCUSSION

In Section 2.4.1, we have seen that there seems to be much agreement among
the roles regarding the infrastructure questions. This means that the respondents have similar viewpoints, which is further supported by the fact that the
statistical analysis does not reveal any differences among the roles for these
questions. This is an important starting point when doing architecture-related
process improvement, because it makes it easier to obtain a baseline of the current process. If the viewpoints had differed among roles, it could be difficult to
find a common baseline.
Looking at individual roles, the results in Section 2.4.1 show that some roles
have more internal disagreement than other roles. This is true for architects
and designers on the question about to what extent architecture documentation
exists, and also for architects on the question about to what extent the documentation matches the system. The reason that there is disagreement within
both roles may be that people with these roles work closer to the documentation
and are therefore more sensitive to variations in its state. Moreover, internal
disagreement is also noticeable for project managers on the question about to
what extent the documentation is updated. A reason may be that project managers are more dependent on documentation update frequency when working
with time and resource allocation. Finally, programmers and testers have larger
internal disagreement than other roles for the question about how easy it is to
gain insight into the system through the documentation. An explanation for this
can be that these roles use the documentation for gaining system insight more
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than the other roles, and are therefore more sensitive to its ability to provide
insight.
The results in Section 2.4.2 clearly show differences among the roles for
the improvement question. System insight is the top improvement for all roles
except designers and product managers. For these roles, impact analysis and
cost analysis are most important, respectively. The product manager role also
stands out because it is the only role with strong focus on risk and cost analysis,
and no focus at all on system insight. The reason that the product manager
role differs on several accounts may be that this role has more market focus
and less development focus than the other roles. The reason that the designer
role differs may be that designers depend on the information in the architecture
documentation more than other roles, and that this requires a strong focus on
impact analysis in order to handle ever-changing requirements.
The statistical analysis of the improvement question supports the differences
among the roles outlined above. More specifically, designers’ focus on impact
analysis and product managers’ focus on cost and risk analysis are statistically
significant. The fact that product managers do not consider system insight an
important improvement is not significant, however. The existence of differences
among the roles for the improvement question indicates that the priorities of
respondents are different. This means that it becomes more difficult to create
an improvement plan that satisfies all process users, since the plan needs to have
a wider scope.

2.7

CONCLUSIONS

In this chapter, we have presented results from a case study at Ericsson where
we used a questionnaire for investigating process users’ viewpoints and priorities
regarding the architecture documentation process. The objective of the study
was to prepare improvement of the architecture documentation process at the
company by examining process users’ viewpoints and priorities with respect to
their roles.
A large number of employees were asked questions about the current state of
the architecture documentation and possible improvements of it. As explained in
Section 2.1.1, we asked about the product (architecture documentation) rather
than the process in order to have more tangible questions. The process users
were divided into groups according to their software engineering roles. In order
to analyse the results statistically, the following hypotheses were evaluated:
• H0 : There are no differences among roles.
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• HA : There is a difference among roles.
The two types of questions (current state and improvement) in the questionnaire were analysed separately. When analysing the results from the questions
about the current state of the process, the null hypothesis could not be rejected,
meaning that we cannot assert that process users differ based on role. Some
roles have larger internal disagreement compared to other roles for some of the
question. This indicates that there may be underlying factors, other than role,
that affect viewpoints.
When analysing the results from the improvement question, on the other
hand, the null hypothesis could be rejected in favour of the alternative hypothesis. By performing a more in-depth statistical test and investigating the results
from the improvement question directly, we found the following:
• System insight is not considered important to improve by the product
managers. It is, however, the most important improvement for all other
roles except the designers.
• Cost analysis and risk analysis are significantly more important to improve
for product managers than for other roles. The reason may be a stronger
market focus for this role than for the other roles.
• Impact analysis is significantly more important to improve for designers
than for other roles. The reason may be that designers use the documentation more than other roles when determining change impact.
Initially, we expected differences among roles both for viewpoints and priorities, since stakeholders of architecture documentation often are considered
to have different needs and knowledge. Our expectations were however only
fulfilled for priorities, as these clearly were different among the roles. It could
be argued that it is “common knowledge” that priorities differ, which is why
our expectations were set as they were. However, it remains difficult to foresee
exactly how roles differ, which is important to know in process improvement.
Furthermore, we had expected larger differences than were actually found. In
any case, the fact that viewpoints, contrary to our expectations, did not differ
while priorities did, leads us to conclude the following:
• It is important to cover process users’ viewpoints and priorities in process
improvement work, because they may not coincide with the prevalent
expectations.
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• Further research should investigate in which situations roles are likely to
differ and in which they are likely to be similar.
As noted in Section 2.4.2, impact analysis is on average the second most
important improvement. Thus, practically speaking, its importance is not restricted to designers. This observation has lead to the impact analysis focus of
subsequent research. The next chapter provides an exposition of impact analysis
in more detail.
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Chapter 3

Impact Analysis Overview
Software deterioration occurs in many cases because changes to software seldom
have the small impact they are believed to have [Wiegers, 1999]. 25 years ago,
Weinberg [1983] argued that some of the world’s most expensive programming
errors each involved the change of a single digit in a previously correct program,
indicating that a seemingly trivial change may have immense impact. A study
in the late 90s showed that software practitioners conducting impact analysis
and estimating change in an industrial project underestimated the amount of
change by a factor of three [Lindvall and Sandahl, 1998]. In addition, as software systems grow increasingly complex, the problems associated with software
change increase accordingly. For example, when the source code across several
versions of a 100 000 000 SLOC, fifteen-year-old telecom software system was
analysed, it was noticed that the system had decayed due to frequent change.
The programmers estimating the change effort drew the conclusion that the
code was harder to change than it should be [Eick et al., 2001].
Impact analysis is an important part of requirements engineering since
changes to software often are initiated by changes to the requirements. In requirements engineering textbooks, impact analysis is recognised as an essential
activity in change management, but details about how to perform it often left
out, or limited to reasoning about the impact of the change on the requirements
specification [see, for example, Kotonya and Sommerville, 1998; Leffingwell and
Widrig, 1999; Maciaszek, 2001; Robertson and Robertson, 1999; Sommerville
and Sawyer, 1997]. An exception is Wiegers [1999], who provides checklists to
be used by a knowledgeable developer to assess the impact of a change proposal.
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Requirements
development
Design
Implementation

Requirements
Design elements
Code

Impact (SLOs)

Origin (Phase)

The checklist-based process support instrument described in Chapter 5 is based
on Wiegers’ checklists.
Despite its natural place in requirements engineering, research about impact
analysis is more commonly found in literature related to software maintenance.
In this chapter, we present impact analysis from a requirements engineering perspective. In our experience, impact analysis is an integral part of every phase
in software development. During requirements development, design and code
do not yet exist, so new and changing requirements affect only the existing
requirements. During design, code does not yet exist, so new and changing
requirements affect only existing requirements and design. Finally, during implementation, new and changing requirements affect existing requirements as
well as design and code. This is captured in Figure 3.1. Note that in less
idealistic development processes, the situation still holds; requirements changes
affect all existing system representations.

Figure 3.1: Software lifecycle objects (SLOs) affected (right) due to requirements
changes in different phases (left).
The chapter is organised as follows. We define concepts in Section 3.1, discuss software change in Section 3.2, and outline the history of impact analysis in
Section 3.3. In Section 3.4, we present common strategies for impact analysis.
Section 3.5 discusses impact analysis in the context of non-functional requirements. We explore a number of metrics for impact analysis and give an example
of an application of such metrics in Section 3.6. In Section 3.7, we look at tool
support for impact analysis and discuss impact analysis in requirements management tools. Finally we outline the future of impact analysis in Section 3.8
and provide a summary of the chapter in Section 3.9.
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3.1

CONCEPTS AND TERMS

Throughout this chapter, we use several terms and concepts that are relevant
in the field of impact analysis. In this section, we briefly visit these terms and
concepts, and explain how each relates to impact analysis and to other terms
and concepts.
Software lifecycle objects (SLOs; also called software products, or working
products) are central to impact analysis. An SLO is an artifact produced during
a project, such as a requirement, an architectural component, a class and so on.
SLOs are connected to each other through a web of relationships. Relationships
can be both between SLOs of the same type, and between SLOs of different
types. For example, two requirements can be interconnected to signify that
they are related to each other. A requirement can also be connected to an
architectural component, for example, to signify that the component implements
the requirement.
Impact analysis is often carried out by analysing the relationships between
various entities in the system. We distinguish between two types of analysis:
dependency analysis and traceability analysis [Bohner and Arnold, 1996]. In dependency analysis, detailed relationships among program entities, for example
variables or functions, are extracted from source code. Traceability analysis, on
the other hand, is the analysis of relationships that have been identified during
development among all types of SLOs. Traceability analysis is thus suitable
for analysing relationships among requirements, architectural components, documentation and so on. It is evident that traceability analysis has a broader
application within requirements engineering than dependency analysis; it can
be used in earlier development phases and can identify more diverse impact in
terms of different SLO types.
It is common to deal with sets of impact in impact analysis. The following
sets have been defined by Bohner and Arnold [1996]:
• The System Set represents the set of all SLOs in the system—all the other
sets are subsets of this set.
• The Starting Impact Set (SIS) represents the set of objects that are initially thought to be changed. The SIS typically serves as input to impact
analysis approaches that are used for finding the Estimated Impact Set.
• The Estimated Impact Set (EIS) always includes the SIS and can therefore
be seen as an expansion of the SIS. The expansion results from the application of change propagation rules to the internal object model repeatedly
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until all objects that may be affected are discovered. Ideally, the SIS and
EIS should be the same, meaning that the impact is restricted to what
was initially thought to be changed.
• The Actual Impact Set (AIS), finally, contains those SLOs that have been
affected once the change has been implemented. In the best-case scenario,
the AIS and EIS are the same, meaning that the impact estimation was
perfect.
In addition to the impact sets, two forms of information are necessary in
order to determine the impact of a change: information about the dependencies
between objects, and knowledge about how changes propagate from object to
object via dependencies and traceability links. Dependencies between objects
are often captured in terms of references between them. Knowledge about how
change propagates from one object to another is often expressed in terms of
rules or algorithms.
It is common to distinguish between primary and secondary change. Primary
change, also referred to as direct impact, corresponds to the SLOs that are
identified by analysing how the effects of a proposed change affect the system.
This analysis is typically difficult to automate because it is mainly based on
human expertise. Consequently, little can be found in the literature about how
to identify primary changes. It is more common to find discussions on how
primary changes cause secondary changes, also referred to as indirect impact.
The indirect impact can take two forms: Side effects are unintended behaviours resulting from the modifications needed to implement the change. Side
effects affect both the stability and function of the system and must be avoided.
Ripple effects, on the other hand, are effects on some parts of the system caused
by making changes to other parts. Ripple effects cannot be avoided, since they
are the consequence of the system’s structure and implementation. They must,
however, be identified and accounted for when the change is implemented.
We have previously mentioned architectural components as an example of
SLOs. The software architecture of a system is its basic structure, consisting
of interconnected components. There are many definitions of software architecture, but a recent one is “the structure or structures of the system, which
comprise software elements, the externally visible properties of those elements,
and the relationships among them” [Bass et al., 2003]. The software architecture
of a system is typically designed early in the project, hiding low-level design and
implementation details, and is then iteratively refined as the knowledge about
the system grows. This makes architecture models interesting from a require66
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ments engineering and impact analysis point-of-view, because they can be used
for early, albeit initially coarse, impact analysis of changing requirements.

3.2

SOFTWARE CHANGE AND IMPACT
ANALYSIS

Software change occurs for several reasons, for example, in order to fix faults,
to add new features, or to restructure the software to accommodate future
changes [Mockus and Votta, 2000]. Changing requirements is one of the most
significant motivations for software change. Requirements change from the point
in time when they are elicited until the system has been rendered obsolete.
Changes to requirements reflect how the system must change in order to stay
useful for its users and remain competitive on the market. At the same time,
such changes pose a great risk as they may cause software deterioration. Thus,
changes to requirements must be captured, managed, and controlled carefully
to ensure the survival of the system from a technical point of view. Factors that
can inflict changes to requirements during both initial development as well as
in software evolution are, according to Leffingwell and Widrig [1999]:
• The problem that the system is supposed to solve changes, for example
for economic, political or technological reasons.
• The users change their minds about what they want the system to do, as
they understand their needs better. This can happen because the users
initially were uncertain about what they wanted, or because new users
enter the picture.
• The environment in which the system resides changes. For example, increases in speed and capacity of computers can affect the expectations of
the system.
• The new system is developed and released leading users to discover new
requirements.
The last factor is both real and common. When the new system is released,
users realise that they want additional features, that they need data presented
in other ways, that there are emerging needs to integrate the system with other
systems, and so on. Thus, new requirements are generated by the use of the
system itself. According to the “laws of software evolution”, a system must be
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continually adapted, or it will be progressively less satisfactory in its environment [Lehman, 1996].
Problems arise if requirements and changes to requirements are not managed
properly by the development organisation [Leffingwell and Widrig, 1999]. For
example, failure to ask the right questions to the right people at the right time
during requirements development will most likely lead to a great number of
requirements changes during subsequent phases. Furthermore, failure to create
a practical change management process may mean that changes cannot be timely
handled, or that changes are implemented without proper control.
Maciaszek [2001] points out that “change is not a kick in the teeth, unmanaged change is”. In other words, an organisation that develops software
requires a proper change management process in order to mitigate the risks of
constantly changing requirements and their impact on the system. Leffingwell
and Widrig [1999] discuss five necessary parts of a process for managing change.
These parts, depicted in Figure 3.2, form a framework for a change management
process allowing the project team to manage changes in a controlled way.
CHANGE MANAGEMENT PROCESS FRAMEWORK
Plan for change

Baseline
requirements

Single channel

Change control
system

Manage
hierarchically

Figure 3.2: Change management process framework [Leffingwell and Widrig,
1999].
Plan for change involves recognising the fact that changes occur, and that
they are a necessary part of the system’s development. This preparation is
essential for changes to be received and handled effectively.
Baseline requirements means to create a snapshot of the current set of requirements. The point of this step is to allow subsequent changes in the requirements to be compared with a stable, known set of requirements.
A single channel is necessary to ensure that no change is implemented in
the system before it has been scrutinised by a person, or several persons, who
keep the system, the project and the budget in mind. In larger organisations,
the single channel is often a change control board (CCB).
A change control system allows the CCB (or equivalent) to gather, track and
assess the impact of changes. According to Leffingwell and Widrig, a change
must be assessed in terms of impact on cost and functionality, impact on ex68
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ternal stakeholders (for example, customers) and potential to destabilise the
system. If the latter is overlooked, the system (as pointed out earlier) is likely
to deteriorate.
To manage hierarchically defeats a perhaps too common line of action: a
change is introduced in the code by an ambitious programmer, who forgets or
overlooks the potential effect the change has on test cases, design, architecture,
requirements, and so on. Changes should be introduced top-down (but can of
course be identified in a bottom-up fashion), starting with the requirements.
If the requirements are decomposed and linked to other SLOs, it is possible to
propagate the change in a controlled way.
This framework for the change process leaves open the determination of
an actual change process. Requirements engineering textbooks propose change
management processes with varying levels of detail and explicitness [Maciaszek,
2001; Robertson and Robertson, 1999; Sommerville and Sawyer, 1997]. The
process proposed by Kotonya and Sommerville [1998] is, however, detailed and
consists of the following steps (compare with the change management activities
described in Section 1.1.3):
1. Problem analysis and change specification
2. Change analysis and costing, which in turn consists of:
a) Check change request validity
b) Find directly affected requirements
c) Find dependent requirements
d) Propose requirements changes
e) Assess costs of change
f) Assess cost acceptability
3. Change implementation
Impact analysis is performed in steps 2b, 2c, and 2e, by identifying requirements and system components affected by the proposed change. The analysis
should be expressed in terms of required effort, time, money and available resources. Kotonya and Sommerville suggest the use of traceability tables to
identify and manage dependencies among requirements, and between requirements and design elements. We discuss traceability as a strategy for performing
impact analysis in Section 3.4.1.1.
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3.3

HISTORY AND TRENDS

In some sense, impact analysis has been performed for a very long time, albeit
not necessarily using that term and not necessarily resolving the problem of
accurately determining the effect of a proposed change. The need for software
practitioners to determine what to change in order to implement requirement
changes has always been present. Strategies for performing impact analysis were
introduced and discussed early in the literature. For example, Haney’s paper
from 1972 on a technique for module connection analysis is often referred to as
the first paper on impact analysis [Haney, 1972]. The technique builds on the
idea that every module pair of a system has a probability that a change in one
module in the pair necessitates a change in the other module. The technique
can be used to model change propagation between any system components including requirements. Program slicing, which is a technique for focusing on a
particular problem by retrieving executable slices containing only the code that
a specific variable depends on, was introduced by Weiser [1979]. Slicing, which
is explained in Section 3.4.1.2, can be used to determine dependencies in code
and can be used to minimise side effects. Slicing can also be used to determine
dependencies between sections in documents, including requirements, which is
described below. Requirements traceability was defined in IEEE Std 830-1984
[1984]. Traceability describes how SLOs are related to each other and can be
used to determine how change in one type of artifact causes change in another
type of artifact. The notion of ripple effect was introduced by Yau and Collofello
[1980]. Their models can be used to determine how change in one area of the
source code propagates and causes change in other areas.
Impact analysis relies on techniques and strategies that date back a long
time. It is however possible to identify a trend in impact analysis research
over the years. Early impact analysis work focused on source code analysis,
including program slicing and ripple effects for code. The maturation of software
engineering among software organisations has led to a need to understand how
changes affect other SLOs than source code.
For example, Turver and Munro [1994] point out that source code is not
the only product that has to be changed in order to develop a new release of
the software product. In a document-driven development approach, many documents are also affected by new and changed requirements. The user manual is
an example of a document that has to be updated when new user functionalities
have been provided. Turver and Munro focus on the problem of ripple effects
in documentation using a thematic slicing technique. They note that this kind
of analysis has not been widely discussed before. The same approach can be
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applied to the requirements document itself in order to determine how a new or
changed requirement impacts the requirements specification.
In 1996, Bohner and Arnold published a collection of research articles entitled Software Change Impact Analysis [Bohner and Arnold, 1996]. The purpose
of the collection was to present the current, somewhat scattered, material that
was available on impact analysis at the time. When reading the collection today,
nearly ten years later, it becomes apparent that it still is very relevant. Papers
published after 1996 seem to work with the same ideas and techniques. We do
not mean to depreciate the work that has been done, but it indicates that the
field is not in a state of flux. Rather, the focus remains on adapting existing
techniques and strategies to new concepts and in new contexts. Impact analysis
on the architectural level is an example of this.
When the year 2000 approached, the Y2K problem made it obvious that
extensive impact analysis efforts were needed in order to identify software and
parts of software that had to be changed to survive the century shift. This
served as a revelation for many organisations, in which the software process
previously had not included explicit impact analysis [Bohner, 2002].
Today, software systems are much more complex than they were 25 years
ago, and it has become very difficult to grasp the combined implications of the
requirements and their relationships to architecture, design, and source code.
Thus, a need for impact analysis strategies that employ requirements and their
relationships to other SLOs has developed. Still, dependency webs for large
software systems can be so complex that it is necessary to visualise them in
novel ways. Bohner and Gracanin [2003] present research that combines impact
analysis and 3D visualisation in order to display dependency information in a
richer format than is possible with 2D visualisation. Bohner [2002] also stresses
the need to extend impact analysis to middleware, COTS software and web
applications. The use of these types of software is becoming more common,
moving the complexity away from internal data and control dependencies to
interoperability dependencies. Current impact analysis strategies are not very
well suited for this type of dependencies.

3.4

STRATEGIES FOR IMPACT ANALYSIS

There are various strategies for performing impact analysis, some of which are
more germane to the requirements engineering process than others. Common
strategies are:
• Analysing traceability or dependency information.
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• Utilising slicing techniques.
• Consulting design specifications and other documentation.
• Interviewing knowledgeable developers.
We divide these impact analysis strategies into two categories: automatable
and manual. With automatable strategies, we mean those that are in some
sense algorithmic in their nature. These have the ability to provide very finegrained impact estimation in an automated fashion, but require on the other
hand the presence of a detailed infrastructure and result at times in too many
false positives [O’Neal and Carver, 2001]. With manual strategies, we mean
those that are best performed by human beings (as opposed to tools). These
require less infrastructure, but may be coarser in their impact estimation than
the automatable ones. We recognise that the two categories are not entirely orthogonal, but they do make an important distinction; the manual strategies are
potentially easier to adopt and work with because they require less structured
input and no new forms of SLOs need to be developed.
A previous study indicated that developers’ impact analyses often result in
optimistic predictions [Lindvall and Sandahl, 1998], meaning that the predicted
set of changes represents the least possible amount of work. Thus, the work
cannot be easier, only more difficult. The study also identified the need for
conservative predictions and establishing a “worst level” prediction. The real
amount of work will lie between the optimistic and the conservative level. An
improvement goal would be to decrease variation as the impact analysis process
stabilises and becomes more mature.
The cost associated with producing a conservative prediction depends on
its expected accuracy. Since conservative predictions identify such a large part
of the system, developers often cannot believe they are realistic. The benefit
of having a conservative prediction is the ability to determine a most probable
prediction somewhere between the optimistic and the conservative prediction.
An ideal impact analysis approach would always provide an optimistic and a
conservative estimate. By collecting and analysing empirical data from the
predictions as well as the actual changes, it can be established where in that
span the correct answer lies.

3.4.1

AUTOMATABLE STRATEGIES

Automatable impact analysis strategies often employ algorithmic methods in
order to identify change propagation and indirect impact. For example, re72
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lationship graphs for requirements and other SLOs can be used with graph
algorithms to identify the impact a proposed change would have on the system. The prerequisite for automatable strategies is a structured specification
of the system. By structured, we mean that the specification is consistent and
complete, and includes some semantic information (for example, type of relationship). Once in place, such a specification can be used by tools in order to
perform automatic impact analysis. Requirements dependency webs and object
models are examples of structured specifications.
The strategies presented here, traceability and dependency analysis and slicing, are typically used to assess the Estimated Impact Set by identifying secondary changes made necessary because of primary changes to the system. They
are not well suited for identifying direct impact.
3.4.1.1

TRACEABILITY/DEPENDENCY ANALYSIS

Traceability analysis and dependency analysis both involve examining relationships among entities in the software. They differ in scope and detail level;
traceability analysis is the analysis of relationships among all types of SLOs,
while dependency analysis is the analysis of low-level dependencies extracted
from source code [Bohner and Arnold, 1996].
By extracting dependencies from source code, it is possible to obtain call
graphs, control structures, data graphs and so on. Since source code is the most
exact representation of the system, any analysis based on it can very precisely
predict the impact of a change. Dependency analysis is also the most mature
strategy for impact analysis available [Bohner and Arnold, 1996]. The drawback
of using source code is that it is not available until late in the project, which
makes dependency analysis narrow in its field of application. When requirements traceability exists down to the source, it can, however, be very efficient
to use source code dependencies in order to determine the impact of requirements changes. A drawback is that very large systems have massive amounts
of source code dependencies, which make the dependency web difficult to both
use and to get an overview of [Bohner and Gracanin, 2003].
Traceability analysis also requires the presence of relationship links between
the SLOs that are analysed. Typically, these relationships are captured and
specified progressively during development (known as pre-recorded traceability).
The success of traceability analysis depends heavily on the completeness and
consistency of the identified relationships. However, if traceability information
is properly recorded from the beginning of development, the analysis can be
very powerful.
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A common approach for recording traceability links is to use a traceability matrix [see Kotonya and Sommerville, 1998; Leffingwell and Widrig, 1999;
Wiegers, 1999]. A traceability matrix is a matrix where each row, and each
column, corresponds to one particular SLO, for example a requirement. The
relationship between two SLOs is expressed by putting a mark where the row
of the first SLO and the column of the second SLO intersect. It is also possible
to add semantic information to the relationship between SLOs. For example,
the relationship between a requirement and an architectural component can be
expanded to include information about whether the component implements the
requirement entirely, or only partially.
Ramesh and Jarke [2001] report that current requirement practices do not
fully embrace the use of semantic information to increase the usefulness of relationships between SLOs. A relationship stating that two SLOs affect each
other but not how, will be open to interpretation by all stakeholders. According to Ramesh and Jarke, different stakeholders interpret relationships without
semantic information in different ways. For example, a user may read a relationship as “implemented-by”, while a developer may read the same relationship as
“puts-constraints-on”.
To further illustrate the need for semantics in traceability links, we have
created an example with six interconnected SLOs. Figure 3.3 shows the SLOs
in a connectivity graph (left), where an arrow means that the source SLO affects
the destination SLO. For example, SLO 2 affects, or has an impact on, SLO 1
and SLO 4.
The connectivity graph corresponds exactly to a traceability matrix, shown
next in the figure. An arrow in the traceability matrix indicates that the row
SLO affects the column SLO. Both the connectivity graph and the traceability
matrix show direct impact, or primary change needed, whereas indirect impact,
or secondary change needed, can only be deduced by traversing the traceability
links. For systems with many SLOs, the amount of indirect impact quickly
becomes immense and hard to deduce from a connectivity graph or a traceability
matrix. In order to better visualise indirect impact, the traceability matrix can
be converted into a reachability matrix, using a transitive closure algorithm.∗
The reachability matrix for our example is also in Figure 3.3, showing that all
SLOs eventually have impact on every other SLO. Consequently, the reachability
matrix for this example is of limited use for assessing indirect impact. Bohner

∗

The transitive closure of a graph is a graph where an edge is added between nodes A and
B if it is possible to reach B from A in the original graph.
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Figure 3.3: Three views of the relationships among SLOs.
[2002] points out that this problem is common in software contexts, unless some
action is taken to limit the range of indirect impact.
One way of limiting the range of indirect impact is to add distances to
the reachability matrix. By doing so, it becomes possible to disregard indirect
impacts with distances above a predefined threshold. This is a simple addition
to the normal creation of reachability matrices, but it fails to address the fact
that different types of traceability relationships may affect the range of indirect
impact differently. Another solution is to equip the traceability matrix with
traceability semantics and adjust the transitive closure algorithm to take such
information into account. The algorithm should consider two SLOs reachable
from each other only if the traceability relationships that form the path between
them are of such types that are expected to propagate change.
Traceability analysis is useful in requirements engineering, which we view as
an activity performed throughout the entire software lifecycle. Initially, traceability links can only be formed between requirements, but as design and implementation grow, links can be created from requirements to other SLOs as
well.
3.4.1.2

SLICING TECHNIQUES

Slicing attempts to understand dependencies using independent slices of the
program [Gallagher and Lyle, 1991]. The program is sliced into a decomposition
slice, which contains the place of the change, and the rest of the program, a complement slice. Slicing is based on data and control dependencies in the program.
Changes made to the decomposition slice around the variable that the slice is
based on are guaranteed not to affect the complement slice. Slicing limits the
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scope for propagation of change and makes that scope explicit. The technique
is, for example, used by Turver and Munro [1994] for slicing of documents in
order to account for ripple effects as a part of impact analysis. Shahmehri et al.
[1990] apply the technique to debugging and testing. Pointer-based languages
like C++ are supported through the work of Tip et al. [1996] and their slicing
techniques for C++. Slicing tools are often based on character-based presentation techniques, which can make it more difficult to analyse dependencies,
but visual presentation of slices can be applied to impact analysis as shown by
Gallagher and Lyle [1991].
Architectural slicing was introduced by Zhao [1998], and is similar to program slicing in that it identifies one slice of the architecture that is subject to
the proposed change, and one that is not. As opposed to conventional program
slicing, architectural slicing operates on the software architecture of a system.
As such, it can be employed in early development, before the code has been
written. The technique uses a graph of information flows in order to trace those
components that may be affected by the component being changed. In addition, those components that may affect the component being changed are also
identified. This means that there must be a specification of the architecture
that exposes all the information flows that it contains.
Slicing techniques can be useful in requirements engineering to isolate the
impact of a requirements change to a specific part of the system. In order to
provide a starting point for the slicing technique, the direct impact of the change
must first be assessed.

3.4.2

MANUAL STRATEGIES

Manual impact analysis strategies do not depend as heavily on structured specifications as their automatable counterparts do. Consequently, there is a risk that
they are less precise in their predictions of impact. On the other hand, they
may be easier to introduce in a change management process and are, in our
experience, commonly employed in industry without regard to their precision.
The strategies presented here, using design documentation and interviewing,
are primarily used for assessing the Starting Impact Set by identifying direct
impact. The identification of secondary impact is possible, but is better handled
by automatable strategies. Note that manual strategies, like the ones described
here, can be used to capture traceability links between SLOs, to be used in
traceability analysis.
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3.4.2.1

DESIGN DOCUMENTATION

Design documentation comes in many different forms, for example as architecture sketches, view-based architecture models, object-oriented UML diagrams,
textual descriptions of software components and so on. The quality of design
documentation depends on the purpose for which it was written, the frequency
with which it is updated, and the information it contains. It is far too common in industry that design documentation is written early in a project only to
become shelfware, or that the documentation is written after the project, just
for the sake of writing it. To perform impact analysis and determine how a
new or changed requirement affect the system based on design documentation
requires the documentation to be up-to-date and consistent with any implementation made so far. In addition, a prerequisite for using design documentation
to assess direct impact is the possibility of relating requirements to design SLOs
found in the documentation. The success and precision of this activity depends
on a number of factors:
• The knowledge and skills of the persons performing the analysis. Persons
with little insight into the system will most likely have problems pinpointing the impact of changed requirements in the system.
• The availability of the documentation. Documentation that is “hidden” in
personal computers or stored in anonymous binders may be overlooked in
the analysis.
• The amount of information conveyed in the documentation. Simple design
sketches are common, but fail to express the semantics in connections
between classes or architectural components. Ill-chosen naming schemes
or inconsistent notation makes the analysis task arduous.
• Clear and consistent documentation. Ambiguous documentation is open
for interpretation, meaning, for example, that the impact of a proposed
change is coupled with great uncertainty, simply because another interpretation would have yielded different impact.
If the factors above have been taken into account, impact analysis of a requirements change can be performed by identifying the design SLOs that implement or in any other way depend on the requirements affected by the change.
Additional measures that can be taken in order to alleviate the impact analysis
effort are:
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• Keep a design rationale. A design rationale is documentation describing
why decisions are made the way they are. Bratthall et al. [2000] performed an experiment on the effect of a design rationale when performing
impact analysis. The results from the experiment suggest that a design
rationale in some cases can shorten the time required for impact analysis,
and increase the quality of the analysis.
• Estimate impact of requirements as soon as the requirements are developed. The estimated impact is necessarily coarse to begin with, but can
be improved incrementally as knowledge about the system increases.
Of course, structured design documentation can also be used with traceability analysis (see Section 3.4.1.1) to identify indirect impact. For example,
Briand et al. [2003] propose a method for performing impact analysis in UML
models, where they use a transitive closure algorithm to find indirect impacts in
the models. They do point out, however, the essential criterion that the UML
models are updated as the system undergoes changes.
3.4.2.2

INTERVIEWS

Interviewing knowledgeable developers is probably the most common way to acquire information about likely effects of new or changed requirements according
to a study on impact analysis [Lindvall, 1997]. The study found that developers perceive it as highly cost-effective to ask a knowledgeable person instead of
searching in documents or other forms of information sources. Extensive communication between developers was also mentioned by developers as a success
factor for software development projects. Analysis of source code was the second most common way of acquiring information about the likely impact of new
or changed requirements. While all developers said they interviewed other developers and consulted source code, about half of the developers answered that
they also consulted information, such as use-case models and object models,
stored in the CASE tool in use. When asked why information in object models
was not used more extensively, the developers answered that the information in
object models was not detailed enough for impact analysis. In addition, they did
not believe that the information in the models was up-to-date. “Source code,
on the other hand, is always up-to-date.” Among some developers, especially
newcomers, the attitude towards using object models as the basis for determining change as an effect of new or changed requirements was less than positive.
Object models (and the particular CASE tool that was used) were, however,
mentioned as a good tool for documenting impact analysis and for answering
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questions about the relation between requirements and design objects using the
support for traceability links.

3.5

NON-FUNCTIONAL REQUIREMENTS

Requirements are often divided into functional and non-functional requirements. Non-functional requirements, or quality requirements, are those requirements “which are not specifically concerned with the functionality of the
system” [Kotonya and Sommerville, 1998]. Non-functional requirements are often harder to deal with than functional ones, because their impact is generally
not localised to one part of the system, but cuts across the whole system.
A non-functional requirement that, for example, relates to and calls for high
security, often requires fundamental support in the software architecture, as it
may constrain data access, file management, database views, available functionality and so on. Changes to functional requirements may also affect nonfunctional requirements. For example, if a change involves replacing a data
transfer protocol to one that is more data intensive, overall system performance
may be degraded.
One approach for dealing with non-functional requirements is to convert
them into one or more functional requirements [Bosch, 2000]. For example, a
requirement stating that “no unauthorised person should be allowed access to
the data” may be broken down into the more tangible requirements “a user
must log into the system using a password” and “the user’s identity must be
verified against the login subsystem upon data access”. Not all non-functional
requirements can be converted in this way, however, which means that changes
to them still have system-wide impact. Unfortunately, most impact analysis
techniques deal exclusively with changes that can be initially pinpointed to a
specific component, class or the like.
Lam and Shankararaman [1999] stress the distinction between functional
impact analysis and quality impact analysis (i.e., impact analysis for functional
and quality requirements, respectively). They suggest the use of Quality Function Deployment (QFD) for dealing with changes to both functional and nonfunctional requirements. In QFD, a matrix connecting customer requirements
with design features is constructed. A change to a requirement can be mapped
to design features through the QFD matrix.
Cleland-Huang et al. [2003] accomplish performance-related impact analysis
through event-based traceability. In their approach, requirements are interconnected as event publishers to subscribing performance models. Whenever
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a change to a requirement is proposed, the relevant performance models are
re-calculated. The resulting impact analysis is subsequently compared to constraints in the requirements specification. If several requirements are linked
to the same performance model, they will all be verified against the impact
analysis.
The impact of non-functional requirements is commonly dealt with in software architecture evaluation. Bosch [2000] has created a software architecture
design method with a strong focus on non-functional requirements. In the
method, an initially functional architecture is progressively transformed until
it is capable of meeting all non-functional requirements posed on the system.
Parts of the method lend themselves well to impact analysis, since they deal with
the challenge of assessing the often system-wide impact that non-functional requirements have. For most operational non-functional attributes (for example
performance and reliability), a profile consisting of usage scenarios, describing
typical uses of the system-to-be is created. The scenarios within the profile
are assigned relative weights, in accordance with their frequency or probable
occurrence. In scenario-based assessment, an impact analysis is performed by
assessing the architectural impact of each scenario in the profile. For performance, the impact may be expressed as execution time, for example. Based on
the impact and the relative weights of the scenarios, it is possible to calculate
overall values (for example, throughput and execution time) for the quality attribute being evaluated. These values can be compared to the non-functional
requirements corresponding to the quality attribute, in order to see whether
they are met or not. Furthermore, they serve as constraints on the extent to
which non-functional requirements can change before an architectural reorganisation is necessary. Also, should a functional requirement change, it is possible
to incorporate the change in a speculative architecture, re-calculate the impact
of the scenarios in the scenario profile, and see whether the non-functional requirements are still met or not.

3.6

IMPACT ANALYSIS METRICS

Metrics are useful in impact analysis for various reasons. They can, for example,
be used to measure and quantify change caused by a new or changed requirement
at the point of the impact analysis activity. Metrics can also be used to evaluate
the impact analysis process itself once the changes have been implemented. This
is illustrated in Figure 3.4, in which two measure points are depicted: one after
the requirements phase has ended and design is about to start, and one when
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testing has been completed. Using these measure points, one can capture the
predicted impact (the first point) and compare it to the actual impact (the
second point). This kind of measurement is crucial for being able to do an
analysis and learn from experiences in order to continuously improve the impact
analysis capability. The figure is simplified and illustrates a learning cycle based
on a waterfall-like model. As discussed earlier, impact analysis can be used
throughout the life cycle in order to analyse new requirements and the measure
points can be applied accordingly: whenever a prediction has been conducted
and whenever an implementation has been completed.
Impact analysis
(Prediction of change)
Requirements
definition

Requirements
selection

Planning

Design, coding &
testing

Detecting
change

Measure
points
Analysis
Learning

Figure 3.4: Measuring impact using metrics.

3.6.1

METRICS FOR QUANTIFYING CHANGE
IMPACT

Metrics for quantifying change impact are based on the SLOs that are predicted
to be changed as an effect of new or changed requirements. In addition, indicators of how severe the change is can be used. Such measures of the predicted
impact can be used to estimate the cost of a proposed change or a new requirement. The more requirements and other SLOs that are affected, the more
widespread they are and the more complex the proposed change is, the more
expensive the new or changed requirement will be. Requirements that are costly
in this sense but provide little value can, for example, be filtered out for the
benefit of requirements that provide more value but to a smaller cost.
Change impact can be measured based on the set of requirements that is
affected by the change. For example, the number of requirements affected by a
change can be counted based on this set. The affected requirements’ complexity
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often determines how severe the change is and can be measured in various ways.
Examples are the size of each requirement in terms of function points and the
dependencies of each requirement on other requirements. For other SLOs, the
metrics are similar. For architecture and design, measures of impact include
the number of affected components, the number of affected classes or modules,
and number of affected methods or functions. For source code, low-level items
such as affected lines of code can be measured and the level of complexity for
components, classes, and methods can be measured using standard metrics such
as cyclomatic complexity and regular object-oriented metrics.
In determining how severe or costly a change is, it is useful to define the
impact factor. Lindvall [1997] defined the impact factors in Table 3.1 to measure
the impact of a suggested change. The impact factor is based on empirical
findings in which it was determined that changes to different types of SLOs can
be used as an indicator of the extent of the change. The higher the impact
factor, the more severe the change. For example, changes that do not affect any
other type of SLO but the design object model are relatively limited in scope.
Changes that affect the use-case model are instead likely to require changes that
are related to the fundamentals of the system and are therefore larger in scope.
In addition, changes to the use-case model most likely also involve changes of
all other SLOs making this kind of changes even more severe.
Factor
M1

Impact
Design
object model

M2

Analysis
object model

M3

Domain
object model

M4

Use case
model

Description
These changes regard the real or physical description of the system and may generate change in the
software architecture about the size of the change
in the model.
These changes regard the ideal or logical description of the system. A small change here may generate change in the software architecture larger than
the change in this model.
These changes regard the vocabulary needed in the
system. A small change here may generate large
change in the software architecture.
These changes require additions and deletions to
the use-case model. Small changes here may require large change in the software architecture.
Table 3.1: Impact factors.
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3.6.2

EVALUATION METRICS

Bohner and Arnold [1996] proposed a number of metrics with their introduction
of impact sets. These metrics are relations between the cardinalities of the
impact sets, and can be seen as indicators of the effectiveness of the impact
analysis approach employed (# denotes the cardinality of the set):
• #SIS/#EIS: the number of SLOs initially thought to be affected over the
number of SLOs estimated to be affected (primary change and secondary
change). A ratio close to 1 is desired, as it indicates that the impact is
restricted to the SLOs in SIS. A ratio much less than 1 indicates that
many SLOs are targeted for indirect impact, which means that it will be
time-consuming to check them.
• #EIS/#System: the number of SLOs estimated to be affected over the
number of SLOs in the system. The desired ratio is much less than 1, as
it indicates that the changes are restricted to a small part of the system.
A ratio close to 1 would indicate either a faulty impact analysis approach
or a system with extreme ripple effects.
• #EIS/#AIS: the number of SLOs estimated to be affected over the
number of SLOs actually affected. The desired ratio is 1, as it indicates
that the impact was perfectly estimated. In reality, it is likely that the
ratio is smaller than 1, indicating that the approach failed to estimate
all impacts. Two special cases are if AIS and EIS only partly overlap or
do not overlap at all, which also would indicate a failure of the impact
analysis approach.
Fasolino and Visaggio [1999] also define metrics based on the cardinalities
of the impact sets. They tie the metrics to properties and characteristics of the
impact analysis approach, as per the tree in Figure 3.5.
Adequacy is the ability of the impact analysis approach to estimate the
impact set. It is measured by means of the binary metric Inclusiveness, which
is strictly defined to 1 if all SLOs in AIS also are in EIS and 0 otherwise.
Effectiveness is the ability of the approach to provide beneficial results. It is
refined into Ripple-sensitivity (the ability to identify ripple effects), Sharpness
(the ability not to over-estimate the impact) and Adherence (the ability to
estimate the correct impact).
Ripple-sensitivity is measured by Amplification, which is defined as (#EIS −
#SIS)/#SIS (i.e., the ratio between the number of indirectly impacted SLOs
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and the number of directly impacted SLOs). This ratio should preferably not
be much larger than 1, which would indicate much more indirect impact than
direct impact. Sharpness is measured by ChangeRate, which is defined as
#EIS/#System. This is the same metric as the second of Arnold and Bohner’s
metrics presented previously. Adherence is measured by S-Ratio, which is defined as #AIS/#EIS. S-Ratio is the converse of the third of Arnold and
Bohner’s metrics presented previously.
Lam and Shankararaman [1999] propose metrics that are not related to the
impact sets. These metrics are more loosely defined and lack consequently
recommended values:
• Quality deviation: the difference in some quality attribute (for example,
performance) before and after the changes have been implemented, or
between actual and simulated values. A larger than expected difference
could indicate that the impact analysis approach failed to identify all
impact.
• Defect count: the number of defects that arise after the changes have been
implemented. A large number of defects could indicate that some impact
was overlooked by the impact analysis approach.
• Dependency count: the number of requirements that depend on a particular requirement. Requirements with high dependency count should be
carefully examined when being subjected to change.
Dimension

Characteristic

Metric
INCLUSIVENESS

ADEQUACY

EFFECTIVENESS

RIPPLESENSITIVITY

AMPLIFICATION

SHARPNESS

CHANGERATE

ADHERENCE

S-RATIO

Figure 3.5: Tree of impact analysis metrics.
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Lindvall [1997] defined and used metrics in a study at Ericsson∗ in order
to answer a number of questions related to the result (prediction) of impact
analysis as conducted in a commercial software project and performed by the
project developers as part of the regular project work. The study was based on
impact analysis conducted in the requirements phase, as Figure 3.4 indicates,
and the term requirements-driven impact analysis was coined to capture this
fact. The results from the impact analysis was used by the Ericsson project
to estimate implementation cost and to select requirements for implementation
based on the estimated cost versus perceived benefit. The study first looked at
the collected set of requirements’ predicted and actual impact by answering the
following questions: “How good was the prediction of the change caused by new
and changed requirements in terms of predicting the number of C++ classes to
be changed?” and “How good was this prediction in terms of predicting which
classes to be changed?” The last question was broken down into the two subquestions: “Were changed classes predicted?” and “Were the predicted classes
changed?”
There were a total of 136 C++ classes in the software system. 30 of these
were predicted to be changed. The analysis of the source code edits showed that
94 classes were actually changed. Thus, only 31.0% (30ă/ă94) of the number of
changed classes were predicted to be changed.
In order to analyse the data further, the classes were divided into the two
groups predictive group and actual group. In addition, each group was divided
into two sub-groups: unchanged and changed. The 136 classes were distributed
among these four groups as shown in Table 3.2.
Predicted
Unchanged
Changed
Actual

Unchanged

A: 42 (30.9%)

B: 0 (0.0%)

42 (30.9%)

Changed

C: 64 (47.1%)

D: 30 (22.1%)

94 (69.1%)

106 (77.9%)

30 (22.1%)

N: 136 (100.0%)

Table 3.2: Predicted vs. actual changes.
Cell A represents the 42 classes that were not predicted to change and that
also remained unchanged. The prediction was correct as these classes were
predicted to remain unchanged, which also turned out to be true. The prediction
∗

Not the same development unit as studied in this thesis.
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was implicit as these classes were indirectly identified—they resulted as a side
effect as complement of predicting changed classes.
Cell B represents the zero classes that were predicted to change, but actually
remained unchanged. A large number here would indicate a large deviation from
the prediction.
Cell C represents the 64 classes that were not predicted to change, but turned
out to be changed after all. As with cell B, a large number in this cell indicates
a large deviation from the prediction.
Cell D, finally, represents the 30 classes that were predicted to be changed
and were, in fact, changed. This is a correct prediction. A large number in this
cell indicates a good prediction.
There are several ways to analyse the goodness of the prediction. One way
is to calculate the percentage of correct predictions, which was (42 + 30)/136 =
52.9%. Thus, the prediction was correct in about half of the cases. Another
way is to use Cohen’s Kappa value, which measures the agreement between
two groups ranging from 1.0 to 1.0. The 1.0 figure means total incompliance
between the two groups, 1.0 means total compliance and 0.0 means that the
result is no better than pure chance [Cohen, 1960]. The kappa value in this case
is 0.22, which indicates a fair prediction. See [Lindvall and Sandahl, 1998] for
full details on the Kappa calculations for the example. A third way to evaluate
the prediction is to compare the number of classes predicted to be changed with
the number of classes actually changed. The number of classes predicted to
be changed in this case turned out to be largely underpredicted by a factor of
three. Thus, only about one third of the set of changed classes was identified.
It is, however, worth noticing that all of the classes that were predicted to be
changed were in fact changed.
The study then analysed the predicted and actual impact of each requirement
by answering similar questions for each requirement. The requirements and the
classes that were affected by these requirements were organised in the following
manner: For each requirement, the set of classes predicted to be changed, the
set of changed classes, and the intersection of the two sets (i.e., classes that were
both predicted and changed). In addition, the sets of classes that were predicted
but not changed and the set of classes that were changed but not predicted were
identified.
The analysis showed that in almost all cases, there was an underprediction
in terms of number of classes. In summary, the analysis showed that the number
of changed classes divided by the number of predicted classes ranged from 1.0 to
7.0. Thus, up to seven times more classes than predicted were actually changed.
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Estimating cost in requirements selection is often based on the prediction
like it was in the Ericsson case, which means that requirements predicted to
cause change in only a few entities are regarded as less expensive, while requirements predicted to cause change in many entities are regarded as more
expensive. This makes the rank-order of requirements selection equal to a requirements list sorted by the number of items predicted. By comparing the
relative order based on the number of predicted classes with the relative order
based on the number of actually changed classes, it was possible to judge the
goodness of the prediction from yet another point of view. In summary, the
analysis on the requirements level showed that a majority of the requirements
were underpredicted. It was also clear that it is relatively common that some
classes predicted for one requirement are not changed because of this particular
requirement, but because of some other requirement. This is probably because
the developers were not required to implement the changed requirements exactly
as was specified in the implementation proposal resulting from the impact analysis. The analysis of the order of requirements based on number of predicted
classes showed that the order was not kept entirely intact; some requirements
that were predicted to be small proved to have a large change impact, and vice
versa.
In order to try to understand the requirements-driven impact analysis process and how to improve it, an analysis of the various characteristics of changed
and unchanged classes was undertaken. One such characteristic was size, and the
questions were: “Were large classes changed?”, “Were large classes predicted?”
and “Were large classes predicted compared to changed classes?”
The analysis indicated that large classes were changed, while small classes
remained unchanged. The analysis also indicated that large classes were predicted to change, which leads to the conclusion that class size may be one of
the ingredients used by developers, maybe unconsciously, when searching for
candidates for a new or changed requirement.

3.7

TOOL SUPPORT

The complexity of the change management process makes it necessary to use
some sort of tool support [Maciaszek, 2001; Sommerville and Sawyer, 1997]. A
change management tool can be used to manage requirements and other SLOs,
manage change requests, link change requests to requirements and other SLOs,
and monitor the impact analysis progress. A simple database or spreadsheet
tool may be used as basic change management support, but still requires a con87
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siderable amount of manual work, which eventually may lead to inconsistencies
in the change management data. If the tool support is not an integral part of
the change management process, there is always a risk that it will not be used
properly. A change management system that is not used to its full extent cannot
provide proper support to the process.
A problem with many change management tools is that they are restricted
to working with change and impact analysis on the requirements level. Ideally,
a change management tool would support impact analysis on requirements,
design, source code, test cases and so on. However, that would require the
integration of requirement management tools, design tools and development environments into one tool or tool set. In a requirements catalog for requirements
management tools, Hoffmann et al. [2004] list both traceability and tool integration as high-priority requirements, and analysis functions as a mid-priority
requirement, confirming the importance of these features.
In a survey of the features of 29 requirements management tools supporting
traceability, we could only find nine tools for which it was explicitly stated on
their respective web sites that they supported traceability between requirements
and other SLOs, such as design elements, test cases and code. Depending on
the verbosity and quality of the available information, this may not be an exact
figure. However, it indicates that in many cases it is necessary to use several
different tools to manage traceability and perform impact analysis, which can
be problematic depending on the degree of integration between the tools.
There are tools that extract dependency information from existing system
representations, for example source code and object models, but the task of
such tools is nonetheless difficult and often requires manual work [Egyed, 2003].
Higher-level representations may be too coarse, and source code may have hidden dependencies, for instance due to late binding. Egyed, for example, proposes
an approach for extracting dependencies primarily for source code. Input to the
approach is a set of test scenarios and some hypothesised traces that link SLOs
to scenarios. The approach then calculates the footprints of the scenarios (i.e.,
the source code lines they cover) and based on footprints and hypothesised traces
generates the remaining traces. The approach can also be used when no source
code exists, for example by simulating the system or hypothesising around the
footprints of the scenarios.
Tools that deal with source code are mostly used in software maintenance
contexts, and are obviously of limited use within the development project.
Natt och Dag et al. [2002] have studied automatic similarity analysis as a means
to find duplicate requirements in market-driven development. In addition to the
original field of application, they suggest that their technique can be used to
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identify dependency relationships between requirements, for example that two
requirements have an “or” relation, or that several requirements deal with similar functionality.
Tools that aid in performing impact analysis can be synonymous with the
underlying methods. Methods that rely on traceability analysis are well suited
for inclusion in tools that try to predict indirect impact. For example, Fasolino and Visaggio [1999] present ANALYST, a tool that assesses impact in
dependency-based models. Lee et al. [2000] present another tool, ChAT, which
calculates ripple effects caused by a change to the system. Many such tools are
commonly proof-of-concept tools, constructed to show or support a particular
algorithm or methodology. What is lacking is the integration into mainstream
change management tools.

3.8

FUTURE OF IMPACT ANALYSIS

Most strategies for impact analysis work under the assumption that changes
only affect functionality. It is thus more difficult to assess the impact of changes
to non-functional requirements, or changes where non-functional requirements
are indirectly affected. Some work on this topic exists [see Cleland-Huang et al.,
2003; Lam and Shankararaman, 1999], but a stronger focus on impact analysis
for non-functional requirements is needed.
As we have pointed out, impact analysis is mostly referred to in software
maintenance contexts. We have argued that impact analysis is an essential
activity also in requirements engineering contexts, and that standard impact
analysis strategies apply in most cases (for example, traceability approaches are
commonly exercised for requirements). There is still, however, a need for more
research focusing on the requirements engineering aspects of impact analysis, for
example how to relate requirements to other SLOs and how to perform change
propagation in this context.
Most automatable strategies for impact analysis assume complete models
and full traceability information. Since it is common in industry to encounter
models that are not updated and traceability information that is only partial,
there is a need for more robust impact analysis strategies that can work with
partial information. Egyed [2003] has proposed one such approach.
Existing tools for impact analysis are often proof-of-concept tools, or work
only with limited impact analysis problems, such as the extraction of dependencies from system representations. Some mainstream requirements management
tools incorporate impact analysis of not only requirements, but also design, code
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and test, but far from all. Full-scale impact analysis must be an integral part
of requirement management tools in order for change to be dealt with properly.
Impact analysis needs to be adapted to the types of systems that become
increasingly common today, such as web applications and COTS software. Web
applications, for example, often consist of stand-alone components that connect to a central repository, such as a database. Thus, there are few control
dependencies between components, and instead rich webs of data dependencies
towards and within the central repository. The fact that such repositories can be
shared among several distinct systems introduces interoperability dependencies
that impact analysis strategies especially tailored for these technologies must
address in order to be effective.

3.9

SUMMARY

Impact analysis is an important part of requirements engineering since changes
to software often are initiated by changes to the requirements. As the development process becomes less and less waterfall-like and more of new and
changed requirements can be expected throughout the development process,
impact analysis becomes an integral part of every phase in software development. In some sense, impact analysis has been performed for a very long time,
albeit not necessarily using that term and not necessarily fully resolving the
problem of accurately determining the effect of a proposed change. The need
for software practitioners to determine what to change in order to implement
requirement changes has always been present. Classical methods and strategies to conduct impact analysis are dependency analysis, traceability analysis
and slicing. Early impact analysis work focused on applying such methods and
strategies onto source code in order to conduct program slicing and determine
ripple effects for code changes. The maturation of software engineering among
software organisations has, however, led to a need to understand how change
requests affect other SLOs than source code, including requirements, and the
same methods and strategies have been applied. Typical methods and strategies of today are based on analysing traceability or dependency information,
utilising slicing techniques, consulting design specifications and other documentation, and interviewing knowledgeable developers. Interviewing knowledgeable
developers is probably the most common way to acquire information about
likely effects of new or changed requirements. Metrics are useful and important
in impact analysis for various reasons. Metrics can, for example, be used to
measure and quantify change caused by a new or changed requirement at the
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point of the impact analysis activity. Metrics can also be used to evaluate the
impact analysis process itself once the changes have been implemented. In determining how severe or costly a change is, it is useful to determine the impact
factor as it indicates the likely extent of a change to a certain type of SLO.
To summarise: Impact analysis is a crucial activity supporting requirements
engineering. The results from impact analysis feed into many activities including estimation of requirements’ cost and prioritisation of requirements. These
activities feed directly into project planning, making impact analysis a central
activity in a successful project.

91

3: Impact Analysis Overview

92

Chapter 4

Views of Impact Analysis
Issues
As noted in Chapter 1, the gross of impact analysis research concerns the development of methods and algorithms for supporting and automating the analysis,
or the adaptation of existing methods in new contexts. To our knowledge, there
is little research about more non-technical aspects of the subject, such as process
and organisational aspects. In our experience, IA is, as a part of the change
control process, heavily dependent on organisational support and stakeholder
views.
In this chapter, we present an explorative, empirical study of the views of
impact analysis at Ericsson. In the study, the change source in question was
change requests, and IA was seen in a broad sense: both with respect to the
analysis of the change requests, and the analysis of the modification induced by
the change.
In exploring issues of IA at Ericsson, we identified three organisational levels
of people with different foci: technical, resource, and product. Looking at management science, we found that these levels mapped well to the decision-making
model originally defined by Anthony [see, for example, Aurum and Wohlin,
2003; Ngo-The and Ruhe, 2005], where decisions are categorised as operative,
tactical or strategic. We also identified two perspectives of views, namely self
(individual) and organisational. The idea is that the organisational perspective
aligns with the overall goals of the organisation, whereas the self-perspective
aligns with the goals of oneself.

4: Views of Impact Analysis Issues
In order to understand how issues associated with IA are seen at the different levels and under the different perspectives, we interviewed 18 employees
at the company in their roles as industrial experts. The resulting list of issues
was subsequently subjected to prioritisation by the interviewees. Our goal is to
investigate whether people see IA differently depending on their level and perspective, and whether these groupings are meaningful in process improvement
efforts. We provide a qualitative analysis as well as a detailed statistical analysis
of some of the results, and discuss possible improvements pertaining to issues
found to be important.
The chapter is structured as follows. The following section describes the
context of the research and presents the research questions for this work. Thereafter, Section 4.2 discusses related work. Next, the research method is described
in Section 4.3. The results obtained in the study are presented in Section 4.4,
followed by analysis and discussion in Section 4.5. Finally, conclusions and
future work are discussed in Section 4.6.

4.1

RESEARCH CONTEXT

Ericsson is a company that operates on a world market, and as such has several
large international customers. The population we wish to generalise to is industrial/professional software practitioners in general rather than just within the
company. We believe this to be possible due to the fact that the company deals
with large-scale software development and is ISO 9000 certified (which means
that processes and ways of working are governed by predefined guidelines). It
can be assumed that the challenges and characteristics of the development work
exist in other companies of the same magnitude as well, and to some extent also
in smaller companies.
The research questions for this work are:
• RQ1: How does the organisational level affect one’s assessment of importance of IA issues?
• RQ2: What difference does the perspective make in determining the relative importance of IA issues?
• RQ3: Which are important IA issues, and how are these addressed in
software process improvement?
Answers to the first two research questions are sought by looking at differences between groups with respect to how people in the groups have judged
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the relative importance of the issues. For RQ1, the three groups correspond to
the three organisational levels. For RQ2, we look at two groups defined by the
perspective used when judging the importance of issues. For these two research
questions, both a qualitative analysis and a statistical analysis are performed.
In addition, the two groupings are studied together. RQ3 is approached in a
more holistic manner, with the purpose of weighing together importance from
the different levels and perspectives.
The overarching goal of the conducted research is to explore the role of IA
in the organisation, in order to be able to improve ways of working with IA.
By studying and learning about differences in views of IA, process improvement
efforts can be directed towards a certain target group. For example, the requirements on process support tools could differ between different target groups
because the groups consider different issues to be of importance.

4.2

RELATED WORK

Aurum and Wohlin [2003] tie requirements engineering (RE) activities to decisionmaking models, arguing that RE is a decision-intensive process. They suggest
that studying decision-making within RE helps organisations structure their RE
decisions better and, ultimately, produce software with higher quality. We mean
that the same argument holds for IA, due to the strong connection between IA
and RE.
Several researchers report on differences between managers and engineers
in the context of software process improvement (SPI), for example concerning views of software quality [Hall and Wilson, 1997], use of formal routines
to transfer knowledge and experience [Conradi and Dybå, 2001] and how they
rate factors affecting an SPI goal [Karlström et al., 2002]. Even though both
managers and engineers have personal agendas, our experience is that managers
often have a more holistic view of the development work than engineers. Due
to this, the personal priorities of managers are likely to align well with those
of the organisation, whereas the personal priorities of engineers should be narrower. Thus, differences between managers and engineers could be attributed to
differences between the organisational alignment of their default perspectives.
The notion of perspectives can be found in other research, for example on
perspective-based reading (PBR). PBR is a scenario-based reading technique
introduced by Basili et al. [1996], with the purpose of maximising the number
of faults found when reading a document by reading it from several different perspectives. The idea is that each perspective finds its own unique faults, and that
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the union of the perspectives provides a good coverage of the document being
read. PBR is a good example of how to take advantage of differences between
perspectives, although there is research that indicates that the perspectives need
not differ with statistical significance [Regnell et al., 2000b].
Finkelstein and Sommerville [1996] discuss perspective in relation to viewpoints. A viewpoint consists of an agent (i.e., actor) and a perspective. Largescale software development requires, due to its complexity, multiple viewpoints
and thus multiple perspectives. According to Finkelstein and Sommerville, differences in perspectives stem from the agents’ different responsibilities and roles
and thus variations in their goals and opinions. Furthermore, it is argued that
multiple perspectives need to be integrated if there is a common or shared goal.
In SPI, the common goal is to create a successful improvement programme that
addresses the organisation’s software processes [Zahran, 1998]. This motivates
the relevance of looking at multiple perspectives when prioritising impact analysis issues.
Karlsson and Ryan [1997] describe a requirements prioritisation approach,
in which requirements are prioritised from two different perspectives—a value
(customer) perspective and a cost (developer) perspective. Their visualisation of
the prioritisations has inspired the visualisation approach used in this chapter. A
difference between our perspective comparison and their perspective comparison
is that in their case there is a preferable situation: the value/cost ratio for a
requirement should be as high as possible. In our case, there is nothing that
says that a high organisational/self ratio is more preferable than a low one.

4.3

METHOD

The study consisted of three main steps: interviews, post-test, and workshop.
In the interview step, 18 persons involved in the change management process
were asked questions about impact analysis and change management. The roles
of the participants ranged from programmers to product managers, but each
one had in one way or another a relation to the impact analysis activity, as
decision-maker, technical advisor, change request writer, implementer, etc.
The sampling of the participants can be characterised as convenience sampling [Robson, 2002], as no specific systematicness was used in selecting people
to interview. Instead, people were selected mainly based on recommendation
(and availability), although some were approached at random based on their
role. As one of the initial objectives of the study was to look at organisational
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levels (see Section 4.3.1), the sampling of participants were largely controlled
by to which extent the levels were thought to be represented.
In the post-test, the participants gave input to the assessment of their organisational levels, and prioritised issues elicited during the interviews. We
anticipated that each participant, when asked during the interview, would only
mention a limited set of issues, and thus not see (or be aware of) the whole
picture. This was the reason for the prioritisation being a separate step rather
than being included in the interviews.
The purpose of the workshop was to let the participants discuss the outcome
of the prioritisation, and possibly come up with ideas how to address important
issues. Furthermore, as several roles were represented by the participants, the
workshop could allow people to gain greater understanding of each other’s views.
The following sections describe the steps of the study in more detail.

4.3.1

ORGANISATIONAL LEVELS

As mentioned earlier, the three organisational levels we identified map well to the
decision-making model defined by Anthony. The model differentiates between
decisions at three levels as follows [Ngo-The and Ruhe, 2005]:
• Strategic decisions have typically large scope, large impact and long-term
perspective. They concern organisational or product-related goals and
strategies.
• Tactical decisions concern planning of time and resources to reach strategic
goals, and are often made by middle management. They have smaller
scope and impact, and shorter time horizon, than strategic decisions.
• Operative decisions are made when realising the project according to the
plan, and are often of technical nature.
In terms of impact analysis and handling of change requests, people on the
operative level can be expected to do technical analysis of system impact, and
also manage the actual realisation (implementation) of the change when it has
been accepted. People on the tactical level can be expected to analyse based
on resource and time consumption, and also do planning and coordination of
change realisation. Finally, people on the strategic level can be expected to look
at how a proposed change aligns with long-term goals, and what the productor organisation-wide consequences of a change are.
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4.3.2

INTERVIEW DESIGN

The interview instrument contained seven main topics, each of which was associated with one or more open questions. This chapter is only concerned with the
topic of potential issues of impact analysis and change handling. The question
for this topic was (translated from Swedish): “Which potential issues are associated with performing impact analysis?” Note here that we asked about potential
issues rather than actual ones. The reason for this was to avoid limiting the
generalisability of the results by extracting company-specific issues only.
The remaining topics were more qualitative in their nature, and were intended both for providing a context for and for collecting hidden or implicit
knowledge about the issues. We did not intend for the participants to prioritise
during the interviews, as we expected each of them to see only a subset of the
possible issues.
In order to ensure the appropriateness and clarity of the questions, the interview instrument was developed in close cooperation with the company. Furthermore, we performed a pilot interview in order to find inconsistencies and
problems with the interview instrument. The pilot interview resulted in only minor changes to the interview instrument, which lead us to include the interview
in the study.
The interviews were semi-structured, meaning that it was not necessary to
follow the predefined question order strictly, and that the wording of questions
was not seen as crucial for the outcome of the interviews [Robson, 2002]. The
participants could speak rather freely, but we made sure that all questions were
answered in one way or another.
The participants were asked if they would agree to join in a follow-up activity,
where they should prioritise the issues elicited during the interviews. This was
done in order to prepare the participants and increase their commitment towards
the follow-up prioritisation.
A great variety of roles were covered in the interviews, including developer,
tester, technical coordinator, manager (functional, product and project) and
system architect. It should also be noted that the participants in general had
been working at the company for a long time, and were thus familiar with
processes and routines.

4.3.3

RESULTS TRIANGULATION AND FILTERING

A triangulation and filtering scheme was designed in order to get a complete
list of issues. The scheme involved three information sources: (1) the list gener98
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ated in the interviews, (2) qualitative information from the interviews, and (3)
information from the literature.
By using information from all interview topics, it would be possible to extract
both explicit and implicit knowledge about issues. For example, it happened
on several occasions that participants mentioned issues while talking about processes and tools. These issues were specifically tagged and in the triangulation
step merged with the ones explicitly listed. By collecting information from the
literature, we would be able to add issues of which the participants were not
aware.
The filtering part was intended to remove redundancies and inconsistencies
in the issue list by merging similar issues together, and by discarding issues that
were not directly related to impact analysis.

4.3.4

POST-TEST WITH PRIORITISATION

A post-test was designed as a follow-up to the interviews, for two purposes. The
first purpose was to let the participants determine their respective organisational
levels, by stating the distribution of their decisions on the decision levels. Based
on this, it would be possible to deduce their organisational levels. For example,
a participant making mostly strategic decisions would be regarded as belonging
to the strategic organisational level. This scheme was used since, as Aurum and
Wohlin [2003] point out, Anthony’s decision levels are not entirely orthogonal.
The second purpose was to obtain a prioritised list of issues from each participant. The participants should prioritise such that the issue with the highest
priority would be the one most critical to the organisation if it existed, thereby
looking at the issues under the organisational perspective. However, we were
also interested in knowing if the participants would prioritise differently from a
self-perspective. Thus, we let each participant prioritise also from an individual
point of view, assigning high priorities to issues critical to himself or herself if
they existed.
To account for the problem that the first prioritisation of issues could affect
the second (due to maturation), a two group design was used for the posttest, such that half of the participants should prioritise from the organisational
perspective first, and the other half from the self-perspective first.
In the prioritisation, the participants should use the Cumulative Voting (CV)
technique [Leffingwell and Widrig, 1999]. CV works as follows. For each item i
being prioritised, the prioritising
person assigns a weight, wi , such that the sum
Pk
of weights over k items, i=1 wi , equals a constant number, W . The ratio wi /W
corresponds to the importance of item i relative to all other items. Typically,
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the weight sum W is set to 100, as this facilitates both the assignment of weights
and the perception of the relative importance of items. Furthermore, the process
of assigning weights to the items is commonly referred to distributing points or
money (which is why the technique is also called the Hundred-Dollar Test). In
this chapter, item weights are referred to as item priorities. CV is also discussed
in Chapter 8.
To facilitate for the participants, an Excel-based prioritisation tool was created. The tool helped the participants keep track of the sum of weights, and
also gave instant feedback by presenting the resulting list of prioritised issues
after the prioritisation.
Advantages of CV are that it is easy to learn and use, and that the resulting
priorities are on a ratio scale (i.e., it is meaningful to discuss the ratio between
the priorities of two items). Table 4.1 gives an example of how the outcome
of applying CV to a set of five items could look like. In the example, the
relative priorities sum to 100, whereas in the study we used 1 000 due to a
larger number of items (otherwise, the participants would have had to deal with
very small numbers). It can be seen in the example that the person doing this
prioritisation considers item 2 to correspond to 50% of the total importance of
all items, being 10 times as important as item 5.
Item
Item 1
Item 2
Item 3
Item 4
Item
P 5

Priority
10
50
20
15
5
100

Table 4.1: Cumulative Voting example.

4.3.5

WORKSHOP

As mentioned earlier, the workshop was meant to provide a forum where the
participants could discuss the results from the follow-up prioritisation. A second
purpose was to allow the participants to obtain a better understanding of each
other’s views.
As not all the participants could meet at one single occasion, two separate
workshops were arranged instead of only one. Still, less than a third of the
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participants were able to take part in the workshops. The workshop results
were compiled and sent to all participants afterwards, both to spread the results
to those who did not attend, and to merge the results from the two separate
workshops. Furthermore, the participants could in this way control that the
compiled information was correct.
The set of issues and the prioritisation data were not altered in any way due
to the discussions during the workshops. Thus, the low attendance does not
pose a threat to the validity of the study.

4.4

RESULTS

The mapping of participants to the organisational levels (described in Section 4.3.1) resulted in eight participants at the operative level, five at the tactical
level and five at the strategic level. In total, 25 relevant issues could be extracted
from the interview material. We found six issues described in the literature, but
these were already among the 25, which confirms that our 25 issues are indeed
relevant and complete.
All issues can be seen in Table 4.2, labelled from i1 to i25. Note that the
original issues were in Swedish and have been translated into English here. In
the translation, we have strived to keep the main point of each issue.
The 25 issues vary in closeness to impact analysis. For example, some issues
concern change requests, some concern the actual analysis activity, some concern
process details, and others concern the analysis results. This is of course less
than optimal from a prioritisation point of view. The alternative would however
be to divide the issues into groups and prioritise the groups separately, which
would complicate the prioritisation further.
To illustrate the distribution of priorities over issues, Figure 4.1 shows the
box plot for the resulting priorities for the operative level under the individual
perspective. It can be seen that for many issues, the majority of the priorities
are low, while only a few issues have higher peaks. The situation is similar for
the other levels. This is a consequence of using Cumulative Voting with many
items.
Figure 4.2 displays bar charts showing the mean priorities for all issues
(sorted in descending order of importance) under each of the two perspectives.
Error bars showing plus one standard deviation are provided to again illustrate
the distribution of priorities. An interesting feature of the bar chart for the
self-perspective is that the issues with high mean priorities are fewer and more
prominent than the remaining issues. This means that the participants allo101
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cated more points to a smaller set of important issues under the self-perspective
than under the organisational perspective.
When it comes to investigating the agreement (or disagreement) among the
different levels and perspectives, the original data have some characteristics
that complicate visualisation and qualitative interpretation: (1) The Cumulaid
i1
i2
i3
i4
i5
i6
i7
i8
i9
i10
i11
i12
i13
i14
i15
i16
i17
i18
i19
i20
i21
i22
i23
i24
i25

Issue
It is difficult to find resources for performing impact analysis.
There is not enough time to perform impact analysis.
System impact is underestimated or overlooked.
Change requests are unclear.
Responsibility and product/project balance are difficult to handle for
analyses that span several systems.
Analyses are incomplete or delayed.
Analyses require much expertise and experience.
Analyses are too coarse or uncertain.
It is difficult to handle conflicting and synergetic change requests.
Analyses are not prevented from being disregarded.
Existing traceability is manual and cumbersome.
It is difficult to see trends and statistics for collective impact.
Tools to support the analysis are missing.
Affected parties are overlooked.
Analyses are performed by the wrong persons.
Change request decisions are based on interest.
Requirements and baseline are missing for early change requests.
Analyses and change implementation evoke stress.
It is not possible to see the outcome of a change request.
It is difficult to see status and updates for a change request.
Different change request have different levels of complexity, and there
is no single method for handling all levels.
Cheap, short-term solutions win over good, long-term solutions.
Solutions are specified with too much detail by high-level analysts.
Hardware and protocol dependencies are difficult to handle for late
change requests.
Relevant structure and documentation to support the analysis are missing.
Table 4.2: Issues elicited in the interviews.

102

4: Views of Impact Analysis Issues
Operative level, individual perspective
60

50

40

%

30

20

10

0

i1 i2 i3 i4 i5 i6 i7 i8 i9 i10 i11 i12 i13 i14 i15 i16 i17 i18 i19 i20 i21 i22 i23 i24 i25

Figure 4.1: Example of distribution of relative priorities (y axis) for each issue
(x axis), operative level, self-perspective.
tive Voting technique furthers disagreement between two prioritising persons.
Numerically speaking, a disagreement on one issue necessarily leads to a disagreement also on at least one other, since the sum of the relative priorities
assigned to the issues is constant. The practical significance of the furthered
disagreement may not be that large, since two persons could disagree much on
one single issue, and then disagree equally much but very little on the remaining issues which would constitute agreement in practise (e.g., {520, 20, . . . , 20}
vs. {400, 25, . . . , 25} for 25 issues). Still, such a situation is not very likely to
occur, and unless the disagreement is on very few issues, and is closely mirrored
(such that the disagreements cancel each other out), overall disagreement seems
inevitable. (2) Due to the large number of issues, persons might assign non-zero
priorities only to a limited subset of issues. For different persons, these subsets may be of different sizes and even non-overlapping. (3) Because of the low
number of participants within each level, disagreement between two individuals
contribute much to the overall disagreement in the level. It can also be argued
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Organisational

Self

Figure 4.2: Mean priorities (y axis) with error bars for each issue (x axis) under
the two perspectives.
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that with few participants per level, the high level of precision in the priorities
is of limited use anyway.
Given the reasons outlined above, we decided to classify the priorities assigned to issues into importance classes, labelled A to D, to facilitate the qualitative analysis. This is equivalent to looking at the magnitude of importance
rather than just the actual importance. The ultimate purpose of the classification is to increase the ability to visualise and thereby interpret the results
qualitatively. The classes and cutoff limits are described below, where wi denotes the priority of issue i:
A. (wi < 40) With 1 000 points to distribute over 25 issues, the average priority
is 40. We argue that priorities below the average are unimportant. The
only way for a priority to be below average is for another one to be above
average, in which case the prioritising person rejected the former in favour
of the latter.
B. (40 ≤ wi < 100) In terms of importance, this class corresponds to priorities
that are above average, but below 10% of the total importance of all issues.
C. (100 ≤ wi < 200) This class corresponds to priorities that are between 10%
and 20% of the total importance of all issues.
D. (200 ≤ wi ) This class corresponds to priorities that are above 20% of the
total importance of all issues. We argue that priorities in this class signify
high importance.
The limits were chosen to distinguish among the issues, many of which have
priorities that lie in the interval from 0 to 20% importance. The limits may
of course have been chosen differently, but the purpose is not to provide a
model for classification of importance, but rather to be able to compare how
issues were prioritised at the different organisational levels and from the different
perspectives. Classifying the priorities means altering the data, which has a
number of consequences:
• A certain degree of information loss occurs, as ratio-scale data is transformed into ordinal-scale data. However, as we wish to increase the ability to interpret the results, rather than being able to distinguish between
slight variations in the priorities (which can depend on a number of factors,
as pointed out earlier), this is acceptable.
• The amount of agreement on importance among participants becomes
higher as the granularity decreases.
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• Outliers can be kept and be allowed to influence the analysis and conclusions. All outliers are grouped together with high (or low) priorities in
any case. See also Section 4.5.4.
• The non-statistical assessment of disagreement becomes decoupled from
descriptive statistics such as the mean or median. This is beneficial as the
mean is sensitive to outliers, while the median on the other hand might
hide high priorities due to the low number of participants.
Figure 4.3 shows an overview of the importance of issues for each level. For
each issue, a score of importance has been calculated by weighing and summing
the priorities in each class, giving class A a weight of 0, class B a weight of 1,
C a weight of 2, and D a weight of 3. The scores for the tactical and strategic
levels have been scaled up with a factor of 1.6, and rounded to the nearest whole
number, to compensate for the fact that these levels contain five participants
each, whereas the operative level contains eight participants. The issue scores
correlate well with the mean values of the relative priorities assigned through
Cumulative Voting, but by basing the scores on the classes instead, they become
more coherent. The figure only includes those issues that appear among the top
five (which may be more than five issues because of ties in the scores) for any
level and any perspective. In addition to showing the importance of issues, the
figure also provides a comparison of the perspectives for each level. Note that
the data points have been offset slightly in relation to each other to minimise
overlap among the levels, but all scores are whole numbers. In other words,
data points for different levels that are located in the same “grid square” have
the same scores.
Two main conclusions can be drawn from studying Figure 4.3. The first is
the analysis of how the importance of issues differ among the different levels.
The second is the analysis of how the importance of an issue is affected by the
perspective. The significance of the data shown in the figure is discussed in
Section 4.5.2.

4.5

ANALYSIS AND DISCUSSION

In this section, we discuss the analysis of the results presented in the previous
section. Both a quantitative (statistical) and a qualitative analysis have been
performed, the former on the original data and the latter on the classified data.
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Figure 4.3: Importance of issues for each level, and comparison of perspectives.

4.5.1

QUANTITATIVE ANALYSIS

Traditional parametric tests like the t-test and the ANOVA cannot be applied
to the original data since the normality assumptions are not valid for these data.
Non-parametric tests like the Wilcoxon signed rank test are also problematic
due to the large number of ties in the ranked data [see Sheskin, 2004] that follow
from a large number of zeros or equal priorities (it can be expected that people
are inclined to put 50–50–50 rather than 49–50–51 on three issues of similar
importance).
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The coefficient of variation (CV), defined as the ratio of the standard deviation to the mean, can be used as a measure of disagreement [Regnell et al.,
2000a], in that a high CV would be an indicator of disagreement. However, a
mean value close to zero inflates the measure, thereby limiting its usefulness.
For example, if a number of priorities for an issue are zero or close to zero, their
mean will be close to zero. This would result in a high CV, though it can be
argued that the agreement on the unimportance of the issues is high. To make
the metric useful, it would have to be judged along with the median, the mean,
or preferably both. Furthermore, CV is a univariate test, whereas a multivariate
test should be used here.
We first look at the internal agreement in each perspective; it can be expected
that participants agree more under the organisational perspective than under
the self-perspective. In order to test this, a multivariate measure of dissimilarity
should be used. For the constant-sum data resulting from the prioritisations,
an appropriate measure is the Chi-square statistic. Suppose that the responses
of participant i ∈ {1, . . . , 18} under the perspective P ∈ {O, S} (organisational
and self) is:
(P )

(P )

(P )

(pi1 , . . . , pi25 ), pik ≥ 0,

X

(P )

pik = 1000

(4.1)

k

Then, the dissimilarity of participants i and j is measured as follows under
any of the two perspectives:

C(i,j) =

q
(P )
(χ2 )ij

=

v
u
)
(P )
uX p(P ) − E(p(P ) ) X p(P
jk − E(pjk )
ik
ik
t
+
(P )
(P )
E(pik )
E(pjk )
k
k

(P )

(4.2)

where
(P )

(P )

(P )

E(pik ) = E(pjk ) =

(P )

pik + pjk
2

(4.3)

Note that the summation in Equation 4.2 is performed for all issues k ∈
(P )
(P )
{1, . . . , 25} that have pik + pjk 6= 0. The two dissimilarity matrices for each of
the perspectives are provided with rounded values in Table 4.3 as a combined
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matrix. The values in the lower triangular part of the matrix are the distances
between the participants under the self-perspective, while the values in the
upper triangular part are the distances under the organisational perspective.
The diagonal contains the distances of the answers of each of the participants
under the two perspectives.
It can be observed in Table 4.3 that there is no apparent trend in the distances between participants—some of them are almost the same under the two
perspectives (i.e., the participants differ equally much irrespective of perspective), while others differ quite much. Figure 4.4 shows box plots and descriptive
statistics for the two distributions of distances.
The question is how to test if there is a difference in the agreement of the

Organisational perspective

Self-perspective

1
1 19
2 33
3 37
4 38
5 33
6 35
7 25
8 34
9 37
10 34
11 29
12 38
13 44
14 36
15 42
16 36
17 34
18 38

2

3

4

5

6

7

8

9 10 11 12 13 14 15 16 17 18

34 31 36 40 37 27 41 39 34 33 42 27 32 43 26 27 37
34
35
40
34
33
30
35
33
41
32
39
37
38
39
38
37
36

36
30
32
37
30
27
39
30
33
36
35
28
23
33
32
40
28

34
28
22
32
26
33
40
39
35
38
45
37
37
37
34
42
30

39
30
33
33
36
30
31
39
40
37
45
37
37
36
32
41
29

34
34
29
41
19
32
41
36
36
35
42
37
37
37
34
41
33

31
20
30
36
32
15
34
34
35
29
33
36
29
35
27
34
32

41
35
38
32
35
34
35
45
45
34
35
42
42
41
42
43
35

39
37
34
40
42
36
45
17
34
45
42
38
27
37
37
41
34

35
32
34
36
38
31
42
30
29
32
43
45
34
41
38
38
33

34
27
22
35
27
21
34
36
32
30
35
45
41
45
39
37
38

37
38
39
42
39
35
39
39
40
30
22
39
41
42
37
39
41

31
29
29
35
35
27
43
32
28
32
40
33
32
27
32
43
32

31
23
22
32
30
22
36
33
27
23
37
25
21
27
28
39
32

45
40
39
37
45
41
37
45
45
40
45
43
43
33
24
43
35

32
22
24
36
31
20
35
39
33
19
34
28
24
39
22
41
33

35
34
32
38
31
26
33
39
33
26
43
34
31
40
29
31
41

41
29
25
27
36
32
34
38
36
27
37
31
27
40
28
35
0

Table 4.3: Distances of participants per perspective, using the χ2 dissimilarity
measure.
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Organisational

Perspective
Organisational
Self

min
19
23

Self

mean
34
36

median
34
36

st.dev
6
5

max
45
45

Figure 4.4: The distribution of distances between participants in the two perspectives, box plots and descriptive statistics.
two perspectives. If we consider all the distances of both perspectives as pairs
and use some statistical test, then the assumption that the observations used for
the test are independent is violated (since, for example, the distance between
participants 1 and 2 is not independent from 1 and 3). However, if we choose
to ignore this assumption, the paired t-test shows a significant difference (p <
0.001) between the perspectives, which is confirmed by the Wilcoxon test (p <
0.001). Also, in 91 out of 153 cases the distance between two participants is
greater under the self-perspective than under the organisational perspective.
All of the above results indicate that the disagreement tends to grow under
the self-perspective. It should be noted that the square of each distance can be
used to test if any two of the vectors obtained from the participants come from
the same distribution. The smallest square from the two triangular parts in
Table 4.3 (excluding the diagonal) is 192 = 361, while the 95% critical value of
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Self

the Chi-square statistic is 36.42 for 24 degrees of freedom. This in practice means
that for any two participants, their disagreement is statistically significant in
both perspectives. It is also useful to observe the diagonal of Table 4.3 where we
can see large disagreement of the answers of each participant separately. Only
participant 18 prioritised exactly the same under both perspectives. All the
others give significantly different answers (the smallest diagonal square value is
152 = 225).
Next, we consider the correlation between the two distance matrices. Figure 4.5 presents a scatter plot of the distances, which shows a clear positive
correlation between the perspectives. If we again ignore the independence assumption and compute the correlation coefficients, we find that Pearson’s is
0.366, Kendall’s is 0.254 and Spearman’s is 0.355. All three show a significant
correlation (p < 0.001).
In order to test the correlation of the two matrices with a more valid test

Organisational

Figure 4.5: Correlation between the distances under the two perspectives.
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which overcomes the assumption of dependence, we use the Mantel test which is
especially designed for testing the null hypothesis that two distance matrices of
the same cases are independent [Mantel, 1967]. The test is based on one of the
usual correlation coefficients (e.g., Pearson’s) but uses for the computation of the
significance a randomisation technique to permute the rows and columns of one
of the distance matrices a large number of times. For the two distance matrices,
the application of 10 000 permutations resulted in p = 0.0031, showing that the
correlation is significant (see Figure 4.6). For the application of the Mantel test,
the Splus function mantel.fcn() was used, provided by J. Reynolds [Reynolds,
2001].
As a conclusion of all the above we can say that:
• There is a large amount of disagreement between all the participants under
both perspectives,
• the disagreement on average grows under the self-perspective, and

1.5
1.0
0.0

0.5

# of permutations

2.0

2.5

Approx. Null Dist. of Standardized Mantel statistic

-0.4

-0.2

0.0

0.2

0.4

0.6

r
Observed r= 0.366 : Upper Tail p-value= 0.0031 : 10000 permutations

Figure 4.6: Results of the Mantel test for the two distance matrices.
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• the disagreement in both perspectives are significantly positively correlated.
The third bullet is important as it means that the disagreement of participants under the organisational perspective is not independent of the disagreement under the self-perspective.
It is interesting to search further for the reason behind the observed disagreement growth in the self-perspective. We can see from Table 4.4 and Figure 4.7
that this is partly due to the growth in the strategic level where the difference
is the only significant one (paired t-test gives p = 0.010 and Wilcoxon gives
p = 0.013).
Group
Org., O
T
S
Self, O
T
S

N
28
10
10
28
10
10

min
19.88
23.54
28.30
24.67
24.08
32.12

mean
33.85
33.57
34.00
33.58
34.29
39.65

med.
34.13
32.70
32.27
33.65
33.78
40.42

st.dev
4.75
6.80
4.46
3.94
6.55
4.80

max
40.83
42.54
40.00
40.58
42.56
44.72

Table 4.4: Descriptive statistics for the distances in the three levels under each
perspective.
Moreover, we have looked at the correlation between the perspectives for
each issue. The non-parametric Spearman correlation coefficient was used for
this purpose. Table 4.5 displays the results only for the issues with significant
correlations at the 0.10 level.
ρ
Sig.
ρ
Sig.

i5
.470
.049
i15
.584
.011

i6
.450
.061
i18
.677
.002

i8
.500
.035
i20
.467
.051

i9
.431
.074
i22
.721
.001

i10
.697
.001
i23
.845
.000

i11
.474
.047
i24
.666
.003

i14
.742
.000
i25
.578
.012

Table 4.5: Spearman’s rho and significance for issues with significant correlation
between perspectives.
The significant correlation of certain issues shows that the ranking attitude of the participants towards these issues is not changing under the different
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Figure 4.7: The distribution of distances for the three levels under each perspective.
perspective. For example, those who allocate high amounts to i23 under the
organisational perspective, tend to do the same under the self-perspective. This
result is in accordance to the previous analysis where the dependence of the two
perspectives was shown in terms of the agreement.

4.5.2

QUALITATIVE ANALYSIS

The qualitative analysis is based on the arrangement of priorities into importance classes as discussed in Section 4.4, and only on those issues that are shown
in Figure 4.3. We first discuss how issue importance is affected by the organisational level (research question RQ1), then how it is affected by the perspective
(RQ2). Thereafter, we discuss issues of general importance, and possible improvements for these (RQ3).
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4.5.2.1

LEVEL DIFFERENCES

The issues with high disagreement among organisational levels are those for
which the data points are far apart in Figure 4.3. Note that this definition of
level disagreement also takes into account disagreement between perspectives;
two levels are said to disagree if an issue is important under one perspective
for the first level, but under the other perspective for the second level. The
perimeter of the triangle defined by the level data points can be used as a
measure of the overall disagreement among the levels for a particular issue;
the term perimeter distance is used onwards. The perimeter distance (Dk ) for
issue k corresponds to the sum of the Euclidean distances between each pair of
issue data points. Let X = {O, T, S} be the set of organisational levels, and
Y = {(a, b) ∈ X × X|a 6= b}, then:

Dk =

1
2

X

q

(L)

(M )

(L)

(M )

(qks − qks )2 + (qko − qko )2

(4.4)

(L,M )∈Y

where qks is the score of issue k under the self-perspective, and qko is the score
under the organisational perspective. The division by 2 must be performed since
each pair of levels occurs twice in Y . The five issues with the largest perimeter
disagreement are listed in Table 4.6 and discussed below:
• Issue i14 is most important at the tactical level, but also to some degree
at the operative level. Its importance at the tactical level most likely
stems from the fact that resources, coordination, and planning are important factors to take into consideration at this level, all of which may be
disturbed by the omission of some party in the analysis. At the operative
level, we believe that the importance comes from the fact that the omission of a party in the analysis can result in solutions that are less than
optimal and/or not general enough.
• Issue i6 is most important at the strategic level. The reason for this
may be that the effects are longer change request lead times and possibly
decisions made on loose terms. In the end, this may affect the end product negatively (in terms of feature set). Note that the difference among
levels lies mainly in the organisational perspective; the spread for the selfperspective is much less.
• Issue i19 is most important at the tactical level. A possible explanation for this is that follow-up on estimates can be used to improve future
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planning, the ability of which is inhibited by this issue. The difference
lies almost only in the self-perspective, while all levels agree on a low
importance from the organisational perspective.
• Issue i22 is most important at the operative level. It is reasonable to
believe that short-term solutions generate re-work and overhead later on
(as they, by definition, are not designed to last), and that this has to be
dealt with by people at the operative level. The difference among the
levels comes mainly from the self-perspective.
• Issue i4 is also most important at the operative level. While unclear
change requests eventually will be handled, they cause annoyance, especially for those at the operative level who will implement the changes.

Issue
i14
i6
i19
i22
i4

Operative
org. self
12
10
6
4
4
0
11
13
4
15

Tactical
org. self
16
16
8
6
2
11
8
3
8
5

Strategic
org. self
5
5
19
8
2
0
5
6
5
5

Dk
31.4
27.6
24.2
23.9
23.8

Table 4.6: Top five issues based on perimeter disagreement (Dk ), including
(scaled) scores for each level and perspective.
A pattern can be discerned in the list above. The issues that are most
important at the operative level are related to the realisation of a change or
the solution for a requested change. The issues most important at the tactical
level are related to project and planning. Finally, the issue most important at
the strategic level is related to process and end product. This is in line with
what can be expected in terms of how the organisational levels are defined.
An interesting observation is also that when the level difference is due to a
perspective difference (issues i6, i19, and i22), the strategic level stands out
because of the organisational perspective, whereas the other levels stand out
because of the self-perspective.
4.5.2.2

PERSPECTIVE DIFFERENCES

In Figure 4.3, issues on the line y = x are equally important under both the
organisational perspective and the self-perspective. The farther away from this
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line an issue is, the larger the difference is between its score for the organisational
perspective and its score for the self-perspective. Initially, we expected the
perspectives to differ quite much for two reasons. First, we believed that the fact
that people have personal agendas should result in a prioritisation where a few
issues were given high weights from the self-perspective (as, in fact, Figure 4.2
indicates). Second, and related, we argued that certain issues ought to be more
germane to the organisational perspective and some to the self-perspective. The
quantitative analysis presented in Section 4.5.1 supports our expectations, but it
can be seen in Figure 4.3 that many issues are close to the y = x line irrespective
of organisational level. This indicates that the perspectives in many cases are
not distinguishing, if we consider the classified priorities. Table 4.7 shows for
each level the two issues (three for the tactical level because of ties) with largest
difference between the perspective scores. The cutoff is chosen here for the sake
of brevity. The differences are discussed below.
Operative
i4 (self)
i16 (org.)

Tactical
i19 (self)
i22 (org.), i2 (self)

Strategic
i6 (org.)
i11 (org.)

Table 4.7: The issues with largest differences between perspective scores, for
each level (dominating perspective within parentheses).

• Operative level, issue i4: this issue is seen as very important from the
self-perspective, but not so much from the organisational perspective.
We believe this is because, as noted above, unclear change requests will
eventually be dealt with, but they hamper the activity of analysing the
impact of a change, generating additional work and consuming time.
• Operative level, issue i16: this issue is seen as more important from the
organisational perspective, most likely because this means that decisions are not in line with what is best for the organisation, whereas the
realisation of a change is indifferent to the reason for its inclusion (from a
technical point of view).
• Tactical level, issue i19: this issue is more important from the selfperspective. This indicates that the organisation does not suffer from
the inability to do follow-ups; given skilled staff, the change is properly
dealt with in any case. Note that for a small organisation, the situation
could be different.
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• Tactical level, issue i22: this issue is more important from the organisational perspective. It is likely that this is because the short-term
solutions will have to be replaced later on, thus causing planning problems, additional required resources, etc.
• Tactical level, issue i2: this issue is more important from the selfperspective. People on the tactical level need to balance many factors
regarding resources, tasks, and time constraints. A high normal workload
leaves little room for analysing proposed changes.
• Strategic level, issue i6: this issue is most important from the organisational perspective. It is most likely so, that the organisation as a
whole suffers from negative end product effects (as discussed previously),
whereas individuals manage to do their work anyway.
• Strategic level, issue i11: this issue is most important from the organisational perspective (but notably less important than issue i6). A
reason for this can be that when it is difficult to ensure traceability, the
level of transparency decreases, and so also the ability to check that all
development is in line with the goals of the organisation.
The pattern here is that the issues most important from the organisational
perspective concern process, project, or end-product aspects, whereas the issues
most important from the self-perspective rather concern the execution of the
analysis task, and/or the realisation of a change.
4.5.2.3

OVERALL IMPORTANCE

Intuitively, considering Figure 4.3, an issue has high overall importance if the
points for all levels lie in the upper right corner of the chart, and close to the
y = x line. Then, participants on all levels agree on the (high) importance of
the issue, and do so irrespective of perspective. However, it can also be argued
that an issue is important to take care of if it is of high importance on any level,
from any perspective. This reasoning can be used to divide issues into priority
classes. Issues of high priority are the ones that have high overall importance,
whereas issues of medium priority are the ones that have high importance for
at least one group.
We have done this division as follows. The overall score of issue k ∈
{1, . . . , 25} is the average distance from the origin to the issue data point (Figure 4.3) over all levels L ∈ {O, T, S} (operative, tactical, and strategic):
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Qk =

1X
3

q

(L)

(L)

(qks )2 + (qko )2

(4.5)

L

where qks is the score of issue k under the self-perspective, and qko is the
score under the organisational perspective. The summation is over all three
levels.
The cutoff limit for the selection of high-priority issues was set to Qk > 10.
This limit was chosen in order to include an issue so important that more than
five out of eight∗ of the priorities are in class C (the class weights are discussed
in Section 4.4) and the remaining in class A (e.g., 6 × 2 + 2 × 0 = 12). Of course,
there are other sets of priorities equivalent to that situation. For example, an
issue with three class D priorities, two class B priorities, and three class A
priorities would also be included (3 × 3 + 2 × 1 + 3 × 0 = 11). Because of the way
the class weights relate to each other, we might see some peculiar priority sets
that make it over the limit, but we reckon that the limit makes sense in most
cases.
Using similar reasoning, medium-priority issues are considered to be those
that have a score of more than 15 for at least one of the levels under at least one
of the perspectives (i.e., max(qks , qko ) > 15 for any level). This cutoff limit was
set higher, as this criterion is more inclusive than the one for determining highpriority issues. This limit was chosen in order to include an issue so important
that more than five out of eight of the priorities are in class D and the remaining
in class A (e.g., 6 × 3 + 2 × 0 = 18), or with a set of priorities equivalent to that
situation.
Based on the division just described, the high-priority issues are i1 and
i3, while the sole medium-priority issue is i6 (also note that i6 is the only
of these issues that has surfaced in the previous discussions about differences,
showing that it indeed is of local importance). It can be seen that the highpriority issues are concerned with the execution of the analysis task and the
result of the analysis, respectively, which arguably are fundamental aspect of
the change management process. The medium-priority issue is concerned with
both of these aspects. This result indicates a need for support in the process, in
order to alleviate the effort of dealing with and analysing changes, and thereby
increasing the likelihood of a good result.
A goal of process improvement must necessarily be to address as many issues
as possible. However, seeing to the cost aspects, it is of course more optimal to
∗

After scaling the scores, all levels can be said to contain eight participants.
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focus on issues that are of overall high criticality. Having said that, it is important to note that addressing an issue has a positive effect on people experiencing
the issue, regardless of the criticality they have assigned to it. Differentiating
between levels and perspectives is a way to make more informed decisions about
which issues to deal with first.
For medium-priority issues, there is the question of determining which perspective and/or level to satisfy (in terms of trying to address the issue) first.
For example, addressing issues important under the organisational perspective
is of course in the best interest of the organisation, while addressing issues
important under the self-perspective should facilitate the daily work of the individual software developers. As we see it, the selection of issues to try to address
should include both criticality and cost. Three aspects of dealing with issues
are important:
1. Focus on issues that have high criticality, in particular high-priority ones.
2. Also focus on issues that can be addressed in inexpensive ways.
3. Finally, consider improvements that affect as many issues as possible (discussed later).
We believe that decisions based on perspective and/or level are specific for
the particular situation and context, and we do not feel confident in speculating
about how these aspects should be handled.

4.5.3

IMPROVEMENT PROPOSALS

During the workshops, a number of possible improvements to help address the
issues at hand were discussed. These improvements are presented in this section.
It is of course desirable to select those improvements that can address as many
issues as possible at the same time, to a reasonable cost. As many of the issues
are related in one way or another (e.g., i3 and i14 both have to do with missed
impact, albeit of different types), improvements are likely to have multi-issue
impact. However, a multi-issue improvement may be very expensive, in which
case other, possibly narrower, improvements have to be considered instead.
The following list shows the improvements that were identified during the
workshops:
S1 Limit the number of outstanding change requests at any time and use a
selection process for taking in change requests.
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S2 Introduce different ways of handling different types of change requests.
For example, use different change request “tracks” (e.g., based on change
request priority).
S3 Involve the design organisation more in the requirements specification
work to avoid change requests related to requirements problems.
S4 Plan early for the fact that there will be many change requests in the
project.
S5 Introduce a database for storing old impact analysis results to be used as
a knowledge base for future analyses.
S6 Introduce meetings where different development teams and sub-projects
discuss joint impact analysis efforts.
S7 Involve the support organisation more in the impact analysis work to
ensure focus on post-delivery aspects.
S8 Missionise the target architecture more within the project to make sure
that everyone knows about it.
S9 Introduce tool and method support (such as checklists) to help individuals
perform better and more robust analyses.
S10 Act more towards the customer—meet the customer more often to discuss
solutions. Listen to several customers instead of only one to avoid solutions
that just a few need/want.
S11 Anchor release intent in the design organisation to make sure that decisions
go towards a common goal.
S12 Do not allow change requests late in the project (close the change control
board as early as possible).
Each improvement was subsequently mapped to one or more issues. Put
differently, an improvement package was formed for each issue, and most improvements were shared among several packages. Table 4.8 shows the mapping
between the issues that are of high overall importance and the improvement
proposals (S10–S12 are excluded as they do not map to any of the issues shown
in the table). An x in a cell means that the improvement in the current column should be effective in addressing the issue in the current row. It should be
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Issue
i1
i3
i6

S1
x

S2
x

x

x

S3
x

S4
x
x

S5

S6

S7

S8

S9

x
x

x

x

x

x
x

Table 4.8: Mapping from identified improvements to high- (top) and mediumpriority (bottom) issues.
noted that the mapping of improvements to issues mainly took place during the
workshops, although it was reviewed and in some cases completed afterwards.
As pointed out, improvements affecting several issues should be favoured
over more localised improvements. Thus, improvements S1, S2, S4, S5, and
S9, which all affect two issues, are good candidates for a process improvement
programme. Of course, one single improvement is unlikely to completely resolve
an issue—it is better to use a combination of multiple improvements.
In addition to the ones presented above, a number of improvements were
tailored specifically for the studied company. As these are not generic, they
have been left out here.

4.5.4

TREATMENT OF OUTLIERS

A participant who has prioritised completely different than other participants,
for example by giving extremely high weights to certain issues, could be seen
as an outlier. Outliers disturb statistical measures, such as the mean value,
and may have severe impact on statistical tests. Figure 4.1 illustrates some
of the data from the prioritisations, including outliers, for the sake of showing
the distribution of priorities. The classification of priorities into importance
levels allowed us to retain the importance of the outliers, while reducing their
extremeness to normal levels.
We argue that dealing with outliers is of particular importance when the
data consists of measurements of performance or effort, in which case outliers
could be seen as the result of measurement or sampling problems. In our case,
however, each data point is a subjective opinion, meaning that removing outliers
would disqualify uncommon opinions. A way of dealing with outliers resulting
from uncommon or extreme opinions is to go back to the source and discuss
the reason behind the outlier. This approach has, however, not been pursued
in this study.
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4.5.5

THREATS TO VALIDITY

Two general arguments against the threats discussed here are: (a) the research is
mainly exploratory in the sense that it contributes in understanding how experts
tend to prioritise IA issues, and (b) the data are not responses from randomly
selected individuals but from responsible experts interested in research and are
for this reason invaluable.
4.5.5.1

EXTERNAL VALIDITY

The small sample size and the fact that we sampled based on convenience are
threats, as the participants may not have been representative for the population.
However, as the participants were selected mainly based on recommendations
by several persons, we believe they were good representatives both of their roles
and of professional software developers in general. Furthermore, the fact that we
focused on potential issues rather than actual ones should increase the external
validity. Also, the participants covered all issues from the literature, which
indicates that their views of impact analysis were not company specific. These
threats affect the internal validity as well.
4.5.5.2

INTERNAL VALIDITY

A threat is maturation, in our case that the first prioritisation of issues could
have affected how the same issues were prioritised a second time (although from
a different perspective). To counter this threat, we used a two-group design
where participants did the prioritisations in different order (see Section 4.3.4).
Another threat is instrumentation, which means that the instruments used
in the study could have been badly designed. This threat affects conclusion validity as well, and possibly construct validity. We believe the threat is reduced
due to the facts that we conducted a pilot interview to test the interview instrument (see Section 4.3.2), and that the prioritisation tool (see Section 4.3.4)
was designed to alleviate the prioritisation effort of the participants as much as
possible.
4.5.5.3

CONSTRUCT VALIDITY

A threat is that the participants may not have had the desired mind set when
prioritising issues. As stated in Section 4.3.4, we asked the participants to
prioritise as if the issues currently were not present, but we could not verify if
they adhered to our request.
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Another threat is that the participants may not have been entirely neutral
when prioritising under the organisational perspective. This argument is supported by the finding that there is a correlation between the perspectives. It is
probably difficult to push the self-perspective aside, so there is a risk that this
perspective (here, we refer to state of mind rather than prioritisation because,
as noted before, we used a two-group design to avoid maturation) has coloured
the organisational perspective in the prioritisations. A solution for reducing this
threat would have been to let some participants prioritise under one perspective
only, and the others under the other perspective only. However, we chose not
to do this due to the small sample size.
4.5.5.4

CONCLUSION VALIDITY

A threat is that the participants may have been disturbed when doing the
prioritisation. As they prioritised individually in their work place, we could not
control this threat. We do not believe it to be very significant, though.
Another threat is the selection of limits (cutoff values) in the classification
of priorities, weighing of classes, and identification of top issues. We do not
claim that our choices are optimal, but it should be noted that the purpose of
this chapter is not to provide a specific truth about the absolute importance
of issues, but rather to study the issues relative to each other. Thus, we claim
that the results and analyses presented are valid with respect to the research
questions.

4.6

CONCLUSIONS

In this chapter, we have presented results from a study where impact analysis
issues were prioritised by software professionals at three different organisational
levels (operative, tactical, and strategic) and under two different perspectives
(organisational and self ). The organisational perspective was used to learn
about which issues were critical for the organisation, while the self-perspective
was used to learn about issues critical for the software professionals themselves.
The following paragraphs discuss the research questions posed in Section 4.1.
RQ1: How does the organisational level affect one’s assessment of
importance of IA issues? From the point of view of organisational levels,
we have discussed a number of issues for which there is disagreement among
the levels on importance. While the data are not enough to provide statistical
evidence of the cause for disagreement, it appears as if the important issues
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for a particular level are those that can be expected based on how the level is
defined. At the operative level, which is concerned with realising the project
according to plan, important issues are related to the realisation of a change,
or the chosen solution. At the tactical level, which is concerned with planning
of time and resources, important issues are related to project and planning
aspects. Finally, at the strategic level, which addresses long-term goals and
product aspects, important issues are related to process and product quality.
We have also found that when the level difference depends on a perspective
difference, the strategic level differs because of an organisational focus, whereas
the operative and tactical levels differ because of a self-focus.
RQ2: What difference does the perspective make in determining
the relative importance of IA issues? We have seen that the characteristics of an issue seem to affect how it is prioritised from the two different
perspectives—issues that are most important from the organisational perspective typically concern process, project, or end-product aspects, and thus are
more holistic in their nature. On the other hand, issues most important from
the self-perspective rather concern the execution of the analysis task, and/or the
realisation of a change. These issues are of more local nature. A finding is that
the participants focused more on fewer issues under the self-perspective than
under the organisational perspective. The statistical analysis shows that the
agreement among participants within the organisational perspective is larger
than within the self-perspective; however, it also reveals that the participants
disagree with each other regardless of perspective. The disagreement within perspectives are positively correlated, meaning that the organisational perspective
is not free from disagreement originating in the self-perspective. We conclude
that personal opinions and attitudes cannot easily be disregarded from.
RQ3: Which are important IA issues, and how are these addressed
in software process improvement? In comparing the perspectives and the
levels, we visualised the differences in a way that allowed us to discuss two
classes of issues: high-priority and medium-priority. The priority classes can
serve as a means to optimising a process improvement effort, as focus should be
put mainly on the high-priority issues. These are issues that have overall high
importance (criticality), and addressing them would benefit a large group of
people. Medium-priority issues are important at least at some level, under some
perspective. Addressing them is beneficial for a smaller group of people, but it
does nevertheless make a difference. All issues found to have high or medium
priority concern the execution of the analysis task or the outcome thereof: it
is difficult to find resources for performing impact analysis, system impact is
underestimated or overlooked, and analyses are incomplete or delayed. This is
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not surprising, as these are fundamental aspects of the change management
process.
A number of improvements for addressing the most important issues have
been proposed. Each of the following five affects two out of three of the highand medium-priority issues, and can therefore be considered highly relevant:
1. Limit the number of outstanding change requests at any time and use a
selection process for taking in change requests.
2. Introduce different ways of handling different types of change requests.
For example, use different change request “tracks” (e.g., based on change
request priority).
3. Plan early for the fact that there will be many change requests in the
project.
4. Introduce a database for storing old impact analysis results to be used as
a knowledge base for future analyses.
5. Introduce tool and method support (such as checklists) to help individuals
perform better and more robust analyses.
In an improvement effort, these improvements should be combined, although
the cost aspect needs to be taken into consideration, to maximise the outcome
with respect to addressing existing issues. The issues and improvements presented in this chapter are of generic nature, and should apply to other companies
than the studied one. Thus, they could be used in future research about impact
analysis as a change management activity.
In summary, we want to highlight the following two points:
(1) Studying issues from multiple perspectives and levels is rewarding and
entails certain benefits from a process improvement point of view. To answer two
of our research questions, we have found that both level (RQ1) and perspective
(RQ2) affect the assessment of importance of impact analysis issues.
(2) The most important issues (RQ3) concern fundamental aspects of impact analysis and its execution. This underlines that impact analysis needs
to be addressed as a crucial activity in the change management process. More
specifically, it is imperative to realise that processes need to not only enforce the
existence of proper impact analysis, but also to prescribe how impact analysis
should be carried out in order to achieve satisfactory and timely results.
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Chapter 5

Checklist Support in the
Change Control Process
As noted in Chapter 1, impact analysis is performed in the change control process, in which change requests are used as a formal instrument to control changes
to a software system. A change request undergoes analysis prior to its approval
or disapproval. In this chapter, we discuss change request analysis, which we see
as the totality of all evaluative aspects of the change control process. In other
words, it encompasses screening of and discussions about a change request, but
also the impact analysis activities. It should be noted that impact analysis
that takes place as part of change request analysis differs in characteristics from
impact analysis made before implementing the change. More specifically, the
objective is as mentioned to be able to make a decision about the approval or
disapproval of the change, and the granularity of impact analysis only needs to
be fine enough to allow this. Before implementing a change, on the other hand,
the impact analysis needs to be more detailed in order to take into account system impact and possible ripple effects of the change [Bohner and Arnold, 1996].
These two levels of impact analysis were introduced in Section 1.3.4, termed
decision-targeted and realisation-targeted, respectively.
One of the improvement proposals put forward in Chapter 4 was to introduce
tool support to help individuals perform impact analysis, and an example of such
support is checklists. This chapter provides the following:
• The design of an approach used for adapting a set of generic checklists
(intended for analysing a proposed change) to suit the specific use context.
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• The characteristics of a checklist-based process support instrument, which
is the outcome of the aforementioned adaptation in the context of the
change control process at Ericsson.
• The design and execution of a process evaluation targeted at the change
control process.
• Some results which, pending further investigation and evaluation, should
be seen as preliminary.
The adapted process support instrument (henceforth abbreviated PSI ) comprises a number of checklists, each containing items that are relevant for the sake
of controlling and analysing a change request. Our basic expectation is that the
use of the PSI leads to increased process efficiency, as it supports its users in
making informed decisions.
According to Hales and Pronovost [2006], who report on the successful use
of checklists in fields such as aviation, product manufacturing, and critical care,
the main purpose of using checklists is to reduce errors or to increase adherence
to standards. Their view is that checklists are an important cognitive aid—more
formal than Post-It notes but less formal than a defined protocol—that can provide guidance to the user and thereby improve the outcome or performance of
the activity. While the use of checklists is common in the field of software inspections, studies have reported discouraging results as to their usefulness when
looking for defects [see Porter and Votta, 1994; Thelin et al., 2003]. However,
we see inspection with the goal of defect detection as different from using a
checklist to reduce errors in performing an activity, whereby the latter is the
scope of this chapter. In other words, we do believe that checklists can provide
good process support.
The chapter is organised as follows. Section 5.1 presents the study background, including research context and related work. The design of the approach
for checklist adaptation is described in Section 5.2, together with the evaluation
design. Thereafter, the outcome of the adaptation in our case (i.e., characteristics of the PSI) as well as preliminary results from the evaluation are presented
in Section 5.3. Section 5.4 contains a brief discussion of the implications of the
results, together with some notes on industrial adoption and threats to validity.
Finally, Section 5.5 summarises the chapter and presents conclusions.
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5.1

BACKGROUND

This section describes the background of the study. We present the research
context for the study, as well as relevant related work. We also discuss the roles
in the change control process, previous work, and aspects of using checklists for
process support.

5.1.1

RESEARCH CONTEXT AND OBJECTIVE

Development projects at Ericsson have historically been long and have therefore
been exposed to a large number of change requests. In order to deal with such
a situation, it is imperative that the change control process functions efficiently
and as intended. The overall goal of the research presented here has been to
provide a lightweight means of supporting the change control process. This goal
has been broken down to the following two research questions:
• RQ1: Is checklist-based process support an effective way of improving the
change control process?
• RQ2: How can we measure the efficiency of the change control process in
a lightweight manner?
RQ1 stems from the fact that we see checklists as a lightweight means of
providing process support (see Section 5.1.5). RQ2 was formulated since it
is helpful to know the current state of the process when introducing process
support.

5.1.2

RELATED WORK

Ramzan and Ikram [2005] discuss decision-making in requirements change management, and stress the importance of making informed decisions. They argue
that the existence of relevant information, such as stakeholders affected by a
change, cost versus benefit, and associated risks, is crucial when making firmly
based decisions. Our standpoint is that a checklist can help the user taking into
account different types of relevant information.
Wiegers [1999] provides a set of checklists for supporting the analysis of
change impact. His checklists are meant to be further customised when used
(which is what we have done and describe in this chapter). Like Wiegers, Hass
[2002] promotes the use of checklists for doing impact analysis (the term she uses
is consequence analysis), and presents a customisation of Wiegers’ checklists.
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Keil et al. [2006] study the use of checklists for risk identification. From their
perspective, the purpose of a checklist is to allow the user to identify more risks
and make better decisions regarding project continuation. One of their findings
is that the use of checklists do lead to more risks found, and they argue that
checklists may increase the user’s sensitivity to risks (and thereby likelihood of
finding risks).
Brykczynski [1999] performed a survey of 117 checklists∗ for software inspection, including not only ones suitable for finding defects, but also ones meant
for more general review. Among other things, he argues that checklists for noncode work products tend to be general in nature and should focus on consistency,
correctness and completeness.
Despite the fact that checklists in software inspection are common, some
studies report that using checklists is not the best means for finding defects.
Thelin et al. [2003], for example, have compared usage-based and checklistbased reading, and found usage-based reading to be superior over checklistbased reading with respect to finding faults. Porter and Votta [1994] compared
three methods for finding defects in software requirements specifications, and
found that the checklist method was outperformed by the other two (ad hoc and
scenario). As we see the use of checklists for finding defects as different from
what we have done in this study, we do not consider the otherwise discouraging
results from the software inspection field to be an inhibitor.
Impact analysis is often a manual activity, carried out through interviews
with knowledgeable developers (see Chapter 3). However, it is also possible to
use more systematic methods such as consulting design documentation, using
slicing techniques, and performing dependency and/or traceability analysis. As
mentioned in the introduction, the work behind this chapter is concerned with
the entire process of controlling a change request, rather than only the impact
analysis activity. Thus, impact analysis methods or techniques, such as the
ones mentioned, can be used in conjunction with checklists in order to obtain
the information necessary to “check off” items in the checklists.
The distinction between the two stages of impact analysis discussed in the
introduction is also made by El Emam et al. [1997]. They distinguish between
problem-oriented preliminary analysis, the purpose of which is to identify solutions based on which the appropriate board can approve (or disapprove) the
change request, and detailed change analysis, the purpose of which is to identify
all necessary modifications resulting from the change.

∗

None of these were intended for change requests, though.
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5.1.3

CHANGE CONTROL PROCESS

A generic change control process is described in Section 1.1.2 (see also the
framework described in Section 3.2), and the one used by Ericsson is described
in Section 1.4. A number of process roles are defined at Ericsson. The CR issuer, who can be anyone, writes the change request initially. The change request
is submitted to the CR receiver (corresponding to Leon’s Configuration Management Officer (CMO) role [Leon, 2000]), who works tightly in the screening
stage to ensure the validity of the change request. The CR analyser (of which
there typically are several) is responsible for coordinating the analysis of the
change request. The implementation responsible is responsible for taking care
of the change request after it has been accepted (this person is not the one who
implements the change, but rather the one who makes sure it happens).

5.1.4

PREVIOUS WORK

In the data collection phase of the study described in Chapter 4, two observations were made during the interviews:
1. The top three bases of the analysis of change impact were gut feeling, experience and competence (as opposed to models and other documentation).
2. Change requests had become a very effective means of communication
within the development projects (due to their importance; nobody would
dismiss one). Unfortunately, this had led to a certain amount of abuse, as
change requests were used for other things than requesting changes.
The first observation may not come as a surprise, but the actual consequences are nonetheless important to consider. Any analysis made based solely
on subjective basis is bound to be person dependent and, in the worst case, inconsistent with what someone else would produce. This points towards a need
for support during the change control process. For example, during impact
analysis, support could result in more objective and well-founded analyses, and
also decrease the risk that something is missed during an analysis.
The latter observation means that an early screening is necessary in order
to discard all invalid change requests. As noted in Section 1.4, such a screening
step has been introduced in the change control process at Ericsson, yielding
greater control over the items entering the process. The screening step, being
a point of evaluation in the process, also calls for support that could ease the
process of deciding whether or not a particular item is indeed a proper change
request that should be handled as such.
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During the interviews, process support, preferably in the form of checklists, was actually requested. Checklists had been used before, but were mainly
project specific and never promoted to a more general level. A combination of
the need for and the explicit request for checklist-based process support were
among the main motivators for the work described in this chapter.
The top issues identified in Chapter 4 are that system impact is often underestimated or overlooked when analysing, that analyses generally are incomplete
or delayed, and that it is difficult to find resources for performing impact analysis. We believe that the first two of these are a consequence of subjective impact
analysis, and the third is a consequence of the analysis being time-consuming.
Thus, we argue that checklist-based process support should be geared towards
these aspects.

5.1.5

CHECKLISTS

This section describes general aspects of using checklists, and provides an
overview of the generic checklists that have been the basis for the PSI discussed
in this chapter.
5.1.5.1

CHECKLIST ASPECTS

It is relevant to discuss advantages and disadvantages of using a checklist as
process support. A checklist is an effective way of making sure that nothing
is omitted or forgotten, but its use can of course lack in regularity and thoroughness. It is common to have a checklist when grocery shopping, at least
if the number of items to buy is more than a few. Without such a checklist,
it is easy to forget some items. This is a consequence of how the human brain
works; we can only keep track of a limited amount of items at the same time [see
Doumont, 2002]. Similarly, a pilot has to go through a checklist before takeoff
(and in various other situations), in order to ensure that safety procedures are
properly gone through [Hales and Pronovost, 2006].
The implications of not using the checklist are in these two examples vastly
different. Forgetting something when grocery shopping may ruin a meal, whereas
a pilot’s negligence could be a matter of life and death. The consequences of
forgetting something when analysing the impact of a software change lies somewhere in between, and can mean everything from hardly anything to project
overruns, unhappy customers, and lost revenue.
Apart from the obvious cognitive support described above, a checklist has
the following advantages when used for the sake of process support:
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• It is a non-intrusive instrument for assisting in activities that are otherwise driven by subjective forces such as experience. Since such subjective
forces should not be underestimated, a good support instrument should
complement rather than replace them.
• A checklist can be used to various extents, depending on the situation. For
example, a large complex change request would entail a thorough walkthrough of the checklist, whereas a simpler change request would entail a
more brief walkthrough. Thus, the use of a checklist can be very flexible.
• Adding an objective part to an activity, a checklist allows for consistency
between performers of the activity.
A possible disadvantage of a checklist, on the other hand, is that when people
get used to the checklist, they may stop using it because they believe they know
it by heart. Either they do, in which case the checklist has become a successful
part of the organisational culture, or they do not, in which case the situation is
back to as it was before introducing the checklist.
5.1.5.2

WIEGERS’ CHECKLISTS

When creating the PSI, we decided to base it on existing material, namely
the checklists proposed by Wiegers [1999]. Wiegers presents two checklists for
impact analysis, plus one form for effort calculation. The first checklist, hereafter
referred to as the implications checklist, consists of items that correspond to
possible implications of a proposed change, and Wiegers argues that the analyst
can use it for the sake of understanding the change better. An example item
is: “What are the possible adverse side effects or other risks of making the
proposed change?” The second checklist, hereafter referred to as the impact
checklist, aids in identifying software artefacts affected by the proposed change.
An example item from this checklist is: “Identify any changes required in build
files or procedures.”
Wiegers is, to our knowledge, one of the few authors of requirements engineering books that discusses impact analysis (as part of the change control
process) more in detail and actually provides some sort of support for performing it. A set of checklists provided by Hass [2002] are adapted from Wiegers’
checklists, but have coarser granularity. However, her use of Wiegers’ checklists
suggest that they are indeed meaningful in this context, and it is appropriate
to use them as starting point.
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5.2

RESEARCH METHODOLOGY

In this section, we explain how Wiegers’ generic checklists were adapted to the
specific needs of Ericsson, and describe the design and evolution of the process
evaluation.

5.2.1

CHECKLIST ADAPTATION

Wiegers suggests to modify his checklists to better suit the projects in which
they are used. This is not uncommon; Brykczynski [1999] mentions that none
of the checklists in his survey should be used “as is”, but rather be tailored to
specific needs. Our adaptation approach is illustrated in Figure 5.1. Basically,
adaptation was performed along the following three axes:
• Process: The process axis represents the current change control process
at the company. Process adaptation means in our case to split the original checklists into several smaller checklists according to the steps in the
process. This way, the items in each step are specifically tailored to the
needs of that step.
• Domain: The domain axis represents the application domain and, more
generally speaking, the software development context at the company.
Adapting to the domain should be done to avoid the omission of domainspecific aspects that need to be considered when dealing with a proposed
change.
• Roles: The roles axis represents the roles of the persons involved in the
change control process. Role adaptation means to distribute the items
Adapted checklist(s)

Process

Original checklist

□ ---------□ ---------□ ---------□ ----------
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□ ---------------□ ---------------□ ---------------□ ---------------□ ---------------□ ----------------

□ ---------□ ---------□ ---------□ ----------

□ ---------□ ---------□ ---------□ ----------

Figure 5.1: Illustration of checklist adaptation.
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in a checklist into different areas of responsibility, and assigning the responsibilities to roles. This way, different aspects of analysing a proposed
change are dealt with by the persons who are most suitable.
The three axes where selected based on needs identified at Ericsson; we
do not wish to assert that these three are the only ones, or the best ones.
Other thinkable axes relate to software architecture and software requirements.
However, these are on a different level of abstraction than the three we have
used, and could tie the resulting PSI too close to a specific system.
The adaptation was performed through meetings with the various stakeholders of the change control process, such as project managers, configuration
managers, technical coordinators, and test leaders. The objective was to include persons relevant from the perspectives of Wiegers’ original checklists (i.e.,
change implications, detailed impact analysis, and effort calculation).
The outcome of the adaptation was the actual PSI, consisting of a set of
checklists tailored for the domain and mapped to the relevant change control
process steps. The role adaptation, however, was not made on all the resulting
checklists, but only on the one for detailed impact analysis (i.e., identification
of affected software artefacts). The reason was that this checklist was more
diversified than the remaining checklists. The adaptation outcome is further
discussed in Section 5.3.1.

5.2.2

PROCESS EVALUATION

In order to be able to measure the effect of introducing the PSI at the company,
it was decided to perform an evaluation for measuring the current process as a
baseline. The evaluation form should preferably be reusable by the company at
any later stage to measure the process health either routinely or in response to
some process change. Thus, the evaluation should be both relevant with respect
to the PSI, but also with respect to the process in general.
Two separate evaluations are described here. The first one should be seen
as a pre-evaluation. It was performed, but a number of disadvantages where
highlighted afterwards. Based on these, the main evaluation was designed in
order to obtain a better view of the state of the process. The pre-evaluation
and its outcome are presented for the sake of completeness and transparency.
5.2.2.1

PRE-EVALUATION

As mentioned, an objective of the evaluation was to allow it to be reused later on.
Thus, it was decided to create a lightweight form that could be filled in quickly
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but still cover the most relevant aspects of the process. As a consequence of
this, the pre-evaluation was entirely quantitative.
Each item on the form was a statement about the change control process, to
which the respondent could express level of agreement on a scale from strongly
disagree to strongly agree. This is known as the summated rating (or Likert)
approach [Robson, 2002]. According to Robson, items developed using this
approach can be interesting to the respondents. Thus, the chance of a high
response rate can be assumed to be high. Robson advises that the statements
should be both positive and negative, and that extreme statements should be
avoided. The following considerations were made when creating statements for
the evaluation form:
• Statements should express the expected process state rather than a perfect
process state. In other words, a statement about quality should not aim
for highest possible quality, but rather reasonable or acceptable quality.
The motivation for this is that aiming for a perfect process in a large development organisation where processes are adapted and tweaked anyway
is rather futile.
• Despite Robson’s advice on using both positive and negative statements,
all were made positive (in the sense that strong agreement was the desirable answer). The reason for not having negative statements was to
avoid the risk of a “not” or any other negation being missed. Since the
company staff are busy in general, such a mistake could happen easily,
and the evaluation validity would be jeopardised.
With respect to what to cover in the evaluation, we decided to include aspects
that (1) are important from the point-of-view of an efficient change control
process; (2) we knew from earlier studies could be problematic; and (3) can be
affected by the use of the PSI. The included aspects are given below, and the
full list of statements can be seen in Table 5.1. All of the aspects represent
situations that arguably should improve with the use of the PSI.
• Change request quality: An efficient change control process is dependent on high-quality input. In the study in Chapter 4, unclear change
requests were seen as an important issue.
• Decision easiness: Since the change control process is very decision
intense, decision-related aspects are relevant to include. The easiness of
a decision depends on the availability of input, and should be a good
indicator of process efficiency.
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• Decision certainty: Decision certainty is dependent on the quality of
input. As with decision easiness, decision certainty is seen as an indicator
of process efficiency.
• Screening: The screening of change requests is a separate decision activity in the process. As it is a fairly recent addition, it was decided to
distinguish it from the other decision activities.
• Analysis time: Based on discussions with company staff, it was clear
that the process was seen by many as being very time-consuming. Note
that analysis here refers to the entire change control process, not only the
impact analysis activities.
As mentioned, some disadvantages of the pre-evaluation were highlighted
after it was performed. First, using one form for the entire process was less
Aspect
Change request
quality

Screening
Decision
easiness

Decision
certainty
Analysis time

Statement
• In general, the overall quality of a change request is
satisfactory
• In general, the time it takes for a change request to
be clear is acceptable.
• In general, the number of times a change request must
be completed with additional information is acceptable.
• The relevant aspects of a change request are in general
taken into consideration during a screening.
• In general, the extent to which the impact analysis
fields of a change request are filled in is acceptable.
• In general, the information available from the impact
analysis is complete enough to make a proper decision.
• Change request decisions are in general made with a
satisfactory level of certainty.
• Change request decisions are correct in most cases.
• The delays between the steps in the CR analysis process are of acceptable length.
• The sub-projects generally perform their impact analyses in time for making decisions.

Table 5.1: Aspects and statements in the pre-evaluation. Note that CR analysis
process in fact refers to the change control process.
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than optimal; different parts of the process could not be distinguished. Second,
and related, some confusion arose as to which part of the process the decision
aspects easiness and certainty referred to.
5.2.2.2

MAIN EVALUATION

In response to the disadvantages of the pre-evaluation, a second, more detailed
evaluation has been designed. In particular, we try to take into account the
stepwise character of the change control process, and direct the evaluation to
the corresponding process roles and decision fora.
For the sake of this evaluation, we outline the change control process as a
chain of steps, each with a specific process role. We argue that each step in
the chain can receive input from the previous step, provide output to the next
step, or both. Also, we recognise that certain steps are explicit decision points.
Based on this model, we formulate three labels for the process roles:
• A producer/contributor creates, refines or adds to the change request.
Appending new information, such as an analysis, is a contribution. Making
a decision or passing on the change request also counts as a contribution.
• A receiver gets the change request as input for further work such as
verifying appropriateness, making decisions, and adding information.
• A decision maker is part of a decision meeting where it decided what to
do with the change request.
Each process role has been assigned one or more of these labels, and the set
of labels determines the contents of the evaluation form. In other words, we
have customised the evaluation form based on the process role characteristics.
The contents of the evaluation form has been decided based on the input/output model described above. We argue that it would be difficult for
someone to assess the quality of his or her own output in very much detail,
whereas it would be simpler to assess the quality of input (i.e., someone else’s
output). Thus, for evaluation of output quality, the aspects confidence and
effort are used, and for evaluation of input quality, the aspects completeness,
self-containedness, detail level, and overall quality are used.
For each label, a number of statements are given just as in the pre-evaluation.
Each statement is formulated in a positive way, so that strong agreement is
beneficial. In order to get more information about process efficiency and improvement details, a number of qualitative questions has been added to the
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evaluation. Another reason is to allow the respondents to be more expressive in
relation to their answers on the quantitative questions/statements.
The quantitative part of the evaluation form is shown in Table 5.2, and the
qualitative questions are shown in Table 5.3. In terms of expected outcome, the
quantitative part of the evaluation can not only be used to determine process
health, but due to its adherence to the input/output character of the process
also to find discrepancies in the process. More specifically, a mismatch between
the quality of output from one step and the quality of input in the next step
may indicate a weak spot in the process (or its use). Such a weak spot may, for
example, owe to lack of support in the producing step (resulting in subjectivity),
or unrealistic expectations in the receiving step, or a combination thereof.
Target
Producer/contributor

Receiver

Decision maker

Everyone

Statement (Generally speaking. . . )
. . . I have high confidence in the quality of my output.
. . . the effort I spend on generating my output is reasonable.
. . . the actual completeness of a CR (i.e., the extent
to which all fields are filled in) is satisfactory.
. . . the actual self-containedness of a CR (i.e., the
extent to which the CR can be understood without
consulting external sources) is satisfactory.
. . . the actual detail level of a CR is satisfactory.
. . . the overall quality of a CR is satisfactory.
. . . it is easy enough to make a decision for a CR.
. . . a CR decision can be made with sufficient certainty.
. . . the responsiveness of parties providing input for
decision making is satisfactory.
. . . the actual turnaround time (from create to accept) of an accepted CR is reasonable.

Table 5.2: Quantitative part of the main evaluation.

5.2.2.3

SUBJECT SELECTION

The selection of subjects for the checklist adaptation and for the first evaluation
was mainly governed by recommendations from key personnel at Ericsson. For
the checklist adaptation, we tried to select representatives from project manage139
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Statement
• In your role as X, which are your main tasks?
• In your role as X, please describe the organisational support you get.
• Please describe the most crucial problems, if any, you have encountered
in your role as X.
• Could the CR handling process, with respect to your role as X or otherwise, be made more efficient? How?
• Do you have anything else you want to add in relation to the aspects
covered above?
Table 5.3: Qualitative part of the main evaluation. The X in each item corresponds to the process role of the person receiving the evaluation.
ment, the development organisation, configuration management, requirements
management, and technical experts. In the pre-evaluation, we wanted to evaluate within one of the currently ongoing development projects, and consequently
asked the project manager to identify relevant persons involved in the change
control process.
In the main evaluation, subjects were rather selected to represent the process
roles. The selection was based on recommendations, both from management and
from already identified subjects. This is a sampling strategy similar to what
Robson [2002] denotes as snowball sampling. Many of the process roles are held
by a handful employees. Put differently, most of these employees have several
roles in the change control process. This means that a sample of any of the
process roles is close to the population, but also that it is difficult to find more
than one subject per process role, given that each person should participate in
the evaluation from one perspective only.

5.3

RESULTS

This section presents the outcome of the checklist adaptation, as well as some
results from both the pre-evaluation and the main evaluation. Note that the
evaluation results are summarised only; the quantitative results are not provided
in detail and no analysis is made. There are two reasons for this. First, the
results are preliminary at this point. Second, we are primarily interested in
demonstrating the adaptation outcome and examples of the kind of results that
can be obtained through the evaluation.
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5.3.1

CHECKLIST ADAPTATION OUTCOME

As pointed out before, the original checklists by Wiegers [1999] were adapted
along three axes: domain, process, and roles. The outcome of the adaptation in
our case is presented below in terms of characteristics of the resulting PSI.
5.3.1.1

PROCESS ADAPTATION

The process adaptation resulted in a set of checklists, each one tailored for
a specific step or phase in the process (see Section 5.1.3). With respect to
individual items, this adaptation resulted mainly in deletion or modification of
items. The outcome of the process adaptation is summarised below, including
the overall characteristics of the checklists.
A CR preparation checklist was created to support the initial change request
creation. Thus, the checklist should be used by the CR issuer. This checklist
contains the fewest number of items of all checklists, mainly because anyone is
allowed to create a change request. but not anyone has experience in doing so.
Thus, a large checklist at this point could potentially “scare off” change request
issuers. In terms of Wiegers’ implications checklist, items about baseline conflict
and reject consequence are included here. Added items cover self-containedness
as well as completeness with respect to the change request form. The latter
serves the purpose of increasing the chance that a change request is properly
filled in already from the beginning.
A CR screening checklist was created to support the change request screening activity. As such, it contains items for self-containedness, correctness, and
consistency. However, it also retains items about baseline conflict and reject
consequence from the implications checklist. Furthermore, it contains an early
impact analysis, but on the level of configuration items. It can be used by the
CR receiver before it is passed on to the screening step, and also at the actual
screening meeting. Size wise, this checklist is equivalent to the CR preparation
list. The main reason for keeping this checklist small is that items of interest
at this early stage are primarily related to change request structure (syntax)
rather than detailed analysis (semantics).
A CR prestudy checklist was created to support the pre-CCB step of the
process. The pre-CCB determines whether or not a change request can be
passed on to detailed impact analysis. This checklist is more extensive than
the previous two, and retains from the implications checklist items for baseline
conflict, reject consequences, side effects, quality attributes affected, and project
plan impact. It adds items for relationship with pending changes, addition of
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third-party products, and relationships and impact on configuration items (more
detailed than the CR screening checklist).
A CR analysis checklist was created to support a general, high-level analysis
of change implications. This checklist is intended for use in the analysis phase
before the CCB meeting, as a high-level complement to more detailed impact
analysis. It retains many of the implications checklist items, such as items for
technical consequences, testing, prototyping, project plan, product cost, and
lost effort if the proposed change is rejected. A few items have been added,
taking into account support and supply activities (since it is not uncommon to
overlook these) as well as the need for unfamiliar hardware.
Finally, a CR technical analysis checklist was created based on Wiegers’
impact checklist. The items in this checklist are not on the form “What is...?”,
“How much...?”, or “Does the...?”, but rather “Identify...” and “Estimate...”.
The purpose of the checklist is to allow for a more detailed impact analysis than
the general CR analysis checklist. In terms of what is discussed in Chapter 3,
this checklist supports the identification of software lifecycle objects (SLOs)
affected by a change. In a project with several development teams/sub projects,
this checklist should be used separately by each team. Compared to Wiegers’
impact checklist, the adapted checklist merges items together, such as impact
on user interface and documentation into one item, and impact on different
types of software entities into one item. The rationale behind this is, as was
argued in the beginning of this chapter, that the impact analysis at this stage
(before the change request actually has been accepted) does not need to be
very detailed. Added items concern domain-specific items (see below), required
design competence, configuration management, and test environments/types.
There is also a “best before date” item, signaling to the receiving authority how
long the estimated impact (especially in terms of time and resources) is valid.
Should the change request decision take a very long time, the estimated impact
may become outdated (because the system has evolved).
It should be mentioned that the process adaptation did not only take into
account the different process steps and their characteristics, but also related
process documentation. For example, the process and the main tool used both
prescribe which information and attributes that must be provided for a change
request.
5.3.1.2

DOMAIN ADAPTATION

The domain adaptation resulted mainly in the addition of checklist items, and
affected only the CR analysis and CR technical analysis checklists. Generally
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speaking, the domain adaptation concerned the following aspects:
• Hardware, as Ericsson develops systems rather than only software. In
other words, the customers buy prepackaged hardware/software solutions,
for which the company has a whole responsibility. Consequently, it is
imperative that the lifecycle and characteristics of the hardware used are
fully known.
• Licensing, again as the company develops entire systems. Thus, licensing
of external products must be taken into account.
• Third-party software, for the same reason.
• Whole-world distribution, as Ericsson’s customers are not within one single
country, and therefore differences in rules and regulations are important
to consider.
5.3.1.3

ROLE ADAPTATION

Role adaptation was performed only for the CR technical analysis checklist.
The reason was to distribute the analysis effort among different roles, both to
reduce stress and to account for the fact that the items in themselves already
are targeted at different roles. Normally, a single analyst would turn to persons
with different roles for support in the analysis, but here the responsibilities are
explicitly assigned from the beginning.
The role-based division of checklist items also entails a prescribed order in
which the checklist items should be dealt with. First, the technical coordinator
identifies system impact (both software and hardware), licensing and thirdparty aspects, and required design competence. The configuration manager then
identifies impact on non-system configuration items. Next, the test coordinator
estimates the impact on test cases and test strategies. Finally, the project
manager summarises and estimates impact on various project-related plans.
5.3.1.4

ROLE ADAPTATION

Wiegers provides an effort calculation form that can be used to calculate the
required effort for realising the proposed change. In discussions with Ericsson,
it was decided that a detailed effort calculation may not be worthwhile. Prior to
the change request decision, what is relevant in terms of effort is magnitude (e.g.,
100 hours vs. 1 000 hours) rather than an exact figure. This is a characteristic
of the so-called decision-targeted impact analysis, as discussed in Chapter 1 and
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the introduction to this chapter. Consequently, the effort calculation form has
been disregarded to any further extent so far.

5.3.2

PRE-EVALUATION

The pre-evaluation was distributed to six persons, having the roles of project
manager, test coordinator, technical coordinator, CCB responsible, requirements manager, and screening responsible, within a development project running at the time. Five of the six responded.
The summated rating (Likert) scale used in the evaluation allows us to calculate both an overall process health and the health of individual aspects in
the evaluation. The health of the process with respect to a set of items can be
calculated using the following formula, where p is process health, x is the number of items, y is the number of respondents, ck is the count over all items and
respondents for item score k (i.e., number of 1s, 2s, etc.), and l and u represent
the lower and upper scale limits, respectively (in our case 1 and 5):

p=

u
P


ck

− xyl

k=l

xy(u − l)

(5.1)

The formula normalises the summated item ratings in the range from the
lowest possible rating sum to the highest possible rating sum, thereby yielding
a result between 0 and 1. Transforming the result into a percentage gives us an
idea of the health of the process, where 100% means that no improvements (in
the evaluated aspects) are necessary.
In our case, the pre-evaluation results indicate that the following two aspects
(in the order presented) need to be addressed in a process improvement effort:
• Analysis time is seen as troublesome, meaning both that the delays between process steps need to be shortened, and that the impact analysis
activity needs to be performed faster.
• Change request quality is seen as too low, indicating that the initial stage
of the process needs to be addressed specifically. Improved change request
quality would of course also shorten the process lead time, as less time
would have to be spent on clarifying and completing the change requests.
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5.3.3

MAIN EVALUATION

The main evaluation was adapted and distributed to persons representing the
following roles and steps of the change control process at Ericsson: CR issuer (3
persons), CR receiver (1), pre-CCB member (1), screening meeting member (1),
CCB member (2), and implementation responsible (1). The CR analyser role
was not addressed in the evaluation, as some aspects regarding its responsibility
were unclear at the time of the evaluation. The results shown here are based
on responses from seven persons, covering the roles of CR issuer, CR receiver,
screening meeting member, CCB member, and implementation responsible.
As pointed out in Section 5.2.2.2, the results from the main evaluation can
be used both to determine process health, and to find discrepancies in the process. Furthermore, as the evaluation is more detailed than the pre-evaluation,
a process health value of interest can be traced to a specific part of the process.
For example, where the pre-evaluation could show the general quality of change
requests, the main evaluation allows us to distinguish change request quality in
early stages of the process from that in late stages of the process.
Calculating process health is done as in the pre-evaluation (see Equation 5.1).
If an overall health value is desired, the process roles can simply be ignored, such
that item scores are counted across roles. For example, in order to determine the
overall process health with respect to quality of change requests, the items for
change request completeness, self-containedness, detail level, and overall quality
(see Table 5.2), for all receiving roles, should be used. However, to specifically
learn about the health with respect to initial change request quality, only the
receiving role CR receiver (and possibly screening meeting member) should be
used.
If the process health for a receiving role is known, it is interesting to look at
the process health for the corresponding producing role. For example, based on
confidence in output for the CR issuer role, we could calculate a health value
that can be compared to that of the change request quality-related items as
seen by the CR receiver role. A mismatch between two health values obtained
like this indicates that there is a discrepancy in the process that should be dealt
with.
Results from both the quantitative and qualitative parts of the main evaluation are summarised below:
• In general, people are confident in what they produce, and spend reasonable effort on generating their output. However, as seen both from CR
receiver and screening meeting member perspectives, the change request
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quality could clearly be improved. Thus, there is a mismatch regarding
change request quality in this early stage in the process.
• The process health with respect to decisions in the early screening step is
in par with the result from the pre-evaluation.
• The change request turnaround time could be improved, but the answers
are on the positive side of the scale. In particular, people seem more optimistic about this time aspect than the ones measured in the pre-evaluation
(i.e., delays in the process and responsiveness of analysing parties).
• In terms of organisational support received, all respondents highlighted
support by other project members and the project organisation in itself.
Support by any kind of process instrument was not mentioned.
• Communication with strategic product management can be difficult. Occasionally, change requests that are not seen as strategic are dismissed,
only to be issued again later on when there is a stronger strategic urge.
This causes unnecessary work in the organisation.
In terms of improving process efficiency, no apparent pattern can be recognised. One mentioned improvement is to lower the number of change requests
in the process to alleviate the pressure (this can be achieved with some of the
improvement proposals presented in Chapter 4). One respondent pointed out
that an iterative change request approach, where a change request is gradually
completed with more information, allows for good process flow, since not too
much effort has been invested upfront if a change request is rejected in the early
phases of the process.

5.4

DISCUSSION

In this section, we briefly reflect on the evaluation results presented in Section 5.3.
The purpose of the pre-evaluation was to be able to assess a process health.
Process health is seen as a simple and easily understood indicator of the state
of the process. In recurring evaluations, process health values can be plotted,
and trends in the process state can be detected. Looking at specific aspects
of the performed evaluation, the results indicated that both analysis time and
change request quality are points of improvement, whereas the other aspects are
more healthy. A problem with this pre-evaluation was that it was not tailored
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to the change control process, and some confusion arose as to which steps in the
process were targeted.
The main evaluation was created to take into account the different steps in
the process. As such, it is suitable for pinpointing discrepancies in the process,
where the output of one step does not match the expected input to the following
step. The results actually show such a case, where the initial change request
quality could be better according to receivers, while the producers are confident
in their output. Interestingly enough, one CR issuer also argued that an iterative
approach to writing change requests results in an efficient process. However, this
is somewhat conflicting with the apparent high expectations in the receiving
end; an iterative approach would not result in more complete and self-contained
change requests. This point was discussed at a subsequent meeting. It was seen
that the process allows for an iterative way of writing change requests, but the
tool used is more detailed and demanding than the process. This means that
the use of the tool increases the expectations on change request quality, which
is not compatible with an iterative approach.
The main evaluation also contained some qualitative questions. The issue
of difficulty in communicating with strategic product management was raised;
sometimes non-strategic change requests are dismissed although they should
not be. A possible remedy for this is to focus harder in the initial phase of the
process on the long-term strategic consequences of both accepting and rejecting
the change request.
We believe that checklist-based process support is an important part of process improvement with respect to the improvement issues identified in the evaluations. The results of the main evaluation indicates that no process support
of this kind or similar exists at the company today.

5.4.1

INDUSTRIAL ADOPTION

As described in Section 5.1.4, the request for checklist-based process support
was raised already in the previous study described in Chapter 4. While working
on the adaptation of the checklists, great interest has been shown by process
stakeholders. Early on, an internal screening of the initial checklists was initiated inside the company, and several of the stakeholders have commented on
the checklists for the sake of improving them.
The PSI has also been partially adopted or will be adopted in various projects
at Ericsson. Furthermore, the company has expressed interest in using something similar also for requirements management, as this process is similar to
the change control process. The outcome of the adoption, in terms of further
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required adaptation and general opinions, has not been investigated yet. However, the intention is to repeat the main evaluation later on to see if anything
has improved.

5.4.2

VALIDITY THREATS

Threats to the validity of the study, and counteractions taken, are outlined
below.
A threat to construct validity is that the main evaluation may not cover
the right aspects, and may not be suitable for measuring process health in
general and checklist effects in particular. To void this threat, we have strived
to base the evaluation aspects on findings in previous studies. We have also
discussed the contents and input/output characteristics of the evaluation form
with research colleagues.
A second threat to construct validity is that the term quality used in the
evaluations has not been defined. However, we argue that this is not necessary.
Even if people have different notions of what quality means, an indication of
low quality in a process needs to be followed up. Quality has to do with what
people expect, so different perceptions of quality reflect different expectations,
and an objective of every process is to satisfy all of its stakeholders’ expectations.
Furthermore, when an evaluation is recurring, the relative quality is of more
importance than the absolute quality at any time.
External validity is concerned with generalisability of the results. While
this is a single case study, and the selection of subjects has not been entirely
random, we consider the checklist adaptation to be successful so far. Thus,
the methodology in the study should be generalisable. Also, the input/output
approach used in the second evaluation seems promising, and should also be
generalisable.

5.5

SUMMARY AND CONCLUSIONS

The contribution of this chapter is threefold: (1) an approach for adapting a
set of generic checklists for analysing a proposed change, to the context of their
use; (2) the characteristics of a process support instrument—the outcome of
the adaptation in our case; and (3) a process evaluation approach that takes
into account the input/output characteristics of the steps, as well as points of
decision making, in the change control process.
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The generic checklists were adapted along three axes—process, domain, and
roles—in order to create a process support instrument that could cater for all
relevant aspects and stakeholders of the change control process at Ericsson. The
checklists in the resulting instrument cover all phases of change request analysis,
including detailed estimation of system impact.
We have designed and executed a main evaluation preceded by a preevaluation. The pre-evaluation was used to determine the health of the change
control process, and resulted in the identification of two important improvement issues: analysis time and change request quality (see also the importance
of issue i6 in Chapter 4). The main evaluation was designed to overcome some
disadvantages of the first evaluation, primarily that it was not tailored for the
steps in the process. In the main evaluation, the process steps were seen as having input, output, and/or decision character. By comparing input and output
quality, we can pinpoint discrepancies in the process in addition to determining
process health. The main evaluation also covered some qualitative aspects of
the process, such as problem identification and determination of improvements.
Results from the main evaluation are that there is a difference between confidence of produced outcome and expected quality in the early process stages.
One possible reason for this is that the expectations are influenced more by
a detailed and unforgiving tool than the adaptable process. Another possible
reason is, of course, that the change request quality indeed is low early on. An
iterative change request approach would be appropriate for CR writers, but
possibly not for receivers. Moreover, the change request turnaround time could
be improved. The results also suggest that process support is lacking, and that
the strategic character of change requests needs to be highlighted more.
The checklist-based process support has been partially adopted at the studied company, and the reception has been positive. We consider this to be
favourable with respect to both the checklist adaptation approach and the resulting process support instrument. This suggests that the answer to research
question RQ1 (is checklist-based process support an effective way of improving
the change control process?) is positive, although more investigation has to be
performed in order to obtain a proper result.
When it comes to research question RQ2 (how can we measure the efficiency
of the change control process in an effective way?), we believe the answer lies
in the main evaluation approach. The evaluation has provided some interesting
results. However, we need to perform follow-up evaluations in order to learn
more about this.
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5.5.1

FUTURE WORK

The most imminent future work is the execution of a follow-up evaluation in
order to measure the effect of the described PSI. This must be done so we can
better answer the research questions. Open research questions that have been
raised in this work are:
• Can the described checklist-based PSI be used successfully also in the
requirements management process?
• How well does checklist-based process support perform in comparison to
other approaches, such as automated support tools?
• Are there more relevant axes (than process, roles and domain) to be used in
checklist adaptation? Is there something other than need that determines
which axes that are relevant to look at?
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Chapter 6

Impact Analysis and
Software Evolution
For a software system to be and remain useful over time, it needs to be continually improved with respect to its environment and context of use. This is
termed software evolution, and is closely related to concepts such as incremental
change [Rajlich, 2001] and release planning [Saliu and Ruhe, 2005]. The evolution of a software system typically happens through changes that are small
in relation to the system itself, meaning that revolutionary changes are not
considered part of the evolution concept [Lehman and Ramil, 2003].
Software evolution has been studied extensively, and eight laws of software
evolution that govern the behaviour of real-world, problem-solving software systems have been formulated [Lehman, 1996]. Three of these laws explicitly express the fact that unless a system is evolved, it will become gradually less
satisfactory for its users. This is in part due to evolving needs of the users, but
also to external factors such as pressure from competitors, regulations, etc.
The evolvability of a software system denotes its capability to be evolved,
which is dependent on internal factors such as product quality, but also on external factors such as evolution processes and organisational use environment [Cook
et al., 2000]. Put differently, evolvability is not only built into a system, but is
also affected by the context. An example of the latter is demonstrated in this
chapter.
In this thesis, no difference is made between software evolution and “ordinary” large-scale software development, since developing release x + 1 means
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evolving the system from release x to a new state. Already in 1993, Potts noted
that most development was software maintenance rather than new development
from scratch [Potts, 1993]. The situation is hardly any different now, and Ericsson, the object of study here, develops software systems in a multi-release
manner where each release is built on a previous one.
Incremental change is change induced by adding functionality to an existing
system [Rajlich, 2001]. Incremental change involves modifying the existing system to incorporate and bind to the new functionality. The magnitude of such
modifications obviously depends on the state of the existing system. According
to Rajlich, the basic concepts of the new functionality often already exist in the
system, and adding new functionality means to extend these concepts. In order
to succeed with this, it is necessary to perform impact analysis to learn about
how the new functionality will affect the system, and thus what the consequences
of adding the functionality will be.
Incremental software development is a way of developing software in a
project: the system is developed and possibly delivered to the customer in
chunks denoted increments (this is also called incremental delivery [Sommerville,
2004]). This allows the customer to give quick feedback on the ongoing development. From the point of view of adding functionality, incremental software
development and software evolution are the same but differ in scale. More details are known about how the system is incrementally developed in a project
than about how it is evolved over the next few releases.
As mentioned in the thesis introduction, Ericsson is in the process of shifting from long-term projects to shorter and swifter projects that can improve
responsiveness towards customers and reduce the stress on the development organisation. In practice, the increments are distributed over several projects, but
with the added benefit of possible parallel development and more explicit boundaries. This mode of development is termed streamline development, and a key
factor to ensure success is to improve the use of anatomy plans [Tomaszewski,
2006: paper IX]. An anatomy plan is used within a project to control incremental development, and shows the functional content of the delta between releases
x and x + 1 laid out over time. With shorter and less release-oriented projects,
there is a desire for using anatomy plans also to control the evolution of the
system (or product).
We have worked with Ericsson in order to extend anatomy planning to also
take into account software evolution, and to otherwise improve on anatomy
planning practices. This allowed us to study how impact analysis supports incremental development and software evolution. Information has been obtained
through discussions, work meetings, and internal documentation. In this chap152
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ter, we describe the result of our work, and discuss change impact analysis from
the aforementioned perspective. The chapter is organised as follows. Section 6.1
describes the objective of the study and lists the research questions. Section 6.2
provides a context for the anatomy plan concept, which is presented in detail in
Section 6.3. Section 6.4 discusses how impact analysis relates to the anatomy
plan concept, while Section 6.5 discusses evolution and evolvability. Finally,
Section 6.6 concludes the chapter and provides pointers for future research.

6.1

RESEARCH OBJECTIVE

The aim of the study was twofold: First, to extend and improve the way of
working with anatomy plans (henceforth termed anatomy planning) at Ericsson,
and second, to study how impact analysis fits into incremental development and
software evolution.
The improvement work (first part) had three main steps: (1) building an
understanding of and positioning the anatomy plan concept in relation to other
relevant software development concepts; (2) identifying challenges originated
from anatomy planning, and needs not met by the current practice; and (3)
to formulate an extension of the anatomy plan concept, taking into account
identified challenges and needs. Figure 6.1 illustrates the steps and parts of the
study. The research questions for the second part are:
• RQ1: Of what use is impact analysis in relation to software evolution and
incremental development?
• RQ2: How can impact analysis facilitate the identification of dependencies
between functional entities?
The research questions form a sort of parent-child relationship. However,
the purpose of the first was to approach the study in an exploratory manner in
order to identify impact analysis purposes. The second one was formulated with
knowledge about current anatomy practices; we wanted to explore dependency
aspects closer.
The research has been conducted through workshops, meetings, presentations, and discussions with stakeholders at Ericsson. Involved parties include
technical experts, designers, developers, project managers, and line managers.
No empirical evaluation of the results put forward in this chapter has been made.
The contribution lies both in the description and extension of the anatomy
plan concept, and in the study of how it is related to impact analysis.
153

6: Impact Analysis and Software Evolution
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Figure 6.1: Overview of the parts and steps of the study.

6.2

RESEARCH CONTEXT

This section presents related concepts and research in order to put anatomy
planning in a context, and to relate impact analysis to incremental change and
software evolution.
Scoping is a concept typically found in product-line literature, and it is
concerned with the selection of features to include in the product-line architecture [Bosch, 2000]. One important part of scoping is feature graph specification.
A feature graph provides a graphical representation of the relations between features, which makes it structurally similar to an anatomy plan.
Since relations (or dependencies; the words are used interchangeably throughout the chapter) between features can be of different types, a feature graph
supports the process of learning how different features can, should, or cannot
co-exist in a product line. Bosch describes three types of relations: depends-on,
which prevents a feature from being excluded if other features depend on it, mutually exclusive, which conveys that two features should be seen as alternatives,
each of which can be implemented on its own, and finally conflicting, which
means that two features cannot co-exist (unless the conflict is resolved).
While feature graph relations aid in feature selection for the product line,
an anatomy plan is rather concerned with the order in which entities (not necessarily features) should be included in the system. It should also be noted
that the entities in an anatomy plan are in the general case not candidates for
exclusion—it is assumed that the contents of an anatomy plan will eventually
end up as parts of the system.
Release planning is concerned with decisions related to the selection of product features (or requirements) that make up several consecutive releases of a
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product [Ruhe and Saliu, 2005]. For large∗ software systems, it is hardly ever
feasible to include all foreseeable features in one single release. Development
resources, timing and state of technology, just to mention a few, may limit what
is possible to accomplish in a single release. Release planning and software evolution are tightly coupled, as a system evolves through its releases. Therefore,
the process of planning releases and the challenge of defining an evolution path
for the system go hand in hand.
Ruhe and Saliu [2005] mention two feature relation types relevant from
a release planning perspective, namely coupling, which means that two features should be released together, and precedence, which dictates an order in
which features should be implemented. Relations among features constitute
constraints that influence the scope of a particular release.
Carlshamre et al. [2001] have studied requirements interdependencies in the
context of release planning. They distinguish between functional dependencies
and value-based ones, arguing that the latter tend to be more important in
market-driven, multi-release product development, as opposed to tailor-made
(bespoke) development. The functional dependency types they discuss are or
(providing alternatives), and (two-way depends-on), requires (one-way dependson), cvalue (affecting the customer value of the target), and icost (affecting the
implementation cost of the target). The latter two are seen as value-based
dependencies, while the others are seen as functional ones. Figure 6.2 shows
how these dependency types relate to the previously mentioned ones. As in
release planning, relations between the involved entities play a large role in the
definition and use of anatomy plans.
Pfleeger [1998] describes incremental software development as a mode of development where a system is partitioned into subsystems, which are developed
in several steps that each extends the functionality of the system. Dependencies that affect how releases are formed in release planning may influence how
increments can be developed and delivered as well. Thus, there is a connection
between incremental software development and release planning, and thereby
anatomy planning.
As noted, modifications that are required when new functionality should be
added go under the name incremental change, which is one of the key strategies
in Extreme Programming [Rajlich, 2001; Beck, 2000]. When adding new functionality to an existing system, four steps should be followed: locate the part
of the system (based on the assumption that there is one) that holds the basis
∗

Lehman and Ramil [2003] define large to mean systems developed in a context with two or
more management levels. By this definition, Ericsson develops large systems.
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Figure 6.2: Tree of dependencies.
for the new functionality (e.g., payment functionality when adding credit-card
transaction support), implement the new functionality in terms of new code,
modify existing code to support the new functionality, and let changes propagate through the system [Rajlich, 2001]. As with any kind of change, impact
analysis provides an element of control to the situation. Bennett [1996] underscores the importance of impact analysis in software evolution due to the
changes that need to be made and the ripple effects these have. Potts [1993]
calls requirements injected into an existing system evolutionary requirements,
and points out the need to understand the resulting changes. Figure 6.3 illustrates what it means to add new functionality to a system.
The anatomy concept itself has previously been discussed by Taxén and
Lilliesköld [2005], who see the anatomy plan as an instrument for enabling increment and integration planning. They argue that anatomy planning is very
much focused on social aspects of software development. Here, focus is rather
Existing system

New
functionality

Figure 6.3: Adding new functionality to a system: the shaded part shows required modifications, the arrows indicate change propagation.
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on evolution aspects. Furthermore, Taxén and Lilliesköld have studied a different development unit of Ericsson than has been the object of study in this
research. Thus, differences between their work and this work could be attributed
to differences in the organisational contexts.

6.3

THE ANATOMY PLAN CONCEPT

This section describes in detail what an anatomy plan is. The concept has been
conceived at Ericsson [see Taxén and Lilliesköld, 2005], but as described in the
previous section it shares resemblance with a number of other software development concepts. The outline of this section is as follows. The current practice at
Ericsson is described in Section 6.3.1. Identified challenges and needs are presented and discussed in Section 6.3.2. Based on these, the proposed extension of
the anatomy plan concept is presented in Section 6.3.3. The significance of dependencies in an anatomy plan is covered in Section 6.3.4. Finally, some aspects
of the organisational context of anatomy plans are described in Section 6.3.5.

6.3.1

CURRENT PRACTICE

Currently at Ericsson, anatomy planning is part of the initial planning of a
development project. As mentioned, the purpose of an anatomy plan is to
dictate the order in which entities should be developed within a project. An
entity in an anatomy plan is called a “work package”, and should represent a
feature∗ or a function (as in piece of functionality). Dependencies in an anatomy
plan are purely functional, and a dependency from A to B means that B cannot
be verified without the presence of A. In practice, this means that A and B
might be possible to implement in parallel, as long as A is finished before B.
In addition to showing dependencies among entities, an anatomy plan visualises the incremental nature of a project. It divides the anatomy entities into a
number of increments, and shows the delivery dates for these increments. Thus,
an anatomy plan is an important instrument for project planning.
The visualisation of an anatomy plan is important. By convention, an
anatomy plan is arranged so that it fits on one single sheet of paper (typically ISO A3) when printed. As a consequence, the plan is easily accessible
both on screen and in print, which is crucial in its role of providing an overview
of the incremental development in the project. A drawback is of course that an
∗

Bosch [2000] talks about feature as a logical unit of behaviour from the point of view of a
stakeholder.
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anatomy plan for a large project can become difficult to manage because of its
complexity.
According to one anatomy plan document studied, the visualisation of a
work package should convey information about a number of aspects of the work
package. For example, the background colour should reflect the status of the
work package (e.g., red for problems), while the border colour should reflect the
revision change status of the work package. Text inside the work package box
shows its name, the planned finish date, and so on. Packing so much information
into a work package representation is done to have the information accessible,
and to be able to adhere to the “one sheet” convention.
An aspect of anatomy planning related to its use in project planning, is the
breakdown of functions into functional “ladders”, addressing the composite and
incremental nature of individual functions. This allows for a stepwise implementation of a function, and thus provides greater control over the scope of a
project. At Ericsson, a function is loosely defined such that it should be possible
to decompose it in at least two parts, or steps. Each step should contain pieces
of functionality that together make a defined, verifiable part of the function as
a whole. A functional ladder can contain functionality that depends on other
functionality in the ladder, as well as non-coupled (loose) functionality. Functionality of the former type forces a certain order of items in the ladder, whereas
non-coupled functionality can be placed wherever it is best suited. The latter
also means in practice that different steps in a functional ladder can be parallelised to a certain extent. The purpose of using functional ladders is threefold:
• It facilitates the delimitation of the scope of a development project. For
example, the scope could be set so that only subsets of one or a few
functions are delivered (while still providing value to the customers).
• It allows continuous testing during development as function increments
are finished.
• If a function is excluded during development (e.g., because of time pressure), less work may be lost than if development of the function had been
iterative.
The last bullet warrants an explanation, as the distinction between incremental and iterative may not be obvious in this context. If a function is developed iteratively, all of its constituent parts need to be designed and planned for;
thus the upfront cost is higher than if one part of the function can be designed
and planned for at a time. This is a somewhat simplified view, as both planning
and design cannot be too short-term, but it serves to illustrate the point.
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An example of a functional ladder is given in Figure 6.4. In the example,
the indexed function parts are meant to correspond to dependent pieces of
functionality. Only function part B is non-coupled, and has here been placed
in a step of its own. Placing it in the first step would have made this step too
large, while placing it in a later step would have excluded it from the current
project scope, shown by the dashed line.
C2

Function F
Part A1
Part A2
Part A3
Part B
Part C1
Part C2

A3
C1
B
A1
A2

Scope limit

Figure 6.4: Example of a functional ladder. The dashed line shows how much
of the ladder to include in the project.

6.3.2

USSD User
CHALLENGES
AND NEEDS
USSD Enquiry
Account Refill

A number of challenges of working with anatomy planning and the resulting
anatomy plan documents have been identified. One challenge is that the development order dictated by an anatomy plan is not always strictly
followed by developers, which ultimately defeats the purpose of the plan.
One reason for this is the nature of the dependencies, or rather, the nature of
the dependencies not included in the plan. While the included dependencies
are functional, there are typically several independent work package paths that
can be scheduled in parallel in several different ways. As project increments
are planned in order to achieve a balance between delivered customer value and
time constraints (suggesting implicit cvalue dependencies), icost dependencies
are not explicitly considered. An icost dependency can be process oriented or
product oriented. Carlshamre et al. [2001] found that many temporal dependencies conveyed process-related knowledge about what was “smart” to implement
before something else, suggesting that these were icost dependencies.
An example of product knowledge suggesting an icost dependency is that
two functions, A and B, depend on the same architecture change, or are based
on the same technical solution. In this case, the dependency between A and B
is positive, as the implementation cost of B is lowered when A is implemented,
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since the implementation of A includes the architectural change or the technical
solution. Therefore, the two functions should be implemented together or close
in time. If the dependency is not made clear and the functions as a result
are scheduled for parallel implementation, there is a risk for implementation
overhead as both developers (or teams) do partly the same job. In the worst
case, a conflict arises when the two developers are going to implement the same
architectural change or the same technical solution.
Another challenge is that it is difficult to visualise the anatomy plans
in the prescribed way. They become less informative when the visualisation
type used is less rich than intended. This can happen because the tool used
to create and maintain anatomy plans primarily allows for working with the
syntax of an anatomy plan, but not the semantics. With syntax, we mean the
visualisation elements such as boxes and arrows. With semantics, we mean the
logic and constraints encoded in the boxes and arrows. Thus, the tool forces a
lot of manual work onto the user. Working manually with a large and complex
plan is counterproductive.
A challenge is to maintain a proper balance between functional and
implementation-oriented content. While an anatomy plan is a functional
view of the system, work packages that are large may affect many subsystems
(implemented by different development teams). Therefore, it is sometimes useful to break down such work packages into smaller and more implementationoriented packages that target the different subsystems. A disadvantage is that
this can result in lower flexibility as parts of the functional-implementation
mapping are determined too early.
A dilemma that can occur while working according to an anatomy plan, is
whether to keep or remove an architectural change if a function is
excluded from the project. This can happen if the project runs short of
time, and certain functionality needs to be cut out. If a function is excluded, it
should be so in its entirety. However, if an architecture change was realised as
part of the function before it was excluded, it may be difficult to “roll back” all
the way. Thus, it can turn out to be risky to focus only on added functionality
and not on the impact on the underlying system in the anatomy plan.
A challenge related to the use of functional ladders is that the first step
usually becomes very large (i.e., the ladder becomes front heavy). This
happens especially when a lot of work needs to be done before some customer
value can be provided, for example if the functionality is very complex, or due to
required architecture-related changes. This partly defeats the point of having
an incremental breakdown of functions; since a significant amount of design
and planning may be necessary, much work is lost if the function is excluded.
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Moreover, a possible disadvantage of decomposing a function into incremental
steps (as opposed to implementing the function iteratively) that was raised in
discussions is the fact that synergy effects during implementation may be lost.
If different steps affect the same architecture components, for example, it would
be desirable to do those steps simultaneously. Thus, the decomposition into
steps need to take into account not only functional-logical aspects, but also
implementation aspects, much like using implementation-oriented dependencies
on the feature/function level.
The overarching need at Ericsson is to be able to get better at using anatomy
planning, and to spread the use of anatomy planning in the organisation. There
are several stakeholders for whom proper anatomy planning is very useful, primarily those who control the high-level development of systems, and those who
are responsible for integration and verification. Others, for example those who
are responsible for detailed system development, do not find it as useful. The
difference between these groups is that the former mostly deals with features or
high-level functions, while the latter deals with implementation aspects.
In streamline development, projects will be shorter and less resource heavy,
which means that they can be run in parallel. This poses high demands on the
delineation of each project, and on the control of how within-project development fits into the evolution of the system as a whole. Here, anatomy planning
is seen as a key player in the process of making streamline development possible [Tomaszewski, 2006: paper IX]. Thus, a crucial need is to ensure that
anatomy planning fits this situation.

6.3.3

EXTENDED ANATOMY APPROACH

Based on the identified needs and challenges, the following list of necessary
changes to how anatomy planning works today was compiled (order is not important):
1. Distinguish between a product-level anatomy plan and a project-level
anatomy plan. The latter is meant to be closer to the implementation
of the system, while the former is kept feature-oriented. This differentiation of levels supports streamline development.
2. Allow smaller steps in functional ladders by differentiating between valueproducing steps and implementation-oriented steps. This puts more emphasis on the incremental nature of functions, and can help in reducing
effort loss should a function be excluded.
161

6: Impact Analysis and Software Evolution
3. Separate structural changes to the underlying system, such as architecture
changes, from the functional content of a function or feature. This loosens
the dependency between code-base evolution and functional evolution.
4. Focus more on eliciting dependencies among entities in an anatomy plan,
by involving all relevant stakeholders in a structured manner. This helps
ensuring that the development order dictated by an anatomy plan is followed by everyone.
5. Make use of a tool or a set of tools that support both initial anatomy
planning and continuous maintenance of anatomy plans. This relieves
anatomy planning efforts, and reduces the risk of anatomy plans becoming
shelf-ware.
The first three changes point in the same direction, namely using anatomy
plans to bridge the gap between functional content and implementation. The
first and fourth changes rely on impact analysis to determine how added functionality affect the current system (see Section 6.4). In the next few sections, we
describe the extension to the anatomy plan concept resulting from the changes
listed above.
6.3.3.1

PRODUCT ANATOMY PLAN

The distinction between the product-level anatomy plan and the project-level
anatomy plan is that the former spans over several releases (i.e., is not bound to
any particular release), whereas the latter is project specific. As a release can
be developed through one or more projects, the project-level anatomy plan can
be said to be valid within a single release.
The most prominent characteristic of a product anatomy plan is the lack of
resource and (to a large extent) time constraints. The idea is to allow planning
of the system evolution over several possible releases without having to do initial, detailed release planning. However, as the work packages in the plan are
interconnected and thus appear in a defined order of inclusion in the system, a
certain time aspect can be discerned.
A question that arises is how far to break down the work packages in a
product anatomy plan. The detail level to target should depend on at least two
things:
1. The amount of available knowledge about the work package. For example,
if a feature is concrete and well-defined, it should be decomposed into
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functions and possibly functional ladders. Otherwise, it may be left as a
feature for the time being.
2. The desired balance between the effort required to create the product
anatomy plan and the future effort needed to create project anatomy plans.
The more abstract the product anatomy plan is, the more effort is required
later on when projects are planned.
When the functional ladder for a function is created, two different types
of steps should be used. In the current practice, each step delivers customer
value. However, by allowing steps that deliver only “development value”, the
pressure on the development organisation can be relieved somewhat, as upfront
design and planning can be optimised. These steps are termed intermediate
steps, whereas the value-delivering steps are termed release steps. If a project
includes a release step, the delivered functionality that belongs to the particular
function can be verified as a part of the system and can be acknowledged as
being part of the release. Deliverables from the intermediate steps exist in the
code base and facilitate further development.
The product anatomy plan needs to be aligned with other strategic, longterm documents and plans. For example, Ericsson uses the concept of “target
architecture” to describe goals related to the structural evolution of systems.
The functional evolution described in a product anatomy plan cannot be incompatible with the target architecture. By involving certain implementation
aspects in the plan, the compatibility can be ensured.
It was decided to introduce the concept of prerequisites in the product
anatomy plan. A prerequisite is a non-functional entity, which typically corresponds to an architectural change that is necessary for implementing some
functionality that is not supported by the current architecture. A prerequisite
automatically results in a requires/depends-on dependency between itself and
the functionality it enables, which can be not only a feature or function, but
also a step on a functional ladder. The latter is useful if, for example, a function
can be partly evolved over a number of steps without changes to the current
architecture, but further evolution requires changes.
6.3.3.2

PROJECT ANATOMY PLAN

The project anatomy plan contains a subset of the entities in the product
anatomy plan for one particular project. As pointed out, a release can be
developed through one or more projects, which means that the project anatomy
plan is release specific. It follows that the product anatomy plan acts as input
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to a release planning activity whereby the scope of a project is set. The output
of the activity is one or more project anatomy plans. In the case of multiple
projects run in parallel (or at least with some degree of overlap), it is essential
that the projects are disjunctive with respect to functionality and affected implementation artifacts (such as components). This stresses the importance of
identifying implementation-oriented relations between the anatomy plan entities, which should be done by applying impact analysis methods in a systematic
way (also true for the product anatomy plan).
Figure 6.5 shows the relationship between the product anatomy plan and the
project anatomy plan, and the release planning and project planning activities.
An anatomy plan is a system-level plan that supports activities which aim at
defining the scope and characteristics of the development of the system. The
product anatomy plan is used as input to release planning, which results in one
or more releases. Each release can be developed through one or more projects,
for which there are project anatomy plans. The arrow between the product
anatomy plan and the project anatomy plan illustrates that the latter is a subset
of the former.
If a project is created to develop a single or only a few work packages, it
may not be necessary to have a project anatomy plan for the project. In that
Execution-related planning
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Figure 6.5: System-level anatomy plans in relation to release planning and
project planning.
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case, a project anatomy plan can instead be created for several projects. This
is illustrated in Figure 6.5 by the dashed arrows from projects P2 and P3 .
Unlike the product anatomy plan, the project anatomy plan makes explicit
time and resource constraints, obviously since these aspects are important steering factors for any project. By adding time and resource constraints, it is possible to plan increments in time, and thus to plan for incremental testing during
the project. Taxén and Lilliesköld [2005] discuss integration planning as the
activity of assigning delivery dates and resources to increments. They also describe the creation of the anatomy plan as being based on verifiable increments,
a view that is shared here.
The project anatomy plan needs to a greater extent than the product
anatomy plan be synchronised with implementation-oriented artifacts such as
architecture and detailed design. Otherwise, there is a risk that the anatomy
plan does not function as a guide for incremental development. Thus, before
development in the project starts, the following issues need to be checked:
• That there is an accurate mapping between the project anatomy plan and
implementation-oriented artifacts.
• That the relations in the project anatomy plan are correct and that no
relations are missing.
• That the functional decomposition in the project anatomy plan is correct
and complete with respect to the detail level necessary for the project.
The issues above imply that effort may need to be spent on further decomposing work packages from the product anatomy plan, on identifying additional
relations and prerequisites, and so on.
After a project has ended, the project anatomy plan should be synchronised
with the product anatomy plan. The reason is that the work conducted in
the project may have changed the project anatomy plan to the extent that the
product anatomy plan no longer is entirely valid. Without this feedback link
between the two levels, there is a risk that the product anatomy plan goes out
of sync with what is going on in the development projects. The synchronisation
also means that the evolution can be traced backwards in old product anatomy
plan documents, as product anatomy plans will function also as documentation.
6.3.3.3

THE ANATOMY PLAN AS A MODEL

In the current practice, an anatomy plan can be said to be a functional model of
the system evolved under it, meaning that the units of interest in the anatomy
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plan are related to functionality rather than to some implementation-oriented
aspect. This means that the anatomy plan for a system, depending on the
detail level of its contained work packages, may be supported by and related to
use cases that govern the functionality of the system. More specifically, highlevel use cases can be used to guide anatomy planning activities, aiding in the
identification of functionality to include in the plan.
As a contrast, purely implementation-oriented models, such as the software
architecture of a system, contain units of responsibility for some specific aspect or aspects of the functionality of the system. It follows that there is a
mapping, albeit not one-to-one, between a functional model of the system and
an implementation-oriented model. We argue that for an anatomy plan to be
successful, it is important to consider the mapping to implementation-oriented
models of the system (including its source code, which is the most accurate
model). During anatomy planning, this is done by applying methods for impact
analysis to the work packages. In a final anatomy plan, the mapping can, for
example, result in dependencies among work packages that otherwise would not
be apparent, but also in the addition of prerequisites as discussed above. Even
though implementation aspects are taken into consideration, anatomy plans are
still functional models. They complement implementation-oriented models, and
are used for a different purpose.

6.3.4

DEPENDENCIES

The relations between work packages in the anatomy also govern constraints
that need to be taken into account when doing release planning and project
planning. For example, a coupling relation indicates that the entities should
be developed in the same release, and possibly in the same project. It is not
sufficient to identify the explicit work package relations; also implicit ones need
to be identified. In incremental development, there is an existing system (the
previous release) on which the current development is based. As noted in Section 6.3.2, two work packages can have an overlapping impact on the existing
system, which means that there is an implicit relation between them. Overlooking this relation can result in problems and development conflicts. Identifying
implicit relations requires anatomy plan work packages to be traceable to architecture, design and/or source code, and the exercise of proper impact analysis.
As a means to understanding how a work package affects the existing system, it is helpful to identify relations between the work package and previously
implemented work packages in the product anatomy plan (because the project
anatomy plan by definition does not contain the pre-project history). Such
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a relation (refines, or extends) would make it easier to determine the impact
of a new work package based on how and where previous work packages are
implemented.
In the case of a stand-alone anatomy plan work package, contrived relations
can be introduced in order to connect it to other work packages. Such contrived relations could be based on appropriateness with respect to, for example,
business value, strategic intent, or market window.

6.3.5

ORGANISATIONAL CONTEXT

This section briefly discusses some aspects of the organisational context of
anatomy plans: stakeholders, visualisation, and tools.
6.3.5.1

STAKEHOLDERS

Being a versatile and central planning instrument, an anatomy plan (regardless
of level) has a number of stakeholders. Product managers define features that are
used and decomposed in the anatomy plan. Thus, these contribute to the valueoriented evolution of the system captured in the plan. Architects and technical
experts work with the decomposition of the anatomy plan entities, primarily
at a high level. Of course, these can also contribute with an implementationoriented evolution of the system by adding prerequisites (for example, because
the current architecture is a dead end and allows for little expansion). People
working with release and project planning can use the anatomy plan as input to
these activities. Within a development project, architects and developers and
also project managers use the anatomy plan as a guiding instrument for the
incremental development taking place there. Testers make use of the anatomy
plan for planning testing and integration of functionality.
All the relevant stakeholders must cooperate in developing an anatomy plan
that can satisfy their various needs and views of the system. The cooperation
should involve both the decomposition of work packages, so that everyone agree
on the functional content of the plan, and the definition of relations in the plan,
so that everyone agree on how the work packages are structured (and, in the
case of the project anatomy plan, laid out over time). The different perspectives
and opinions expressed by different stakeholders need to be aggregated into a
common view for the anatomy plan.
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6.3.5.2

VISUALISATION AND TOOLS

The visualisation of anatomy plan work packages has not been given special
attention. Carlshamre et al. [2001] suggest using different colours for requirements depending on how many relations they have to other requirements. A
similar approach could be adopted in anatomy plans, but this would conflict
with the current practice of colouring work packages based on their status. The
visualisation of a prerequisite should preferably depend on the magnitude of its
impact (see the previous section).
As for using a different tool, it has been discussed to use a project planning
tool based the on PERT∗ model. This tool would, however, have to be extended
to deal with different types of relations, as well as the decomposition of features
into functions and functional ladders. Given this, it may make more sense to
develop a custom tool. No formal evaluation of existing tools has been made.

6.4

ROLE OF IMPACT ANALYSIS

Saliu and Ruhe [2005] discuss feature-driven impact analysis as the activity of
determining which components in the software that are affected by an added feature. In this chapter, we have talked about incremental change which is change
induced by adding new functionality. Impact analysis is crucial in incremental software development when the added functionality needs to be integrated
with the existing system. When adding new functionality, the magnitude of the
impact on the existing system can be divided into different levels (Chapter 3
discusses other ways of measuring impact):
• Small: The impact is small if the existing system already has interfaces
(code-wise as well as UI-wise) or communication protocols that support
the new functionality. The impact then lies in making the system aware
of the new functionality.
• Medium: The impact is medium if new interfaces and/or protocols need
to be added in order to support the new functionality.
• Large: The impact is large if an architectural change is necessary to
incorporate the new functionality, for example if a plugin architecture
needs to be created, or if the new functionality imposes a performance
penalty on the system. The impact is also large if the new functionality
replaces existing functionality.
∗

Program Evaluation and Review Technique [see Pfleeger, 1998].
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Note that new functionality almost always has impact on the existing system.∗ Knowing about the magnitude of the impact of a new function or feature
is useful when doing release planning and in particular project planning, as it can
constrain the scope of the release or project. It can also be useful to determine
the need for prerequisites (see Section 6.3.3) in an anatomy plan—a function
with large impact is a candidate for splitting into prerequisite and functionality.
Regardless of the level of impact, changes to the existing system result in
both ripple effects and possibly side effects. The former can be planned for (as
part of the impact analysis), whereas the latter are undesirable and should be
avoided.
If we see the analysis of the impact of new functionality as the general
purpose of impact analysis, more specific purposes are:
• To facilitate bridging between functional and implementation-oriented
views of the system. This is important to ensure that the different views
are compatible (cf. view-based architecture design, where it crucial that
the views show the same system [Hofmeister et al., 2000]).
• To aid in the breakdown of functionality onto different subsystems, if
applicable, which facilitates both planning and development. This is based
on the premise that the subsystems are developed by different teams.
• To identify implementation-oriented relations between functional entities.
Such relations can be hidden or implicit, and can result in development
problems and conflicts if overlooked.
Even if we can divide new functionality into the addition of new code and the
modification of existing code, all of the functionality may be contained within
the same entity, for example an architecture component. Impact analysis can
be used to pinpoint this component and others that will encompass a particular
piece of functionality.
Figure 6.6 illustrates the identification of an implicit relation resulting from
the impact of the functions on the existing system. Function A affects component C, and function B affects components C and D. Since the functions have
shared impact on the existing system through component C, they are not independent. The relation is implicit because it may not be obvious when studying
∗ A possible exception to this could be the addition of a service to a service-oriented system
with automatic service discovery, where users/clients communicate with and are aware of
services directly.
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the functions. It is implementation-oriented, as it has its roots in the implementation of the system (another system with a different architecture could result
in a different set of implicit relations).
implicit
relation
Func. A

Functional view

affects

Implementation view

Func. B

affects
affects

Comp. C

Comp. D

Figure 6.6: The identification of an implicit relation between two functions.

6.5

EVOLUTION AND EVOLVABILITY
ASPECTS

The previous sections have described the anatomy plan concept and illustrated
both how anatomy plans are meant to be structured, and how they are meant
to be used. The reflections in this section constitute in part a summary of what
has been presented so far but with specific focus on evolution and evolvability.

6.5.1

EVOLUTION

An anatomy plan shows the functional evolution of the system, and it has
been discussed that a functional model differs from an implementation-oriented
model. That said, the functional evolution needs to align with other types of
evolution, such as the architectural evolution towards a target architecture. The
connection between functional and implementation-oriented evolution becomes
most apparent at the functional ladder level. This is because synchronisation
between the order in which functionality should be developed and the order in
which it makes most sense to implement it is more complicated for detailed than
for high-level functionality.
An anatomy plan makes its stakeholders aware of the evolution of the system
through the order of work packages dictated by their relations. In this respect,
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the anatomy plan is a learning/knowledge instrument that can serve to align
multiple development efforts in the direction of the planned evolution.
The product anatomy plan provides the high-level evolution that spans over
multiple releases. It needs to be driven by strategic and business goals. The
project anatomy plan corresponds to the incremental development within a
project (and hence within a release), and needs to be governed to a larger
extent by the current architecture and design structures. A relation between
two work packages in the product anatomy plan will have an effect on the incremental development dictated by the project anatomy plan. Thus, relations
are inherited from a product anatomy plan into a project anatomy plan. Due to
the difference in focus between the plans, the discussed feedback link from the
project anatomy plan back to the product anatomy plan is necessary to ensure
that the high-level evolution is up-to-date with the incremental development
going on at project and release level.

6.5.2

EVOLVABILITY

Evolvability is, again, the capability of a system to be evolved [Cook et al.,
2000]. As discussed, an anatomy plan contains not only functional entities,
but also prerequisites, which typically are architectural changes required to add
some functionality later on. The identification of prerequisites requires knowledge about the evolvability of the system. Thus, prerequisites could be seen as
evolvability indicators, as their presence hints at the system’s ability to include
new functionality given the state of its current architecture.
The number of prerequisites in an anatomy plan may function as an actual
metric for the evolvability of the system. More specifically, if an anatomy plan
contains a large number of prerequisites, it can be argued that the evolvability
of the system is low (since many changes are needed to enable the functional
evolution). Taking into account the magnitude of impact the prerequisites represent into the measure could be beneficial as well. Whether this metric is valid,
or at all useful, is an open issue to study.
Similarly, intermediate steps in functional ladders hint at a system’s evolvability. Recall that an intermediate step delivers developer value rather than
customer value. A large number of initial intermediate steps in a functional
ladder essentially means that much development work has to be done before
customer value can be created, which arguably could be an indication of low
evolvability.
Through the prerequisites (and intermediate steps in functional ladders), an
anatomy plan informs its stakeholders not only about the functional evolution of
171

6: Impact Analysis and Software Evolution
the system, but also about what is required in order to accomplish the evolution.
In other words, it educates the stakeholders about the state of the system with
respect to evolvability. Based on this knowledge, a developer may, for example,
develop the system in a way that is aligned with the change dictated by the
prerequisite. Thus, a certain focus on evolvability in the development can result
from using an anatomy plan. This particular behaviour has been observed at
Ericsson, and can be explained by the developers’ desire to prepare for changes
and avoid re-work later on.
The prerequisites need to be assigned to development projects just as the
functional entities. Thus, the evolvability focus becomes an intrinsic part of the
incremental development in a project, in the way that the initial development
work need to cater for the future evolution of the system.
Cook et al. [2000] point out the need to study how the evolvability of a system
is affected by the relation between the system and the surrounding organisation.
The previous argumentation is in line with this, and anatomy planning may be
seen as a catalyst between evolvability aspects of a system and the organisation
for reasons given above.

6.6

CONCLUSIONS AND OPEN ISSUES

In this chapter, we have presented an evolution planning instrument called the
anatomy plan. The anatomy plan as a concept brings together software evolution, release planning, project planning, and incremental software development.
It has been used previously to manage incremental development within projects
at Ericsson. Based on identified needs and challenges, we have proposed an extension that takes into account both a product level and a project level anatomy
plan.
An anatomy plan shows the functional evolution of a system. It works as
a learning instrument for its stakeholders, who through it becomes aware of
evolution aspects of the system it models. On the product level, it spans several
releases of the system and is used as input to release planning of individual
releases. On the project level, it models the incremental development and incremental deliveries, though still from a functional perspective.
By showing not only functionality, but also prerequisites for functionality
such as required architectural changes, the use of an anatomy plan can be argued
to result in a stronger focus on evolvability during development. The reason is
that the anatomy plan clearly shows not only the evolution of the system, but
also what is necessary to accomplish it.
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We have studied how impact analysis fits into the anatomy plan concept,
and formulated two research questions:
• RQ1: Of what use is impact analysis in relation to software evolution and
incremental development?
• RQ2: How can impact analysis facilitate the identification of dependencies
between functional entities?
In response to RQ1, we conclude that the main purpose of impact analysis is
to manage the incremental change induced by adding new functionality to the
existing system. Knowledge about different levels of impact magnitude can help
in release planning and project planning. We have also seen that impact analysis
is useful when bridging between the functional view in an anatomy plan and
implementation-oriented views such as the architecture. In response to RQ2, we
conclude that impact analysis helps avoid development problems and conflicts
as it can be used to reveal implicit implementation-oriented relations between
functional entities in an anatomy plan.
So far, mostly infrastructure aspects of anatomy planning have been discussed together with Ericsson. Processes and ways of working are subjects for
ongoing discussions, and require further attention. With respect to the continuation of the current research, the following list shows a number of open
issues:
• Some guidelines for decomposition of features with respect to the balance
between a product anatomy plan and corresponding project anatomy plans
are necessary, in particular to enable consistent use of anatomy planning
in industry.
• The synchronisation between functional evolution and actual incremental
development order is crucial and needs further attention. The challenge is
to make the anatomy plan a relevant instrument at all levels of evolution.
• The anatomy plan as a tool for release planning and integration needs to
be further studied, including needs seen by different roles involved in development and constraints resulting from organisational structures (such
as multiple levels of management, parallel development teams etc.)
• Evolvability metrics based on anatomy plans should be defined. The number of prerequisites has been suggested, but whether it is valid needs to
be studied further.
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• More structured interviews pertaining to the problems experienced when
working with evolving software systems are planned. The objective is to
study whether the dimensions expressed by an anatomy plan are valid,
and if more dimensions are required.
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Chapter 7

K-Nearest Neighbour
Imputation
Missing data pose a serious problem to researchers in many different fields of
research, for example artificial intelligence [Gediga and Düntsch, 2003], machine
learning [Batista and Monard, 2001] and psychology [Downey and King, 1998].
The situation is, unsurprisingly, similar in software engineering [Cartwright
et al., 2003; Myrtveit et al., 2001; Strike et al., 2001]. The absence of data
may substantially affect data analysis as statistical tests will lose power and
results may be biased because of underlying differences between cases with and
without missing data [Huisman, 2000]. Simple ways to deal with missing data
are, for example, listwise deletion, in which incomplete cases are simply discarded from the data set, or variable deletion, in which variables with missing
data are discarded. However, a consequence of using a deletion procedure is
that potentially valuable data are discarded, which is even worse than having
missing data in the first place. Another approach, advantageous because it does
not require useful data to be removed, is to use a method for imputing data.
Imputation methods work by substituting replacement values for the missing
data, hence increasing the amount of usable data.
A multitude of imputation methods exist (see, for example, [Hu et al., 1998]
for an overview), whereas this chapter deals mainly with hot-deck k-Nearest
Neighbour imputation, but also with Random Draw Substitution, Random Imputation, Median Imputation and Mode Imputation. In hot-deck imputation,
a missing value is replaced by a value derived from one or more complete cases
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(the donors) in the same data set. The choice of donors should depend on
the case being imputed, which means that Median Imputation, for example, in
which a missing value is replaced with the median of the non-missing values,
does not qualify as a hot-deck method [Sande, 1983]. There are different ways
of picking a replacement value, for example by choosing a value from one of the
donors by random [Huisman, 2000] or by calculating the mean of the values of
the donors [Batista and Monard, 2001; Cartwright et al., 2003].
The k-Nearest Neighbour (k-NN) method is a common hot-deck method,
in which k donors are selected from the available neighbours (i.e., the complete cases) such that they minimise some similarity metric [Sande, 1983]. The
method is further described in Section 7.3.5. An advantage over many other
methods, including Median and Mode Imputation, is that the replacement values are influenced only by the most similar cases rather than by all cases. Several
studies have found that the k-NN method performs well or better than other
methods, both in software engineering contexts [Cartwright et al., 2003; Song
et al., 2005; Strike et al., 2001] and in non-software engineering contexts [Batista
and Monard, 2001; Chen and Shao, 2000; Troyanskaya et al., 2001].
We have evaluated the k-NN method previously, and concluded that the
performance of the method is satisfactory [Jönsson and Wohlin, 2004]. In order to better assess the relative performance of the method, we have extended
the evaluation by benchmarking the k-NN method against four other methods: Random Draw Substitution, Random Imputation, Median Imputation and
Mode Imputation. These methods are clearly simpler in terms of imputation
logic than k-NN, but can be said to form an imputation baseline. Thus, the
main research question for this chapter concerns the performance of the k-NN
method in relation to the other methods.
The data used in the evaluation, which come from the study described in
Chapter 2, are of Likert type in a software engineering context. A Likert scale
is ordinal, and consists of a number of alternatives, typically weighted from
one and up, that concern level of agreement (e.g., disagree, agree, and strongly
agree). Such scales are commonly used when collecting subjective opinions of
individuals in surveys [Robson, 2002]. The evaluation is performed by running
the k-NN method and the other imputation methods on data sets with simulated
non-response.
Apart from the benchmarking, we discuss the following questions related to
the k-NN method:
• How many donors should preferably be selected?
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• At which proportion of missing data is it no longer relevant to use the
method?
• Is it possible to decrease the sensitivity to the proportion of missing data
by allowing imputation from certain incomplete cases as well?
• What effect has the number of attributes (variables) on the results?
The remainder of the chapter is structured as follows. In Sections 7.1 and 7.2,
we outline related work, describe the data used in the evaluation and discuss
different mechanisms for missing data. In Section 7.3, we present the k-NN
method as well as the other imputation methods against which we benchmark
k-NN. In Section 7.4, we describe the process we have used for evaluating the
k-NN method. Although the process is generic in the sense that it supports any
imputation method, we focus on k-NN. In Section 7.5, we briefly describe how we
instantiated the process in a simulation, but also how we performed additional
simulations with other imputation methods. In Section 7.6, we present the
results and relate them to our research questions. In Section 7.7, we discuss
validity threats and outline possible future work. Finally, we draw conclusions
in Section 7.8.

7.1

RELATED WORK

As Cartwright et al. [2003] point out, publications about imputation in empirical software engineering are few. To our knowledge, those that exist have
focused on comparing the performance of different imputation methods. For
example, Myrtveit et al. [2001] compare four methods for dealing with missing
data: listwise deletion, mean imputation, full information maximum likelihood
and similar response pattern imputation (which is related to k-NN with k = 1).
They conclude, among other things, that similar response pattern imputation
should only be used if the need for more data is urgent. Strike et al. [2001]
describe a simulation of listwise deletion, mean imputation and hot-deck imputation (in fact, k-NN with k = 1), and conclude that hot-deck imputation
has the best performance in terms of bias and precision. Furthermore, they
recommend the use of Euclidean distance as a similarity measure. In these two
studies, the context is software cost estimation. Cartwright et al. [2003] themselves compare sample mean imputation and k-NN, and reach the conclusion
that k-NN may be useful in software engineering research. Song et al. [2005]
evaluate the difference between the missingness mechanisms MCAR and MAR
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(see Section 7.2.2) using k-NN and class mean imputation. Their findings indicate that the type of missingness does not have a significant effect on either of
the imputation methods, and furthermore that class mean imputation performs
slightly better than k-NN. In these two studies, the context is software project
effort prediction.
It is common to compare imputation methods in other research areas as
well. Batista and Monard [2001] compare k-NN with the machine learning algorithms C4.5 and C2, and conclude that k-NN outperforms the other two, and
that it is suitable also when the proportion of cases with missing data is high
(up to 60%). Engels and Diehr [2003] compare 14 imputation methods, among
them one hot-deck method (however, not k-NN), on longitudinal health care
data. They report, however, that the hot-deck method did not perform as well
as other methods. Huisman [2000] presents a comparison of imputation methods, including Random Draw Substitution and k-NN with k = 1. He concludes
that Random Draw Substitution is among the worst performers, that the k-NN
method performs better with more response options, but that corrected item
mean imputation generally is the best imputation method. In the context of
DNA research, Troyanskaya et al. [2001] report on a comparison of three imputation methods: one based on single value decomposition, one k-NN variant and
row average. They conclude that the k-NN method is far better than the other
methods, and also that it is robust with respect to proportion of missing data
and type of data. Moreover, they recommend the use of Euclidean distance as
a similarity measure. Gmel [2001] compares four different imputation methods,
including single-value imputation based on median and k-NN with k = 1. He
argues that single-value imputation methods are considered poor in general as
they disturb the data distribution by repeatedly imputing the same value. He
concludes that the k-NN method seems to perform better than the other methods. Chen and Åstebro [2003] evaluate six methods for dealing with missing
data, including Random Draw Substitution and Mode Imputation, by looking
at the sample statistics mean and variance. They report that Random Draw
Substitution systematically biases both the mean and the variance, whereas
Mode Imputation only systematically biases the variance.
Imputation in surveys is common, due to the fact that surveys often are
faced with the problem of missing data. De Leeuw [2001] describes the problem
of missing data in surveys and gives suggestions for how to deal with it. Downey
and King [1998] evaluate two methods for imputing data of Likert type, which
often are used in surveys. Their results show that both methods, item mean
and person mean substitution, perform well if the proportion of missing data
is less than 20%. Raaĳmakers [1999] presents an imputation method, relative
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mean substitution, for imputing Likert data in large-scale surveys. In comparing the method to others, he concludes that it seems to be beneficial in this
setting. He also suggests that it is of greater importance to study the effect of
imputation on different types of data and research strategies than to study the
effectiveness of different statistics. Nevertheless, Chen and Shao [2000] evaluate
k-NN imputation with k = 1 for survey data, and show that the method has
good performance with respect to bias and variance of the mean of estimated
values.
Gediga and Düntsch [2003] present an imputation method based on nonnumeric rule data analysis. Their method does not make assumptions about
the distribution of data, and works with consistency between cases rather than
distance. Two cases are said to be consistent when their non-missing values are
the same whenever they occur in both cases. Thus, donorship is allowed both
for complete and incomplete cases. This resembles our relaxation of the k-NN
method rules when it comes to selecting neighbours (see Section 7.3.5), in that
both approaches allow values that will not contribute to the similarity measure
to be missing in the donor cases.

7.2

RESEARCH DATA

In this section, we present the data used in the evaluation. We also discuss different missingness mechanisms (i.e., different ways in which data can be missing).

7.2.1

EVALUATION DATA

As noted previously, he data used in the evaluation come from the case study on
software architecture documentation described in Chapter 2. In the case study,
a questionnaire about viewpoints on architecture documentation was distributed
to employees in the organisation. For the evaluation, we chose to use the answers
to six questions, selected such that we could extract as many complete cases as
possible. Initially, the questions were answered by 66 persons, of which 12
(18.2%) gave incomplete answers (resulting in a data set with 7.8% missing
data). Thus, the evaluation data set contained 54 complete cases.
Each of the six questions used a Likert scale for collecting answers, where
the numbers 1 to 5 were used to represent different levels of agreement to some
statement or query. Each of the numbers 1 to 5 was associated with a short
text explaining its meaning, and we tried to make sure that distances between
two adjacent numbers were conceptually similar everywhere.
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When examining the original data with respect to differences between roles,
we found that there are no differences for the questions involved in this evaluation (see Chapter 2). We have also sought differences based on other ways
to group the data, but found none. Hence, we presuppose that the data are
homogeneous. Figure 7.1 shows the distribution of response options of the six
questions as well as on average (rightmost bar).∗ As can be seen, options 1 and
5 are largely underrepresented, while in particular options 3 and 4 are common
answers to most of the questions.

Figure 7.1: Distribution of response options.

7.2.2

MISSING DATA

There are three main ways in which data can be missing from a data set [Batista
and Monard, 2001; Cartwright et al., 2003; Hu et al., 1998]. These ways, or
missingness mechanisms, are:
• MCAR (Missing Completely At Random), means that the missing data
are independent on any variable observed in the data set.
∗

The chart is an aggregate view of the ones in Figure 2.1.
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• MAR (Missing At Random), means that the missing data may depend on
variables observed in the data set, but not on the missing values themselves.
• NMAR (Not Missing At Random, or NI, Non-Ignorable), means that the
missing data depend on the missing values themselves, and not on any
other observed variable.
Any action for dealing with missing data must take the missingness mechanism into account. For example, to discard cases with missing data altogether
is dangerous unless the missingness mechanism is MCAR [Scheffer, 2002]. Otherwise, there is a risk that the remaining data are severely biased. NMAR is the
hardest missingness mechanism to deal with, because it, obviously, is difficult
to construct an imputation model based on unobserved data.
When data are missing from the responses to a questionnaire, it is more likely
that the missingness mechanism is MAR than MCAR [Raaĳmakers, 1999]. For
example, a respondent could leave out an answer because of lack of interest,
time, knowledge or because he or she did not consider a question relevant. If
it is possible to distinguish between these different sources of missing data, an
answer left out because of lack of question relevance could be regarded as useful
information rather than a missing data point. If so, the degree of missingness
would be different than if the source of missing data could not be distinguished.
Thus, it is recommended to include a response option for lack of relevance. It
should be noted, however, that the questions in our data did not offer such a
response option.

7.3

IMPUTATION METHODS

In this section, we describe the k-NN imputation method as well as the imputation methods used for benchmarking. We divide the imputation methods into
the three categories uninformed, informed and intelligent (see [Huisman, 2000]
for other ways of categorising imputation methods):
• Uninformed imputation methods do not take into consideration properties
of the data that are important from an imputation perspective, such as
distribution of response options. Random Draw Substitution, where a
replacement value is randomly drawn from the set of response options,
falls into this category.
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• Informed imputation methods do take data properties into consideration.
Random Imputation, where a replacement value is randomly drawn from
the available (observed) answers, as well as Median Imputation and Mode
Imputation fall into this category.
• Intelligent imputation methods are those that base the imputation on
hypothesised relationships in the data. The k-NN method falls into this
category.
We go deeper into details for the k-NN method than for the other methods, in
particular with respect to how the properties of the method affect the imputation
results. Based on this, we differentiate between two different strategies for
selecting neighbours. The standard strategy adheres to the rules of the method
in that only complete cases qualify as neighbours, while the other relaxes this
restriction slightly.

7.3.1

RANDOM DRAW SUBSTITUTION

Random Draw Substitution (RDS) is an imputation method in which a missing
value is replaced by a value randomly drawn from the set of available response
options [Huisman, 2000]. In our case, this means that we randomly generate
replacement values from 1 to 5 such that all values have equal possibilities of
being generated.
RDS falls into the category of uninformed imputation methods, as it does
not consider data distribution or any other relevant properties. The relevance in
benchmarking against RDS, or any other uninformed method for that matter,
can of course be debated. However, we argue that a hallmark of any method
necessarily must be to beat the entirely random case.

7.3.2

RANDOM IMPUTATION

Hu et al. [1998] describe generic Random Imputation (RI) as a method where replacement values are drawn at random from observed data, given some sampling
scheme. In our use of the method, we replace a missing value for a particular
question with a value drawn randomly from all available answers to the question.
Thus, we effectively set the probabilities of the response options in accordance
with the distribution of response options for the question. This means that RI
can be categorised as an informed imputation method.
By obeying the distribution of observed response options, we can expect RI
to outperform RDS unless the possible response options are equally distributed
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for each question. This is not the case in our data, where response options 1
and 5 in particular are largely underrepresented (see Figure 7.1).

7.3.3

MEDIAN IMPUTATION

Due to the fact that our original data are ordinal, we impute based on median
rather than mean. In Median Imputation (MEI), a missing value is replaced
by the median of all available answers to the question. As with any type of
single-value imputation, this method disturbs the distribution of response options, since the same value is used to replace each missing value for a particular
question [Gmel, 2001].
If the number of available answers to a question is even, the median may
become a non-integer value. Since non-integer values are not compatible with
ordinal data, we round the value either downwards or upwards at random (for
each missing value) in order to get an integer value.
MEI is highly sensitive to the distribution of response options for a question. More specifically, if the median corresponds to a response option with
low frequency, the percentage of correct imputations will be low. Conversely,
if the median corresponds to a frequent response option, MEI will have good
performance.

7.3.4

MODE IMPUTATION

Mode Imputation (MOI) is similar to MEI, except the mode is used instead of
the median. As with MEI, MOI disturbs the distribution by imputing the same
value for all missing values for a particular question.
A problem with using the mode as replacement value is that the distribution
of available answers may be multimodal (i.e., have several modes). If that is the
case, we obtain a unique replacement value by randomly selecting one of the
modes for each missing value.
If the mode corresponds to a response option with high frequency compared
to the other response options, the percentage of correct imputations will be
high. Otherwise, that is if the difference in frequency to the next most common
value is small, the imputation performance decreases. Similarly, if the mode is
a response option towards one of the ends of the scale, and a response option in
the other end is common as well, the relative error of incorrectly imputed values
will be high.

183

7: K-Nearest Neighbour Imputation

7.3.5

K-NEAREST NEIGHBOUR

In the k-NN method, missing values in a case are imputed using values calculated
from the k nearest neighbours, hence the name. The nearest, most similar,
neighbours are found by minimising a distance function, usually the Euclidean
distance, defined as follows [see Wilson and Martinez, 1997]:

E(a, b) =

sX

(xai − xbi )2

(7.1)

i∈D

Here,
• E(a, b) is the distance between the two cases a and b,
• xai and xbi are the values of attribute i in cases a and b, respectively, and
• D is the set of attributes with non-missing values in both cases.
The use of Euclidean distance as similarity measure is recommended by
Strike et al. [2001] and Troyanskaya et al. [2001]. The k-NN method does not
suffer from the problem with reduced variance to the same extent as singlevalue imputation, because when mean imputation imputes the same value (the
mean) for all cases, k-NN imputes different values depending on the case being
imputed.
Consider the data set shown in Table 7.1; when calculating the distance
between the cases Bridget and Eric, the attributes for which both have values
are Q1, Q3, Q4 and Q5. Thus, D = {Q1, Q3, Q4, Q5}. We see that Bridget’s
answer to Q2 does not contribute to the calculation of the distance, because it
is not in D. This implies that whether a neighbour has values for attributes
outside D or not does not affect its similarity to the case being imputed. For
example, Bridget and Eric are equally similar to Susan, because
p
E(Bridget, Susan) = E(Eric, Susan) = 2 × (4 − 2)2 ≈ 2.8
despite the fact that Bridget is more complete than Eric.
Another consequence of how the Euclidean distance is calculated, is that it is
easier to find near neighbours when D is small. This occurs because the number
of terms under the radical sign has fairly large impact on the distance. Again,
consider the data set in Table 7.1; based on the Euclidean distance, Bridget and
Eric are equally similar to Quentin (in fact, their distances are zero). Still, they
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Bridget
Eric
Susan
Quentin

Q1
2
2
2

Q2
3
-

Q3
4
4
2
-

Q4
2
2
4
-

Q5
1
5
-

Table 7.1: Example: Incomplete data set.
differ considerably on Q5, and Eric has not answered Q2 at all. This suggests
that the distance function does not necessarily reflect the true similarity between
cases when D is small.
Once the k nearest neighbours (donors) have been found, a replacement
value to substitute for the missing attribute value must be estimated. How
the replacement value is calculated depends on the type of data; the mode
can be used for discrete data and the mean for continuous data [Batista and
Monard, 2001]. Because the mode may be tied (several values may have the
same frequency), and because we use Likert data where the magnitude of a
value matters, we will instead use the median for estimating a replacement
value.
An important parameter for the k-NN method is the value of k. Duda and
Hart [1973] suggest, albeit in the context
√ of probability density estimation within
pattern classification, the use of k = N , where N in our case corresponds to
the number of neighbours. Cartwright et al. [2003], on the other hand, suggest
a low k , typically 1 or 2, but point out that k = 1 is sensitive to outliers and
consequently use k = 2. Several others use k = 1, for example Myrtveit et al.
[2001], Strike et al. [2001], Huisman [2000], and Chen and Shao [2000]. Batista
and Monard [2001], on the other hand, report on k = 10 for large data sets,
while Troyanskaya et al. [2001] argue that the method is fairly insensitive to
the choice of k. As k increases, the mean distance to the donors gets larger,
which implies that the replacement values could be less precise. Eventually, as
k approaches N , the method converges to ordinary mean imputation (median,
in our case) where also the most distant cases contribute.
7.3.5.1

NEIGHBOUR STRATEGY

In hot-deck imputation, and consequently in k-NN imputation, only complete
cases can be used for imputing missing values [Batista and Monard, 2001;
Cartwright et al., 2003; Sande, 1983]. In other words, only complete cases
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qualify as neighbours. Based on the discussion in the previous section about
how the Euclidean distance between cases is unaffected by values of attributes
not in D, we suggest that it is possible to relax this restriction slightly. Thus,
we see two distinct strategies for selecting neighbours.
The first strategy is in line with how the method normally is used, and allows
only the complete cases to be neighbours. This means that no incomplete cases
can contribute to the substitution of a replacement value in an incomplete case.
We will refer to this strategy as the CC (Complete Case) strategy.
The second strategy allows all complete cases and certain incomplete cases
to be neighbours. More specifically, a case can act as a neighbour if and only if
it contains values for all attributes that the case being imputed has values for,
and for the attribute being imputed. We will refer to this strategy as the IC
(Incomplete Case) strategy.
It is important to note that we do not permit already imputed cases to
be donors in any of the strategies. Thus, imputed data will never be used to
impute new data. For an example of the two strategies, consult again Table 7.1.
Assuming we are about to impute attribute Q1 for Susan, the CC strategy
would only allow Bridget to be a neighbour. The IC strategy, however, would
allow both Bridget and Eric to be neighbours, because Eric contains values for
at least the necessary attributes: Q1, Q3 and Q4. Because the IC strategy
potentially has more neighbours to select donors from, it can be expected to be
able to handle large proportions of missing data better than the CC strategy.

7.4

EVALUATION PROCESS

The process for evaluating the k-NN method consists of the three main steps
data removal, imputation and evaluation (illustrated in Figure 7.2). In this
section, we describe each step with respect to consumed input, responsibility,
calculated metrics and produced output.
The process is generic in that it does not depend on any particular data
removal mechanism or imputation method. Here, we present it using k-NN as
the imputation method. In Section 7.5, we detail the actual simulation of the
process and describe how we have reused parts of it for benchmarking k-NN
against the other imputation methods.
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7.4.1

DATA REMOVAL—STEP 1

Input to the data removal step is a data set where no data are missing. The
responsibility of the step is to generate one or more artificially incomplete data
sets from the complete data set, in order to simulate non-response. The generated data sets are subsequently sent to the imputation step.
In order to obtain a wide range of evaluation conditions for the k-NN method,
it would be beneficial to use both the MCAR and MAR missingness mechanisms
when generating incomplete data sets. In order to remove data to simulate
MAR, a model for the non-responsiveness is required. For example, in a longitudinal study of health data, Engels and Diehr [2003] devised a model where
the probability of removing a value increased if the previous value had been
removed, thereby modelling a situation where a serious health condition could
result in repeated non-response.
Possible models for simulating MAR in our data could involve, for example,
experience in software architecture issues, organisational role or number of years
in the industry, where different values would yield different probabilities for removing data from a case. However, given that our data are homogeneous, these
models would not affect the imputation in other ways than would an MCARbased model. Thus, we use only MCAR, and remove data in a completely
random fashion.
We do not try to simulate different sources of missing data (e.g., lack of
relevance, or simple omission), which means that we consider all removed data

1-1: Discard cases with too much missing data.
1-2: Discard data sets with too few remaining cases.

Original
data set

1. Data
removal

Incomplete data
sets
Cases: C=A+A’

2-1: Discard cases that cannot be fully imputed.

Metrics
R, Q,
MSE

3. Evaluation

2. Imputation

Imputed data
sets
Cases: C’=A+A’’

Figure 7.2: Evaluation process outline.
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points as being truly missing.
There are two parameters that guide the data removal step, the case reduction limit and the data set reduction limit. These are called reduction limits
because they prevent the data from being reduced to an unusable level. The
effects of the parameters can be seen in Figure 7.2. If it is decided in step 1-1
that a case contains too many missing values after data removal, as dictated by
the case reduction limit, it is discarded from the data set. The reason for having
this limit is to avoid single cases with so little data that it becomes meaningless
to calculate the Euclidean distance to other cases. If it is decided in step 1-2
that too few cases remain in the data set, as dictated by the data set reduction
limit, the entire data set is discarded. The idea with this limit is to avoid a data
set with so few cases that it no longer can be said to represent the original data
set.
These limits mean, in a way, that we combine the k-NN imputation method
with simple listwise deletion. As discussed earlier, this is dangerous unless the
missing data truly is MCAR. However, we argue that keeping cases with very
little data left would also be dangerous, because the imputed data would contain
loosely grounded estimates. In other words, it is a trade-off that has to be made.
The removal step is executed for a number of different percentages. Furthermore, it is repeated several times for each percentage. Thus, the output
from the removal step is a large number of incomplete data sets to be fed to the
imputation step. For each incomplete data set coming from the removal step,
we define:
• A as the number of complete cases remaining,
• A0 as the number of incomplete cases remaining, and thus
• C = A + A0 as the total number of cases remaining.
Since entire cases may be discarded in the removal step, the actual percentage of missing data may be different from the intended percentage. For the
incomplete data sets generated in the simulation, both the intended percentages
and the actual percentages of missing data are presented. When analysing and
discussing the results, it is the actual percentages that are used, though.

7.4.2

IMPUTATION—STEP 2

Input to the imputation step is the incomplete data sets generated in the data
removal step. Here, each data set is fed to the imputation method in order
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to have its missing values imputed. We exemplify this step using the k-NN
method.
With the k-NN method, several imputations using different k-values and
different neighbour strategies are performed for each incomplete data set. As
discussed earlier, a missing value is replaced by the median of the answers
given by the k nearest neighbours, which means that the replacement value
may become a non-integer value if k is even. However, since the data in the
data set are of Likert type, non-integer values are not permitted. To avoid this
problem, only odd k-values are used.
The k cases with least distances are chosen as donors, regardless of ties
among the distances. That is, two cases with equal distances are treated as two
unique neighbours. This means that it is not always possible to pick k cases such
that the remaining K − k cases (where K is the total number of neighbours)
have distances greater to that of the kth case. Should such a situation occur,
it is treated as follows. If l, 0 ≤ l < k cases have been picked, and there are
m, (k − l) < m ≤ (K − l) cases with distance d, then the k − l first cases of the
m, in the order they appear in the original data set, are picked. This procedure
is safe since the cases in the original data set are not ordered in a way that could
affect the imputation.
If there are not enough neighbours available, cases may get lost in the imputation process. For the CC strategy, this will always happen when k is greater
than the number of complete cases in the incomplete data set. The IC strategy
has greater imputation ability, though, but will inevitably lose cases when k is
large enough. This second situation where cases can be discarded is numbered
2-1 in Figure 7.2.
The output from the imputation step is a number of imputed data sets,
possibly several for each incomplete data set generated in the data removal
step (depending on the imputation method used and its parameters). For each
imputed data set, we define
• A00 , 0 ≤ A00 ≤ A0 as the number of cases that were imputed (i.e., that were
not lost in step 2-1), and consequently
• C 0 = A + A00 as the total number of cases, and also
• B as the number of imputed attribute values.
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7.4.3

EVALUATION—STEP 3

In the evaluation step, each imputed data set from the imputation step is compared to the original data set in order to measure the performance of the imputation. Three separate metrics are used: one ability metric and two quality
metrics. The two quality metrics differ both in what they measure and how they
measure it. The first quality metric is a measure of how many of the imputed
attribute values that were imputed correctly. In other words, it is a precision
metric. The second quality metric is a measure of how much those that were
not imputed correctly differ from their correct values, which makes it a distance
(or error) metric.
We define the ability metric as follows:

R=

A00
A0

(7.2)

R equals 0 if all incomplete cases were lost during the imputation (in step
2-1), and 1 if all incomplete cases were imputed. To define the precision metric,
let B 0 be the number of matching imputed attribute values. Then, the metric
can be expressed as follows:
B0
B


Q=

undefined

if B > 0
if B = 0

(7.3)

Q equals 0 if all the imputed attribute values are incorrect, and 1 if all are
correct. Finally, we calculate the mean square error of the incorrectly imputed
attribute values as follows:
( P
M SE =

(xi −x̂i )2
B−B 0

i

undefined

if B > 0, B 0 < B
if B = 0 or B 0 = B

(7.4)

Here, xi is the correct value and x̂i is the imputed value of the ith incorrectly
imputed attribute value.
Since B = 0 when R = 0, it is apparent that both the precision metric and
the mean square error are invalid when the ability metric is zero. Moreover,
the mean square error becomes invalid when Q = 1. Consequently, the three
metrics need to have different priorities: R is the primary performance metric,
Q is the secondary, and M SE is the tertiary. Recognising that it would be
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difficult to create one single metric for measuring the performance, no attempts
to accomplish this have been made.
Average values of R, Q and M SE are presented in the results, because
several imputations are performed with identical parameters (percentage, and
for k-NN, value of k and neighbour strategy). For R, the mean includes all
measured instances, while for Q and M SE, only those instances where the
metrics are not undefined are included.

7.5

SIMULATION

The previous section described the outline of the evaluation process. In this
section, we briefly address the actual simulation of the process and which parameters we used to control it. We also provide some information about the
simulation software used. Finally, we explain how we reused the process to
run additional simulations with different imputation methods in order to obtain
benchmarking figures.

7.5.1

PARAMETERS

Each of the three steps in the process described in Section 7.4 is guided by a
number of parameters. As discussed, two reduction limits, the case reduction
limit and the data set reduction limit, constrain the data removal step. Based
on the number of attributes and cases in the original data set, we used the
following values in the simulation:
• Case reduction limit = 3 (inclusive)
• Data set reduction limit = 27 (inclusive)
With six attributes in each case, the case reduction limit means that cases
with less than 50% of the attribute values left were discarded in step 1-1. The
reason for this limit is that we wanted each imputed case to have at least equally
much real data as imputed data.
With 54 cases in the original data set, the data set reduction limit means
that data sets with less than 50% of the cases left were discarded in step 1-2.
Since each case is a respondent, we wanted to make sure that each data set
being imputed contained at least half of the respondents in the original data
set.
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The removal step generated data sets where 5, 10, 15, 20, 25, 30, 35, 40, 45,
50, 55, and 60% data had been removed (however, as discussed in Section 7.4.1,
the actual percentages became different). For each percentage, 1 000 data sets
were generated, which means that a total of 12 000 data sets were generated.
The simulation was controlled so that the removal step would generate the
requested number of data sets even if some data sets were discarded because of
the data set reduction limit.
In the imputation step, the controlling parameters depend on the imputation
method. For the k-NN method, the only controlling parameter is the choice of
which k-values to use when imputing data sets. We decided to use odd values in
an interval from 1 to C, inclusively. Even though we knew that the CC strategy
would fail at k = A + 1, we expected the IC strategy to be able to handle larger
k-values.

7.5.2

SOFTWARE

In order to execute the simulation, an application for carrying out the data
removal, imputation and evaluation steps was written. In addition, Microsoft
Excel and Microsoft Access were used for analysing some of the results from the
evaluation step.
In order to validate that the application worked correctly with respect to the
k-NN method, a special data set was designed. The data set contained a low
number of cases, in order to make it feasible to impute data manually, and was
crafted so that the imputation should give different results both for different
k-values, and for the two neighbour strategies. By comparing the outcome of
the imputations performed by the application to the outcome of imputations
made manually, it was decided that the implementation of the k-NN method
was correct. To further assess this fact, a number of application features were
inspected in more detail: the calculation of Euclidean distance, the calculation
of median, and the selection of k donors for both strategies. Finally, a number of
entries in the simulation results were randomly picked and checked for feasibility
and correctness.
The implementation of the remaining imputation methods was deemed correct through code reviews.

7.5.3

PROCESS REUSE

To be able to benchmark k-NN against the other imputation methods, we took
advantage of the fact that we could reuse the results from the data removal
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step. We instructed the application to save the 12 000 incomplete data sets
before passing them on to the imputation step. To obtain the benchmarking
figures, we ran the simulation again for each of the other imputation methods
except Random Draw Substitution, this time skipping the data removal step
and feeding the saved incomplete data sets directly to the imputation step.
This way, the other imputation methods worked with the same incomplete data
sets as the k-NN method.
Moreover, we had constructed the application to accept a reference data set
in the evaluation step, in case the data removal step was omitted. This allowed
us to obtain values for the R, Q and M SE metrics.

7.6

RESULTS

In this section, we present the results from the simulations of the k-NN method
and the other imputation methods. First, we provide descriptive statistics of
the incomplete data sets generated in the initial simulation (and reused in subsequent simulations). Then, we address the questions posed in the introduction
to this chapter as follows:
• We compare the results for different values of k in order to find the appropriate number of donors. In doing so, we also look at differences between
the CC and IC strategies, to assess whether or not the IC strategy is
appropriate to use.
• We compare the results from the original simulation with results from
simulations using data sets with 12 and 18 attributes, respectively.
• We look at how the performance of k-NN changes for different percentages
of missing data, in order to find a limit where the method stops being
usable.
• Finally, we compare the performance of k-NN with the performance of the
other imputation methods described in Section 7.3, in order to be able to
judge its relative effectiveness.

7.6.1

INCOMPLETE DATA SETS

As discussed in Section 7.4.1, there is a difference between the amount of data
removed from the original data set and the amount of data actually missing from
the resulting, incomplete, data sets. The main reason for this is that entire cases
193

7: K-Nearest Neighbour Imputation
may be discarded because of the case reduction limit. Another, less significant,
reason is rounding effects. For example, removing 5% of the data in the original
data set means removing 16 attribute values out of 324, which equals 4.9%.
Table 7.2 shows descriptive statistics for the incomplete data sets generated
in the removal step. Each row represents the 1 000 data sets generated for
the percentage stated in the left-most column. The second and third columns
contain the mean and standard deviation (expressed with the same magnitude
as the mean) of the percentage of missing data, respectively. The fourth and
fifth columns contain the average number of cases and the average number of
complete cases in each data set, respectively. Finally, the sixth column contains
the average number of imputations made on each data set. This corresponds
roughly to the average number of cases (C̄), which is the upper limit of k .
Pct.
5
10
15
20
25
30
35
40
45
50
55
60

Mean missing data (%)
4.9
9.8
14.5
19.0
23.4
27.2
30.8
34.4
38.0
42.1
46.5
51.5

s
0.1
0.3
0.5
0.8
1.0
1.2
1.3
1.3
1.3
1.3
1.3
1.3

C̄
54.0
53.9
53.7
53.2
52.1
50.5
48.4
46.0
43.1
40.1
37.4
34.9

Ā
39.8
28.8
20.4
14.2
9.6
6.3
4.0
2.4
1.5
0.8
0.4
0.2

Avg. #imp.
54.0
54.0
53.9
53.6
52.6
51.0
48.9
46.5
43.6
40.6
37.9
35.4

Table 7.2: Overview of incomplete data sets.

7.6.2

COMPARISON OF K-VALUES AND STRATEGIES

For each percentage of missing data, we plotted the ability metric and the
quality metrics for different values of k and for both of the neighbour selection
strategies. It is not necessary to show all the 24 resulting diagrams, as there is
a common pattern for all percentages. To illustrate this pattern, we show the
diagrams for the data sets with 14.5% and 19.0% missing data, respectively, in
Figure 7.3.
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The diagrams in the figure show the ability and quality for both the CC
strategy and the IC strategy. In the upper diagram, the ability R is 1.0 up until
k is around 15 for both strategies, after which it falls and reaches 0.5 when k is
around 21 for the CC strategy and slightly more for the IC strategy. The latter
limit coincides with the average number of complete cases (Ā) in the data sets
for this percentage (see Table 7.2). Similarly, in the lower diagram we see that
the ability is 1.0 up until k is around 9, and falls to 0.5 when k is around 15.
Such limits, albeit different, exist for other percentages as well.
Both diagrams further show that the precision (Q) of the method starts

Figure 7.3: Performance at 14.5% and 19.0% missing data, CC and IC.
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at around 0.4 when k is 1, and increases up to around 0.5 when k reaches
5. Thereafter, the precision is fairly unaffected by the value of k and varies
only slightly on a “ledge” of k-values, an observation similar to that made by
Troyanskaya et al. [2001]. This is true for both strategies. Because of the
priorities of the performance metrics, discussed in Section 7.4.3, the ledge has
a natural upper limit as the ability of the method drops. The initial increase
in precision and the ledge of k-values exist for other percentages as well, up to
a percentage where the drop in ability occurs already for a low k. In our data,
this happens when around 30% data are missing, in which case the ability drops
to 0.8 for the CC strategy and 0.9 for the IC strategy already when k is 3.
The mean square error (M SE), which is the tertiary performance metric,
starts off high but shows a noticeable decrease as k increases to 7. Then, it slowly
increases for higher k-values on the aforementioned ledge. Although the increase
is minimal, it seems to concur with the observation made in Section 7.3.5 that
the estimated replacement values get worse as the mean distance to the donors
increase. The described pattern in mean square error occurs for both strategies
and for other percentages as well.
The differences between the neighbour strategies can be seen by comparing
the black curves, representing the CC strategy, to the grey curves, representing
the IC strategy. As can be seen, the curves for R, Q and M SE are nearly
identical between the strategies. The main difference is that the ability (R) of
the method, as expected, does not drop as fast for the IC strategy as it does
for the CC strategy. Two important observations regarding the IC strategy are
that the precision is generally not lower than for the CC strategy, and the mean
square error is not larger.
We see, based on the discussion about the performance metrics above, that k
should be selected so that it is large enough to be on the ledge, but low enough to
minimise the mean square error. Since the ledge gradually diminishes for higher
percentages of missing data, k would preferably depend on the proportion of
missing data. In fact, the dependency should be on the number of available
neighbours for at least two reasons. First, the drop in ability occurs because
the number of available neighbours decreases. For the CC strategy, the number
of available neighbours is the number of complete cases. For the IC strategy,
it is slightly more, but not so much more that the number of complete cases
is an unfit approximation. Second, removing a certain percentage of data from
two data sets with different numbers of attributes but the same number of cases
would result in different numbers of complete cases.
Tables 7.3 and 7.4 show the observed optimal k-values for the CC strategy
and the IC strategy, respectively, given the average number of complete cases
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for the simulated percentages. It can be seen that the optimal value of k for a
certain number of neighbours is the same regardless of strategy. The tables also
show the values of R, Q and M SE for each optimal k-value. As can be seen,
the quality metrics get gradually worse as the number of complete cases, and
thus the ability of the method, decreases.
Looking for an appropriate model for k, we compared each optimal k-value to
the square root of the average number of complete cases, as suggested by Duda
and Hart [1973]. The reason they suggest this model is that k should be large
enough to give a reliable result, but small enough to keep the donors as close as
possible. This concurs with√our own requirements on k. Thus, we have chosen
to examine k = RoundOdd( Ā), which is the square root of the average number
of complete cases after data removal, rounded to the nearest odd integer. This
function is compared to the optimal k-values in Table 7.5. As can be seen, the
function underestimates k somewhat in the mid-range of missing data. This does
not mean that the calculated k-values are inappropriate, though. The relative
errors in R, Q and M SE between the non-matching calculated and optimal
k-values are for the CC strategy within the ranges 0–0.80%, 0.63–4.03% and
0.44–4.19%, respectively, and for the IC strategy within the ranges 0–0.45%,
0.80–4.42% and 0.31–4.48%, respectively. It should be noted that, since lower k
means that fewer donors are required, the imputation ability errs on the positive
side. Furthermore, as the calculated k does not drop to 1 in the mid-range of
missing data, both Q and M SE will be better than their initial, unfavourable
values (see Figure 7.3).

7.6.3

COMPARISON OF ATTRIBUTE COUNTS

As mentioned, the number of complete cases for a data set with a certain percentage of missing data depends on, among other things, the number of attributes in the data set. Thus, in order to further test our findings, we performed two additional simulations with the k-NN method. In the first, the
number of attributes was increased to 12 by simply appending a copy of each
case to itself. In the second simulation, the number of attributes was increased
to 18 in a similar way. The case reduction limits were increased accordingly.
Since the number of cases was unchanged in these extended data sets, a certain
percentage of removed data yielded more incomplete cases compared to the data
set with six attributes. Consequently, the ability of the method drops quicker
with more attributes.
For 12 attributes and 4.9% missing data (5% removed), using k = 3 and the
IC strategy results in Q ≈ 0.65 and M SE ≈ 1.15. The results are the same
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k
R
Q
M SE

k
R
Q
M SE

39.8
7
1.00
0.52
1.56

28.8
7
1.00
0.51
1.54

28.8
7
1.00
0.51
1.54

20.4
7
1.00
0.51
1.53

20.4
7
1.00
0.51
1.52

14.2
7
1.00
0.50
1.55

14.2
7
1.00
0.50
1.54

9.6
5
0.99
0.48
1.58

9.6
5
1.00
0.49
1.57

6.3
3
0.98
0.47
1.63

6.3
3
0.99
0.47
1.62

4.0
1
0.99
0.42
1.88

4.0
1
0.99
0.43
1.87

2.4
1
0.93
0.42
1.89

2.4
1
0.98
0.42
1.88

1.5
1
0.80
0.41
1.94

1.5
1
0.92
0.42
1.90

0.8
1
0.57
0.41
1.93

0.8
1
0.82
0.42
1.90

0.4
1
0.37
0.40
1.95

0.4
1
0.69
0.42
1.90

Table 7.3: Optimal k-values with R, Q, and M SE for the CC strategy.

39.8
7
1.00
0.52
1.56

Table 7.4: Optimal k-values with R, Q, and M SE for the IC strategy.

0.2
1
0.20
0.40
1.95

0.2
1
0.56
0.42
1.90
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Optimal
Calculated

39.8
7
7

28.8
7
5

20.4
7
5

14.2
7
3

9.6
5
3

6.3
3
3

4.0–
1
1

Table 7.5: Optimal k vs. calculated k.
with 18 attributes, also with 4.9% missing data (5% removed), k = 3 and the
IC strategy.
The diagrams in Figure 7.4 show the results of imputing data sets with on
average 9.9% missing data using the IC strategy. With 12 attributes, the average
number of complete cases at this percentage is 15.3, and with 18 attributes it
is 8.0. The precision (Q) is highest at k = 3 in both diagrams, but declines
as k increases instead of showing a ledge as was the case with six attributes.
Another difference is that the precision generally is higher with more attributes.
Also, the mean square error starts low in both diagrams, and the increase as k
grows larger is articulated compared to the results with six attributes. These
observations further support our requirements on k, as stated earlier.
In total, the results from the
√ two additional simulations indicate that it is
suitable to use k = RoundOdd( Ā) with higher numbers of attributes as well,
although comparing the optimal k-values and the calculated ones reveals that
the optimal values are slightly lower for low percentages of missing data. As
with six attributes, both Q and M SE get gradually worse as the percentage of
missing data increases. For 12 attributes, the method can maintain maximum
ability (at k = 1) up to 19.8% missing data (20% removed), whereas for 18
attributes, the corresponding limit is at 14.9% missing data (15% removed).

7.6.4

COMPARISON OF PERCENTAGES

In addition to comparing the ability and quality for different k-values, we compared the ability of the method for different proportions of missing data, using for each percentage the optimal k-value found earlier. The diagram (for
six attributes) can be seen in Figure 7.5 (for the raw numbers, see Tables 7.3
and 7.4). Both neighbour strategies provide nearly maximum ability (R) up to
around 30% missing data (when, on average, 88% of the cases are incomplete).
After that, the ability when using the CC strategy drops rapidly down to 0.2 at
around 50% missing data (when, on average, 98% of the cases are incomplete),
meaning that only 20% of the incomplete cases were recovered. The IC strat-
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egy, on the other hand, drops less drastically and can recover nearly 60% of the
incomplete cases at around 50% missing data.
The figure clearly shows that the IC strategy is more advantageous when
more data are missing. Because the comparison of k-values showed that the IC
strategy does not give lower precision (Q) or larger mean square error (M SE)

Figure 7.4: 9.9% missing data, 12 and 18 attributes, IC strategy.
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Figure 7.5: Ability vs. proportion of missing data.
than the CC strategy, we consider it more favourable regardless of the proportion
of missing data.

7.6.5

BENCHMARKING

Here, we present the benchmarking of the k-NN method against the four other
imputation methods. As basis for the comparisons, we use only the results from
the original data set with six attributes imputed using the IC strategy.
For Random Draw Substitution, where the selection of replacement values
does not depend on the data distribution, it is straightforward to calculate the
expected values of R, Q and M SE. For the informed imputation methods, we
have performed additional simulations reusing the incomplete data sets generated initially (see Section 7.5.3).
7.6.5.1

RANDOM DRAW SUBSTITUTION

With RDS, we randomly draw a replacement value from the set of response
options (i.e., from 1 to 5). Each response option has a probability of 0.2 for
being selected, which means that the expected value of Q is 0.2. Since this
imputation technique never can fail to impute (as opposed to k-NN, which fails
when there are too few neighbours), the expected value of R is 1.
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The expected value of M SE can be calculated given the average distribution
of response options in the original data set. Let P (z) denote the probability that
the correct value of a missing value is z. Given the fact that the probability of
imputing any value is 1/W with W response options, the expected total M SE
(here denoted T M SE) for all imputations can be expressed as follows:
1 XX
(P (y)|x − y|2 )
(7.5)
T M SE =
W x y
Here, x is the imputed value and y is the correct value. The problem is that
T M SE includes the errors also when the correct value is imputed. These errors
are all zero, which means that T M SE is lower than the expected M SE, which
is defined as the relative error for the incorrectly imputed values. To obtain
the correct M SE, T M SE must be divided by the probability of imputing an
incorrect value, thus:
M SE =

T M SE
W × T M SE
=
1 − 1/W
W −1

(7.6)

With P (z) = {0.015, 0.296, 0.340, 0.327, 0.022}, 1 ≤ z ≤ 5, which is the
average distribution of response options in the original data, we obtain M SE ≈
3.465.
7.6.5.2

RANDOM IMPUTATION

With RI, we draw a replacement value from the set of available answers to
the current question, which means that the distribution of response options is
taken into consideration. Given that the missingness mechanism for our data is
MCAR, the distributions in the incomplete data sets can be assumed to equal
the distribution in the complete data set. Thus, RI can be expected to perform
reasonably well. With MAR as the missingness mechanism, the performance
could be worse.
As with RDS, this imputation technique cannot fail, and the expected value
of R is 1. The simulation with RI as the imputation method resulted in Q ≈ 0.41
and M SE ≈ 1.97 averaged over all 12 000 incomplete data sets. The averages
for each individual percentage did not deviate much from the total averages.
7.6.5.3

MEDIAN IMPUTATION

With MEI, the replacement value is the median of all available answers to the
current question. As pointed out in Section 7.3.3, the frequency of the response
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option that corresponds to the median has large effect on the imputation performance. Figure 7.1 shows that our data are favourable for MEI in this aspect,
since most questions have frequent median response options.
MEI cannot fail to impute, which means that the expected value of R is 1.
The simulation with MEI as the imputation method gave the values Q ≈ 0.50
and M SE ≈ 1.59 averaged over all incomplete data sets. The averages of Q for
individual percentages did not differ much from the total average. However, for
M SE, the averages ranged from 1.55 to 1.61.
7.6.5.4

MODE IMPUTATION

With MOI, the replacement value is the mode of all available answers to the
current question. If the distribution of answers is multimodal, one of the modes
is selected randomly.
As described in Section 7.3.4, MOI does not perform well if the response
option that corresponds to the mode is only slightly more frequent than other
response options. Figure 7.1 clearly shows that this is not the case in our data,
which means that we can expect MOI to perform well.
MOI cannot fail to impute, which means that the expected value of R is 1.
The simulation with MOI as the imputation method resulted in Q ≈ 0.54 and
M SE ≈ 1.85 averaged over all incomplete data sets. The variations in average
Q and average M SE for individual percentages were noticeable; Q varied from
0.51 to 0.56, and M SE varied from 1.79 to 1.90.

7.6.6

SUMMARY AND INTERPRETATION OF THE
RESULTS

The results indicate that the k-NN method performs well on the type of data
we have used, provided that a suitable value of k is selected. Table 7.6 presents
an overview of the comparisons made in evaluating k-NN, whereas Table 7.7
shows an overview of the benchmarking against the other imputation methods.
Table 7.6 shows that the IC strategy is favourable over the CC strategy,
since it allows k-NN to maintain high ability for higher percentages of missing
data, while the precision and mean square error are equally good. In addition,
Figure 7.5 shows that, when using the IC strategy, nearly 60% of the incomplete
cases could be saved when 50% of the data were missing.
It can be seen that k-NN performs better with more attributes, both with
respect to precision and mean square error. This is due to the fact that with
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more attributes, the method has more information available to discriminate
between neighbours when it comes to distance.
It can be seen in Table 7.7 that RDS, as expected, does not perform very
well. Comparing with the values of Q and M SE for k-NN, it is clear that k-NN
easily outperforms the entirely random case. Furthermore, RI performs much
Attr.
6

CC
• R starts to drop at around 30%
missing data.

12

• With maximum ability, Q is at
best 0.52 and at worst 0.42.
• With maximum ability, M SE
is at best 1.53 and at worst 1.88.
N/A

18

N/A

IC
• The ability drops less drastically than CC when the percentage of missing data increases.
• R starts to drop between 30
and 35% missing data.
• Q and M SE are similar to
when using CC.
• R drops earlier (as there are
fewer complete cases), at around
20% missing data.
• Q is higher, at best 0.65.
• M SE is lower, at best 1.15.
• R drops even earlier, at around
15% missing data, than with 12
attributes.
• Q and M SE are similar to
when using 12 attributes.

Table 7.6: Overview of results.
k-NN (IC), 6 attr.
k-NN (IC), 12/18 attr.
RDS
RI
MEI
MOI

R
1 (up to 30–35%
missing data)
1 (up to 15–20%
missing data)
1
1
1
1

Q
0.42 to 0.52

M SE
1.53 to 1.88

up to 0.65

down to 1.15

0.2
0.41
0.50
0.51 to 0.56

3.465
1.97
1.55 to 1.61
1.79 to 1.90

Table 7.7: Overview of benchmarking outcome.
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better than RDS. The precision (Q) is twice as high, and the error (MSE) is
much lower. However, compared to k-NN, RI falls short.
MEI touches upon the six-attribute k-NN in terms of both precision and
mean square error, and given that the ability (R) is always 1, it seems to be a
viable alternative. Disadvantages of MEI are that it is more sensitive than k-NN
to the distribution of response options (see Section 7.3.3), and that it does not
perform better when the number of attributes increases. Furthermore, as with
all single-value imputation, MEI may result in a disturbed data distribution,
which becomes particularly noticeable when much data are missing.
MOI does perform slightly better than the six-attribute k-NN with respect
to precision (Q), but performs worse with respect to relative error (M SE). As
with MEI, MOI is sensitive for the distribution of response option and does
not improve with more attributes. The reason for MOI having worse M SE
than MEI is that the modes of the majority of the questions in our data set
correspond to response options 2 or 4, which do not dominate the distributions.
Thus, if the mode is not the correct value, the error will be rather large.
With 12 or 18 attributes, k-NN outperforms both MEI and MOI. These
methods does not scale with respect to number of attributes, since they only
work with one attribute at a time.
Judging from the results, k-NN proved to have good performance. However,
both Median Imputation and Mode Imputation could compete with k-NN, given
that both these methods were favoured by the distribution of our data. Median
Imputation had similar precision and similar relative error, whereas Mode Imputation had slightly better precision, but worse relative error. Both methods
will always have maximum ability (i.e., save all incomplete cases), which makes
them attractive when much data are missing and there are many incomplete
cases.
It is of course desirable to achieve good values on all three performance
metrics. However, when the performance decreases for whichever of the metrics,
it is the priorities between them that should determine whether the imputation
was successful or not. For example, if the quality drops but the ability stays high,
the imputation may still be considered successful, because resorting to listwise
deletion (or any other type of deletion procedure) may not be an option.

7.7

VALIDITY AND FUTURE WORK

In this section, we discuss threats to the validity of the evaluation and outline
possible future work.
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7.7.1

THREATS TO VALIDITY

In the k-NN method, we used Euclidean distance as the similarity measure.
However, since the data were of Likert type (i.e., on an ordinal scale), it is
debatable to perform distance calculations, which normally requires an interval
scale. Still, we argue that the distance calculations were relevant, and thus
the validity threat minimal, because effort was put into making the distances
between Likert numbers similar. Furthermore, our results show that the k-NN
imputations were successful after all.
In step 1 of the evaluation, we removed data from the original data set completely at random, which means that the missingness mechanism was MCAR.
It is more likely, though, that missing responses to a questionnaire are MAR, as
pointed out by Raaĳmakers [1999]. In other words, the missingness mechanism
used in the evaluation did not fully represent a real-world situation. Due to the
nature of our data, we could not avoid this problem.
It may be dangerous to use incomplete cases as donors when the missingness
mechanism is MAR, for example if incomplete cases can be said to contain less
valuable data. This could be the case if missing answers were an indication that
the respondents did not take the questionnaire seriously. As a precaution, we
recommend using a limit to prevent cases with far too much missing data both
from being imputed and from acting as donors.
A threat to the generalisability of the results is that we used a fairly small
data set with 54 cases as a basis for the simulation. With a small data set
with missing data, the neighbours that can be used as donors are few. Hence,
the outcome of the imputation is sensitive to disturbances in the data, such
as outliers. We do, however, believe that it is not uncommon to get a small
data set when collecting data from a survey, which means that our simulation
should be relevant from this point of view. Furthermore, that k-NN in our case
generates replacement values based on the median of the donors’ values should
alleviate the effect of outliers.
A threat to the evaluation of k-NN with 12 or 18 attributes is that we created
these extended data sets by appending one or two copies of each case to itself.
This means that the similarity, if any, between two cases is duplicated as well.
In a real data set with 12 or 18 attributes, two cases could be similar for six
of the attributes, but different for six other attributes. This means that the
performance metrics for 12 and 18 attributes may be overly positive.
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7.7.2

FUTURE WORK

Due to the nature of our data, we used only MCAR as missingness mechanism
(see Section 7.4.1). In future work, it would be interesting to study imputation
of Likert data with systematic differences that allow MAR missingness. For
example, Song et al. [2005] have concluded that the missingness mechanism
does not significantly affect the k-NN method in the context of software project
effort data.
Each of the questions in the original questionnaire used a Likert scale with
five response options. However, it is also common to use Likert scales with
more response options, for example seven or ten. Hypothetically speaking, kNN should gain from the fact that more response options means that it would
be easier to differentiate between neighbours (and find close donors), but should
lose from the fact that more response options makes it easier for two respondents to answer similarly, yet differently. The other imputation methods would
likely have worse performance, as more response options, provided they were
used, would result in a wider distribution with smaller frequencies for individual response options. These hypotheses would be interesting to test in future
work.

7.8

CONCLUSIONS

In this chapter, we have presented an evaluation of the performance of the kNearest Neighbour imputation method when using homogeneous Likert data.
This type of ordinal data is common in surveys that collect subjective opinions
from individuals. We performed the evaluation by simulating non-responsiveness
in questionnaire data and subsequent imputation of the incomplete data.
Since we simulated the evaluation process, we were able to obtain great
variation in the imputation parameters and operate on a large number of incomplete data sets. In the main imputation process, we used different values
of k, and also two different strategies for selecting neighbours, the CC strategy
and the IC strategy. The CC strategy, which concurs with the rules of the kNN method, allows only complete cases to act as neighbours. The IC strategy
allows as neighbours also incomplete cases where attribute values that would
not contribute to the distance calculation are missing.
In order to measure the performance of the method, we defined one ability metric and two quality metrics. Based on the results of the simulation, we
compared these metrics for different values of k and for different proportions
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of missing data. We also compared the ability of the method for different proportions of missing data using optimal values of k. Furthermore, we performed
additional simulations with more attributes, in order to see how the number of
attributes affected the performance of the method. Finally, we benchmarked the
method against four other imputation methods, in order to be able to assess its
relative effectiveness. The methods were Random Draw Substitution, Random
Imputation, Median Imputation and Mode Imputation. The benchmarking was
performed through additional simulations where the k-NN method was replaced
by the other methods.
Our findings lead us to conclude the following in response to our research
questions:
• What is the performance of the k-NN method in relation to the
other methods? Our results show that the k-NN method performed
well when imputing homogeneous Likert data, provided that an appropriate value of k was used. It outperformed both Random Draw Substitution
and Random Imputation, while both Median Imputation and Mode Imputation performed equally good or slightly better. However, it is clear
that our data were favourable both for Median Imputation and Mode Imputation. With a different distribution of response options, these methods
could perform worse, whereas the k-NN method should not, given that it
is less sensitive to the data distribution.
• How many donors should preferably be selected? It is not best to
use k = 1, as we have seen is common, in all situations. Our results show
that using the square root of the number of complete cases, rounded to
the nearest odd integer, is a suitable model for k.
• At which proportion of missing data is it no longer relevant to
use the method? The outcome of the imputation depends on the number
of complete cases more than the proportion of missing data. The method
was successful even for high proportions of incomplete cases. For example,
with six attributes and the IC strategy, the method had close to maximum
ability when 95% of the cases were incomplete. Thus, we are confident
that the method would have been able to handle our initial situation with
missing data (see Section 7.2.1) very well.
• Is it possible to decrease the sensitivity to the proportion of
missing data by allowing imputation from certain incomplete
cases as well? When using the IC strategy, the ability of the method
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increased substantially compared to the CC strategy for larger proportions
of missing data, while there was no negative impact on the quality of the
imputations for smaller proportions of missing data. Consequently, the IC
strategy seems, from a quality perspective, safe to use in all situations.
• What effect has the number of attributes (variables) on the results? The k-NN method proved to scale well to more attributes, as both
the precision and the mean square error improved for 12 and 18 attributes
compared to six attributes. It is also evident that the other imputation
methods are not positively affected by the number of attributes, as they
do not make use of the additional amount of information.
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Chapter 8

Hierarchical Cumulative
Voting
Decisions are something that people make everyday and in many different situations. These daily decisions can be non-trivial and are often relatively simple,
such as which bus to take or which flavour of a soft drink to buy. When facing
decisions of more complex nature, and when more is at stake, decisions tend to
get much harder. In complex areas, such as economics, management research,
operations research, game theory and cognitive sciences, decision support (and
decision making) is a well-established research discipline [Ruhe, 2002]. Software engineering in general, and requirements engineering in particular, has a
strong component of management which makes the situation similar to such areas [Ngo-The and Ruhe, 2005]. Furthermore, software engineering is undertaken
in a complex, uncertain and/or dynamic environment with decisions regarding
products, processes, technologies, tools etc. [Ruhe, 2002] The demand for decision support in software engineering concerns the entire product lifecycle, from
analysis and requirements engineering to evolution and maintenance. Activities
in all these phases need support in how to describe, evaluate, sort, rank, and
select/reject candidate products, processes etc. [Ruhe, 2002] Decision support
that provides as much input as possible to a decision maker is essential, and is
tremendously important to be able to develop software faster, cheaper, and of
higher quality [Ruhe, 2002].
The need for decision support in software engineering has lead to a new community within software engineering, called software engineering decision support
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(SEDS) [Ruhe, 2002]. This is also closely related to another community, called
value based software engineering (VBSE), where the main concern is to deliver
value to stakeholders rather than being value-neutral as in most current development approaches [Boehm and Huang, 2003]. Software engineering decision
support plays a vital role in the value generation processes, as it facilitates
making the right decisions and developing the right things [Ngo-The and Ruhe,
2005]. Hence, decision support is a crucial component in achieving the goal
of delivering value to internal or external stakeholders. When delivering business value, one of the key issues is to decide what and when to develop, and it
is important to make trade-offs between different objectives, stakeholders and
constraints [Ruhe, 2002]. Even though having decision support for requirements
engineering is a prerequisite for doing this effectively, and despite an emerging
awareness of the role of decision support in requirements processes [Ngo-The and
Ruhe, 2005], little attention has been devoted to providing appropriate support
for making decisions related to requirements.
While decision support in requirements engineering is a fairly broad area,
requirements prioritisation together with release planning, elicitation, and negotiation are considered as some of the most important requirements decision
activities [Ngo-The and Ruhe, 2005]. At the same time, requirements prioritisation has been identified as an integral (and important) part in both requirements
negotiation and release planning in incremental software development [Ruhe,
2002]. Moreover, requirements prioritisation concerns both strategic and tactical decisions even though the main focus is on tactical ones [Ngo-The and
Ruhe, 2005]. This makes requirements prioritisation a very important component of software requirements decision support, especially as input to other,
more sophisticated release planning methodologies and negotiation approaches
for deciding what to develop and when to do it.
This chapter is outlined as follows. Section 8.1 gives an introduction to
requirements prioritisation and presents Analytical Hierarchy Process and Cumulative Voting, which are two prioritisation techniques that produce ratio-scale
results. Cumulative Voting was used to prioritise issues in the study described
in Chapter 4. Pros and cons of the two techniques are discussed as well. Section 8.2 presents the main contribution which is a new technique for conducting
requirements prioritisation called Hierarchical Cumulative Voting. Section 8.3
presents empirical results from the use of Cumulative Voting and Hierarchical
Cumulative Voting. Section 8.4 discusses some open issues with Hierarchical
Cumulative Voting as well as issues to think about when using it in practice,
while Section 8.5 concludes the chapter.
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8.1

REQUIREMENTS PRIORITISATION

The quality of a software product is often considered as being the ability of
the product to satisfy customer and user needs [Bergman and Klefsjö, 2003;
Schulmeyer and McManus, 1999]. By finding, selecting, and planning the right
releases with suitable functionality, the chance of a successful project or product increases [Berander and Andrews, 2005]. If the wrong requirements are
developed and users resist buying and using the product, it does not matter
how well other parts of development are conducted [Berander and Andrews,
2005]. When developing products, decision makers often face the challenge of
having more candidate requirements than are possible to realise given different
constraints (e.g., time, cost, and resources) [Berander and Andrews, 2005]. In
such situations, it is necessary to distinguish the vital requirements from the
less important ones in order to maximise the overall business value by satisfying different key interests, technical constraints, and preferences of critical
stakeholders [Ruhe et al., 2002]. By identifying the requirements that are most
important, least costly, least risky etc., it is possible to find a favourable mix of
requirements that can be used to produce a system that implements only a subset of all requirements, while still satisfying customers [Berander and Andrews,
2005]. To find the requirements that add most value to business, it is possible
to utilise some of the available prioritisation techniques.
Prioritisation can be used in almost every situation when having choices to
consider. In software engineering, for example, it has been used for prioritising
software process improvement issues (see Chapter 4), stakeholders [Ruhe and
Saliu, 2005], software requirements [Regnell et al., 2001], etc. When prioritising
software requirements, it can be useful in many different situations as support
for decisions. Examples include but are not limited to requirements selection
(primarily in bespoke/tailor-made or “one-off” project situations), and release
planning (primarily in market-driven situations) [Ngo-The and Ruhe, 2005].

8.1.1

SCALES OF PRIORITY

Different prioritisation techniques are based on different types of measurement
scales [Berander and Andrews, 2005]. The scale used determines which arithmetic operations that are allowed, and thus which kinds of analysis that can
be performed [Fenton and Pfleeger, 1997]. In requirements prioritisation, the
two most commonly used scales are the ordinal scale and the ratio scale, with
ratio scale being the most powerful of the two [Berander and Andrews, 2005].
An ordinal scale preserves ordering among elements and the numbers assigned
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to elements represent ranks, which means that no arithmetic operations (e.g.,
addition, subtraction, multiplication) are allowed [Fenton and Pfleeger, 1997].
With a ratio scale, all arithmetic operations are applicable, there can be a zero
element, and not only ordering is relevant but also interval sizes and element
ratios [Fenton and Pfleeger, 1997]. Thus, the ratio scale provides more information about the elements and can be said to have finer granularity than an
ordinal scale [Berander and Andrews, 2005].
Karlsson [1996] made a comparison between Analytical Hierarchy Process
(further on referred to as AHP; see description in Section 8.1.2), a technique
that produces ratio-scale priorities, and five-level numerical assignment, a technique that produces ordinal-scale priorities (with multiple requirements sharing
the same priority). The numerical assignment approach [see, for example, IEEE
Std 830-1998, 1998], is the most common technique for prioritisation of requirements. When using numerical assignment, requirements are assigned to different
priority groups (i.e., different importance levels). In the study by Karlsson, it
was found that subjects who prioritised requirements using both techniques
found the additional information gained with the ratio scale to be important.
One observation was that there sometimes were larger differences in priorities
(as measured by AHP) within a single priority group than between two priority
groups, implying that the ordinal scale in this case may have resulted in a too
coarse-grained prioritisation. It was concluded that AHP was better because
it was seen as more accurate and informative, due to that it provides relative
ratio-scale priorities rather than absolute ordinal-scale ones. This conclusion is
also supported by Karlsson et al. [1998], who conducted a more comprehensive
experiment with a larger set of techniques.
When using a prioritisation technique that provides relative priorities on a
ratio scale, it is possible to calculate the total importance of a set of requirements by adding together their priorities. It is also possible to combine different
aspects and calculate ratios in-between aspects. For example, it is possible to
calculate a cost-value ratio that shows how much value each requirement adds
in relation to its cost [Karlsson and Ryan, 1997]. This way of finding the most
efficient requirements to implement is not possible with ordinal-scale techniques
(although cost-value calculations for ordinal-scale prioritisation have been investigated by Karlsson and Regnell [2005]). Another advantage of ratio-scale
techniques is the ability to take into account distances between requirements.
For example, consider three requirements that have been prioritised as accounting for 80, 15, and 5% of the total importance, respectively. Given the high
importance of the first requirement, it could be decided that it is sufficient to
implement only that. With ordinal-scale prioritisation, on the other hand, there
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would not be enough information to support such a decision.
The power of the ratio scale and the benefits when working with decision
support in relation to product requirements makes it interesting to further investigate ratio-scale prioritisation techniques. The ratio scale allows for sophisticated calculations for preparing different candidate solutions to base decisions
on. Since AHP more or less is considered as a de facto standard for ratio-scale
prioritisations, it is interesting to look at existing alternatives and possible pros
and cons in relation to AHP.

8.1.2

ANALYTICAL HIERARCHY PROCESS (AHP)

AHP is a systematic decision-making technique that is designed to solve complex
multi-criteria decision problems [Saaty, 1980; Saaty and Vargas, 2001; Anderson
et al., 2000]. The technique was originally developed by Saaty [1980] and it has
later been adapted for prioritisation in software engineering [Karlsson and Ryan,
1997; Tomaszewski and Lundberg, 2005]. In fact, AHP is the most commonly
referred prioritisation technique within decision making in requirements engineering [Ngo-The and Ruhe, 2005]. AHP is conducted by comparing all possible
pairs of hierarchically classified objects (requirements, stakeholders, etc.), in order to obtain relative priorities for all objects. For each pair to compare, the
prioritising person estimates the importance relationship between the objects
on a nine-level scale where 1 means equal importance and 9 is the maximum
difference [Saaty, 1980]. If requirement i is assigned an importance value when
compared to requirement j, then j has the reciprocal value when compared to
i [Saaty, 1980]. This means that each pair of requirements only needs to be
compared once, resulting in n(n − 1)/2 (where n is the number of requirements)
comparisons at each hierarchy level.
Since prioritisations seldom are consistent when making comparative judgments, AHP assumes inconsistency in judgments and allows for the calculation
of a consistency ratio to re-evaluate inconsistent judgments [Marakas, 2003].
This consistency check is possible due to the redundancy of the pair-wise comparisons [Saaty, 1980; Saaty and Vargas, 2001]. However, this redundancy also
results in a dramatic increase in the number of comparisons as the number
of requirements increases (see the formula above). To decrease the number of
comparisons, different researchers have found ways of decreasing the number of
comparisons with as much as 75% [Harker, 1987; Shen et al., 1992; Karlsson
et al., 1997]. However, by minimising the number of redundant comparisons,
the ability to identify inconsistent judgments is also reduced [Karlsson et al.,
1998].
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AHP was originally designed with the aim to hierarchically prioritise different
objects with several different criteria (aspects) in mind (e.g., cost, benefit) [Anderson et al., 2000]. However, it is also possible to use AHP with hierarchically
classified objects, such as quality attributes [Karlsson et al., 1998]. Nevertheless, when using AHP in the software domain, it is commonly used without
considering its hierarchical feature, neither with multiple criteria nor objects on
different levels. Using hierarchies to priorities objects on different levels in AHP
means that the number of comparisons is reduced and thus that the number
of redundant comparisons decreases, which makes the technique more sensitive
to judgmental errors [Karlsson et al., 1998]. When not using the hierarchical
feature, the “flat” variant is commonly referred to as “the pair-wise comparison technique” [see, for example, Karlsson, 1996; Lehtola and Kauppinen, 2006;
Karlsson et al., 2006]. However, it should be noted that comparing requirements
pair-wise is nothing unique to AHP, but is also utilised by other techniques, such
as bubble sort [Karlsson et al., 1998]. When using AHP, regardless of the use
of hierarchies or not, the resulting priorities belong to a ratio scale. The calculations for achieving the final priorities fall outside the scope of this chapter,
but could be further studied in, for example, [Karlsson and Ryan, 1997; Saaty,
1980; Saaty and Vargas, 2001].
Since AHP to some extent has become a de facto standard for ratio-scale prioritisation in software engineering, it has appeared several times in different research papers. For example, it has been implemented in tools (e.g., Focal Point∗ )
and methods (e.g., EVOLVE [Greer and Ruhe, 2004]). Moreover, it has been
used in industrial applications (e.g., in the Cost-Value approach [Karlsson and
Ryan, 1997]), and in evaluation studies (e.g., AHP vs. Planning Game [Karlsson
et al., 2006]).

8.1.3

CUMULATIVE VOTING (CV)

Another technique that produces ratio-scale results is the Cumulative Voting
technique (also known as the Hundred-Dollar Test) [Leffingwell and Widrig,
1999], further on denoted as CV. This technique has been used for a long time
within other fields, such as in political elections [Bowler et al., 1999]. In the
software engineering domain, CV has not been reported in as many cases as
AHP, even though the number of reported cases has grown in the last years, for
example in requirements prioritisation [Regnell et al., 2001] and in prioritisation
of process improvements [Berander and Wohlin, 2003]. CV is considered as a
∗

See http://www.telelogic.com/products/focalpoint/. Retrieved 2007-04-24.
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simple and straightforward technique where the stakeholders are given a number
(e.g., 100, 1 000, or 10 000) of imaginary units (money, points, etc.) to distribute
among the objects to prioritise [Leffingwell and Widrig, 1999]. In requirements
prioritisation, the number of units assigned to a requirement represents that
requirement’s relative priority (e.g., benefit, cost, risk) in relation to the other
requirements. Since the requirements are assigned numbers in this way, it is
possible for a stakeholder to give a requirement zero in priority. This is not possible in AHP since all requirements take part in pair-wise comparisons, meaning
that a requirement always gets some amount of importance. See Section 4.3.4
for an example of how prioritisation is performed using CV.
CV is further particularly useful with multiple stakeholders since it is possible to weigh in different stakeholders’ priorities in an easy way [Berander and
Andrews, 2005; Karlsson et al., 2006]. When using CV, it is not necessary to
perform a consistency check, since consistency always is ensured when comparing all requirements directly to each other [Berander and Andrews, 2005].

8.1.4

EMPIRICAL RESULTS FOR AHP AND CV

A number of empirical studies have reported results in favour of AHP, pointing
to that it is trustworthy, produces ratio-scale priorities, is fault-tolerant, and
includes a consistency ratio [Karlsson, 1996; Karlsson et al., 1998]. However, a
common criticism is that the number of comparisons increases dramatically with
the number of requirements, and consequently that it is not realistic to use AHP
when the number of requirements grows [Lehtola and Kauppinen, 2006; Maiden
and Ncube, 1998; Wiegers, 1999]. The studies that have reported positive results
have primarily dealt with cases with a limited number of requirements (less than
20, for example [Karlsson et al., 1998]). Even though the number of comparisons
can be decreased in different ways, such approaches also result in more uncertain
results and few studies have looked at these side effects.
Even though some studies have reported that AHP is trustworthy, other
studies have reported that the ones who prioritise the requirements seem to
mistrust the results since control is somewhat lost when doing pair-wise comparisons [Lehtola and Kauppinen, 2006; Karlsson et al., 2006]. The subjects argued
that the pair-wise comparisons were unnecessary and that it would have been
easier to just select the most important requirements or put the requirements in
descending order of importance without any pair-wise comparisons [Lehtola and
Kauppinen, 2006]. Furthermore, when AHP was compared to Planning Game
(PG; which is based on numerical assignment and ranking) in a controlled experiment, the subjects had similar comments about AHP; “it feels like a black-box
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wherein you pour the requirements”, and “it feels like you lose control over the
prioritisation process” [Karlsson et al., 2006]. For PG, which is a less sophisticated technique, some comments were instead “intuitive”, “logical and simple”,
and “good overview”. The comments indicate that the subjects have problems
with the hidden calculations (and hence lost control) in AHP, and that they
prefer a simpler and more straightforward approach with better overview of the
prioritisation process.
In one study where AHP and numerical assignment were evaluated, the subjects thought that the relative comparisons in AHP were easier than assigning
absolute priorities in numerical assignment [Karlsson, 1996]. However, other
studies have found that subjects think it is easy to establish which one of two
requirements that is most important, but have serious problems of assigning to
what extent one requirement is more important than another one [Lehtola and
Kauppinen, 2006]. In one study, none of the subjects used more than three of
the nine available importance levels in AHP because the subjects thought it was
hard to distinguish between the numbers (e.g., what is the practical difference
between a 3 and a 5?) [Lehtola and Kauppinen, 2006]. Also, in the experiment
comparing AHP and PG, PG outperformed AHP in all three criteria measured
(ease of use, time consumption, and accuracy) [Karlsson et al., 2006]. Thus,
it is not always the case that AHP is better than other techniques. However,
AHP still produces priorities on a more powerful scale, and the benefits of this
are hard to measure in such an experiment.
When it comes to CV, which is a ratio-scale alternative, there also exist some
drawbacks and question marks that threaten its usefulness. First of all, it is not
certain how many requirements CV can handle even though it has been used
successfully with more than 20 objects to prioritise (see Chapter 4). However,
this number is small in comparison to the number of requirements of an industrial product development project. In [Regnell et al., 2001], the stakeholders
prioritised 58 requirements with $100 000 to distribute among the requirements
(the large amount of “money” was chosen to cope with the large number of requirements). Even though the stakeholders were positive to the technique, they
distributed the money on a limited number of requirements only (on average
34% in a case with 58 requirements, and 53% in a case with 17 requirements),
which was considered a problem. This would have been solved with AHP, where
stakeholders need to take a stand for every requirement [Regnell et al., 2001].
The problem is probably caused by the fact that the stakeholders lose overview
as the number of requirements increases (note that a higher percentage was
obtained with fewer requirements in the study). It is hardly realistic to think
that it is possible to keep an overview of, say, 200 requirements (which is not
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unusual in industry) when using CV. On the other hand, it is as unrealistic
to get stakeholders to do 19 900 pair-wise comparisons as in the case of using
AHP with the same number of requirements. An additional problem with CV
(especially with many requirements) is that the stakeholders may miscalculate
the points so they do not add up to the correct sum [Berander and Wohlin,
2004].
An additional issue that has been raised in relation to CV is that it might be
sensitive to “shrewd tactics”, which means that stakeholders might distribute
their points based on how they think others will do it [Regnell et al., 2001].
For example, if a stakeholder considers requirements A and B to be important,
but realises that others see only A as important, he may put few points on
A and many on B in order to create a balance between the two requirements.
This problem is of course even more evident when doing several consecutive
prioritisations, since each stakeholder then knows how the others prioritised the
last time [Leffingwell and Widrig, 1999]. It should be said that the problem
with “shrewd tactics” is not unique to CV, but is present in every available
prioritisation technique, even though techniques such as AHP might diminish
the problem somewhat [Regnell et al., 2001].
The fact that the person who prioritises always has full overview of the
requirements makes CV superior to AHP with respect to the trust on the results
as mentioned in relation to AHP above. Furthermore, Ahl [2005] conducted a
study where several prioritisation techniques were compared, where AHP and
CV were the only two producing ratio-scale results. When only looking at the
results in terms of AHP and CV, the study showed that CV was easier to apply,
was faster, provided more accurate results, was thought of as more scalable,
and was considered as better in total. The results from this study give an
indication that CV is superior to AHP (used without its hierarchical feature) in
the aspects measured. However, the study does not really address the question
about scalability in an objective way (just as many other studies).

8.1.5

REQUIREMENTS LEVELS AND HIERARCHIES

When working with software requirements, it is common that the requirements
can be defined at different levels of abstraction. Dahlstedt and Persson [2005],
for example, discuss requirements interdependencies in different forms, where
one form is when high-level requirements are refined to a number of more specific
(further explanation, detail, or clarification) requirements. They also mention
the opposite situation, when one high-level requirement is generalised from one
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or several more detailed requirements, and that a requirement can be divided
into several parts (i.e., several simpler requirements from a more complex one).
Rolland and Salinesi [2005] also discuss similar relationships with goal-driven
requirements engineering approaches where goals are decomposed into operational and alternative sub-goals. Operational means that all sub-goals must
be satisfied for the parent goal to be fulfilled, which in turn means that the
sub-goals have AND relationships among themselves. Alternative, on the other
hand, means that the parent goal can be fulfilled by satisfying a subset of the
sub-goals, which in turn means that the sub-goals have OR relationships among
themselves. Requirements, in this context, can be seen as low-level goals, which
can possess both kinds of relationships [Dahlstedt and Persson, 2005]. Goals as
parts of the requirements structure are used by Gorschek and Wohlin [2006], who
divide requirements into four different abstraction levels: product level (goals),
feature level (features), function level (functions/actions), and component level
(details—consists of).
It is evident that requirements exist naturally on different levels of abstraction and can form hierarchical structures. In large-scale software development
in general, and in market-driven software development in particular, requirements commonly arrive in different shapes and form, at multiple levels of abstraction, and are described at various level of refinement [Maiden and Ncube,
1998; Gorschek and Wohlin, 2006; Davis, 1993]. Different authors have reported problems when trying to compare (prioritise) requirements that reside
on different levels of abstraction with each other [e.g., Lehtola and Kauppinen,
2006; Gorschek and Wohlin, 2006; Wiegers, 1999]. For example, Lehtola and
Kauppinen [2006] concluded that requirements on different abstraction levels
caused problems when performing prioritisations since lower level requirements
were considered as less important than higher level requirements (e.g., “multilanguage support” is commonly prioritised higher than “language shall be configurable at runtime” since the latter is only one way of achieving the former).
Thus, it is important to be aware of different abstraction levels when prioritising
requirements, and requirements should only be compared with requirements on
the same abstraction level.
When dealing with multi-level requirements prioritisation, lower-level requirements can either inherit priorities from higher-level requirements, or be
assigned their own priorities [Wiegers, 1999]. The former is preferable when the
lower-level requirements have AND relationships among themselves (cf. operational sub-goals), while the latter is preferable with OR relationships (cf. alternative sub-goals), since alternative requirements related to the same higher-level
requirement commonly have different priorities [Wiegers, 1999]. If it is decided
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to give lower-level requirements unique priorities, it is favourable to use a ratioscale prioritisation technique that allows various kinds of calculations to be
performed both within a level and between levels.
Given that the nature of requirements is suitable for hierarchical prioritisations, and that AHP has been successfully applied when prioritising hierarchically structured requirements [Karlsson et al., 1998], it is surprising that
multi-level prioritisation seldom is seen when prioritising with AHP within software engineering. This is especially strange when considering the fact that AHP
in its flat variant is regarded as an unrealistic technique for coping with the large
amounts of requirements that are common in industry. In AHP, it is possible to
reduce the number of comparisons by using the hierarchical feature, and thereby
make it more scalable. For example, dividing 200 requirements into a hierarchy with 10 equally large groups would reduce the number of comparisons from
19 900 to 1 945—a rather dramatic decrease.
Consider the same example with CV; instead of prioritising a list of 200 requirements, the task could be broken down into several prioritisations with only
20 requirements each, and one prioritisation on group level. This would of course
reduce the prioritisation complexity considerably. However, CV does not currently support this kind of hierarchical prioritisation (Regnell et al. [2001] have
prioritised with CV on different levels, but treated the levels independently)
even though it is based on ratio-scale prioritisation. Since several studies indicate that CV is superior to AHP in some aspects (see Section 8.1.4), it would
of course be interesting to investigate the possibility for CV to handle hierarchically structured requirements, which is done in the next section.

8.2

HIERARCHICAL CUMULATIVE
VOTING

This section describes how CV (see Section 8.1.3) can be extended to give support for managing hierarchical prioritisation. This extended version of CV,
which shares several characteristics with AHP, is further on called Hierarchical
Cumulative Voting (HCV). Like AHP, it is possible to use HCV as a tool to
solve complex multi-criteria decision problems by arranging the problem into
hierarchies. It is also possible to use the technique when prioritising objects
(requirements, for example) on different abstraction levels (which is the focus in
this chapter). In such cases, HCV assumes that it is possible to hierarchically
divide the objects into different levels but does not contain any mechanism for
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doing so (which AHP does neither). The remainder of this section presents
HCV from a requirements perspective, and is based on the assumption that
the requirements already are divided hierarchically into a number of abstraction levels where requirements on different levels are related to each other with
parent-child relationships (see further discussions about how to structure hierarchies in Section 8.4.2). It is also assumed that child requirements have OR
relationships among themselves.

8.2.1

GENERAL IDEA OF HCV

The idea behind HCV is basically the same as behind CV, to use an open and
straightforward technique to quantify the importance of different requirements.
As in CV, the prioritisation is conducted by distributing points between requirements. However, when prioritising with HCV, not all requirements are
prioritised at the same time. Instead, prioritisations are performed at different
levels of a hierarchy, and within different groups of requirements in that hierarchy. An illustration of a very basic hierarchy of requirements is presented in
Figure 8.1.
Two different levels of requirements are introduced in this figure: high-level
requirements (HLR) and low-level requirements (LLR). In HCV, only requirements within a prioritisation block (i.e., the grey areas of Figure 8.1) are prioritised together. In the example in Figure 8.1, instead of prioritising five LLRs at
the same time, they are divided into two prioritisation blocks with two and three
100 points

HLR_1

LLR_1

LLR_2

100 points

HLR_2

LLR_3

LLR_4

LLR_5

100 points

Figure 8.1: Simple hierarchy of requirements.
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requirements prioritised at a time. In [Regnell et al., 2001], a similar approach
was used, but the subjects prioritised all LLRs at the same time. However,
in a post-test, the subjects in this study supported the idea of dividing LLRs
into prioritisation blocks. This makes it is easier to keep an overview of the
requirements to prioritise and the risk that not all requirements are explicitly
considered (as discussed in Section 8.1.4) decreases.
Still, it may be desirable to obtain a final prioritisation list where all requirements at the LLR level are viewed in relation to each other. In CV, such a list
is the immediate outcome of the prioritisation, whereas in HCV, it is necessary
to do some calculations to retrieve the final LLR priorities. Roughly speaking,
this is done by multiplying the priority of each LLR with the priority of the
HLR it is related to. Below is an outline of the steps involved in carrying out
prioritisation using HCV:
Step 1: The first step is to assign priorities to all requirements on relevant
levels in the hierarchy. This is done by performing ordinary CV within each prioritisation block, on each level. Note that it is not necessary to assign priorities
to requirements on levels below the lowest one of interest, as final priorities for
these requirements will not be calculated anyway.
Step 2: When all requirements have been assigned priorities, the next step
is to calculate intermediate priorities for the requirements. This can be done
using straight or compensated calculation, depending on the characteristics of
the requirements hierarchy and the objective of the prioritisation. The outcome
of the prioritisation depends on which of these two ways of calculating priorities
that is used. The two ways are explained below, and trade-offs to consider when
choosing which way to use are further discussed in Section 8.4.1. How to deal
with an arbitrary number of levels in the hierarchy is discussed in Section 8.2.3.
Step 3: Final priorities are calculated for all requirements at the level of
interest through normalisation. The normalisation is performed across the prioritisation blocks at the specific level, which means that all requirements at the
level get priorities in relation to each other. How to do this normalisation is
explained below.
Step 4 (optional): If several stakeholders have prioritised the requirements, their individual results should be weighted together. When doing so, it
is possible to let different stakeholders influence the result to different extents.
How to handle such a situation is discussed in Section 8.2.2.
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8.2.1.1

STRAIGHT CALCULATION

The first way of calculating the final priorities of the LLRs should be used
when the requirements set is final or the LLRs in a prioritisation block forms
a complete decomposition of the corresponding HLR. In this case, the final
priority of each LLR is obtained in two steps. First, the assigned LLR priority is
multiplied with the assigned priority of the “parent” HLR to get the intermediate
(non-normalised) priority. Let pi denote intermediate priority and pa assigned
priority. Suppose LLRu has parent HLRv , then:
pi,LLRu = pa,LLRu × pa,HLRv

(8.1)

Second, normalisation is performed over all LLRs (level normalisation). Let
pf denote final priority. The final, normalised priority for LLRu at LLR level
then becomes (the summation is over all k LLRs):
pi,LLRu
pf,LLRu = P
pi,LLRk

(8.2)

k

8.2.1.2

COMPENSATED CALCULATION

The second way of calculating the final priorities of the LLRs should be used
when the decomposition is not an exhaustive breakdown of the HLR or when
the requirements set is not considered as final. This could be the case when not
all LLRs are elicited or broken down yet, for example. The point is that the
total value of LLRs in a prioritisation block may be different than the value of
the parent HLR.
If Equation 8.1 is used to get the intermediate LLR priorities, prioritisation
blocks with few LLRs will be favoured over blocks with many LLRs simply
because the point average per LLR will be higher. To avoid this, a way of
compensating for block size must be utilised. This is done when calculating the
intermediate priorities by multiplying the assigned priority of each LLR with a
block-specific compensation factor, c. The intermediate priority of LLRu with
parent HLRv becomes:
pi,LLRu = cHLRv × pa,LLRu × pa,HLRv

(8.3)

Normalisation is still performed according to Equation 8.2. Note that the
compensation factor is common for all LLRs below a HLR, and is thus indexed
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by the HLR in question. An example of a compensation factor is the number
of requirements within the prioritisation block. Using this example, the compensation factor for LLR_1 and LLR_2 in Figure 8.1 would be 2, whereas the
factor used for LLR_3, LLR_4 and LLR_5 would be 3.

8.2.2

MULTIPLE STAKEHOLDERS

When developing software products, it is normally the case that several stakeholders’ views must be taken into consideration [Berander and Andrews, 2005].
HCV has support for taking several stakeholders of different importance into account. Stakeholders can be divided in different ways (e.g., according to market
segments), and different stakeholders or stakeholder groups may have different
weights from the point of view of the organisation [Ruhe and Saliu, 2005; Regnell
et al., 2001].
When several stakeholders prioritise the requirements within a hierarchy, the
formulas presented in Section 8.2.1 must be extended to account for stakeholder
importance. Let wx denote the normalised weight of stakeholder Sx , and pmf
the final priority for all stakeholders. The calculation for LLRu becomes (the
summation is over all k stakeholders):
pmf,LLRu =

X

wk × pf,LLRu ,Sk

(8.4)

k

As can be seen in this formula, the final priority for each stakeholder is
multiplied by the stakeholder weight. Next, the weighted priorities are added
together to produce the combined priority of all stakeholders for the LLR. By
using this approach, it is possible to achieve a complete prioritisation of the
requirements in the hierarchy where different stakeholders’ views are taken into
account. Similar calculations would not be allowed if an ordinal-scale technique
had been used.
When assigning priorities to stakeholders, it is of course possible to use CV
(stakeholders on one level) or HCV (stakeholders on multiple levels) for this
purpose as well.

8.2.3

MULTIPLE LEVELS

In Figure 8.1, the requirements to prioritise were divided into two different
hierarchical levels. This is of course a simplified view of reality, since requirements (or other objects of prioritisation) can be arranged on many more levels
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than that. When having more levels, it is still possible to use HCV since the
technique is not sensitive to the number of requirement levels. Let Rk denote
the kth requirement at an arbitrary level, and H be a function that returns
the set of parent requirements for any given requirement. In Equation 8.5, the
compensated calculation is generalised to account for requirements at any level
(the generalisation of straight calculation is of course similar, except for the
compensation factor):
X

pi,Rk =

(R )

cRj × pa,Rj k × pi,Rj

(8.5)

Rj ∈H(Rk )
(R )

Here, pa,Rj k refers to the assigned priority of Rk in the prioritisation block
under parent requirement Rj (because the requirement has an assigned priority
for each parent, which is set in relation to its sibling requirements below that
parent). The result from this calculation can then be normalised at any of the
levels in the hierarchy according to Equation 8.2. It should be noted that the
intermediate priority of a requirement at the highest level of the hierarchy of
course corresponds to its assigned priority.
If it is relevant to separate the final priorities of a multi-parent LLR under its
different parents (as is done in the next section), the summation in Equation 8.5
should not be used. Instead, the intermediate priority for each parent should
be calculated separately.

8.2.4

EXAMPLE: TWO-LEVEL HIERARCHY WITH
ONE STAKEHOLDER

In order to give a more practical view of how HCV works, an example is presented below. In this example, there are two abstraction levels and one stakeholder. Furthermore, there are four high-level requirements (HLRs) and nine
low-level requirements (LLRs). Figure 8.2 visualises the structure of the requirements hierarchy.
As can be seen in Figure 8.2, a single LLR can relate to several parent
HLRs (LLR_5 is related to both HLR_2 and HLR_3). For example, clock
functionality (LLR) may belong to two different HLRs of a mobile phone, such
as calendar and alarm. In addition to this, one of the HLRs in the figure does
not have any LLRs related to it. At a first glance, this might seem strange,
but it is possible that no LLRs have been elicited for this HLR yet (as can be
seen in the industrial case presented by Regnell et al. [2001]). The LLRs in the
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example are not considered as being an exhaustive decomposition of the HLRs,
which mean that compensated calculation (see Section 8.2.1.2) should be used.
The first step in the prioritisation is to distribute 100 points between the
HLRs. After these are prioritised, the stakeholder distributes 100 points in each
of the prioritisation blocks (grey areas in the figure). After all requirements in all
prioritisation blocks have been assigned priorities, the intermediate LLR priorities are calculated according to Equation 8.3 with the compensation factor being
equivalent to block size. The final, normalised LLR priorities are calculated according to Equation 8.2. Table 8.1 presents the results of the prioritisation with
contrived values.
In the first column of Table 8.1, the prioritised HLRs and LLRs are listed.
The second and third columns show how many points the HLRs (in relation

HLR_1

LLR
1

HLR_2

LLR
2

LLR
3

LLR
4

HLR_3

LLR
5

LLR
6

LLR
7

HLR_4

LLR
8

LLR
9

Figure 8.2: Requirements hierarchy in the example.
Requirement
HLR_1:LLR_1
HLR_1:LLR_2
HLR_2:LLR_3
HLR_2:LLR_4
HLR_2:LLR_5
HLR_3:LLR_5
HLR_3:LLR_6
HLR_3:LLR_7
HLR_3:LLR_8
HLR_3:LLR_9
HLR_4

HLR
points
25
25
45
45
45
20
20
20
20
20
10

LLR
points
70
30
30
55
15
33
27
18
22
0
-

c

pi

pf

Rank

2
2
3
3
3
5
5
5
5
5
-

3 500
1 500
4 050
7 425
2 025
3 300
2 700
1 800
2 200
0
-

12%
5%
14%
26%
7%
12%
10%
6%
8%
0%
-

3
9
2
1
7
4
5
8
6
10
-

Table 8.1: Intermediate calculations and resulting priorities in the example.
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to the other HLRs) and LLRs (in relation to the other LLRs within the same
prioritisation block) got in the prioritisation. The fourth column shows the
compensation factor used (in this case the number of requirements in the prioritisation block). The fifth column shows the intermediate LLR priorities as
per Equation 8.3, and the sixth column shows the final, normalised LLR priorities as per Equation 8.2 expressed as percentage values. The seventh and last
column lists the ranks of the requirements, mainly for clarification.
As can be seen in the table, HLR_2 was considered as most important
(almost half of the importance of the HLRs) followed by HLR_1 (25%), HLR_3
(20%), and HLR_4 (10%). LLR_4 was considered as most important of the
LLRs and accounted for 26% of the importance of all LLRs while LLR_9 was
considered as least important due to the lack of assigned priority.
The result for LLR_5, which relates to both HLR_2 and HLR_3 (see grey
area in Table 8.1), is interesting to study. This LLR has been prioritised twice,
once in the context of HLR_2 and once in the context of HLR_3. Because of its
dual importance, it may be valuable to add the results of the prioritisations from
both HLRs together. Doing so, the value of LLR_5 increases to 19% (7% +
12%), which makes it the second highest ranked requirement. It should be noted
that this addition only makes sense if LLR_5 later on is reused in implementing
both HLR_2 and HLR_3. However, even if only one of these HLRs should be
chosen for implementation, the duality of LLR_5 may be important input to
decision making for two reasons. First, if it is known that the requirement
will be reused in an upcoming release, some measures may be taken to prepare
for this. Second, if choosing between two requirements of similar value (e.g.,
HLR_2/LLR_5 and LLR_8), it may be beneficial to choose the one that is
possible to reuse in a future release (and hence also add value to that release).
Another interesting observation is that HLR_4, which has no related LLRs,
was assigned a priority at the HLR level. Even though this may seem unnecessary, priorities at HLR level can, for example, indicate where elicitation efforts
of LLRs should be focused. Here, focus should probably not be on finding LLRs
for HLR_4 since it was considered as least important of the HLRs. However,
a HLR may get low priority also because it is new and not completely understood, in which case this argument does not hold. Nevertheless, by prioritising
HLR_4 despite the lack of LLRs, new LLRs found in the future related to this
HLR could easily be prioritised and then included in the hierarchy (resulting, of
course, in a number of re-calculations of final priorities). Hence, the technique
is flexible for changes in terms of added and removed requirements, but also
when it comes to changed priorities within the hierarchy.
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A problem with the presentation of results seen in Table 8.1 is that it is
difficult to get an overview of. Figure 8.3 presents another way of making the
results explicit and hence more informative.

25%

45%

20%

70% 30%

30% 55% 15%

33% 27% 18% 22% 0%

12%

5%

14%

26%

7%
+
12%

10%

6%

10%

8%

0%

Figure 8.3: Another way of visualising the prioritisation results.
This way of visualising makes it possible to get a more holistic picture of the
situation and the priorities. It is possible to see the distribution between HLRs,
priorities of LLRs within an HLR, as well as the LLR priority in relation to all
other LLRs. These different aspects can be used by different roles with different
objectives and goals, for example:
• Product Managers may look primarily at the high level and make decisions
about which HLRs to focus on in the next release(s). They may also use
the information to determine where to focus most elicitation efforts in the
future.
• Project Managers may primarily look at the priorities between the levels in
order to know how to plan the project. For example, if using time boxing,
it is important to know which requirements to implement first and which
ones to throw out if not all can be implemented.
• Designers and developers may be interested in the priorities of the LLRs,
especially in situations like the one with LLR_5. With this situation they
may be interested in making LLR_5 more reusable if it is likely that the
requirement will be further integrated in an upcoming release.
This list of how different roles can use the result is of course of speculative
nature and is not the only way in which the information can be used. It is also so
that even though product managers is said to care for the HLRs, it may also add
value for them to see what is actually in each HLR, and the value distribution
within. By highlighting the priorities in the hierarchy, it is also possible for
different roles to discuss and argue about the result and what measures to take.
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8.2.5

EPILOGUE

In this section, HCV has been presented and its use has been exemplified in a
contrived but still realistic situation. Even though the power of the technique
may not be obvious in the simple example given, the strengths of this technique
will increase as the number of requirements grows (in comparison to techniques
like CV and techniques based on “flat” pair-wise comparisons). When the number of requirements grows, the need for a structured approach gets larger. HCV
provides that structure by using natural relationships between requirements to
perform the prioritisation in a number of consecutive steps, and hence limits
the number of requirements prioritised at a time (thereby increasing scalability). Similar existing approaches, like the one presented by Regnell et al. [2001],
also account for requirements on different abstraction levels but fall short when
it comes to the possibility of reducing the number of requirements to prioritise
at a time.
HCV has been presented theoretically above, but it is of course essential to
verify that the technique also works well in a real setting. The next section
provides a discussion about HCV based on some empirical studies made.

8.3

EVALUATION OF HCV VS. CV

In this section, an empirical evaluation of HCV is presented. In the evaluation,
the scalability of HCV in comparison to CV and opinions about the use of HCV
are investigated. As can be seen in Section 8.1.4, one of the major drawbacks
with CV is that it does not scale very well. HCV, on the other hand, theoretically
scales much better due to the increase in overview and decrease in complexity
that follow from arranging the objects to prioritise into hierarchies. An overview
of the empirical studies discussed in the evaluation can be seen in Table 8.2.
Two aspects of scalability (or rather, scalability measurements) have been
considered. The first aspect is the number of objects that have been given explicit (i.e., non-zero) weights in the prioritisation. The second aspect is the
extent to which different weights are given to different objects in the prioritisation (i.e., amount of divergence). These two measurements are somewhat
speculative, and should be interpreted as such. They are not used in any statistical analysis in this chapter.
The studies on which the cases are based were all conducted in the same
software development organisation, which is one of the market leaders in the
world with respect to the products it is offering. The persons participating
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in the studies were all experienced professionals working with the processes
in question. Given the context of process improvement, they were arguably
commitment to the prioritisation task.
As can be seen in the table, it is actually not product requirements that
were prioritised. This may of course be a threat to the validity of discussing
the cases in a requirements prioritisation context. However, the aim is not to
Case
A

Tech.
CV

#O
14

#R
19

B

CV

14

19

C

CV

20

18

D

CV

25

18

E

CV

25

18

F

HCV

24

17

G

HCV

25

19

Case description
Prioritisation of current decision criteria used
when determining whether to accept or reject
change requests, in order to improve decisionmaking related to change management in the
organisation.
As case A, but prioritisation of desired decision criteria instead.
Prioritisation of purposes (i.e., outcome and
resulting activities) of change impact analysis in order to improve change management
processes in the organisation.
Prioritisation of change impact analysis issues, in order to improve change management
processes in the organisation. Organisational
prioritisation perspective.
As case D, but individual prioritisation perspective instead.
Prioritisation of questions in a measurement
program created with the Goal Question Metric approach [see van Soligen and Berghout,
1999] in order to measure (and ultimately improve) change request handling in the organisation.
As case F, but with a measurement program
related to requirements handling instead.

Table 8.2: Technique used, number of objects (#O), number of respondents
(#R), and description for the prioritisation cases. Cases C, D, and E are
from [Jönsson and Wohlin, 2005b]. Cases F and G are from [Berander and
Jönsson, 2006a].
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draw conclusions about the correctness of the prioritisation results, but rather
to discuss the scalability of CV and HCV. Furthermore, it has been shown that
commitment by the prioritising persons is the main influential factor regarding
their suitability as subjects [Berander, 2004]. Thus, it is likely that the potential
threat is insignificant here.
HCV was used in cases F and G while CV was used in the remaining. In the
HCV cases, compensated calculation as described in Section 8.2.1.2 was used
due to the nature of the prioritisation; questions in a Goal Question Metric tree
are not an exhaustive decomposition of the goals, and the set of questions can
be incomplete.
In the HCV cases, the questions (corresponding to LLRs) being prioritised
were divided hierarchically under six (G) and seven (F) goals (corresponding
to HLRs). Thus, the questions were not prioritised all at once, but in smaller
blocks as described in Section 8.2.1. The goal prioritisation in these cases is not
discussed here.
It should be noted that the object lists in all cases were relevance-based,
meaning that they were elicited from the processes in question by persons from
the organisation (these persons were also part of the prioritisation) with the aim
to improve their future work conditions. Thus, it can be argued that the participants were not only committed to the prioritisation, but also to the objects
being prioritised.

8.3.1

EXTENT OF EXPLICIT WEIGHTS

The reason to look at how many objects that have been given a non-zero value
is because it could give an indication of to what extent the prioritising person
explicitly considered all objects when assigning weights. For example, if only
three objects out of 20 are given a non-zero value, the prioritising person may
not have seriously considered each of the remaining 17 objects. Obviously, this
situation could as well be correct, but with a relevance-based object list, it
seems unlikely that only a few of the objects answer for all of the importance
of the list. This measurement relates to scalability in the sense that it can give
an indication of to what extent the ability to consider all objects is retained
(or lost) as the number of objects to prioritise increases. Figure 8.4 shows the
average percentage of non-zero object weights for all cases, with black bars for
the CV cases and white for the HCV cases.
As can be seen in the figure, there is a notable drop in percentage from case
A with 14 objects to case E with 25 objects. This shows that for CV, the ability
(or desire) to explicitly consider all objects in the prioritisation decreases when
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Figure 8.4: Average percentage (y axis) of objects given a non-zero value per
case (x axis). CV cases in black, HCV cases in grey.
the number of objects increases. However, the most interesting with the figure
is the difference between cases D/E and F/G. All these four cases had 24 to
25 objects to prioritise, but cases F and G used HCV rather than CV. The
difference, which is in favour of HCV, shows that the increased overview and
reduced prioritisation complexity of HCV allows for a larger proportion of the
objects to be explicitly considered in the prioritisation. This reflects the fact
that HCV has better scalability than CV.

8.3.2

DIVERGENCE OF ASSIGNED WEIGHTS

The second scalability aspect complements the first one. Hypothetically speaking, a person could give a large amount of points to a single object, while
distributing the remaining points evenly over the other objects. Thus, the divergence of given weights would be low, possibly indicating that the prioritising
person did not seriously consider the uniqueness of each object in relation to
the other objects, but rather grouped (mentally) a number of objects together
and put identical weights on them. As with the first measurement, the situation depicted may of course be correct, but it is unlikely that the objects in
a relevance-based list should be that homogenous. With respect to scalability,
this measurement can give an indication of the ability to differentiate between
the objects as the number of objects increases. Figure 8.5 shows the divergence
of assigned weights for all cases.
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Figure 8.5: Average percentage (y axis) of divergence per case (x axis). CV
cases in black, HCV cases in grey.
As can be seen in the figure, the outcome of this measurement is similar to
that of the explicit weights measurement. The divergence drops notably from
case A with 14 objects to cases D and E with 25 objects each. The key issue
may not solely be lack of overview, but also time. To carefully consider unique
weights for all possible objects is time consuming for large numbers of objects.
Also with this measurement, it is interesting to see the difference between
cases D/E and the HCV cases F and G. With a similar number of objects,
HCV outperforms CV in terms of ability to differentiate between objects, due
to increased overview and reduced prioritisation complexity (the reason for the
difference between case F and case G is unknown). This is yet another indication
of the high scalability of HCV compared to CV. It should be noted that the
divergence for cases F and G was calculated based on the final priority list on
the question level. The alternative would be to base it directly on the assigned
weights, which however would mean that two equal weights given to questions
under different goals (and thus prioritisation blocks) would affect the divergence
negatively.

8.3.3

REFLECTIONS ON SCALABILITY

Miller [1956] argued that the human brain is capable of managing at most
seven objects at the same time, give or take two. Although this claim has been
questioned [see Doumont, 2002], the data presented in the two previous sections
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support the existence of an upper limit on the number of objects that can be
prioritised at the same time. The best results were achieved when using CV with
few objects, and when using HCV where the prioritisation task is distributed (to
yield multiple prioritisations with few objects each). The limit has most likely
to do with how easy it is to get an overview of all objects to prioritise, which
arguably should be correlated to the number of objects that the human brain
can manage simultaneously. As for a precise limit, neither the data presented
here nor the theory about 7+/-2 are conclusive. Further studies have to be
performed to determine the maximum reasonable size of an object list.
As has been mentioned, HCV owes its scalability to the benefits that follow
from performing multiple “small” prioritisations rather than one “large”. However, next to increased overview and reduced complexity, there may be a loss in
prioritisation consistency due to the fact that the final LLR priorities are calculated (based on the hierarchy) rather than given. Thus, there is a potential
trade-off between scalability and consistency. To understand more about this
trade-off, it is relevant to see how satisfied the prioritising persons are with the
result. This aspect is investigated in the next section.

8.3.4

OPINIONS ABOUT HCV

In case G mentioned above, the prioritising persons were asked to fill out a
post-test after the prioritisation. Before the post-test, the final question priorities (corresponding to final LLR priorities) were presented, and the prioritising
person had the opportunity to go back and revise the assigned weights before
accepting the outcome. The post-test investigated among other things to what
extent this resulting list matched the opinion of the prioritising person. Table 8.3 shows the post-test questions/statements relevant for this discussion,
the scales for the questions and the median of all respondents’ answers.
Overall, the post-test results are favourable for HCV. The respondents did
agree that the technique was useful; they were satisfied with the resulting list of
priorities, to the extent that they did not feel a large need to adjust the assigned
weights. In the light of this, it is somewhat surprising to see that they were only
neutral when it came to the reliability of the technique. A possible explanation
is that they may have been uncertain about the definition of reliability in this
context and thus reluctant to give a strong opinion.
A potential problem with the results from the post-test is that the respondents did not have another prioritisation technique (and its results) to compare
with. Thus, the assessment of the technique in relation to the three first questions in Table 8.3 may have been difficult.
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In summary, the post-test results indicate that HCV is a useful and stable
technique in that the resulting priorities concur fairly well with the expectations
of the prioritising person. It should be noted that hardly any prioritisation technique can be expected to provide perfect results; there is always an uncertainty
associated with assessing the importance or relevance of an object, especially
when numbers are involved. For multiple objects, the uncertainty adds up to
the point that a “correct” prioritisation can hardly ever be achieved. However,
it seems that the respondents were not less satisfied with the results from HCV
than from CV even though calculations were made to compensate for not considering all low-level requirements at the same time. Since HCV is more scalable
than CV, it seems safe to conclude that HCV is to favour over CV as the number of requirements grows. The improvement in scalability is most likely more
important than the potential loss in consistency (as discussed in the previous
#
1

2

3

4

5

6

Question/statement
The method of prioritisation was considered as useful.
The method of prioritisation provided reliable results.
The structure of the prioritisation made the prioritisation efficient.
Did the initial list of prioritised questions reflect
your “gut feeling” of what
was important?
To what extent did you
change your priorities after you saw the initial list
of prioritised questions?
Did the modified list of
prioritised questions reflect your “gut feeling” of
what was important?

Scale
Strongly disagree (1) to
strongly agree (5)

Median
4 (agree)

Same as above

3 (neutral)

Same as above

4 (agree)

Not at all (1) to perfectly
(5)

4 (fairly well)

Not at all (1) to very
much (6)

2 (very little)

Same as question 4

4 (fairly well)

Table 8.3: Results of post-test.
236

8: Hierarchical Cumulative Voting
section). In relation to this, it would be interesting to compare HCV to AHP,
for example, which also has potential consistency problems.

8.4

DISCUSSION

In this section, a number of different unclear issues are brought up and discussed.
First, the issue about compensation that was introduced in Section 8.2.1.2 is
discussed further in Section 8.4.1. This is followed by a discussion on how to
construct the hierarchies that HCV relies on in Section 8.4.2. Next, discussions
about issues that must be cared for when using HCV in practice are discussed
in Section 8.4.3. Finally, some open issues in relation to HCV are discussed and
the need for empirical studies about HCV is motivated in Section 8.4.4.

8.4.1

USING COMPENSATION OR NOT?

As seen in Section 8.2.1, it is possible to use both straight and compensated
calculation when prioritising with HCV. The reason for using compensated calculation is to make sure that some requirements do not get high ranks just
because they belong to a prioritisation block with few requirements. For example, consider a situation with two HLRs, where HLR_1 has 60 in priority
and HLR_2 40 in priority. HLR_1 has 10 related LLRs while HLR_2 has only
one related LLR. If the requirements within each block would get 100 points
to share, the LLRs in HLR_1 would get 10 points each in average while the
LLR in HLR_2 would get 100 points. Assuming that the points are distributed
evenly between the requirements in the HLR_1 block, the intermediate priority
for each LLR would be 600 (10 × 60), while the intermediate priority of the LLR
related to HLR_2 would be 4,000 (100 × 40). In fact, one single LLR related to
HLR_1 would need to get at least 70 points by itself in order to beat the single
requirement in HLR_2. By compensating for block size, the risk of ending up
in such a situation is reduced.
While compensation is used to make sure that small prioritisation blocks are
not favoured, there is a risk that it results in large blocks being favoured instead
(since these get more points to distribute). In extreme cases, this situation
may happen and could be problematic. In the empirical studies described in
Section 8.3, there were rather large differences in block size (some blocks had
six objects and some only one), but it was never seen that a large block was
favoured due to its size. Thus, under normal conditions, this is probably not an
issue.
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Guidelines for when to use compensation are briefly stated in Sections 8.2.1.1
and 8.2.1.2. To reiterate, the guidelines are:
• Do not use compensation with a final requirements hierarchy, or when the
LLRs form a complete decomposition of the corresponding HLRs. The
motivation is that prioritisation at each level can take into account the
entire hierarchy, and that the composition relationship between an HLR
and its LLRs implies that the collective value of the LLRs equals the value
of the HLR.
• Use compensation with a non-final requirements hierarchy, or when the
decomposition of an HLR into LLRs is not exhaustive. In these cases,
there are likely unknown requirements that will be added later on, and
the collective value of LLRs in a prioritisation block can not be said to
equal the value of the corresponding HLR.
While the guidelines are based on the authors’ experience, they are somewhat
speculative. The effects of using compensation are of course not evident. When
to use compensation, how to use it, and which compensation factor to use
need to be investigated further. One way of dealing with compensation if its
use is doubtful is to present both compensated and uncompensated results to
stakeholders and let them choose whatever feels best. This has the added benefit
that it is possible to get direct feedback on how good the compensation approach
used was.
It should be noted that the issue with compensation is not unique to HCV.
AHP, for example, would experience the same issues with prioritisation blocks
of different sizes. The topic of compensation is important to investigate since
many studies [e.g., Regnell et al., 2001; Karlsson et al., 1998] have encountered
prioritisation blocks of different sizes.

8.4.2

CONSTRUCTING HIERARCHIES

Without having requirements that can be organised into hierarchies, it is not
possible to use HCV as a technique for prioritising requirements. Saaty [1980]
(the creator of AHP) argues that there is no set way of arranging hierarchies,
and that the difficulty in doing so depends on the complexity of the system.
Even though software systems generally are considered to be very complex,
several authors in software engineering argue that software requirements often
can be naturally organised in hierarchies [Maiden and Ncube, 1998; Dahlstedt
and Persson, 2005; Davis, 1993]. Thus, what is needed as input to HCV (and
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also AHP) is some way to structure the requirements into hierarchies in an
efficient way.
One approach for structuring requirements into hierarchies is the Requirements Abstraction Model (RAM) which was initiated based on the needs of
industrial companies to support the management of requirements in hierarchies [Gorschek and Wohlin, 2006]. RAM assumes that requirements exist on
different abstraction levels and it facilitates the abstraction and breakdown of
incoming requirements in order to place them on the suitable abstraction levels. One of the goals with RAM is to provide the possibility for stakeholders
to compare requirements on the same abstraction level rather than on different
levels [Gorschek and Wohlin, 2006].
The division into abstraction levels also implies a notion of value dependencies (see [Dahlstedt and Persson, 2005] for more information about different
kinds of dependencies) between requirements at different levels. For example,
in a situation where one LLR relates to two HLRs, it is possible that the implementation of the LLR for one HLR can be reused in the implementation of
the second and thereby add value to it. This might give valuable input to, for
example, scoping of software product lines to see if one requirement can or is
expected to be reused in several parts of the system [Schmid, 2002].

8.4.3

USING HCV IN PRACTICE

Software product planning can be considered as a “wicked problem”, which
means that an optimal solution may not exist, that every development plan
is unique, and that no objective measure of success exists [Carlshamre, 2002].
Since an optimal solution seldom exists, it is not possible to rely only and directly on the results of requirements prioritisation. The reason for this is that
several different aspects (e.g., benefit, penalty, cost, risk) must be taken into
account when planning releases to have as much information as possible as
support for making the right decisions [Berander and Andrews, 2005]. Furthermore, additional constraints and dependencies between requirements must also
be considered in release planning, such as:
• Value dependencies may imply that even though some requirements are
of low priority, they need to be implemented since they add much value
to other requirements [Dahlstedt and Persson, 2005].
• Implementation dependencies may imply that a certain requirements is
easier to implement if another requirement also is implemented [Dahlstedt
and Persson, 2005].
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• A release theme, which often is desirable, may imply that requirements
that fit well together should be implemented together [Berander and Andrews, 2005].
HCV and other prioritisation techniques do not (and should not) take all
these different factors into account. This is because such techniques are not
intended for further processing of the priorities after they are obtained. Nevertheless, several consecutive prioritisations can of course be made with several
different aspects in mind, just as shown by, for example, Berander and Andrews
[2005]; Saaty and Vargas [2001]; Anderson et al. [2000]; Wiegers [1999]. However, prioritisation techniques should primarily be seen as providing input to
further analysis (e.g., negotiation and qualitative analysis). Such further analysis can be done in more sophisticated decision-support tools like Quantitative
WinWin [Ruhe et al., 2002], EVOLVE [Greer and Ruhe, 2004], or the CostValue approach [Karlsson and Ryan, 1997]. These all use prioritisation results
as input and also incorporate other implicit and explicit factors to allow for a
good, final, decision.
Irrespective of what the prioritisation results are used for, it is important
to interpret them in a rational way and not have an over-trust in them. In
techniques such as HCV, it is easy to play around with numbers just because
it is possible to do so. However, the best way to take advantage of the results is to use them to graphically visualise the stakeholders’ needs and wants.
Studies have shown that decision-support tools are most effective when they are
easy to understand and grasp, and when they are able to present overwhelming volumes of information in a clear way [Dawson and de Chazal, 2004]. In
HCV, a lot of information is retrieved and it is necessary to present how stakeholders favour things in a suitable way for decision makers. One way of doing
that is to present the information in charts. Charts that already have been
applied with convincing results in industrial settings include but are not limited
to distribution charts, disagreement charts, satisfaction charts, and cost-value
charts [Regnell et al., 2001; Karlsson and Ryan, 1997]. This way of presenting
the information may also facilitate better communication with stakeholders that
are not that knowledgeable of how the technique works or what the numbers
represent.
It is sometimes stated that CV is easy to learn and use, and does not require
tool support to any further extent [Jönsson and Wohlin, 2005a]. Even though
this might be true, it has been found that stakeholders sometimes have problems
ending up at the desired amount of points [Berander and Wohlin, 2004]. HCV is
more complex than CV, and requires much more calculations to reach the final
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priorities. Both from a complexity point of view and from a presentational point
of view (stakeholders should not be bored with performing or being involved in
any of the computational aspects of the technique), tool support is preferable
when using HCV in practice. The use of tools allows the stakeholder to concentrate more on performing the prioritisation than on keeping the number of
points left to distribute in the head, for example. It probably also makes the
prioritisation more correct since it is not necessary to use “easy” numbers (e.g.,
10, 20. . . ) to be able to calculate the point sum.
In its simplest form, it is possible to achieve good tool support by constructing simple spreadsheets that automatically perform the calculations and present
the result to the stakeholders. Spreadsheets were successfully used in the studies
presented in Section 8.3, where none of the stakeholders doing the prioritisation
handed in miscalculated results.
When using tools, it is easy to present the final results to the stakeholder
when all prioritisations are performed, which gives him or her the opportunity
to go back and make adjustments if necessary. More advanced tools may even
directly present charts such as the ones mentioned above. Presenting the final
results directly may motivate the prioritisation as the stakeholders really can see
the value of their efforts. However, as people might get suspicious about hidden
calculations and complex tools [Lehtola and Kauppinen, 2006; Karlsson et al.,
2006], it is probably a good idea to show stakeholders the overall principles of
HCV before performing the prioritisation.
As with CV, there is a threat for shrewd tactics (see Section 8.1.4 for details)
when using HCV, although the hierarchies may diminish the threat somewhat.
It is of course important to be aware of this threat, and one way to reduce
it is to limit the number of points possible to assign to each individual requirement [Leffingwell and Widrig, 1999]. However, a consequence of such an
approach is that stakeholders might be forced to prioritise in other ways than
what they actually think is right [Berander and Andrews, 2005]. Another way
of dealing with shrewd tactics may be to introduce a disagreement chart to visualise the dispersion between stakeholders [Regnell et al., 2001]. By doing so, it
would be possible to spot and act upon large disagreement among stakeholders,
which could be a sign of shrewd tactics.
As discussed in Section 8.1.5, it is possible to handle requirement in hierarchies in different ways when it comes to prioritisation. When using HCV,
two basic criteria need to be fulfilled. First, the requirements must be arranged
hierarchically already, as HCV does not include support for doing this. Second,
lower-level requirements should have OR relationships among themselves. This
means that a subset of the requirements can be satisfied to fulfill the corre241
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sponding higher-level requirement. With AND relationships, prioritisation on
the lower level does not add value since all requirements must be implemented
anyway to achieve the higher-level requirement. However, it may very well be
the case that requirements have a mix of AND and OR relationships (or other
interdependencies [see Dahlstedt and Persson, 2005]). Then, it is recommended
to combine the requirements having AND relationships since they need to be implemented together anyway (and it is unnecessary work/distraction to prioritise
them separately), as suggested by Wiegers [1999].

8.4.4

FURTHER STUDIES ON THE USE OF HCV

Even though some empirical results were presented in Section 8.3, more studies
about HCV are required. As with all new techniques, methods and models, HCV
needs extensive empirical evaluation to determine its strengths and weaknesses
in order to use it in the right situations. Even though Ngo-The and Ruhe
[2005] argue that there is rather much research made within the prioritisation
area, little evidence exists regarding which methods to prefer over others in
different situations and environments. Despite that several studies have been
performed in the prioritisation area [e.g., Karlsson et al., 1998; Lehtola and
Kauppinen, 2006; Karlsson et al., 2006], the lack of evidence is amplified by the
fact that different studies have shown different results when comparing the same
(or very similar) approaches. For example, Karlsson [1996] concluded that AHP
was superior to numerical assignment, while Karlsson et al. [2006] showed that
Planning Game (which basically is a modified way of doing numerical assignment
while also introducing ranking) was superior to AHP.
Below are a number of open questions regarding HCV that need to be answered:
• How do HCV compare to AHP with hierarchically arranged requirements?
Since both approaches support requirements in hierarchies and produce
ratio-scale results, an empirical comparison between the two would be
interesting.
• When and how should compensation be used? Studying if compensated
prioritisations provide better or worse results than uncompensated prioritisations in several different contexts with different aims, objectives, and
requirements structures is necessary.
• How many points should be distributed? Different studies have used different numbers of points to distribute (see, e.g., [Regnell et al., 2001;
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Wohlin and Aurum, 2006], and Chapter 4), and it would be interesting to
investigate psychological effects on the use of different numbers of points
in different situations.
• How much of a requirements hierarchy should be (re-)prioritised? How
many of the levels should be prioritised, and at which levels is it most
important to prioritise? It is also relevant to study how changes (due to
added, moved, changed, deleted requirements or just because the value
of a requirement changes) in the hierarchy should be handled in terms of
how much is necessary to re-prioritise.
• How to handle an LLR that was assigned a zero priority (i.e., was seen as
unimportant)? Should the prioritisation continue down in the hierarchy
even though the outcome is known at the lower levels? By not continuing,
higher scalability would be achieved, but it would also be necessary to do
more work when re-prioritising the requirements set due to changes in the
hierarchy.
• How does requirements order effects affect the results? It might be interesting and necessary to investigate how the order of the requirements
affects the priorities. Requirements may get different priorities based on
where they are located in the list.

8.5

CONCLUSIONS

Software engineering decision support plays a very important role when it comes
to enabling the delivery of value to stakeholders. Within requirements engineering decision support, several important areas are identified, of which requirements prioritisation is regarded as a key one since it is also used as basis for
other areas (e.g., release planning and negotiation). Several different prioritisation techniques exist, and these produce results on different scales. In the past,
Analytical Hierarchy Process (AHP) has been regarded as a de facto standard
when it comes to ratio-scale prioritisation, especially because of positive reports
from empirical studies. However, other empirical studies have lately also been
reporting weaknesses of AHP.
This chapter has presented strengths and weaknesses of both AHP and Cumulative Voting (CV), a prioritisation technique that also produces ratio-scale
results. While the techniques in many cases complement each other, an important weakness of CV is that it currently does not support hierarchical re243
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quirements structures, which AHP does. The importance for a prioritisation
technique to do so is two-fold: first, requirements are commonly structured in
hierarchies, and second, by using hierarchies, scalability can be improved.
Based on the strengths and weaknesses of the two compared techniques, a
new technique, called Hierarchical Cumulative Voting (HCV), has been presented. This technique combines the strengths of AHP with those of CV to
improve the prioritisation of requirements. The main difference between HCV
and CV is that HCV has support for hierarchically structured requirements,
which also means that it scales better than CV. In addition to the presentation
of the technique, some empirical results from studies using both CV and HCV
have been discussed. These results clearly support the fact that scalability improves with HCV compared to CV, and show that HCV produces good resulting
priorities.
The presented results indicate that HCV is very promising and that it competes well with other ratio-scale techniques such as CV and AHP. However, since
only a few empirical studies have been conducted to evaluate the suitability of
HCV, more are needed to get knowledge about when HCV is suitable to use,
and also how to use HCV most efficiently. It is important to remember that
priorities obtained from any prioritisation technique must be processed further
because of factors that are out of control of the technique, such as requirements
interdependencies and how well requirements fit together. That said, we conclude that HCV is a technique that can be used with good results as a precursor
to further decision-making activities.
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Chapter 9

Conclusions
This chapter concludes the thesis. The main research questions, introduced and
motivated in Section 1.2, are:
• MRQ1: What are important process aspects of change impact analysis in
large-scale industrial software development?
• MRQ2: How can change impact analysis practices be improved and supported in a lightweight manner?
Each thesis chapter contains its own set of research questions, which are
summarised and connected to the main research questions in Section 1.7.1. The
findings related to these sub-questions are provided below. For the impact
analysis chapters, findings not directly related to impact analysis have been
omitted here for the sake of brevity. The chapter findings are aggregated into
main findings which are given in response to the main research questions. The
chapter ends with some pointers and ideas for future research.

9.1

SUMMARY OF FINDINGS

This section is divided into three parts. First, findings from the impact analysis
part of the thesis are provided. Then, the main research questions are addressed.
Finally, the research questions in the method chapters are addressed.

9: Conclusions

9.1.1

IMPACT ANALYSIS PART

In Chapter 2, a statistical analysis is performed with the goal of rejecting a
null hypothesis about there being no difference among roles with respect to
viewpoints as well as priorities regarding software architecture documentation.
The null hypothesis for viewpoints cannot be rejected, but the null hypothesis
for priorities can. It is concluded that impact analysis is significantly more
important to improve for designers (a designer creates system descriptions that
the programmer can base the implementation on) than for other roles. It should
also be noted that impact analysis is not unimportant for the other roles—it is,
on average, the second most important improvement to make.
Chapter 3 does not conclude anything as such, since it is a description of the
state-of-the-art of impact analysis (from a requirements engineering perspective). It does, however, highlight the need to study impact analysis on other
artefacts than source code, due to the maturation of software engineering among
software organisations, and the new types of systems that are built today. The
classification of publications discussed in Section 1.3.5 indicates that non-source
code artefacts are studied more today than before.
The research questions in Chapter 4 concern how organisational level and
perspective affect the assessment of importance of impact analysis issues, and
the overall identification of important issues. We have seen that at the operative level, important issues are related to the realisation of a change, or the
chosen solution. At the tactical level, important issues are related to project and
planning aspects. Finally, at the strategic level, important issues are related to
process and product quality. This fits neatly into the level definitions.
We have also seen that issues that are most important from the organisational perspective typically concern process, project, or end-product aspects,
and thus are more holistic in their nature. Issues most important from the
self-perspective rather concern the execution of the analysis task, and/or the
realisation of a change.
The most important issues concern fundamental aspects of impact analysis
and its execution, specifically the assessment of system impact as well as time
and resource aspects. This means that impact analysis needs to be addressed as
a crucial activity in the change management process. Furthermore, the findings
from this chapter underscore the importance of studying tactical and strategic
aspects of impact analysis.
Research questions for Chapter 5 involve aspects of evaluating and improving the change control process. More investigation is necessary, but the industrial reception suggests that checklist-based process support is beneficial. The
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evaluation has provided interesting results, including that there is a difference
between confidence of produced outcome and expected quality in the early process stages. An iterative change request approach would be appropriate for CR
writers, but possibly not for receivers. Moreover, the change request turnaround
time could be improved. The results also suggest that process support is lacking, and that the strategic character of change requests needs to be highlighted
more.
The research questions in Chapter 6 concern impact analysis in relation to
software evolution and incremental software development, and the identification
of functional dependencies. These aspects are related to anatomy planning,
which is introduced in the chapter. We have seen that an important purpose of
impact analysis in this context is to manage the incremental change induced by
adding new functionality to the existing system. We have also seen that impact
analysis is useful when bridging between the functional view in an anatomy
plan and implementation-oriented views such as the architecture. Finally, we
conclude that impact analysis helps avoid development problems and conflicts
as it can be used to reveal implicit implementation-oriented relations between
functional entities in an anatomy plan. Thus, it plays an important role in
resource planning and even project planning.

9.1.2

MAIN FINDINGS

For MRQ1, we draw the following general conclusions based on the above presented findings:
• Generally speaking, improvement of impact analysis-related process aspects (e.g., that concern the change control process) makes it possible to
better benefit from the analysis and its purposes (see Section 1.3.3).
• A number of important challenges are associated with performing impact
analysis. Acknowledging the presence of these and taking appropriate
action to address them is a step towards improving the process.
• Different stakeholders obviously have different opinions when it comes to
challenges, but we have seen that organisational level and perspective can
provide a useful differentiation between stakeholders.
• The differences in stakeholders’ opinions indicate the diversity and breadth
of impact analysis as an activity; it is not sufficient to work with implementation aspects (e.g., methods for assessing system impact), because
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challenges concern aspects such as planning, resource allocation, process,
and product as well.
• Impact analysis plays an important role in software evolution and incremental development. It enables parts of development and planning
processes to be performed in a more informed manner.
The conclusions above clearly reflect the process perspective of impact analysis held in this thesis (see Section 1.3.2). For MRQ2, we draw the following
general conclusions:
• Checklist-based process support seems relevant based on initial good reception at the industrial partner. General impact analysis checklists can
be used, but need to be adapted to the situation at hand.
• In addition to checklist support, a number of improvement proposals have
been presented: work to decrease number of change requests, handle different CR types differently,∗ be more agile, and reuse old analysis results
as a knowledge base.
• Tool support in general would be beneficial. As noted, there can be a
difference between a process and its tools; a tool can be less forgiving
than the process, which means that it greatly influences the expectations
of the tool user.

9.1.3

METHOD PART

In Chapter 7, our results show that the k-Nearest Neighbour method performs
well in comparison to other methods, when applied to Likert data which are
commonly collected in software engineering surveys. It outperforms both Random Draw Substitution and Random Imputation, while both Median Imputation and Mode Imputation perform equally good or slightly better. However,
it is clear that our data are favourable both for Median Imputation and Mode
Imputation. With a different distribution of response options, these methods
could perform worse, whereas the k-NN method should not, given that it is less
sensitive to the data distribution. For answers to the more detailed research
questions, see Section 7.8.
∗

Different types of CRs can be evaluated by different authorities, as noted in Chapter 1, but
other types of handling are possible as well.
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Finally, in Chapter 8, the results show that Hierarchical Cumulative Voting
has improved scalability over Cumulative Voting (CV), and that it competes
well with both CV and the Analytical Hierarchical Process. In other words, we
consider the technique to be relevant and useful in providing input to decisionmaking activities. The formulas that govern the calculations of hierarchical
priorities are part of the answer to the question about how to extend CV to
take into account multiple levels. They are not shown here; we refer to the
chapter for more details.

9.2

FUTURE RESEARCH

On a general level, excluding the method chapters, a continuation of the impact
analysis track of the thesis could consider the directions outlined below. More
specific pointers to future work are given in the thesis chapters, including the
method chapters.
Further exploration of process aspects of impact analysis is necessary, in
order to understand how changes should be handled in specific contexts. For
example, Åsfält and Stüeken [2007] have studied challenges of working with
changes in software product lines and parallel software development. A context
imposes constraints and ways of working that possibly affect how impact analysis
can and should be performed.
Further investigation and evaluation of the checklist-based process support
introduced in Chapter 5 are necessary (for details, see the chapter conclusions).
In general, research should focus more on process support to help software
professionals make better and more well-founded analyses.
Studying the role of impact analysis in software evolution, to see how it can
be helpful in controlling how a system evolves, is relevant. The incremental
change induced by adding new functionality in an evolutionary manner requires
proper impact analysis. However, also tactical and strategic aspects come into
play here, and the influence of these must be taken into account.
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Change is inevitable in software development.
During the entire lifecycle of a software system,
from conception to retirement, things happen that
require the system to be changed: the hardware
and software environment changes, customer
needs evolve, ﬂaws are found, and so on. Under
these conditions, it is crucial to have full control
over and knowledge about what changes mean
to the system and its environment. Otherwise,
changes might lead to software deterioration and
a multitude of other problems. The activity of assessing the implications of realising a change is termed change impact analysis.
Change impact analysis, or impact analysis for
short, has a broad spectrum of deﬁnitions, ranging
from the modiﬁcation of source code to the identiﬁcation of risks associated with a change. Two
parts of impact analysis are: (1) the assessment of
the consequences of altering (or not) the functionality/capabilities of the software system, and (2)
the identiﬁcation of the software artefacts that are
affected by the change. Impact analysis is performed as part of the change management process
which belongs to conﬁguration management, and
serves as a basis for determining whether to accept or reject a change. Improper or non-existent
impact analysis can be as problematic as having no
control over changes in the ﬁrst place.
The research presented in this thesis is exploratory in its nature, conducted through empirical

studies in an industry setting. The main objective
has been to contribute to the body of knowledge
of change impact analysis by investigating challenges of working with impact analysis in large-scale
software development. While having a wide scope,
the studies are brought together by an overarching emphasis on process aspects of the topic.
Traditionally, research on change impact analysis
has mainly focused on technical aspects such as
traceability analysis and change propagation. The
thesis contributes instead to the understanding of
aspects like process improvement opportunities,
process support, and the role of impact analysis in
software evolution.
The results of the presented research include:
important impact analysis issues as seen by different groups of software practitioners, related
process improvement proposals, a checklist-based
process support instrument helpful while performing impact analysis, an evaluation approach for
the change control process, and the study of an
evolution planning instrument with impact analysis
focus. Some conclusions drawn are that software
practitioners need support in performing impact
analysis, that the main impact analysis challenges
concern fundamental issues, and that impact analysis is an important enabler in software evolution.
The thesis further provides an in-depth study of
two support methods used in the research, one
for statistical imputation of missing data, and one
for prioritising hierarchically arranged items.
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