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Abstract

As telecommunications traffics experience variations in the intensity due to office hours,
inaccurate forecasting, quick changes in traffic load, and changes in the types of traffic (as
in introduction of new services), there is a need to cope for this by adaptive change of the
capacity in the network. This can be done by reserving transmission capacity on a series of
links from one node to another making a virtual path (VP) between these nodes. The con-
trol of the VPs can be centralised, distributed or local. The idea of local and distributed ap-
proaches is to increase the robustness and performance compared to a central approach,
which is depending on a central computer for the virtual path network (VPN) manage-
ment. The main focus in this paper is to simulate different strategies and compare them to
each other. The measured parameters are blocked traffic, the amount of signalling, unused
capacity and maximal VP blocking. The simulation is done in a non-hierarchical network
with one type of traffic i.e. a VP-subnetwork using statistical multiplexing and having
Poissonian traffic streams. The size of the network is moderate. The VPN management
will handle slow to medium fast variations, typically on the order of minutes up to hours.
The traffic variations are met by reshaping the VPN in order to match the current demands.

1. Introduction
The concept of VPs is supported in the asynchronous transfer mode (ATM) and in the synchro-
nous digital hierarchy (SDH/SONET). A VPN constitutes a higher layer which is logically in-
dependent of an underlying physical network. Having several VPNs each supporting one type
of traffic simplifies statistical multiplexing and handling of quality-of-service (QOS) parame-
ters. This is also called virtual subnetworking which subdivides the traffic into more homoge-
neous groups. VPN management (VPNM) can be done in three different ways; centralised,
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distributed or locally. When using a central computer to handle all the VPs, the computer has
to be reliable and fast. It also takes time to receive and distribute information and commands to
and from the nodes. The big advantage is that this enables a very good distibution and utilisa-
tion of network resources. It is, however, interesting to see how the other strategies compare
with the centralised one. In this evaluation we have investigated a local and a distributed ap-
proach. We have made simulations to compare these strategies to each other and to the alterna-
tive of having no alteration of the VP capacities at all.
The rest of this paper describes the assumptions made for the simulation program and results
obtained from a local and a decentralised strategy.

2. Details

2.1 General

The simulation is done call-by-call on non-hierarchical networks carrying traffics with the
same QOS demands i.e. a VP-subnetwork using statistical multiplexing and having Poissonian
and homogenous traffic streams. No path diversity and no alternative routing is handled as it
can be handled on a higher level [1] (and improve the network further). The shortest path is
used as the only path for the VPs. We choose this simple scenario to see if the strategies will
improve the network and how much. It is preferable to use a simple bandwidth allocation
scheme which might be used in real time. The problem of more advanced techniques is the
computing time, although the speed of computers increase or one may use specialised hard-
ware [2]. For each network, ten different busy hour patterns were generated. This means that
the basic traffics are altered in the way that a few nodes that are close to each other increase
their traffics and the others decrease theirs. The traffic between a busy centre node and one ly-
ing outside this region is kept at the same average. The traffic is changed periodically with a
stepwise transition between the successive steady periods. The cycles are repeated so that the
tenth traffic pattern is followed by the first one. This is done to simulate a daily variation. See
appendix A for more details on the generated networks.
All nodes cyclically make an estimate of offered traffics by arrival counting [4].
When a node wants to increase its capacity for a VP it sends an allocation request signal. The
successive nodes through the path check the free capacity to the next link and forward the
smallest value of the free capacity and the available capacity on the previous links (received
with the request signal). This means that VPs get as much capacity as they are allowed to use.
If a node does not have any free capacity it stops the request by sending an answer signal.
When the nodes forward the requests they also reserve the link, temporarily blocking other
VPs from seizing capacity. When the request reaches the end node, indicating the available ca-
pacity, this amount is allocated and an answer signal is sent back to the originating node. On
the way back the successive nodes allocates this extra capacity for the actual VP. Even if there
are no available capacity an answer signal is sent which releases the reserved links. The com-
munication is done with signals that do not interfere with the traffic, for example through a sig-
nalling network. The delay of signals from one node to another depends on the length of the
links plus an negative exponentially chosen random time which includes buffer management in
the signalling network and so on.



2.2 Local Strategy

Each node makes a decision about whether to seize or release capacity on the VPs originating
from that node. This is done depending on the actual number of occupied connections. A low
and a high threshold level are set as a fraction of the available capacity. These levels are the
same for all VPs. When a new call arrives the number of occupied connections is compared
with the upper threshold level. If the number is greater than this level a request for more capac-
ity is done. When allocating capacity only one VP at a time is allowed to seize capacity to
avoid allocating more capacity than available. This is handled by reservation of the actual link.
After a departure, the lower level is checked to determine if deallocation should be done. The
nodes measures the traffic cyclically.

2.3 Distributed Strategy

A VP is defined to be saturated if it is not overloaded and it saturates at least one link on its
path [5]. The capacity assignment is optimal if all VPs are saturated. When assigning capacity
we use the elusive notion of fairness. The capacity is divided according to the VPs engineered
number of connections (ENO). The ENO is set to give 1% loss probability for new calls and is
equal tom in the equation  where  is the (estimated) offered traffic and

is Erlang’s B-formula.
We use a simple form of equivalent bandwidth (EQB) [3], with no statistical multiplexing of
bursts and cells. The process of VPN management is divided into cycles with three phases:

Phase 1) The cycle begins with all nodes distributing their newly measured offered traffics
for their originating VPs to all other nodes. This phase is trigged by one of the nodes which
increase a counter that is sent together with the information signals. This prevents the nodes
from being trigged several times in the same cycle. When new information has been re-
ceived for all VPs on a link the fair share of the link capacity is calculated according to the
ENO. The fair share for a VP is calculated by multiplying the capacity of the link with the
fraction of the VPs ENO to the sum of all VPs ENO on that link. The ENO is rounded off to
whole capacity units which means that sometimes the total calculated fair share could be
less or greater that actual capacity. If a reduction of fair share is necessary, after the summa-
tion, a random VP is chosen for reduction under the condition that VPs with a small number
of rejected calls and VPs having at least one capacity unit are chosen more likely. (When re-
moving the constraint that VPs with a small number of rejected calls is chosen proportional-
ly more often, the results are not changed in a significant way).

Phase 2) In the second phase the nodes test if they are allowed more or less capacity than
before. If they are allowed less than before they decrease their capacity by sending a deallo-
cation signal, if they are allowed more they send an allocation signal. The allocation signals
are delayed more than the deallocation signals to make sure that capacity is freed before at-
tempting to seize it again.

Phase 3)In the last phase allocation is done. An allocation signal will be queued until the
fair share, on next link is updated.

When a VP can not use all of its fair share, the surplus is moved to those VPs which need it
the most as indicated by the number of rejected calls. Phase 2 and 3 are repeated a few times
to enable more unused capacity to be distributed to VPs that can use it [6]. The time for
measuring the traffic intensity is set to four time units according to [7].
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3. Results

3.1 General

In this section we give the results from simulating the different strategies. Mean values from
ten different networks are presented. The mean VP blocking probability has been measured
and the results are given in tables 2, 5, and 8. These tables show the VPs as origin-destination
(OD) pairs. Furthermore the amount of unused capacity (in capacity units) and amount of sig-
nalling (per time unit) have been measured. Maximal VP blocking has been calculated after ten
traffic changes, and then the mean value has been calculated from the greatest blocking for
each network. When the nodes calculate the actual traffic intensity we compare the actual VP
capacities with the ENO. The ENO is calculated for 0.5% and 2.0% blocking probability. If the
VPs capacity is lower than the ENO for 0.5% blocking probability this VP is characterised as
under-utilised and if the ENO for 2.0% is higher than the capacity the VP is over-utilised.

Table 1:Distribution of VP load [%], no VPNM.

No of links
Under-
utilised

Normal
Over-

utilised
Mean no of

VPs

1 57.7 18.3 24.1 19.4

2 58.2 19.9 21.9 18.6

3 60.5 19.0 20.5 6.6

Table 2:Mean VP blocking probability [%], no VPNM.

2 3 4 5 6 7 8 9 10

1 2.44 1.94 2.47 2.47 2.35 2.09 1.68 1.99 1.68

2 1.34 2.24 1.42 1.30 1.10 2.23 1.48 1.50

3 1.40 1.60 1.79 0.97 0.92 1.22 1.67

4 1.59 2.02 1.91 1.93 1.59 1.64

5 1.22 1.85 1.91 0.98 1.22

6 1.19 0.68 1.14 1.54

7 2.24 1.22 1.72

8 1.21 1.45

9 1.07

Table 3:Main characteristics, no VPNM.

Total blocking Max VP blocking Signalling Mean unused capacity

1.66 % 5.80 % 0 0

O
D



3.2 Local Management Results

Resulting VP blocking probabilities are shown in table 5. Our simulations have shown that the
amount of signalling increases noticeable when the lower threshold is raised above 0.5 times
the capacity and also when the higher level is lowered under about 0.9. The levels must be bal-
anced, making it possible to reconfigure the network but not to increase the amount of signal-
ling too much. We can see that a little unused capacity has to exist to enable the function of this
method. When there is no unused capacity this method is the same as doing nothing. However,
if the levels are inaccurately set the performance will get worse. Considering this we used fol-
lowing threshold levels and amount of requested allocation capacity:
High level threshold = 0.92, High level inc.demand [%] = 20,
Low  level threshold = 0.48, Low  level release [%] = 10.

Table 4:Distribution of VP load [%], local VPNM.

No of links
Under-
utilised

Normal
Over-

utilised
Mean no of

VPs

1 61.2 16.1 22.6 19.4

2 54.4 17.7 27.9 18.6

3 52.1 17.9 30.0 6.6

Table 5:Mean VP blocking probability [%], local VPNM.

2 3 4 5 6 7 8 9 10

1 2.05 1.84 4.43 2.88 2.92 1.85 1.67 1.76 1.55

2 2.43 3.50 1.48 2.20 1.81 1.70 1.84 2.16

3 2.76 1.95 1.82 1.03 1.97 1.90 1.37

4 1.36 2.18 1.40 1.61 1.69 2.72

5 1.34 2.21 1.91 4.29 2.36

6 2.77 3.67 2.05 1.92

7 2.32 2.43 2.65

8 1.65 1.55

9 1.34

Table 6:Main characteristics, local VPNM.

Total blocking Max VP blocking Signalling Mean unused capacity

1.74 % 17.3 % 39.5 / t.u. 15.4 c.u.

O
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3.3 Distributed Management Results

Some capacity might not be seized because the minimum of the fair share, over several links
on a path, is allocated not to violate the fair share on any link (table 7). It takes often less than
5 iterations to allocate capacity that can be used, i.e. in the simulations no adjustments occured
after about 4-5 iterations. Table 10 shows the results when no estimation errors are made. It
seems like estimations done on actual values adapt the network in a favourable way.

Table 7:Distribution of VP load [%], distributed VPNM.

No of links
Under-
utilised

Normal
Over-

utilised
Mean no of

VPs

1 58.6 20.1 21.4 19.4

2 53.2 22.5 24.3 18.6

3 51.2 22.9 26.0 6.6

Table 8:Mean VP blocking probability [%], distributed VPNM.

2 3 4 5 6 7 8 9 10

1 1.45 1.45 1.84 1.71 1.80 1.12 1.71 1.13 1.24

2 1.57 1.59 1.71 1.95 1.38 1.33 1.21 1.31

3 2.02 1.62 2.67 1.46 1.76 1.73 1.43

4 1.90 1.29 1.45 3.02 2.08 1.66

5 1.32 1.57 1.94 1.23 2.07

6 1.99 2.13 1.37 2.88

7 1.65 2.28 1.34

8 2.43 1.65

9 1.45

Table 9:Main characteristics, distributed VPNM.

Total blocking Max VP blocking Signalling Mean unused capacity

1.74 % 6.7 % 157.4 / t.u. 34.2 c.u.

Table 10:Main characteristics, distributed VPNM with no estimation errors.

Total blocking Max VP blocking Signalling Mean unused capacity

2.08 % 15.5 % 143.8 / t.u. 37.0 c.u.

O
D



3.4 Results when having greater differences in traffic pattern

The busy centers traffic is increased up to 80%.

4. Conclusions

4.1 General

The performance is not improved compared to having no management of VP capacities at all
when having traffic changes up to 30%. However, when increasing the unbalance of the traffic
up to 80% some improvement could be obtained from the algorithms. When comparing the
strategies with doing nothing, it is obvious that the unused capacity increase as well as the sig-
nalling when the two strategies are used. Having only one path for the VPs and the fact that we
use capacity units as groups of connections makes it difficult to make adjustments that substan-
tially increase the throughput. To find the best possible values, we made a simulation on a net-
work without any VPs that subdivide the capacity. This simulation gave a mean total blocking
not above 0.5% and a low maximal VP blocking probability. However, the cost for setting up a
call by checking available capacity on every sequential link is not considered, which means
that this comparison is of limited value. The measuring of the offered traffic has been done by
timer controlled counters in each node. During each cycle the nodes count the number of calls
and the number of rejected calls. The timer triggs a calculation of the traffic intensity and
blocking probability. The calculation could be modified by keeping copies of previous values
to get mean values over longer periods.

As all nodes measure the traffic at the same time in this simulation, it could give better results
than when the nodes make measurements that are not synchronized with each other.

Table 11:Main characteristics, no VPNM.

Total blocking Max VP blocking Signalling Mean unused capacity

17.6 % 52.2 % 0 0

Table 12:Main characteristics, local VPNM.

Total blocking Max VP blocking Signalling Mean unused capacity

11.3 % 50.6 % 138.4 / t.u. 194.1 c.u.

Table 13:Main characteristics, distributed VPNM.

Total blocking Max VP blocking Signalling Mean unused capacity

12.1 % 50.6 % 168.9 / t.u. 147.7 c.u.



4.2 Local Strategy Summary

We have seen that when an OD-pair deallocates capacity it will soon allocate it again. This re-
sults in a trial and error  way of management. To enable a change to the better, one has to take
the risk it will get worse. Therefore it is better to take a little risk by deallocating a little and try
to allocate more, in a greedy sort of way which results in less signalling. The amount of capa-
city to seize have been chosen higher than the amount to decrease in the simulations. The num-
ber of occupied connections is changing continuously. The threshold levels should be set
according to the capacity available and the offered traffic. (Using the probabilities of occupied
connections for setting the thresholds gives bad performance even when the thresholds are set
according to the currently offered traffics). It is possible to use the expected times for the num-
ber of occupied connections to change as thresholds. This time should be considered when
deallocating capacity so that the probability of the VP wanting it again, in a short time, is
small. This is also indicated by the best thresholds found which decreased the number of allo-
cations and deallocations. A small delay was used to give time for the network update before
sending new signals.

4.3 Distributed Strategy Summary

This algorithm decreases the maximal VP blocking compared to the local one, but the amount
of signalling is increased due to the distribution of local information. Table 7 confirms that VPs
having to traverse through many links will have smaller probability to be granted wanted capa-
city due to bottlenecks. This could be adjusted if these VPs get more capacity than the one cal-
culated from the ENO. Another way to utilise more capacity would be to force some of the
nodes to give up some of their capacity. If a bottleneck occurs there might be VPs that could al-
locate more capacity than others. This could be accomplished by collecting allocation requests
during a time interval and depending on how much the VPs is allowed capacity so far they
could be granted more or less of the fair share as we have calculated it.

The fair share computation does not recalculate the ENO after the distribution of the available
capacity and could consequently be made more fair.

5. Future work
Further work includes comparing the results with a centralised strategy and having alternative
routing for the VPs. The alternative routes can be chosen in several ways and a survey of dif-
ferent algorithms can be made.
It remains to tune the threshold levels for the local strategy by calculating optimal levels.
It can be interesting to see if unequal traffics, depending on the direction between OD-pair,
have any impact on the results.

6. Appendix A
The networks has been made with a program that generated fully-connected networks with ten
nodes, and a total transmission capacity of about 1200 capacity units (12000 channels). The to-
tal arrival rate of calls is about 6000 calls per time unit and each call holding time is assumed
to be negative exponentially distributed with a mean holding time of 1 time unit. The granular-
ity has been set to 10 circuits/connections. For each origin-destination pair (OD-pair) an of-



fered traffic was assigned to give exactly 1% expected loss for the given transmission capacity.
This basic traffic was modified to give a busy centre as seen in figure 1. An example of gener-
ated traffic is shown in table 14. Traffic between busy center nodes where increased randomly
between 10-30%. Traffic between nodes outside the busy region were decreased randomly be-
tween 10-30%, and the traffic between a busy center node and a node outside the center was
modified randomly between -10% and +10%. In the case of greater traffic changes up to 80%
the levels were set to [-80%, -40%], [-40%, +40%] and [+40%, +80%].

Table 14:Offered voice traffics.

OD A OD A OD A OD A OD A

1 - 2 94.8 1 - 3 112.2 1 - 4 212.0 1 - 5 82.0 1 - 6 63.5

1 - 7 176.8 1 - 8 200.1 1 - 9 117.7 1 -10 172.2 2 - 3 161.8

2 - 4 162.4 2 - 5 58.3 2 - 6 72.2 2 - 7 168.4 2 - 8 88.8

2 - 9 156.3 2 -10 39.4 3 - 4 199.5 3 - 5 104.0 3 - 6 43.8

3 - 7 95.6 3 - 8 225.7 3 - 9 165.1 3 -10 51.0 4 - 5 136.1

4 - 6 66.3 4 - 7 120.8 4 - 8 97.6 4 - 9 135.5 4 -10 90.4

5 - 6 200.6 5 - 7 144.7 5 - 8 138.0 5 - 9 134.6 5 -10 52.3

6 - 7 53.3 6 - 8 129.0 6 - 9 185.5 6 -10 56.7 7 - 8 116.2

7 - 9 200.7 7 -10 76.6 8 - 9 136.9 8 -10 85.3 9 -10 99.1

Table 15:Network capacities.

OD C OD C OD C OD C OD C OD C

1 - 3 133 1 - 5 52 1 - 6 71 1 - 8 45 1 -10 55 2 - 5 71

2 - 6 47 2 - 9 18 3 - 4 62 3 -10 23 4 - 7 16 4-10 83

5 - 6 48 5 - 8 119 5 - 9 107 5 -10 84 6 - 9 20 7 - 8 80

7 -10 51 8 -10 22



Figure 1: Network layout.
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