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Abstract
As datasets in general grow in size and complexity over time while the human cognitive ability to
interpret said datasets essentially stays the same, it becomes important to enable intuitive
visualization methods for analysis. Based on previous research in the field of information
visualization and visual analytics, a dashboard visualization prototype handling real-time event
based traffic was implemented and evaluated. The real-time data is collected by a script and
sent to a self-implemented web server that opens up a websocket connection with the
dashboard client where the data is then visualized. Said data consisted of transactions and
related metadata of an ecommerce retail site applied to a real customer scenario.
The dashboard was developed using an agile method, continuously involving the thesis
supervisor in the design and functionality process. The final design also depended on the
results of an interview with a representative from one of the two target groups. The two target
groups consisted of 5 novice and 5 expert users to the field of information visualization and
visual analytics. The intuitiveness of the dashboard visualization prototype was evaluated by
conducting two user studies, one for each target group, where the test subjects were asked to
interact with the dashboard visualization, answer some questions and lastly solving a predefined
set of tasks. The time spent solving said tasks, the amount of serious misinterpretations and the
number of wrong answers was recorded and evaluated.
The results from the user study showed that the use of colors, icons, level on animation, the
choice of visualization method and level of interaction were the most important aspects for
carrying out an efficient analytical process according to the test subjects. The test subjects
desired to zoom in on each component, to filter the contents of the dashboard and to get
additional information about the components on-demand. The most important result produced
from developing the dashboard was how to handle the scalability of the application. It is highly
important that the websocket connection remain stable when scaling out to handle more
concurrent HTTP requests. The research also conclude that the dashboard should handle
visualization methods that are intuitive for all users, that the real-time data needs to be put into
relation to historical data if one wishes to carry out a valid analytical process and that real-time
data can be used to discover trends and patterns in an early-as-possible stage. Lastly, the
research provides a set of guidelines for scalability, modularity, intuitiveness and relations
between datasets.

Sammanfattning
Eftersom datamängder generellt sett blir större och mer komplexa medan den mänskliga
kognitiva kapaciteten att tolka dessa datamängder förblir densamma är viktigt att möjliggöra
intuitiva visualiseringsmetoder för analys. Baserat på tidigare forskning inom
informationsvisualisering och visual analytics utvecklades och utvärderades en prototypisk
dashboard med syfte att visualisera händelsebaserad datatrafik i realtid. Realtidsdatan samlas
in via ett script och skickas till en egenutvecklad webbserver som i sin tur öppnar upp en
websocketanslutning med dashboardklienten där datan sedermera visualiseras. Dessa data
bestod av transaktioner och relaterad metadata från en e-handel och är applicerat på en verklig
kund.
Dashboarden utvecklades agilt genom att involvera uppsatsens handledare löpande genom
utvecklingsprocessen. Den slutgiltiga designen av dashboarden berodde även på resultatet av
en intervju med en representant från en av de två målgrupperna. Dessa målgrupper bestod av 5
noviser och 5 experter inom informationsvisualisering och visual analytics. Dashboardens
intuitivitet utvärderades genom att genomföra två användartester, ett test för var målgrupp, där
användarna ombads att interagera med dashboarden, att svara på några frågor och slutligen
lösa några fördefinierade uppgifter. Tiden det tog att lösa dessa uppgifter, antalet allvarliga
missuppfattningar och andelen fel svar noterades och utvärderades.
Resultaten från användartesterna visar att användningen av färger, ikoner, nivå av animation,
valet av visualiseringsmetod och interaktionsnivån var de viktigaste aspekterna för att
genomföra en effektiv analytisk process enligt användarna. De kände en vilja att zooma in på
varje komponent, att filtrera innehållet i dashboarden och att få ytterligare information om
komponenterna på begäran. Det viktigaste resultatet genererat från utvecklingsprocessen av
dashboarden var hur skalbarheten av applikationen bör hanteras. Det är mycket viktigt att
websocketanslutningen förblir stabil även när applikationen skalar utåt för att kunna hantera fler
samtida HTTP förfrågningar. Forskningen konstaterar också att dashboarden bör hantera
visualiseringsmetoder som är intuitiva för alla användare, att realtidsdatan måste sättas i
relation till relevant historisk data om man önskar genomföra en effektiv analytisk process och
att realtidsdata kan användas för att upptäcka mönster och trender i ett tidigt skede. Till sist
tillhandahåller forskningen en uppsättning riktlinjer för skalbarhet, modularitet, intuitivitet och
relationer mellan olika datamängder.
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1. Introduction
This master’s thesis is carried out in collaboration with Outfox Intelligence AB, henceforth
referred to as Outfox. The goal of the thesis is to implement and evaluate a dashboard that
visualizes multivariate abstract dataset in real-time. The data will be collected via a collection
script and sent to a self-implemented web server and will, explained broadly, exist of
transactions and related metadata of an ecommerce retail site applied to a real customer
scenario.

1.1 Background
A lot of industries and businesses of today generate large amounts of data. Often times, this
data is too extensive or complex and incoherent for the human cognition to parse, and thus it
needs to be visualized using an appropriate method for the data at hand. A common area where
information visualization is applied is network attacks, where the aim is to analyze the visualized
network traffic data in order to detect and interrupt an intrusion (malware) before any harm is
done. This has proven to be quite the challenge since one needs to draw conclusions and
identify malignant patterns based on the visualization of the large amount of data itself, often in
real-time.
The field of visual analytics combines analytical techniques with interactive visualizations for
analysis, reasoning and decision-making (Kohlhammer et al., 2011). It involves the creation of
tools and techniques to derive insight from, in this case real-time dynamic data and to detect,
discover and communicate the results effectively. It is the science of analytical reasoning
facilitated by interactive visual interfaces (Kohlhammer et al., 2011; Fischer et al., 2012).
There exists a need for common guidelines when it comes to how datasets of different types
and sizes should be visualized. Most of the visual analytics dashboards, i.e. a user interface that
visualizes datasets using different visualization methods, in use today often lacks in
intuitiveness for the novice users, unenlightened to the research fields of information
visualization and visual analytics. If an algorithm for such common guidelines could be
engineered, we have successfully integrated all possible users and if it is applicable on real-time
scenarios we have taken it one step further. Of course, different datasets requires different
visualization methods in order to be intuitive. It is important to consider the datasets temporal
primitives, i.e. if it should be displayed at an instant of time or over a time interval. If the datasets
consists of multivariate abstract data points, a spatial frame has to be designed and developed
for said dataset, using appropriate visualization methods.
With this said, this thesis aims to research and analyze how different visualization methods
should be applied when visualizing datasets in real-time, according to best practices.
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1.2 Purpose and research questions
The thesis intends to investigate how multivariate abstract datasets should be visualized in realtime, depending on their quantity and type (e.g. metric, temporal, numeric, vector form, divided
into subsets etc.) as seen in Spence (2001), but also how a modern web application should be
structured and developed in order to be able to handle large datasets.
The main research question read as follows:
What are the necessary requirements for the design of a web-based dashboard for visualizing
multivariate abstract datasets in real-time, which is modular and handles event based traffic?
In order to be able to answer this question, a set of sub questions will be taken into account:
1. Depending on the different sizes of the datasets; how should the scalability of the
prototype be handled?
2. What type of data is interesting to visualize from an analytical perspective?
3. How can real-time visualization of large datasets complement the analysis and decisionmaking compared to static and historic data visualizations?
4. How do the end users perceive the different real-time visualization methods?

1.3 Goals and delimitations
The aim of this thesis is not to provide a foolproof algorithm for visualizing a real-time data
stream, but rather to investigate, implement and evaluate existing visualization methods applied
to a real-time scenario. It is meant to lay the foundation for future research within the area of
real-time dynamic data visualization and it may be used as a reference for creating a future
guidelines or a best-practice method.
Additionally, the scalability (i.e. what should happen when the stream of data peaks or fades) of
the real-time visualization will be handled in the best way possible given the applied solution
based on the pre-study. However research and suggestions on how to improve and handle the
scalability will be provided.
Lastly, the data that will be presented in real-time will not be stored in any type of database.
This will be left as future work since the timespan of the thesis is to narrow.
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2. Theory
This chapter will provide explanations for key terms and research fields that will be used in this
thesis. Its purpose is to clarify their respective relevance and application. This is provided to
facilitate the understanding of what this thesis aims to investigate.

2.1 Visual analytics
As datasets grow in size and complexity, the human cognitive ability to make sense of the data
becomes the limited resource. While data in general grow in size over time and the human
cognitive capacity essentially stays the same (table 1), new ways of analyzing large datasets
needs to be developed (Key et al., 2012).

Table 1: Data sizes are growing while the human cognitive capacity essentially stays the same. Table borrowed from
Key et al., 2012.

The field of visual analytics aims to take advantage and make sense of the “data overload” by
combining analytical techniques with interactive visualizations for analysis, reasoning and
decision-making (Kohlhammer et al., 2011). Visual analytics can be described as the creation of
tools and techniques to derive insight from, in this case real-time dynamic data and to detect,
discover and communicate the results effectively. The rate of information (the data) often
exceeds the human perceptual limits when displayed linearly over time. It is the science of
analytical reasoning facilitated by interactive visual interfaces (Kohlhammer et al., 2011; Fischer
et al., 2012).
In order for a visual representation to be intuitive, it is important that the characteristics of the
dataset are taken into account. Different types of datasets require different visualization
approaches. For example, for datasets that change over time (time-oriented data) it is important
that the interaction supports different levels of temporal aggregation, i.e. viewing the datasets at
different points in time (Aigner et al., 2007). This could be implemented by a Zoomable User
Interface (ZUI) as to achieve interactive exploration (Fischer et al., 2012) or by optimizing the
datasets for the user’s needs prior to visualizing it.
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Additionally, one has to consider the temporal primitives, i.e. should the dataset be displayed
over a time interval or at specific instants of time? Does it make sense to visualize it linearly
(from the past to the future), as a cycle (a finite set of recurring units of time) or in a branching
tree structure (modeled as graphs)? The datasets that ties to the time axis also needs to be
considered. Is it abstract or spatial? How many time-dependent variables does it hold
(univariate vs. multivariate)? What type of events can it be tied to in order to satisfy user needs
(Aigner et al., 2007)?
Some areas where visual analytics has been applied up to now includes GPS location and
spatial movement of tourists in a city (Keim et al., 2012), visualizing recurring patterns and
frequently referenced names in the news (Krstajić et al., 2011) and event based network data
visualization for intrusion detection (Abdullah et al., 2005) in real-time (Krasser et al., 2005).
To summarize, visual analytics combines various research areas including visualization, human
computer interaction, data analysis and statistics that can be applied in a time-oriented frame. It
tells us how we can provide “walk-up usable” and intuitive interfaces and how we can, and
should, analyze the results referring to time, data and representation (Kohlhammer et al., 2011;
Keim et al., 2011). It is vital when making effective decisions from large amounts of data whilst
avoiding “paralysis by analysis” (Pattath et al., 2008), i.e. being unable to make decisions due to
over-analyzing.

2.2 Time-oriented data and event detection
Since designing a schematic for information visualization in real-time that can be applied to
many different situations is no easy task, one can start by creating a breakdown structure into
the criterion time (the characteristics of the time axis), data (what is analyzed), and
representation (how the data is represented) (Aigner et al., 2007).
The time criterion can be divided into temporal primitives, i.e. if the time axis divided into time
points or time intervals. If there is any interest in what happens in between two time points, it
makes sense to use time intervals. On the other hand, if the interest lies in finding out what
happens at a specific point in time and not in what happens in between the measuring time
points, a time interval is redundant. Generally speaking, the data is considered more valid if
visualized over a time interval, since one can see what happens between relevant measuring
points. One also has to consider if the time structure is linear, cyclic or branching as mentioned
above. (Aigner et al., 2007)
According to Aigner et al. (2007), it is important to consider the dimensionality of the data
criterion, i.e. if it consists of one or several time dependent data points, if its uni- or multivariate.
If the data contains a large amount of time points, one runs the risk of ending up with
overcrowded and cluttered displays. This can be handled by aggregating the data into subsets.
It also makes sense to distinguish between abstract and spatial data, however since spatial data
is not within the scope of this thesis it will be disregarded. Abstract data can be described as
“measurable data” that is not tied to a spatial frame, i.e. a geographical position, a flow, a
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volume and so forth. Since abstract data does not have a spatial mapping, one has to be
created.
Lastly, one has to consider the representation criterion. In a real-time scenario, the data
representation will always be dynamic as it changes over time. However, if the real-time
changes are too incoherent and complex, the user might not be able to draw any conclusions
from the data due to confusion, inhibiting the analytical aspect in visual analytics. One also has
to be careful of visual clutter when visualizing the real-time dynamic data. This problem grows at
the rate of the dataset size at hand. (Aigner et al., 2007)
Tying all of this to general events, i.e. time-stamped data points that arrive in data streams at
non-equidistant time intervals (Krstajić et al., 2011), is no easy task. The events are often
custom made for the given visualization; there is no visual analysis pipeline specifically
designed for event detection (Wanner et al., 2014). Events are often user defined or found by
methods of artificial intelligence (Aigner et al., 2007). Another challenge regarding events is that,
since they are designed for - and triggered by - the users, one cannot know at what time points
the events will occur. The applied visual solution must be able to handle the peaks and fades in
the number of triggered events, i.e. the scalability of the application. When the application
reaches critical mass of number of events triggered, the application needs to be given more
CPU power in order to function. Of course, this critical mass alters with the applied solution.

2.3 Real-time interaction
When talking about interaction it helps to divide the interaction into speed criteria. The three
levels of interaction is said to be roughly 0.1 seconds, 1 second and 10 seconds. The 0.1
seconds level is for example used in animation. If two images are seen within the span of this
level they fuse into a perception of motion (Card et al., 1999). The coarsest level of interaction,
the 10 seconds level, is what is referred to as the pace of routine cognitive skills. But let us
focus on the 1-second level of interaction, as it is the most relevant one in this scenario.
According to Card et al. (1999) the 1-second level of interaction is “the time of a minimal
dialogue interaction component, the time of an unprepared response” and can be called an
“immediate behaviour”. They also say “events that happen in a little less then a second happen
too quickly for the user to respond unless already prepared”. Although this is only valid if the
visualization fails to offer any kind of historical data, even if only for a few seconds. They close
the circle by saying that “this level of interaction can be exploited for smooth interaction with the
user: animations that run in about a second can convey information without slowing the user
down.”
Card et al. continues by stating that “Interaction can actually be slowed in some instances if the
system goes too fast: simply showing the beginning and ending states without animated
transition may cause the user to misinterpret which objects were transformed into which other
objects. Time has meaning. Interaction is a real-time process.”
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In table 2 below we see a user interacting with an information visualization system and
manipulating the transformation parameters. Although in this thesis it is only relevant to look into
the view transformations since the data transformations and the visual structures and mappings
will not be affected by the users interaction.

Table 2: The information visualization reference model. Borrowed from Stuart K. Card , Jock D. Mackinlay , Ben
Shneiderman, Readings in information visualization: using vision to think, 1999, page 232.

Another way of presenting the information visualization reference model is to divide it into Data,
Representation, Presentation and User interaction as seen in Spence (2001). Simply put this
boils down to how the data should be presented, i.e. which visualization methods that should be
applied taking the human cognitive factors into special considerations, followed by the
presentation, i.e. how the data should be laid out on a display, allowing the user to interact with
it. When the user interacts with the presented data it is important that there is a perceivable
response so that the user knows that the action has been registered (Spence, 2001).

2.4 Dashboard creation
A dashboard is defined as a visual display that attempts to provide an overview of something
that is currently going on in a given business. It is important to differentiate between the
common definition of a dashboard, e.g. found in cars, and business intelligence (BI)
dashboards. A BI dashboard is defined by Few (2006) as: “A visual display of the most
important information needed to achieve one or more objectives; consolidated and arranged on
a single screen so the information can be monitored at a glance”.
Many visualization dashboards in use today aim to facilitate when creating efficient business
reports for a given business as a whole and often lacks in usability and understandability for the
novice user (Elias & Bezerianos, 2011). Thus, there exists a need for common ground rules
when designing and evaluating dashboards that can visualize different types of datasets with
different types of visualization methods applied. If a custom designed dashboard based on
common guidelines or an algorithm can help in drawing efficient analytical conclusions, even for
the unenlightened to the field of visual analytics, we have successfully made sense of the “data
overload”. If this can be applied to a real-time scenario, we have taken it even one step further.
When designing a visual analytics dashboard one should consider the following design goals
and objectives (Flesch, 2014):
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●
●
●
●
●
●

Multidimensionality: The type and size of each visualization needs to be evaluated
separately. Different datasets requires different visualization methods.
Accessibility: The dashboard should be accessible for any user at any given time without
having to install software and/or hardware.
Responsiveness: The dashboard needs to be responsive to different screen resolutions
and device types.
Performance: The dashboard needs to scale according to the number of requests and/or
the size of the dataset that is to be visualized.
Ease of use: The dashboard needs to be intuitive and easy to use, even for the novice
user.
Extensibility: An extensible framework should be used in order for future changes to be
made by external contributors (if the dashboard is open source).

It is important that the end-users feel comfortable with the dashboard once it is finished. It
should be easy for them to analyze and make sense of the visualized data. Studies show that
when users, new to the fields of visual analytics and information visualization, create
dashboards of their own they often prefer a bar chart or a line chart, as seen in (Heer et al.,
2008; Grammel et al., 2010), as they are familiar to them.
Additionally, if the dashboard should show several visualizations on the same page (perhaps
depending on different datasets and/or temporal primitives) the distinction between them should
be clear (Elias & Bezerianos, 2011). If several graphs are related to each other (or if it is
significantly important that they are not) it should be made clear in what way and why.
If the dashboard visualization should handle event based traffic, it is also relevant to make a
clear distinction between what types of events that should be sent to the individual user
interacting with the visualization and what types of events that should be broadcasted (sent to
all users) (Key et al., 2012). How the visualization should be filtered (e.g. information density,
level of detail etc.) depending on different interaction from different users (perhaps with different
needs) should also be taken into account.
When designing a dashboard visualizing a specific dataset it is wise to consider the Information
Seeking Mantra: Overview first, zoom and filter, then details-on-demand, as discussed in (Keim,
2002; Shneiderman, 1996) to name a few. This implies that the user interacting with the
dashboard will be presented with an overview of all the components at first. After that the user
will want to zoom in on specific parts and filter the contents of the dashboard and lastly look for
a detailed view on demand.
It is also of great importance to consider the use of icons and colors when designing a
dashboard as they can provide a purely visual understanding of different operations
(Bonhomme, 2002). It is for example generally acknowledged that the color red implies a
negative value while the color green implies a positive value. Different icons have different
meaning and their purpose is to simplify the orientation for the user, for example in an
application (Glyphicons, 2015).
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2.5 Google Analytics
Google Analytics (GA) is a platform that allows you to measure user interaction across various
devices and interfaces (Google Analytics, 2014). It can be used for collecting, configuring,
processing and reporting different types of data. The data can for example consist of
pageviews, transactions on a specific page or custom data, defined by the user and/or the
designer. The “collection” column is the most relevant part for this thesis, as displayed in table
3.

Table 3: The GA flow chart (Google Developers - Platform Overview, 2015).

GA uses the so-called measurement protocol to send raw user interaction data (i.e. event data)
directly between server and client using the HTTP POST or GET request methods (Google
Analytics - Measurement Protocol Overview, 2014). The measurement protocol sends the data
asynchronously (i.e. it does not need a direct user interaction or page load to send the data) in
order to improve the speed in which the tracking code is loaded (Google Analytics - Tracking
Site Activity, 2014).
Google Tag Manager (GTM) is used to conventionally manage tags, which can be explained as
for example ones JavaScript code (or JavaScript tags). GTM allows you to add GA tags instead
of editing source code on the site. All this to facilitate when adding and updating new tags
without having to involve an external webmaster (Google Developers - Google Tag Manager,
2015).

2.6 User studies
The definition of a user can at times be somewhat problematic. ISO 9241-10 defines a user as
“an individual interacting with a system”. If a user study cooperation with a company is
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established it is important to consider the CEO of the company when choosing which users to
involve in the user study. A CEO often regards himself/herself as a typical representative user,
but often have little to none knowledge in how the work process of the other company
employees actually looks like. Therefore one should consider excluding the CEO from the user
study. (Gulliksen & Göransson, 2002)

Some important guidelines for simplifying the understanding of the user study for the involved
users include (Gulliksen & Göransson, 2002):
● Identify suitable phases for the users participation and describe their character. This can
for example be analysis, design, evaluation and construction to name a few. Make the
users aware of the scenario at hand and what perspective to embrace.
● Specify a specific time and place for the development process.
● Meet the users in their own natural work environment. Carry out the user study in the
context of real work (Hackos & Redish, 1998).
● Use language and terminology that the users feel comfortable with.
You should involve about 5 users in your user study. The reason for this is that when conducting
a user study with only one test subject you have learned almost a third of all there is to know
about the usability of the design (Nielsen Norman Group, 2000). When conducting the user
study with the second user you will notice that most of the issues found are the same as the first
users’ findings. As you add more and more users you learn less and less about the design
issues. User tests are very time consuming and can be expensive and should therefore be as
effective as possible. It is better to perform as many small tests as you can afford with at most 5
test subjects from each user group (Nielsen & Landauer, 1993).
When conducting a user study it is possible to obtain both qualitative and quantitative data,
depending on the user tasks and how the data collection is handled. Examples on quantitative
data can exist of numerical user ratings (e.g. 1 to 5) of different aspects of the, in this case
dashboard, whilst qualitative data can be derived from deeper interview-like questions and
observations by the person conducting the user study. When analyzing quantitative data in
particular it is important to consider the variance (! ! ) and the standard deviation (!) of the
obtained datasets, as they measure the spread of the data around the mean. They give an
indication of how dispersed a dataset is; the higher the value, the more dispersed it is (ABS Measures of Spread, 2013):
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1 !! ! =
!!!

(!! − !)!
!

2 !! = ! ! !
Where !! represents the ith data point in the dataset, ! is the mean value of the whole dataset
and !!is the total number of data points in the dataset.
Of course there are always risks when conducting formal user studies. They can be timeconsuming and difficult to design. Although they are effective in the sense of highlighting the
problems of the dashboard visualization interface at hand, but one has to be careful and make
sure that not only the problems are found. It can be beneficial to instruct the user study test
subjects to consider the design ideas in parallel with the actual dashboard performance (Tory &
Möller, 2004). This can be evaluated by asking the test subjects to explain their experience of
the dashboard in detail and elaborate on their reflections whilst recording the results.
When evaluating a dashboard that visualizes multi-dimensional data it can be useful to design
tasks for the user groups to solve. Tasks can include finding patterns, clusters, correlations
among pairs of variables, gaps, and outliers (Shneiderman, 1996). They can also consist of
finding specific quantities and estimating performance.
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3. Methodology
The thesis started with a pre-study that aimed to find existing techniques, frameworks and
methods of visualization that are suitable to use when creating the dashboard. The pre-study, or
feasibility study, sheds light on appropriate ways of collecting and visualizing both data in a
large frequency and data with fewer data points per time unit. This was followed by the
development of a web-based dashboard prototype.
Table 4 summarizes which of the research questions that the applied methods explained in this
chapter are meant to provide an answer for. The “Literature study” involves searching for
research papers as well as investigating suitable frameworks and techniques.

Table 4: Motivation of which research questions the applied methods are meant to provide an answer to.

3.1 Pre-study
When conducting the literature study I began by searching broad terms such as “information
visualization” and “dashboard visualization” which led me to the research field of visual
analytics. After that I narrowed my search by taking the most cited visual analytics paper as well
as the most cited information visualization book and seeing which other papers, that treated the
term “real-time”, had referred to it. Other relevant search terms included “time-oriented data”,
“dashboard creation” and “temporal data”. All of the papers referred in this thesis were found
using the search engine Google Scholar in combination with KTHB Primo.
After talking with my supervisor at Outfox, and based on my previous knowledge in web
application development, I decided to use the framework Node.js (Node.js, 2015) in combination
with Socket.io (Socket.io, 2015) for creating bidirectional event based traffic between server and
client. My supervisor suggested that I use GA for sending the data to the web server
asynchronously via HTTP POST requests.
When creating the visualization itself it became apparent that the framework D3.js (D3.js, 2013)
is common practice due to its extensive documentation and applicability. Additionally, I found
the framework Epoch.js (Epoch.js, 2015), which derives from D3.js and can be used in creating
graphs and charts for real-time scenarios by constantly pushing new data to the charts.
After careful consideration I decided to host my application, i.e. the visualization dashboard,
using Heroku. Heroku is a cloud application platform that facilitates server management,
deployment, concurrent operations and scaling of the application (Heroku - About, 2015).
Heroku uses web dynos for handling HTTP traffic from the routers. A dyno can be explained as
a “lightweight container that runs a single user-specified command”. If the application should be
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able to handle more concurrent HTTP requests at a time, i.e. handling higher volumes of traffic,
you scale out by adding more dynos. If you want to scale upwards you use a larger dyno
(Heroku dev center - Dynos and the Dyno Manager, 2015).
Other application hosting services that I looked into but decided not to use include Amazon Web
Services (AWS, 2015), Google App Engine (Google Cloud Platform - App Engine, 2015),
Apache Storm (Apache Storm, 2015) and Hydna (Hydna, 2015).
The last thing I did before starting to develop the dashboard visualization prototype was to carry
out a semi-structured interview with the novice target group, which is a well established method
for directly involving the users. During the interview I proposed open-ended questions in order
for the interviewee to be flexible when answering. It is important to try and not to ask closeended questions that force an answer from the interviewee (Gulliksen & Göransson, 2002). The
goal of the interview was not to evaluate the user interface but purely to collect the novice users
opinions about what type of data that is suitable to visualize in real-time and how that should be
done.
In the end the initially intended novice user group, i.e. the first customer, declined to participate
in this thesis due to data confidentiality concerns for their own customers. This happened at a
very late stage of the thesis. Outfox quickly found another novice user group, i.e. another
customer, who’s datasets were large and consistent enough to be visualized in real-time.
Unfortunately the already developed features in the visualization prototype suffered
considerably since they had to be tweaked and applied to a whole new scenario within only a
few days, which is mentioned in the results chapter.

3.2 Dashboard visualization prototype
The prototype was developed using agile development, i.e. using continuous feedback from the
supervisor at Outfox. It consists of a collection script that collects the data and sends it to a selfimplemented web server that opens up a websocket connection with a client side where the
dashboard and its components are rendered.
A custom made GA plugin called realtime.js that was developed together with the supervisor at
Outfox will be used for collecting the data, parsing it to a JSON-object (JSON, 2015) and
sending to the web server via HTTP POST requests. The web server listens for said request
and informs the client side when a request has arrived. After that the web server opens up a
websocket connection with the client side and sends over the data. The client side renders the
visualization of the data in the different dashboard components. The whole development chain
is visualized in table 5. The final version of the dashboard that was used in the user studies can
be viewed in the results chapter.
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Table 5: The whole development chain.

The visualized real-time data was provided by Outfox and consisted of multivariate abstract data
points:
● A custom event for a small dataset displayed as a flashing indicator. The dataset consist
of newly signed customers on the customers’ site, in real-time, for each session.
● A larger dataset that consist of the amount of transactions on the customers’ site. The
different types of transactions will be displayed with a unique color that is connected to a
specific category. The categories will be discretized as to avoid exposing the customer
and will exist of “Category 1 (C 1)”, “Category 2 (C 2)”, “Category 3 (C 3)”, “Category 4
(C 4)” and “Category 5 (C 5)”.
● The revenue from the transactions for each category aggregated every five seconds.
● A list of the top five unique purchases aggregated every five seconds. The difference
between a transaction and a unique purchase is that a transaction can include several
purchases within the same category from a specific customer.
Since the users expressed the need to be able to put the real-time data in relation to related
metadata in order to make sense of it, the newly signed customers, the revenue and the unique
purchases was provided. I argued that this metadata would be sufficient for understanding what
the real-time visualization dashboard actually is showing and what it is trying to communicate.

Table 6: The eye-icon in combination with the color red.
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The dashboard also includes two loopholes that I hoped would become apparent when
conducting the user studies. The first loophole is the functionality of a button with an eye-icon
(table 6). Instead of showing additional information for the given component when you click it,
which an eye-icon is generally acknowledged to be used for, the component will be hidden. The
other loophole is the use of the color red in the list graph. Red as a color is traditionally used to
indicate negative values, but not in this case. The function and purpose of the loopholes is to
underline and investigate the validity of the theory about graphical interfaces.

3.3 Target group
The target group was twofold and consisted of both novices and experts in the field of
information visualization and visual analytics. The novice user group consisted of 5 (4M) current
students and alumni from the School of Computer Science and Communication (CSC) at KTH
with an average age of 25,8 (SD 2,17). The expert target group existed of 5 (3M) employees at
Outfox with an average age of 34,4 (5,13).
Since the scope of this thesis is to investigate and to try and find a path that both target groups
feel to be intuitive when analyzing visualized datasets in real-time according to best practices,
both user groups perspectives of the dashboard visualization are equally important.

3.4 User studies
The final prototype was evaluated by involving both target groups. During the user study each
test subject was first asked a finite set of questions, after that asked to solve some pre-defined
tasks as good as possible and lastly to comment freely on their experience. The purpose of the
questions and tasks was to clearly identify the strengths and weaknesses of the dashboard
visualization, to investigate what kind of conclusions that can be drawn from the user's
perspective and what can be achieved by analyzing pure real-time data. The user study can be
viewed in its entirety in appendix - user study.
I chose to conduct a user study since I believe that a qualitative study is preferable when
evaluating a design meant for specific users. I argued that an in-depth analysis of what the
users perceive would generate better results than a quantitative study about information
visualization and visual analytics. These results would also arguably be easier to discuss and
compare and it would be applicable on a broader scale.
During the user study I took notes of how each test subject interacted with the dashboard
visualization and where he or she were looking for information. I asked open-ended questions
and only helped the test subjects in the cases where they got stuck when trying to complete a
task and/or answering specific questions. The two target groups were asked slightly different
questions as can be seen in appendix - user study, since they have different prerequisites of
interacting with, and analyzing a dashboard visualization. I also measured the time it took for
each user to perform each task in order to evaluate and compare it later. Additionally I counted
the amount of errors made for each test subject when solving the tasks and answering
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questions. An error was counted as a complete misunderstanding or misinterpretation of what
the data represents in a certain dashboard component or providing the wrong answer to a task.
Before conducting the user study I assumed that the expert user group would be able to solve
the tasks, i.e. provide the correct answer to each task, to a higher extent than the novice user
group since the expert user group work with analyzing data on a daily basis. I also figured that
the novice user group would provide more detailed suggestions on improvement when it came
to interaction and overall design of the dashboard and its components, since all of them are
students to some extent within the field of human computer interaction.

3.5 Dashboard evaluation
At the end of the thesis, the dashboard prototype was evaluated as a whole, both from a
development and a user perspective. Results from the pre-study, the user studies and from the
dashboard development phase will be discussed and my final conclusions will be drawn from
said discussion.

15

4. Results
In this chapter the resulting dashboard visualization will be commented on as well as the results
from the user studies that was performed with both a novice user group and an expert user
group. These results made it possible to answer the research questions presented in the
introduction chapter.

4.1 Interview with the novice target group
A semi-structured interview was carried out with the initial novice target group whom later
decided to turn down the project proposal due to data confidentiality concerns for their own
customers. However the results from the interview are still relevant as it entails what type of
data the unenlightened to the field of visual analytics and information visualization think is
important to visualize and also what types of visualization methods they find to be intuitive.
Two low-fi mockups had been prepared for the meeting (see appendix - mockups). The problem
definition and the scope of the thesis were explained in short in the beginning of the interview.
After that some calculations on the customer’s amount of data was presented in order to
validate the cooperation between the two parts (the customer and the thesis). The calculations
were derived from already existing datasets in GA and showed that:
●
●
●

Approximately 300 new stock orders were done every minute, which translated to about
5 per second. This could be used as high frequency data (see mockup 2 in appendix).
Approximately 400 to 500 new customers sign up each day, which results in about 17 to
21 per hour. This could be used as low frequency data (see mockup 1 in appendix).
The latter dataset could be displayed together with metadata that could consist of:
○ The timestamp when a customer signed up.
○ The platform from which it was executed
○ An incremental number of how many customers that signed up so far
○ A percentage of how close they are to fulfilling the goal of newly signed
customers for this given day.

The interviewee commented that this looked very interesting for them as they are very keen on
evaluating their business performance in real-time, however they did not see any real
functionality of the percentage of how close they are to the goal of newly signed customers per
day, which is why this component was later disregarded. The interviewee continued by
expressing a strong desire to be able to put this real-time data into relation to relevant historical
data. This directly correlates with the theory of analyzing real-time data and will be discussed in
a future chapter.
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4.2 The dashboard
This is the resulting real-time dashboard that was produced using agile development where the
supervisor at Outfox has been involved continuously. Table 7 shows the dashboard and it’s four
components (“Total transactions per second”, “Revenue per 5 seconds”, “Listening for
customer…” and ”Unique purchases per 5 seconds”). This is also what the test subjects were
asked to analyze and critique during the user studies.

Table 7: The dashboard and its four components that were evaluated in the user studies.

4.2.1 Hosting the application
The application is hosted on Heroku and the scalability is being handled by adding one more
web dyno. This enables the dashboard client and it’s underlying webserver to handle more
concurrent HTTP traffic since a web dyno could be explained as yet another “virtual machine”
from which operations can run.
When scaling to two web dynos some continuity problems arose. These problems were handled
by installing and implementing the addon RedisToGo (Heroku addons, 2015) from Heroku that
stores each session state in a backing service (Heroku dev center, 2015).

4.2.2 Sending data in real-time
GA sends the data via HTTP POST requests asynchronously in real-time as it happens on the
customers site. The realtime.js collection script is added to the customer site using GTM, as
explained in the methodology chapter.
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4.2.3 Visualization methods
The different visualization methods used in the dashboard are:
● Two stacked bar graphs
● A flashing indicator that listens for a custom event in real-time
● A list graph that complements the pair of stacked bar graphs
The pair of stacked bar graphs are presenting two different datasets (the “Total transactions per
second” and the “Revenue per 5 seconds” components as seen in table 7) while the flashing
indicator component listens to a specific event (a new registered customer) via a websocket
connection and flashes each time it is triggered (the “Listening for customer…” component).
Lastly the “Unique purchases per 5 seconds” component visualizes the product category and it’s
quantity of unique purchases in a list in order to be able to evaluate how the list graph is being
perceived in comparison to the stacked bar graphs during the user studies.

4.2.4 Event based traffic
The websocket based traffic enables each individual session to update in real-time without
affecting the other connections. This is implemented in order to allow each dashboard analyst to
interact unhindered at the same time as other analysts. It allows the dashboard to fulfill the
criteria of locality of changes, which is essential in the field of visual analytics and information
visualization.

4.3 User studies
The first thing that the test subjects in both user groups noticed when interacting with the
dashboard was the “Transactions per second” component (table 8). Most test subjects said that
it was due to the fast update frequency in comparison to the rest of the dashboard components.
Expert user 1 and novice user 4 also pointed out that an additional reason that one might notice
the top left graph first is due to the fact that humans in the western world are programmed to
start reading from the left to the right starting from the top on a page.
The second phenomenon that the subjects noticed was the flashing “Listening for new
customers…” component (table 10). This applied to both user groups. This was due to the fact
that it flashes green after a while and therefore draws one’s attention to it. Additionally there was
some general confusion of what each flash meant and what it actually is that triggers it.
Novice user 1 said that the data is easy to focus on due to it’s clear division into components
before you actually know what you are seeing exactly. This was also mentioned by novice user
4 and 5 who added that it seems to be going very well for the company which data is being
presented due to it’s large amount of transactions per second. Novice user 4 and expert user 3
also pointed out that the x-axis of the stacked bar graphs (see table 8 and table 9) was hard to
make sense of at first since the timestamp is only rendered every 30th second but made sense
after a while. Lastly, expert user 5 noticed almost immediately that the list graph of unique
purchases per five seconds (table 11) were red and wondered what the reason behind that was.
Red should only be used to display bad or negative values, according to expert user 5.
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Although the user studies were conducted on a local machine they are derived from real
customer data and simulated in an actual real-time scenario. The subjects were asked to
evaluate the dashboard from their own everyday perspective.
Some additional information about the test subjects is that novice user 1 is partly colorblind and
that expert user 2 has high-functioning autism, meaning that one may struggle with issues
related to social interaction and communication (Autism speaks, 2015).
Each dashboard component is commented on below, one at a time.

4.3.1 The “Transactions per second” component
As stated above, this was the component that was first noticed by the test subjects when
analyzing the dashboard. A few of the test subjects commented right away, without having to be
asked specifically, that each bar must represent the total transactions per second and that it
seems profitable to sell C 1 products.

Table 8: The “Total transactions per second” component.

Expert user 1 was a bit confused on what each bar represented at first and commented that
each category seems to have a bar that starts at zero and that they are stacked in front of each
other. This was interpreted as a belief that the stack had a depth value (along the z-axis)
although it has not. However the test subject later changed his/her mind and said that the
categories must be stacked on top of each other and that each bar represents the total amount
of transactions per second.
Worth noticing is that expert user 1 and 5 were the only ones that commented right away that
when it comes to the total transactions per second, the C 5 category was almost non-existent in
comparison to the other categories. Additionally, novice user 2 felt that the “1 active
dashboard(s)” text was a bit confusing and asked if it meant that the data is being collected from
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one source or if this is the one dashboard that is active (the one the test subject was seeing and
asked to analyze).

4.3.2 The “Revenue per five seconds” component
When asked to comment freely on this dashboard component, all of the novice test subjects
instinctively said that this component shows the same graph as the one above (table 8), only
aggregated per five seconds instead of every second, although novice user 3, 4 and 5 changed
their mind after taking a closer look and seeing the title of the revenue component (table 9).
After that it made sense to them why this component was included. Prior to that, all novice test
subjects said that they did not understand why this component was included at all (since they
misinterpreted the revenue aspect).

Table 9: The “Revenue per 5 seconds” component.

All expert users with the exception of number 3 noticed the difference between transactions and
revenue instantly. Expert user 3 noticed the difference after a few seconds. In general the
expert users where a lot faster and accurate in analyzing this component and they quickly
moved on to say that the C 1 category seem to be the most profitable one, without having to be
asked specifically about it.
Worth noticing is that expert user 5 and novice user 5 expressed the desire to visualize a unit on
the y-axis (table 9). They said that it would be interesting to see what currency and what amount
that an integer implies in this scenario. To quote novice user 5: “Is it $100? Or is it perhaps 100
000 Swedish kronor?”
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4.3.3 The “Listening for customers…” component
Fascinatingly the results show that as many as 80% of all test subjects misinterpreted this
component and thought that it flashed whenever a new transaction was made. Only novice user
2 and expert user 2 thought that each flash represented a newly signed customer.

Table 10: The “Listening for customer...” component that transforms to “New customer!” when triggered.

Novice user 5 commented that it would be preferable to be a bit clearer on what is actually
happening: “If it in fact is a newly signed customer that created an account for the specific
webpage it would be better to say something like ‘New registered customer!’ or ‘New transaction
by a customer’ if it is a sale”.
Expert user 1 and 5 and novice user 2 said that this component did not feel as if it was providing
real-time information. They would like to have seen a spinning icon of some sorts that would
indicate that the component is alive and searching for information to visualize in real-time.

4.3.4 The “Unique purchases per five seconds” component
When asked to analyze this component it became apparent that the novice user group had a
harder time interpreting the meaning of a unique purchase in comparison to the expert users.
Novice user 5 thought that the component was a list representation of the revenue graph (table
9) since they had the same update frequency and were visualized side by side. A clever
notation was made by novice user 4 who pointed out that this component only gives you a
snapshot data as opposed to the bar graphs, which at least gives some historical data.
Other than that all novice test subjects had a hard time noticing that the list actually was
updating every five seconds. This was because of the lack of visual aids when a category
changes its quantity value and/or it’s position in the list. All test subjects (in both user groups)
thought that this needed to be clearer, either by adding flashing colors when a category
changes place (a green flash when moving upwards and a red flash when moving downwards)
or by adding clarifying icons (up and down arrows).
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Table 11: The “Unique purchases per 5 seconds” component.

In the expert user group all of the test subjects understood the meaning of a unique purchase
immediately. Expert user 1 said that the update frequency of 5 seconds is good because of the
amount of aggregated quantity in the list. The list would have been very bland if it would have
updated every second and it would also be confusing if the categories change places too often.
The one thing that sticks out is that expert user 2 was very satisfied with how the component
updated, purely visually speaking. Where all the others thought that each update was too subtle
(lack of colors and icons changing as mentioned above), this user thought it was good that it did
not flash as much, as it was perceived as annoying and irritating and disrupted one from
analyzing the other components.

4.3.5 Interacting with the dashboard
9 out of 10 test subjects directly said that they wanted to click on the buttons with the eye-icon
(see each component in table 7) when asked to interact with the dashboard using what was
provided and what could be done purely physically speaking. The tenth test subject (expert user
2) was not really sure what to do and needed guidance to find the buttons and how to interact
with them. The same user felt a stronger urge to quote “click anywhere on any of the
components” to get a detailed view and a history of past events for each component.
Before clicking freely on any of the buttons with the eye-icon the test subjects were asked to
comment on what they thought would happen when a button was clicked. 9 out of 10 thought
that the click would generate a detailed view of some sorts for the clicked component. Only
expert user 2 expressed that clicking the buttons felt redundant and therefore could not tell what
would happen when clicked. As previously stated, the eye-icon was included to ensure the
validity of icons and how the users interpret them. This indicates that the use of icons have a big
impact in a dashboard visualization.
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All of the test subjects were disappointed to some extent with the resulting functionality of the
eye-icon buttons since it was “the opposite of what I thought would happen” as most of them
said. The consensus was that the button needs another icon, perhaps a big X or minus sign as
suggested by expert user 5. The same user also added that the placement of the button should
be to the top right of the corresponding component since the test subject was an avid Windows
PC user.
Although disappointed with the results, some of the test subjects provided some situations
where this show and hide functionality could be usefully applied. Novice user 1, 3 and 5 said
that it would be useful if the dashboard had more components of higher complexity. In that case
it would be good to hide the other components to be able to focus on one at a time. Novice user
4 said that it would be useful if you had a widget menu from where you could drag and drop
your own dashboard components into the empty spaces created when hiding a component. A
majority of the expert users thought the same as the novices. Expert user 1 said that it would be
neat if the other components expanded and consumed the dead space created when hiding any
given component.
Lastly, expert user 4 and 5 commented that they felt some irritation over the reappearance of
the “Listening for customer…” component (table 10) when it is triggered. They said, “If I have
hidden a component I want it to stay hidden until I choose to open it again”.
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4.3.6 The tasks
When conducting the task solving part of the user studies it quickly became apparent that the
severity of each task escalated with the task number, both for the novice and the expert user
group, as can be seen on the number of correct answers and the amount of time spent on each
task (see table 12, figure 1 and figure 2).

Table 12: The solution and the time spent on each task for both user groups.

In table 13 and figure 3 we can see that the expert users spent an average of three seconds
less per task in comparison to the novice users. The experts also solved a majority of the tasks
quicker than the novices did, with the exception of task four and six. This happened because
three out of five novice users misinterpreted the revenue graph and therefore said that they
could not solve the third and fourth task. The third task took a little longer to answer due to the
confusion about the revenue graph component (table 9).
We can also see that the expert users solved the tasks faster than the novice users. The expert
users also had a higher amount of correct answers overall.
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Table 13: Average time spent on each task and the percentage of correct, party correct and wrong answers for both
user groups.

Figure 1: A scatter plot showing the number of seconds spent on solving each task for each novice user.
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Figure 2: A scatter plot showing the number of seconds spent on solving each task for each expert user.

Figure 3: Average time to solve each task for both user groups.
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4.3.6.1 Task 1: Best selling category
Focusing on the solutions provided for the first task all subjects answered correctly within a few
seconds (see figure 1 and figure 2). The subject that stands out is novice user 4 who had
hidden the “Total transactions per second” component (table 8) prior to the task and therefore
took a few seconds to opening it and analyzing it again. Other than that it was obvious to all test
subjects that the green color (the C 1 category) was the dominant color in each bar of the
transactions “Total transactions per second” component and thus it was the best selling
category. All of the test subjects provided the correct answer to this task (see table 13, figure 4
and figure 5).
4.3.6.2 Task 2: Worst selling category
During the seconds task novice user 1 and 2 as well as expert user 2 had trouble identifying
which category had the fewest transactions. Novice user 1 said that it probably was due to the
colorblindness and that it was hard to differentiate between the C 4 category (orange) and the C
5 category (blue) (see table 8 and table 9). In the end, novice user 1 guessed that C 5 was the
category with the fewest transactions since it also had the fewest unique purchases according
to the “Unique purchases per five seconds” component (table 11). Novice user 2 had simply
misinterpreted the “Revenue per five seconds” component (table 9) and thought that it showed
an aggregated value of transactions instead of the revenue. The answer therefore became “C 3”
since the test subject believed that it had “aggregated the most data over five seconds”.
Expert user 2 simply did not analyze the “Transactions per second” component (table 8) at all
and said “it has to be ‘C 3’ since it goes up and down in the unique purchases list”. All the other
test subjects were able to identify that C 5 had the fewest transactions within a few seconds.
Worth noticing is that novice user 3 looked at the legend of the “Transactions per second”
component (table 8) and noticed that C 5 category was at the bottom (although it has no relation
to it’s sold quantity) so one could argue that it was a lucky guess.
4.3.6.3 Task 3: Highest revenue to sold quantity relation
When asked to identify the category with the highest revenue in relation to it’s sold quantity it
quickly became apparent who had understood the “Revenue per five seconds” component
(table 9) and who had not, as mentioned above. Two of the novice test subjects said that the
question could not be answered since we are not given enough information. The other three had
a hard time deciding whether it was C 1 or C 2 who had the highest revenue for it’s sold
quantity.
In fact it is very even between the C 1 and the C 2 category when it comes to revenue per sold
quantity, although C 1 has slightly higher revenue. It is easy to make the wrong decision
between the two and some test subjects pointed out that the bar graphs are not detailed enough
to make an informed decision when answering this question.
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All of the expert test subjects reasoned that the correct answer has to be either C 1 or C 2.
Expert user 2 was unlucky in guessing on C 2 instead of C 1. Other than that, every expert test
subject answered correctly.
4.3.6.4 Task 4: Lowest revenue to sold quantity relation
Moving on to the fourth task only one of the novice users, namely the second one, provided the
correct answer, and that was in fact a lucky guess. The test subject literally said “if I have to
guess I would say ‘C 3’”, which was correct. The rest of the novice users completely missed that
the red category (C 3) was almost non-existent in the revenue graph (table 9) with the exception
of novice user 1 who misinterpreted the data in the revenue graph, as mentioned above.
The expert users had a hard time solving this task as well. Expert user 3 and 4 said that it has to
be C 2 since it is so insignificant in the revenue graph. The other 3 expert test subjects
answered correctly, although expert user 5 pointed out that it would be useful to view the
revenue values in percentages. Expert user 1 made a very professional observation on that the
“C 3” and the “C 5” category almost has the same revenue, but that the “C 3” category has a lot
more transactions per second. Therefore the answer is “C 3”.
4.3.6.5 Task 5: Relation between unique purchases and transactions
Task number five turned out to be more difficult to answer correctly for all test subjects than
expected. The expectation were that all test subject would say something about the different
update frequencies and some comments on the difference between transactions and unique
purchases (see table 8 and table 11); as many as 80% of the novice users partly failed in that
aspect. Although half of those 80% noticed that one graph showed transactions (table 8) and
the other showed unique purchases (table 11) but said that it is the same thing, which is
completely incorrect.
Surprisingly, expert user 1 did not mention anything about the difference between transactions
and unique purchases whilst expert user 2 got tongue-tied and could not provide any answer at
all. The other three test subjects had no issue in identifying all the differences, including the
obvious choice of different visualization methods.
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4.3.6.6 Task 6: Estimation of number of flashes
Lastly, concerning the answers given to task number six all test subjects started to laugh
nervously when asked to estimate the number of flashes since the user study started (see table
10). Only expert user 2 got their guess within 10 flashes of the actual answers, which is
considered to be a correct guess.
Novice user 2 and expert user 3 and 4 guessed within 20 flashes of the correct answer, which
was considered to be partly correct. Although expert user 3 almost had to be forced to provide
an answer and thus it’s validity can be questioned.
Worth noticing is that novice user 1 misinterpreted the meaning of each flash. The test subject
said that the guess of 500 flashes came from that he/she thought that each flash meant
approximately 50 new customers. When asked to elaborate on that thought no answer was
provided.

Figure 4: Percentage of correct, partly correct and wrong answers for the novice user group.

29

Figure 5: Percentage of correct, partly correct and wrong answers for the expert user group.

4.3.7 Summarizing thoughts
The overall consensus in both user groups was that the dashboard visualization was well
designed and showed a lot of potential for future applications. The one thing that the test
subjects thought needed most improvement was the level of interaction. Some of these
thoughts have already been mentioned and commented on. This subchapter will summarize the
results in short. The three comments and thoughts that almost all test subjects had in common
was the misuse of the color red in the list graph (table 11), the functionality of the button with the
eye-icon in all components (table 7) and the desire to be able to relate this real-time data to
historical data, which corresponds well with the theory on visual analytics and information
visualization.
This user study was a success in investigating the validity of the Information Seeking Mantra
that was described in the theory chapter: Overview first, zoom and filter, then details-ondemand. All of the users first tried to get an overview of the dashboard to understand what was
going on, then felt the desire to zoom in on components and/or filter the contents of the
dashboard. The last thing the users wanted was to be able to retrieve more information about
certain components.
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4.3.7.1 Interaction
Novice user 1 and 2 said that it would be good to be able to hover over each bar in the
“Transactions per second” and the “Revenue per 5 seconds” components (table 8 and table 9)
to show the aggregated number for each part of each bar (i.e. the amount of transactions and
the revenue respectively). Novice user 3 and expert user 4 said the same and added that it
would benefit the analytical process if you were able to pause the whole dashboard to get a
snapshot sample data.
Another way to interact with some of the dashboard components would be to zoom in and out
and to manually adjust the timespan. Novice user 3 as well as expert user 4 and 5 desired this.
The latter two also said that it would be useful to decide how the list graph (table 11) should be
sorted for each individual use case. This would of course be more useful if the list contained a
more complex dataset with several data components. They also added that it would be nice to
see how many customers have signed up since the start of each session. This would of course
have ruined task number six, but it would still be a nice and useful feature that is easy to
implement.
Lastly, both members from the novice and the expert user group expressed their desire to be
able to filter contents of the dashboard in general. This could be done by clicking on each
category name in any of the components (table 7) or by implementing a drop down list with each
category name, as suggested by novice user 3.
4.3.7.2 Visualization
There was some initial confusion overall regarding the stacked bar graphs and the
understanding of each individual stacked bar. This could have been made easier for the test
subjects by adding a unit on each axis and perhaps even in the title of each component, as
suggested by novice user 4. In the end, 8 out of 10 test subjects understood the meaning of
each stacked category in each stacked bar in both of the bar graphs. The others misinterpreted
the revenue to be transactions aggregated in five seconds instead of one.
9 out of 10 thought that the flashing “New customer!” component (table 10) was clear, fun and
would be useful in an analytical process. The last test subject thought it was annoying and came
in the way when trying to analyze the other components. The component could have felt more
alive by implementing a live timer that incremented each second in addition to each flash, as
suggested by expert user 1.
The only comments on the “Unique purchases per 5 seconds” component (table 11) were that
the definition of a “unique purchase” was not clear enough (from the novice user group) and that
it would be nice to be able to sort the list as desired in each user case. Other than that the
visualization was clear and did not contain any complicated subcomponents.
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4.3.7.3 Satisfaction and errors
As previously mentioned, an error was counted as a complete misunderstanding or
misinterpretation of a dashboard component or what the data represents. The most common
error were that the test subjects thought that the “Listening for customer…” component (table
10) represented a transaction instead of a newly signed customer and that each flash was
triggered by a transaction. 80% of the test subjects believed that this was the case.
When asked to comment on their overall subjective satisfaction the test subjects said that the
dashboard provided a good foundation to continue building from and that the design was neat
and aesthetically appealing.
The test subjects were asked to give the dashboard a subjective grade in a scale from one to
five. The resulting grade is listed in table 14 together with the number of errors for each test
subject.

Table 14: The total and average amount of errors as well as the total and average grade for each test subject.

As we can see in both table 14 and figure6 the novice users committed more errors on average
and additionally gave a higher grade of satisfaction in comparison to the expert user group.
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Figure 6: Graphical representation of the total number of errors and the grade of overall satisfaction for each test
subject.

4.3.7.4 Variance and standard deviation
The variance and standard deviation was calculated using (1) and (2) explained in chapter 2.6
and are summarized in table 15.

Table 15: The calculated variance and standard deviation for time per task, time to solve each task, grade on
satisfaction and errors committed, for both user groups.
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5. Discussion
The results derived from this thesis shows some interesting aspects on how a real-time
multivariate abstract data visualization dashboard should be designed and developed and how
the end users perceive said dashboard. In this chapter, the results will be discussed, evaluated
and put into relation to the theory chapter. The results of this discussion and evaluation will be
used when answering the main research question and it’s sub questions in the concluding
chapter.

5.1 Dashboard design
As previously stated, the dashboard design was produced in cooperation with the supervisor at
Outfox. During the timespan of the thesis, a continuous open discussion on what type of
multivariate abstract data that could, and should, be visualized was held. This allowed the
dashboard to fulfill both the requirements from the novice and expert user groups as well as
parts of the theoretical requirements explained in the theory chapter.
The functionality of the dashboard suffered since the initial novice user group, i.e. the initially
intended customer, decided to back out of the project at a very late state in the thesis time plan.
This resulted in a major last minute redesign effort as to be able to carry out the user studies in
time. Luckily the collaboration with Outfox was well established and another customer’s
multivariate abstract data, that was large enough to be visualized in real-time, was provided
rapidly enough to finish the dashboard visualization prototype prior to the scheduled user
studies.
The semi-structured interview with the first novice target group in combination with the user
studies showed that the three issues with the dashboard design that both user groups had in
common was:
1. The perceived misuse of the color red in the list graph (table 11).
2. The perceived misuse of the eye-icons in each dashboard component (table 7).
3. The urge to be able to relate this real-time data to related historical data in the same
view.
The first two derives from the pre-defined loopholes. The assumption was that the use of certain
colors and icons, more specifically the color red and the eye-icon (table 6), will have an impact
on how the dashboard and its functionality is perceived. The results clearly indicate that the
assumption is valid. If colors and icons are chosen without consideration the end users will
experience confusion and irritation and it will hinder the users from analyzing the other
dashboard components. One could argue that the test subjects that misinterpreted the meaning
of the revenue bar graph (table 9) to be the same as the transactions per second bar graph
(table 8) only aggregated over a longer period of time, partly got staggered and confused by the
color choices and the ambiguous icons.
The third and last common denominator for all test subjects correlate well with the theory on
data visualization in general as seen in Card et al. (1999) and Shneiderman (1996) to name a
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few. In order to analyze and make sense of a certain dataset it is often necessary to be able to
put it into relation to some other dataset relevant to the situation at hand. It could be argued that
this applies even more to scenarios where only real-time data is available, as the user study and
the interview revealed. Most of the test subjects as well as the interviewee from the first novice
group expressed the desire, to some extent, to view related historical data when asked to
analyze the different components and when solving some of the tasks.
One could argue that this seems quite natural since it is difficult to make an analytical decision
based on pure real-time that is to be valid in the long run. However if this real-time data can be
put into relation to historical data and events one can spot trends occurring in real-time in an
early stage and act upon them accordingly. A trend could for example consist of peaking or
fading data points. A suitable scenario where this could be applied that comes to mind is the
daily stock trade in a specific stock market.
Another interesting use of an applied real-time dashboard that became apparent during the user
studies (especially with the expert user group) is to have it on display in the office or during
meetings with new clients. One could argue that this would be an effective way of boosting work
morale and showing new potential customers that the business is doing well as we speak. In
this scenario hiding and showing the dashboard components would arguably be useful, since
one might to have a real-time dashboard on display that is tailored to a specific client or
scenario. With this said it is trivial to argue that if the level of interaction of the dashboard
increases even further, e.g. by being able to create and delete custom made components and
adding drag and drop functionality, the use of the dashboard would increase even further.
The design will further be evaluated according to the design goals and objectives explained in
Flesch (2014).

5.1.1 Multidimensionality
The dashboard handles four different datasets where two of the datasets are closely related,
namely the transactions (table 8) and the unique purchases (table 11), although visualized with
different visualization methods. Each dataset is evaluated separately and has been given an
appropriate visualization method. These methods include two stacked bar graphs, one event
listening flashing component and a list graph.

5.1.2 Accessibility
Since the dashboard is completely web-based and hosted on Heroku it is possible for any user
to access it and interact with it at any given time. There is no need to install any external
software or hardware in order to use it. The only components needed are a web browser and a
stable Internet connection.
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5.1.3 Responsiveness
Although all of the user tests were carried out using the very same 13” screen laptop the
dashboard is designed to be responsive to all screen resolutions. The user tests were carried
out in full screen mode and none of the test subjects attempted to change the resolution of the
screen. It is possible that some of the test subjects would have tried to alter the resolution if the
edges of the web browser window would have been visible, and that they would have critiqued
the responsive design.
This makes it difficult to argue whether the responsive design was sufficient for the end users or
not. The only thing one can argue for is that it is in fact implemented and can be evaluated in
future scenarios if need be.

5.1.4 Performance
Scaling to two web dynos created some problem when combined with event based websocket
traffic, since each event might not be sent and handled by the same web dyno. This creates
problems when trying to update each individual websocket session. In other words, a session
on one dyno can end up making requests against a different dyno where that local session does
not exist. However, as previously explained, this was handled by implementing the Heroku addon RedisToGo.
One could argue that the use of Heroku as a platform for hosting the application was not an
optimal choice, although the web dyno issue was found at a late stage in the development
process. There was no time for a redesign and reimplementation of the web server and
dashboard client at that time and the applied solution worked sufficiently enough for the amount
of traffic generated by the target site.
Other platforms for hosting the application tend to have the same issues as Heroku, with the
exception of Hydna, which arguably could have been a better choice for easier performance
enhancement. Hydna was disregarded at the time due to the fact that it is and was in a beta
state and did not seem stable or trustworthy enough. This might change in the near future and
become an excellent platform for hosting real-time communications between servers and
clients.

5.1.5 Ease of use
A majority of the test subjects from the user studies commented that the dashboard was clean
and aesthetically appealing and that the interaction felt natural and intuitive, although it might
have lacked some functionalities such as detailed views on each component, zooming in the
interface and adding custom made components to name a few. The intuitiveness of the
clickable button with the eye-icons felt natural for all test subjects except for expert user 2. One
could argue that this is an effect of the test subjects’ autism, although it is hard to say for sure
since only one of the test subjects had that diagnosis.
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5.1.5.1 Intuitiveness of the components
One of the test subjects had difficulties interpreting the term “1 active dashboard(s)” as seen in
table 8. In retrospect this is arguably a very ambiguous term since it might refer that the
visualized data is collected from one source or that there currently is one active dashboard
client at the moment. This could have been made clearer by changing the phrase to “1 active
dashboard client(s)” or some equivalent term as to clarify the situation and to avoid the
unnecessary confusion and irritation.
Focusing on the “Unique purchases per 5 seconds” component, most of the test subjects
admitted that they at first did not see that the list updated itself every 5 seconds. Although the
five second update frequency seemed useful to all test subjects. Updating it more often could
arguably only cause more confusion since the aggregated quantities would not be large enough
and that the categories in the list would change places too often. They had to focus on one or a
few of the list items specifically to see that it did in fact change its position in the list.
One could argue that this occurred because of the lack of visual aids, such as color and
animation on each update. This correlates well with what Card et al. (1999) wrote: “Simply
showing the beginning and ending states without animated transition may cause the user to
misinterpret which objects were transformed into which other objects. Time has meaning.
Interaction is a real-time process.” Arguably, the effect, or rather lack of effect of the list graph
might have been enhanced since all of the other components were very colorful and vivid in
comparison, as some of the test subjects also implied.
A baffling realization is that a large amount of the test subjects commented that they think that
each flash in the “Listening for customer...” component (table 10) is triggered by a new
transaction. This is confusing since the very same test subject had said that each bar in the
“Total transactions per second” component (table 8) corresponded to a transaction for every
second. If one analyses this situation logically, it does not add up, since the bar graph
aggregated much higher quantities of transactions than the amount of flashes in the same
timeframe, although the confusion might be explained by the ambiguous title in the “Listening for
customer...” component. It is also arguable that the pre defined calculated interval of 8 seconds
between each flash had an impact on the interpretation of the component. A more fluctuating or
ambiguous interval might have yielded better results or at least better understanding of what the
component tried to communicate to the user.
In retrospect it would have been very easy to add a unit on each axis in both stacked bar graphs
as to make things clearer. It could be argued that this would have prevented some of the
misinterpretations, especially for the transactions and the revenue graphs.
5.1.5.2 Errors and satisfaction
In the previous chapter we saw that on average the novice users committed more errors, spent
more time solving the tasks and additionally gave a higher grade on satisfaction in comparison
to the expert user group. This might arguably be because the novice users did not understand
the components of the dashboard as well as the experts did. This is valid for the “Revenue per 5
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seconds” component (table 9) and when asked to explain the difference between a transaction
and a unique purchase.
It seems natural to assume that the novice users were slightly more satisfied with the dashboard
overall due to the fact that they misinterpreted the data visualized in the components to a higher
extent, and as a result of that committed more errors. One could argue that the grade of
satisfaction and the number of errors committed for both of the user groups would be more
equal, had the dashboard been clearer or contained fewer or not as information dense
components. This corresponds well with the theory on being unable to carry out an effective
analytical process due to cluttered displays, as explained by Aigner et al. (2007). This could be
handled by aggregating the data into more refined subsets.
Although one should be careful when drawing conclusions from these results since the values
on variance and the standard deviation are quite high in comparison to the average values, as
seen when comparing table 13, 14 and 15. The larger variance and standard deviation values
for the novice user dataset indicate that is more dispersed than the expert user dataset.
Arguably the user study would require more test subjects from each target group in order to
facilitate when drawing quantitative conclusions.

5.1.6 Extensibility
The dashboard is indeed highly extendable due to the fact that it is completely web-based and
that all frameworks and techniques that are used are open source. Anyone with the know-how
and the will could contribute in developing new features at any given time.
The visualization methods could thanks to Epoch.js easily be extended to include:
● Area graphs (stacked and unstacked)
● Line charts
● Gauge charts monitoring values as percentages
● Heat maps showing histogram data over time
These are the visualization methods provided for datasets that is to be visualized in real-time.
D3.js offer several other types of visualizations, although they are not optimized for real-time
scenarios.

5.2 The dashboard and the information seeking mantra
Since the information seeking mantra is an essential concept within the field of information
visualization, it is relevant to compare the results of the real-time dashboard visualization to it.
The mantra states as follows: “Overview first, zoom and filter, then details-on-demand”.

5.2.1 Overview first
The first thing that each test subject did when interacting with and analyzing the dashboard was
to try and get an overview of what was going on as a whole. Since the dashboard visualizes
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pure real-time data it might be more difficult to achieve an overview quickly. If related historical
data would have been included from the start the users might have obtained a comprehensive
understanding more rapidly.

5.2.2 Zoom and filter
The results indicate that the users feel a strong desire to zoom in on the different components
and also to filter the information shown in each component. Several users also asked if it was
possible to pause the dashboard, as to get a snapshot of a certain point in time. Due to the high
rate that the data is presented and visualized, one could argue that not being able to pause the
dashboard visualization hinders the users from satisfactorily analyzing the components. The
animations in some of the components might have been too vivid and the update frequency
might have been too fast.
An interesting observation is that one of the test subjects interpreted the “Total transactions per
seconds” component (table 8) to have depth, i.e. a z-axis and that the bars were layered on top
of one another, although the whole dashboard visualization is rendered in 2D. To clarify the
situation, consider the following example (table 16): If the bars would have been layered on top
of each other, the value of the “C 1” category would be 7 (which is correct), “C 2” would have
the value 9 (instead of its actual value 2) and “C 3” would have the value 10 (instead of its
actual value 1). The value of both C 4 and C 5 is of course 0 in this example.

Table 16: A stacked bar from the “Total transactions per second” component.

This is an example of how the human cognitive ability to try and make sense of the data
sometimes can interpret a situation to be far more complex than it actually is, as discussed in
Key et al. (2012) and Kohlhammer et al. (2011) to name a few. This also relates to the fact that
the users wanted to filter the contents of the dashboard. They wanted to be able to view one
category at a time. Arguably this desire derives from the “data overload” that the test subjects
were experiencing at times.
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5.2.3 Details-on-demand
The results indicate that a large majority of the users wanted the ability to get more information
about each component by clicking the eye-icon buttons. One could once again argue that this
proves the validity of proper icon use since all but one of the test subjects expected more
information when clicking the buttons.
When asked what type of detailed information that the test subjects wanted to see the answer
often related back to the desire to see related historical data as to make sense of the real-time
data to a higher extent. One could therefore argue that an effective detailed view should contain
additional metadata relating to the clicked component as well as historical data that said
component has generated. It could also be effective to visualize data that closely relates to the
data in the component in question.

5.3 Improvements
In an early development phase, a lot of time and effort was put into creating and optimizing the
web server. One could argue that putting too much time into this left an insufficient amount of
time for optimizing the functionality of the dashboard visualization, which additionally suffered
from the late change of customer, leaving only a few days for calibration, as described in the
prior chapter. Using a readymade framework that lets a user create a dashboard by dragging
and dropping components into the view might arguably have yielded better results from the user
study, although it would have failed in evaluating the main research question of the thesis.
Evaluating the dashboard by conducting a user study with five participants from each target
group provided valuable insight to how the thought of end users perceive the dashboard
visualization, which this thesis partially sought out to find. Although the execution could have
been optimized in some aspects. The perspective from which the test subjects should have
evaluated the dashboard could have been stated more clearly. The definition of perspective was
a bit arbitrary during the user studies.
The distribution between the two genders could also have been more even, if one wishes to
draw any conclusion based on this. Lastly, the theory about using only five test subjects from
each target group in a user study, as explained by Nielsen and Landauer (1993), proved to be
valid. Most of the errors and misinterpretations as well as thoughts on improvements were
repeated, starting from the second user test. However, this theory is not foolproof since you
cannot foresee what sort of errors, misinterpretations and thoughts on improvement evaluating
the dashboard with more users would provide. Additionally, if one wants to improve the
conclusions drawn from the quantitative data analysis produced in the thesis, more users have
to be involved, since the standard deviation values (table 15) are in some cases almost equal to
the average values (table 13).
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6. Conclusion
The aim of this chapter is to conclude the thesis by answering the main research question as
well as the sub questions. Additionally, suggestions on related areas of future study will be
provided.
This thesis was aiming to find out how one should design and develop a modular web-based
dashboard that visualizes large datasets in real-time whilst at the same time enabling event
based traffic for contemporary multi-user interaction. The conclusions will be drawn by
answering the all of the research questions, one at a time, starting with the sub questions and
arriving in answering the main research question.

6.1 Depending on the different sizes of the datasets; how should the
scalability of the prototype be handled?
The research conducted in this thesis shows that handling scalability for a dashboard
visualization prototype treating large datasets becomes a delicate matter when involving event
based traffic via the websocket protocol. It is essential to find a solution that preferably does not
divide the HTTP requests to different instances, making it impossible for the websocket
connection to communicate properly. For the hosting services investigated in this thesis, it is
common practice to pay in cash for extending the scalability capability of your application.

6.2 What type of data is interesting to visualize from an analytical
perspective?
The results that have been yielded from this thesis clearly show that the type of data that is
relevant and interesting to visualize is highly dependent of the demands of the current analytical
situation. What can be said, based on the results from interviewing a representative of the
novice target group and the user studies that was carried out, is that the datasets that is being
visualized in different dashboard components (independent of its temporal aggregation) has to
have a clear correlation towards one another. It need to be clearly stated in what way the
datasets relate, or do not relate, to each other as to avoid user irritation and confusion.
The second thing that can be said about choosing data that is interesting to visualize from an
analytical perspective is that one has to have the ability to include both real-time as well as
historical data, preferably side-by-side in the same view. This is based on the results from the
user study involving the expert user group, where the test subjects clearly desired to view
related historical data if they were to draw any analytical conclusions from the dashboard
visualization. If no related historical data aggregated over a longer time period is available, no
valid long-term analytical conclusions can be made.
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6.3 How can real-time visualization of large datasets complement the
analysis and decision-making compared to static and historic data
visualizations?
This research shows that visualizing data in real-time is an excellent way to generate interest
and engagement for a given business situation and can be used as an incentive to further
analysis if implemented properly. Visualizing real-time data could additionally be used for
identifying trends and patterns at an early stage and thus provide the ability to act upon such
trends in real-time, as concluded from the user studies with the expert user group as well as the
interview with the representative from the first novice user group. This of course requires that
related historical data is available for comparison in the analytical process.

6.4 How do the end users perceive the different real-time visualization
methods?
When specifically considering the visualization methods the end users first noticed the “Total
transactions per second” component (table 8) since it has the fastest update frequency and due
to its position to the top left. Together with the “Revenue per 5 seconds” component (table 9), it
is also the component with highest level of animation and movement in real-time. Additionally it
utilizes the color blue, which is commonly considered a neutral color.
The “Listening for customer…” component (table 10) failed in communicating what sort of event
it represented. This was due to the arbitrary title of the component as well as the relatively
frequent and reoccurring event triggers, i.e. the green flashes.
The research results clearly indicates that the utilization of colors, icons and animation have an
impact on how the dashboard visualization is perceived by the end users, especially when
applied to a real-time scenario. This was most significant for the “Unique purchases per 5
seconds” component (table 11). If colors and icons are chosen without consideration the end
users will experience confusion and irritation and it will interfere with carrying out a successful
and valid analytical process. Additionally considering the level of animation for an arbitrary
dashboard component, it has to be high enough for the end users to notice that something
positive or negative has occurred whilst at the same time not being in the way of the analytical
process. Too much animation causes irritation and confusion whilst too little animation prevents
the end users from perceiving the update frequency. This research suggests that proper use of
colors and icons, for example by not using the color red for positive values and considering the
commonly agreed connotations when implementing on-click icon functionality, in combination
with animation can facilitate the communication between the dashboard visualization and the
end users perception of it.
The answers to these sub questions provide a foundation for answering the main research
question.

42

6.5 How should you design a web-based dashboard for visualizing
multivariate abstract datasets in real-time, which is modular and handles
event based traffic?
The results from the research presented in this thesis suggests that creating a dashboard with
the purpose of visualizing large datasets as well as smaller ones in real-time has to fulfill the
following, equally important requirements:

6.5.1 Scalability and performance
In a real-time scenario it is highly important that the dashboard visualization is hosted on an
application platform that has the capability of scaling up and down based on the current number
of requests. It is even more important that the application platform on which the dashboard is
being hosted does not send the data to different virtual machines, or dynos, in order for the
event based websocket connections to communicate properly. If the application platform fails to
provide this, the performance of the dashboard visualization will suffer considerably.

6.5.2 Modularity
The dashboard needs to be capable of being applied to a wide range of different real-time
scenarios. It is therefore of the highest importance that a well documented and widely accepted
open source framework is used, in order to maintain its modularity. The dashboard needs to be
extendable and responsive to different screen resolutions, web browsers and operating
systems. The dashboard should not require any additional installation of software, which will
enable it to be applied instantly.

6.5.3 Intuitiveness
When choosing different types of visualization methods and techniques it is important to
consider dashboard intuitiveness for the end users. They need to feel comfortable with the
visualization methods to proceed to carry out an analytical process. If the visualization is too
complex it will only prevent the users from drawing analytical conclusions from the real-time
data. It is also very important to put extra effort into the choice of colors, icons, level of
animation and level of interaction.

6.5.4 Relation to relevant historical data
Since drawing conclusions from real-time data that needs to be valid in the long run virtually
cannot be done it is important that the dashboard supports components that show related data
aggregated over a longer period of time, preferably side-by-side in the same view where the
real-time data is being visualized. This is necessary when aspiring to discover trends and
patterns as early as possible.
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6.6 Recommendations for future work
Although the conclusions of this research provide useful guidelines for creating dashboards
visualizing real-time data, it is far from exhaustible. It would be interesting to see what could be
achieved by performing another iteration in the implementation that ground itself on the results
obtained by this research. Recommendations for future implementations and methods of
evaluation are presented below.

6.6.1 Zoom, filter and details-on-demand
This implies further implementations of the dashboard’s level of interaction. In order to further
investigate the components of the information seeking mantra it would be desirable to
implement zooming functionality on the components that have a continuous time axis, i.e. both
stacked bar graphs, and to see how the test subject would use this functionality when, for
example solving the tasks.
It would also be interesting to see how the test subjects would interact with the dashboard if
they had the ability to filter on categories and quantities in combination with hiding and showing
dashboard components. This in combination with implementing functionality for a detailed view
of each component would arguably facilitate when solving the tasks and answering the
questions during the user studies.

6.6.2 Drag-and-drop dashboard components
The implementation of a side menu containing pre made dashboard components consisting of
related historical data would help in evaluating the true importance of being able to put real-time
data in relation to relevant historical data. This would add yet another dimension to the user
studies and would arguably provide a foundation for deeper understanding of the human
cognitive analytical process in a task solving endeavor.

6.6.3 Eye-tracking
Using eye-tracking to record how the test subject’s gaze alters when asked different questions
and trying to solve tasks would arguably provide a deeper understanding of where humans look
for information intuitively. It would also erase the risk of false answers given by the test subjects,
for example due to nervousness or fear of appearing foolish or naive. Adding all of these three
recommendations would indeed provide excellent preconditions for a deeper understanding of
the analytical process and the effect of different visualization methods and techniques applied to
a real-time scenario.

6.6.4 Sonification of data
Another interesting addition would be to add sonification of the displayed real-time data as seen
in Barra et al. (2002). Implementing alarm sounds when certain goals are reached and
generating background music from the data stream are two examples of involving yet another
modality in the dashboard.
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Appendix
The appendices are divided into two different categories.

1. User study
Introduction
You will see a dashboard that visualizes a typical everyday real-time data for a ecommerce
retail company. The purpose of this user study is to highlight the flaws as well as the strengths
of the dashboard visualization in order to improve it in future iterations. It is important to
remember that the dashboard is in fact a prototype. I will start with asking you a couple of
questions and then I have some tasks for you. I will end with some concluding questions for you
to elaborate on.
Initial questions
● What was the first thing you noticed? Why?
Top left component
● Can you please explain what the first bar graph and it’s components tells you?
● What do you think that each individual bar represents in the bar graph?
Bottom left component
● Can you please explain what the second bar graph and it’s components tells you?
● What do you think that each individual bar represents in the bar graph?
Top right component
● Can you please explain what the flashing ticker graph and it’s components tells you?
● What do each flash mean to you? What do you think triggers it?
Bottom right component
● Can you please explain what the list and it’s components tell you?
● What are your thoughts on it’s updatability in comparison to the other components of the
dashboard?
Interaction
● How would you interact with the dashboard?
● What do you think will happen if you click on the buttons?
● Are you satisfied with the result? Why?
● In which scenarios would you use the functionality of the buttons?
Tasks
1.
2.
3.
4.

Which is the best selling category?
Which is the worst selling category?
Which category has the highest revenue in relation to it’s sold quantity?
Which category has the least revenue in relation to it’s sold quantity?
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5. What is the difference between the list graph and the first bar graph?
6. Can you guess roughly how many new customers has signed up since you’ve been
analyzing the dashboard?
Concluding remarks
● Any comments on how all the components work together and compliment each other?
How do they relate to each other?
● Would you like to see something else visualized in this scenario? If so, what?
●

What is your thoughts on the detail level of the dashboard overall?

●
●
●

What is your overall impression of the dashboard?
What is your overall satisfaction on a scale of 1 to 5?
How would the dashboard complement your everyday work if applied to a customer that
you work with at the moment? *
Any other thoughts on improvement or other comments?

●

* Only asked to the employees at Outfox.

2. Mockups

Mockup 1: The first mockup presented during the interview with the first novice target group.
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Mockup 2: The second mockup presented during the interview with the first novice target group.
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