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Abstract
Cryptographic protocols are widely used on the internet, from relatively
simple tasks such as key-agreement and authentication to much more complex problems like digital cash and electronic voting. Electronic voting in
particular is a problem we investigate in this thesis.
In a typical election, the main goals are to ensure that the votes are
counted correctly and that the voters remain anonymous, i.e. that nobody,
not even the election authorities, can trace a particular vote back to the voter.
There are several ways to achieve these properties, the most general being a
mix-net with a proof of a shuffle to ensure correctness. We propose a new,
conceptually simple, proof of a shuffle. We also investigate a mix-net which
omits the proof of a shuffle in favor of a faster, heuristically secure verification.
We demonstrate that this mix-net is susceptible to both attacks on correctness
and anonymity. A version of this mix-net was tested in the 2011 elections in
Norway.
We also look at a simple and widely used proof of knowledge of a discrete
logarithm in groups of prime order. While the requirement of prime order is
well known, we give a precise characterization of what the protocol proves in
a group of composite order. Furthermore, we present attacks against a class
of protocols of the same form, which shows that the protocol cannot easily be
extended to groups where the order is composite or unknown.
We finally look at the problem of music and video piracy. Using a buyerseller watermark to embed a unique watermark in each sold copy has been
proposed as a deterrent since it allows a seller who discovers a pirated copy to
extract the watermark and find out which buyer released it. Existing buyerseller watermarking schemes assume that all copies are downloaded directly
from the seller. In practice, however, the seller wants to save bandwidth by
allowing a paying customer to download most of the content from other buyers. We introduce this as an interesting open research problem and present
a proof-of-concept protocol which allows transfer of content between buyers while keeping the seller’s communication proportional to the size of the
watermark rather than the size of the content.

iv
Sammanfattning
Kryptografiska protokoll används i stor omfattning på internet, för att
lösa allt från enkla uppgifter som nyckelutbyte och autentisering till komplexa
problem som digitala pengar och elektroniska val. I den här avhandlingen är
elektroniska val av speciellt intresse.
I ett typiskt valsystem är målen att garantera att rösterna räknas korrekt och att ingen, inte ens valförrättaren, kan spåra en röst tillbaka till den
röstande. Det finns flera metoder för att åstadkomma detta, men den mest
generella är mixnät med ett så kallat “proof of a shuffle” för att garantera
korrekthet. Vi föreslår i avhandlingen ett nytt, konceptuellt enkelt, “proof of a
shuffle”. Vi undersöker också ett mixnät som använder ett snabbt heuristiskt
argument för korrekthet istället för ett “proof of a shuffle”. Vi demonstrerar
att både korrekthet och anonymitet kan angripas i det mixnätet. En version
av samma mixnät användes i valet 2011 i Norge.
Vi undersöker också ett enkelt bevis av kunskap om en diskret logaritm
i en grupp. Det är sedan länge välkänt att just det protokollet kräver att
gruppen har primtalsordning, men vi ger en karaktärisering av vad som händer
i en grupp av sammansatt ordning. Vidare presenterar vi attacker mot en klass
av protokoll med samma struktur, vilket visar att protokollet inte enkelt kan
utvidgas till grupper av okänd eller sammansatt ordning.
Slutligen studerar vi problemet med piratkopiering av film och musik. Det
har föreslagits att vattenmärkning kan användas för att bädda in ett unikt
vattenmärke i varje såld kopia. En säljare som upptäcker en piratkopia kan
extrahera vattenmärket och därmed avslöja vilken köpare som läckte kopian. Existerande vattenmärkningssystem förutsätter att alla kopior laddas ner
direkt från säljaren, men i praktiken vill säljaren ofta reducera mängden datatrafik genom att låta en ny betalande kund ladda ner kopian från tidigare
köpare. Vi introducerar detta som ett intressant öppet problem och presenterar ett protokoll som tillåter överföring av data mellan köpare och som
bara kräver att säljaren kommunicerar data proportionellt mot storleken på
vattenmärket istället för mot storleken på filen.
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Chapter 1

Introduction
Cryptography, or the art of writing secret messages, has a very long history. One of
the earliest records of cryptography occurs in Suetonius’ biography [60] of Roman
emperors. In this text, Julius Caesar is claimed to have encrypted secret messages
by replacing each letter of the message with the letter three steps later in the
alphabet. Thus, an A became a D, a B became an E and so on. This substitution
of letters made the message unintelligible to anyone who did not know the method
of encryption. However, it is unreasonable to assume that an attacker does not
know the method for any widely used encryption scheme. A trivial improvement
is to choose a key k and replace each letter with the letter k steps later in the
alphabet. This allows different people to communicate using different keys, and
people can change the key if it is compromised. The cipher still suffers from the
small keyspace; there are only 26 keys to choose from and an attacker can easily
try all of them.
The Vigenère cipher is similar to the Ceasar cipher, but instead of a single key
one chooses a small set of keys (k1 , k2 , . . . kn ). The first letter of the message is
replaced with the one k1 steps later in the alphabet, the second with one k2 steps
later in the alphabet and so on. Once n letters have been encrypted (and each key
been used once), one starts with key k1 again. Although the Vigenère cipher is
very weak by modern standards it was considered unbreakable well into the 19th
century.
At the time of World War II, encryptions were done by electro-mechanical cipher
machines like the German Enigma and the British Typex. The Enigma was broken
by the allies, but it is believed that the Typex remained secure for the duration
of the war. While these ciphers were much more sophisticated than earlier ciphers
like Vigenère, the goal was the same; maintain confidentiality of messages sent over
an insecure channel. The schemes also suffered from the same key distribution
problems as the earlier ciphers; before Alice can send a message to Bob they first
have to agree on a key either by meeting in person or by using a trusted courier.
This turned out to be difficult to do in many situations.
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Diffie and Hellman [16] proposed a key-agreement scheme which allows two parties to establish a secret key even if all communication is overheard by an adversary.
This solves the key-distribution problem of earlier ciphers. Another approach was
suggested by Rivest, Shamir and Adleman [49], who presented the first asymmetric
or public-key scheme, i.e. an encryption scheme with separate keys for encryptions
and decryptions. Since the encryption key can’t be used to decrypt messages, it
can be made public or distributed over an insecure communication channel.
Public-key encryption laid the foundation for a significant expansion of the goals
and techniques of cryptography. Although people still tend to associate cryptography with the transmission of secret messages, there are numerous other security
related problems. For example, when messages are sent over an insecure channel
one often wants to ensure that the message comes from the indicated sender and
that is has not been modified in transit. This can be accomplished with a digital
signature. A digital signature, just like a regular signature, must be tied to the
particular message being signed and it must be hard to forge for anyone except the
owner of the signature key. Digital signatures are used to ensure the authenticity
of software, to authorize financial transactions, to sign contracts and in many other
applications.

1.1

Cryptographic protocols

Another common problem on the internet is how you identify yourself when you
log on to an online service such as a bank. The “traditional” method would be to
use a password known only to the user and to the service provider. This method
of identification is commonly used by e-mail providers, social networks and many
other websites, but it has a number of weaknesses which makes it unsuitable for
higher security services like banks.
Instead, banks often use a challenge-response system, where each customer is
given a unique security token. The security token is a small chip which implements
some random-looking function known only to the bank. When a customer wants
to log in to the bank or perform a transaction, the bank issues a random challenge,
the customer enters it into the security token and sends back the response to the
bank. Assuming that the security token is well-designed, there is no practical way
to find the correct response other than to query the security token. Thus, if the
user can answer the challenge correctly, the bank becomes convinced that the user
possesses the security token.
This is an example of a cryptographic protocol. In general, protocols are specifications of the interactions between two or more algorithms, which together compute
some function or perform some task.

Electronic voting
A more complicated example of a problem that can be solved with a protocol is an
electronic election. Suppose that we want to implement an election scheme where
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people can submit their votes over the internet rather than using a paper ballot.
Naturally we would still want to ensure that each person can only vote once, that
the votes are anonymous and that the election outcome is correct.
A first attempt might be to let each voter encrypt their choice, and sign their
encrypted vote using a digital signature scheme. The encrypted and signed votes
are then submitted to the election authorities. Since the choice is encrypted, a third
party could not discover what a particular person voted for by eavesdropping. The
election official can use the signature to check that each vote comes from an eligible
voter and that each voter only submits one vote. The problem with this scheme is
that the election official needs the key to the encryption scheme in order to decrypt
the result, but using the key he can also find out exactly what everyone voted for.
Moreover, when the election official announces the winner of the election, there is
no way to verify that the result is correct. In other words, this election scheme
does neither guarantee confidentiality nor correctness if the election authorities are
corrupt.
Chaum [11] proposed a mix-net as a partial solution to the anonymity problem.
Instead of having a single election official holding the private key to the encryption
scheme, one has a group of election officials with the key distributed between them
in such a way that they can only decrypt a message by working together. The
hope is that at least some of the election officials will be honest and that the
mix-net will allow the honest officials to protect the voters’ anonymity. The idea
of the mix-net is as follows. The election officials, or mix-servers agree to take
turns mixing the encrypted votes. The first server receives the list of all submitted
ciphertexts, permutes the votes, changes the randomness1 used to encrypt the votes
and outputs the result. The effect is that the server produces a new list of encrypted
votes which looks completely unrelated to the original one. This second list is sent
to the second mix-server who also permutes and re-encrypts. Once all the election
officials or servers have permuted the votes, the officials jointly decrypt the votes
and announce the winner. This protects the voter’s anonymity as long as at least
one of the servers is honest. The problem here is that since the output list of each
server appears to be unrelated to the input list, a dishonest server could replace
the votes with new votes of his or her choice. To prevent this, one needs another
protocol, a proof of a shuffle where each server convinces the others that the output
really consists of the same ciphertexts as the input but in permuted order.

1 All modern ciphers are randomized in the sense that they use both the message and some
random value to produce the ciphertext. The randomness ensures that a fixed message can be
encrypted to many different ciphertexts. This prevents an attacker from guessing some likely
plaintexts, encrypting them and comparing with the intercepted ciphertext to see which message
it contained. Not every encryption scheme supports changing the randomness without knowledge
of the private key, so we confine ourself to use homomorphic encryption schemes which have this
property.
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Provable security

In the past, cryptographic security was largely heuristic in nature. Ciphers, like
the Vigenère cipher, were believed to be secure because there were no (publicly)
known attacks against them. While absence of attacks is a necessary condition
for a cipher to be secure, it is neither sufficient nor a very convincing argument.
That no attacks are known could be because nobody has tried to attack it yet, or
because attacks (especially against military ciphers) are often kept secret in order
to wiretap the enemy’s communication.
Modern cryptography often tries to base the security on computational problems that are well studied and widely believed to be hard. One generally models
security as a game between the attacker and the honest parties, and proves that if
the attacker can win the game with sufficiently high probability then some widely
believed computational assumption has to be false. This is an example of a security reduction. Protocols and primitives are called provably secure if there is such a
reduction. By reducing the security for a new cryptographic construction to some
well-known problem, one immediately gains a lot of confidence in the construction.
It is, however, important to remember that provable security does not imply
unconditional security or that it is impossible to attack the construction in real life.
It could be that the security game does not capture the intended security properties
or all relevant attackers. It could be that the hardness assumption isn’t as hard
as one thought, especially if the hardness assumption is non-standard. Finally,
there could be something as mundane as bugs in the implementation that break
the security. It is therefore important to take care both when designing the security
game and when implementing a cryptographic protocol.

1.3

Computational complexity and hard problems

Not all computational tasks are equally difficult. For example, people find it more
difficult and time consuming to multiply two large numbers than to add them. This
can be made more explicit if we consider the algorithms taught in elementary school
for addition and multiplication. To add two n-digit numbers, we add the digits in
the ones place, then the digits in the tens place, the digits in the hundreds place
and so on. The total number of single digit additions is n. Thus the time it takes
to add two numbers is proportional to the number of digits2 , and we say that the
algorithm has complexity O(n).
Compare this with multiplying the numbers. In the schoolbook method, each
digit in the first number is multiplied with each digit in the second number for a total
of n2 single digit multiplications. There are also some additions, but one can check
that the number of additions is about the same as the number of multiplications.
2 In practice we also have to propagate carries, but this is not important to us here as it will
not change the complexity of the algorithm.
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Thus, the time for multiplication is proportional to the square of the number of
digits and we say that the algorithm has complexity O(n2 ).
Of course, the complexities above were for two specific algorithms. One might
ask what complexity the best algorithm for each respective problem achieves. For
addition it is easy to see that O(n) is optimal since any algorithm has to at
least read each digit. For multiplication there are algorithms with complexity
O (n log n log log n) [53] or even better [17] but the optimal complexity is not known.
This is the case for most problems; it is very difficult to prove that an algorithm is
optimal.
Complexity theory is concerned with categorizing problems into complexity
classes and with the relationships between different complexity classes. The two
most famous complexity classes are P and N P. P consists of all decision problems
that can be solved in polynomial time. Problems in this class are considered easy.
The class N P consists of all decision problems for which the yes-instances have
witnesses or solutions that can be verified in polynomial time.
Informally speaking, P consists of all problems which can be solved efficiently
and N P consists of all problems for which a solution can be verified efficiently.
The greatest open problem in complexity theory is whether P = N P. Intuitively,
it should be easier to verify a solution or find a solution given some hints, than to
solve the problem in the first place. For this reason, it is widely believed that N P
is strictly larger than P.
N P-complete problems [12] constitute a special subclass of N P. These problems
have the curious property that if any one of them is solvable in polynomial time,
then all problems in N P are solvable in polynomial time. Since there is a very
strong belief that these problems cannot be solved efficiently, they might seem
like excellent problems to base security on. However, basing security purely on
the assumption that P 6= N P has turned out to be very difficult, partly because
P 6= N P only means that hard problem instances exist, not necessarily that a
“random” instance is hard. Impagliazzo [25] gives a nice overview of average case
complexity, P vs. N P and its implications for cryptography.
In practice, security is often based on problems from number theory. For example, while it is easy to find the product of two prime numbers, there is no known
efficient algorithm which finds the prime factors of a large number. The most obvious way to find the factors of a number N would be to try to divide N by each
number less than N . If N has n digits, this requires roughly 10n divisions which is
clearly not polynomial in n. Much better algorithms are known, but it is believed
that no polynomial time algorithm exists. More concretely, a 2048-bit (about 617
decimal digits) product is considered large enough to be impossible to factor in
practice. The hardness of factoring underlies the security of several cryptographic
constructions, including the RSA encryption scheme.3
Another hard problem is the discrete logarithm assumption in certain groups. A
3 If factoring is hard then it is infeasible to compute the private key from the public key. A
slightly stronger assumption is required to prove that RSA is secure against eavesdroppers.
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group is an algebraic structure which has a “multiplication” operation that satisfies
the common properties a∗(b∗c) = (a∗b)∗c, 1∗a = a∗1 = a and a−1 ∗a = a∗a−1 = 1.
For example, the non-zero real numbers form a group under the ordinary multiplication operator. Cryptographers are usually more interested in finite groups and
modular arithmetic in particular. The integers modulo n consist of regular integers
except that two numbers are considered equal if they have the same remainder when
divided by n. The effect is a number system where the numbers “wrap around”
after the modulus n. The most common example of modular arithmetic is the hours
of a 12-hour clock; if the clock shows 9:00 and we add 5 hours the clock will be at
2:00, although we could also say that it is 14:00. The numbers 14 and 2 are equal
modulo 12. Multiplication works in the same manner; 3 times 7 is 21 but we could
also say that 3 times 7 is 9 modulo 12.
Exponentiation in a group is defined as repeated multiplication, i.e.
gx = g ∗ g ∗ · · · ∗ g
{z
}
|
x copies

The discrete logarithm problem is to find x given g x and g, and this is believed
to be hard if the group is large. In practice, a 2048-bit modulus is sufficient for
modular arithmetic. Some other groups, like elliptic curve groups, can use a smaller
modulus. Like factoring, the discrete logarithm assumption has many applications
in cryptography.

1.4

Interactive proofs and zero-knowledge

Suppose that Peggy wants to use a protocol to prove her identity to Victor, i.e.
prove that she is who she claims to be. The context might be that each individual
has been issued a public identity and a corresponding secret “password”. To identify
herself, the prover Peggy convinces the verifier Victor that she knows the secret
corresponding to her public identity. What security properties do we require from
such a protocol?
The most obvious requirements are that Victor should accept the proof if and
only if Peggy does know the secret. These properties are called completeness and
soundness. A less obvious, but equally important, property is that Victor should
not be able to prove that he is Peggy after seeing her proof. This means that the
verifier must not learn the prover’s secret. We also don’t want the verifier to learn
parts of the secret, as that would make it easier to guess the rest of it. In fact, we
don’t want the verifier to learn anything except that the prover possesses the secret
corresponding to a given public identity.
Similarly, in a proof of a shuffle we want the verifier to be convinced that the
output list is a re-encryption and permutation of the input list, but not learn
anything else. That the verifier does not learn anything beyond the validity of the
prover’s assertion is called zero-knowledge. Computationally, zero-knowledge means
that anything the verifier can compute in polynomial time after the protocol, he
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should be able to produce without interacting with the prover. Since this includes
the verifier’s view of the protocol itself, it is sufficient to show that the verifier can
simulate his view of the protocol without interacting with the prover.
Let’s look at a simple example. Suppose that Peggy wants to convince Victor
that she has the key to some combination padlock. One way to do this would be
for Victor to put an item or secret into a box, and lock the box using the padlock.
The locked box is given to Peggy, and Victor will be convinced that she has the
combination if she can figure out the contents of the box. Note that Victor does
not have to actually see her open the box. The mere fact that she is able to obtain
the secret means that she did open the box and hence that she has the key.4
Naturally, Peggy does not want Victor to learn more than that she can open
the lock. In particular she does not want Victor to learn the combination. This
is where the zero-knowledge property comes in, which states that anything Victor
sees during the protocol, he could have simulated himself. Suppose for concreteness
that Victor video tapes what he sees. The tape would then show him selecting a
secret, placing it in the box, locking the padlock and finally receiving the opened
box with the secret inside. Victor could easily have manufactured this video tape
himself, without the aid of Peggy by shooting the scenes in a slightly different order.
He could first film how he chooses the secret and places it in the box, then how
he receives the open box and finally how he closes it. An important consequence
is that Victor cannot use the video tape to convince anyone else that either he or
Peggy has the key to the lock.

1.5

Contributions

In chapter 3 and paper [59] we study limitations of a certain class of zero-knowledge
protocols. More precisely, Schnorr published a very simple and elegant proof of
knowledge of a discrete logarithm in a prime order group. One might ask whether
it is necessary that the group order is a prime number or whether the same type
of protocol can be generalized to arbitrary groups. We generalize some previous
results by showing concrete attacks against a class of Schnorr-like protocols that
can be mounted if the group order is not a known prime. To avoid the attacks,
the protocol has to be repeated many times, which limits the efficiency of this type
of protocol. We also look at some special situations where the limitations can be
circumvented.
In chapter 4 we take a closer look at some protocols for electronic elections.
In paper [58] we present a proof of a shuffle, i.e. a protocol for proving in zeroknowledge that a list of ciphertexts contains the same plaintexts as another list
ciphertexts, but in permuted order. Compared to earlier proofs of shuffles [18, 36],
4 There is some possibility that Peggy guessed the correct secret without opening the box.
This probability can be reduced as far as we like by repeating the experiment, each time picking
a new random object or secret to put in the box. While the probability that Peggy cheats will
never actually reach zero, it can be made small enough for any practical purpose.
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our proposal is simpler but with similar computational complexity. Moreover, our
proof of a shuffle has the interesting feature that it is possible to prove certain
properties about the permutation with very little overhead. For example, one can
prove that the permutation is a cyclic shift or more generally that the permutation
belongs to a set characterized by a polynomial invariant. The exact amount of
overhead depends on the polynomial invariant.
In paper [29] we investigate a heuristically secure mix-net by Puiggalí and
Guasch [45] which sacrifices provable security in favor of a more computationally
efficient protocol. A version of this mix-net was implemented and used in the local government elections in Norway, 2011. We demonstrate several attacks against
Puiggalí and Guasch’s mix-net which highlights the importance of provable security in protocol design and in particular in electronic elections. The attacks let us
break the anonymity of a voter, i.e reveal the contents of that encrypted vote, by
corrupting the first mix-server and a small number of other voters. We also show
how, under some conditions, one can replace a small number of votes by corrupting
only the first mix-server.
Chapter 5 deals with an application of cryptographic protocols to watermarking
schemes. Digital watermarking is the art of embedding a small watermark in a larger
cover work, in such a way that the cover work does not appear to be distorted
to a human observer, but the presence of the watermark can be detected by an
algorithm. Digital watermarking has many uses. The one we are concerned with
in this thesis is to determine the source of pirated content on the internet.
Suppose that a seller wants to distribute a movie to a large number of buyers,
but is worried that some of the buyers might illegally redistribute the movie on
the internet. As a deterrent, the seller might insert a unique watermark in each
sold copy and record which copy was sent to which buyer. Once a pirated copy is
found, the seller can extract the watermark and identify which buyer is guilty. The
problem is that this scheme does not protect the buyers against a malicious seller;
the seller could release a watermarked copy and blame the buyer. As a consequence,
the watermark has no judicial value since a guilty buyer could claim that he is being
framed by the seller. The solution is to use a protocol which allows the seller to
embed the watermark without learning the watermark or the watermarked copy.
The watermark is instead given to a trusted arbiter who can settle any disputes
without being involved in the embedding process. Protocols facilitating this are
called buyer-seller watermarking protocols.
To save bandwidth, many content providers use a peer-to-peer solution where
buyers download content from other buyers rather than directly from the seller.
Clearly, this does not work well with buyer-seller watermarks since we want each
buyer to obtain a unique copy. In paper [57] we identify the modification of buyerseller watermarking protocols to allow distribution between buyers as an interesting
research problem. We also present a simple protocol for transferring watermarked
content between buyers and updating the watermark in the process, while keeping
the seller’s communication low. When Bob wants to download some content from
Alice, the protocol lets Alice insert Bob’s watermark, and lets Bob remove Alice’s
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watermark. Zero-knowledge protocols are used to ensure that both Alice and Bob
are behaving honestly.
However, the protocol is mostly of theoretical interest since it is very weak
with respect to collusions. In particular, several cooperating buyers can completely
remove the watermark. More research would be needed to extend the protocol
to collusion resistant watermarks as in [10]. The protocol is also computationally
expensive as the seller needs to be involved in the verification of the zero-knowledge
proofs.

Chapter 2

Cryptographic primitives
In this chapter we review the cryptographic tools that are used in the subsequent
chapters.

2.1

Encryption schemes

Encryption is probably the best known cryptographic primitive. The setting is
that Alice and Bob want to exchange secret messages over an untrusted channel in
such a way that even if the eavesdropper Eve manages to intercept the encrypted
message, she will not be able to read it.
Encryption schemes are divided into symmetric and asymmetric algorithms.
Symmetric encryption algorithms have a single key that is used for both encryption
and decryption. Well known encryptions scheme of this type include the block
ciphers DES and AES (Rijndael), and the stream cipher RC4.
Asymmetric schemes have one public key and one private key. The public key
can only be used to encrypt messages, but not to decrypt them. This means that the
public key can be given to untrusted parties or published on the internet. Famous
examples include RSA, ElGamal, Paillier and the Cramer-Shoup scheme.
Asymmetric schemes are slower than symmetric ones, but usually have more
algebraic structure. This algebraic structure makes it easier to reduce the security
of the encryption scheme to some well studied computational problem. In other
words, the encryption cannot be broken without disproving some widely believed
computational conjecture. Common problems that are believed to be hard include
factoring large numbers into primes, and computing discrete logarithms in certain
groups. Asymmetric encryption also helps in many other ways when constructing
protocols which manipulate ciphertexts and will therefore be used heavily in this
thesis.
11
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Attack models and definitions of security
A cipher can be attacked in many different ways depending on how much information and access to the system an attacker has. The attacks are formally modeled
as security games, and security is defined as the property that no polynomial time
attacker performs significantly better in the game than just randomly guessing.
The two types of attacks that are important to us in this work are chosen plaintext
attacks and adaptive chosen ciphertext attacks. We now present the security games
for those attacks in the context of asymmetric schemes.
The chosen plaintext attack is the simplest and possibly most natural attack
model for asymmetric schemes. It captures an attacker which is given the public
key for the scheme and thus able to encrypt arbitrary messages1 . The goal for the
attacker is to distinguish two ciphertexts of known contents. This can be modeled
formally as follows.
Definition 1 (CPA experiment).
1. The key generation algorithm is run with security parameter n to generate
keys (sk, pk) and the adversary A is given the public key pk.
2. The adversary A outputs two messages m0 , m1 .
3. The experiment chooses a random bit b and randomness r to be used by the
encryption function. The experiment gives A an encryption c = Epk (mb , r) of
mb .
4. The attacker may perform further computations and then outputs a bit b0 .
5. The attacker wins the game if b = b0 .
Definition 2. A function f (n) is negligible if for every constant c and every sufficient large n
1
f (n) < c .
n
A cryptosystem is indistinguishable under a chosen plaintext attack or INDCPA secure if for any probabilistic polynomial time algorithm A, there exists a
negligible function negl(n) such that
Pr [A wins CPA experiment] ≤

1
+ negl(n) .
2

An immediate consequence of this definition is that all IND-CPA secure encryption schemes need to be randomized. If the encryption was deterministic, then
1 In the symmetric setting we have to give the attacker access to an encryption oracle since there
is no public key which allows him or her to encrypt messages. Thus, the IND-CPA experiment
for symmetric encryption schemes allows the attacker to call the encryption oracle a polynomial
number of times in step 2 and 4, but is otherwise the same as for asymmetric schemes.
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the attacker could just encrypt m0 and m1 to see which one yields the challenge
ciphertext. An equivalent security notion is semantic security which roughly says
that an attacker obtains no useful information about the plaintext from studying
the ciphertext. More precisely, the definition states that if a message is drawn from
a known distribution then no probabilistic polynomial time algorithm can compute
a function of the plaintext from the ciphertext with more than negligible advantage
over an algorithm that is only given the message length. While this definition is
equivalent to the IND-CPA game, it is not used often since it is harder to work
with in most situations.
A more powerful attacker might be able to convince the recipient to decrypt
certain chosen ciphertexts. This is not entirely unrealistic as the attacker could
temporarily gain access to the encryption equipment in which Alice has entered the
private key, for example if Alice leaves her computer unlocked while going for lunch.
It might also be triggered with some social engineering; if the decrypted message is
innocuous then perhaps Alice could be convinced to show it to the attacker. Even
stronger, we can assume that the attacker Eve can choose which messages she wants
decrypted after seeing the ciphertexts that she should distinguish. Obviously, we
cannot let her ask about the contents of that specific ciphertext, but in the interest
of generality, any other ciphertext will be considered innocuous enough. This gives
a very strong security definition as follows.
Definition 3 (CCA2 experiment).

1. The key generation algorithm is run with security parameter n to generate
keys (sk, pk). The adversary is given the public key pk and unlimited access
to a decryption oracle Dsk .
2. The adversary A outputs two messages m0 , m1 .
3. The experiment chooses a random bit b and randomness r to be used by the
encryption function. The experiment gives A an encryption c = Epk (mb , r) of
mb .
4. The attacker performs further decryption queries, but may not request a
decryption of c itself, and then outputs a bit b0 .
5. The attacker wins the game if b = b0 .
A cryptosystem is indistinguishable under an adaptive chosen ciphertext attack
or IND-CCA2 secure if for any probabilistic polynomial time algorithm A, there
exists a negligible function negl(n) such that
Pr [A wins CCA2 experiment] ≤

1
+ negl(n) .
2
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The attacker in both the IND-CPA and IND-CCA2 games can be interpreted
as trying to distinguish two distributions. Computational indistinguishability is in
general defined as follows.
Definition 4. Let {Xn } and {Yn } be two sequences of distributions. {Xn } and
{Yn } are computationally indistinguishable if for every probabilistic polynomialtime attacker A there exists a negligible function negl(n) such that
Pr [A(x, 1n ) = 1] − Pr [A(y, 1n ) = 1] ≤ negl(n) .

x←Xn

y←Yn

We now look at some concrete encryption schemes and discuss the security they
achieve.

ElGamal encryption scheme
The ElGamal scheme [19] was one of the first IND-CPA secure encryption schemes.
We now describe the ElGamal key generation, encryption and decryption.
Algorithm 5 (ElGamal key generation). Given a security parameter n, the key
generation algorithm chooses a representation of a cyclic group G of order q, where
q is an n-bit prime. Let g be the standard generator for G, choose s ∈ Zq randomly
and define h = g s . The public key is (G, g, h), and the private key is s.
Algorithm 6 (ElGamal encryption). A message m ∈ G is encrypted by choosing
r ∈ Zq randomly and outputting
Epk (m, r) = (g r , mhr )
Algorithm 7 (ElGamal decryption). A ciphertext (c1 , c2 ) = Epk (m, r) is decrypted
as
Dsk (c1 , c2 ) = c2 c−s
1
It is easy to see that the decryption works by plugging in (c1 , c2 ) = (g r , mhr )
and h = g s in the decryption algorithm. Then
r −rs
Dsk (c1 , c2 ) = c2 c−s
= mg sr g −rs = m .
1 = mh g

The security of ElGamal is based on the Decisional Diffie-Hellman problem
(DDH for short). The DDH problem is to distinguish the tuple (g x , g y , g xy ) from
(g x , g y , g z ) when x, y and z are chosen randomly.
Problem 8 (Decisional Diffie-Hellman problem). Let G be a group of prime order
q with generator g. The DDH-problem is to distinguish the following distributions
• (g x , g y , g xy ), where x and y are chosen uniformly and independently at random modulo q,
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• (g x , g y , g z ), where x, y and z are chosen uniformly and independently at
random modulo q.
Note that there is an isomorphism from any finite cyclic group G of order q to
the additive group Zq given by the discrete logarithm which computes x from g x .
Clearly if one could compute x, y and z from g x , g y , g z respectively, it would be
easy to check whether z = xy mod q. This observation implies two things; that if
the DDH problem is hard then computing discrete logarithms has to be hard too,
and that the hardness of the DDH problem is not a property of the group structure,
but rather a property of how we choose to represent the elements in G.
When we choose a group G we are really choosing a representation for which it
is difficult to compute discrete logarithms. Common choices include subgroups of
Z∗p or elliptic curve groups.
Theorem 9. ElGamal encryption is IND-CPA secure under the DDH assumption
on the group G. 2
Proof sketch. Suppose that there exists an attacker A which wins the IND-CPA
game with non-negligible advantage δ. Recall that the attacker receives a public
key (g, h), produces two messages m0 , m1 and then correctly guesses the bit b from
(g r , hr mb ) with probability 1/2 + δ.
We want to construct an attacker which takes a DDH instance (g x , g y , g z ) as
input and guesses whether z = xy with advantage δ/2. We do this as follows. Given
(g, g x , g y , g z ), supply the ElGamal key (g, h) to A, where h = g x . When A outputs
the messages m0 and m1 , choose a bit b and reply with (g y , g z mb ). A outputs a
bit b0 , and if b = b0 we guess that z = xy and otherwise we guess that z is chosen
randomly.
Observe that if z = xy mod q then (g y , g z mb ) = (g y , hy m) is a real encryption of
mb with randomness y. Thus, the attacker A will guess b correctly with probability
1/2 + δ. On the other hand if z is chosen randomly, then (g y , g z mb ) contains no
information about mb , so A will be correct with probability 1/2. The probability
that the DDH distinguisher D wins is
Pr [D wins] = Pr [D wins |z = xy ] Pr [z = xy] + Pr [D wins |z 6= xy ] Pr [z 6= xy] =


1 1 1
1 δ
1
+δ
+ · = + .
=
2
2 2 2
2 2

We now turn to an interesting property of the ElGamal scheme.
2 In practice, ElGamal is used by picking one suitable group in which the DDH problem is
believed to be hard, but in the complexity theoretic setting one needs an infinite sequence of
groups, one for each security parameter n.
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Definition 10. Let M , R and C be groups. An encryption scheme E : M × R → C
is called homomorphic if
Epk (m1 , r1 ) ◦ Epk (m2 , r2 ) = Epk (m1 ◦ m2 , r1 ◦ r2 )
where ◦ denotes the group operation in each respective group.
It is trivial to see that the ElGamal encryption scheme is multiplicatively homomorphic, i.e. that
Epk (m1 , r1 )Epk (m2 , r2 ) = Epk (m1 m2 , r1 + r2 )
and hence
Epk (m, r)c = Epk (mc , cr)
The homomorphic property is both a strength and a weakness. On one hand it
means that we can perform simple computations on encrypted data. On the other
hand, it means that the system is malleable; i.e. given a ciphertext to attack, an
adversary can produce new ciphertexts whose plaintexts are related to the plaintext
of the target ciphertext. This immediately implies that the scheme cannot be INDCCA2 secure.

Paillier encryption scheme
Sometimes we want a scheme that is additively homomorphic rather than multiplicatively homomorphic. Such a scheme was invented by Paillier [38].
Algorithm 11 (Paillier key generation). The key is generated by choosing two
primes p and q of length n uniformly at random, where n is the security parameter.
Let φ(N ) be Euler’s totient function, i.e the number of invertible elements in ZN .
If gcd(N, φ(N )) = 1, then the public key pk is N = pq and the private key is the
(p, q). If N and φ(N ) are not relatively prime the algorithm chooses new primes p
and q and tries again, but this happens only with negligible probability.
Algorithm 12 (Paillier encryption). Encryption of a message m ∈ ZN with randomness r ∈ Z∗N is defined as
Epk (m, r) = (1 + N )m rN mod N 2 .
Algorithm 13 (Paillier decryption). A ciphertext c is decrypted by computing

cλ mod N 2 − 1 −1
λ mod N ,
Dsk (c) =
N
where λ = lcm(p − 1, q − 1).
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The decryption is based on the observations that Z∗N 2 has order λN and that
1 + N has order N in Z∗N 2 . Therefore,
cλ mod N 2 = (1 + N )λm mod N rλN = (1 + N )λm mod N =
 
λm
= 1 + λmN +
N 2 + . . . = 1 + λmN mod N 2 .
2
Subtracting 1 and dividing by N recovers λm mod N from which m is easily computed.
It is not difficult to verify the homomorphic property, i.e.
Epk (x, r)Epk (y, r0 ) = Epk (x + y mod N, rr0 mod N 2 ) .
Just as ElGamal encryption, Paillier can be proven to be semantically secure,
but under a different computational assumption.
Definition 14 (DCRA). Let N be a n-bit RSA modulus i.e. let N = pq where p
and q are n/2-bit primes. Choose r ∈ Z∗N 2 and a bit b at random, and define
(
r if b = 0
x=
rN otherwise
The decisional composite residuosity assumption (DCRA) states that no probabilistic polynomial time algorithm has more than negligible advantage of guessing
b given N and x.
Theorem 15. Paillier encryption is IND-CPA secure under the decisional composite residuosity assumption (DCRA).
The proof is more complicated than the proof of security for ElGamal, so we
refer to [38] and [28] for details.

2.2

Commitment schemes

Imagine playing a game like rock-paper-scissors or Mastermind over the internet,
where one player chooses a secret and then interacts with the other player in a
way that depends on the secret. One would like to ensure that the secret really
was chosen before the interaction, i.e. not altered depending on what the opponent
guessed or chose to do. This problem can be solved by letting the players publish a
commitment to the secret. We require two properties from the commitment scheme.
We want the scheme to be binding - it should not be possible to change your value
after committing to it, and hiding - the other player should not learn the value we
committed to. The properties are further quantified as computational if they hold
with respect to polynomial time adversaries, and perfect if they hold with respect
to computationally unbounded adversaries.
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Ideally, we would like to have a commitment scheme which is both perfectly
hiding and perfectly binding. Sadly this is not possible; a commitment which is
perfectly binding only has a single opening and so we could find it by trying all
possible openings. We therefore have to accept a trade-off between the hiding and
binding properties.

Commitment schemes from any one-way permutation
Commitment schemes can be constructed from very general assumptions, like the
existence of a family of one-way permutations fn : [0, 2n − 1] → [0, 2n − 1]. Informally, a function f is one-way if it is easy to compute but hard to invert.
Definition 16. A function f is one-way if
1. for any x, f (x) can be computed in polynomial time
2. for every probabilistic polynomial time attacker A and randomly chosen x the
probability that A finds a pre-image to f (x) is negligible, i.e.
Pr [f (A(f (x))) = f (x)]
is negligible.
We now sketch a construction of a bit-commitment scheme based on the existence of one-way permutations.
Algorithm 17. To commit to a 1-bit message m, choose two n-bit strings r1 and
r2 at random, and construct the commitment as
C (m, r) = (fn (r1 ), r2 , hr1 , r2 i ⊕ m)
Ln
where hx, yi is the inner product modulo 2, i.e. hx, yi = i=1 xi yi .
A commitment is opened by revealing the randomness r1 , r2 and the bit m.
The commitment is perfectly binding. Since fn is a permutation, r1 is uniquely
determined by fn (r1 ). Knowing r1 , r2 and hr1 , r2 i ⊕ m, it is of course easy to
compute m.
It is not as easy to see why the scheme is computationally hiding. The key idea
is that if fn is one-way, then fn (r1 ) “mostly” hides r1 , so xor-ing m with a bit from
r1 should hide m. The problem is that the one-wayness of fn does not guarantee
that any particular bit of r1 remains hidden. The construction therefore takes the
exclusive or of m and a randomly chosen subset of bits of r1 . A full proof of the
hiding property is given in [20].
From a bit commitment scheme one trivially obtains a commitment scheme
for strings by committing to each bit separately. This general construction, while
theoretically appealing, is not very efficient. In particular, it expands the committed
message by a factor of 2n + 1 and requires one function evaluation for each bit.
In practice we want to use concrete hardness assumptions to build more efficient
schemes.
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Pedersen commitments
We now look at Pedersen’s [40] simple but very useful and efficient commitment
scheme based on discrete logarithms.
Algorithm 18 (Pedersen key generation). Given a security parameter n, choose
a group G of order q where q is an n-bit prime. Let g be a generator of G. Choose
a secret s randomly in [2, q − 1] and define h = g s . The commitment parameters
are (G, g, h).
The goal of the key generation is to obtain two independent random generators
for the group G. Since the party who generated the commitment parameters knows
the relationship between g and h, the parameters cannot be generated by the same
party who uses the scheme to commit to values. When the commitments are used
by the prover in an interactive proof (c.f. Section 2.3), the parameters are usually
generated by the verifier.
Algorithm 19 (Pedersen commitment). The commitment to a message m is computed by choosing randomness r ∈ Zq and outputting
C (m, r) = g r hm .
Algorithm 20 (Pedersen opening). A commitment C (m, r) is opened by revealing
m and r.
As was the case for Paillier encryptions, it is not difficult to see that Pedersen
commitments are additively homomorphic. That is
C (m1 , r1 ) C (m2 , r2 ) = C (m1 + m2 , r1 + r2 ) .
We now look at the security of the scheme.
Theorem 21. Pedersen’s commitment scheme is perfectly hiding and computationally binding under the discrete logarithm assumption for the group G.
Proof sketch. Given a commitment c in the group generated by g and any message
m, there is a unique r such that g r = c/hm . Then (r, m) is an opening of c to the
message m. This implies that the scheme is perfectly hiding.
Suppose that we could find two openings of the same commitment, i.e.
g r1 hm1 = c = g r2 hm2 .
Then
g r1 −r2 = hm2 −m1
so
−1

h = g (r1 −r2 )(m2 −m1 )

mod q

computes the discrete logarithm of h with respect to the base g. Therefore the
scheme has to be computationally binding under the discrete logarithm assumption.
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Zero-knowledge proofs

When we talk about proving some mathematical statement, we normally think
of a written proof on a piece of paper. By verifying that each line follows from
assumptions in the statement or from previous lines and that the proof ends with
the desired conclusion, we become convinced that the statement is true. The key
aspects of the proof system are that a correct proof always convinces the verifier
and that no proof exists for a false statement.
The same properties can be obtained in an interactive proof system. In an
interactive proof, the prover Peggy convinces the verifier Victor by her ability to do
something rather than producing a proof as a fixed sequence of symbols. Interactive
proofs are believed to exist for a significantly larger class of problems than those
having a short and easily verified witness.
As examples of problems with interactive proofs, consider quadratic residuosity
and quadratic non-residuosity. An element x is a quadratic residue modulo N if
x = w2 mod N for some w. To convince Victor that x indeed is a quadratic residue,
all Peggy has to do is to output the witness w. The verifier can easily check that
x = w2 mod N without any further interaction with the prover.
Elements that are not quadratic residues are called quadratic non-residues. It
is not as obvious how to prove that a number is a quadratic non-residue modulo
N = pq, as it was to prove that it is a quadratic residue. However, there is a simple
interactive proof that lets Peggy convince Victor that x is a quadratic non-residue.
Victor chooses a random number r ∈ ZN and a bit b and sends r2 if b = 0 and
xr2 if b = 1. Peggy then guesses the value of b and Victor accepts the proof if the
guess is correct. If x is a quadratic residue, then the distribution of r2 and xr2
are identically distributed, so Peggy guesses b with probability 1/2. On the other
hand, if x isn’t a quadratic residue then neither is xr2 , so the prover can compute
the Legendre symbol of xb r2 modulo each factor in N . The element is a quadratic
residue if and only if both Legendre symbols are 1, so the prover can guess the bit
b with probability 1.
Definition 22. An interactive proof system for a language L is perfectly complete
if there exists a prover which, for any instance x ∈ L, makes the verifier accept.
The proof system is perfectly sound if, for any instance x 6∈ L and any prover, the
probability that the verifier accepts is 0. The maximum probability with which any
prover succeeds in proving a false statement is called the soundness error.
The quadratic non-residuosity protocol is perfectly complete but has soundness
error 1/2. By repeating the protocol t times, the soundness error is reduced to 2−t .
In cryptography, we often want to prove for example that a ciphertext is constructed correctly or that we know the private key corresponding to a given public
key. In these protocols it is essential that the protocol does not reveal any secrets
like private keys or plaintexts. Goldwasser, Micali and Rackoff [23] proposed a
notion called zero-knowledge which implies this. Rather than trying to specify everything a protocol should keep secret, zero-knowledge requires that everything the
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verifier learns during the protocol he could have computed himself. Put differently,
a protocol is zero-knowledge if the verifier would be able to simulate all the prover’s
messages on his own. We make this precise in the following definitions.
Definition 23. The view of a verifier V interacting with a prover P on common
input x, denoted viewV [P ↔ V], consists of V’s inputs (including its random coins)
and all messages received by V during the execution of the protocol.
There are several flavors of zero-knowledge. The differences between them are
not very important to us in this work, so we will only look in detail at the version
called perfect zero-knowledge.
Definition 24 (Zero-knowledge). A prover strategy P in an interactive proof (P, V)
is (auxiliary-input) perfect zero-knowledge if for every probabilistic polynomial time
(PPT) verifier V ∗ , there is a PPT simulator SimV ∗ such that for every common
input x, witness w and auxiliary input z, the distributions of
SimV ∗ (x, z) and viewV ∗ [P(x, w) ↔ V ∗ (x, z)]
are identical. The auxiliary input captures any a priori knowledge the verifier may
have concerning the witness. This is needed for technical reasons when the zeroknowledge proof is used in a larger protocol.
Statistical zero-knowledge is defined in the same way except we only require that
the distributions are statistically close, i.e. that the statistical distance between the
simulated transcript and the verifier’s view of the real protocol is negligible. Computational zero-knowledge is yet slightly weaker; we only require that the simulated
view and the real view are indistinguishable by any probabilistic polynomial-time
algorithm.
Goldreich, Micali and Wigderson [21] have shown that zero-knowledge proofs
exist for all languages in N P, that is, all languages L for which there exists a
polynomial time Turing machine M such that x ∈ L if and only if there exists
a witness w of polynomial size such that M (x, w) = 1. This result has been improved by showing that zero-knowledge proofs exist for all languages that have
interactive proofs (under reasonable assumptions) [6]. We now sketch the result
and construction from Goldreich, Micali and Wigderson [21].
Theorem 25. If one-way permutations exist then there are computational zeroknowledge proofs for every language in N P.
Proof sketch. Recall Cook-Levin’s theorem which states that every language in N P
is polynomial time reducible to SAT. Furthermore, there are well-known polynomial
time reductions from SAT to 3SAT and from 3SAT to 3COL, the set of 3-colorable
graphs3 . These reductions not only transform satisfiable instances to satisfiable
3 A graph G = (V, E) is 3-colorable if and only if there exists a function f : V → {0, 1, 2} such
that f (u) 6= f (v) whenever (u, v) ∈ E
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instances, i.e. x ∈ L1 ⇐⇒ f (x) ∈ L2 , but they also give an efficient way to
transform a witness for x to a witness for f (x). This means that it is sufficient to
construct a zero-knowledge proof for 3COL in order to prove that every language
in N P has a zero-knowledge proof.
The existence of one-way permutations implies the existence of a commitment
scheme for strings, as discussed in Section 2.2. Let C (m, r) denote such a commitment to m using randomness r. We now present the zero-knowledge protocol for
3COL.
Protocol 26.
Common Input: A graph G = (V, E).
Prover Input: A 3-coloring f : V → {0, 1, 2} of the vertices.
1. P chooses a random permutation π : {0, 1, 2} → {0, 1, 2} and then commits
to a random recoloring of the vertices, i.e. for each v ∈ V the prover defines
fv0 = π(f (v)), chooses randomness rv and sends αv = C (fv0 , rv ) to the verifier.
2. V chooses an edge (u, v) ∈ E at random.
3. P opens the commitments αu and αv by sending (fu0 , ru ), (fv0 , rv ) to the verifier.
4. V accepts the proof if and only if the commitments were opened correctly
fu0 ∈ {0, 1, 2}, fv0 ∈ {0, 1, 2} and fu0 6= fv0 .
It is clear that if the prover commits to a correct 3-coloring of the vertices, then
the verifier always accepts. If the graph is not 3-colorable, then there must exist
some edge such that fu0 = fv0 or that fu0 or fv0 does not encode a color in {0, 1, 2}.
With probability |E|−1 , the verifier would request commitments for that edge to be
opened. The probability that the protocol incorrectly accepts a graph not in 3COL
1
). By repeating the protocol we can bring down the soundness
is at most (1 − |E|
error as far as we like. In fact, |E| iterations is sufficient to get a soundness error
of less than 1/2.
What remains is showing that the prover is zero-knowledge i.e. that the view of
a (potentially malicious) verifier V ∗ can be simulated efficiently. We will not give
the full proof here, but we will present the simulator and the intuition for why it
works. For details, we refer to [21] or [20].
For each vertex v ∈ V the simulator selects fv0 ∈ {0, 1, 2} at random and creates
the commitment cv = C (fv0 , rv ). The commitments are given to V ∗ , and V ∗ outputs
an edge (u, v) ∈ E. The simulator opens the commitments cu , cv as in the real
protocol if fu0 6= fv0 . Otherwise, the simulator aborts the current transcript and
starts from scratch.
Since the commitment scheme is hiding, the verifier’s choice of edge (u, v) cannot depend on the committed vales (with more than negligible probability). The
probability that a random edge (u, v) has fu0 = fv0 is 1/3 so the simulator aborts
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1
with probability less than 13 + p(|V
|) for any polynomial p(|V |). By repeatedly running the simulator t times the desired transcript is found with probability greater
than 1 − 2−t .
If the simulator does not abort, then the output is computationally indistinguishable from the real protocol. Suppose that there were a distinguisher which
distinguishes the real protocol from the simulated transcript, then it could also be
distinguished conditioned on the verifier’s choice of edge. One could then create
a machine which takes a list of commitments as input and produces a transcript
identical to the simulator if the commitments are random and identical to the real
protocol if the commitments are to certain known values. Since this would distinguish lists of committed values drawn from different distributions this would violate
the hiding property of the commitment scheme. Formalizing this is difficult, and
also requires the hiding property of the commitment scheme to hold with respect
to (non-uniform) circuits.

Note that the definition of zero-knowledge (regardless of whether it is perfect,
statistical or computational) requires that for any given verifier, that verifier’s view
of the protocol can be simulated efficiently. This implies that the verifier does not
learn anything no matter what it does. If we instead only require a simulator to
exist for the honest verifier, i.e. a verifier that follows the protocol, then we obtain
a significantly weaker property called honest-verifier zero-knowledge.
Definition 27 (Honest-verifier zero-knowledge). An interactive proof (P, V) is
honest-verifier zero-knowledge (HVZK) if there exists a PPT simulator Sim such
that for every common input x and witness w, the distributions of
Sim(x) and viewV [P(x, w) ↔ V(x)]
are computationally indistinguishable.
Honest-verifier zero-knowledge is clearly a weaker property than zero-knowledge,
since it only guarantees that the verifier learns nothing as long as the verifier follows
the protocol. However, honest-verifier zero-knowledge is still an interesting property
and can often serve as a building block in zero-knowledge protocols.
Had we settled for honest-verifier zero-knowledge in Theorem 25, we could have
used a significantly simpler simulator. In particular, if we know that the verifier
chooses an edge independently of the commitments, we could let the simulator first
choose a random edge (u, v) and then construct commitments to values such that
fu0 6= fv0 . This avoids most of the difficulties in the proof.
We will now give a definition and theorem which states that HVZK is indeed
sufficient for many protocols, or more precisely, that an important class of HVZK
protocols can be converted to zero-knowledge protocols for the same languages.
Definition 28. A protocol is called public-coin if all the verifier’s messages consist
of consecutive bits from the random tape.
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The following theorem is due to Goldreich, Sahai and Vadhan [22].

Theorem 29. A public-coin honest-verifier zero-knowledge protocol can be converted to a computational zero-knowledge protocol.

2.4

Proofs of knowledge

Sometimes soundness is not the property we are interested in. For example if a
party wants to show that he has constructed a ciphertext correctly, the interesting
property (usually) isn’t the mere existence of some message and randomness that
would produce that particular ciphertext. The important property is that the
prover knows the plaintext. To formalize this, we need to specify what it means
for a machine to know something. As with zero-knowledge, cryptographers take
a functional approach; a machine knows something if it could have given it as an
output, or more precisely if there exists another machine, an extractor, which uses
the prover as a subroutine to output the desired value. This gives us the following
definition due to Goldwasser, Micali and Rackoff [23].
Definition 30 (Proof of knowledge). A protocol is a proof of knowledge of a witness w satisfying some relation R(x, w) if, for any instance x and any prover P ∗
convincing the verifier with probability p, there is an extractor E which outputs a
w satisfying R(x, w) with probability at least p − κ after interacting with P. The
constant κ is called the knowledge error. We use PoK [w |R(x, w) ] to denote such a
proof of knowledge.
Theorem 25 which proved that every language in N P has a zero-knowledge
proof can be slightly extended to obtain a proof of knowledge of a witness for any
language in N P. This gives a construction of zero-knowledge proofs of knowledge
for a very large class of problems, but the proofs are not very efficient. Providing
more practical zero-knowledge proofs for particular problems is one of the key
contributions of this thesis.

2.5

The birthday paradox

Unlike the previous sections, the birthday paradox isn’t a cryptographic primitive
but rather an estimate for certain probabilities. We include a brief discussion of it
here since we use it in paper [29].
The name derives from a famous puzzle with a somewhat counterintuitive answer: Given a group of k people, what is the probability that (at least) two of them
have the same birthday? Alternatively, how many people do we need if we want to
have two people with the same birthday with probability 1/2?
Clearly 367 people are needed to be certain that two people share a common
birthday. One might naively expect that about half as many people are required
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to find a pair with probability 1/2. This is not correct. The somewhat surprising
fact is that 23 people is enough to achieve probability 1/2.
We state this more generally in the following theorem.
Theorem 31. Suppose that we put k elements into n buckets uniformly at random.
Then the probability that two elements are placed in the same bucket is at least
1 − e−k(k−1)/(2n)
Proof. Let’s call it a collision if two elements are ever placed in the same bucket.
The probability that no collision occur is
Pr [No collision] =

k−1
Y
i=1

i
1−
n



When i/n < 1 we know that 1 − i/n ≤ e−i/n , so
Pr [No collision] ≤

k−1
Y

e−i/n = e−

Pk−1
i=1

i/n

= e−k(k−1)/2n

i=1

Therefore
Pr [Collision] = 1 − Pr [No collision] ≥ 1 − e−k(k−1)/2n

Chapter 3

Σ-protocols and groups of
unknown order
Section 2.3 defined the concepts of zero-knowledge and proofs of knowledge. In this
chapter we first look at some well-known examples and note that they all have the
same structure and similar properties. In particular, they can all be interpreted as
proofs of knowledge of preimages for certain homomorphisms between prime order
groups. This leads us to investigate why the group needs to have prime order and
whether protocols of the same type can be created for arbitrary groups.

3.1

Schnorr’s proof of knowledge of a discrete logarithm

A classic example of a zero-knowledge proof of knowledge is Schnorr’s proof of
knowledge of a discrete logarithm [52]. Given an abelian group G of prime order
q and elements g, h ∈ G, the prover P wants to prove knowledge of w such that
h = g w . The protocol is as follows.
Protocol 32 (Proof of knowledge of a discrete logarithm).
Common Input: Generator g of prime order q and a group element h ∈ hgi.
Prover Input: The exponent w such that h = g w .
1. P chooses r ∈ Zq at random and sends α = g r to V.
2. V issues a challenge c ∈ Zq to P.
3. P computes the response d = r + cw mod q and sends it to V.
4. V accepts the proof if and only if g d = αhc .
This protocol can be interpreted as an identification scheme, where a user convinces a server that he possesses the secret “password” w corresponding to the
public identity h. Unlike naive password based identification schemes, Schnorr’s
27
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protocol does not require the server to keep a database of the users’ passwords,
and the identification protocol is not susceptible to replay attacks. The following
theorems demonstrate the security and soundness of the protocol.
Theorem 33. Protocol 32 is honest-verifier zero-knowledge.
Proof. We need to construct a simulator which, given the group elements g and
h, outputs a transcript that is identically distributed to the ones produced by an
interaction between the prover and an honest verifier.
In a real execution of the protocol, the verifier obtains a triple (α, c, d) such that
g d = αhc , Observe that the challenge c ∈ Zq is chosen uniformly and independently
of α by an honest verifier. Moreover, the random choice of r means that d is
uniformly distributed in Zq and independent of c. Thus we let the simulator first
choose c and d in Zq uniformly at random and then define α = g d /hc .
In fact, this simulator is even stronger than what we need for zero-knowledge;
not only can we simulate the verifier’s view for a randomly chosen challenge, but
we can simulate it for any given c.
Theorem 34. Protocol 32 is a proof of knowledge of w.
Proof. We must exhibit an extractor which, given black-box access to the prover,
outputs a witness w such that h = g w .
First note that it is possible to extract a witness from two distinct accepting
transcripts with the same randomness r (and hence the same α) but different challenges. I.e. suppose we have found two transcripts (α, c1 , d1 ) and (α, c2 , d2 ) such
that
g d1 = αhc1
g d2 = αhc2
From this we deduce that
g d1 −d2 = hc1 −c2
so
g (d1 −d2 )(c1 −c2 )

−1

mod q

−1

= h(c1 −c2 )(c1 −c2 )

mod q

=h .

Therefore we obtain a witness
w = (d1 − d2 )(c1 − c2 )−1 mod q .
We now have to show that we can sample two such transcripts efficiently.
Suppose that the prover P ∗ convinces the verifier V with probability δ. The
extractor E samples 2/δ interactions. If some transcript (α, c, d) is accepting, then
the extractor fixes the prover’s random tape and samples another 4/δ interactions.
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Because the same random tape is used, all new transcripts begin with the same
α. If another accepting transcript (α, c0 , d0 ) with c 6= c0 is found, the extractor
computes w as above and otherwise it outputs ⊥. Clearly, the running time of E
is at most 6Tprot (n)/δ. We must now consider the probability that it succeeds in
extracting a witness.
The expected number of executions of the protocol until the first accepting
transcript (α, c, d) is
∞
X
1
.
(i + 1)(1 − δ)i δ =
δ
i=0
By Markov’s inequality, the probability that no accepting transcript is found in 2/δ
interactions is at most 1/2. Now define a set S of good first messages by
S = {α : Pr [V accepts interaction with first message α] ≥

δ
}
2

Intuitively speaking, S consists of those first messages for which the prover is likely
to convince the verifier. Because the total probability of finding an accepting transcript is δ for a random α,
δ = Pr [Accept |α ∈ S ] Pr [α ∈ S] + Pr [Accept |α 6∈ S ] Pr [α 6∈ S]
δ
≤ Pr [Accept |α ∈ S ] Pr [α ∈ S] + · 1
2
δ
= Pr [α ∈ S |Accept ] Pr [Accept] +
2
δ
= Pr [α ∈ S |Accept ] δ + ,
2
so the probabilty that a randomly sampled accepting transcript starts with α ∈ S
is at least 1/2. If α ∈ S, then the expected number of interactions to find a
second accepting transcript is at most 2/δ so, again using Markov’s inequality, the
extractor finds a second transcript with probability 1/2. For any given α ∈ S there
are at least qδ/2 challenges that give accepting transcripts. Thus the probability
that c0 = c is at most 2/(qδ). To summarize, E finds 2 accepting transcript with
different challenges with probability


1 1
2
δ − 4q −1
−
=
2 2 qδ
4δ
By running E repeatedly, a witness is extracted in expected time


6Tprot (n)
δ − 4q −1
24Tprot (n)
/
=
δ
4δ
δ−κ
where the knowledge error κ = 4q −1 is negligible as long as the group order q is
exponential in the security parameter.
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The fact that a witness can be computed from any two transcripts with the
same first message but different challenges is an interesting property that will be
important to us later on in this chapter.

Some more examples of proofs of knowledge
There are many other protocols with similar structure and properties and we now
look at a few of them. These protocols are also used in Chapter 4.
Recall that the Pedersen commitment to x using randomness r is defined as
C (x, r) = g x hr
where g and h are generators of prime order q. When commitments are used in
a larger protocol, we might want to prove that the commitment is constructed
correctly. In other words, given a ∈ G, we prove knowledge of x, r ∈ Zq such that
a = g x hr . This is done by the following protocol.
Protocol 35 (Proof of knowledge of commited value).
Common Input: Generators g, h of prime order q and a commitment a = g x hr
Prover Input: The exponents x and r.
1. P chooses random s, t and sends α = g s ht to V.
2. V chooses a challenge c at random and sends it to P.
3. P responds with d = cx + s mod q, e = cr + t mod q.
4. V checks that g d he = αac .
The interaction with an honest verifier can be simulated just as in Schnorr’s
protocol; choose c, d and e at random and define α to satisfy g d he = αac .
The key part of the extractor also works the same as for Schnorr’s protocol. Given two accepting transcripts with the same α but c1 6= c2 , compute
g d1 −d2 he1 −e2 = ac1 −c2 . Then we can observe that x = (d1 − d2 )/(c1 − c2 ) mod q
and r = (e1 − e2 )/(c1 − c2 ) mod q is an opening of the commitment.
A slightly more complicated example arises in the context of performing computations on committed values. As we have seen in section 2.2, it is trivial to construct a new commitment to x + y given two Pedersen commitments a1 = C (x, r1 ),
a2 = C (y, r2 ). One might similarly want to create a new commitment of the product xy. Unlike addition, this can not be done using only the commitments a1
and a2 ; access to x and/or y is needed. But if an untrusted party generates a
new commitment a3 , how can he convince anyone else that this is done correctly?
More precisely, given Pedersen commitments a1 = C (x, r1 ), a2 = C (y, r2 ) and
a3 = C (z, r3 ), we want to prove that z = xy mod q. This is the purpose of the
next protocol, which essentially consists of 3 instances of Protocol 35 executed in
parallel that prove knowledge of openings of the three commitments a1 = C (x, r1 ),
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a2 = C (y, r2 ) and a3 = C (z, r3 ). To prove that z = xy, the prover also proves
knowledge of some r4 such that a3 = ax2 C (0, r4 ). If the prover is honest, this last
equation is satisfied by r4 = r3 − r2 x.
Protocol 36 (Proof of product of committed values).
Common Input: Generators g, h of prime order q and commitments a1 = C (x, r1 ),
a2 = C (y, r2 ) and a3 = C (z, r3 ) = ax2 C (0, r4 )
Prover Input: The values x and y and randomness r1 , r2 , r3 , r4 .
1. P chooses s1 , s2 , s3 , t1 , t2 , t3 , t4 ∈ Zq at random and sends α1 = C (s1 , t1 ) , α2 =
C (s2 , t2 ) , α3 = C (s3 , t3 ) , β = C (s1 y, s1 r2 + t4 ) to V.
2. V issues a challenge c ∈ Zq to P.
3. P computes the responses
d1 = cx + s1
d2 = cy + s2
d3 = cz + s3
e1 = cr1 + t1
e2 = cr2 + t2
e3 = cr3 + t3
e4 = cr4 + t4

and sends d1 , . . . , d3 , e1 , . . . , e4 to the verifier.
4. V accepts the proof if and only if
ac1 α1 = C (d1 , e1 )
ac2 α2 = C (d2 , e2 )
ac3 α3 = C (d3 , e3 )
ac3 β = ad21 C (0, e4 )

By replacing all ai , αi , β, di , ei with their definitions in the acceptance test, it
is clear the honest prover always convinces the verifier. It can be simulated by
choosing the challenge c and all responses d1 , . . . , d3 , e1 , . . . , e4 at random and then
defining α1 , α2 , α3 , β to satify the equations in step 4.
This protocol also has extraction from two accepting transcripts with the same
first message but different challenges. Suppose that two such transcripts are found.
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Using the same argument as in the extractor for Protocol 32, we can extract
x = (d1 − d01 )/(c − c0 ) mod q
y = (d2 − d02 )/(c − c0 ) mod q
z = (d3 − d03 )/(c − c0 ) mod q

0

Since the transcripts are accepting, they also satisfy ac3 β = ad21 C (0, e4 ) and ac3 β =
d0
a21 C (0, e04 ), so
0

d −d01

a3c−c = a21

C (0, e4 − e04 ) .

From this it is clear that
(d1 −d01 )/(c−c0 )

a3 = a2

C (0, (e4 − e04 )/(c − c0 )) = ax2 C (0, r4 ) ,

where r4 = (e4 − e04 )/(c − c0 ) mod q. We have now extracted two openings of a3 ,
namely
a3 = C (z, r3 )
a3 = ax2 C (0, r4 ) = C (xy, xr2 + r4 ) .
Because of the binding property of the commitment scheme, z = xy mod q and
r3 = xr2 + r4 , so the extractor indeed outputs the required elements.

3.2

Σ-protocols

Schnorr’s protocol and the other examples above are not only interesting in their
own right, but are also used as building blocks in more complex protocols. Since
they share a lot of structure and properties, it would be nice to treat all of them in
a single framework. With this in mind, Cramer, Damgård and Schoenmakers [14]
made the following definition.
Definition 37. A Σ-protocol for an instance v of a relation R is a three-message
proof of knowledge of a witness w such that (v, w) ∈ R, if the second message is a
random challenge c and if the protocol satisfies the following three conditions.
Perfect completeness An honest prover always convinces the verifier.
Special soundness A witness can be computed in polynomial time from any two
transcripts with the same first message but different challenges.
Special honest-verifier zero-knowledge There is a simulator which for any
given challenge c can produce a transcript that is indistinguishable from a
real transcript using the same c.
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One might observe that the extractor in theorem 34, which samples two accepting transcript (α, c, d), (α, c0 , d0 ) with c 6= c0 , works for any protocol with this
3-message structure. Thus to prove that a new protocol with the Σ structure is a
proof of knowledge, it is sufficient to check the special soundness property rather
than repeating the full extractor.
Σ-protocols have a number of interesting composition properties. Suppose that
there are two Σ-protocols for relations (v1 , w1 ) ∈ R1 and (v2 , w2 ) ∈ R2 . Then a
Σ-protocol for the relation
R1 ∧ R2 = {(v1 , v2 ; w1 , w2 ) : (v1 , w1 ) ∈ R1 ∧ (v2 , w2 ) ∈ R2 } .
can be created by running both protocols in parallel with the same challenge. In
other words, the prover generates the initial messages α1 , α2 just as in the protocols
for R1 and R2 . The prover then receives a single challenge1 c from the verifier and
responds with (d1 , d2 ) where d1 is computed from (α1 , c) as in the protocol for R1 ,
and d2 is computed from (α2 , c) as in the protocol for R2 . The verifier checks that
(α1 , c, d1 ) satisfies the acceptance test for R1 and similarly that (α2 , c, d2 ) satisfies
the test for R2 . The verifier accepts the proof if both verifications succeed.
To see that the resulting protocol is a Σ-protocol, we have to check that the completeness, special honest verifier zero-knowledge and special soundness properties
hold. Clearly the protocol is perfectly complete; if the prover always makes both
the verifier for R1 and R2 accept, then the verifier for R1 ∧ R2 always accepts too.
Simulation is also easy. Since the protocols for R1 and R2 are Σ-protocols, there
are simulators which for any c, outputs (α1 , d1 ) and α2 , d2 such that (α1 , c, d1 ) is
distributed as in the protocol for R1 and (α2 , c, d2 ) is distributed as in the protocol
for R2 . Extraction from two accepting transcripts with different challenges follow
since if (α1 , α2 ), c, (d1 , d2 ) and (α1 , α2 ), c0 , (d01 , d02 ) are accepting, then (α1 , c, d1 ) and
(α1 , c0 , d01 ) are accepting for R1 and (α2 , c, d2 ) and (α2 , c0 , d02 ) are accepting for R2 .
Since the protocols for R1 and R2 have extractors from two accepting transcripts
with same first message but different challenges, so does the protocol for R1 ∧ R2 .
Similarly, one can construct a Σ-protocol for the relation
R1 ∨ R2 = {(v1 , v2 ; w1 , w2 ) : (v1 , w1 ) ∈ R1 ∨ (v2 , w2 ) ∈ R2 } .
In this case, the prover sends (α1 , α2 ), receives a challenge c and responds with
(c1 , c2 , d2 , d2 ). The verifier checks that c1 ⊕ c2 = c, that (α1 , c1 , d1 ) satisfies the
acceptance test for R1 and that (α2 , c2 , d2 ) satisfies the acceptance test for R2 .
It is not entirely obvious that an honest prover who only knows a witness for
one of the relations can convince the verifier. Suppose without loss of generality
that the prover knows a witness for R1 . The prover chooses c2 at random at the
beginning of the protocol, runs the simulator for R2 to obtain (α2 , d2 ) such that
1 Technically this requires that both protocols use the same challenge space, but in practice
this will not be a problem as long as there is an injective function from one challenge space to the
other.
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(α2 , c2 , d2 ) convinces the verifier. The prover then chooses α1 as in the protocol
for R1 , receives a challenge c, defines c1 = c ⊕ c2 and responds with d1 such that
the (α1 , c1 , d1 ) satisfies the test for R1 . This shows that the protocol is perfectly
complete.
The simulator works just as in the previous protocol; given c, choose c1 , c2 at
random subject to c1 ⊕ c2 = c, then use the simulators to simulate the protocols
for R1 and R2 with challenge c1 and c2 respectively.
The extractor is also simple. If two transcripts with the same first message
(α1 , α2 ) have different challenges c 6= c0 , it follows that c1 6= c01 or c2 6= c02 so at
least one of the two extractors will find a witness for one of the relations.

3.3

Why does Schnorr’s proof require prime order groups?

Schnorr’s protocol is specified for groups of prime order q. The prover uses the
prime order to choose the randomness r such that g r is distributed uniformly in
the group, and to reduce cw + r modulo q to hide e.g. the size of w. Interestingly, it
is possible to avoid both these problems by choosing the randomness from a large
interval and computing the result cw + r in Z instead of Zq . If the interval is large
enough, g r will be statistically close to uniform and the size of r will hide w in the
response cw + r.
Similarly, the protocol can be executed in any finite abelian group and for
any group homomorphism with only minor adaptations. This does not require
knowledge of the group order, and the protocol is honest-verifier statistical zeroknowledge.
Protocol 38 (Basic Protocol).
Common Input. An element y ∈ H and a homomorphism φ : G → H between
abelian groups.
Prover Input. An element w ∈ G such that y = φ(w).
1. P chooses r ∈ G randomly and hands α = φ(r) to V.
2. V chooses c ∈ [0, 2nc − 1] randomly and hands c to P.
3. P computes d = cw + r in G and hands d to V.
4. V verifies that y c α = φ(d).
Although the protocol can be executed and is zero-knowledge, it is not a proof
of knowledge. The problem is in the extractor. The extractor for Schnorr’s protocol
depends on the group order being a known prime q in order to invert c1 −c2 modulo
q. But is this a deficiency of this particular extractor or a fundamental problem
with the protocol?
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Some simple and well known attacks show that there are indeed problems with
the protocol. There are two ways in which the extractor can fail to invert c1 − c2 ;
either if the group order is unknown or if it is composite2 .
We first consider an attack in which the group order q is unknown. Suppose that
y = g w , and that a malicious prover knows 2w + q but wants to prove knowledge
of w. Let the malicious prover choose r from some large interval and send α = g r
as usual. The verifier chooses a challenge c and the prover aborts unless c is even.
When c is even, the prover responds with
d0 =

c
c
(2w + q) + r = cw + r + q .
2
2
0

The verifier accepts the proof since g d = g cw+r (g q )c/2 = g cw+r = y c α. Moreover,
if r is chosen from a sufficiently large interval, the verifier can not detect the attack
as d0 will be statistically close to the correctly computed d = cw + r. Note that the
successful prover constitutes an attack on the protocol when the group is generated
in such a way that it is infeasible for the prover to learn the group order. If the
real preimage w could be extracted then it could be used together with the input
2w + q to compute the group order.
A second attack assumes that there exists an element γ ∈ H of small order q 0
and that y = γφ(w0 ). A dishonest prover who knows γ and w0 can convince the
verifier that he knows some w such that y = φ(w), even when γ does not lie in the
image of φ. The prover chooses randomness r and sends α = φ(r). After receiving
the challenge c, the prover replies with d = cw0 + r if c is divisible by q 0 and aborts
otherwise. The verifier accepts the proof if q 0 divides c, since
y c α = γ c φ(w0 )c φ(r) = γ c φ(cw0 + r) = φ(cw0 + r) = φ(d) .
It might seem as if both attacks can be avoided by choosing the challenge such
that it never is divisible by any small numbers. This is however not sufficient. In
the first attack, if the malicious prover guesses that c will be odd, he can send
α = yg r as the first message. If the guess is correct, the prover replies with
d0 =

c+1
c−1
(2w + q) + r = (c + 1)w + r +
q
2
2

and the verifier accepts the proof since y c α = g cw g w g r = g (c+1)w+r . The second
attack can be generalized in the same manner.
In most applications, the restriction of Schnorr’s protocol to prime order groups
is not a problem. In some cases, however, the group might have been generated by
a potentially malicious party, or one might want to prove properties about group
elements that naturally have composite order, such as Paillier encryptions. In such
2 We will often only talk about groups of unknown order in the rest of this chapter since a
composite group order and existence of elements of small order usually cannot be ruled out when
the group order in unknown.
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cases one can resort to Schnorr proofs with binary challenges. While this always
works, those proofs have to be repeated, say, 100 times to reduce the knowledge
error from 1/2 to 2−100 . A natural question is whether there exists other Σ-like
protocols that do not suffer this factor 100 slow-down in groups of composite and/or
unknown order.

3.4

Previous work and our contributions

Several people have studied the limitations of various Σ-protocols. Burmester and
Desmedt [9] and Burmester [8] observed that there were flaws in several proofs of
knowledge and presented essentially the same attacks as in Section 3.3.
Shoup [54] analyzed the security of a protocol for proving knowledge of w such
m
that y = w2 in an RSA-group and noted that a knowledge error of 1/2 is optimal
for this protocol because a dishonest prover who knows w2 can answer any even
challenge. This is the same attack as in Section 3.3 but expressed for a multiplicative
group.
Bangerter, Camenisch and Maurer [5] proposed a protocol for proving knowledge
of w such that y = φ(w) in a group of unknown order. The protocol assumes that
the participants know a pseudo-preimage (e, u) such that y e = φ(u) where e is a
prime larger than any challenge. A second protocol in the same paper was later
attacked by Kunz-Jaques et al [31].
Maurer [34] gave a unified framework for many proofs of knowledge. In particular, he considered a protocol almost identical to Protocol 38 and proved that
it is a proof of knowledge if an integer ` and an element v are known, such that
gcd(c − c0 , `) = 1 for all pairs of challenges c 6= c0 and φ(v) = y ` . This is similar to
but more general than the first protocol in [5].
Bangerter et al. [4] investigated the limitations of generalizing Schnorr’s protocol
to arbitrary group homomorphisms in groups of unknown order. They, too, presented the basic attack of Section 3.3. They then considered a class of Σ-protocols
where the prover is only allowed to create linear combinations between randomly
chosen group elements and the witness, and to apply the group homomorphism.
The intention is to model what the prover can do in a generic group. They then
proved a lower bound on the soundness and knowledge error of such protocols in
the generic group model. The proofs of these lower bounds are completely different
from the concrete attacks discussed earlier.
In [59], we begin by considering what can be extracted from the natural generalization of Schnorr’s protocol to group homomorphisms and groups of unknown
order (Protocol 38). We show that if a prover convinces the verifier with probability p then we can extract a pseudo-preimage (e, u) such that y e = φ(u) and
e ≈ 1/p. Together with the basic attack of Section 3.3, which says that knowledge
of a pseudo-preimage (e, u) is enough to convince the verifier with probability 1/e,
this gives a precise characterization of what can be extracted. Furthermore, Protocol 38 is a proof of knowledge precisely if a true preimage can be computed from
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a pseudo-preimage.
We then extend the protocol model of Bangerter et al. [4] to allow constant round
protocols where the challenges can depend on previous messages, and prove bounds
on both the knowledge error and soundness errors of such protocols. Our bounds
are based on generalizing the attacks of Section 3.3 to this setting. Compared to
[4], this gives simpler proofs that do not rely on the generic group model and the
concrete attacks can serve as guides if one attempts to construct a protocol for
groups of unknown order.
Finally we consider settings in which these bounds can be circumvented. First
we give a protocol for proving knowledge of a discrete logarithm under the additional
assumption that the prover has convinced the verifier that a commitment contains a
small integer. The extractor is then able to extract (e, u) such that y e = g eu (rather
than y e = g u ). If the group is known to contain no elements of small order, then y =
g u so we have a proper proof of knowledge. Proving that a commitment contains
a small value is problematic and may require a slow cut-and-choose protocol, but
this can be moved to an offline phase.
We also consider a setting in which the prover knows the group order (but the
verifier does not). We give a protocol where the prover proves knowledge both of
(a multiple of) the group order and a pseudo-preimage. This lets the extractor find
a pseudo-preimage (e, u), y e = g u where e divides the group order. Again, this is
sufficient if the group is known not to have any small subgroups.

Chapter 4

Application: Electronic voting
Much of the appeal of information technology comes from the possibility to automate otherwise time consuming manual tasks. This trend holds also in cryptography, where one important goal is to create secure online alternatives to physical
protocols. Examples include digital signatures, electronic money and electronic
voting.
In this chapter we look at some approaches to electronic elections.

4.1

Goals of the election system

Correctness is the most fundamental requirement of any voting process, whether
electronic or on paper. In order for the result to be democratically legitimate, it
is essential that the voters are convinced that the election is carried out fairly and
in accordance with applicable law. In particular, they need to be convinced that
every vote is counted as it was cast and that no votes are added or removed.
Most election systems use secret ballots. The intention is to protect the voters
from coercion and repercussions by ensuring that nobody can tell which vote comes
from which voter.1
Another way of expressing the correctness and privacy requirements is to say
that there should be a one to one correspondence between counted votes and participating voters. The privacy requirements then states that this correspondence
should be kept secret both from election officials, voters and observers.

Other considerations
Although correctness and privacy are the most important goals of an election, and
the only goals we are concerned with in this chapter, there are other considerations
1 In large elections, votes are often counted in each district or at each polling station. In this
case, each voter remains anonymous among the voters in that district or using that polling station,
rather than among the set of all eligible voters. This distinction is not important in practice.
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as well. One might notice that both privacy and correctness concern how the
votes are handled after they have been cast. There are a number of features and
requirements on how the votes are cast as well. We will breifly discuss them and
how they are affected by a change to an electronic election.
Cost of elections Traditional paper elections are fairly expensive. For example,
the cost for arranging Swedish national election in 2014 amounted to more
than 292 million SEK[1].
Electronic election would require an initial investment in new equipment and
training, but once the infrastructure and technology are in place, additional
elections could be carried out at a significantly reduced cost. Extra referendums would enable voters to more closely participate in and influence policy
discussions and decisions.
Accessibility All voters are supposed to have access to the voting material and
the polling station. This can sometimes be difficult to achieve. For example,
the nearest polling station may be located far from some voters in rural areas,
thus creating an implicit incentive not to vote. Another problem could be that
polling stations and equipment are inaccessible to people with disabilities.
Electronic voting over the internet could mitigate both problems.
Cast as intended The vote that is actually placed in the ballot box should match
the intension of the voter. This is not always the case even in paper elections.
Voters may be confused by similar-looking party names or poorly designed
ballots into voting for another option than what they wanted.
This problem becomes significantly worse in electronic elections, especially
if the voters can use their own, untrusted, computers. Not only can the
interface be poorly designed and confusing, but there is the greater possibility
that a compromised computer changes the vote without the user’s notice.
Everything on the screen may appear exactly as if a vote for option A is being
selected, while the computer actually submits a vote for another option. This
is less of a problem if votes are only submitted from trusted computers at the
polling stations, but that would also limit the advantages of electronic voting.
No coercion The previous privacy requirement says that it should not be possible
to trace a vote back to the voter. However, if a malicious party could observe
or influence the voter’s choice during the voting process, it would not matter
whether its impossible to identify that particular vote when the votes are
counted.
To protect voters from being threatened or bribed to vote a particular way,
most paper elections require the voter make his or her choice in private, e.g.
behind a screen. This form of privacy is no longer possible if voters are allowed
to vote from their home computers, which is one of the major disadvantages
to that version of electronic voting. The problem can partly be alleviated
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by allowing participants to change their vote. I.e. a voter who is forced to
submit a particular vote can change that vote when the malicious party is no
longer watching.
It should be noted that many paper elections aren’t immune to coercion attacks even if the voter is forced to make the selection in private. Consider
an election in which the voters rank n different alternatives on the ballot and
an attacker who wants a particular alternative ranked as number one on as
many votes as possible. Each coerced voter is told to rank the desired option
highest and is given a random ordering of the remaining n − 1 options. If n!,
the number of possible rankings, is greater than the number of voters then a
randomly chosen ranking will likely be distinct. In this case, the ballot itself
provides a subliminal channel that allows the attacker to identify the voter
based on his or her choice. This is known as the “Italian attack”.

From paper to electronic elections
Consider a typical secret ballot election where the voter places his or her vote in
a sealed ballot box. The ballot box is watched at all times by multiple election
officials to prevent tampering. The multiple officials guarantee the integrity of the
box as long as at least one of the officials is honest. Once the election closes, the
ballot box is opened and the votes are counted. Each voter remains anonymous
within the group who used that particular ballot box.
It is not trivial to emulate this process electronically. Votes can clearly be
submitted under encryption, but how can we decrypt and count the votes without
breaking the privacy of the voters? There are several ways to do this which we
discuss below.

4.2

Homomorphic tallying

To prevent the votes from being decrypted immediately as they are received, no
single individual can have the private key for the encryption scheme. Instead, the
private key is verifiably secret shared among several election officials, and only by
working together can they decrypt the votes.
Now suppose that we have an election with only two alternatives, which we
for simplicity encode as 0 and 1. Let the voters encrypt their choice mi using an
additively homomorphic encryption scheme to get ci = E(mi , ri ). Because of the
homomorphic property,
!
n
n
n
Y
X
X
ci = E
mi ,
ri
i=1

i=1

i=1

so one can easily tally the votes under encryption. After this, the election officials
jointly decrypt the result.
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Of course, this presents a new challenge; how do we prevent the voters from
unduly influencing the election, for example by encrypting and submitting a very
large number? The solution is to let all voters prove in zero-knowledge that the
votes are encryptions of 0 or 1, and moreover that the voter knows the randomness
used to encrypt it.
Homomorphic tallying is a relatively simple method, but it is only practical
in elections with a small number of choices. In particular, it does not support
nominating candidates by writing the candidate’s name on the ballot (write-in
ballots), ranking a list of alternatives or several other features that are used in
existing voting systems. Because of this, adopting homomorphic tallying would
often require changing the election system completely.

4.3

Mix-nets

A mix-net is an idea that more closely mimics the mixing of votes that occurs
within the physical ballot boxes. Rather than computing the election outcome
under encryption, a mix-net takes a list of encrypted messages as input and outputs
a list of the decrypted messages in random order. To prevent any single individual
from learning the permutation, the process is distributed across a number of mixservers. The votes that are revealed at the end of the mix-net can not be traced
back to the voters as long as a sufficient number of mix-servers are honest.
Chaum [11] proposed the first mix-net as a method to anonymize email communications, but it works for any type of messages including encrypted votes. A
mix-net consists of a chain of mix-servers. In Chaum’s mix-net, each server chooses
an encryption key, the senders encrypt their messages using every encryption key
and submit the ciphertext to the first server in the chain. Each server strips away
the outermost layer of encryption, permutes the messages and passes the resulting
list on to the next server. A more precise description of the mix-net follows.
Protocol 39 (Chaum’s mix-net).
Server inputs: Each of the k mix-servers has a public key pk j and a private key
sk j .
Sender inputs: Each of the n senders has a message mi and the public keys
pk 1 , . . . , pk k for the mix-servers.
1. Each sender i encrypts his message mi using the encryption keys for all servers
and submits

ci = Epk 1 Epk 2 . . . Epk k (mi ) . . .
to the first mix-server.
2. The first mix-server receives a list of ciphertexts L0 = (c1 , . . . , cn ) from the
senders, chooses a permutation π1 and constructs a new list L1 as
L1,i = Dsk 1 (L0,π1 (i) ) .
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The list L1 is sent to the second mix-server.
3. The other mix-servers proceed in the same manner. They receive a list Lj−1 ,
choose a permutation πj and publish the list Lj , where
Lj,i = Dsk j (Lj−1,πj (i) ) .

Mix1

Mix2

Mix3

Figure 4.1: Each mix-server permutes the votes, but does not reveal the permutation (dashed edges).
The mix-net proposed by Chaum has some problems that make it unsuitable
for elections.
Since an election can involve millions of voters, it is important to keep the
scheme efficient. In Chaum’s mix-net, the size of the votes grows linearly with
the number of mix-servers and thus the total communication grows quadratically
with the number of mix-servers. While this does not threaten the integrity of the
scheme, it is undesirable.
A more serious problem is that a mix-server can easily replace a ciphertext with
a new ciphertext containing a vote of his or her own choice. This is detectable by
the voter who constructed the original ciphertext, but not by any server or third
party. That anyone can verify the correctness of the election is called universal
verifiability.
Finally, the set of partial encryptions provide a receipt of how one has voted.
While this lets voters verify that their votes have been counted correctly, it also
allows voters to prove how they have voted to third parties, thereby facilitating
vote selling and coersion. Ideally, one would like the scheme to be receipt-free to
avoid this.

Proofs of shuffles
Park et al. [39] proposed that a homomorphic encryption scheme be used, and that
mix-servers re-encrypt rather than partially decrypt the votes during processing.
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This keeps the ciphertext size independent of the number of mix-servers.
Sako and Kilian [51] created a universally verifiable, receipt-free mix-net based
on that of Park et al. The key part of their contribution is that each server proves
in zero-knowledge that its output is a permutation and re-encryption of the input
list. Such a proof is called a proof of a shuffle. The specific shuffle used by Sako
and Kilian was a cut-and-choose protocol which had to be repeated to bring down
soundness and knowledge error.
Work by Furukawa and Sako [18] and Neff [36] gave more efficient proofs of
shuffles.
The shuffle of Furukawa and Sako is closer to the approach we use in our paper [58] so we will describe it in more depth. Furukawa and Sako use ElGamalencrypted messages (c, d) = (g r , hr m) where r is random and g and h are generators
n
of prime order q. Each mix-server receives a list with ciphertexts ((ci , di ))i=1 and
produces the permuted and re-encrypted output as
c0i = g ri cπ−1 (i)
d0i = hri dπ−1 (i)
where the ri are chosen randomly. Using the permutation matrix
(
1 if π(i) = j
Aij =
0 otherwise
the re-encryption equations can be written as


Y A
Y A
(c0i , d0i ) = g ri
cj ji , hri
dj ji  .
j

(4.1)

j

The server’s proof now splits into two parts; proving that Equation 4.1 holds
and that A is a permutation matrix. The first part is a proof of relations between
exponents in a prime order group, and it can be performed using the same type
of proof as in Chapter 3. To show that A is a permutation matrix, they use the
following characterization.
Theorem 40. A matrix A is a permutation matrix if and only if the following
equations hold
(
n
X
1 if i = j
Ahi Ahj =
0 if i 6= j
h=1
(
n
X
1 if i = j = k
Ahi Ahj Ahk =
0 otherwise
h=1
The protocol of Furukawa and Sako [18] amounts to an efficient way of verifying
that the conditions of Theorem 40 are satisfied without requiring a commitment
to each element in the matrix, as that would give a complexity of at least O(n2 )
where n is the number of voters.
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Contributions
In paper [58], we give a new proof of a shuffle that is conceptually simple and
reasonably efficient. The proof uses the permutation matrix as in [18], but we
explicitly commit to the matrix using a well-known generalization of Pedersen’s
commitment scheme as follows.
Definition 41 (Matrix and vector commitments). Given a group G of prime order
q, generators g, g1 , . . . , gn and randomness s ∈ Zq , we commit to a n × 1 matrix M
as
n
Y
a = C (M, s) = g s
giMi .
i=1

A commitment to an n × n-matrix M is constructed column by column, i.e.,
!
n
n
Y
Y
Mi,1
Mi,n
s1
sn
C (M, s̄) = g
gi , . . . , g
gi
i=1

i=1

where (s1 , . . . , sn ) are chosen randomly.
The reason for constructing the commitment in this particular way is that it
allows us to efficiently multiply the matrix by a known vector under commitment.
The following theorem makes this statement precise.
Theorem 42. Given a commitment to the n × n matrix M using randomness
s̄ = (s1 , . . . , sn ) and an integer vector v̄ = (v1 , . . . , vn ),
v̄

C (M, s̄) = C (M v̄, hs̄, v̄i)
if we interpret the vector exponential ūv̄ as

v

Qn

j=1

uj j .

Proof. The proof is a straightforward calculation
v̄

C (M, s̄) =

N
Y

g s j vj

Aij vj

gi

i=1

j=1

= g hs̄,v̄i

N
Y

N
Y

PN
Mij vj
gi j=1

i=1

= C (M v̄, hs̄, v̄i) .

To show that a committed matrix is a permutation matrix, we use the following
characterization.

46

CHAPTER 4. APPLICATION: ELECTRONIC VOTING

Theorem 43. An n × n-matrix M is a permutation matrix if and only if
YN
i=1

hMi , x̄i =

YN
i=1

xi

and
M1 = 1
where Mi is the ith row of M and x̄ = (x1 , . . . , xn ) is a vector of n independent
variables.
We then use probabilistic polynomial identity testing under commitments to
verify this condition.

Restricting the permutation
In a normal mix-net, each server chooses a permutation at random from the set of
all n! possible permutations. There has, however, been some work which requires
a server to choose a permutation subject to certain restrictions.
Reiter and Wang [48] pointed out that mix-servers often don’t have any incentive
to keep the entire permutation secret and therefore might be coerced to reveal parts
of it. In their attack model, the server values the anonymity of it’s own messages
(or the messages of senders affiliated with the server) but not the anonymity of a
general user. To dissuade the server from revealing any parts of the permutation,
Reiter and Wang propose to link the user’s anonymity to that of the mix-server
through the use of fragile permutation families. They define a fragile permutation
family F as a set of permutations such that if π(x) = π 0 (x) for some π, π 0 ∈ F and
some x, then π = π 0 . As an example, one might consider the set of cyclic shifts of
the input list, F = { π b : π b (x) = x + b mod n}. If the server proves that it uses
a permutation chosen from a fragile permutation family, then that server cannot
reveal any input-output pairs without revealing the entire permutation.
Proving that the function belongs to such a restricted permutation of course
requires a modified proof of a shuffle. In their paper, Reiter and Wang give a
general cut-and-choose protocol for any group of fragile permutations, and a more
efficient protocol for cyclic shifts.
Another protocol for proving that a list has been re-encrypted and cyclically
shifted was given by de Hoogh et al. [15]. The proof is based on the fact that
the Fourier transform of two cyclically shifted lists are related by a multiplicative
factor. Interestingly, their protocol does not require a separate proof of a shuffle
which seems to be unique among protocols that restrict the permutation. They also
cite a number of potential application for restricted shuffles, including secure integer comparison [47], secure function evaluation [26], and submission for electronic
elections [50].
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Contributions
As a natural extension to our proof of a shuffle [58], we obtain a method for restricting the permutation to a subgroup characterized by a polynomial invariant. More
precisely, given a polynomial f (x1 , . . . , xn ) we can prove that the permutation satisfies f (x1 , . . . , xn ) = f (xπ(1) , . . . , xπ(n) ). Further extensions to sets of polynomials
and/or sets of variables are also possible.
Several restrictions including the cyclic shifts can be interpreted as an automorphism of a graph, i.e. a permutation of the nodes in a graph that preserve the
graph structure. For example, cyclic shifts arise as the automorphism group of a
cyclic graph. In the paper, we show how to obtain a polynomial invariant from any
such graph.
The added complexity for restricting the permutation depends on the invariant,
but for certain groups it can be done with essentially no overhead.

4.4

Randomized partial checking and heuristic techniques

Since proofs of shuffles are computationally expensive, a number of heuristic techniques have been proposed for convincing the other parties that a mix-server operates correctly. Unlike cryptographic proofs of shuffles, these heuristic techniques
do not reduce the correctness of the mix-server to a computational assumption. Instead they are frequently accompanied by an informal argument that the attacker
cannot replace “too many” votes without being detected with high probability.
Jakobsson, Juels and Rivest [27] proposed a scheme called randomized partial
checking which we will now sketch. Let n be the number of votes. After mixing,
each server is asked to reveal the outputs corresponding to n/2 randomly chosen
inputs. For each such revealed input-output pair, the server is also required to
prove that the output is correctly decrypted or re-randomized.
Since this idea reveals everything about how half of the inputs for each mixserver are permuted, voter privacy becomes a property of the entire mix-net rather
than a property of each honest mix-server. More precisely, Jakobsson et al. suggest
that mix-servers are treated pairwise and that the second server in each pair only
reveals how a vote was permuted if the previous server did not reveal how the same
vote was permuted. This ensures that each input could be mapped to one of n/2
possible output positions by each pair of servers.
Another approach was given by Golle et al. [24], who proposed that each server
proves that the product of the output plaintexts equals the product of the input
plaintexts. This in itself does not guarantee that each vote is correct, so they also
need to format the plaintexts in such a way that it is infeasible to find two sets with
the same product such that both satify the format requirements. They propose to
do this using cryptographic hashes. In case a cheating server is discovered in their
scheme, the mix-net falls back to a standard proof of a shuffle.
Puiggalí and Guasch [45] proposed a heuristically secure mix-net which combines
the randomized checking of Jakobsson et al. [27] with verifying products rather
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than individual ciphertexts as in Golle et al. [24]. In Puiggalí and Guasch’s mixnet, the verifier partitions the mix-server’s input into blocks, and for each block the
server reveals the corresponding set of outputs. The mix-server also proves that the
product of the plaintexts in each input block equals the product of the plaintexts
of the corresponding output blocks. We will now describe this idea in more detail.
The mix-net assumes that the votes are encrypted using a multiplicatively homomorphic encryption scheme like ElGamal. In the mixing phase, each mix-server
permutes and re-encrypts the n ciphertexts using a randomly chosen permutation
π. Thus, the output ciphertexts {cj,i }ni=1 of the jth mix-server is defined as
cj,i = E(1, rj,πj (i) )cj−1,πj (i) .
In the verification phase, the verifier randomly partitions the votes of the first
mix-server into b blocks of size2 l = n/b, where b is a parameter of the scheme. In
other words, the verifier publishes b mutually disjoint sets I1 , . . . , Ib such that
b
[

Ik = [1, n] .

k=1

The server responds with b output blocks O1 , . . . , Ob defined as

Ok = π −1 (i) | i ∈ Ik
where π is the permutation that the first server used to permute the ciphertexts.
For each block Ok , the server also publishes a proof of knowledge of randomness
Rk such that
Y
Y
c1,i = E(1, Rk )
c0,i .
i∈Ok

i∈Ik

For each of the subsequent mix-servers, the input partition (Ij,1 , . . . , Ij,b ) is
computed from the output blocks of the previous server (Oj,1 , . . . , Oj,b ) in such a
way that votes in the same output block will be placed in different input blocks for
the next mix-server. This can be accomplished by sorting the indices of each output
block and then selecting the first unused element from each output block until the
input block is full. Apart from the input partitioning, the verification proceeds in
the same way for each subsequent server as for the first one, i.e. the server identifies
the output block corresponding to each input block and proves that the product of
the plaintexts in each block is the same.

Contributions
In paper [29] we look at the heuristically secure mix-net by Puiggalí and Guasch [45]
and demonstrate attacks for various parameter choices. The attacks show that the
scheme cannot be proven secure, but they are also efficient enough to be practical.
2 The

size of the blocks could be bn/bc or dn/be, but we will ignore issues with rounding here.
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In paper [29], we observe that a variant of an attack due to Pfitzmann [42, 41]
can be used to break the privacy of a group of s voters with probability 1/b where b
is the number of blocks used. The attack is based on the fact that two ciphertexts c1
and c2 can be replaced by u1 and c1 c2 /u1 where u1 can be chosen arbitrarily. The
replacement is not detected by Puiggalí and Guasch’s verification step if c1 and c2
are placed in the same input block, which happens with probability roughly equal
to 1/b. To break the anonymity of s voters with ciphertexts c10 , . .Q
. , cs0 , the first
s
mix-server can choose random exponents δ1 , . . . , δs and define u1 = i=1 cδi0i . Once
the plaintexts are revealed, the malicious
mix-server can search for s + 1 plaintexts
Qs
m, m1 , . . . , ms that satisfy m = i=1 mδi i . Such a set of plaintexts is likely to be
unique and then identifies that ci is an encryption of mi . This attack only requires
corrupting the first mix-server but takes exponential time which means that it is
only practical for small constants s. The main problem with this attack is that the
probability of success is fairly small, while the cost for being detected as a cheating
server can be very high.
We then show how the attack can be improved so that the success probability
becomes close to 1. Note that the success rate of the previous attack is limited by
the probability that the two replaced votes end up in the same block. To increase
this probability we require B corrupted voters to submit votes that are encryptions
of the same plaintext, and reveal the randomness used in the encryption to the
first mix-server. The first mix-server replaces two of the corrupted votes as in the
previous attack. Since all corrupted ciphertexts are re-encryptions of one another,
if any two corrupted votes end up in the same input block, the server can answer
the verification phase as if those two were the replaced votes. Clearly, corrupting
b + 1 voters is enough to ensure that two votes end up in√the same block, but by
the birthday paradox, we expect a collision already with b corrupted voters.
Ap
second attack of the same type brings the number of corrupted voters down
to O( b/l), where l is the size of each block. This attack works by corrupting the
first two servers and abusing the particular way the input blocks for the second
server is constructed based on the output blocks of the first server.
√
We also obtain an attack in which, assuming l ≥ b, we are able to replace b
votes by corrupting the first mix-server.
The mix-net of Puiggalí and Guasch [45] was implemented by the company Scytl
and was used in the Norwegian trial elections. However, in this implementation the
votes were collected by a “ballot-box” before being sent to the first server, and they
assume that no attacker can corrupt both the ballot-box and some mix-servers.
Thus our attack does not apply in their security model. If we could corrupt both
the ballot-box and the first mix-server, then the attacks on voter privacy would
work but it would be somewhat less efficient due to the small block size used in the
election.

Chapter 5

Application: Digital watermarking
The change from analog to digital representations of music and movies means that
the works can be copied without loss of quality, and widespread access to internet
gives people the means to distribute those copies easily. Despite often violating
copyright law, such illegal distribution, or piracy, is now relatively common and
most popular movie and music titles can be downloaded from the internet without
the copyright holders’ consent.
The true extent of piracy and the damages it causes is unclear and frequently
debated. For example, the Motion Picture Association of America cites a report
which is claiming that the industry looses 58 billion US dollars annually [55]. While
this estimate is disputed, piracy is certainly perceived as a problem and the movie
and music industry have gone to some lengths to thwart it.
Currently used protective measures for DVDs and Blu-rays, like the Content
Scramble System (CSS) and the Advanced Access Content System (AACS) [2, 3]
are based on encryption and the assumption that only licensed players can obtain
the decryption keys. This has turned out to be difficult to ensure in practice. For
example, people have been able to recover some keys by using memory scanners on
DVD and Blu-ray player software [37, 33].
A more fundamental flaw is what is known as the “analog hole”. No matter how
complex the encryption and authentication process is, eventually the equipment has
to display an unencrypted copy on the screen and play it on the speakers. If this
copy is recorded again using a high quality video camera, it loses all copy protection
at a cost of some reduction in quality.

5.1

Watermarking

Digital watermarking is another approach to protect copyright holders. Similar to
a regular paper watermark, a digital watermark is a small modification of some
cover work that is detectable under certain conditions. The use of watermarking
for copyright protection is based on the idea that each sold copy is watermarked
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with a unique watermark that identifies its recipient.1 While this does not actually
prevent people from distributing the work, it is assumed to act as a deterrent
since the source of a leak can be identified and held accountable by extracting the
watermark from any discovered illegal copy.
Watermarking has a number of advantages compared to encryption based methods for copyright protection. First, the watermark is part of the copyrighted content all the way from the storage medium to the actual image and sound. Since
it is never removed, there is no “analog hole” for watermarks. Secondly, the design of the scheme can be simpler. There is no need to issue keys to third party
equipment manufacturers, install trusted hardware in consumer products or create
revocation schemes for compromised keys. Thirdly, and perhaps most importantly,
the encryption based schemes are designed to prevent copying. Unfortunately, this
means that they also obstruct many legitimate actions, such as creating backup
copies or changing the storage medium. Watermarking completely avoids this issue. Since the watermark detection algorithm would only be run on copies that
had been distributed illegally it does not limit legitimate uses.
For this to work, the watermarking scheme needs to satisfy several properties. Embedding the watermark should not significantly distort the cover work.
This is called imperceptibility or fidelity. There are various ways of measuring the
distortion; some based on human evaluation and some automated ones based on
theoretical models of perception. Human evaluation is generally more realistic and
preferred, but it is also expensive and not always practical. One such measure is
the just noticeable difference or JND, defined as the distortion at which 50% of the
test subjects perceive a difference between the original and the watermarked work.
As an example of an algorithmic measure of similarity between two signals c and
cw , one could take the mean square error
n

1X
(c[i] − cw [i])2
D(cw , c) =
n i=1
although significantly more sophisticated models exist.
Once the watermark has been embedded, the watermarked work may undergo
a number of transformations, including noise, common signal processing operations
like resampling and lossy compression, and geometric distortions like cropping,
rescaling and translations. In order to be useful in a copyright context, the watermark needs to survive all such transformations that do not significantly reduce the
quality of the cover work. This property is called robustness.2
1 This use of watermarks is sometimes called source tracking, and is the only use of watermarks we will consider in this text. Other applications include embedding the owners copyright
information as a watermark to help discovering illegal copies or broadcasts, or using watermarks
to instruct recording equipment that a certain piece of content may not be copied. This latter use
of course relies on the hardware to actually check whether such a watermark is present.
2 Note that we do not make any distinction between deliberate attempts to remove the watermark and normal signal processing that may remove it. Some authors [13] seem to consider
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Figure 5.1: Embedding and attack model for watermarks

Finally, it should be hard to extract or estimate the secret embedding parameters
from the watermarked copy. This property, called security, is a necessary condition
in order to prevent unauthorized embedding and detection of the watermark.
While watermarking based approaches have a number of advantages compared
to encryption for copyright protection, they also have some disadvantages. The
main one is that security and robustness is not nearly as well understood as security
for encryption.

A simple watermarking scheme
As an example of a watermarking scheme let’s consider a simple way to embed a
1-bit message m in an image c represented as a list of pixel values. The embedder
generates a list wr of the same length as the image, where each component is drawn
independetly from a gaussian ditribution with mean 0. The noise vector wr is then
either added3 or subtracted from the original image depending on the message m.
The noise wr can be scaled by some factor α to get a good tradeoff between fidelity
and robustness.
Algorithm 44 (Simple watermark embedder).
Input: Cover image c, message m ∈ {0, 1}, watermarking key k, a parameter α
controlling embedding strength.
Output: Watermarked image cw .
1. Use the watermarking key to seed a pseudo-random number generator (PRNG)
.
2. Generate a random noise vector wr from the PRNG.
3. Define the watermarked image as
cw = c + (−1)m αwr
resistance to unauthorized removal of the watermark a security property rather than a robustness
property.
3 In theory, the embedding is often done over the real numbers, but in practice some fixed
point or floating point approximation is used.
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This watermarking scheme has a blind watermark extractor, i.e. an extractor
which does not need to know the original content to detect the presence of a watermark. The extractor is based on the observation that wr is independent from the
cover image c. Thus the expected value of hc, wr i is 0, so computing hcw , wr i gives
roughly α hwr , wr i if m = 0, and −α hwr , wr i if m = 1.
The detector can of course be made more accurate if the original image is available, since then one can subtract the original before calculating the inner product.
Algorithm 45 (Simple, blind watermark extractor).
Input: Watermarked image cw , watermarking key k, a detection threshold τ .
Output: Message m̃ ∈ {0, 1}.
1. Use the watermarking key to seed a PRNG.
2. Generate the random noise wr from the PRNG.
3. Output the estimated watermark
(
1 if hcw , wr i ≥ τ
m̃ =
0 if hcw , wr i ≤ −τ
This simple scheme is acceptable for some applications but not for others. It is
fairly robust with respect to noise, but susceptible to various geometric distortions.
An attacker can, for example, translate the entire image one pixel to the left by
removing the leftmost column and adding a new column of pixels at the right side.
Although the vast majority of the watermark is intact, the detector will fail to
find it because the watermarked copy is no longer synchronized with the reference
pattern.
The scheme also embeds the reference pattern equally in all parts of the image,
without regard for how the watermark affects the image fidelity and how the image
interferes with the watermark detection. An informed embedder can for instance
reduce the embedding strength in relatively uniform areas of the cover image, and
increase it in heavily textured areas.

5.2

Buyer-seller protocols

Naively using watermarking for copyright protection opens up a new potential
problem [43, 46]. A dishonest seller could frame an honest user by embedding
the user’s watermark and releasing the copyrighted content himself. Conversely, a
malicious user could deny responsibility for releasing the content and claim that he
or she is being framed by the seller.
Asymmetric fingerprinting [43, 44] or buyer-seller watermarking [35] were invented as a solution to this problem. The idea is to create a protocol that allows
the seller to embed the watermark without learning the watermark or watermarked
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content itself, typically by embedding the watermark under homomorphic encryption.
The asymmetric fingerprinting scheme of Pfitzmann and Schunter [43] is based
on general multiparty computation and zero-knowledge proofs. The embedding
protocol of Memon and Wong [35] is simpler and more efficient, but also more
restrictive in terms of the watermarking scheme. In their protocol, the buyer generates a random watermark w, encrypts it with a homomorphic encryption scheme
and sends the encrypted watermark Epk B (w), together with a signature, to the
seller. The seller chooses a permutation σ, permutes the encrypted watermark to
get σ(Epk B (w)) and computes Epk B (c) + σ(Epk B (w)) = Epk B (c + σ(w)). This is
sent back to the buyer which decrypts it to get c + σ(w). Since the seller only sees
the encryption, he learns nothing about w and cannot frame the buyer. The buyer
cannot use his knowledge of w to remove it since it has been permuted. When a
pirated copy is discovered, the seller can extract the watermark and reveal w to a
trusted judge as proof that the buyer has distributed copies.
Lei et al. [32] pointed out that if the watermarking protocol does not bind the
watermark to a specific work, then the seller can “transplant” a discovered watermark into some higher-priced content. This is known as the unbinding problem.
There are two variants of the unbinding attack, called reactive and pre-emptive unbinding by Williams et al. [61]. In the reactive attack, when the seller discovers a
pirated work c01 = c1 +σ1 (w1 ) he extracts w1 and then constructs Epk B (c2 +σ2 (w1 )).
The seller can then use c2 + σ2 (w1 ) and Epk B (w1 ) as evidence of the buyer illegally
sharing the content c2 . In the pre-emptive attack, the seller watermarks the first
requested work c01 = c1 + σ1 (w1 ) correctly, but when the same buyer requests a
second work c2 the seller reuses the same watermark, i.e. c02 = c2 + σ2 (w1 ). Later,
if the buyer is found to distribute c2 , then the seller can extract w1 and accuse
the buyer of distributing c1 . Although the attacks may seem similar, Lei et al.
proposed two very different solutions. For the reactive attack, they proposed that
the buyer (or a separate watermark certification authority) should sign a purchase
agreement which includes both an identifier of the content and the encrypted watermark Epk B (w). Note that this does not help against the pre-emptive attack. For
the pre-emptive attack they proposed changing the encryption key of B between
each purchase as this would prevent reusing old watermarks for new content.

5.3

Collusion attacks and collusion resistance

Traditionally, watermarking schemes have assumed a model where a watermark is
embedded by a trusted party, then that watermarked content is attacked by an
adversary before passing it to a trusted watermark detector.
In practice, however, it is conceivable or even likely that an attacker may obtain
many copies of the same work before attempting to produce an unwatermarked
version. This is particularly likely in the context of copyright protection where
popular titles may be distributed to millions of people. This type of attack is called
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a collusion attack.
One simple, yet effective, collusion attack would be to take the majority or
average of the colluding users’ watermarked works, i.e define
c∗ [i] = maj(c1 [i], c2 [i], . . . , ck [i])
or
c∗ [i] =

k
1X
cj [i] .
k j=1

As the number of colluding parties increases, the correlation between the attacker’s
output and the watermarks of the colluding parties tends to decrease rapidly. Avoiding this requires fairly large and carefully constructed watermarks.
Boneh and Shaw [7] considered a model where N users each has a unique codeword. The attacker obtains the codewords {wi }ki=1 from k colluding users and
outputs a new word w∗ which may be chosen arbitrarily in any position where the
colluding users’ keywords differ. In other words, the only constraint on w∗ is that
wj∗ = x

if

w1,j = w2,j = . . . = wk,j = x .

The attacker wins if the detector fails to identify any of the colluding users when
given w∗ . Conversely the detector wins if it does identify at least one of the colluding
users. The code is called k-secure with -error if, for any attacker strategy and any
collusion of at most k users, the detector wins with probability at least 1−. Boneh

and Shaw’s construction requires codewords of length O k 4 log(N/)
log(1/)
.

2
This was subsequently improved by Tardos [56] to O k log(N/) .
Boneh and Shaw also gave an efficient method for distributing content watermarked with their scheme. However, this method is not a buyer-seller scheme as
a dishonest distributor can frame the users. Charpentier et al. [10] has recently
proposed a collusion resistant buyer-seller watermarking scheme which is based on
generating Tardos codes under encryption.

5.4

Contributions

In [57], we study buyer-seller protocols in the context of peer-to-peer distribution
networks. This is interesting because existing buyer-seller protocols rely on a clientserver architecture where all downloads are from the seller, whereas many real
content distribution systems, e.g. Spotify [30], are based on peer-to-peer solutions.
In particular, we introduce the problem of updating the watermarks when transferring watermarked content between buyers. As far as we know, this is the first
time this problem has been studied in the context of buyer-seller watermarking.
Watermarking in peer-to-peer networks has received some recent attention [62],
but that paper only uses regular watermarks which do not protect the buyers from
being framed.
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We create a protocol for updating the watermarks which only requires the seller’s
communication to be proportional to the size of the watermarks rather than the
size of the content. The idea is that when Alice wants to transfer her copy to
Bob, Alice is given Bob’s watermark under encryption and Bob is given Alice’s
watermark under encryption. This allows Alice to insert Bob’s watermark and
Bob to remove Alice’s watermark. To prevent either party from cheating we use
cryptographic proofs of knowledge that the seller helps to verify.
More precisely, we assume that a simple watermarking scheme is used where
Alice’s watermarked copy of the content c is defined as cA = c + wA . Similarly,
Bob should receive cB = c + wB for some watermark wB . We also assume that
the encryption scheme E is additively homomorphic and that multiple encryptions
commute, i.e. Epk B (EpkA (w, r), s) = Epk A (EpkB (w, s), r). A variant of Paillier’s
encryption scheme that satisfies those conditions is given in the paper.
The protocol is executed between two buyers, Alice and Bob with the help of
the initial Seller. A trusted judge arbitrates in case of disputes but is not directly
involved in the protocol.
Protocol 46 (Watermark transfer).
Common input: Public keys pkA , pkB for Alice and Bob respectively.
Alice’s input: Secret key skA , watermarked content cA .
Bob’s input: Secret key skB .
Seller’s input: Content c.
Judge’s input: Alice’s watermark wA and Bob’s watermark wB .
1. Alice is given b = Epk B (wB ) and Bob is given a = EpkA (wA ). The seller is
given both a and b.
2. Bob chooses randomness (r, s), creates aAB = aE(0, r, s) and sends aAB to
Alice.
3. Bob runs a batched zero-knowledge proof of knowledge of the re-encryption
randomness r, s verified jointly by Alice and the seller.
4. Alice chooses randomness r0 and sends eB = E(cA , 0, r0 )a−1
B b to Bob where
aB = DA (aAB ).
5. Alice runs a batched zero-knowledge proof of knowledge of cA , aB , r0 verified
jointly by Bob and the seller.
6. Bob checks that received c̃B = DB (eB ) is equal to the intended work cB as
follows by requesting a random hash of the correct work cB from the seller.
To make it more efficient, we assume that the watermark embedding only alters
0
0
a small part of the cover work. This lets us use smaller watermarks wA
and wB
which together with some additional information can be expanded to the full sized
watermarks wA and wB . Of course, the recipient of a watermarked copy must
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not learn which parts have been modified since he or she could easily remove the
watermark otherwise. See [57] for details.
Our protocol is not practical for real use, primarily because of the computational
overhead and the weakness to collusion. However, it does show that nontrivial solutions exist and opens the possibility that more efficient and/or collusion resistant
protocols may be discovered in the future. In particular it would be interesting
to see if the collusion resistant buyer-seller watermarking scheme in [10] could be
adapted to allow redistribution between buyers.

Chapter 6

Discussion
In this thesis, we mainly study three cryptographic problems.
1. The extension of Schnorr’s proof of knowledge of discrete logarithms to groups
of composite or unknown order.
2. The use of proofs of shuffles to ensure the correctness of mix-nets in electronic
voting systems.
3. The use of digital watermarking protocols intended to deter buyers to illegally
redistribute copyrighted data.
Schnorr’s proof of knowledge is known to be honest-verifier zero-knowledge and
it has an efficient extractor with negligible knowledge error if the group has prime
order. We give a precise characterization of what can be extracted in a general
group without any assumptions on the group order. We also present attacks against
both soundness and knowledge error for a class of Schnorr-like protocols where the
prover only sends linear combinations of the randomness and the secret witness.
This reinforces the importance of checking the group order before running Schnorr’s
protocols or similar proofs of knowledge in any group generated by an untrusted
party.
Mix-nets are used to ensure that a sender remains anonymous within a group
of senders. This is especially relevant in the context of electronic elections where
we don’t want anyone to be able to trace a decrypted vote back to the voter. The
other important property of an election is correctness; we need to be confident that
nobody has manipulated the result once the votes have been submitted. This can be
accomplished with a proof of knowledge, an interactive proof that the mix-servers
are operating according to their specification, i.e. not replacing or tampering with
any votes.
We propose a new, reasonably efficient, proof of a shuffle which has the additional feature that it is possible to prove certain properties about the permutations
used by the mix-servers. We also study a heuristically secure mix-net, which was
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used in some parts of the 2011 election in Norway. That mix-net omitted the proof
of a shuffle in favor of faster verification step without any proof of security. We show
that this mix-net is vulnerable to attacks against both correctness and anonymity
by corrupting only one mix-server and a small number of voters.
Buyer-seller watermarking schemes are used to embed a watermark that uniquely
identifies the buyer of each sold copy of some digital content. The intention of
these schemes is to deter buyers from illegally redistributing their content. Existing buyer-seller schemes do not work well with peer-to-peer assisted distribution
networks since they require all downloads to be made from a central server. We
propose a protocol for transferring digital content between buyers while keeping the
seller’s communication low. It is interesting to note that buyer-seller protocols have
not traditionally used cryptographic security proofs. As a result there are several
known attacks, such as the unbinding problem of Memon and Wong’s buyer-seller
protocol, where the watermarks are not bound to the particular content they are
embedded in. After discovering some illegally copied content, a malicious seller can
implant that watermark into some higher priced piece of content and accuse the
buyer of redistruting that work instead.
In all three problems we see that a lack of security proofs can lead to subtle
flaws that compromise the security of the protocol as a whole. We therefore feel
that security proofs are important and should be provided whenever possible.
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Efficiency Limitations of Σ-protocols for
Group Homomorphisms Revisited
Björn Terelius and Douglas Wikström
KTH Royal Institute of Technology, Stockholm, Sweden
{terelius,dog}@csc.kth.se

Abstract. We study the problem of constructing efficient proofs of knowledge of
preimages of general group homomorphisms. We simplify and extend the recent negative results of Bangerter et al. (TCC 2010) to constant round (from three-message)
generic protocols over concrete (instead of generic) groups, i.e., we prove lower bounds
on both the soundness error and the knowledge error of such protocols. We also give a
precise characterization of what can be extracted from the prover in the direct (common) generalization of the Guillou-Quisquater and Schnorr protocols to the setting of
general group homomorphisms.
Then we consider some settings in which these bounds can be circumvented. For groups
with no subgroups of small order we present: (1) a three-move honest verifier zeroknowledge argument under some set-up assumptions and the standard discrete logarithm assumption, and (2) a Σ-proof of both the order of the group and the preimage.
The former may be viewed as an offline/online protocol, where all slow cut-and-choose
protocols can be moved to an offline phase.

1

Introduction

An honest-verifier zero-knowledge proof of knowledge is a two party protocol where a
prover demonstrates knowledge of a secret and the verifier does not learn anything he
can not compute himself. A protocol is complete if the honest verifier accepts when
interacting with the honest prover. The prover is honest-verifier zero-knowledge if the
view of the honest verifier interacting with the prover can be simulated efficiently.
The probability that a malicious prover convinces the verifier of a false statement is
called the soundness error. The prover is said to know the secret when there exists an
efficient extractor which after interacting with the prover outputs the secret. On the
other hand, a malicious prover who does not know the secret still has some probability,
called the knowledge error, of convincing the verifier. Making the knowledge error as
small as possible at low computational and communication costs is an important goal
in the construction of protocols.
Guillou’s and Quisquater’s [17] protocol for proving knowledge of an RSA root
and Schnorr’s well-known proof of knowledge of a discrete logarithm [19] in a group
of prime order q are particularly nice proofs of knowledge. Recall that in Schnorr’s
proof of knowledge of w such that y = g w , the prover first commits to randomness
r ∈ Zq by sending α = g r to the verifier. The verifier then sends a random challenge
c ∈ Zq and the prover responds with d = cw + r mod q. To extract the secret w, the
extractor only needs to sample interactions until it finds two accepting transcripts
(α, c, d) and (α, c0 , d0 ), where c0 6= c, and compute w = (d − d0 )(c − c0 )−1 mod q.

Similar protocols with exponentially small knowledge errors can be constructed for
statements involving several group elements. The protocols exhibiting this form, with
three messages, extraction from two accepting transcripts sharing the first message,
and a strong form of honest-verifier simulation, are called Σ-proofs [11].
There is a simple and well-known generalization of Schnorr’s protocol that can
be executed over a group of unknown order, or even prove knowledge of a preimage
w ∈ G of an element y ∈ H under a group homomorphism φ : G → H. Unfortunately,
the resulting protocol has soundness and knowledge error 1/2. These errors can be
reduced to 2−n by n repetitions, but this approach is impractical because it increases
both the computation and communication costs considerably. Thus, a natural question
is whether there exist protocols with small knowledge error and a structure similar to
the Guillou-Quisquater and Schnorr proofs, but which works for any groups G and H
and group homomorphism φ.
1.1

Previous Work

Proofs of knowledge over groups of unknown order have been studied before and both
positive and negative results are known. Burmester and Desmedt [8] pointed out
flaws in the proofs of soundness for a number of protocols and how those flaws can
lead to attacks. In particular, Burmester [6] gave a concrete attack on the soundness
of Schnorr’s protocol when the group order has a small factor.
Shoup [20] gave a three-message protocol for proving knowledge of w such that
m
y = w2 in an RSA group and showed that a knowledge error of 1/2 is optimal.
Bangerter, Camenisch and Krenn [1] considered generic Σ-protocols, i.e., threemessage protocols where the prover computes integer linear combinations of the secret
witness and random elements, and possibly applies the homomorphism. They proved a
lower bound on the knowledge error of such protocols in the generic group model. They
also showed that the lower bounds hold for some natural generalizations of Schnorr’s
protocol in concrete groups. Specifically, they generalized Shoup’s result on powers in
RSA groups to arbitrary exponents and proved a lower bound of the knowledge error
of exponentiation homomorphisms φ(w) = g w in groups of unknown order, under mild
assumptions on the extractor.
There is a vast literature on constructing protocols for specific groups and homomorphisms, with and without computational assumptions, and we only mention a
few. Fujisaki and Okamoto [13] created an integer commitment scheme (subsequently
generalized and corrected by Damgård and Fujisaki [12]) along with an argument of
knowledge of the opening of the commitment under the strong RSA assumption. The
argument of knowledge is actually a Σ-protocol of (w, r) ∈ Z2 such that y = g w hr .
Other protocols [3] have been proposed based on the same principles.
Bangerter, Camenisch and Maurer [2] proposed two protocols for proving knowledge of a preimage in a group with unknown order. The first protocol assumed that the
0
players are given an auxiliary pseudo-preimage (e0 , u0 ) such that y e = φ(u0 ) where e0 is
a prime larger than any challenge. Thus, if the ordinary extractor has found a pseudopreimage (e, u) such that y e = φ(u), one knows that gcd(e, e0 ) = 1, which implies that
there exist integers a, b such that ae + be0 = 1. Hence y = φ(u)a φ(u0 )b = φ(au + bu0 ).

This method of finding a proper preimage is sometimes called “Shamir’s trick”. Their
second protocol is based on running two Σ-protocols in parallel, one being a DamgårdFujisaki commitment. This protocol was later criticized by Kunz-Jacques et al. [18],
since a verifier can choose a bad RSA-modulus. The prefix protocol of Wikström [21]
used to establish a safe modulus suffers from the same flaw, though his main protocol
remains secure.
Groups of unknown order have been used in several identification schemes. Brickell
and McCurley [5] constructed an identification scheme that is secure as long as either
discrete logarithms or factoring is hard. In their scheme, the prover knows the (prime)
order of the generator g but the verifier does not. Their protocol share some similarities
with our Protocol 3 for proving knowledge of a multiple of the order and subsequent
proof of knowledge of the discrete logarithm in Protocol 4. Girault et al. [14] suggested
an identification scheme that uses Schnorr’s protocol in a group of unknown order
(cf. our Protocol 1) to prove knowledge of a secret w for the public identity g w .
However, the security model in [14] only requires the extractor to output a witness
if the attacker can forge the proof for a randomly chosen public identity with nonnegligible probability, and they note that this protocol is not a proof of knowledge.
Burmester et al. [9] gave almost-constant round protocols which work for arbitrary group homomorphisms, assuming that a true pre-image can be computed
from a pseudo-preimage. A similar almost-constant round protocol was given by
Burmester [7]. It is claimed [9] that the choice of rounds is optimal because of Goldreich and Krawczyk’s [15] result that only languages in BPP have constant round
Arthur-Merlin zero-knowledge proofs. However, [15] is not sufficient to rule out extensions of Schnorr’s protocol to groups of unknown order, because it does not apply to
honest-verifier zero-knowledge protocols.
Cramer and Damgård [10] recently gave a method for amortizing the cost of cutand-choose protocols over several instances, which reduces both the computational
complexity and the size of the proof. This does not contradict our lower bounds since
we only consider a single instance of the problem of proving knowledge of w such that
y = φ(w).
1.2

Our Results

We begin by giving a precise characterization of the knowledge of the prover in the wellknown generalization of the Guillou-Quisquater and Schnorr-protocols to the setting
of group homomorphisms. We essentially prove that if a prover convinces the honest
verifier with probability p, then we can extract e ≈ 1/p and u such that y e = φ(u) in
time O(T (n)e) for some polynomial T (n).
Then we consider a generalization of Bangerter et al.’s [1] class of generic Σprotocols for proving knowledge of a preimage of a group homomorphism. We extend
their model from three-message protocols to protocols with any constant number of
rounds with challenges that could depend on previous messages and we prove lower
bounds on both the knowledge error and the soundness error of protocols from this
class.

– Under mild assumptions, we show that a malicious prover who knows a pseudopreimage u = 2w + σ of y = φ(w), where φ(σ) = 1, can convince the verifier with
some constant probability, where the constant depends on the protocol. Thus,
an efficient extractor for w can, in general, not be constructed unless w can be
computed from (2, u). This generalizes the result for three-message protocols given
in [1] to constant-round protocols. Furthermore, our analysis is simpler and does
not rely on the generic group model.
– We show that if the group H has an element γ of small order and the verifier
uses a natural type of verification test, then the proof does not even need to be
sound. In particular, we construct a malicious prover who knows γ and w such
that y = γφ(w), yet manages to convince the verifier that y = φ(w0 ) for some w0 .
The technique is similar to that of Kunz-Jacques et al. [18].
These results shed some new light on what is needed from a protocol for proving
knowledge of a preimage.
Finally, we investigate two ways of circumventing the negative results. We present
two honest-verifier zero-knowledge protocols that allow (a precisely characterized)
partial knowledge extractor in general, and a proper knowledge extractor under assumptions on the order of the underlying group.
– Our first protocol, Protocol 2, only works for the exponentiation homomorphism
under the standard discrete logarithm assumption in a different group of known
prime order, and requires set-up assumptions. We show that if a prover convinces
the verifier with probability p, then we can extract e ≈ 1/p and u such that
y e = g eu . In contrast to the basic protocol, Protocol 1, this may, loosely, be
viewed as an argument of knowledge of the preimage up to small subgroups, and
an argument of knowledge of w when the order of the underlying group contains
no small factors. The set-up assumptions require cut-and-choose protocols, but
these can be executed in an offline phase.
– Our second protocol, Protocol 4, works for any group homomorphism, but requires
that the prover knows the order of the underlying group (in fact it proves knowledge
of both a multiple of the order and the preimage). We show that if a prover
convinces the verifier with probability p, then we can extract e ≈ 1/p and u such
that y e = φ(u) and every factor of e divides the order of y. Again, if the order of
the group contains no small factors, this gives a proof of knowledge.
Although neither protocol solves the problem of constructing an efficient proof of
knowledge of a preimage in general, our protocols suffice in certain situations. The
first protocol can, e.g., be used to prove knowledge of an integer w such that y0 = g0w
and y1 = g1w , where g0 and g1 are generators of two groups of distinct large prime
orders.
1.3

Notation

Throughout the paper, we use the standard definitions of zero-knowledge protocols
[16] and proofs of knowledge [4]. Let n and nc to denote the security parameter and

bit-size of challenges. When executing proofs of knowledge of exponents, we denote by
nw the bit-size of the exponent and nr the additional bits in the randomizer. We let
G and H denote abelian groups and let φ : G → H be a group homomorphism. Since
φ will often be an exponentiation homomorphism, we will write G additively and H
multiplicatively.
We sometimes use overlining to indicate that something is a vector or a list, e.g.,
z ∈ G n is a list of n elements in G. We write φ(z) as a short-hand for the list obtained by
applying the homomorphism to each component of z. Similarly, if w ∈ G and α ∈ Zn ,
we use the convention that wα = (wα1 , . . . , wαn ). For a list or vector v, the number
of components is denoted by dim(v). We adopt the definition of a pseudo-preimage of
Bangerter et al. [1].
Definition 1. Let φ : G → H be a group homomorphism and let y be an element of
H. A pseudo-preimage of y is a pair (e, u) ∈ Z × G such that y e = φ(u).
The following observation follows immediately from the definition.
Lemma 1. Let y = φ(w). Any pseudo-preimage (e, u) of y must have the form u =
ew + σ, where φ(σ) = 1, i.e., σ is an element in the kernel of φ.

2

Tight Analysis of the Basic Protocol

Below we recall the natural generalization of Schnorr’s protocol for proving knowledge
of a discrete logarithm to the setting where the prover instead needs to show that it
knows a preimage w ∈ G of y ∈ H under a homomorphism φ : G → H.
Protocol 1 (Basic Protocol).
Common Input. An element y ∈ H and a homomorphism φ : G → H of abelian
groups G and H.
Private Input. An element w ∈ G such that y = φ(w).
1.
2.
3.
4.

P
V
P
V

chooses r ∈ G randomly1 and hands α = φ(r) to V.
chooses c ∈ [0, 2nc − 1] randomly and hands c to P.
computes d = cw + r in G and hands d to V.
verifies that y c α = φ(d)

We obtain Schnorr’s proof of knowledge of a discrete logarithm in a group hgi of
prime order q by setting G = Zq , H = hgi and φ(w) = g w . When the order of g is
unknown, we treat φ(w) = g w as a homomorphism from G = Z to hgi. More precisely,
we assume that w ∈ [0, 2nw − 1] and choose r ∈ [0, 2nw +nc +nr − 1] which is statistically
close to uniform modulo the order of g if nr is large enough. As a slight generalization,
we may let the verifier check that d ∈ [0, 2nw +nc +nr − 1]. This modification does not
affect Theorem 1 and 2 below, except that the protocol is overwhelmingly complete
rather than perfectly complete. We use this variant in Protocol 3.
1

It is sufficient that the distribution of r is statistically close to uniform in G or even that the
distribution of cw + r is statistically close to c0 w0 + r0 for any c, c0 , w, w0 allowed in the protocol.

It is well-known that Protocol 1 is honest-verifier zero-knowledge, so we state that
theorem without proof. It is also well-known that the protocol, in general, is not a
proof of knowledge of w such that y = φ(w). On the other hand, it is clear that the
prover shows that it knows something related to w and as far as we know there is no
precise characterization in the literature of what can, and can not, be extracted from
a convincing prover. Such a characterization is useful in the rest of the paper.
Theorem 1 (Zero-Knowledge). Protocol 1 is complete and honest-verifier statistical (perfect) zero-knowledge if for each w and each c ∈ [0, 2nc − 1], the distributions
of cw + r and r are statistically close (identical).
Informally, the following theorem says that if a prover convinces the verifier with
probability p, then we can extract e ≈ 1/p and u such that y e = φ(u). In other words,
the more successful a prover is, the more it needs to know about the preimage of y.
The extractor depends on a parameter  that controls how close e is to 1/p. The reader
may think of  = 41 .
Theorem 2 (Extraction and Soundness). There exists an extractor E , parameterized by  < 1/2 with −1 ∈ Poly(n), using any PPT prover P ∗ as an oracle such
that if P ∗ convinces V with probability ∆ > κ on common input (y, φ), then E (y, φ)
1
e = φ(u). The extractor
extracts an integer 0 < e ≤ (1−)
2 ∆ and u ∈ G such that y

−2
runs in expected time O  T (n)/(∆ − κ) , where T (n) is a polynomial (independent
of ) and the knowledge error κ is defined as κ = 21−nc /.
Proof. Given accepting transcripts (α, ci , di ) and (α, c0i , d0i ) with c0i 6= ci for i =
0
1, 2, . . ., we have y ci −ci = φ(di − d0i ). The extractor defined below computes a sequence (e1 , u1 ), (e2 , u2 ), . . . by ei = gcd(ei−1 , (ci − c0i )) > 0 and ui = aui−1 + b(di − d0i ),
where a and b are integers such that ei = aei−1 + b(ci − c0i ).
There is a well known extractor that outputs a pair of accepting transcripts
(α, ci , di ) and (α, c0i , d0i ), by running the protocol O(1/∆) times in expectation. How1
ever, to argue that ei quickly shrinks down to at most (1−)
2 ∆ we can not simply
use this extractor repeatedly, since in each step we need that ei−1 - (ci − c0i ) with
reasonable probability. Instead we consider the following slightly modified extractor
E0 .
Extractor. The extractor E0 takes an integer e >

1
(1−)2 ∆

≥ 1 as input.

1. It samples at most 2/∆ interactions. If no accepting transcript (α, c, d) is found it
halts with output ⊥.
2. It samples at most 4/∆ interactions starting with α. If no accepting transcript
(α, c0 , d0 ) with c0 6= c mod e is found, then it halts with output ⊥.
3. It outputs the transcripts (α, c, d) and (α, c0 , d0 ).

Analysis. The extractor E0 clearly runs at most 6/∆ interactions. In Step 1, the
extractor outputs ⊥ with probability at most 1/2 by Markov’s inequality. We denote
by A the event that the verifier accepts and define a set of good first messages by
S = {α : Pr [A |α ] ≥ (1 − )∆} .

We observe that Pr [α ∈ S |A ] ≥  since
∆ = Pr [A] = Pr [A |α ∈ S ] Pr [α ∈ S] + Pr [A |α 6∈ S ] Pr [α 6∈ S] ≤
≤ Pr [A |α ∈ S ] Pr [α ∈ S] + (1 − )∆ =
= Pr [α ∈ S |A ] Pr [A] + (1 − )∆ =
= Pr [α ∈ S |A ] ∆ + (1 − )∆ .

Rearranging the terms gives the desired inequality.
If E0 finds an accepting transcript (α, c, d) in Step 1, then this α is chosen randomly, conditioned on the event A. We conclude that with probability at least , the
α used as starting point in Step 2 is contained in S. If α ∈ S, then an accepting transcript (α, c, d) is found in Step 2 with probability at least 1/2 by Markov’s inequality.
Furthermore, the challenges c and c0 are uniformly and independently distributed,
conditioned on A and α ∈ S. For each 0 ≤ i < e there are at most d2nc /ee challenges
c such that c = i mod e, and for every α ∈ S there are at least 2nc (1 − )∆ challenges
c that give accepting transcripts. Thus,



2nc /e + 1
1
κ
Pr c0 = c mod e α ∈ S ∧ A ≤ nc
≤ 1 −  + nc −1 < 1 −  1 −
,
2 (1 − )∆
2
∆
∆

where κ = 21−nc /. To summarize, E0 outputs two accepting transcripts for which
c0 6= c mod e with probability 2 /4(1 − κ/∆). Moreover, ifE0 is run repeatedly, then a
witness is extracted in expected time O −2 T (n)/(∆ − κ) for some polynomial T (n).
Our extractor E repeatedly invokes E0 with additional input ei−1 to extract two
accepting transcripts (α, ci , di ) and (α, c0i , d0i ) such that c0i 6= ci mod ei−1 . For the first
call, it uses e0 = 2nc +1 and defines e1 = c1 − c01 and u1 = d1 − d01 . For the subsequent
calls, ei is defined as ei = gcd(ei−1 , (ci − c0i )) and u as ui = aui−1 + b(di − d0i ), where a
and b are integers such that ei = aei−1 + b(ci − c0i ). The extractor adds elements to the
1
sequence until ei ≤ (1−)
2 ∆ and then outputs (ei , di ). We conclude the proof by noting

that ei ≤ ei−1 /2, which implies that E runs in expected time O −2 T (n)nc /(∆ − κ)
for some polynomial T (n).
t
u
The following theorem shows that we can not hope to find an extractor which
extracts significantly more. This theorem is very similar to a theorem in [1], but
differs in that their formulation concerns a restricted class of extractors.
Theorem 3. A malicious prover knowing only y, e and ew +σ such that y e = φ(ew +
σ), where φ(σ) = 1, can convince the verifier with probability 1/e − negl(n) if the
distributions of r + ec σ and r are statistically close for each c ∈ [0, 2nc − 1] such that
e | c.
Proof. The prover chooses r and sends φ(r) as usual. After receiving the challenge c,
the prover halts if e - c, and responds with
c
c
d0 = (ew + σ) + r = cw + r + σ
e
e

otherwise. We clearly have φ(d0 ) = φ(d), since d = cw + r. Furthermore, the verifier
notices that the prover is cheating with negligible probability, since d0 is statistically
close in distribution to a correctly formed response.
t
u
If c is not chosen uniformly from an interval as in Protocol 1, e.g., if e never divides
c, we are not able to apply the previous theorem directly. However, it is always possible
to find c∗ such that e | (c − c∗ ) with probability 1/e. The malicious prover can then
∗)
(c−c∗ )
∗
answer with d0 = r + (c−c
e (ew + σ) = r − c w +
e σ + cw whenever e divides
c − c∗ . This is indistinguishable
from
the
real
response
provided
that the distributions
∗)
of r − c∗ w + (c−c
e σ and r are statistically close, which happens for example if r
is chosen from a sufficiently large interval. We generalize this approach in the next
section.

3

Lower Bound On the Knowledge Error

Suppose that we wish to prove knowledge of w such that y = φ(w) in a group of
unknown order. Bangerter et al. [1] defined generic Σ-protocols as the class of protocols where the verifier only sends random challenges and the prover only uses the
homomorphism and linear combinations of group elements to generate his responses.
They proved a lower bound on the knowledge error in the generic group model for
such protocols and gave concrete examples of protocols where the bounds hold in the
plain model.
In this section we generalize their result to any constant round protocol of the
same type (Σ-protocols have three messages) and give the verifier more freedom in
how it chooses its challenges. We also provide a novel analysis that does not rely on
the generic group model.
Definition 2. Consider a protocol for proving knowledge of a preimage, executed by a
prover P and a verifier V with common input G, H, a group homomorphism φ : G → H
and y ∈ H, and private input w such that y = φ(w). We call it a constant-round
generic protocol if in the ith round:
(i)

1. V sends integer vectors α(i) , β chosen according to some distributions, possibly
depending on the messages in the earlier rounds, and

(i)
(i)
2. P responds with t = φ A(i) r + α(i) w and s(i) = B (i) r + β w,

where A(i) and B (i) are public integer matrices and r denotes the random tape, viewed
as a vector of elements in G, given to the prover. The verifier may use any polynomial
time test to decide whether or not to accept the proof.
Remark 1. Readers familiar with the generic Σ-protocols in [1] may notice that their
definition is a special case of Definition 2, obtained by restricting the protocol to two
(0)
rounds. In the first round, α(0) and β are part of the protocol specification. In the
(1)
second round, α(1) and β are defined (using the notation of [1]) as
X
X
(1)
(1)
αj = fj +
gji ci and β j = dj +
eji ci ,

where fj , dj , gji and eji are public constants and c1 , . . . , cp are the challenges chosen
by the verifier.
In the following, we consider all of the rounds simultaneously. To simplify the
exposition, we define α and t as the column vectors formed by all elements of α(i) and
(i)
t respectively, and let A be the matrix formed by the rows of all A(i) . We define B,
β and s analogously. This permits us to write all the equations concisely as
t = φ(Ar + αw) and s = Br + βw .
Note that a malicious prover can generate t as ti = φ ((Ar)i ) φ(w)αi . This shows
that the protocol could equivalently have been designed to just send φ ((Ar)i ) since the
powers of φ(w) can be computed from the public information and added or removed
from whatever the prover sends. It is, however, not as easy to generate s, since the
prover does not know w. Intuitively, we want to avoid this problem by constructing
a prover that “almost” knows 2w and only answers when the challenge has a given
parity.
Theorem 4. Let (P, V) be a constant-round generic protocol as in Definition 2. There
exists a prover P ∗ that takes as input the groups G, H, a homomorphism φ : G → H,
an integer vector v ∗ , a group element y ∈ H, and a pseudo-preimage (2, u) such that
u = 2w + σ where y = φ(w) and φ(σ) = 1.
Define S = {β : ∃v such that β = Bv} as the set of challenges β in the protocol
that have preimages under B. For each β ∈ S, let v β denote a preimage2 of β under B,
i.e., β = Bv β . Let T ⊂ {v β : β ∈ S} be a subset of the preimages v β such that for every
v, v 0 ∈ T for which v = v 0 mod 2, the statistical distance between the distributions of
0
r and r∗ = r + v 0 w − v−v
2 σ is at most .
If the integer vector v ∗ ∈ T is chosen such that Pr[v β = v ∗ mod 2] ≥ 2− dim(v) ,
when the probability is taken over the choice of β conditioned on β ∈ S and v β ∈ T ,
then P ∗ convinces V with probability at least
Pr[β ∈ S] · Pr[v β ∈ T | β ∈ S] · 2− dim(v) −  ,
where dim(v) is the (constant) number of components in v.
About the Assumptions. To ensure that βw is completely hidden in Br + βw, we
expect that every integer vector β has a preimage under B, or in other words that
the lattice spanned by B contains all points with integer coordinates. If this is the
case, then Pr[β ∈ S] = 1 and moreover, the preimages v β can be chosen such that
0

v β = v β 0 mod 2 whenever β = β mod 2. Hence we can choose v ∗ such that Pr[v β =

v ∗ mod 2] ≥ 2− dim(β) rather that Pr[v β = v ∗ mod 2] ≥ 2− dim(v) .
The set T encodes a subset of preimages v β for which the distributions r and r∗
are statistically close. If the components of r are chosen from a sufficiently large subset
2

There may be several integer vectors v such that β = Bv. Let v β be some choice among those
preimages.

of G, then T contains all preimages, so Pr[v β ∈ T | β ∈ S] = 1. This happens for
example if r is chosen uniformly from a finite group, or if G = Z and r is chosen from
a large interval. We remark that this assumption was also made implicitly for G = Z
by Bangerter et al. [1]. Using these two stronger assumptions gives us the following
corollary.
Corollary 1. Let (P, V) be a constant-round generic protocol as in Theorem 4 and
suppose that every integer vector has a preimage under B and that the randomness
r is chosen from a sufficiently large subset of G so that T = {v β : β ∈ S}. Then
the malicious prover P ∗ , who knows v ∗ , y = φ(w), and a pseudo-preimage (2, u),
convinces V with probability at least 2− dim(β) − .
Interpretation of Theorem 4. Recall that Protocol 1 and Theorem 2 showed that we
can extract a pseudo-preimage in any group. This is sufficient if a preimage can be
computed from the pseudo-preimage, which is the case in groups of known prime
order, for example. On the other hand, computing w from 2w + σ in Z∗N where N is a
safe RSA modulus, would imply computing a multiple of the group order φ(N ). This
is believed to be infeasible, even for machines running in expected polynomial time.
Theorem 4 shows that (under some plausible assumptions) we can not extract more
than the pseudo-preimage, since that is all the malicious prover is given. In particular,
it gives a lower bound on the knowledge error assuming that it is infeasible to compute
a preimage from the pseudo-preimage. (To see this, suppose that there is an extractor
which after interacting with any prover outputs a true preimage in expected time
T (n)/(∆ − κ) where ∆ is the prover’s success probability and κ is the knowledge
error. Running this extractor with e.g. the malicious prover of Corollary 1 gives an
algorithm which takes a pseudo-preimage and outputs a preimage in expected time
T (n)/(2− dim(β) −−κ). Since it was assumed hard to compute a preimage, the distance
between κ and 2− dim(β) must be negligible.) We note, however, that it may be possible
to construct an efficient protocol by violating the hypothesis of the theorem. Thus,
like many other negative results in cryptography, the result should be viewed as a
guide for future research, and not as the final answer.
Proof (of Theorem 4). We consider only the case where β ∈ S and v β ∈ T , which
explains the factor
Pr[β ∈ S] Pr[v β ∈ T | β ∈ S]
in the success probability of our adversary. There exists a v ∗ ∈ T such that
Pr[v β = v ∗ mod 2 | β ∈ S ∧ v β ∈ T ] ≥ 2− dim(v) ,
where the probability is taken over the choice of β. This follows, since there are at
most 2dim(v) possibilities for the parities. If each had probability less than 2− dim(v) ,
the probabilities would not sum to 1.

Define v as v = v β . The malicious prover P ∗ samples r0 with the distribution of r
0
in the protocol and then generates s0 and t as follows
0

t = φ(Ar0 )y α−Av

∗

and s0 = Br0 +

∗

β−β
u ,
2

∗

where β = Bv ∗ . Consider now an s formed in an execution with the honest prover,
conditioned on β ∈ S, v ∈ T , and v = v ∗ mod 2. It can be expressed as
∗

β−β
s = Br + βw = B(r + v ∗ w) +
2w
2


∗
v − v∗
β−β
= B r + v∗w −
σ +
u
2
2
= Br∗ +
where r∗ = r + v ∗ w −

∗

β−β
u ,
2

v−v ∗
2 σ.

We may similarly express t as


v − v∗
t = φ(Ar + αw) = φ Ar∗ − Av ∗ w + A
σ + αw
2
∗

= φ(Ar∗ )φ(w)α−Av .

0

To conclude the proof, we note that the statistical distance between (s0 , t ) and (s, t)
is at most  since the statistical distance between the distributions of r∗ and r is at
most .
t
u

4

Lower Bound On the Soundness Error

Next, we show that if the group has a subgroup of small order and the verifier uses
a constant round generic protocol with a natural type of acceptance test, then the
proof does not even need to be sound. In particular, we show that a malicious prover
knowing an element γ of small order and w such that ỹ = γφ(w) can convince the
verifier that ỹ = φ(w0 ) for some w0 . Note that γ does not have to be in the image of
φ. The same attack was previously studied by Burmester [6] for the special case of
Schnorr’s protocol.
Recall that Cauchy’s theorem states that if H is a finite group and q is a prime
dividing the order of H, then there is an element of order q in H. Thus, when the
order of H is unknown, we can not exclude the possibility of elements of small order.
Theorem 5. Let H be an abelian group, let φ : Z → H be a group homomorphism,
and let γ ∈ H be an element of prime order q. Define s, t, α, and β as in Definition 2
except that we only allow α and β to depend on s, not on t. Let fi (·, ·, ·) and gij (·, ·, ·) be
polynomials and let hi (·, ·, ·) be a polynomial time computable function. If the verifier’s
acceptance test is of the form
Y gij (s,α,β)
y fi (s,α,β)
tj
= φ(hi (s, α, β)) ∀i ∈ I ,
j

where the product is taken over all components of t, then there exists a PPT prover
P ∗ , a PPT algorithm Mσ , and a PPT algorithm MV ∗ such that at least one of the
following holds for each γ, w and y = φ(w), where ∆ = q −(dim s+dim β+dim α) /3:
1. On input γ and w, P ∗ convinces the honest verifier on common input ỹ = γφ(w)
with probability at least ∆ over the random tapes of the prover and verifier.
2. On input w, Mσ outputs a non-zero element in the kernel of φ with probability at
least ∆ over the random tape of Mσ .
3. On input q and a transcript of an execution between an honest prover and an
honest verifier on private input w and common input y = φ(w), MV ∗ outputs
either w mod q or ⊥, where w mod q is output with probability at least ∆ over the
random tapes of the prover and verifier.
The intuition is that the malicious prover P ∗ can guess the residue modulo q of
fi (s, α, β) and gij (s, α, β) and be correct with probability 3∆. P ∗ then generates (s, t)
as if producing a correct proof for y = φ(w), but modifies t to cancel any factors γ
that appear in the verifier’s acceptance test when run with ỹ = γy. This modification
can be done as long as a certain linear system is solvable. Case 2 and 3 in the theorem
give the possibilities when this system is not solvable.
Proof (of Theorem 5). To simplify the exposition, we omit the explicit dependence on
s, α, and β and simply write fi , gij , and hi instead, e.g., fi = fi (s, α, β).
Our malicious prover P ∗ , who knows (w, γ) such that ỹ = γφ(w), first attempts
to guess all fi and gij modulo q. Since fi and gij are polynomials in s, α and β, the
prover succeeds with probability at least q −(dim s+dim β+dim α) .
When receiving challenges (α, β), P ∗ computes (s, t) so that (s, t, α, β) is an accepting transcript for y = φ(w). However, rather than sending t, the prover attempts
to modify it to cancel any γ appearing when the verifiers test is run with ỹ = γy.
More precisely, the prover attempts to send t̃j = γ ej tj where ej is chosen such that
ỹ fi

Y

j

g

t̃j ij = φ(hi ) or equivalently γ fi

Y

j

γ gij ej = 1 ,

and the products are taken over all components of t. It is possible to find such ej
precisely if the linear system
X

j

gij ej = −fi mod q

∀i ∈ I

is solvable. If the system is solvable then P ∗ clearly convinces the honest verifier.
If the system is unsolvable, then there must be a linear combination of the rows
such that the left hand side is zero,
P but the right hand side is non-zero.
P Suppose that
there are constants ci such that i ci gij = 0 mod q for every j, but i ci fi 6= 0 mod q.
Since (s, t, α, β) is an accepting transcript for y = φ(w), we know that


X
Y gij
φ wfi +
gij (Ar + αw)j = y fi
tj = φ(hi ) .
j

j

Taking appropriate linear combinations gives
X

X

X X
ci gij (Ar + αw)j = φ
φ
ci fi w +
ci hi .
i

i

j

i

P

P P

We
P now have two cases depending on whether i ci fi w + i j ci gij (Ar + αw)j =
i ci hi or not.
P
P P
P
If the expressions are not equal, then i ci fi w + i j ci gij (Ar + αw)j − i ci hi
is a non-zero element in the kernel of φ. If this case occurs with probability ∆, then
Mσ would given y = φ(w) and w, simulate the actions of an honest prover interacting
with an honest verifier, and find a non-zero element in the kernel with probability ∆.
other hand the expressions are equal,
aPreduction modulo q gives
P If on the P
P then
−1
i ci fi w =
i ci hi mod q and hence w = ( i ci fi )
i ci hi mod q. If this case
occurs with probability ∆, then an algorithm MV ∗ would be able to extract w mod q
with probability ∆ and output ⊥ otherwise.
t
u
To see why it may be hard to compute an element in the kernel, note that for,
e.g., the exponentiation homomorphism, finding an element in the kernel corresponds
to finding a multiple of the order of the underlying group.
We require that α and β do not depend on t in order to be able to take a valid
transcript and modify t without changing anything else. On the other hand, the requirement that fi and gij are polynomials is only used to express the probability that
we correctly guess the residue modulo q in terms of the number of messages. This requirement can be relaxed to allow any polynomial time computable functions if there
are not too many functions fi and gij .

5

On Circumventing the Limitations

The previous work mentioned in the introduction, and the results in previous sections,
give considerable evidence that an efficient zero-knowledge proof (of knowledge) of a
preimage of a group homomorphism can not be constructed. In this section we consider
two settings where we nevertheless are able to construct efficient protocols for proving
knowledge of something more than a pseudo-preimage.
5.1

When We Know That A Committed Integer Is Small

In this section we restrict our attention to the exponentiation homomorphism φ(w) =
g w , where g ∈ H. Our protocol can be used to prove knowledge of e and u such that
y e = g eu and e = Poly(n). The small remaining exponent e is needed to circumvent
Theorem 5.
Note that if the order of (y, g), considered as an element in H × H, contains no
factors of polynomial size, then this shows that the prover knows u such that y = g u .
An example of an application where this is the case is a prover that needs to show
knowledge of an integer w of bounded size, such that y0 = g0w and y1 = g1w , where gi
generates a group of prime order qi and q0 6= q1 .

Our protocol takes a commitment C(w, s) of the witness w as additional input
and the prover is given the randomness s used to form the commitment. Before the
protocol is executed, the verifier must be convinced that the committed value is an
integer with bounded absolute value. We postpone the discussion of how this can be
enforced to Section 5.1 below.
We use a statistically hiding homomorphic commitment scheme with an efficient Σproof of the committed value, e.g., Pedersen’s commitment scheme, and write Cck (w, s)
for a commitment of w ∈ Zm using randomness s ∈ R, where Zm and R are the
message space and randomizer spaces of the commitment scheme. We stress that
the message space Zm of the commitment scheme can depend on the commitment
parameter ck and that there are no restrictions on m except that 2nw +nc +nr < m/2.
In particular, we do not need an integer commitment scheme and we can rely on the
standard discrete logarithm assumption.
Similarly to standard Σ-proofs over groups of prime order, our protocol can easily be generalized to prove various more complicated statements involving multiple
exponents.
Protocol 2 (Proof of Knowledge of Logarithm).
Common Input. Elements y and g of an abelian group H, a joint commitment
parameter ck , and a commitment W .
Private Input. An exponent w ∈ [0, 2nw − 1] such that y = g w , and s ∈ R such that
W = Cck (w, s).
1. P chooses r ∈ [0, 2nw +nc +nr − 1] and t ∈ R randomly, computes α = g r and
R = C(r, t), and hands (α, R) to V.
2. P proves knowledge of u, s, r, and t such that W = C(u, s) and R = C(r, t). This
is done in parallel with the remaining three rounds (the honest prover sets u = w).
3. V hands a randomly chosen challenge c ∈ [0, 2nc − 1] to P.
4. P computes d0 = cw + r over Z and d1 = cs + t over R, and hands (d0 , d1 ) to V.
5. V verifies that d0 ∈ [0, 2nw +nc +nr − 1], W c R = C(d0 , d1 ), and y c α = g d0 .
Theorem 6 (Zero-Knowledge). Protocol 2 is overwhelmingly complete and honestverifier statistical zero-knowledge.
Proof. Completeness is obvious. The simulator chooses c, d0 , d1 , and s randomly and
computes α = g d0 /y c , W = C(0, s), and R = C(d0 , d1 − cs). The resulting transcript
is statistically close to a real transcript in distribution due to the statistical hiding
property of the commitment scheme and the overwhelming completeness.
t
u
Informally, if a prover convinces the verifier with probability p, then we can extract
integers e and u such that y e = g eu and e ≈ 1/p. Formally, we need to take care of
the commitment parameter ck and commitment W given as additional inputs. In our
theorem, the adversary may in a first phase choose the instance (y, g, W ) based on
the commitment parameter. This is formalized as a PPT instance chooser I. In an
application the instance chooser represents the events occurring before the protocol is
executed.

Theorem 7 (Soundness and Knowledge Extraction). Let ck be a random commitment parameter. Given a PPT instance chooser I, we define (y, g, u, s, z) = I(ck )
and W = C(u, s), where u is an integer satisfying |u| ∈ [0, 2nw − 1].
There exists an extractor E , parametrized by  < 1/2, with −1 ∈ Poly(n), using
any prover P ∗ (z) as an oracle such that if P ∗ (z) convinces V(y, g, ck , W ) with nonnegligible probability ∆, then the extractor E (y, g, ck , W ) outputs (e, u) such that 0 <
1
e
eu with overwhelming probability under the assumption that the
e ≤ (1−)
2 ∆ and y = g
commitment
scheme is binding. The extractor runs in expected time O −2 T (n)/(∆ −

κ) for some polynomial T (n) and negligible κ.
Proof. The subprotocol used in Step 2 is a Σ-proof. This means that it has three
messages, denoted (β, c, f ), and that there is a witness extraction procedure W that
given two accepting transcripts (β, c, f ) and (β, c0 , f 0 ) with c 6= c0 outputs u, s, r0 , and
t such that W = C(u, s) and R = C(r0 , t). The main protocol also has three messages
and below we argue that it behaves almost like the basic Σ-proof (Protocol 1), except
that we extract more information.
For simplicity, we assume that the Σ-proof used as a subprotocol has challenge
space [0, 2nc − 1] and that it uses the challenge of the main protocol. (The argument is
easily generalized if this is not the case by using pairs of challenges (c0 , c1 ) where the
first and second components are used for the Σ-proof and main protocol respectively,
and replacing the requirement that c 6= c0 by the requirement that c0 6= c00 and
c1 6= c01 .)

Extraction From Accepting Transcripts. Consider two accepting transcripts, and let
them be denoted ((α, R, β), c, (d0 , d1 , f )) and ((α, R, β), c0 , (d00 , d01 , f 0 )). Use the witness
extraction procedure to compute (u, s, r0 , t) = W(β, c, f, c0 , f 0 ). If the extracted u
is not identical to the one generated by the instance chooser I, then we have two
distinct valid openings of the commitment W . If d0 6= cu + r mod m, then (d0 , d1 ) and
(cu + r, cs + t) are two distinct valid openings of W c R. A corresponding argument can
be used when d00 6= c0 u + r0 mod m. Thus, we assume that d0 = cu + r0 mod m and
d00 = c0 u + r0 mod m and conclude that d0 − d00 = (c − c0 )u + km for some integer k.
Now observe that
|km| = |d0 − d00 − (c − c0 )u| ≤ |d0 − d00 | + |c − c0 | · |u| < 2nw +nc +nr +1 < m

and hence k = 0 which means that c − c0 divides d0 − d00 over the integers. We may
also use the elements from the main protocol and conclude that
0

0

0

y c−c = g d0 −d0 = g (c−c )u .
From this point on the proof proceeds exactly like the proof of Theorem 2. The
only difference is that the extractor may fail if it finds two distinct openings of a
commitment under the commitment parameter ck , but that would break the binding
property of the commitment scheme, which is a contradiction. We also note that here
the final result is of the form (e, u), where y e = g eu (and not y e = g u ). This is
important, since it allows the extractor to conclude that u = w and y = g u when the
order of (y, g) does not contain any small factor.
t
u

Enforcing Small Exponents We could of course construct a cut-and-choose protocol for proving that a committed value is small when viewed as an integer, but then
we could just as well prove knowledge of the exponent directly using this approach.
Similarly, it makes little sense to let a trusted party certify a commitment of the secret
exponent w, when it can just as well certify (y, g) directly. For Protocol 2 to be of
interest we need to decouple the size-guarantee of the committed value from the choice
of a particular exponent w.
A trusted party certifies several commitments Z1 , . . . , Zk with Zi = Cck (zi , ti ),
where both zi ∈ [0, 2nw +nr − 1] and ti ∈ R are randomly chosen and handed to the
prover. Then it is easy to prove that another commitment W = C(w, s) contains an
integer with absolute value less than 2nw +nr by simply revealing (z, t) = (w +zi , s+ti )
such that Zi W = Cck (z, t). The receiver verifies the certificate of Zi and that 0 < z <
2nw +nr . Note that using this method, we must effectively reduce the maximum size of
w by nr bits, i.e., the security parameters in Protocol 2 must be modified slightly. The
trusted party can go offline after publishing the commitments, but z = w + zi reveals
w, so the trusted party learns w. The latter can be avoided by instead letting the
prover register its commitments with the trusted party (or directly with the receiver)
and prove that they are correctly formed using a (slow) cut-and-choose protocol in a
preliminary phase.
5.2

When the Prover Knows the Order of the Group

We consider the problem of constructing a protocol for proving knowledge of a preimage of a homomorphism, when the prover knows (a multiple of) the order of y. From
here on, we use σ to denote the group order rather than any element in the kernel.
Recall that in the protocol for proving knowledge of a discrete logarithm in groups
of unknown order, Bangerter et al. [2] assume that the prover has been given a pseudopreimage (e, u) such that y e = g u and e > 2nc is a large prime such that e - u. The
reason that the prime is large is to ensure that when a pair of accepting transcripts are
0
extracted in the basic protocol, we have a relation y c−c = φ(u−u0 ) and gcd(c−c0 , e) is
already one, effectively terminating the extraction procedure of Theorem 2 in a single
step.
We observe that if the prover knows such a pseudo-preimage and a proper witness
w such that y = g w as well, then it can actually compute a multiple ew − u 6= 0 of
the order of g. Thus, it seems that the prover essentially knows the order of g in their
setting.
The idea of the main protocol of this section is that the prover first proves knowledge of the group order and then proves knowledge of a preimage using the basic
protocol (Protocol 1). Combining knowledge of a pseudo-preimage (e, u) with small
e with knowledge of the order σ of the group allows the extractor to simplify both
quantities.
Proof of Knowledge of a Multiple of the Order of an Element We do not
know how to construct an efficient proof of knowledge of the order of a group element,

but it turns out that a proof of knowledge of a multiple of the order suffices for our
purposes.
Protocol 3 (Knowledge of Multiple of the Order of an Element).
Common Input. An element g of an abelian group H and an upper bound 2nw of
|hgi|.
Private Input. The order |hgi| of g.
1. P and V compute u = 2nw +2nc +nr +2 and y = g u .
2. P computes w = u mod |hgi|.
3. Using Protocol 1, P proves knowledge of integers e and u0 (e.g., 1 and w) such
0
that |e| < 2nc +1 , |u0 | < 2nw +nc +nr +1 , and y e = g u .
Theorem 8. Protocol 3 is complete and an honest-verifier statistical zero-knowledge
proof of knowledge of a multiple of the order of g.
Proof. Completeness is immediate and the zero-knowledge property follows from the
zero-knowledge property of Protocol 1. We let the extractor run the extractor described in the proof of Theorem 2 and compute e = (c1 − c01 ) and u0 = (d1 − d01 )
(using the notation introduced in that proof). This means that |e| < 2nc +1 , |u0 | <
0
0
2nw +nc +nr +1 , and y e = g u , which implies that g eu−u = 1 and |eu| > |u0 |. Thus, the
0
order of g divides eu − u 6= 0, which completes the proof.
t
u
Proof of Knowledge of a Preimage Using the above protocol for proving knowledge of a multiple of the order of a group element, we now construct a proof of
knowledge of a preimage for provers that know the order of y.
Protocol 4 (Proof of Knowledge of a Preimage).
Common Input. An element y ∈ H and a homomorphism φ : G → H of abelian
groups G and H.
Private Input. A preimage w ∈ G such that y = φ(w) and the order σ of y.
1. P and V execute Protocol 3 on common input y and an upper bound 2nw of the
order σ = |hyi|, and private input σ, i.e., P proves knowledge of a multiple of σ.
2. P and V execute Protocol 1 on common input y and private input w, i.e., P proves
knowledge of a pseudo-preimage of y under φ.
Theorem 9. Protocol 4 is complete and honest-verifier statistical zero-knowledge.
The only difference between the results below and Theorem 2 is that here we can
not only bound the size of e, we can also reduce it further until all its factors appear
in σ, the order of y. When σ has no small factors, the result is a proper proof of
knowledge.
Theorem 10 (Extraction and Soundness). There exists an extractor E , parameterized by  < 1/2 with −1 ∈ Poly(n), such that for every (y, φ), and every PPT
prover P ∗ which convinces V(y, φ) with probability ∆ > κ, E (y, φ), using P ∗ as an

1
e
oracle, extracts an integer 0 < e ≤ (1−)
2 ∆ and u ∈ G such that y = φ(u) and each

−2
factor of e divides σ. The extractor runs in expected time O  T (n)/(∆ − κ) , where
T (n) is a polynomial and κ is defined as κ = 21−nc /.

Proof. The extractor simply runs the extractors of the subprotocols. This gives e and
u such that y e = φ(u) as well as a multiple σ 0 of the order of y. We may assume that e
is of at most size 1/(2∆),
Q which means that it can be factored in time O(1/∆) using,
e.g., trial division. Let ki=1 plii be the prime factorization of e.
For each prime pi we can trivially check whether pi | σ 0 and if so whether pi | σ
0
by checking if y σ /pi 6= 1. After removing all factors of σ 0 not in σ, we know that
0
pi divides σ if and only if it divides σ. Now, if pi - σ 0 , we can compute the inverse
i
(p−l
mod σ 0 ), so
i
−li

y e(pi

mod σ 0 )

−li

= φ(u)(pi

mod σ 0 )


i
= φ u(p−l
mod σ 0 ) .
i

i
i
Since e(p−l
mod σ 0 ) is congruent to ep−l
modulo the order of y, we can conclude that
i
i

−li
−li
ep
0
i
y
= φ u(pi mod σ ) , which gives us a new pseudo-preimage with smaller exponent. Once all factors have been treated in this manner, we have a pseudo-preimage
(e, u) such that every factor of e divides σ.
t
u

Corollary 2. If every factor of σ is greater than 2nc , then Protocol 4 is a proof
of knowledge with negligible soundness/knowledge error of a preimage w such that
y = φ(w).
Proof. From Theorem 10 we know that we can extract e and u such that y e = φ(u)
and each factor of e divides σ. If all factors of σ are greater than 2nc , then e = 1 since
e < 2nc by construction. This gives us a proper preimage.
t
u
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Conclusions

Our results show that generalizations of Schnorr’s protocol to groups of unknown order
are unlikely to yield proofs of knowledge of a preimage. The difficulties in constructing
such protocols stems from (1) the inability of the prover to compute a preimage from a
pseudo-preimage, which causes a non-negligible knowledge error, and (2) the existence
of small subgroups, which threatens the soundness of the protocol. Unlike previous
results, our results give concrete attacks which may serve as guides when attempting
to construct such protocols. This is relevant in light of the protocols of Section 5,
which demonstrate certain situations where the limitations can be circumvented.

Acknowledgements
We thank Ivan Damgård for helpful comments during the preparation of this document
and Yvo Desmedt for pointing out previous work on protocols in groups of unknown
order.

References
1. E. Bangerter, J. Camenisch, and S. Krenn. Efficiency limitations for Σ-protocols for group
homomorphisms. In D. Micciancio, editor, TCC, volume 5978 of Lecture Notes in Computer
Science, pages 553–571. Springer, 2010.
2. E. Bangerter, J. Camenisch, and U. M. Maurer. Efficient proofs of knowledge of discrete logarithms and representations in groups with hidden order. In S. Vaudenay, editor, Public Key
Cryptography, volume 3386 of Lecture Notes in Computer Science, pages 154–171. Springer, 2005.
3. E. Bangerter, S. Krenn, A.-R. Sadeghi, T. Schneider, and J.-K. Tsay. On the design and implementation of efficient zero-knowledge proofs of knowledge. In ECRYPT workshop on Software Performance Enhancements for Encryption and Decryption and Cryptographic Compilers
(SPEED-CC’09), 2009.
4. M. Bellare and O. Goldreich. On defining proofs of knowledge. In E. F. Brickell, editor, CRYPTO,
volume 740 of Lecture Notes in Computer Science, pages 390–420. Springer, 1992.
5. E. F. Brickell and K. S. McCurley. An interactive identification scheme based on discrete logarithms and factoring. J. Cryptology, 5(1):29–39, 1992.
6. M. Burmester. A remark on the efficiency of identification schemes. In I. Damgård, editor,
EUROCRYPT, volume 473 of Lecture Notes in Computer Science, pages 493–495. Springer,
1990.
7. M. Burmester. An almost-constant round interactive zero-knowledge proof. Inf. Process. Lett.,
42(2):81–87, May 1992.
8. M. Burmester and Y. Desmedt. Remarks on soundness of proofs. Electronics Letters, 25(22):1509
–1511, October 1989.
9. M. Burmester, Y. Desmedt, and T. Beth. Efficient zero-knowledge identification schemes for
smart cards. Comput. J., 35(1):21–29, 1992.
10. R. Cramer and I. Damgård. On the amortized complexity of zero-knowledge protocols. In
S. Halevi, editor, CRYPTO, volume 5677 of Lecture Notes in Computer Science, pages 177–191.
Springer, 2009.
11. R. Cramer, I. Damgård, and B. Schoenmakers. Proofs of partial knowledge and simplified design
of witness hiding protocols. In Y. Desmedt, editor, CRYPTO, volume 839 of Lecture Notes in
Computer Science, pages 174–187. Springer, 1994.
12. I. Damgård and E. Fujisaki. A statistically-hiding integer commitment scheme based on groups
with hidden order. In Y. Zheng, editor, ASIACRYPT, volume 2501 of Lecture Notes in Computer
Science, pages 125–142. Springer, 2002.
13. E. Fujisaki and T. Okamoto. Statistical zero knowledge protocols to prove modular polynomial
relations. In B. S. K. Jr., editor, CRYPTO, volume 1294 of Lecture Notes in Computer Science,
pages 16–30. Springer, 1997.
14. M. Girault, G. Poupard, and J. Stern. On the fly authentication and signature schemes based
on groups of unknown order. J. Cryptology, 19(4):463–487, 2006.
15. O. Goldreich and H. Krawczyk. On the composition of zero-knowledge proof systems. SIAM
Journal on Computing, 25:169–192, 1990.
16. S. Goldwasser, S. Micali, and C. Rackoff. The knowledge complexity of interactive proof systems.
SIAM J. Comput., 18(1):186–208, 1989.
17. L. C. Guillou and J.-J. Quisquater. A practical zero-knowledge protocol fitted to security microprocessor minimizing both transmission and memory. In EUROCRYPT, pages 123–128, 1988.
18. S. Kunz-Jacques, G. Martinet, G. Poupard, and J. Stern. Cryptanalysis of an efficient proof of
knowledge of discrete logarithm. In M. Yung, Y. Dodis, A. Kiayias, and T. Malkin, editors, Public
Key Cryptography, volume 3958 of Lecture Notes in Computer Science, pages 27–43. Springer,
2006.
19. C.-P. Schnorr. Efficient signature generation by smart cards. J. Cryptology, 4(3):161–174, 1991.
20. V. Shoup. On the security of a practical identification scheme. J. Cryptology, 12(4):247–260,
1999.
21. D. Wikström. Designated confirmer signatures revisited. In S. P. Vadhan, editor, TCC, volume
4392 of Lecture Notes in Computer Science, pages 342–361. Springer, 2007.

Proofs of Restricted Shuffles
Full version?
Björn Terelius and Douglas Wikström
CSC KTH Stockholm, Sweden
{terelius,dog}@csc.kth.se

Abstract. A proof of a shuffle is a zero-knowledge proof that one list
of ciphertexts is a permutation and re-encryption of another list of ciphertexts. We call a shuffle restricted if the permutation is chosen from
a public subset of all permutations. In this paper, we introduce a general
technique for constructing proofs of shuffles which restrict the permutation to a group that is characterized by a public polynomial. This generalizes previous work by Reiter and Wang [22], and de Hoogh et al. [7].
Our approach also gives a new efficient proof of an unrestricted shuffle
that we think is conceptually simpler and allow a simpler analysis than
all previous proofs of shuffles.
Keywords: cryptographic protocols, election schemes, mix-nets, proof
of a shuffle

1

Introduction

Mix-Nets. Suppose that N senders S1 , . . . , SN each wish to send a message, but
remain anonymous within the group of senders, e.g., the senders could be voters
in an election. Chaum [5] introduced the notion of a mix-net (or anonymous
channel) to solve this problem. A mix-net is a cryptographic protocol executed
by k mix-servers M1 , . . . , Mk , where k typically is much smaller than N . All
provably secure mix-nets proposed in the literature take as input a list L0 of
ciphertexts and order the mix-servers in a chain. Each mix-server Mj in the
chain takes as input the output Lj−1 of the previous mix-server in the chain.
It processes each ciphertext in Lj−1 by decrypting and/or re-encrypting it, and
then forms its output Lj as the processed ciphertexts in random order. This
operation is called a shuffle. If the ciphertexts are not decrypted during processing, the mix-servers then perform a joint verifiable decryption of the final list
Lk . In some applications, the final output of the mix-net may be a list of the
ciphertexts themselves, in which case no joint decryption takes place.
In Chaum’s original construction a generic cryptosystem is used. A sender
encrypts its message mi as Epk 1 (Epk 2 (· · · Epk k (mi ) · · · )), where pk j is the public key of the jth mix-server, and the mix-servers use standard decryption when
?

The original publication is available at http://www.springerlink.com/content/
q84516u323h381j7/.

processing the ciphertexts. Park et al. [18] observed that if a homomorphic cryptosystem is used, the increase in the size of the submitted ciphertext can be
avoided. Another, perhaps more important, consequence of using a homomorphic cryptosystem is that it simplifies the construction of a zero-knowledge proof
that a mix-server shuffles its input correctly, a so called proof of a shuffle. We
give a detailed account of previous work on such protocols later, but first we
conclude the discussion on mix-nets.
Although the mix-servers use the homomorphic properties of the cryptosystem constructively, Pfitzmann [20] points out that a non-malleable cryptosystem
must be used in the submission phase. There are several ways to achieve this in
a provably secure way.
The security of a mix-net as a whole was first formalized by Abe and Imai [1]
in a standalone model, but they did not provide a construction that satisfied
their definition. The first definition of security in the UC framework [4] and the
first mix-net provably secure as a whole was given by Wikström [25]. Later work
[26] gave simpler and more efficient constructions.
Previous Work On Proofs of Shuffles. As far as we know the first proof of a shuffle
appears in Sako and Kilian [24] based on a previous protocol by Park et al. [18].
They give a cut-and-choose based zero-knowledge proof of a shuffle with soundness 1/2. Its soundness can be increased using repetition, but this becomes
computationally expensive if the number of ciphertexts is large. The first efficient proofs of shuffles were given independently by Neff [17] and Furukawa
and Sako [11]. Both approaches were subsequently optimized and generalized, in
particular by Groth [13] and Furukawa [9] respectively. Wikström [26] presented
a proof of a shuffle based on an idea distinct from both that of Neff and that of
Furukawa and Sako.
These shuffles have all been optimized and/or generalized in various ways,
e.g., for proving re-encryption and partial decryption shuffling [10], for shuffling
hybrid ciphertexts [12], or to reduce communication complexity [15].
A different approach to mix-nets was introduced by Adida and Wikström
[3, 2]. They investigate to what extent a shuffle can be pre-computed in such
a way that the shuffling can be done in public and the online processing of
the mix-servers can be reduced to joint decryption. The construction in [2] is
conceptually appealing, but inefficient, whereas the construction in [3] is very
efficient as long as the number of senders is relatively small.
In a recent paper, Wikström [27] shows that any proof of a shuffle can be
split in an offline part and an extremely efficient online part. The offline part
is executed before, or at the same time, that senders submit their inputs and
consists of a commitment scheme for permutations and a zero-knowledge proof
of knowledge of correctly opening such a commitment. The online part is a
commitment-consistent proof of a shuffle, where the prover shows that it correctly uses the committed permutation to process the input. This drastically
reduces the online complexity of provably secure mix-nets.
Motivated by insider attacks, Reiter and Wang [22] construct a proof of a
rotation (they use the term “fragile mixing”). A rotation is a shuffle, where the
2

permutation used is restricted to a random rotation of the ciphertexts. Their idea
is to reduce the incentive of insiders to reveal any input/output-correspondence,
since this would reveal the complete permutation used, which is assumed to be
associated with a cost for the insider. Recently, a more efficient proof of a rotation
is given by de Hoogh et al. [7]. In fact, they give two protocols: a general protocol
for any homomorphic cryptosystem and rotation, and a more efficient solution
which requires some mild assumptions on the homomorphic cryptosystem used.
De Hoogh et al. lists several possible applications of proofs of rotations beyond the classical application of proofs of shuffles for mix-nets, e.g., secure integer comparison [21], secure function evaluation [16], and submission schemes in
electronic election schemes [23].
1.1

Our Contribution

We introduce a novel technique for restricting the class of permutations in
a proof of a shuffle of N ciphertexts by showing that π is chosen such that
F (xπ(1) , . . . , xπ(N ) ) = F (x1 , . . . , xN ) for some public polynomial F . In particular, we can prove that the permutation is contained in the automorphism group
of a (directed or undirected) graph on N elements.
A concrete general proof of rotation with efficiency comparable to that of
de Hoogh et al. [7] is trivially derived from our technique, but several other
natural concrete examples are derived just as easily, e.g. the list of ciphertexts
may be viewed as a complete binary tree and the set of permutations restricted
to isomorphisms of the tree.
Furthermore, the basic principle behind our technique can be used in a natural way to construct a novel efficient proof of an unrestricted shuffle with an
exceptionally simple analysis. Given the large and unwieldy literature on how to
construct efficient proofs of shuffles we think this conceptual simplification is of
independent interest.
1.2

Informal Description of Our Technique

We briefly describe our results and the technique we use, but before we do so we
recall the definition of Pedersen’s perfectly hiding commitment scheme [19], or
more precisely a well known generalization thereof. The commitment parameters
consist of N + 1 randomly chosen generators g, g1 , . . . , gN in a group Gq of prime
order q in which the discrete logarithm assumption
QN eiholds. To commit to an array
s
(e1 , . . . , eN ) ∈ ZN
q , the committer forms g
i=1 gi . Below we use the fact that
sigma proofs can be used to efficiently prove any polynomial relation between
the values e1 , . . . , eN .
A New Proof of a Shuffle. We first describe how to prove that a matrix M ∈
×N
ZN
over a finite field Zq hidden in a Pedersen commitment is a permutaq
tion matrix. Let h·, ·i denote the standard inner product in ZN
q and let x =
(x1 , . . . , xN ) be a list of variables. If M does not have exactly one non-zero
3

QN
QN
element in each column and each row, then i=1 hmi , xi =
6
i=1 xi where mi
denotes the ith row of M . This can be tested efficiently by Schwarz-Zippel’s
lemma, which we recall states that if f (x1 , . . . , xN ) is a non-zero polynomial of
degree d and we pick a point e from ZN
q randomly, then the probability that
f (e) = 0 is at most d/q.
To prove that M is a permutation matrix, given that it has exactly one nonzero element in each row and column, is of course trivial; simply show that the
elements of each row sum to one.
We observe that proving both these properties can be done efficiently using
the matrix commitment scheme used in [11, 27]. The commitment parameters
of this scheme consists of independently chosen generators g, g1 , . . . , gN of a
group Gq of prime order q. To commit to a matrix M , the committer comQN m
QN m
putes (a1 , . . . , aN ) = (g s1 i=1 gi i,1 , . . . , g sN i=1 gi i,N ). which allows publicly
QN ej
QN hm ,ei
computing a commitment of all hmi , ei as j=1 aj = g hs,ei j=1 gj j . The
QN
QN
prover may then use standard sigma proofs to show that i=1 hmi , ei = i=1 ei .
QN
QN
To show that the sum of each row is one it suffices to prove that j=1 aj / j=1 gj
s
is on the form g for some s.
At this point we may invoke the commitment-consistent proof of a shuffle in
[27] to extend the above to a complete proof of an unrestricted shuffle, but we
also present a more direct construction.
Restricting the Set of Permutations. In the interest of describing the techniques,
we consider how to restrict the set of permutations to the automorphism group
of an undirected graph G . Let the graph have vertices V = {1, 2, 3, . . . , N } and
edges
E ⊆ V × V and encode the graph as a polynomial FG (x1 , . . . , xN ) =
P
(i,j)∈E xi xj in Zq [x1 , . . . , xN ]. Observe that π is contained in the automorphism group of G if and only if FG (xπ(1) , . . . , xπ(N ) ) = FG (x1 , . . . , xN ).
×N
is
Suppose that a prover has shown that a committed matrix M ∈ ZN
q
a permutation matrix corresponding to a permutation π. If π is not contained
in the
 automorphism group of G , it follows
 from Schwartz-Zippel’s lemma that
Pr FG (eπ(1) , . . . , eπ(N ) ) = FG (e1 , . . . , eN ) is exponentially small, when e ∈ Zq
is randomly chosen by the verifier. Since M e = (eπ(1) , . . . , eπ(N ) ) the verifier
compute
commitment of the permuted random exponents as
QN aeπ(i)
QN canejeasilyhs,ei
. The prover can then use a standard sigma proof
j=1 aj = g
j=1 gi
to prove the equality, for example by proving correct computation of each gate
in the arithmetic circuit for the polynomial.
Note that it is not important that the polynomial comes from a graph. Hence,
we can apply the same technique to prove that π satisfies F (eπ(1) , . . . , eπ(N ) ) =
F (e1 , . . . , eN ) for any public polynomial F .

2

Notation and Tools

We use n as the security parameter and let q denote an n-bit prime integer. The
field with q elements is denoted by Zq . Our protocols are employed in a group
4

Gq of prime order q with standard generator g, in which the discrete logarithm
problem is assumed to be hard. We use bars over vectors to distinguish
them
PN
from scalars. The angle bracket ha, bi denotes the inner product i=1 ai bi of two
N
N
vectors a, b ∈ ZN
q . For a list u = (u1 , . . . , uN ) ∈ Gq and a vector e ∈ Zq we
QN ei
e
abuse notation and write u = i=1 ui . Throughout, we use S ⊆ Zq to denote
the set from which the components of our random vectors are chosen.
If R1 and R2 are relations we denote by R1 ∨ R2 the relation consisting of
pairs ((x1 , x2 ), w) such that (x1 , w) ∈ R1 or (x2 , w) ∈ R2 .
Matrix Commitments. We use a variation of Pedersen commitments [19] in a
group Gq , to commit to a matrix over Zq . The commitment parameter ck needed
to commit to an N × 1 matrix consists of a description of the group Gq with
its standard generator g and randomly chosen group elements g1 , . . . , gN ∈ Gq .
An N × 1-matrix M over Zq is committed to by computing a = Cck (M, s) =
QN
g s i=1 gimi , where s ∈ Zq is chosen randomly. We abuse notation and omit the
commitment parameter when it is clear from the context. An
 N ×N -matrixNM is 
committed to column-wise, i.e., C (M, s) = C (mi,1 )N
i=1 , s1 , . . . , C (mi,N )i=1 , sN ,
where in this case s is chosen randomly in ZN
q . By committing to a matrix M
column-wise we get the useful identity
e

C (M, s) =

N
Y

j=1

g sj ej

N
Y

mi,j ej

gi

= g hs,ei

N
Y

i=1

i=1

PN

gi

j=1

mi,j ej

= C (M e, hs, ei) .

This feature plays a central role in our approach. It is easy to see that the
commitment scheme is perfectly hiding. The binding property is known to hold
under the discrete logarithm assumption in Gq , see [11] for a proof.
We construct protocols that are sound under the assumption that the binding
property of the above protocol is not violated. We define Rcom to be the relation
consisting of pairs ((ck , a), (M, s, M 0 , s0 )) such that a = Cck (M, s) = Cck (M 0 , s0 ),
i.e., finding a witness corresponds to violating the binding property of the commitment scheme.
Σ-proofs. Recall that a sigma proof is a three-message protocol that is both
special sound and special honest verifier zero-knowledge [6]. The first property
means that the view of the verifier can be simulated for a given challenge, and
the second property means that a witness can be computed from any pair of
accepting transcripts with identical first messages and distinct challenges. It is
well known that if a prover P ∗ convinces the verifier with
 probability δ, there
exists an extractor running in expected time O T /(δ − ) for some polynomial
T and some negligible knowledge error . Given a statement x, we denote the
execution of a sigma proof of knowledge of a witness w such that (x, w) ∈ R by
Σ-proof [w |(x, w) ∈ R ].
We need to prove knowledge of how to open commitments such that the
committed values satisfy a public polynomial relation, i.e. to construct a sigma
proof


0
Σ-proof e ∈ ZN
q , s ∈ Zq a = C (e, s) ∧ f (e) = e
5

given a commitment a = C (e, s), a polynomial f ∈ Zq [x1 , . . . , xN ], and a value
e0 ∈ Zq . We remind the reader how this can be done.
The parties agree on an arithmetic circuit over Zq that evaluates the polynomial f . The prover constructs new commitments ai to each individual value ei
hidden in a and proves that it knows how to open all commitments consistently
with a proof of the form


N
Σ-proof e ∈ ZN
.
q , s, s1 , . . . , sN ∈ Zq a = C (e, s) ∧ ∀i=1 (ai = C (ei , si ))

The resulting commitments a1 , . . . , aN are considered the input of the arithmetic circuit. For each summation gate, the two input commitments of the gate
are multiplied to form the output of the gate. For each product gate with input commitments a1 = C (e1 , s1 ) and a2 = C (e2 , s2 ), the prover forms a new
commitment a3 = C (e3 , s3 ) and proves that e3 = e1 e2 with a sigma protocol
i
h
0
Σ-proof e2 , s2 , s03 ∈ Zq a3 = g s3 ae12 ∧ a2 = C (e2 , s2 ) .

Finally, the output a of the entire circuit is shown to be a commitment of e0
using a protocol of the form
h
i
0
Σ-proof s ∈ Zq a/g1e = g s .
Special soundness and special honest verifier zero-knowledge allow us to execute all these protocols in parallel using a single challenge from the verifier,
thus forming a new sigma protocol. Together with the binding property of the
commitment scheme, this implies that the prover knows e ∈ ZN
q and s ∈ Zq such
that C (e, s) = a ∧ f (e) = e0 .
We remark that it is sometimes possible to do better than the general technique above. In particular when proving
PN that a shuffle is a rotation, one has to
prove that a polynomial of the form i=1 xi yi has a certain value. This can be
done efficiently by evaluating the polynomial as an inner product between the
vectors x and y using a linear algebra protocol from [14].
Polynomial Equivalence Testing. We use the Schwartz-Zippel lemma to analyze
the soundness of our protocols. The lemma gives an efficient, probabilistic test
of whether a polynomial is identically zero.
Lemma 1 (Schwartz-Zippel). Let f ∈ Zq [x1 , . . . , xN ] be a non-zero multivariate polynomial of total degree d ≥ 0 over Zq , let S ⊆ Zq , and let e1 , . . . , eN
be chosen randomly from S. Then
Pr [f (e1 , . . . , eN ) = 0] ≤
6

d
.
|S|

3

Proof of Knowledge of Permutation Matrix

We show how to prove knowledge of how to open a Pedersen commitment of a
matrix such that the matrix is a permutation matrix. Wikström [27] constructs
a commitment-consistent proof of a shuffle for any shuffle-friendly map, based on
the same permutation commitment we use here. Thus, it is trivial to construct
a proof of a shuffle by combining the protocol below with the online protocol in
[27].
Our protocol is based on a simple probabilistic test that accepts a nonpermutation matrix with negligible probability.
Theorem 1 (Permutation Matrix). Let M = (mi,j ) be an N × N -matrix
over Zq and x = (x1 , . . . , xN ) a vector of N independent variables. Then M is
QN
QN
a permutation matrix if and only if i=1 hmi , xi = i=1 xi and M 1 = 1.

QN
Proof. Consider the polynomial f (x) = i=1 hmi , xi in the multivariate polynomial ring R = Zq [x1 , . . . , xN ], where mi is the ith row of M . It is clear that
QN
M 1 = 1 and f (x) = i=1 xi if M is a permutation matrix. Conversely, suppose
QN
that M 1 = 1 and f (x) = i=1 xi . If any row mi were the zero vector, then f
would be the zero polynomial. If all rows of M were non-zero, but some row mi
contained
P more than one non-zero element, then f would contain a factor of the
form j∈J mi,j xj with |J| ≥ 2 and mi,j 6= 0 for j ∈ J. Since R is a unique
QN
factorization domain, this contradicts the assumption that f (x) = i=1 xi . If
the jth column contained more than one non-zero element, then degxj f ≥ 2,
QN
again contradicting f = j=1 xj . Thus there is exactly one non-zero element in
each row and column and since M 1 = 1, the non-zero element must equal one.
Protocol 1 (Permutation Matrix).
Common Input: Matrix commitment a ∈ GN
q and commitment parameters
g, g1 , . . . , gN ∈ Gq .
×N
and randomness s ∈ ZN
Private Input: Permutation matrix M ∈ ZN
q
q such
that a = C (M, s).
1. V chooses e ∈ S N ⊆ ZN
q randomly and hands e to P.
2. P defines t = h1, si and k = hs, ei. Then V outputs the result of
Σ-proof

"

N
N
Y
Y

t, k ∈ Zq
C 1, t = a1 ∧ C (e0 , k) = ae ∧
e0i =
ei
e0 ∈ ZN
q
i=1

i=1

#

.

We remark that V could instead hand a random seed to P and define e as the
output of a PRG invoked on the seed. This reduces the amount of randomness
needed by the verifier, which is important in applications where the role of V is
played by a multiparty coin-flipping protocol. Since this trick is well known (cf.
[27]) and complicates the exposition, we do not detail it here.
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Proposition 1. Protocol 1 is a perfectly complete, 4-message honest verifier
zero-knowledge proof of knowledge of the relation Rπ ∨ Rcom , where the relation
Rπ consists of pairs ((ck , a), (M, s)) such that M is a permutation matrix and
a = Cck (M, s).
Under the discrete logarithm assumption, it is infeasible to find a witness
of the relation Rcom for the commitment parameter (g, g1 , . . . , gN ). Thus, for a
randomly chosen commitment parameter, the proposition may be interpreted as
a proof of knowledge of the relation Rπ .
3.1

Proof of Proposition 1

The completeness and zero-knowledge properties follows from the completeness
and zero-knowledge properties of the sigma protocol and the hiding property of
the commitment scheme. What remains is to show that the protocol is a proof of
knowledge by creating an extractor. We do this by extracting witnesses (e0 , t, k)
from the sigma proof for N linearly independent vectors e and use them to
recover the matrix M . Finally, we show that if M is not a permutation matrix,
then we are able to extract a witness of the commitment relation Rcom .
Three-Message Protocol. We first make a conceptual change that allows us to
view our four-round prover as a particular three-round prover of a standard
sigma-protocol. Given a prover P ∗ , we denote by P+ the interactive machine
that chooses e ∈ ZN
q randomly itself instead of letting V choose it, and then
simulates P ∗ . We denote by V+ the corresponding verifier that accepts e as part
of the first message in the sigma proof.
Basic Extractor. We augment the common input with a list of linearly independent vectors e1 , . . . , el ∈ ZN
q where l < N , let P⊥ be identical to P+ , and define
V⊥ to be identical to V+ except that it only accepts if e is linearly independent
of these. If P ∗ convinces V with probability δ, then P⊥ clearly convinces V⊥ with
1
probability at least δ − |S|
, since the probability that e is linearly dependent of
1
is
bounded
by |S|
e1 , . . . , el ∈ ZN
.
q
It is well known that the sigma proof has an extractor E⊥ running P⊥ as a
black-box that given linearly independent e1 , . . . , el ∈ ZN
q extracts an e that is
linearly independent of the former vectors and a corresponding witness (e0 , t, k)
1
of the sigma proof. Furthermore, E⊥ runs in expected time T /(δ − |S|
− ) for
some polynomial T (n) in the security parameter n, where  is the knowledge
error of the sigma proof. Denote by EN the extractor that computes witnesses
(el , tl , e0l , kl ) = E⊥ (e1 , . . . , el−1 , a, g, g1, . . . , gN ) for l = 1, . . . , N . Then EN runs
1
in expected time O N T /(δ − |S|
− ) .
Computation of Committed
From linear independence follows that there
PMatrix.
N
exists αl,j ∈ Zq such that j=1 αl,j ej is the lth standard unit vector in ZN
q . We
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conclude that:
al =

N
Y

j=1

αl,j ej

a

=

N
Y

j=1

C

α
e0j , kj l,j



=C

N
X
j=1

αl,j e0j ,

N
X
j=1



αl,j kj  .

PN
Thus, we have a = C (M, s), where j=1 αl,j e0j is the lth column of a matrix

PN
P
N
×N
∈ ZN
M ∈ ZN
and s =
q is the random
q
j=1 α1,j kj , . . . ,
j=1 αN,j kj
vector used to commit.
Product Inequality Extractor. We expect that the matrix M is a permutation
matrix, but if this is not the case we must argue that we can find a non-trivial
representation of 1 in Gq . We augment the original input with a non-permutation
matrix M which we assume satisfy M 1 = 1. We will see that had M 1 6= 1, we
would have been able to extract a witness of Rcom . Let Pπ be identical to P+ ,
and define Vπ to be identical to V+ except that it only accepts if
YN
YN
hmi , ei =
6
ei .
(1)
i=1

i=1

From Theorem 1 and Schwartz-Zippel’s lemma follows that the probability that
the additional requirement is not satisfied is at most N/|S|. Thus, if P ∗ convinces
V with probability δ, then Pπ convinces Vπ with probability at least δ − N/|S|.
Again, a standard argument implies that there exists an extractor Eπ with blackN
box access to P ∗ running in time O T 0 /(δ − |S|
− ) , which extracts (e, t, e0 , k)
such that C (e0 , k) = ae and Equation (1) is satisfied.
Main Extractor. Denote by E the extractor that proceeds as follows:

1. It invokes EN to find a matrix M and randomness s such that a = C (M, s).
If M is a permutation matrix, then E has found the witness (M, s) of relation
Rπ .
2. If M does not satisfy M 1 = 1, then set e00 = M 1 and note that


e00 6= 1 and C 1, t1 = a1 = C e00 , hs, 1i .
Then E has found the witness (a1 , 1, t1 , e00 , hs, 1i) of the commitment relation
Rcom .
3. If M satisfies M 1 = 1, but is not a permutation matrix, then E invokes Eπ
with the additional input M to find (e, t, e0 , k) such that C (e0 , k) = ae and
Equation (1) holds. Define e00 = M e and note that
e00 6= e0

and C (e0 , k) = ae = C (e00 , hs, ei) .
QN
QN
QN
The former holds, since i=1 e0i = i=1 ei 6= i=1 e00i . Then E has found the
00
e 0
witness (a , e , k, e , hs, ei) of the commitment relation Rcom .

Note that the the expected running time of the extractor E is bounded by
N
− ) as required and that it always finds a witness of
O (N T + T 0 )/(δ − |S|
either Rπ or Rcom .
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4

Proof of Knowledge of Restricted Permutation Matrix

We now detail how one can restrict π to the subset SF of permutations that satisfies F (x01 , . . . , x0d ) = F (x1 , . . . , xd ) for a multivariate polynomial F (x1 , . . . , xd )
in Zq [x1 , . . . , xd ] where x0i = (xi,π(1) , . . . , xi,π(N ) ) . We remark that d = 1 in
many instances, in which case the polynomial F will just depend on a single list
of N variables.
The protocol below is an extension of Protocol 1. Thus, to simplify the exposition we denote by Pπ (a, t, e, e0 , k) the predicate used to define the sigma proof

QN
QN
of Protocol 1, i.e. C 1, t = a1 ∧ C (e0 , k) = ae ∧ i=1 e0i = i=1 ei .

Protocol 2 (Restricted Permutation Matrix).
Common Input: Matrix commitment a ∈ GN
q , commitment parameters g, g1 , . . . , gN ∈
Gq , and a polynomial invariant F .
×N
Private Input: Permutation matrix M ∈ ZN
for a permutation π ∈ SF and
q
randomness s ∈ ZN
such
that
a
=
C
(M,
s).
q
1. V chooses e1 , . . . , ed ∈ S N ⊆ ZN
q randomly and hands e1 , . . . , ed to P.
2. P defines t = h1, si and kι = hs, eι i for ι = 1, . . . , d. Then V outputs the
result of
 0

Pπ (a, t, e1 , e01 , k1 ) = 1
e1 ∈ ZN
q , t, k1 ∈ Zq

Vd
0
0
N
0
e
j

 .
e2 , . . . , ed ∈ Zq
Σ-proof
j=1 C ej , kj = a
V
k2 , . . . , kd ∈ Zq
F (e01 , . . . , e0d ) = F (e1 , . . . , ed )

Proposition 2. Protocol 2 is a perfectly complete 4-message honest verifier
zero-knowledge proof of knowledge of the relation RG ∨ Rcom , where the relation
RG consists of pairs ((ck , a, F ), (M, s)) such that M is a permutation matrix of
π ∈ SF and a = Cck (M, s).
The proof, given in Appendix A.1, is a slight modification of the proof of Proposition 1.
4.1

Encoding Graphs As Polynomials

So far, we have not discussed where the polynomials would come from. In this
section we describe how a graph can be encoded as a polynomial which is invariant under automorphisms of the graph.
The edge set E of an undirected
graph G with N vertices can be encoded
P
by the polynomial FG (x) = (i,j)∈E xi xj where x is a list of N independent
variables. This encoding is generalized
P inQthe natural way to a hypergraph with
edge set E by defining FG (x) = e∈E i∈e xi . Both encodings allow multiple
edges and self-loops.
Notice that the encoding above does not preserve information about the
direction of the edges. For directed graphs, we instead
introduce new variables
P
y1 , . . . , yN and use the polynomial FG (x, y) = (i,j)∈E xi yj , where xi and yi
represent the origin and destination of a directed edge from and to vertex i
10

respectively. For example, the cyclic group CN of rotations of N elements arise
as the automorphism group of the directed cyclic P
graph on N vertices. This
graph can be encoded by the polynomial FG (x, y) = (i,j)∈E xi yj so we can use
a proof of a restricted shuffle to show that one list of ciphertexts is a rotation of
another.
This trick of adding more variables can be generalized to encode the order
of the vertices in the edges of a hypergraph.
Theorem 2. Let FG (x1 , . . . , xd ) be the encoding polynomial of a (directed or
undirected) graph or hypergraph G . A permutation π is an automorphism of G
if and only if
FG (x1 , . . . , xd ) = FG (x01 , . . . , x0d ) ,
where x0i = (xi,π(1) , . . . , xi,π(N ) ).
Proof. Recall that an automorphism is a permutation of the vertices which maps
edges to edges. Since FG is an encoding of the edge set and the edge sets are equal
if and only if the permutation is an automorphism, it follows that the encoding
polynomials are equal if and only if the permutation is an automorphism.


5

Proofs of Restricted Shuffles

We immediately get an 8-message proof of a restricted shuffle for any shufflefriendly map and any homomorphic cryptosystem by combining our result with
the protocol in [27]. Here we give a 5-message proof of a restricted shuffle for
the important special case where each element in the groups of ciphertexts and
randomness have prime order q, e.g. El Gamal [8].
Recall the definition of shuffle-friendly maps from [27], where we use Cpk and
Rpk to denote the groups of ciphertexts and randomness for a public key pk .
Definition 1. A map φpk is shuffle-friendly for a public key pk ∈ PK of a
homomorphic cryptosystem if it defines a homomorphic map φpk : Cpk × Rpk →
Cpk .
For example, the shuffle-friendly map1 of a shuffle where the ciphertexts are
re-encrypted and permuted is defined by φpk (c, r) = c · Epk (1, r). All the known
shuffles of homomorphic ciphertexts or lists of ciphertexts can be expressed similarly (see [27] for more examples). We let PF (a, t, {eι , kι , e0ι }dι=1 ) denote the
predicate Pπ (a, t, e1 , e01 , k1 ) ∧ F (e01 , . . . , e0d ) = F (e1 , . . . , ed ) ∧ C(e0j , kj ) = aej for
all j, i.e the predicate that was used to define the sigma proof in Protocol 2.
Protocol 3 (Proof of Restricted Shuffle).
Common Input: Commitment parameters g, g1 , . . . , gN ∈ Gq , a polynomial F ,
public key pk , and ciphertexts c1 , . . . , cN , c01 , . . . , c0N ∈ Cpk .
1

We remark that nothing prevents proving a shuffle of other objects than ciphertexts,
i.e., any groups Cpk and Rpk of prime order q, and any homomorphic map φpk defined
by some public parameter pk can be used.
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Private Input: A permutation π ∈ SF and randomness r ∈ RN
pk such that

c0i = φpk cπ(i) , rπ(i) .

×N
1. Let M ∈ ZN
be the permutation matrix representing π. P chooses s ∈ ZN
q
q
randomly, computes a = C (M, s), and hands a to V.
2. V chooses e1 , . . . , ed ∈ S N ⊆ ZN
q randomly and hands e1 , . . . , ed to P.
3. P defines e0ι = M eι , t = h1, si, kι = hs, eι i for ι = 1, . . . , d, and u = hr, e1 i.
Then V outputs the result of
#
"
d
PF (a, t, {eι , kι , e0ι }dι=1 ) = 1 
{e0ι ∈ ZN
q , kι ∈ Zq }ι=1 Q
Q
0
.
Σ-proof
e
N
N
1,i
0 e1,i
= φpk
t ∈ Zq , u ∈ Rpk
i=1 (ci )
i=1 ci , u

In Appendix B we give a concrete instantiation of the above sigma proof
for an unrestricted shuffle which has efficiency comparable to some of the most
efficient proofs of a shuffle in the literature. We also explain how a shuffle of a
complete binary tree can be derived with essentially no additional computational
cost.
Proposition 3. Protocol 3 is a perfectly complete 5-message honest verifier
zero-knowledge proof of knowledge of the relation Rφpk ∨ Rcom , where Rφpk consists of pairs ((ck , a, F, pk , c, c0 ), (M, s, r)) such that
 M is a permutation matrix
of π ∈ SF , a = Cck (M, s) and c0i = φpk cπ(i) , rπ(i) .
A proof of the proposition is given in Appendix A.2

6

Variations and Generalizations

There are many natural variations and generalizations of our approach. Below
we briefly mention some of these.
An alternative encoding of a graph is found by switching the roles of multiplication and addition in the encoding polynomial, e.g., the encoding
Q polynomial of
an undirected graph G could be defined as FG (x1 , . . . , xN ) = (i,j)∈E (xi + xj ).
Direction of edges can also be represented in an alternative way using powers
to distinguish the ends of each edge, e.g, given a directed
graph G the encoding
P
polynomial could be defined by FG (x1 , . . . , xN ) = (i,j)∈E xi x2j . We can combine these ideas, turning exponentiation into Q
multiplication by a scalar, and get
the encoding polynomial FG (x1 , . . . , xN ) = (i,j)∈E (xi + 2xj + 1) for our directed graph. The additive constant 1 is needed to fix the scalar multiple of each
factor since factorization in the ring Zq [x1 , . . . , xN ] is only unique up to units.
The same ideas can be extended to hypergraphs and oriented hypergraphs, i.e.
hypergraphs where the edges are ordered tuples rather than sets of vertices.
It is easy to generalize the protocol to proving that f (xπ(1) , . . . , xπ(N ) ) =
g(x1 , . . . , xN ) for an arbitrary function g. In the body of the paper, we dealt
with the important special case where f = g, but by choosing g different from f ,
12

it is possible to prove that the permutation belong to a set that is not necessarily
a group. For example, one can prove that the permutation is odd by choosing
Y
Y
f (x1 , . . . , xN ) =
(xi − xj ) and g(x1 , . . . , xN ) = − (xi − xj ) .
i<j

i<j

However, it will generally not be possible to create a chain of mix-servers unless
the permutation is restricted to a set that is closed under composition.
For utmost generality, one can easily modify the protocol to prove that
f (x1 , . . . , xN , xπ(1) , . . . , xπ(N ) ) = 0 or even f (x1 , . . . , xN , xπ(1) , . . . , xπ(N ) ) 6= 0
for any function f that can be computed verifiably. Given a commitment y =
0
C (b, s), the prover can demonstrate that b 6= 0 by computing t = 1/b, z = g s y t
and running a sigma proof of the form
i
h
0
Σ-proof r, t, s0 z = g s y t ∧ z/g1 = g r .

As an example, one can prove
is a derangement, i.e. that

QNthat a permutation
π(i) 6= i for all i by verifying i=1 xπ(i) − xi 6= 0.
In our exposition we assume for clarity that q is prime, but this is not essential. Composite q can be used, but this requires a more delicate analysis to
handle the possibility of non-invertible elements and zero-divisors in the ring Zq ,
e.g., the random vectors are no longer vectors, but elements in a module. Even
the case where q is unknown can be handled using an approach similar to that
of [27].
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A
A.1

Omitted Proofs
Proof of Proposition 2

The completeness and zero-knowledge properties follows immediately from the
completeness and zero-knowledge property of the sigma proof and the hiding
property of the commitment scheme.
The soundness and proof of knowledge properties follows by modifications of
the proof of Proposition 1. We first replace the basic extractor. Then we consider
an additional extractor for finding polynomial inequalities in the case where the
extracted matrix M does not belong to the required set of permutation matrices.
Finally, we add an additional step to the original main extractor.
Three-Message Protocol. We redefine the prover P+ such that it chooses all of
e1 , . . . , ed ∈ S N (instead of letting the verifier choose them), and redefine V+ to
accept e1 , . . . , ed as part of the first message from the prover. We may then view
the prover Pπ and verifier Vπ from the proof of Proposition 1 as modifications to
the new P+ and V+ in the obvious way (where they use the components of the
protocol already present in Protocol 1), and correspondingly for the extractor
Eπ which has the same properties as the original one (possibly by changing the
polynomial T (n) and the negligible error ).
Basic Extractor. We augment the original input with several lists of linearly
independent vectors eι,1 , . . . , eι,l ∈ ZN
q , for ι = 1, . . . , d and l < N . Then we
redefine V⊥ to only accept if the ιth random vector eι chosen in an execution
of the protocol is linearly independent of the vectors eι,1 , . . . , eι,l . We argue
similarly as in the proof of Proposition 1. If P ∗ convinces V with probability δ,
then by the union bound P⊥ convinces V⊥ with probability at least δ − d+1
|S| , and
there exists an extractor E⊥ that given the lists of linearly independent vectors
extracts:
1. vectors e1 , . . . , ed such that every eι is linearly independent of eι,1 , . . . , eι,l
15

2. a witness (t, e01 , k1 ) and (e0ι , kι ) for ι = 1, . . . , d of the corresponding sigma
proof.
Moreover, the extractor E⊥ runs in expected time T /(δ− d+1
|S| −) for a polynomial
T (n). Then we redefine EN such that it computes
({eι,l }dι=1 , tl , {e0ι,l , kι,l }dι=1 ) = E⊥ ({eι,1 , . . . , eι,l−1 }dι=1 , a, g, g1 , . . . , gN )
for l = 1, . . . , N . Clearly, EN runs in expected time O N T /(δ −

d+1
|S|


− ) .

Polynomial Inequality Extractor. Suppose that M ∈ ZqN ×N is a permutation
matrix, but the permutation does not leave F invariant. We augment the common input with a permutation matrix M with this property, let PF be identical
to P+ , and define a new verifier VF to be identical to V+ except that it only
accepts if
F (M e1 , . . . , M ed ) 6= F (e1 , . . . , ed ) .

(2)

From Schwartz-Zippel’s lemma, we know that the probability that the additional
requirement is not satisfied is at most ∆F = deg(F )/|S|. Thus, if P ∗ convinces
V with probability δ, then PF convinces VF with probability δ − ∆F . Again, this
implies that there exists an extractor EF running in expected time T 00 /(δ−∆F −)
for some polynomial T 00 that outputs a witness ({eι }dι=1 , t, {e0ι , kι }dι=1 ) satisfying
Equation (2).
Main Extractor. The new main extractor E is syntactically defined as the original
main extractor in the proof of Proposition 1, except that it invokes the redefined
extractors E⊥ and Eπ described above, and the following step is added.
4. If M is a permutation matrix, but the permutation does not leave F invariant, then E invokes EF with the additional input M to find ({eι }dι=1 , t, {e0ι , kι }dι=1 )
satisfying Equation (2). Define e00ι = M e0ι and note that there exist a 1 ≤
ι ≤ d such that
e00ι 6= e0ι

and C (e0ι , kι ) = aeι = C (e00ι , hs, e0ι i) .

QN
QN
QN
The former holds, since i=1 e0ι,i = i=1 eι,i 6= i=1 e00ι,i . Then E has found
00
0
eι 0
the witness (a , eι , kι , eι , hs, eι i) of the commitment relation Rcom .
Note that the extractor always finds a witness of either RG or Rcom and that the
N
expected running time of E is bounded by O (N T + T 0 + T 00 )/(δ − ∆F − |S|
− )
as required.
A.2

Proof of Proposition 3

The completeness follows from the completeness of the sigma proof. The zeroknowledge property follows from the perfect hiding property of the commitment
16

scheme and from the zero-knowledge property of the sigma proof. We consider
a prover P ∗ which convinces V with probability δ. First note that Step 2-3 is an
execution of Protocol 2, except that there is an additional requirement involving
the ciphertexts. It turns out that, when a witness of Rπ is found, all of the
extracted values used to compute the matrix M are useful and not only the
matrix M and the randomness s. To simplify notation in the next section we
write w = e1 and w0 = e01 . Thus, we assume that there is an extended extractor
Eext with some negligible knowledge error  that outputs linearly independent
vectors w1 , . . . , wN in ZN
q along with the matrix M and the randomness s. We
0
= wj,π(i) , where M is the
may also assume that w0j = M wj , i.e., that wj,i
Text
permutation matrix of π. Let Text be a polynomial such that δ(a)−
bounds
the expected running time of Eext , when the prover convinces the verifier with
probability δ(a) depending on the commitment a. Let δ be the probability that
the prover P ∗ convinces V in the full protocol.
Extractor. The extractor E of Protocol 3 proceeds as follows:
1. Sample at most 2δ interactions between P ∗ and V and halt if no accepting
transcript is found. Otherwise let a denote the commitment used in Step 1
of the accepting interaction.
ext
2. Fix the commitment a and run the extractor Eext for at most 4T
δ−2 time
steps, or until it outputs:
(a) a permutation matrix M leaving the polynomial F invariant,
(b) randomness s such that a = C (M, s), and
(c) linearly independent vectors w1 , . . . , wN in ZN
q such that for j = 1, . . . , N
Y

YN
N
w
(c0i )wj,π(i) = φpk
ci j,i , uj .
i=1

i=1

If the extractor Eext
PNsucceeds, we know from linear independence thatN there
exist αl,j such that
j=1 αl,j w j is the lth standard unit vector in Zq . We
conclude that
!αl,j
!!αl,j
N
N
N
N
Y
Y
Y
Y
w
c0π−1 (l) =
(c0i )wj,π(i)
=
φpk
ci j,i , uj
j=1

i=1



= φpk 

N
Y

j=1

j=1

N
Y

i=1

w
ci j,i

!αl,j

,

N
X
j=1

i=1





αl,j uj  = φpk cl ,

N
X
j=1



αl,j uj  ,

where we use the homomorphic property of φpk in the third equality. Thus, the
extractor has found a P
permutation π satisfying the required polynomial
identity,

N
and randomness rl = j=1 αl,j uj such that c0l = φpk cπ(l) , rπ(l) .
Analysis of the extractor. It is clear that the extractor runs in time
2Tprot
4Text
2Tprot + 4Text
+
≤
δ
δ − 2
δ − 2
17

where Tprot is the time it takes to run the protocol once.
We must now investigate the probability with which the extractor succeeds.
Observe that the expected number of interactions to find the first accepting
transcript is δ −1 . By Markov’s inequality, one will be found with probability 12
in 2δ interactions.
Let Accept denote the event that the verifier accepts, and define a set S of
good first messages by
S = {a : Pr [Accept |a ] ≥ δ/2}
Note that Pr [a ∈ S |Accept ] ≥ 21 , so if an accepting transcript is found in Step
1 we get a good a with probability at least 12 . If we obtain a good first message,
then the extractor Eext will find the desired accepting inputs in expected time
Text
at most δ/2−
, so by Markov’s inequality, it succeeds with probability 12 in time
2T

4Text
δ−2 .

+4T

ext
To summarize, the extractor runs in time prot
and extracts the
δ−2
1
desired quantities with probability 8 . This can be converted to an extractor that
finds the permutation and randomness in expected time

by repeating until it succeeds.

B

16Tprot + 32Text
δ − 2

A Concrete Proof of a Shuffle

To make our proof of a shuffle concrete and allow us to estimate its complexity
we instantiate the Sigma-proof we need. We first consider the Sigma-proof we
need in Protocol 1.
B.1

Concrete Proof of Knowledge of Permutation Matrix

For concreteness we let nv , nc , and nr denote the bitsize of components in random vectors, challenges, and random paddings respectively. For these additional
security parameters 2−nv , 2−nc , and 2−nr must be negligible in n. In practice, nv
and nc govern the soundness of the protocols below and nr govern the statistical
N
zero-knowledge property. Given are a = C (M, s), s ∈ ZN
and we
q , and e ∈ S
instantiate the needed sigma-proof below.
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Protocol
of the following sigma-proof.
" 4. An instantiation

#

QN
QN
e0 ∈ ZN
C
1,
t
=
a1 ∧ C (e0 , k) = ae ∧ i=1 e0i = i=1 ei
q
Σ-proof
t, k, z ∈ Zq
∨g1 = g z
0
nv +nr +nc
− 1]N , sγ , sδ ∈ Zq and
1. P chooses r, s ∈ ZN
q , sα ∈ Zq , s ∈ [0, 2
hands the following values to V, where we set B0 = g1 ,
e0

i
Bi = g ri Bi−1
, α = g sα

N
Y

s0

s0

i
gi i , βi = g si Bi−1
, γ = g sγ , δ = g sδ .

i=1

2. V chooses a challenge c ∈ [0, 2nc − 1] at random and sends it to P.
3. P responds with
dα = ck + sα mod q , d0i = ce0i + s0i , di = cri + si mod q ,
dγ = chs, 1i + sγ mod q , and dδ = ce00N + sδ mod q ,
where e001 = s1 and e00i = e00i−1 e0i + si mod q for i > 1.
4. V accepts if and only if
(ae )c α = g dα

N
Y

d0

d0

i
gi i , Bic βi = g di Bi−1
,

(3)

i=1

a1

!c

c
Y
 Q
N
N
e
gi γ = g dγ , and BN g1 i=1 i δ = g dδ .

(4)

i=1

Proposition 4. Protocol 4 is perfectly complete, special sound, and statistical
special zero-knowledge.
Proof. The proof is standard. The special zero-knowledge simulator chooses
0
B1 , . . . , BN ∈ Gq , and d, d ∈ ZN
q , and dα , dγ , dδ ∈ Zq randomly and define
α, βi , γ, and δ by Equation (3) and (4). The statistical distance between a simulated transcript and a real transcript is O(2−nr ), which is small if nr is chosen
appropriately. From two accepting transcripts
0

N
(Bi )N
i=1 , α, (βi )i=1 , γ, δ, c, d, d , dα , dγ , dδ
∗

0∗



and

and

N
∗
∗
∗
∗
(Bi )N
i=1 , α, (βi )i=1 , γ, δ, c , d , d , dα , dγ , dδ
0

0∗

∗

with c 6= c∗ we define e0 = (d − d )/(c − c∗ ), r = (d − d )/(c − c∗ ), k =
(dα − d∗α )/(c − c∗ ), t = (dγ − d∗γ )/(c − c∗ ), kδ = (dδ − d∗δ )/(c − c∗ ), and conclude
that
QN

e
e0i
C (e0 , k) = ae , Bi = g ri Bi−1
, C 1, t = a1 , and BN = g kδ g1 i=1 i .
QN
By solving the recursive equation involving Bi , we conclude that either i=1 e0i =
QN
z
i=1 ei , or we have found the discrete logarithm z such that g1 = g .
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The prover computes roughly 2N exponentiations with exponents in Zq , but
they all use the same basis element g. Fixed base exponentiation techniques can
be applied directly to reduce this by a fairly large constant factor compared to
square-and-multiply exponentiation, say a factor 1/8, provided that N > 1000.
The prover also computes N exponentiations with exponents of bitsize nv and
2N exponentiations with bitsize nv + nc + nr respectively. This corresponds to
3nv +2nc +2nr
exponentiations with exponents in Zq . If we use nv = nc = nr = 80
n
and n = 1024, this corresponds to computing roughly N/2 exponentiations. This
can be further reduced at least by a factor of 3 using simultaneous exponentiation. Thus, we estimate the complexity of the prover to correspond to at most
1
6 N square-and-multiply exponentiations for practical parameters. The complexity of the verifier is estimated to 61 N as well, by noting that, provided nc = nv ,
we may match exponentiations by s0i , si , and e0i performed by the prover by
exponentiations by d0i , di , and c performed by the verifier.
B.2

Concrete Proof of a Shuffle

To turn Protocol 4 into a complete proof of a shuffle, we can apply the protocol
of [27] directly or interlace it with Protocol 4 to avoid increasing the number of
rounds. From special statistical zero-knowledge, it is easy to see that we may also
reuse the random vector and challenge. The complexity of the prover and verifier
in the protocol in [27] amounts to N exponentiations by (nv + nr + nc )-bit exponents in the group Gq and Mpk respectively. Thus, the complexity depends on
the underlying cryptosystem. For El Gamal over Gq , with the parameters above,
and using simultaneous exponentiation, this amounts to roughly 14 N square-andmultiply exponentiations. Thus, the total complexity with these parameters is
roughly 25 N square-and-multiply exponentiations, which is almost as fast as the
protocol in [27] which requires precomputation. Below we sketch the protocol
given in [27]. Let {h1 , . . . , ht } be a generator set of the ciphertext space Cpk ,
e.g., for El Gamal over Gq , this would be {(1, g), (g, 1)}. The prover hands
C0 = C (l1 , . . . , lt , l) and C1 =

t
Y

j=1

l

hjj

N
Y

0

(c0i )ei

i=1

and proves that these were formed correctly using e0 . This is done using a standard proof of knowledge of multi-logarithms.
Then
Q
 it also proves that it knows
Qt
l
e1,i
N
some u such that C1 = j=1 hjj φpk
i=1 ci , u . From this we may conclude

Q
QN
0
e1,i
N
that i=1 (c0i )e1,i = φpk
i=1 ci , u , or a witness of the relation Rcom can be
extracted.
B.3

Proof of Tree Shuffle Without Additional Cost
Qi
Note that Bi is a commitment of j=1 e0j in Protocol 4. In other words, the roles
QN
of the Bi ’s is to aggregate the product j=1 e0j . When proving restricted shuffles
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it may be advantageous to aggregate the product in a different order, since the
partial results can then be reused. Consider the following. Let T = (V, ET ) be
a (rooted) complete binary tree on N = 2N0 leaves L = {1, . . . , N } and let S
denote the the set of permutations of the leaves L that are consistent with some
automorphism of T . Suppose that we wish to shuffle a list of N ciphertexts using
a permutation from S. One way to do this is to consider the alternative encoding
of S as the automorphism group of a hypergraph G = (L, EG ) with
EG = {e ⊆ 2L : e = L(T 0 ) for a complete subtree T 0 of T } ,
where L(T 0 ) denotes the set ofP
leaves of T 0 . Recall that the encoding polynomial
Q
of G is then simply FG (x) = f ∈EG mf (x), where we write mf (x) = i∈f xi
for the monomial
encoding
of
an
edge
f
.
Suppose
now
that
we
aggregate
the
QN
product i=1 e0i in a tree-like fashion by forming commitments of mf (e) for all
mf with deg mf = 2i for i = 1, . . . , N0 . Then we have commitments of mf (e)
for all monomials of FG (x) for free, and we can easily compute a commitment of
FG (e) by simply multiplying these commitments. Thus, proving such a shuffle
can be done essentially without additional cost.
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Abstract

Another disadvantage of Chaum’s mix-net is that
the ciphertexts grow with each added mix-server.
Park et al. [17] introduced re-encryption mix-nets, where
the mix-servers use the homomorphic property of the
cryptosystem to re-randomize the ciphertexts instead of
decrypting. Sako and Kilian [22] introduced the first
universally verifiable mix-net based on the protocol of
Park et al. Their mix-net allows each mix-server to
prove in zero-knowledge that its output is a re-encryption
and permutation of its input. Sako and Kilian’s proof
was a cut-and-choose protocol, but more efficient proofs
of shuffles were given by Neff [15] and Furukawa and
Sako [5].
Many other works in the field aim to improve the efficiency of mix-nets, e.g., [10, 9, 7, 11, 12], but vulnerabilities have been found in most mix-nets not based on
proofs of shuffles [18, 14, 2, 23, 13].
Puiggalı́ and Guasch [21] proposed a heuristically secure mix-net at EVOTE 2010 (called the Scytl mixnet in the rest of the paper) which combines ideas of
Golle et al. [7] and Jakobsson et al. [12]. To verify that a
mix-server correctly re-encrypts and permutes the votes
in Scytl’s mix-net, a verifier partitions the server’s input
into blocks and the server reveals the corresponding output blocks. Furthermore, the server proves that the product of the votes in each output block is a re-encryption of
the product of the votes in the corresponding input block.
This approach is significantly faster than even the most
efficient proofs of shuffles [8, 4], but the security is not
as well understood.
A version of Scytl’s mix-net was implemented and
used with four mix-servers in the Norwegian electronic
trial elections [16, 6], but all four mix-servers were run
by the same semi-trusted party and there was an additional “ballot box”. Privacy was ensured under the assumption that either the “ballot box” or the semi-trusted
party remained honest. The mix-net was merely used as
a way to allow the semi-trusted party to convince auditors that it performed the shuffling correctly, but as far

We study the heuristically secure mix-net proposed by
Puiggalı́ and Guasch (EVOTE 2010). We present practical attacks on both correctness and privacy for some sets
of parameters of the scheme. Although our attacks only
allow us to replace a few inputs, or to break the privacy
of a few voters, this shows that the scheme can not be
proven secure.

1

Introduction

A fundamental problem in implementing electronic elections is how to guarantee the anonymity of the voters.
Chaum [1] studied the similar problem of how to allow
people to send anonymous e-mail, and introduced mixnets as a solution to this problem.
In Chaum’s mix-net, k mix-servers M1 , . . . , Mk are arranged in sequence. Each mix-server M j generates a
public/private key pair and publishes his public key pk j .
To anonymously send a message mi , the ith sender encrypts the message with all public keys and publishes the
resulting ciphertext Encpk1 (Encpk2 (· · · Encpkk (mi ) · · · ))
on a bulletin board. Let L0 be the list of all submitted ciphertexts. For j = 1, . . . , k, the jth mix-server M j
then takes L j−1 as input, removes the outermost layer of
encryption using his private key, and permutes the resulting ciphertexts to form its output L j . Once the last
mix-server Mk has decrypted and shuffled the list, he can
publish the plaintext messages. One can easily see that
Chaum’s mix-net prevents linking the plaintext messages
published by the last mix-server to the original senders as
long as at least one of the servers is honest. On the other
hand, any mix-server can replace any ciphertext with a
ciphertext of his choice. This is clearly unacceptable in a
voting context.
∗ The author is now at the Department of Mathematical Sciences at
Sharif University of Technology, Tehran, Iran. The email address is
shahram.khazaei@sharif.edu.

1

1.2.1

as we know the original plan was to distribute trust on
multiple parties by letting different parties run the mixservers as proposed in [21]. However, our attacks against
the mix-net do not apply directly to the Norwegian implementation due to their security model and their choice
of parameters. See the discussion in Section 6 for further
details.

1.1

√
In an election with N = 1000000 votes and b = N =
1000 blocks, each of size ` = 1000, our first attack can
recover the vote of one targeted sender with probability 0.98 by corrupting the first mix-server and about 100
voters. If we instead use the attack of Section 5.2 and
corrupt the 2 first mix-servers, then it suffices to corrupt
2 voters to attack the privacy of one chosen voter with
probability 0.999. Finally, the third attack in Section 5.3
lets us replace 9 votes by corrupting one mix-server and
remain undetected with probability about 0.95.
The blocks in the previous examples were fairly large.
If one uses smaller blocks then the cost of running the
mix-net increases, but our attacks become less efficient.
√
Puiggalı́ and Guasch [21] recommend using ` = k N
when mixing N votes using k mix-servers. With 1000000
votes and 3 mix-servers, this gives b = 10000 blocks of
size ` = 100. The attack in Section 5.1 then requires
about 300 corrupted voters in addition to the corrupted
mix-server in order to succeed with probability 0.98. By
using the second attack and corrupting 2 mix-servers, we
can bring down the number of corrupted voters to 30 and
be successful with probability 0.93. The third attack does
not apply since ` < b.

Motivation and Contribution

We think it is important to study the Scytl mix-net, since
it has already been used in real elections to ensure correctness, and may be used to provide privacy in future
elections.
In this paper we demonstrate attacks against both the
correctness and the privacy of the proposed mix-net. The
attacks are based on a recent attack [13] on mix-nets
with randomized partial checking [12] and the observation that votes can be modified without detection if the
modified elements end up in the same block during the
verification phase.
Our first attack lets the first mix-server break the privacy of any chosen voter or small group
√ of voters, assuming that the server can corrupt O( b) voters, where
b denotes the number of blocks in the verification step.
The second attack is similar to the first, but reduces the
number of voters that have to be corrupted if the two first
mix-servers collude. Our third attack uses the particular way the lists are partitioned
√ to allow any mix-server
except the first to replace O( b) votes without being detected. The last
√ attack can also be used to violate the
privacy of O( b) voters.

1.2

2 Notation
We consider a mix-net with k mix-servers M1 , . . . , Mk
that provides anonymity for a group of N voters. We
denote a cryptosystem by CS = (Gen, Enc, Dec), where
Gen, Enc, and Dec are the key generation algorithm, the
encryption algorithm, and the decryption algorithm respectively. The key generation algorithm Gen outputs a
pair (pk, sk) consisting of a public key and a private key.
We let Mpk , Cpk , and Rpk be the sets of possible plaintexts, ciphertexts, and randomizers, respectively, associated with the public key pk. We write c = Encpk (m, r)
for the encryption of a plaintext m using randomness r,
and Decsk (c) = m for the decryption of a ciphertext c.
We sometimes view Enc as a probabilistic algorithm and
drop r from our notation.
Recall that a cryptosystem is called homomorphic if
for every public key pk: Mpk , Cpk , and Rpk are groups
and Encpk is a homomorphism from Mpk × Rpk to Cpk ,
i.e., if for every m0 , m1 ∈ Mpk and r0 , r1 ∈ Rpk we have

Summary of the Attacks

# corrupted voters

attack on

# targeted ciphertexts

l≥b
l≥b

# corrupted servers

condition

In the following table, which summarizes our results, b
denotes the number of blocks in the verification and ` =
N/b denotes the block size, where N is the number of
voters.

claimed
Sect. 5.1
Sect. 5.2
Sect. 5.3
Sect. 5.3

1
1
2
1
1

O(b√
+ 1)
O(p b)
O( b/l)
-

priv.
priv.
priv.
corr.
priv.

O(1)
O(1)
O(1)
√
O(√b)
O( b)

Concrete examples

Encpk (m0 , r0 )Encpk (m1 , r1 ) = Encpk (m0 m1 , r0 + r1 ) .
We write Mpk and Cpk multiplicatively and Rpk additively since this is the case in, for example, the ElGamal cryptosystem. Homomorphic cryptosystems allow
ciphertexts to be re-encrypted. This means that anybody
with access to the public key can take a ciphertext c and
form c · Encpk (1, r), for a randomly chosen r ∈ Rpk , and
2

3.2 Ballot Preparation and Encryption

the resulting ciphertext is identically, but independently,
distributed to the original ciphertext.
Throughout the paper we employ the estimate of collision probabilities used to prove the birthday bound.
More precisely, we use the fact that if we pick s elements
from a large set of size b with repetition, then some element in the set is picked at least twice with probability
√
2
roughly 1 − e−λ /2 , where λ = s/ b.

3

The ith voter computes an encryption c0,i = Encpk (mi )
of its vote mi , and posts the ciphertext on the bulletin
board. To prevent voters from performing Pfitzmann’s
attack [19, 18] directly, each ciphertext is also augmented
with a non-interactive zero-knowledge proof of knowledge of the plaintext.

3.3

Description of the Mix-Net

When all voters have submitted their ciphertexts, the
mix-servers check that the proofs are valid and that no
vote has been duplicated. After removing any such duplicate or invalid ciphertexts, the mix-servers agree on an
initial list L0 = (c0,1 , . . . , c0,N ) of submitted ciphertexts.
This ballot checking is not important in our attacks since
even the corrupted voters will submit valid votes. Therefore we assume, without loss of generality, that the list
L0 contains N distinct well-formed ciphertexts.

Puiggalı́ and Guasch [21] propose a homomorphic mixnet that combines ideas of Golle et al. [7] and Jakobsson
et al. [12] for the verification. On a high level, the mixnet works as follows. The voters submit their inputs encrypted with a homomorphic cryptosystem, e.g., ElGamal, to the mix-net. Starting from the first mix-server, in
turn, each mix-server re-encrypts and permutes the list
of the ciphertexts before passing the list on to the next
mix-server in the chain. Once the last mix-server has
published his output list on the bulletin board, the verification phase starts. A verifier partitions the input to
each mix-server into a number of blocks. The mix-server
then reveals the output block corresponding to each input
block without revealing how the individual ciphertexts
are shuffled. Then the server proves that the product of
all the ciphertexts in each output block is a re-encryption
of the product of the ciphertexts in the corresponding input block. If the verification is passed, then the mixservers jointly decrypt the final list of ciphertexts and
otherwise the mixing restarts. Below we give more details on the scheme. The reader is referred to [21] for the
original description.

3.1

Initial Ballot Checking

3.4

Mixing Phase

For j = 1, . . . , k, the jth mix-server M j reads the list of
ciphertexts L j−1 = (c j−1,1 , . . . , c j−1,N ) from the bulletin
board, chooses a permutation π j and re-encryption factors r j,1 , . . . , r j,N randomly, computes
c j,i = Encpk (1, r j,π j (i) ) · c j−1,π j (i) ,
and writes L j = (c j,1 , . . . , c j,N ) on the bulletin board.

3.5 Verification Phase
The verification is performed in a challenge-response
manner, with the challenge being a partitioning of the
mix-server’s input list. The parameters b and `, chosen
before the mixing starts, denote the number of blocks in
the partitioning and the size of each block respectively.

Setup

The mix-net uses a homomorphic cryptosystem, e.g. ElGamal. The public key pk and the corresponding secret
key sk are generated during a setup phase and the secret key is verifiably secret shared among the servers [3].
To ensure that the result can be decrypted even if some
servers refuse to cooperate there is typically some threshold τ such that any set of τ servers can decrypt the results, but smaller subsets gain no information about the
secret key. The details of how this is done is not important for our attacks.
There is also a parameter b for the mix-net. For each
mix server, the input list containing N encrypted votes
will be divided into b blocks of (almost) equal size `.
To simplify the exposition we assume that N = `b. Our
results are easily generalized to the case where b does not
divide N, e.g., by allowing N mod b blocks to have size
` + 1 and the remaining blocks to have size `.

Challenge-Response. Each mix-server M j , receives a
partitioning of its input list L j−1 into b blocks as a
challenge. More precisely, M j receives a partitioning
I j−1,1 , . . . , I j−1,b of the set [1, N] where the tth block
of ciphertexts are those in L j−1 whose indices are in
I j−1,t . For each I j−1,t , the server reveals the corresponding block of re-encrypted votes. In other words, M j defines
n
o
O j,t = π −1
i ∈ I j−1,t
j (i)

and publishes O j,1 , . . . , O j,b along with a proof that the
product of the ciphertexts in each output block is a reencryption of the ciphertexts in the corresponding input
block, i.e., a proof of knowledge of an R j,t such that

∏

i∈O j,t

3

c j,i = Encpk (1, R j,t ) ·

∏

i∈I j−1,t

c j−1,i .

Clearly M j knows R j,t = ∑i∈I j−1,t r j,i since he picked
the re-encryption factors himself. Note that the mixservers do not prove that each output block is a permutation and re-encryption of the input block.

c0,2 by
s

u1 = ∏ cδi i and u2 =
i=1

Finally, he re-encrypts the ciphertexts in L00 and permutes
them to form L1 and publishes L1 on the bulletin board
like an honest mix-server.
If the mix-net produces an output, then the attacker
searches for s + 1 plaintexts m1 , . . . , ms and m in the final
list of plaintext ballots that satisfy m = ∏si=1 mδi i . This
lets the attacker conclude that with overwhelming probability the ith targeted ciphertext is an encryption of mi .
We must show that M1 passes the verification step with
probability 1/b.
By construction, u1 u2 = c0,1 c0,2 so if 1, 2 ∈ I0,t for
some t, then

Input Partitioning. The partitioning of the input of the
first mix-server can be generated randomly by a trusted
party, jointly by the mix-servers themselves, or using a
random oracle. For our attacks, it is not important exactly how the input partitioning of the first mix-server is
chosen as long as it is random.
For every other mix-server the partitioning of the input is determined by the partitioning of the output of
the preceding mix-server. More precisely, to form the
input partitioning of M j , the indices of each output
block O j−1,1 , . . . , O j−1,b are first sorted by numerical
value [20]. Then the first input block I j−1,1 of mix-server
M j is defined by choosing the first element of O j−1,1 , the
first element of O j−1,2 , the first element of O j−1,3 and so
on until the block is full; once the first elements of every block O j−1,1 , . . . , O j−1,b has been used, the process
is continued with the second element from each of those
blocks in the same order. This process is continued until
all output blocks are full.
Puiggalı́ and Guasch have considered other ways of
generating the challenge partitionings [20], e.g., a random partitioning could be chosen independently for each
mix-server. When we present our attacks we also discuss
the impact of changing the partitioning scheme.

3.6

∏

i∈O1,t

c1,i = Encpk (1, R1,t ) ·

∏ c0,i

,

i∈I0,t

where R1,t = ∑i∈I0,t r1,i . That is, the proof that the first
mix-server provides for the modified list L00 is also a valid
proof for the original list L0 . Thus, the attack succeeds
with probability 1/b and breaks the privacy of a constant
number of voters. More voters can not be attacked, since
the complexity of identifying the desired s + 1 plaintexts
in the output list grows exponentially with the number of
attacked voters s.
We remark that the attack may be detected at the end
of the mixing if the modified ciphertexts u1 and u2 do
not decrypt to valid votes. Thus, it is in practice likely
that the mix-net would have been replaced after a first
successful attack.

Ballot Decryption

If the mixing operation completes without detecting any
cheating mix-server, then the holders of the secret key sk
jointly decrypt all output ciphertexts, yielding the full list
of plaintext ballots. Otherwise, the mixing starts from the
beginning after eliminating the mix-server that failed to
respond to its challenge partitioning.

4

c0,1 c0,2
.
u1

5

Our Attacks

The basic attack of Section 4 only requires corrupting
the first mix-server without corrupting any voter, but it
is only successful with low probability. In this section,
we first show how an attacker can perform Pfitzmann’s
attack without detection by corrupting a small number of
voters in addition to the first mix-server. Then we describe an attack on privacy which reduces the required
number of corrupted voters further, but needs two mixservers to be corrupted. Finally, we present an attack on
the correctness of the mix-net which can also be turned
into an attack on privacy. We detail our attacks below.

Pfitzmann’s Attack

A modified variant of the attack of Pfitzmann [19, 18]
and its generalization [13] can be adopted to break the
privacy of any given group of voters (of constant size)
with probability roughly 1/b, where b is the number of
blocks. Since this forms the basis of our attacks on privacy, we detail it below.
The attacker knows the correspondence between voters and initial ciphertexts and targets a group of s voters with submitted ciphertexts c1 , . . . , cs ∈ L0 . It corrupts
the first mix-server and selects two additional ciphertexts
c0,1 , c0,2 ∈ L0 . Then he chooses exponents δ1 , . . . , δs randomly and forms a modified list L00 by replacing c0,1 and

5.1

Attack on Privacy Without Detection

The key idea stems from a recent attack [13] on mixnets with randomized partial checking [12] and can be
explained as follows. If several corrupted voters submit
4

π1−1

re-encryptions of the same ciphertext, then a corrupted
mix-server has the freedom to match them arbitrarily to
their re-encryptions in his output list during the verification. Thus, if any two ciphertexts submitted by corrupted
voters belong to the same block of the input partitioning, we may map them to ciphertexts u1 and u2 defined
as in Section 4. This happens with high probability by
the birthday bound if the attacker corrupts enough voters. We now detail the attack.
Without loss of generality we assume that the corrupted voters submit ciphertexts c0,1 , . . . , c0,B that are
constructed to be re-encryptions of one another. It is
not essential that the adversary corrupts the first B voters; the attack works the same with any B corrupted voters as long as the attacker knows how to re-encrypt one
vote to any other. To simplify the exposition we assume that c0,i = Encpk (1, ri ) for these ciphertexts. The
first mix-server is corrupted and forms a modified list
L00 by replacing c0,1 and c0,2 by u1 and u2 , which are
computed as in Section 4. That is, the attacker chooses
random exponents δ1 , . . . , δs and sets u1 = ∏si=1 cδi i and
u2 = c0,1 c0,2 /u1 , where the ci ’s are the ciphertexts submitted by the targeted voters. All the remaining N − 2
ciphertexts are left unchanged. Then the first mix-server
re-encrypts each ciphertext in L00 and permutes them to
form L1 as an honest mix-server.
If any two ciphertexts submitted by corrupted voters
end up in the same input block to the first mix-server,
we say that a collision has occurred. More precisely, we
have a collision if there are two ciphertexts c0,i1 and c0,i2
submitted by corrupted voters and an input block I0,t such
that i1 , i2 ∈ I0,t . Let c1,i0 and c1,i0 be the re-encryptions
1
2
of u1 and u2 respectively and, similarly, let c1,l 0 and c1,l 0
1
2
be the re-encryptions of c0,i1 and c0,i2 . Thus, we have
π1−1 (1) = i01

π1−1 (2) = i02

π1−1 (i1 ) = l10

π1−1 (i2 ) = l20 .

π1−1 (i2 ) = i02

π1−1 (1) = l10

π1−1 (2) = l20 .

2

i′2

i1

l1′

i2

l2′

and
c1,l 0 = c1,1 · Encpk (1, ri1 − r1 + r1,i1 )
1

c1,l 0 = c1,2 · Encpk (1, ri2 − r2 + r1,i2 ) ,
2

i.e., it can: replace r1,i1 by r1 − ri1 + r1,1 , replace r1,i2 by
r2 − ri2 + r1,2 , replace r1,1 by ri1 − r1 + r1,i1 , and replace
r1,2 by ri2 − r2 + r1,i2 and then compute the response with
R1,1 , . . . , R1,b to the challenge partitionings as an honest
mix-server.
Due to the pigeonhole principle, if the attacker corrupts B = b + 1 voters, he will get a collision with probability one. However, thanks to the birthday paradox,
√
the success probability is already significant if about b
voters are√
corrupted. In particular, if b is large and we
set B = 3 b, then we get a collision with probability
2
1 − e−3 /2 ≈ 0.98.
It is natural to assume that the adversary can choose
the indices of his ciphertexts in L0 or at least influence
the order enough to get a random partition to the first
mix-server. When this is the case, the attack above applies regardless of how the challenge partitioning is defined. Thus, this is a fundamental flaw of the verification
scheme.

5.2

Additional Attack on Privacy

To describe the attack it is convenient to first consider
a modified version of the protocol with a different challenge partitioning scheme for the first mix-server. Then,
given the attack against the modified protocol, it is easy
to see that another attack on the real protocol is possible.
Consider the following modified challenge partitioning scheme. Instead of choosing the input partitioning
of the first mix-server at random, choose a random partitioning O0,1 , . . . , O0,b of [1, N] and then derive the challenge partitioning I0,1 , . . . , I0,b exactly as I j−1,1 , . . . , I j−1,b
is derived from O j−1,1 , . . . , O j−1,b for j > 1 (see Section 3.5). We attack the mix-net with this modified challenge scheme by corrupting the first mix-server and the
first B voters and proceeding exactly as in the previous
attack. The only difference is that the probability of a
collision is much larger here.

as shown in Figure 1.
To see that the first mix-server can pass the verification
test, note that
c1,i0 c1,i0 = u1 u2 · Encpk (1, r1,1 + r1,2 )
1

i′1

Figure 1: Modification for re-definition of π1 .The solid
lines represent the original permutation and the dashed
lines show the modifications.

To answer the challenge partitioning, the first mixserver instead views it as if c0,i1 and c0,i2 had been replaced by u1 and u2 to form L00 . In other words, the mixserver re-defines π1 such that
π1−1 (i1 ) = i01

1

2

= c1,i1 c1,i2 · Encpk (1, (r1 − ri1 + r1,1 ) + (r2 − ri2 + r1,2 ))
5

Let O0,i1 , . . . , O0,iB0 , B0 ≤ B, be the blocks that contain
at least one of the integers 1, . . . , B. Then within each
such block the smallest integer is one of 1, . . . , B. Let S be
the set of such smallest integers. Then by construction,
the integers in S are contained in I0,1 ∪ · · · ∪ I0,db/`e . We
say that we get a collision if at least two integers of S
appear in some I0,t .
For any db/`e, it suffices that |S| > db/`e to ensure
that there is a collision due to the pigeonhole principle.
p
When db/`e is large, then it suffices that |S| > 3 b/`
to get a collision with probability at least 0.98 by the
birthday bound. The success probability of the attack
drops slightly due to the possibility of the event |S| <
B.pSuppose that ` ≥ 36 and√b is large. If we set B =
3 b/`, then we get λ = 3/ ` in the approximation of
the collision probability, so we can conclude that |S| = B
2
with probability roughly e−λ /2 ≥ e−1/8 ≈ 0.88 (and this
probability increases rapidly with increasing `). Thus,
the probability that the attacker is not detected is roughly
2
0.98e−λ /2 ≥ 0.86.
Finally, we note that we can transform the attack on
the mix-net with the modified way to generate the challenge partitioning of M1 into an attack on the real mixnet by corrupting both M1 and M2 . The first mix-server
follows the protocol except that it does not re-encrypt
its input ciphertexts and it chooses the permutation such
that the inputs of corrupted voters appear at the top of
L1 . Then M2 plays the role of M1 in the attack on the
modified mix-net.
It is easy to adapt the attack to the case where the permutation π1 used by M1 is determined by sorting L1 . To
see this, note that M1 can re-encrypt its input ciphertexts
in such a way that the re-encryptions of the input ciphertexts of corrupted voters still appear at the top of L1 and
the attack can be employed by taking the re-encryption
exponents of M1 into consideration.
When one of the mix-servers can influence the challenge partitioning of the input to the following mixserver, then we expect to find similar vulnerabilities, but
this attack fails if the challenge partitioning is chosen
randomly and independently for each mix-server.

5.3

to form a modified list L0j−1 . Note that the products
of the respective ciphertexts are equal, i.e., ∏R+1
i=1 ui =
0
∏R+1
i=1 c j−1,i . Then it re-encrypts and permutes L j−1 to
form L j following the protocol.
The challenge partitioning O j−1,1 , . . .√
, O j−1,b is randomly chosen. Modifying R + 1 = 13 b votes gives
λ = 1/3 in the birthday bound, so we may conclude that
the probability that two integers in [1, R+1] belong to the
2
same block is roughly 1 − e−λ /2 ≈ 0.05. When this is
not the case, the integers 1, . . . , R + 1 all belong to I j−1,1 .
To see that this implies that the attack goes undetected it
suffices to note that

∏

i∈O j,1

i=1

= Encpk (1, R j,1 )

∏

∏

c j−1,i

i∈I j−1,1 \[1,R+1]

i∈I j−1,1

c j−1,i ,

i.e., the revealed randomness is valid for both L0j−1 and
L j−1 .
The mix-server can double the number of replacements by doing the same trick for the ciphertexts that
appear at the end of L j−1 at the cost of squaring the probability of executing the attack without detection. This is
far better than simply increasing R by a factor of two.
It is straightforward to turn this attack on correctness into an attack on privacy by using the ciphertexts
u1 , . . . , uR to employ Pfitzmann’s attack.

6

Discussion

√
Our first attack shows that by corrupting O( b) voters
and the first mix-server, the privacy of any targeted voter
can be broken without detection. This attack is applicable regardless how the challenge partitioning of the
first mix-server is chosen. Thus, this attack illustrates
a fundamental shortcoming of the construction unless b
is very large.
Our second attack shows that if a mix-server can influence the challenge partitioning of the the
pnext mix-server,
then by corrupting both servers and O( b/`) voters, the
privacy of any targeted voter can be violated. Thus, b
must be much larger than `. On the other hand, if ` is
very small, then the overall privacy of the mix-net starts
to deteriorate, since much more information about the
permutations are revealed. The complexity of the construction also increases drastically. One way to reduce
the second attack to the first attack is to choose the challenge partitioning randomly and independently for each
mix-server, but this also reduces the overall privacy of
the mix-net compared to the proposed scheme.
The third attack shows that if ` ≥ b, then no matter
how big b is, an adversary that corrupts a single mix-

Attack on Correctness

This attack requires only one corrupted mix-server and
shows that if ` ≥ b, √
then the correctness can be attacked
by replacing R = 31 b − 1 votes with small probability
of detection.
The attacker corrupts a mix-server M j other than the
first one. The mix-server replaces c j−1,1 , . . . , c j−1,R by
its own ciphertexts u1 , . . . , uR and it replaces c j−1,R+1 by
 R
R+1
uR+1 = ∏ c j−1,i ∏ ui
i=1

R+1

c j,i = Encpk (1, R j,1 ) ∏ ui

i=1

6

√
server can replace
√O( b) ciphertexts, or violate the privacy of up to O( b) arbitrarily targeted voters, without
detection. Thus, the mix-net must not be used with ` ≥ b.
Our attacks against the mix-net are efficient in terms
of the number of corrupted voters as long as b is relatively small. However, we believe that the attacks are
relevant even if a substantial number of corrupted voters
are required, since all we really need from the corrupted
voters is their randomness. (The other requirement, that
they all vote for the same candidate, is easy to satisfy in
any election with a small number of popular candidates.)
Note that the corrupted voters still get their votes counted
correctly (except for the two replaced votes). Thus, being corrupted does not pose a drawback for the voter.
Furthermore, adding an additional check that the vote is
cast as intended will not help in the setting where the
voter’s computer has been compromised but the voter is
unaware of this fact. This is not an unlikely scenario if
the voters use their own computers to cast the votes. Also
note that while we can only attack the privacy of a small
number of people, we can actually target celebrities or
other public figures.
Our attacks do not apply directly to the implementation used in the recent electronic elections in Norway
due to additional components in the protocol that help
ensuring the privacy of the voters. In particular, the encrypted ballot are collected by a “ballot-box” and it is
assumed that an attacker can not corrupt both the ballotbox and the mix-servers. If we could corrupt the ballotbox, then our attacks on privacy would work, but would
still be inefficient due to the small value of `. The attack
on correctness does not work for the same reason. However, there is no guarantee that more serious vulnerabilities cannot be found and our attacks precludes a proof of
security for the mix-net.
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Abstract—Buyer-seller watermarking protocols are protocols
that let a seller embed a watermark which uniquely identifies
the buyer of each sold copy of some work without allowing the
seller to learn the watermark. The purpose of such protocols
is to deter buyers from illegally redistributing the work while
protecting the buyer from being framed by dishonest sellers.
Existing buyer-seller watermarking schemes require that every
buyer receives his or her copy directly from the seller. We
consider the problem of extending buyer-seller watermarking
to allow (controlled) redistribution between buyers while maintaining a watermark that uniquely identifies each recipient. An
efficient and secure protocol of this type could allow distribution
of digital content in peer-to-peer networks while protecting the
owner’s copyright. We give a proof-of-concept protocol which
only requires limited interaction with the original seller to change
the watermark.

I. I NTRODUCTION
As distribution of multimedia content moves from traditional physical copies to digital distribution over the internet,
it is becoming easier to produce and redistribute illegal copies.
To protect the owner’s copyright and deter unauthorized
copying, one can embed a digital watermark that uniquely
identifies the recipient of each copy. Watermarking has the
advantage over some other forms of copy control in that it does
not prevent legitimate copying, like making backup copies or
moving the content to a different storage medium.
A. Previous work
Qiao and Nahrstedt [1] pointed out that if the seller has
complete control over the watermark embedding procedure,
then the seller could frame an honest buyer by releasing that
buyer’s copy. Equivalently, the honest seller cannot prove that
a work was leaked by the buyer and not by himself. Thus,
to protect the customers’ rights, the seller should embed the
watermark without learning the watermarked work.
Memon and Wong [2] introduced a scheme where the seller
embeds the watermark under (homomorphic) encryption and
coined the term buyer-seller watermarking for this type of protocols. Pfitzmann and Schunter [3] studied the same problem
a few years earlier and created an asymmetric fingerprinting
scheme based on multiparty computation and zero-knowledge
proofs. In Memon and Wong’s protocol, the buyer B generates
Conference version published in
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a random watermark w and sends the encrypted watermark
Epk B (w), together with a signature, to the seller. The seller
chooses a permutation σ, permutes the encrypted watermark
to get σ(Epk B (w)) and computes Epk B (c) + σ(Epk B (w)) =
Epk B (c + σ(w)). This is sent back to the seller who decrypts
it to get c + σ(w). Since the seller only sees the encryption,
he does not learn w and the buyer can not use his knowledge
of w to remove the watermark since it has been scrambled by
the permutation. In Memon and Wong’s protocol, the seller
also embeds a known watermark that helps him identify the
buyer B, but this is not important to us here.
Lei et al. [4] discovered that Memon and Wong’s protocol
does not bind the watermark to a specific work, thereby
allowing an attack on the customer’s rights where the seller
“transplants” a discovered watermark into some higher-priced
content. This is known as the unbinding problem and they
proposed some corrections to defend against these attacks.
There are two variants of the unbinding attack, called reactive and pre-emptive unbinding by Williams et al. [5].
In the reactive attack, when the seller discovers a pirated
work c01 = c1 + σ1 (w1 ) he extracts w1 and then constructs
Epk B (c2 + σ2 (w1 )). The seller can then use c2 + σ2 (w1 )
and Epk B (w1 ) as evidence of the buyer illegally sharing the
content c2 . In the pre-emptive attack, the seller watermarks
the first requested work c01 = c1 + σ1 (w1 ) correctly, but when
the same buyer requests a second work c2 the seller reuses
the same watermark, i.e. c02 = c2 + σ2 (w1 ). Later, if the
buyer is found to distribute c2 , then the seller can extract w1
and accuse the buyer of distributing c1 . Although the attacks
may seem similar, Lei et al. proposed two very different
solutions. For the reactive attack, they proposed that the buyer
(or a separate watermark certification authority) should sign a
purchase agreement which includes both an identifier of the
content and the encrypted watermark Epk B (w). Note that this
does not help against the pre-emptive attack. For the preemptive attack they proposed changing the encryption key
of B between each purchase as this would prevent reusing
old watermarks for new content. Several other buyer-seller
schemes have been proposed, including [6], [7], [8].
Katzenbeisser et al. [9] suggested a buyer-seller watermarking scheme which does not require homomorphic encryption
to embed the watermark. Instead it assumes that a trusted third
party chooses a watermark w and a pseudorandom sequence
r, and then hands r to the seller and r + w to the buyer. The
seller sends c − r to the buyer, and the buyer recovers c + w

by adding r + w.
B. Motivation and contribution
The previous buyer-seller watermarking schemes rely heavily on a client-server architecture, where the buyers download
the content directly from the seller. When distributing large
amounts of data, it is often desirable to reduce the server’s
workload by adding a peer-to-peer network which, ideally,
allows most of the downloads to be from other users. However,
when the data is watermarked, one needs some protocol that
modifies the watermark to ensure that each recipient receives
a unique copy. Clearly this requires some interaction with
the seller, but at the same time if the protocol required
much communication with the seller, it would be cheaper
to let the server do the entire embedding. In this paper, we
study protocols for changing the watermark while limiting the
amount of interaction with the central server.
Zou et al. [10] studied the similar problem of watermarking
H.264/AVC encoded video in content distribution networks.
Their solution involves downloading most of the video stream
from other peers and a small watermarked part from the
original server. It is believed that the part downloaded from the
server is needed for playback since it is used in the decoding
process. However, it is not clear how to protect the users from
being framed by a dishonest seller.
As far as we know, this is the first time protocols for secure
distribution between buyers have been studied in the context
of buyer-seller watermarking. Thus, our first contribution is
to introduce transferability of watermarks as an interesting
property for buyer-seller watermarking schemes and to suggest
a security model for such protocols. Secondly, we give a
proof-of-concept protocol which satisfies our security requirements, while achieving lower communication complexity for
the seller compared to the trivial solution where the entire
embedding is done by the original seller. Thirdly, we give
a cryptographic proof that our protocol satisfies our security
requirements assuming no collusion between the players. We
stress that even though our protocol is impractical in real life,
it shows that non-trivial solutions are possible and that the
problem is worthy of further study.
C. Overview of the idea
It is easy to see from an information theoretic argument that
the communication complexity of the seller (or watermarking
authority) must be at least equal to the entropy of the watermarks. To keep the communication low, we assume that the
size of the watermark is significantly less than that of the cover
work, and more precisely, that the watermark is embedded in
a relatively small number of ciphertext blocks.
Suppose that the seller S has some content c and that Alice
has obtained a watermarked copy cA = c + wA for some
watermark wA . When Alice wants to send her copy to Bob, a
trusted party J sends an encryption a = Epk A (wA ) of Alice’s
watermark to Bob, and an encryption b = Epk B (wB ) of Bob’s
watermark to Alice. Bob encrypts a with his own key to
obtain aAB = Epk B (a) and sends aAB to Alice. We now need

two properties of the cryptosystem; it needs to be additively
homomorphic and it needs to be commutative in the sense
that encrypting first with Alice’s key and then with Bob’s key
gives a ciphertext that can be decrypted first with Alice key
and then with Bob’s key. This lets Alice decrypt aAB to get
an encryption of wA under Bob’s key. Now that Alice has
obtained cA , an encryption of wB and an encryption of wA ,
she produces an encryption of cB = c + wB = cA − wA + wB
by computing eB = Epk B (cA )Dsk A (aAB )−1 b and sends it to
Bob. Since this is only encrypted under Bob’s key, he can
decrypt eB and obtain cB .
To ensure that Alice and Bob are following the protocol,
we add zero-knowledge proofs of knowledge that the seller
helps verifying. Finally, we check that Bob has received the
right work by having the seller send a hash of the correct work
cB computed under encryption. We show that the scheme is
secure as long as at least two of the three parties (Alice, Seller
and Bob) are honest.
II. P RELIMINARIES
In this section we present the primitives we need for our
protocol.
A. A variant of Paillier’s encryption scheme
Paillier [11] introduced an additively homomorphic encryption scheme which is secure against chosen plaintext
attacks (IND-CPA) under the decisional composite residuosity
assumption (DCRA). The original scheme generates the key
by choosing two primes p, q of length n, where n is the
security parameter, and defines the public key pk as N = pq.
Encryption of a message m ∈ ZN with randomness r ∈ Z∗N
is defined as
Epk (m, r) = (1 + N )m rN mod N 2 .
Decryption of a ciphertext c is done by computing

cφ(N ) mod N 2 − 1
φ(N )−1 mod N ,
Dsk (c) =
N
where φ is the totient function. It is not difficult to verify the
homomorphic property, i.e.
Epk (x, r) · Epk (y, r0 ) = Epk (x + y mod N, rr0 mod N 2 ) .
This lets us evaluate linear expressions on encrypted data,
and get the encrypted result. However, the evaluation is done
modulo N which means that the final result will depend on the
public key. To avoid this, we use a variant [12], [13] which has
a common modulus for all participants. The scheme is similar
to ElGamal and the security relies on both the DCRA and the
DDH assumption in certain composite groups.
More specifically, key generation is done by choosing safe
primes p = 2p0 +1 and q = 2q 0 +1 (of the same bit length) and
forming N = pq. Let g be a generator of the group of squares
modulo N , so that g has order p0 q 0 . Define h = g α mod N

where α is chosen uniformly modulo p0 q 0 . The public key is
pk = (N, g, h) and the private key is sk = α.1
Encryption of a message m ∈ ZN is defined as
Epk (m, r) = (g r mod N, (1 + N )m (hr mod N )N mod N 2 )
where r is chosen statistically close to uniform modulo p0 q 0 .
Decryption of a ciphertext (c1 , c2 ), with secret key α, is
computed as
Dsk (c1 , c2 ) =

−N
c2 (cα
− 1 mod N 2
1 mod N )
.
N

We can now define a double encryption under both Alice’s
public key (N, g, hA ) and Bob’s public key (N, g, hB ) as
Epk A ,pk B (m, r, s) = (g r , g s , (1 + N )m (hrA hsB )N mod N 2 )
where g r , g s , hrA and hsB are computed modulo N .
To simplify the security proofs, we consider a slightly modified version of IND-CPA security which is defined through
the following experiment.
Definition 1 (Multiple encryption IND-CPA experiment).
1) The experiment generates a public key pk = Kg(1n )
and sends it to the attacker.
2) The attacker replies with vectors M0 = (m0,1 , . . . m0,k )
and M1 = (m1,1 , . . . m1,k ) of the same length.
3) The experiment chooses a random bit b and encrypts
Mb as C = (E(mb,1 ), . . . , E(mb,k )) and gives C to the
attacker.
4) The attacker outputs a bit b0 .
We say that the attacker wins the game if b0 = b. We call
the encryption scheme multiple encryption IND-CPA secure
if no probabilistic polynomial time attacker wins the game
with probability more that 1/2 + negl(n) where negl(n) is a
negligible function.
The difference between the definition above and the normal
definition of IND-CPA security is that in the normal INDCPA game, the attacker chooses two single plaintexts m0 and
m1 instead of vectors M0 and M1 . While this may seem like
a stronger security requirement than normal IND-CPA, it is
well known that an encryption scheme is multiple encryption
IND-CPA secure if and only if it is IND-CPA secure.
B. Watermark embedding in the encrypted domain
In a buyer-seller watermarking protocol, we want to have
a watermarking scheme that allows the seller to embed the
watermark under encryption. More precisely, we assume that
the embedding of a watermark w in the cover work c is
computed as

for some functions f and δ. Thus, given a watermark E(w, r)
encrypted with an additively homomorphic system, we can
compute an encryption of the watermarked work as
E(f (c), r0 )E(w, r)δ(c) .

For simplicity, we will assume that the watermark and cover
work has been scaled by δ(c) and f prior to the watermark
embedding, so that the embedding can be written c + w.
Quantization index modulation [14] is a scheme that satisfies
our requirements and variants of it have been used in previous
works [15], [16], [17] on buyer-seller watermarking.
In this paper we want to reduce the communication complexity by embedding the watermark in a small number of
encrypted blocks. The following definition will be useful.
Definition 2 (Watermark expansion). Given a watermark
w0 and a list of embedding positions M , we define
Expand(w0 , M ) as the watermark w which contains wj0 in
position Mj and 0 everywhere else. More precisely
(
wj0 if i = Mj for some j
wi =
0
otherwise
Note that this type of expansion can be performed even on
encrypted watermarks.
C. Zero-knowledge proofs
In our main protocol, each participant needs to convince
the others that he is following the protocol. We do this
by zero-knowledge proofs, but before we can define zeroknowledge we need to recall the definitions of computational
indistinguishability and a player’s view of a protocol.
Definition 3. The advantage of a distinguisher D in distinguishing the probability distributions Xn , Yn is
AdvXn ,Yn (D) =

Pr [D(x) = 1] − Pr [D(y) = 1]
y←Yn

x←Xn

Definition 4. Two ensembles Xn , Yn are computationally indistinguishable if every PPT Turing machine2 D has negligible
advantage, i.e. if for every positive polynomial p(n) and all
sufficiently large n,
Pr [D(x) = 1] − Pr [D(y) = 1] ≤

x←Xn

y←Yn

1
.
p(n)

Definition 5. The view of a verifier V interacting with a
prover P consists of V’s inputs (including its random coins)
and all messages received by V during the execution of the
protocol. The view is denoted V iewV [P ↔ V]. Analogously,
we use V iewPk [(P1 , . . . Pk−1 ) ↔ Pk ] to denote the input and
messages received by Pk during an interaction in a multi-party
protocol.

f (c) + δ(c)w

Definition 6 (Zero-knowledge). A prover strategy P in an
interactive proof (P, V) is computational zero-knowledge if

1 Note that the factorization p, q of N provides a trapdoor to the encryption
scheme. More precisely, a person who knows p and q can compute φ(N ) and
thus for any public key (N, g, h) decrypt using the normal Paillier decryption
algorithm without possessing the secret key α.

2 Our definitions of indistinguishability and zero-knowledge are in the uniform model. We could replace the distinguisher D by a family of polynomial
size circuits {Dn }, but then we would also need the INC-CPA property of
our encryption scheme to hold versus non-uniform adversaries.

for every PPT verifier V ∗ , there is an expected PPT simulator
SimV ∗ such that for every common input x, witness w and
auxiliary input z, the distributions of
SimV ∗ (x, z) and

V iewV ∗ [P(x, w) ↔ V ∗ (x, z)]

are computationally indistinguishable.
Sometimes we need more than soundness in our protocols,
for example when a party is proving that it has encrypted some
value correctly. In particular we want the party to show that
he knows the correct plaintext. Formally, this is captured by a
proof of knowledge.
Definition 7. A protocol is a proof of knowledge of a witness
w satisfying some relation R(x, w) if for any instance x and
any prover P ∗ convincing the verifier with probability p, there
is an extractor E which outputs a w satisfying R(x, w) with
probability at least p−κ after interacting with P. The constant
κ is called the knowledge error. We use PoK [w |R(x, w) ] to
denote such a proof of knowledge.
D. Polynomial identity testing
During the execution, we will need to verify that the
players are following the protocol. In particular, when Alice is
transferring a work to Bob, we wish to confirm that Bob really
receives the work he requested. It will be convenient to do this
by evaluating polynomials over a finite ring. The following
theorem is a simple generalization of the well-known theorem
on the number of roots of a polynomial in a finite field, and
the proof is therefore omitted.
Theorem 8. Let N = pq be a product of two primes and let
f (x) ∈ ZN [x] be a polynomial of degree d > 0. Then f (x)
has at most d(p + q) zeroes in ZN .
We can now define a family H of hash functions Hx (c), by
len(c)

Hx (c) =

X

ci xi mod N .

i=0

Theorem 8 tells us that this is “almost” a universal hash
function family since, for every distinct c and c0 of the
same length, the probability that Hx (c) = Hx (c0 ) is at most
len(c)(p + q)/N . This is negligibly small if p and q are of the
same size, and len(c) is polynomial in the security parameter.
III. O UR PROTOCOL
We give a protocol executed between four parties; the buyers
Alice and Bob, the seller S and the trusted judge J. The
protocol lets Alice send her watermarked copy to Bob and
in the process change the watermark to Bob’s, while only
requiring a limited amount of communication with the seller
and the judge. The judge is a trusted party whose purpose is to
generate watermarks and identify the guilty party in the event
of copyright infringement. His only task during the watermark
transfer protocol is to distribute the watermarks. The role of the
judge and the possibility of removing him from the protocol
is discussed further in Section IV-A.

The main difficulty is to reduce the communication complexity required by the seller, and to achieve this, we assume
that the watermark has been embedded in a small (compared to
the size of the work) number of ciphertext blocks. We then let
Bob remove Alice’s watermark and, conversely, let Alice insert
Bob’s watermark. To prevent either player from cheating, we
use proofs of knowledge and check the final result using a
hash function chosen from what essentially acts as a universal
hash function family.
A. Setup
During setup, the judge generates keys for the encryption
scheme. For brevity, we use E(c, r, s) to denote the function Epk A ,pk B (c, r, s) that encrypts c under both Alice’s and
Bob’s keys with randomness (r, s) as in Section II-A. Let
EA (c, r) = E(c, r, 0) and similarly EB (c, s) = E(c, 0, s).
When we omit the randomness completely, e.g. EA (c) we
mean EA (c, r) for some freshly chosen randomness r. Let
DA and DB be the partial decryption functions using Alice’s
and Bob’s keys respectively. Since c can be computed from
E(c, 0, 0) using only the public value N , we do not explicitly
distinguish between them. Instead we use the convention that
when DB removes the last randomness, he recovers c rather
than E(c, 0, 0).

Protocol 9 (Key generation). The judge generates a modulus
N for the modified Paillier scheme, and a generator g of the
group of squares modulo N . Each participant of the protocol
chooses a secret key sk i = αi , defines hi = g αi and registers
the public key pk i = (N, g, hi ) with the judge.

Protocol 10 (Watermark generation). When a buyer B wishes
to buy some content he first signs a purchase agreement
containing his identity and a unique identifier for the desired
content. When the seller receives a purchase agreement signed
by a buyer B, he chooses embedding positions MB and
forwards the signed purchase agreement together with MB
0
to the judge3 . The judge generates a random watermark wB
0
and encrypts it to get b0 = EB (wB
). The encrypted watermark
b0 together with the watermarking positions MB allows the
seller to embed the watermark under encryption.
B. Watermark transfer
We now present our main protocol in which we assume that
Alice has a watermarked copy cA = c + wA of the content c
and wants to transfer it to Bob while changing the watermark
such that Bob obtains cB = c + wB . We will not discuss
how Alice is initially given cA , but remark that this can be
done is several ways. In particular, if most distribution is done
between users, then it may be possible to let the trusted judge
embed Alice’s watermark. Otherwise one could use another
protocol for embedding the watermark.
Protocol 11 (Watermark transfer).
Common input: Public keys pkA , pkB for Alice and Bob
3 The judge can also be given the content c or a list of features to aid
watermark generation.

respectively.
Alice’s input: Secret key skA , watermarked content cA .
Bob’s input: Secret key skB .
Seller’s input: Content c.
0
Judge’s input: Alice’s watermark wA
with embedding posi0
tions MA and Bob’s watermark wB
with embedding positions
MB .
1) The judge sends (a0 , MA ) to the seller and Bob, where
0
a0 = EA (wA
).
2) The judge sends (b0 , MB ) to the seller and Alice, where
0
b0 = EB (wB
).
3) Alice and Bob expand the encrypted watermarks to
get b = Expand(b0 , MB ) and a = Expand(a0 , MA )
respectively.
4) Bob chooses randomness (r, s), creates aAB =
aE(0, r, s) and sends aAB to Alice.
5) Bob runs a batched zero-knowledge proof of knowledge
PoK [r, s |aAB = aE(0, r, s) ] verified jointly by Alice
and the seller.
6) Alice chooses randomness r0 and sends eB =
E(cA , 0, r0 )a−1
B b to Bob where aB = DA (aAB ).
7) Alice runs a batched zero-knowledge proof of knowledge


eB = E(cA , 0, r0 )a−1
B b∧
PoK cA , aB , r0
aB = DA (aAB )

verified jointly by Bob and the seller.
8) Check that the work Bob received c̃B = DB (eB ) is
equal to the intended work cB as follows
a) Bob chooses a random hash function Hz and
distributes z.
b) The seller computes an encrypted hash of the
watermarked work cB as f = Hz (EB (c)b) and
distributes f .
c) The seller runs a proof of knowledge
PoK [hc , hr |f = EB (hc , hr )Hz (b) ]
verified
by Alice.
d) Bob accepts the received work c̃B if Alice accepts
the proof and if Hz (c̃B ) = DB (f ).

See the appendix of this paper for descriptions of the
batched zero-knowledge proofs in steps 5, 7 and 8 and proofs
of the zero-knowledge and proof of knowledge properties.
C. Dispute resolution

Dispute resolution is not different from a regular buyerseller watermarking scheme. If the original seller S discovers
an illegal copy of a work, he can extract the watermark and
submit it to the judge. The judge compares the watermark
to the database of watermarks for the various buyers and
discloses the identity if a sufficiently close match is found.
It is possible to reduce the amount of work for the judge by
using a second watermark, known to the seller, but without any
judicial value, cf. [2]. This watermark lets the seller determine
the identity of the dishonest buyer. The judge is only needed
to confirm the seller’s accusation.

D. Security of the protocol
We now turn to the security of the protocol with respect to
a single malicious party. While this is a limitation in practice
we wish to point out that many watermarking schemes are
vulnerable to collusion attacks. Some methods for reducing
this vulnerability is discussed in Section IV-B. Thus, we expect
buyers to be able to remove the watermarks if they collude.
What we want to ensure is that Bob does not learn the
unwatermarked work or Alice’s watermark when Alice and
the seller follow the protocol. Intuitively, the best we can hope
for from a protocol where Bob removes Alice’s watermark
is that Bob learns the positions where Alice’s watermark
is embedded and nothing more. This suggests the following
security definition.
Definition 12 (Receiver-secure). A transferable watermarking scheme is receiver-secure if for any PPT Bob B ∗
there exists an expected PPT simulator SimB such that
for any PPT instance chooser I, generating an instance
0
0
(c, wA
, wB
, MA , MB , z) = I(pk A , pk B ), the distributions
SimB (cB , MA , pk A , sk B , z)
and

 

 
J(wA , wB , MA , MB , pk A , pk B ),
 
 
S(c, pk A , pk B ),

V iewB ∗ 


A(cA , sk A , pk B )
∗
↔ B (pk A , sk B , z)

are computationally indistinguishable under the IND-CPA
assumption for the randomly chosen key pair (sk A , pk A ).
Theorem 13. Protocol 11 is receiver-secure.
The structure of the proof is a follows. When the malicious
party is proving knowledge of some value, we use the extractor
to recover that value. We replace the other zero-knowledge
protocols with their simulators. Finally, we replace the encryption of the correct watermark with a random encryption
and use a hybrid argument to show that a distinguisher for
this modified view can be used to construct an attacker on the
IND-CPA assumption.
Proof of Theorem 13: The simulator uses the possibly
malicious B ∗ as a black-box. We will first construct a weaker
simulator Sim0B (a0 , cB , MA , pk A , sk B , z) which is given a
0
random encryption a0 = EA (wA
) of Alice’s watermark in
addition to the normal inputs, and we show that this simulator
produces an output which is indistinguishable from Bob’s view
of the real protocol.
The simulator Sim0B sends (a0 , MA ) to Bob as in step 1
in the real protocol. Bob replies with some aAB . Since step
5 is a proof of knowledge, we know that there is an extractor
which outputs (r, s) such that aAB = aE(0, r, s). Furthermore,
the extractor runs in expected polynomial time if B ∗ produces
a valid proof with non-negligible probability. Since we now
know that aAB is an encryption of wA , we know that an honest
Alice would send an encryption of cB . Thus, the simulator
defines eB = EB (cB ) as a random encryption of cB and sends

it to Bob. In step 7, the joint party formed by Alice and the
seller is zero-knowledge. Hence there exist a simulator which
uses aAB and eB to simulate Bob’s view of this step. In the last
step, B ∗ sends some value z. The simulator sends an encrypted
hash of cB computed as EB (Hz (cB )). Bob does not see any of
the messages in the following proof of knowledge, but since
Alice and the seller are honest we know that Alice would
accept in the real proof. After that, Bob is free to accept or
reject his content cB . The total output of the simulator Sim0B
is indistinguishable from Bob’s view of the real protocol since
each step is indistinguishable from the real view of that step.
The weak simulator above uses a0 which is not part of the
input to the real simulator. Instead, we let the full simulator
0
SimB choose a random watermark wr0 of length k = len(wA
),
and then run Sim0B with the additional input ã0 = EA (wr0 ).
We now want to argue that the output of SimB is indistinguishable from the output of Sim0B by showing that any
such distinguisher can be used to attack the IND-CPA property
of the encryption scheme. Therefore, suppose that there is
some instance chooser I such that the distinguisher has nonnegligible advantage δ. The IND-CPA experiment produces a
public key pair for Alice. The attacker generates an instance
0
0
(c, wA
, wB
, MA , MB , z) = I(pk A , pk B ), chooses a random
0
to the multiple
watermark wr0 and sends wr0 together with wA
encryption IND-CPA experiment. The experiment sends back
0
) or ã0 = EA (wr0 ). The attacker
ã0 such that either ã0 = EA (wA
runs Sim0B with the additional input ã0 . This produces the
output of SimB (cB , MB , pk A , sk B , z) if the experiment chose
the random watermarks and Sim0B (a0 , cB , MB , pk A , sk B , z)
otherwise. Since we assumed that the distinguisher has advantage δ in distinguishing them, we get an attacker on the
(multiple encryption) IND-CPA property with non-negligible
advantage δ. Since this would violate the IND-CPA assumption on the encryption scheme, the output of SimB must be
indistinguishable from the real view.
Sender-security and seller-security are defined analogously
to receiver security, i.e. the sender’s view should be simulatable given cA and MB , and the seller’s view should be
simulatable given c, MA and MB . As the proofs are similar
to the one for receiver security, we refer the interested reader
to the appendix.
IV. D ISCUSSION AND VARIATIONS
We have presented a protocol for transferring watermarked
content between buyers while ensuring that each copy uniquely
identifies its recipient. Furthermore, the seller’s communication complexity is proportional to the size of the watermarks
rather than the size of the content. We also presented a security
model for this type of protocols, and proved that our protocol
satisfies this definition under the additional assumption that
only one player is deviating from the protocol.
A. The role of the judge
To simplify the protocol and the security proofs we use a
trusted third party, the judge, to construct and distribute the
watermarks. In practice, one would prefer to only invoke the

judge during the dispute resolution when an infringing copy
has been found. This lead us to take a closer look at the role
of the judge in the protocol.
In many buyer-seller watermarking schemes, the buyer
generates the watermark wA himself and sends a = EA (wA )
to the seller. This can be done easily, but then we also need
an embedding protocol which convinces the buyer that the
watermark has been embedded correctly. One possibility is to
extend Memon and Wong’s protocol by having the seller reencrypt a with his own key to get aS = ES (a) and proving in
zero-knowledge that this is done correctly. The seller chooses
a permutation σ, sends aσ = σ(aS ) and proves that it has
been permuted using what is known as a proof of a shuffle.
The seller then sends Epk A ,pk S (c, r, s) · aσ to Alice and proves
knowledge of c, r and s. Finally the seller removes his
encryption which leaves Alice with c+σ(wA ) encrypted under
pk A .
B. Combating collusion
Our protocol requires that at least two of the three players
are honest, and it is very weak against collusion attacks. For
example if Alice and Bob collude, then they can completely
remove the watermarks and recover the unwatermarked original.
Part of the vulnerability comes from our use of a very
basic watermark. One could define watermarks such that Alice
and Bob share parts of their watermark, and the shared part
identifies the pair (Alice, Bob). Since the shared part does
not have to be updated when the work is transferred, the
buyers learn no new information about it or its location from
the protocol. The disadvantage is that the watermarks become
much larger.
The weaknesses to collusion that is introduced by the
protocol could be reduced by distributing the trust over more
players than just Alice and Bob. Then each such player could
remove a small part of Alice’s watermark and insert a small
part of Bob’s. Even if a few players collude they will only
be able to remove a small part of the watermark. This is an
interesting possibility, but we have not investigated it in detail.
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A PPENDIX
Similarly, we want to ensure that Alice does not learn the
unwatermarked work or Bob’s watermark. As before, if Alice
embeds Bob’s watermark, then the best we can hope for is
that Alice learns nothing more than the positions where Bob’s
watermark is embedded.
Definition 14 (Sender-secure). We call a transferable watermarking scheme sender-secure if for any PPT Alice A∗
there exists an expected PPT simulator SimA such that
for any PPT instance chooser I, generating an instance
0
0
(c, wA
, wB
, MA , MB , z) = I(pk A , pk B ), the distributions of
SimA (cA , MB , sk A , pk B , z)

and

 

 
V iewA∗ 



0
0
J(wA
, wB
, MA , MB , pk A , pk B ),
↔
S(c, pk A , pk B ),
B(pk A , sk B )
A∗ (cA , sk A , pk B , z)






are computationally indistinguishable under the IND-CPA
assumption for the randomly chosen key (sk B , pk B ), where
0
0
cB = c+Expand(wB
, MB ) and cA = c+Expand(wA
, MA ).
Theorem 15. Protocol 11 is sender-secure.
Proof: The simulator is similar to the one for receiversecurity and uses the possibly malicious A∗ as a black-box.
We begin by considering a weak simulator Sim0A which is
0
given random encryptions aB = EB (wA ) and b0 = EB (wB
)
in addition to (cA , MB , sk A , pk B , z). We will first show that
this simulator produces an output which is indistinguishable
from Alice’s view of the real protocol.
Let the simulator Sim0A choose randomness r and send
(b0 , MB ) and aAB = EA (aB , r) to Alice. This is identically
distributed to the real messages in step 2 and 4. Instead
of running the proof of knowledge in step 5, we use the
simulator guaranteed to exist by Proposition 20. The malicious
A∗ sends some value eB in step 6. In the following proof of
knowledge, we use the extractor to extract (c̃A , aB , r0 ) such
that eB = E(c̃A , 0, r0 )a−1
B b and aB = DA (aAB ). Such an
extractor is guaranteed to exist by Proposition 28. Finally, we
use the simulator of Proposition 30 (with the extracted c̃A as
additional input) to simulate Alice’s view of step 8. Since the
simulated transcripts are statistically close to Alice’s real view
of those subprotocols, the weak simulator Sim0A produces a
transcript that is indistinguishable from the real view.
Let the full simulator SimA choose random watermarks wr0
0
) and l = len(c) respectively,
and wr of length k = len(wB
and then run Sim0A with the additional input b̃0 = EB (wr0 )
and ãB = EB (wr ). We now want to argue that the output
of SimA is indistinguishable from the output of Sim0A by
showing that any such distinguisher can be used to attack
the IND-CPA property of the encryption scheme. Therefore,
suppose that there is some instance chooser I such that the
distinguisher has non-negligible advantage δ. The experiment
produces a public key pair for Bob. The attacker generates
an instance (c, wA , wB , MA , MB , z) = I(pk A , pk B ), chooses
random watermarks (wr , wr0 ), and sends (wr , wr0 ) together
0
with (wA , wB
) to the multiple encryption IND-CPA experiment. The experiments sends back (b̃0 , ãB ) such that either
or

0
b̃0 = EB (wB
) and

ãB = EB (wA )

b̃0 = EB (wr0 ) and

ãB = EB (wr )

The attacker runs Sim0A with the additional input (b̃0 , ãB ).
This produces the output of SimA (cA , MB , sk A , pk B , z)
if the experiment chose the random watermarks and
Sim0A (b0 , aB , cA , MB , sk A , pk B , z) otherwise. Since we assumed that the distinguisher can tell them apart with advantage

δ, we get an attacker on the (multiple encryption) IND-CPA
property with non-negligible advantage δ. Since this would
violate the IND-CPA assumption on the encryption scheme,
the output of SimA must be indistinguishable from the real
view.
Finally, the seller should not be able to frame Alice or
Bob. Equivalently, the seller should not learn Alice’s or Bob’s
watermark, but we explicitly allow the seller to learn the
positions of both watermarks.
Definition 16 (Seller-secure). We call a transferable watermarking scheme seller-secure if for any PPT seller S ∗
there exists an expected PPT simulator SimS , such that
for any PPT instance chooser I generating an instance
(c, wA , wB , MA , MB , z) = I(pk A , pk B ), the distributions of
SimS (c, MA , MB , pk A , pk B , z)
and


0
0
, wB
, MA , MB , pk A , pk B ),
J(wA
 
↔
A(cA , sk A , pk B ),
V iewS ∗ 

B(pk A , sk B )
S ∗ (c, pk A , pk B , z)
 






are computationally indistinguishable under the IND-CPA assumption when the keys pairs (sk A , pk A ) and (sk B , pk B ) are
0
, MB ),
randomly generated, and when cB = c + Expand(wB
0
, MA ).
cA = c + Expand(wA
Theorem 17. Protocol 11 is seller-secure.
Proof: As in the previous theorem, we first look at a sim0
ulator Sim0S that is given random encryptions a0 = EA (wA
)
0
0
and b = EB (wB ) of the correct watermarks in addition to the
normal inputs. In steps 1 and 2, Sim0S outputs (a0 , MA ) and
(b0 , MB ). Define a and b as the expansions of the watermarks
a0 and b0 . The simulator chooses random (r, s) and creates
aAB = aE(0, r, s) and then runs the proof of knowledge
of (r, s) as an honest prover would do in step 5. Define
eB = EB (c)b. Proposition 26 guarantees the existence of a
simulator which is used to simulate the seller’s view of the
proof of knowledge in step 7. Similarly, use the simulator from
Proposition 31 for the seller’s view of 8. The resulting output
is indistinguishable from a real interaction since a0 and b0 are
chosen correctly and the subprotocols are zero-knowledge.
Let the full simulator SimS choose two random watermarks wr0 and ws0 and run Sim0S with the additional inputs
ã0 = EA (wr0 ) and b̃0 = EB (ws0 ). If there is a distinguisher
which distinguishes the output of Sim0S from SimS , then we
construct an attacker on the IND-CPA assumption, just as in
the previous cases.
Suppose that there is an instance chooser I such that the
distinguisher has non-negligible advantage, and consider a
hybrid which runs Sim0S with the correct a0 but a randomly
chosen b̃0 . We want to show that the result is indistinguishable
from that produced by Sim0S running with a0 and b0 . The
experiment generates a public-key pair for Bob and gives the
public key to the attacker. The attacker generates an instance

(c, wA , wB , MA , MB , z), chooses a random watermark ws0 and
0
sends wB
and ws0 to the experiment. The multiple encryption
experiment chooses one of the watermarks and sends back an
0
encryption b̃0 such that either b̃0 = EB (wB
) or b̃0 = EB (ws0 ).
The attacker runs Sim0B with the additional input a0 and b̃0 and
can then use the distinguisher to determine if the experiment
0
encrypted wB
or ws0 .
We must also show that the output of the hybrid running
Sim0S with the correct a0 and a randomly chosen b̃0 is
indistinguishable from the view produced by SimS . The proof
is, however, entirely analogous to the case above. Since we
assume that the encryption scheme is IND-CPA secure, the
views produced by SimS must be indistinguishable from the
real view.
The following lemma is well-known and often used in the
proof that every Σ-protocol has an extractor. We reproduce the
lemma here for reference.
Lemma 18. Let (P, V) be a protocol executed by a prover P
and a verifier V. Let p be the probability (taken over all the
coin tosses during the protocol) that a prover P ∗ manages to
make the verifier accept and let pz be the probability that the
prover convinces given a first message (or first messages) z.
Define a set of good messages
S = {z : Pr [Accept |z ] ≥ p/2} .
Given a randomly chosen accepting interaction between P ∗
and V with first message z the probability that z ∈ S is
Pr [z ∈ S |Accept ] ≥

1
2

.

The interpretation is that in a complex protocol there is a
set of good initial messages such that if we continue from a
good start, then the prover is likely to produce an accepting
transcript, and conversely, if we sample an accepting transcript
we are likely to get a good start.
Recall that we assume that at most one player is dishonest.
In the following three protocols, we want to prove that such
a dishonest player learns nothing from the protocol. More
precisely, we show that the two-party protocol, obtained by
merging the two honest players into a single party, is zeroknowledge.
The first two protocols can be interpreted as batch proofs,
where Hx (c) is used to batch c with the batch vector
(1, x, x2 , . . . , xlen(c) ). Note that there are some values in the
input specifications of the protocols that are not available
when the subprotocol is invoked in the main protocol. This
is not a problem since those values are never used during the
execution, and they will be available when they are required
by the simulator, either by extracting it in a previous step (as
is the case for c̃A ), or because they have been chosen by the
simulator in the main protocol (as is the case for aAB and
eB in the seller’s view). Adding those extra values as input
is only done as a technical trick, in order to use the standard
definition of zero-knowledge.

A. Correct expansion and reencryption
We now turn to the proof of knowledge used in step 5 of
the transfer protocol.
Bob proves that aAB is an encryption of a, i.e. proves that
aAB = aE(0, r, s)
by proving knowledge of (r, s). The proof is verified jointly
by the Alice and seller, but only Alice knows aAB and only
the seller knows a. Furthermore, Alice cannot be given a
for security reasons, and the seller cannot be given aAB for
efficiency reasons.
Protocol 19.
Common input: Public keys pkA , pkB for Alice and Bob
respectively. The doubly encrypted watermark aAB .
Alice’s input: Secret key skA .
Bob’s input: Secret key skB . Alice’s encrypted watermark a
and randomness r, s such that aAB = aE(0, r, s).
Seller’s input: Alice’s encrypted watermark a.
1) The seller chooses x ∈ ZN at random and sends x to
Alice.
2) Alice computes α = Hx (aAB ) and returns α to the
seller.
3) The seller computes β = Hx (a) and sends (x, α, β) to
Bob.
4) Bob checks that α = Hx (aAB ), β = Hx (a)
and if so, runs a proof of knowledge
PoK [hr , hs |α = βE(0, hr , hs ) ] verified by the seller.

The idea is as follows. Alice receives x, uses it to batch aAB
and sends the result to the seller. The seller batches a and
Bob checks that the batched quantities have been computed
correctly. He then uses a standard proof of knowledge of the
randomness used to construct Hx (aAB ) from Hx (a).
We want to prove that one dishonest party does not learn
anything from the interaction if the other parties are honest.
More precisely, we show that the view of each party can be
simulated if the other parties are assumed to be honest.
Proposition 20. The joint party formed by the seller and Bob
is (auxiliary input) perfect zero-knowledge.
Proof: The simulator chooses x at random and sends
it to Alice, who replies with some α. The simulator aborts
unless α = Hx (aAB ) and otherwise it accepts. The simulated
transcript is identical to what is produced when Alice is
interacting with an honest seller and Bob. Clearly, Bob would
abort unless α = Hx (aAB ). Otherwise, since we assume that
Bob is honest, Bob knows (r, s) such that aAB = aE(0, r, s)
and hence he can always make the seller accept.
Proposition 21. The joint party formed by Alice and Bob is
(auxiliary input) statistical zero-knowledge.
Proof: The seller gives the simulator some x, and the
simulator returns α = Hx (aAB ). The seller sends some
(x, α, β) and the simulator aborts unless α = Hx (aAB )

and β = Hx (a). Otherwise, if α and β are constructed
correctly, the simulator simulates the proof of knowledge
PoK [hr , hs |α = βE(0, hr , hs ) ]. This is statistically close to
the real interaction, since the proof of knowledge is statistical
zero-knowledge.
Proposition 22. The joint party formed by Alice and the seller
is (auxiliary input) perfect zero-knowledge.
We omit the proof, since the proposition is not used.
Proposition 23. If Bob convinces Alice and the seller with
non-negligible probability δ, then there is an extractor which,
given rewindable black-box access to Bob, outputs randomness
r, s such that aAB = aE(0, r, s) in expected time T (n)/(δ−κ)
for some polynomial T (n) and negligible knowledge error κ.
Proof: We know that the proof of knowledge in step 4 has
an extractor EP oK running in expected time TP oK (n)/(δx −
κP oK ), where δx is the probability that Bob convinces for a
particular initial message x. We construct an extractor for the
full protocol by repeatedly sampling an accepting transcript
starting with some x and then running EP oK with that start.
More precisely we define the extractor as follows.
E XTRACTOR E
i=1
while i < len(c)
Sample a random accepting transcript with first
message x using at most 2Tprot (n)/δ time steps.
Run EP oK for at most 4TP oK (n)/(δ − 2κP oK ) steps
if EP oK returns (rx , sx ) and
∀j < i : x 6≡ xj (p) and x 6≡ xj (q)
xi = x
rx,i = rx
sx,i = sx
i = i+1
Solve the following system to find r


 

1 x1 . . . xl−1
1
r1
rx,1
 1 x2 . . . xl−1  


2
  r2 

 =  rx,2 


..
 ...
. ...  ...   ... 
rl
rx,l
1 x . . . xl−1
l

l

Solve the following system to find s


 
1 x1 . . . xl−1
1
s1
l−1
 1 x2 . . . x


2

  s2 
=


..


.
.
.
 ...

. ...
sl
1 xl . . . xl−1
l
return (r, s)


sx,1
sx,2 

... 
sx,l

It is clear
P that whenever EP oK returns (rx , sx ), we obtain
a relation j rj xji = rx,i and similarly for s. Collecting all
such relations gives the VandermondeQmatrix seen in the code.
This matrix is invertible as long as j (xj − xi ) is invertible
in ZN which we ensure through the conditions x 6≡ xj (p) and
x 6≡ xj (q).
We must now argue that the extractor is efficient. First of
all, we can sample a random accepting transcript in expected

time Tprot (n)/δ, so by Markov’s inequality we find one in
time 2Tprot (n)/δ with probability at least 1/2. By Lemma 18,
with probability 1/2 the chosen x will be such that δx ≥ δ/2.
Thus, if the x was good, then EP oK finds rx , sx such that
Hx (aAB ) = Hx (a)E(0, rx , sx ) in time 4Text (n)/(δ − 2κext )
with probability at least 1/2 by Markov’s inequality.
We now want to know the probability that the start x of
a randomly chosen accepting transcript does not satisfy x 6≡
xj (p) and x 6≡ xj (q). Let E be the event that x ≡ xj (p) or
x ≡ xj (q) for some xj , j ∈ [1, i]. Then

Pr [E]
Pr [E and Accept]
≤
=
Pr [Accept]
Pr [Accept]
i(p + q − 1)/N
3len(c)
=
≤ √
δ
δ N
where the probabilities are taken over all coin-tosses in the
protocol. Assume that δ is non-negligible and that len(c)
√ −1
is polynomial in√the security parameter, say δ ≥ 4 N
4
and len(c) ≤
N /120. Then x satisfies the additional
√
requirements√with probability at least 1 − 3len(c)/(δ N ) ≥
4
1 − 3len(c)/ N ≥ 1 − 1/40 for a randomly chosen accepting
transcript. Thus, one iteration in the loop takes time at most
Pr [E |Accept ] =

2Tprot (n) + 4TP oK (n)
+ Tcode (n)
(δ − 2κP oK )

time, and finds a new xi with probability

1) The seller chooses y at random in ZN and sends y to
Bob.
2) Bob computes he = Hy (eB ) and h0a = Hy (aAB ) and
sends (he , h0a ) back to the seller.
3) The seller computes hb = Hy (b) and forwards
(y, he , h0a , hb ) to Alice.
4) Alice checks that he = Hy (eB ), h0a = Hy (aAB ) and
hb = Hy (b) and if so, runs a proof of knowledge


ha
ha = DA (h0a )
PoK
hc , hr
he = EB (hc , hr )hb h−1
a
verified by the seller.

Proposition 25. The joint party formed by Bob and the seller
is (auxiliary input) perfect zero-knowledge.
We omit the proof, since the proposition is not used in this
paper.
Proposition 26. The joint party formed by Alice and Bob is
(auxiliary input) statistical zero-knowledge.
Proof: The seller sends some y to the simulator which
returns Hy (eB ) and Hy (aAB ). The seller replies with some
(y, he , h0a , hb ) and the simulator aborts unless they were
correctly computed, i.e.
he = Hy (eB ),

h0a = Hy (aAB ) and hb = Hy (b)

Pr [Acc.] Pr [x ∈ S |Acc. ] Pr [Extract |x ∈ S ] − Pr [E |Acc. ] We know that the proof of knowledge


 3
ha
ha = DA (h0a )
1
1
1
PoK
−1
≥
−
=
.
he = EB (hc , hr )hb ha
hc , hr
2
40
10
is
statistical
zero-knowledge,
so it can be simulated indistinHence we expect to find a new xi in 10 iterations, so the total
guishably from the real protocol. Thus, if he , h0a , hb were corexpected running time for the extractor is
rectly computed, the simulator creates a simulated transcript
10len(c) (2Tprot (n) + 4TP oK (n) + Tcode (n))
for the proof of knowledge.
.
(δ − 2κP oK )
Proposition 27. The joint party formed by Alice and the seller
is (auxiliary input) perfect zero-knowledge.
B. Correct expansion and embedding into known content
Proof: The simulator chooses y at random and sends it to
The following proof of knowledge is used in step 7 of the
Bob. Bob replies with some (h0a , he ) and the simulator aborts
transfer protocol. The setting is that Alice has received her own
unless h0a = Hy (aAB ) and he = Hy (eB ). If h0a and he were
and Bob’s watermarks, both encrypted with Bob’s key. Alice
correctly computed, the simulator accepts. Note that Alice will
then embedded those watermarks into some content (under
always make the verifier accept in the real protocol, since we
encryption) to get eB which she sent to Bob. She now wants
assume that Alice is honest.
0
to prove that she knows the content cA and randomness r
0 −1
such that eB = EB (cA , r )aB b where aB = DA (aAB ). This Proposition 28. There exists an extractor E which, given
rewindable black-box access to Alice, outputs (c̃A , r0 , aB ) such
is the purpose of the following protocol.
that eB = EB (c̃A , r0 )a−1
B b and aB = DA (aAB ). The extractor
Protocol 24.
runs in expected time T (n)/(δ − κ) for some polynomial
Common input: Public keys pkA , pkB for Alice and Bob
T (n) and negligible knowledge error κ, where δ is Alice’s
respectively. The doubly encrypted watermark aAB and Bob’s
probability of succeeding.
encrypted content eB .
Alice’s input: Secret key skA . Bob’s encrypted watermark b,
Proof: The extractor is similar to the extractor in the
Alice’s watermarked content cA and randomness r0 such that previous section. We know that the subprotocol where Alice
eB = EB (cA , r0 )a−1
proves knowledge of (ha , hc , hr ) has an extractor EP oK . Let
B b where aB = DA (aAB ).
Bob’s input: Secret key skB .
the extractor E try to sample a random accepting transcript
for at most 2Tprot (n)/δ time steps, then run EP oK for at most
Seller’s input: Bob’s encrypted watermark b.
4TP oK (δ−2κP oK ) steps. Repeat this process until E has found

len(c) relations of the form he,i = EB (hc,i , hr,i )hb,i h−1
a,i .
where the batch vectors yi satisfy gcd(yi − yj , N ) = 1 for all
i, j ≤ len(c). These relations give linear systems of equations
that can be solved to find aB , c̃a and r0 .
To see that the extractor is efficient, note that an accepting
transcript can be found in time 2Tprot (n)/δ with probability at
least 1/2. With probability 1/2, the first message in a random
accepting transcript will be such that Alice passes the proof of
knowledge with probability at least δ/2 by Lemma 18. Thus, if
y is good, then EP oK succeeds in time 4TP oK (n)/(δ−2κP oK )
with probability at least 1/2. As before, the probability that
gcd(y, yi ) 6= 1 for some yi can be bounded by 1/40 for
appropriately chosen parameters. Thus, the extractor finds one
new yj with probability 1/10, so finding len(c) of them takes
10len(c) iterations in expectation.
C. Correct work received by Bob
Finally we give a protocol that convinces Bob that he has
received the correct work. This is needed to prevent Alice from
embedding Bob’s watermark in some content c other than cA .
The idea in this protocol is to let the seller send an encrypted
hash for the entire file, which Bob can decrypt and compare
to the corresponding hash of the file he obtained from Alice.
For technical reasons, it is important that Bob only responds
if the seller’s message is computed correctly, so we let Alice
verify the seller’s computation of the hash.
Protocol 29.
Common input: Public keys pkA , pkB for Alice and Bob
respectively, and some encrypted content eB .
Alice’s input: Secret key skA , Bob’s encrypted watermark
b, Alice’s watermark encrypted under Bob’s key aB , Alice’s
watermarked content cA and some content c̃A such that
c̃B = c̃A − wA + wB .
Bob’s input: Secret key skB , and some content c̃B such that
c̃B = DB (eB ). If Alice is honest then c̃B = c + wB .
Seller’s input: Bob’s encrypted watermark b and the
unwatermarked content c.
1) Bob chooses z at random in ZN and sends z to the
seller.
2) The seller computes f = Hz (EB (c)b), hb = Hz (b) and
sends (z, f, hb ) to Alice.
3) Alice checks that hb = Hz (b).
4) The
seller
runs
a
proof
of
knowledge
PoK [hc , hr |f = EB (hc , hr )hb ] verified by Alice.
5) If Alice accepts the proof, the seller sends f to Bob.
6) Bob checks that Hz (c̃B ) = DB (f ) and if so accepts.

Proposition 30. The joint party formed by Bob and the seller
is (auxiliary input) statistical zero-knowledge.

Proof: The simulator chooses z at random, computes a
random encryption of cB as f 0 = EB (cA )a−1
B b and sends
z, f = Hz (f 0 ), hb = Hz (b) to Alice. We know that the proof
of knowledge PoK [hc , hr |f = EB (hc , hr )hb ] has a simulator
which produces a transcript that is statistically close to that

of the real proof of knowledge. If Alice accepts the simulated
proof, the simulator aborts if and only if Hz (c̃A ) 6= Hz (cA ).
Recall that Bob would abort if f is not an encryption of
Hz (c̃B ). Since we constructed f as an encryption of Hz (cA −
wA + wB ) and c̃B = c̃A − wA + wB , we ensure that the
simulator aborts precisely if an honest Bob would do so, by
checking whether Hz (c̃A ) 6= Hz (cA ).

Proposition 31. The joint party formed by Alice and Bob is
(auxiliary input) perfect zero-knowledge.

Proof: The simulator chooses a random z, and the seller
outputs some f, hb . The simulator checks that hb = Hz (b)
and then lets the seller prove knowledge of hc . If the seller
produces a valid proof, the simulator uses the extractor EP oK ,
to find hc . Since the simulator is given c, it can check whether
hc = Hz (c) and if so accept the proof and otherwise reject it.
We assume that Alice and Bob are honest, so c̃B = c + wB .
Thus, Bob will accept if and only if f is an encryption of
Hz (c)+Hz (b), so it is sufficient to check whether hc = Hz (c)
to simulate Bob’s final response.
Proposition 32. The joint party formed by Alice and the seller
is (auxiliary input) perfect zero-knowledge.
Proof: Bob chooses some vector z, and sends it to
the simulator. Recall that the seller would normally return a
random encryption of Hz (cB ). Since Alice is honest we know
that cB = c̃B , so the simulator returns a random encryption
of Hz (c̃B ), and Bob chooses whether or not to abort.
Theorem 33 (Soundness). If Bob received some c̃B other than
cB = c + wB and both Bob and the seller are honest, then
the probability that Bob accepts the proof is negligible.
Proof: Suppose that c̃B 6= c + wB . Then by Theorem 8,

3len(c)
len(c)(p + q)
≤ √
N
N
for a randomly
chosen
z.
This
probability
is
negligible
if
√
len(c) ≤ 4 N .
Pr [Hz (c̃B ) = Hz (c + wB )] ≤

